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ABSTRACT 

 

Unobservable, heterodox, and seemingly abstract properties like beauty and talent do 

not carry explicit market prices, yet they determine the auction results of masterpiece artworks 

and the remuneration levels of global superstars. This thesis analyses the pricing of such 

unobservable properties and the markets in which this pricing takes place. In terms of 

methodology, old techniques are critiqued and amended, and entirely new methods are 

developed. The extent to which market participants are acting efficiently is also investigated. 

This thesis contains four research chapters: 

1. Sample Selection Biases in Art Market Indexes. There are several methods of 

constructing market indexes for such highly heterogenous goods as houses and 

artworks. Two of the best-known methods are the hedonic regression and the repeat 

sales regression. While these methods are typically applied to data on successful 

auction sales, not all auctions are successful: if bidding in the auction fails to exceed 

the reserve price – a value nominated by the seller and typically known only to the 

seller and the auctioneer – then the auction “passes-in”, or fails, with no transaction 

taking place and the would-be seller keeping their item. As such, the information 

implicit in passed-in auctions is typically ignored in traditional pricing models, 

models which underpin widely quoted price indexes. After appropriate controls are 

employed, we find that including data on passed-in auctions substantially reduces 

the returns implied by market indexes. 

2. The Burn Effect and Reserve Price Efficiency. Some art market observers claim 

that when an artwork passes-in at auction, the market’s unfavourable judgment of 

the artwork reduces the price it can expect to realise at a future auction; it is as 

though the artwork itself is materially damaged by the public rejection that occurred 

during the auction. This chapter examines this so-called “Burn Effect” and 

demonstrates that the conventional account appears to be incorrect. Instead of a 

“burning” a painting, a passed-in auction actually causes the consignor to adjust 

their expectations, which in turn leads them to set a lower reserve price when they 

bring their artwork to market for a second time. Crucially, the consignor of an 

artwork that had passed-in at a previous auction will end up selling their artwork 

for roughly the amount they were offered at the passed-in auction – that is, the 

market’s valuation of the artwork does not change as a result of the passed-in 
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auction. The “burn effect” is zero. This chapter also considers the interaction 

between passed-in auctions and transaction costs, showing that transaction costs 

substantially increase the costs of failed auctions. 

3. Income Inequality and Celebrity Talent. When the ratios of successive ranked 

observations on some variable exhibit a systematic relationship (such as ½, 1/3, ¼, 

…), the variable is said to follow a power law. A novel application of the power 

law distribution is employed to assess within-discipline income inequality for 

several celebrity careers. A career within the arts is compared to several other high-

profile celebrity careers: musician, sports star, and a university vice-chancellor. 

While there is already extensive precedent for the use of power law mathematics in 

economics, this is perhaps the first time that such laws have been used to provide 

metrics of income inequality. The power law approach is also used to assess the 

Chinese art market’s integration into the broader global art market. 

4. The Global Market for Executive Talent. Using an innovative test based on power 

law mathematics, it is shown that the level of Australian CEO pay is set by a 

globally integrated market for executive talent. This pricing equilibration occurs 

despite limited movement of Australian CEOs to other countries, and vice versa. 

Despite the globally integrated CEO market, Australian CEOs appear to be 

underpaid relative to American CEOs from comparably-sized firms. But could it 

instead be the case that American CEOs are overpaid? After investigation it appears 

that the typical Australian CEO is paid in line with the global average. American 

CEOs are more highly paid relative to the size of their firms than CEOs around the 

rest of the world, however this largely appears to be the result of incentive pay and 

the fact that American CEOs have a greater influence over their firms’ direction 

(and possibly over their own pay) than CEOs in other countries. 
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CHAPTER 1  

Can beauty be priced? 
 

“When bankers get together for dinner, they discuss art. 

When artists get together for dinner, they discuss money.” 

- Oscar Wilde 

 

1.1 Introduction 

The modern markets for art and labour are underpinned by the pricing of abstract, 

subjective properties such as beauty and talent. Yet the notion that these properties can be 

priced is often regarded as both vulgar and futile: vulgar because of the widespread (if latent) 

belief that capitalism inevitably sullies culture, and futile because of the category error that 

apparently inheres in assigning quantities to qualities. The cultural economist Bruno S. Frey 

defines those who take for granted the intrinsic value of cultural artefacts as “arts people”: such 

people may be perfectly happy to consider the economic impacts or consequences of artistic 

production, but they “see no need to establish that it contributes to human welfare” (Frey, p. 3, 

2005). 

Frey’s notional “arts economists” reject this assumption. They contend that just as a 

painting is a composition of colours and shapes, so too is its valuation a composition of shadow 

prices and market sentiments. Similarly, “arts economists” might argue that talented 

individuals are “priced” – that is, attract compensation – in ways that are both mechanistic and 

analysable. And, to the extent that the methodical pricing of art and talent might seem crude, it 

is worth remembering that the current era has come to wholeheartedly embrace such crudeness: 

as the American pop artist Walter Robinson has noted, “We don't have art movements any 

more, we have market movements.” In the 21st century there is no such thing as priceless art. 

This thesis is comprised of four chapters of empirical research that address issues 

pertaining to the pricing and valuation of art and talent. While the cultural concerns outlined 

above might intuitively seem to belong more to the realm of philosophy than economics, by 

demonstrating that the markets for art and talent are amenable to econometric analysis it is also 

shown that there is nothing “special” or ephemeral about these markets. With regards to the 
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individual chapters, the first two empirical chapters are concerned with the pricing of artworks 

and the behaviour of art market participants, while the final two empirical chapters are 

concerned with the pricing of talent at the top ends of the corporate and celebrity markets. In 

order to provide the reader with a background in key terms and concepts, the second and third 

chapters of this thesis are dedicated to (1) introducing the structure of the art market and (2) 

outlining some of the fundamental econometric techniques employed in art market analysis. 

While the final empirical chapter of this thesis is concerned with the pricing of executive talent, 

there already exists a solid introductory literature on this subject (Edmans and Gabaix, 2016; 

Murphy, 1999), and as such the subject receives little additional backgrounding. 

1.2 Introducing the Art Finance Literature 

For the past 30-odd years the art market has received small but consistent coverage 

from academics working in economics and finance. Early work in the field emerged from the 

work of art historians, and as such it is not entirely clear when the first “art finance” papers 

appeared. However, a plausible early candidate was Stein (1977), which considered the 

auctioned objects each year as a random sampling of the underlying stock of art; the paper 

derived a simple per-annum index based on average transaction price in that year. Later work 

by Baumol (1986) and Frey and Pommerehne (1989) calculated the geometric mean return on 

works that sold at least twice during the considered time frame; however, this approach still 

did not account for variations in holding time.  

Today, the most common approaches to constructing art market indexes are the hedonic 

regression and the repeat sales regression, both of which are detailed (in terms of econometrics 

and methods) in Chapter 3 of this thesis. Several well-known papers on art market indexes 

identify return processes that appear substantially superior to those of many conventional 

financial assets. Two of the most cited papers are Goetzmann (1993), with 344 citations on 

Google Scholar, and Mei and Moses (2002), with 311 citations on Google Scholar. Goetzman 

(1993) identifies per annum returns of 15% between 1940 and 1986, while Mei and Moses 

(2002) finds an 8.2% annual return between 1950 and 2000. However, the high returns 

observed in both papers are likely the result of substantial selection bias.1 The fourth chapter 

of this thesis is particularly concerned with sample selection bias and its correction.  

 
1 With respect to the Goetzman (1993) paper, Guerzoni (1995) points out that the Goetzmann data was taken from 
art historian Gerald Reitlinger, who focussed his research disproportionately on enduringly famous historical 
artists, which in turn implies a survivorship sample selection bias. The Mei and Moses (2002) index involves a 
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The microstructure of the art market has also received considerable academic attention 

over the years. Beggs and Graddy (1997) find that, relative to pre-auction estimates, realised 

prices decline over the course of an auction, and that the pre-auction price estimates provided 

by auction houses are generally free from bias, although the shadow prices of some artwork 

characteristics, such as artwork size, are forecast with some systematic inaccuracy. Ashenfelter 

and Graddy (2011) find that the seller-nominated reserve prices (the “hidden” price that auction 

bidding must exceed if the seller is to part with their artwork) is typically about 70% of the 

auction house’s pre-auction low estimate. De Silva et al. (2012) even find that good weather 

on auction day will increase realised prices, particularly for relatively cheaper paintings. The 

process of an art auction is described in more detail in the next chapter of this thesis, and 

Chapter 5 investigates whether some consignors (prospective sellers at auction) are behaving 

efficiently when they submit their items for sale at an auction house. 

While much financial research investigates the art market in the familiar terms of 

investment and return, several recent papers have pushed out into areas that are unique to the 

art world. Kathryn Graddy, of Brandeis University, has been especially energetic in this arena. 

Her research has provided evidence that grieving artists produce work that is less likely to be 

included in the collections of major galleries and less likely to be successful at auction (Graddy, 

2015); the finding is interesting in that it contradicts the typical romantic notion of emotional 

turmoil and suffering leading to the production of better and more important artwork. Along 

with Rachel Pownall, Graddy has also studied the market valuation of colour, and found that 

dark but intense colours were preferable to light and desaturated (Graddy and Pownall, 2016). 

This research focussed on the Warhol market, which may have been a non-trivial limitation 

given that Warhol was most famous for his intense colours – an artist better known for more 

muted work might have demonstrated a reverse pricing pattern. Nonetheless, it is worth bearing 

in mind that the 20th century art world’s most famous colour, International Klein Blue, was 

both dark and intense. 

What is it that makes art valuable? While it is a truism that an object is worth whatever 

price a person is willing to pay for it, this notion doesn’t quite seem to capture whatever it is 

that equilibrates the market price of a stained piece of canvas to a hundred million dollars or 

more. There exists an extensive philosophical literature on the nature of value in art and 

aesthetics (see Hutter and Shusterman (2006) for an economist’s introduction to this broad 

 

more complicated form of sample selection bias, identified by Renneboog and Spaenjers (2013) and discussed in 
the next chapter. 
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topic), as well as a growing field devoted to the study of phenomenological and neurological 

responses to aesthetic stimuli, which may also be of some interest to cultural economists 

seeking to understand value (Locher, 2014). Recently, notable books by Ekelund et al. (2017) 

and Thompson (2010) have emphasised the role of “credence” or “branding” in the creation 

and maintenance of perceptions of value: art world institutions such as auction houses, art 

advisories, the art press and notable collectors all contribute to generating allure (or, to put it 

less kindly, manufacturing demand) for objects whose aesthetic value is oftentimes not 

immediately obvious (Chapter 2 of this thesis delves into these demand-driving institutions in 

more detail). In the public sphere, debate endures about the extent to which notions of economic 

value can truly encompass notions of cultural value, although it is reasonable to surmise that 

there exists widespread public agreement with the idea that not all value can be captured in 

economic terms, given ongoing support for policies pertaining to, e.g., local content quotas in 

broadcast media and cultural exceptions in trade negotiations (Throsby and Zednik, 2014).  

Note that while issues of value and valuation are important to the broader field of 

cultural economics, they are of less relevance to this thesis, which focusses more specifically 

on the market pricing of art and talent. A similar research focus is justified by Ekelund et al. 

(2017) along the following lines: 

“Modern economists do not argue that prices expressed in money are the only things 

that matter in determining “value.” The aesthetic and spiritual nature of art is seen as 

being reflected in values that include price – price is but a reflection of some of the 

values buyers place on art, but it is a good indicator of the many reasons that 

individuals buy art.” (Ekelund et al., p. 11, 2017) 

1.3 Pricing Talent 

This thesis’s final two research chapters focus on pricing talent, however only the first 

of them focusses on the pricing of artistic talent. The final research chapter focusses on the 

pricing of executive talent, specifically on the total remuneration of the world’s most highly 

paid CEOs. While these professions might seem vastly different – and the pay of the average 

artist a far cry from the pay of the average CEO – these professions are in fact linked by an 

especially high degree of “within-discipline income inequality” – that is, just as the incomes of 

superstar artists are not remotely representative of what the average artist can expect to earn, 

so too is the income distribution of CEOs highly skewed towards the absolute superstars of the 

discipline (although admittedly not quite to the same extent as artists). The methods employed 
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in both of these chapters have their roots in the “superstar” literature that dates back at least to 

Rosen (1981). While modern extensions of this research already have an established grounding 

in the CEO literature (see, for instance, Gabaix (2009) and Edmands and Gabaix (2016)), its 

methods have seen less empirical application to the art market, despite a strong theoretical 

foundation. To the extent that the disciplines of art and management seem almost incomparably 

disparate, it is worth noting that a recent economics paper made a similar (and successful) 

comparison between human beings and hermit crabs (Chase, Douady, and Padilla, 2020), thus 

showing that talent may come more from nature than nurture! 

1.4 Thesis Contributions and Structure 

This thesis makes several specific contributions to research on both cultural economics 

and executive remuneration:  

1. The impact of ignoring passed-in observations when calculating apparent art 

market returns: Art market auction houses and art market consultancies promote art 

market participation by advertising the potentially lucrative expected returns of art 

investment. These expected returns are primarily calculated via two methods, the 

hedonic regression and the repeat sales regression (both of which are detailed in the 

next chapter.) Using the same dataset, we compare expected returns derived from 

both methodologies. More importantly, we look at how expected returns are 

impacted by information from the high bids of passed-in auctions. After 

adjustments, we find that the inclusion of passed-in auctions is particularly 

damaging to the expected returns implied by repeat sales regressions. Ultimately 

these findings demonstrate one of the ways in which the statistics used by auction 

houses and consultancies are biased upwards – possibly deliberately, with the 

intention of encouraging market participation. 

2. The efficiency with which consignors (sellers) are setting their auction reserve 

prices: When a prospective seller consigns their artwork to an auction house they 

have to name a reserve price, which is the price bidding must exceed if the auction 

is to actually go through (otherwise the auction passes-in and the consignor returns 

home with their artwork). Frequently consignors return to market to try to once 

again to sell an artwork that passed-in at a previous auction. This raises the issue of 

reserve price efficiency: did the consignor set a realistic reserve price on their first 

auction, or was it too high? We find that consignors are setting their reserve prices 
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too high, given that when their artworks pass-in at auction they typically end up 

selling them (at a subsequent auction) for about what they would’ve got at the 

passed-in auction, had they had a lower reserve. This behaviour is inefficient and 

costly, as it wastes both time and resources on unnecessary auctions. 

3. The burn effect: The art market “burn effect” is the supposed tendency for artworks 

that pass-in at auction to have their perceived valued “damaged” by their public, 

visible rejection by the market (the burn effect is explained more fully in the next 

chapter, and explored empirically in Chapter 5). But is it real? Previous academic 

research into the burn effect demonstrated that artworks which go through a three 

auction cycle of (1) successful purchase (2) failed sale (3) successful sale will 

typically end up selling for less than artworks that go through a simpler two-auction 

cycle of (1) successful purchase (2) successful sale (Beggs and Graddy, 2008). 

However, this finding alone does not prove that the burn effect is real: it could also 

be that passed-in auctions were typically preceded by a too-high purchase price. 

After investigation we find that the latter case is true, and that the empirical 

evidence for the burn effect is in fact slimmer that it first appears. 

4. The especial implausibility of a career in the arts: As a financial prospect, a career 

in the arts is often considered to be somewhere between precarious and dire. 

However other celebrity career aspirations are often held to be similarly 

implausible: professional sports, popular music, and becoming the vice chancellor 

of an Australian university. Relative to these other careers, we show that a career in 

the arts is in fact particularly terrible, even though the absolute top selling artists 

tend to do better than the best sports stars and musicians. 

5. The global determinants of CEO pay: By employing a methodology similar to that 

which was used to compare different celebrity careers, we examine the global 

integration of the market for executive talent, an ever-topical subject given popular 

accusations that CEOs are in some sense overpaid. We find that rather than being 

overpaid relative to the rest of the world, the CEOs of Australia, Canada, the EU 

and the USA are in fact part of a globally integrated market, in which remuneration 

levels are set by global rather than local processes. The Indian and Chinese markets 

appear to be segmented (i.e. separate) from the larger global market, possibly 

implying a lack of local competition but also a lack of access to the global market 

for top-tier managerial talent. Japan is borderline between global integration and 
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segmentation. We also find that the greater power of American CEOs explains 

much, but not all, of their relatively higher levels of remuneration. 

The remainder of this thesis assumes the following structure: 

Chapter 2 provides an in-depth but largely non-technical outline of today’s art market, 

playing close attention to participants, structure, and terminology. Chapter 3 focusses on the 

more technical aspects of cultural economics, such as the two main models for art market index 

construction, namely the hedonic regression and the repeat sales regression. An introduction to 

the mathematics of auctions is also provided. Chapter 4 reports empirical research on the 

inclusion of passed-in (failed) auctions in art market indices, showing that such auctions can 

have a particularly strong effect on the returns implied by repeat sales regressions. Chapter 5 

shows that many art market auction participants are setting their reserve prices too high, 

ultimately wasting time and money in the process. This chapter also shows that the so-called 

“burn effect” is not as strong as art market lore might suggest. Chapter 6 uses a new measure 

of within-profession income inequality to show that the arts is a particularly risky career for 

the young aspirant to embark upon, even relative to other “celebrity” fields like pro sports and 

popular music. Chapter 7 moves on to examine the global market for executive remuneration, 

and shows that Australia, Canada, the EU, and the US are part of a globally integrated market 

for executive talent. While the apparent overpay of American CEOs cannot be entirely 

explained, it appears that a good proportion of their premium originates from the relatively 

greater institutional power afforded to their role, relative to CEOs in other countries. Chapter 

8, the final chapter of this thesis, revisits these contributions in more detail, and concludes.  
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CHAPTER 2  

The Art Market: A Contemporary Primer 
 

2.1 Introduction 

This chapter introduces the processes and participants that make up the early 21st 

century art market. While largely non-technical in nature, this chapter introduces terms and 

concepts that are later used in the technical chapters of this thesis. From the outset, it is 

worthwhile defining what exactly is meant by “the art market.” In their recent book on the 

American art market, Ekelund et al. (2017) imply that the art market is made up of the sale – 

at auction, in galleries and by private dealers – of sculptures, prints, drawings, and paintings, 

the latter category incorporating such media as oils, watercolours, pastels and so on (Ekelund 

et al, p. 27, 2017). Modern and contemporary artworks might occasionally break out of these 

formal categories (e.g. through video installations, so-called “digital paintings”, and other 

oddities), however these make up a negligible part of the market as a whole. While this chapter 

will provide readers with a more nuanced understanding of what is meant by “the art market,” 

the meaning implied by Ekelund et al. (2017) provides a good preliminary definition. 

2.2 The Size of the Art Market, Globally and Within Australia 

With sales of USD $68 billion in 2014 (McAndrew, 2015), the global art market is 

comparable in size to entertainment industries such as music, movies and TV, and publishing, 

whose respective revenues were 63b, 133b, and 151b over the same period (International 

Publishers Association Annual Report, 2014). The art market has also maintained reasonably 

solid sales growth over the last decade or so (see Figure 2.1 below), with sales rising from USD 

$30b p.a. in 2004 to $68b in 2014, despite a significant dip during the global financial crisis 

(McAndrew, 2015). The market is dominated by the US, UK, and Chinese markets, which 

account for 39%, 22% and 22% (respectively) of the dollar value of transactions (ibid.) 
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Figure 2.1 The Global Art Market 

 
Notes: Left hand axis indicates the total annual transaction value of global art sales, as provided by 
The European Fine Art Foundation (McAndrew, 2015). Right hand axis indicates the ArtPrice Index 
and the Dow Jones Index, each normalised to a starting value of 100 in the base year of 2004. The 
lower bar chart indicates sales volume, as provided by The European Fine Art Foundation 
(McAndrew, 2015). This figure shows art sales to be mostly correlated with the share price values, 
as measured by the Dow Jones Index, and that shares have realised higher returns over the period. 

 

The fine art market in Australia is relatively small, with imports of artworks totalling 

USD $161.91 million and exports of 100m in 2013 (McAndrew, 2015). In 2019, the Australian 

auction market accounted for only AUD $111m of revenue, leading a former employee of 

Christie’s auction house to describe the Australian art market as “just a spec” (Coslovich, 

2020).  The small size of the Australian art market is paralleled by the arguably limited role of 

government subsidy in the visual arts sector; while the visual arts receiving about AUD $400m 

in annual subsidies in 2019, $330m of this went directly to the running of art galleries (Artfacts, 

2019). The Australia Council is the largest government supplier of discretionary grants to the 
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visual arts, with only $23.5m going to grants and initiatives in the 2018-19 financial year 

(Australia Council for the Arts, 2019); this statistic is perhaps a more telling indicator of the 

limited funds available to individual artists. 

There has been persistent controversy about government subsidisation of the arts in 

Australia, with Withers (1977) providing an early example of such debate; while the paper may 

be old, the issues surrounding arts funding are still, for the most part, the same as those that are 

discussed in the present day: why are the arts especially deserving of government subsidy? 

Does the polity broadly concur with the claim that that the arts provide society with non-

economic, non-pecuniary value? (Withers, 1977). More recently, the March 2016 budget cuts 

were a source of much consternation; Caust (2016) notes the particularly vicious “divide and 

rule” approach of the funding cuts, in which the comparatively unchanged funding to larger 

recipients left them less willing to speak out on behalf of the smaller organisations who bore 

the brunt of the government’s cutbacks. While the Australian visual arts sector is small, the 

continuing debate over its subsidisation provides some motivation for the academic study of 

the art market. Moreover, studies of the art market are relevant to many Australian retirees 

given that art investments are still permitted as part of Self-Managed Super Funds (this is in 

spite of the 2010 Cooper Review’s Recommendation 8.14, which stated that art, collectables 

and other personal use assets should be prohibited from SMSFs). 

While this thesis concentrates primarily on the commercial sale of artworks, it is worth 

bearing in mind the financially precarious existences that confront many, if not most, workers 

in the visual arts. In the Australian context, the average artist earn 21% less than the median 

wage, and their wages declined 19% from 2010 to 2017; earnings are so poor that now only 

one in five Australian artists can make a living off their art practice alone (Throsby and 

Petetskayza, 2017). In a dated but still insightful piece of research, Withers (1985) provides 

cross-sectional forecasts of what Australian artists would make if they weren’t working in the 

arts, then compares these forecasts to the artists’ actual reported incomes; he finds that the 

artists are subsiding the arts to around AUD $318m a year in 1983/4 dollars, or about $996m 

in 2019 dollars – over five times the total annual grant allocation of the Australia Council for 

the Arts. As Withers (1985) points out, this implicit subsidy by artists is in part a reflection of 

the utility they themselves derive from the creation of their art, in turn implying a kind of 

producer surplus that is perhaps unique to the creative industries. 
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2.3 The Auction Houses 

Sotheby’s and Christie’s are the world’s largest auction houses, with their combined 

sales representing 42% of the USD $30b global art auction market in 2015 (McAndrew, 2016). 

By comparison, the third largest player, Phillips, realised less than 2% of the total (The 

Economist, 2016). Christie’s is a private company, owned by the French billionaire Francois-

Henri Pinault; the company had auction sales of USD $6.5b in 2015, with an additional $0.9b 

in private sales (The Economist, 2016). Sotheby’s is a publicly traded company, with a market 

capitalisation of USD $2.27b (as of August 2016) and total art auction sales of $6b in 2015 

(The Economist, 2016), with an additional $0.7b in private art sales (Gioia and Park, 2016). 

The public availability of Sotheby’s accounts and shareholder statements means that more is 

known about the company’s internal structure and financial performance relative to Christie’s; 

for this reason, many of the Sotheby’s-related statistics in the following sections are not 

available for Christie’s. 

Auction houses make most of their money from the buyer’s premiums and the seller’s 

commissions they charge at auction. According to Sotheby’s financial statements (Sotheby's, 

2016), in 2015 auction commission revenues accounted for 81% of their annual income, with 

similar figures for 2014 and 13 (81% and 75%, respectively). Commissions from private sales 

accounted for 6% of Sotheby’s income in 2015, and an additional 7% came from sales of 

artworks in their own inventory (there are a number of ways that auction houses can end up 

owning pieces of art themselves; some of these are discussed below). The remainder of their 

income came mostly from financing (they sometimes offer loans to high-net-worth clients) and 

licensing. Due to its private ownership, comparative statistics for Christie’s are not available, 

although the numbers are probably similar.  

Buyer’s premiums are typically much larger than seller’s commissions and account for 

most of the Houses’ revenue from auctions. Christie’s New York buyer’s premiums break 

down in the following manner: 25% for the first USD $75,000, 20% of the value that falls 

between $75,000 to $1.5m, and 12% on the value over $1.5m. There is a great deal of opacity 

surrounding the seller’s premiums – as these are negotiated directly with the seller prior to 

auction there is less need for a consistent structure (contra the buyer’s premiums, where every 

potential bidder in the auction room needs to know what structure they are facing) – however 

it has been claimed that items auctioned for under $100,000 at both Sotheby’s and Christie’s 

New York typically face a seller’s commission of between 10% to 20% (Costello and 

Bensinger, 2000). Beyond $100,000 (where the majority of the houses’ revenue is derived), it 
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is much harder to identify regularities in seller’s commissions, with commissions potentially 

going as low as 2% on works over $1m. In order to attract big-ticket items, the auction houses 

may even waive the seller’s commission altogether. 

The auction houses sell artworks at two main kinds of auctions: regular and special. 

The regular auctions occur biannually across major collecting categories (Contemporary, 

Impressionist and Modern, Old Masters etc.), and are broken up into morning, afternoon and 

evening sales, the latter of which is the most high value; note that while the morning, afternoon, 

and evening sale nomenclature implies that these three auctions are held on a single day, they 

are in fact typically spread out over three or four days. Special auctions are one-off auctions 

usually based around a collecting category or theme. In recent years Christie’s have been 

particularly successful with their special auctions, with heavy promotion leading to blockbuster 

successes like 2015’s Looking Forward To The Past, which realised USD $706m in sales on a 

high (total) estimate of $608m. But despite the recent proliferation of high-profile special 

auctions, it is still the regular evening sales that attract the most attention from pundits seeking 

to gauge the overall health of the market. Looking to the contemporary market, in 2015 

Sotheby’s Evening Auctions realised sales of GBP £36m (London, Oct 2015), USD $294m 

(New York, Nov 2015), GBP £69m (London, Feb 2016), and USD $242m (New York, May 

2016). 

As might be expected from such a dominated market, the Sotheby’s and Christie’s 

duopoly has sometimes appeared more collusive than competitive. Sometimes this is manifest 

in small ways: the two houses reinforce one another’s prestige when their auction catalogues 

boast of consigned artworks having previously sold at each other’s houses – a compliment they 

never extend to the lesser auction houses. Perhaps even more telling is the way that they arrange 

their evening auctions one night after another, so that the Sotheby’s Impressionist and Modern 

evening sale will take place the night after the Christie’s Impressionist and Modern evening 

sale, or vice versa; the auction houses alternate who holds the first evening (Thompson, 2010, 

p. 17). Ostensibly this is done for the benefit of foreign visitors, who will have the convenience 

of being able to see both shows on a single weekend, although this justification is questionable 

given that most big-ticket purchases come from anonymous telephone bidders. Nonetheless, 

this arrangement between the two major houses indicates the closeness of their duopoly.  

In extreme cases, Sotheby’s and Christie’s will not only ignore the auction timings of 

the lesser houses but sometimes even actively frustrate them: Christie’s scheduled their 2014 

If I Live I’ll See You Tuesday special auction to take place on the same evening as a Phillip’s 
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auction. The date of the Phillip’s auction had been publicised for months in advance and had 

to be rescheduled after Christie’s made their announcement. This was widely seen as a 

deliberate attack on Phillips by Christie’s (Schachter, 2014). 

The extent of collusion between the two major auction houses was revealed in the 

infamous 2001 trial of Sotheby’s and Christie’s for price fixing their commissions between 

1993 and 2000. The collusion occurred at the very top of the corporate ladder: the chairmen of 

both houses initiated the cooperation via a dozen clandestine meetings held at each other’s 

London and New York apartments, then the technical details of the price fixing were finalised 

by the CEOs; the very last meeting took place in the car park of New York’s JFK airport, when 

Sotheby’s then-CEO Diana Brooks flew in from London on the Concorde, met with Christie’s 

CEO Christopher Davidge for two hours in his limousine, then flew straight back to London 

on the afternoon flight (O. Ashenfelter and Graddy, 2005). The price fixing first came to light 

in the early 2000s; in the ensuing legal proceedings, the two houses were ultimately compelled 

to pay out over half a billion dollars in criminal fines and civil damages. 

The damages from the civil case were noteworthy. They were paid out to the plaintiffs 

in proportion to the nominal commissions charged by the houses, with the buyers receiving the 

lion’s share of the damages due to the fact that – nominally – they pay a higher percentage of 

the fees than bidders. However, as Ashenfelter and Graddy (2005) pointed out, this distribution 

of compensation was a disaster in light of basic economic theory, which states that buyers are 

indifferent between paying $120 for a painting with no buyer’s premium and a $100 hammer 

price for a painting with an additional 20% buyer’s premium – that is, they have a maximum 

price they are prepared to pay for a piece, and are indifferent between how much of that price 

goes to the consignor or the auction house. Ashenfelter and Graddy (2005) contend that the 

real losers from the price fixing collusion were the sellers, however as the sellers paid a lower 

(nominal) commission to the auction house they received less of the compensation payout from 

the civil case. The authors regard this to have been a significant failure of the law. 

2.4 Galleries and Private Dealers 

The counterpoint to the auction market is the private gallery and dealer market. This 

market accounted for 53% of the total USD $60.3b global art market in 2015 (McAndrew, 

2016), although it is far less concentrated. For instance, in 2013, global private art market sales 

were $33.4b (McAndrew, 2015), yet in that same year the four biggest players only managed 

sales of $925m, $450m, $225m and $150m (Statista, 2013). At the high end of the market, the 
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difference between dealers and gallerists is indistinguishable: Larry Gagosian, the world’s 

biggest private art dealer, has sixteen galleries all over the world, yet is still well known for 

personally selling to billionaire art collectors, and for organising transactions between such 

collectors. 

Although high-end auction houses may try to develop relationships with high-end 

collectors, they do not emphasise the “personal touch” in the way that private dealers do. When 

an auction house sells a work, they generally don’t reassure the buyer that they paid a good 

price, or that their work will likely appreciate in value: it’s all consenting adults once the 

bidding starts. However, in the private market dealers typically encourage potential clients to 

invest in the artists they represent by assuring the client that the artist will appreciate in value; 

even when the potential client is not interested in the art work as a potential investment vehicle, 

they are still understandably concerned about having been seen to have overpaid for a work. 

Moreover, in the art world the extent to which a piece offers its owner cache is, of course, 

highly correlated with its value.  

The dealer’s promises that an artist will increase in value can often lead to situations 

where the dealers themselves will intervene in auctions to prop up prices: that is, they will buy, 

on the secondary market, works of an artist from an artist they represent (sell) on the primary 

market! Two famous instances of this are the joint Gagosian-Mugrabi price support of the 

Warhol market, in which the dealer and collector sometimes intervene by purchasing Warhols 

together (the 50/50 cost distribution ensures a shared commitment to the market), and also the 

Gagosian-Jopling support of the Damien Hirst market. This price support was brilliantly 

exploited by Hirst himself during his Beautiful Inside My Head Forever special auction 

(detailed in a subsection below). 

 The private market typically sees the most sales in the ultra high-end part of the art 

market, particularly in the Old Masters market where paintings rarely come up for sale 

(liquidity being somewhat constrained by the fact that the old masters are all dead). Although 

the highest price ever paid for an artwork was at auction (USD $450.3m in 2017 for Salvator 

Mundi, allegedly by Leonardo da Vinci), the private market has seen all the other sales in excess 

of USD $200m, including two pieces going for around $300m (William de Kooning’s 

Interchange, purchased by American hedge fund manager Kenneth Griffin, and Paul Gaugin’s 

When Will You Marry, purchased by the Qatari royal family). 

In the context of art market research, it is worth formally acknowledging the 

unfortunate opacity of sales made in the private dealer and gallery markets. While the auction 
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market is covered by increasingly sophisticated sources of data, very little is known about sales 

made by dealers and galleries. Some limited quantitative research into pre-modern gallery 

markets has been conducted using information culled from guild records (Marchi and Miegroet, 

2006), and The European Fine Art Foundation publishes estimates of overall activity in the 

gallery sector in its annual reports. However, there is almost no substantial quantitative work 

on individual sales in the gallery and dealer segments of the modern art market. Recent books 

on the art market have been upfront up this limitation: Ekelund et al. (2017) notes that even in 

the arts world hub of New York City, only around 1 in 111 artists will achieve any sales on the 

auction market, and thus achieve representation in art market databases; Thompson (2010) is 

similarly critical of media coverage on the art market, noting with some disdain the press’s 

reliance on the well-known and exclusively auction-based Mei-Moses art index (which is itself 

discussed at many points in this thesis). Ultimately, the extent to which auction data can be 

said to represent the overall art market depends, in part, on the kinds of issues a researcher is 

seeking to investigate. In this thesis, with its focus on anomalies at the high-end of the market, 

this issue is not considered to be such a problem. 

2.5 Art Market Consultancies 

Thanks to the rise of the internet and the growth of art markets in China, Russia and the 

middle east, the past twenty-odd years have seen a massive proliferation of so-called art market 

consultancies (alternatively referred to as “art advisories”). These consultancies exist primarily 

to advise art market participants, either directly or through the provision of data. In the words 

of Skate’s Art Market Research, founded in 2004, “Unlike art dealers and auction houses, we 

do not derive income from selling or buying art and are focused entirely on enabling our 

customers to make well-informed art investment decisions using the research produced by our 

specialists” (Skate’s, 2015). Art market consultancies regularly promote themselves as 

impartial advisers who can provide unbiased recommendations about what to buy, what to sell, 

and when to hold steady. This is in obvious contrast to dealers, gallerists, and auction houses, 

all of whom have a vested interest in encouraging art market participation. 

ArtNet is the posterchild for the modern art market consultancy. The firm was founded 

in Germany in 1989 as an offline computer database of art market transactions, however it 

wasn’t until the database went online in 2008 that it truly reached a mass market. Now the firm 

has offices in London and New York, and has been publicly traded on the DAX since 2011. 

Most of the firm’s initial internet subscribers consisted of private gallerists and dealers who 
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used the service to access historical sales data and automated valuations, although in recent 

years ArtNet has also acted as an intermediary between gallerists and buyers (perhaps 

somewhat compromising ArtNet’s claims to impartiality). As of January 2020, ArtNet’s 

market capitalisation stands at only EUR €23.1m, though other consultancies may be worth 

much more. For instance, in 2016 Sotheby’s purchased the consultancy Art Agency Partners 

for USD $85m. 

Despite the consultancies’ claims to impartiality, in practice they tend to paint a rosy 

picture of art market investment – after all, they wouldn’t attract a great deal of patronage if 

they simply advised people to avoid the art market altogether! The consultancies promote art 

investment not only through glowing rhetoric but also through art market indexes, which 

appear to imply returns that are both high and uncorrelated with global stock markets (a much-

vaunted characteristic of so-called “alternative investments”). ArtNet’s C50 Index is one of the 

best-known art indexes, occasionally making an appearance in mainstream publications such 

as The Economist. The returns promised by C50 seem almost astronomical: for instance, 

between 2002 and 2012, the C50 made over 500%, compared to only 120% for the FTSE 100! 

Alas, if things appear too good to be true, they usually are. ArtNet’s C50 index suffers 

from a terrible form of survivorship or lookback bias: it takes the 50 most valuable artists today 

and constructs a retrospective index of their performance over the past decade.  The results 

would be rather less exciting if the index had been constructed by taking the 50 most valuable 

artists from a decade ago and then tracking their performance forwards to the present day.  

A similar bias could be found in the now-defunct Mei-Moses Fine Art Index, which 

was provided by the “Beautiful Asset Advisors” consultancy up until its purchase by Sotheby’s 

in 2016. The Mei-Moses Fine Art Index was constructed via the use of a “repeat sales 

regression” (RSR) approach. The econometrics of RSRs are detailed in the next chapter of this 

thesis, however they essentially involve aggregating pairs of auctions of the same artwork – 

for instance, an auction pair might be comprised of the price a painting was auctioned for in 

1980 and the price that same painting was auctioned for at a later sale in 2000; it is this 1980-

to-2000 appreciation of the same painting that will be incorporated into the RSR index. As 

noted in Renneboog and Spaenjers (2013), the Mei and Moses Fine Art index was badly biased 

in that the second (later) auction from each RSR auction pair came exclusively from Sotheby’s 

and Christie’s auction houses, whereas the first (initial) sale could come from any auction house 

in the world. Sotheby’s and Christie’s are the Nike Sportswear of the art auction world – they’re 

premium brands and they don’t re-sell faded or depreciating artists. The potential for bias here 
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is obvious: an artwork must have appreciated greatly if it had an initial sale at a no-name 

auction house followed by a subsequent sale at Sotheby’s or Christie’s. The alternative case – 

the depreciating artwork that had been purchased at Sotheby’s or Christie’s and then re-sold at 

a no-name auction house – was structurally precluded by the Mei-Moses Fine Art Index. 

2.6 Primary and Secondary Markets 

In the art market, brand new works of “wet paint” art are issued on the primary market; 

in finance terms, the primary market is like the IPO market of the art world. The secondary 

market refers to “second hand” paintings that are being resold by previous owners. Although 

there have been some notable exceptions (one of which is discussed in the next subsection), in 

general the auction houses deal exclusively in the secondary market, with dealers and gallerists 

dabbling in both markets. When it comes to distributing the proceeds from primary market 

sales, the industry standard is a simple 50/50 revenue split between gallery and artist, although 

at the high end of the market the artists have more power, and can often negotiate a share as 

high as 70%. 

The Beautiful Inside My Head Forever Special Auction 

As mentioned in the previous paragraph, the vast majority of auctions are strictly 

secondary market affairs, although there are occasional exceptions. Damien Hirst’s 2008 

Beautiful Inside My Head Forever special auction took place over two days at Sotheby’s 

London. The auction was unique for several reasons:  

 It was a “primary market” auction comprised almost entirely of new works. 

 It was based entirely on works by a single artist. 

 100% of the hammer price went directly to the artist (there was no seller’s 
commission), with Sotheby’s relying solely on the buyer’s premium for their profits. 

At the time of the auction, Hirst was represented in America by Larry Gagosian, the 

most powerful art dealer in the world, and in the UK by Jay Jopling, owner of the famous White 

Cube Gallery. Hirst did not inform either of his dealers about the auction until shortly before 

its announcement. By bypassing his dealers and selling through Sotheby’s he was able to secure 

far more favourable terms: he would only receive 50-70% of the value of sales made via 

Gagosian and Jopling, whereas he received 100% of the hammer price from the Sotheby’s 

auction (off a buyer’s premium that would’ve been less than 20% of the hammer, given the 

high cost of most of Hirst’s pieces). What was truly remarkable was Hirst’s exploitation of 

Gagosian and Jopling’s reputational interest in supporting prices in the Hirst market: both 
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dealers had promised their clients that the Hirst market would remain solid, and as such both 

were compelled to support prices by buying pieces at the Beautiful auction. The pair purchased 

more than half the value of the opening day’s GBP £70.5m total, and were underbidders on 

many more pieces (Hoyle, 2008). 

Hirst is one of the most critically reviled of all major contemporary artists, with 

prominent critics describing him as “a perfect storm of banality,”2 “a truculent huckster,”3 

“about the level of a not-very-promising first year art student”4, “a national disgrace”5 and 

“fucking dreadful.”6 But however boring his art might be, the Beautiful Inside My Head 

Forever auction still provided a fascinating insight into the inner workings of the art market. 

Firstly, by bypassing his dealers Hirst managed to secure the more lucrative terms offered by 

Christie’s. Secondly, and perhaps more punishingly, Hirst placed his dealers in a position 

where they were forced to buy his artworks after he flooded his own market with over 200 new 

pieces. The auction ultimately created a great deal of public acrimony between Hirst and 

Gagosian, with Gagosian eventually dumping the artist in 2012. Hirst, however, faired very 

well out of the auction, selling over GPB £100m of art on very favourable terms. Whatever 

critics say about his artwork, Hirst demonstrates quite impressive business acumen.  

(It is also worth noting the date of the first day of the Beautiful Inside My Head Forever 

auction – 15 September 2008, the same day that Lehman Brothers filed for bankruptcy.) 

2.7 The Genesis of an Auction: Sourcing the Artworks 

As mentioned previously, most auctions at Sotheby’s and Christie’s are comprised 

entirely of secondary market pieces. These works are secured in three ways: consignors 

submitting their artworks to the auction houses, the auction houses attracting artworks by 

courting collectors, and the gallery arranging guarantees for artworks (similar to an underwriter 

on financial markets). 

Most artworks arrive at auction after a current owner consigns a work to be resold. It is 

worth noting the auction house’s extremely high rejection rate: the economist Don Thompson 

claims that Sotheby’s and Christie’s reject 80% of works submitted for sale (Thompson, 2010, 

 
2 http://www.artinamericamagazine.com/news-features/news/hennessy-youngman-damien-hirst/ 
3 http://www.artnet.com/magazineus/features/saltz/damien-hirst-gagosian-1-13-12.asp 
4 http://www.independent.co.uk/arts-entertainment/art/features/are-hirsts-paintings-any-good-no-theyre-not-
worth-looking-at-1802080.html#gallery 
5 https://www.theguardian.com/artanddesign/jonathanjonesblog/2012/aug/30/damien-hirst-national-disgrace 
6 http://www.standard.co.uk/goingout/exhibitions/stop-it-damien-hirst-youre-embarrassing-yourself-
7417054.html 
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p. 208), on the grounds that the artworks are insufficiently interesting to warrant the time of a 

prestigious auction house. As well as running the risk of rejection, consignors who submit their 

works generally have the least scope for negotiating lower seller’s commissions. Although 

consignor-submitted artworks make up the majority of lots by number, they take up a smaller 

proportion of value, as the auction houses are more likely to seek out expensive works. 

It is also worth considering the impact of auction house rejection on the apparent health 

of the art market. The economist Don Thompson notes that  

“Work by an artist who consistently fails to meet his reserve is no longer accepted for 

consignment. Ed Ruscha, whose work was in great demand during the 1980s, almost 

disappeared from major auctions in the 1990s – and disappeared from art price indices. 

Price collapses aren’t recorded in any price indices.” (Thompson, 2010, p. 191).  

This is a potent example of the sample selection biases inherent in much art market research. 

If an artwork is prestigious or in-demand, then the usual power dynamics between 

auction houses and potential sellers are reversed. The houses have a vested interest in securing 

high-value artworks, as these artworks not only fetch higher buyer’s premiums but also garner 

attention for the whole auction, creating a “halo effect” for all of the other artworks. As such, 

the auction houses often try to develop long-term relationships with the collectors of rare and 

high-value items, in the hope that they, the auction house, may one day bring the item to sale. 

In the art trade these long-term relationships typically involve the auction house waiting for the 

collector to run up against one of the “Three D’s”: Divorce, Debt, or Death. 

However, sometimes the auction houses grow impatient with the “Three D’s” strategy, 

and may attempt to lure the collector by offering a guarantee for their artwork. That is, the 

auction house will guarantee the seller a minimum value for the artwork. If the artwork passes-

in at auction, the auction house essentially buys the artwork from the owner for the guaranteed 

price; the auction house will then take the artwork into its own inventory, and attempt to sell 

the item at a later auction, or via a private sale. If the artwork sells above the reserve price but 

below the guarantee, the auction house will pay the difference to the seller, implying an 

immediate financial loss to the auction house. If the price goes above the guarantee, then, 

typically, the dollar value of the winning bid is distributed as per usual, with the seller receiving 

the hammer price (possibly minus a seller’s premium), and the auction house receiving the 

buyer’s premium (possibly plus a seller’s premium). As a financial instrument, the guarantees 

almost work like a put option written by the auction house to the consignor: if you agree to sell 
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with us we’ll give you a free put option with a strike price equivalent to the value of the 

guarantee. If things go over the strike price, the put itself is worthless and the seller receives 

the hammer price (possibly minus a seller’s premium) and the auction house receives the 

buyer’s premium (possibly plus a seller’s premium). 

Just as the writers of put options will sometimes incur losses on their instruments, so 

too can guarantees backfire for the auction houses. In 2008 Sotheby’s lost USD $75m on 

guarantees made before the breakout of the Global Financial Crisis and attendant decline in the 

art market. Sotheby’s also made a substantial loss on their guarantee for the collection of late 

billionaire Alfred A Taubman: they guaranteed Taubman’s children USD $515m for their 

father’s collection, yet in the end the collection only realised $465m over four auctions. In the 

early 2000s, the “third place” Phillips auction house briefly embarked on a strategy of stealing 

market share from Christie’s and Sotheby’s by offering generous guarantees for large 

collections. The strategy backfired horribly, with Phillips incurring over $400m in losses on 

bad guarantees between 1999-02. To put this in perspective, the company was purchased in 

1999 for only $121m by French Fashion magnate Bernard Arnault (Thompson, 2010, pp. 80-

81). 

An increasingly large number of guarantees are underwritten not by the auction house 

but by a third party, who is typically introduced to a potential seller by the auction house. These 

third party guarantees usually differ from the guarantees provided by the auction houses in that 

they involve “overage”: if the artwork at auction goes for more than the guaranteed price then 

the guarantor gets a portion of the sale price (typically half the value of the amount over the 

guarantee). Sotheby’s introduced the third-party guarantee system to the art world in 1974; the 

original purpose was simply to attract artworks by mitigating risk to potential sellers. As one 

of the Sotheby’s 1974 team put it, “People who were uncertain about whether to sell something 

at public auction or whether to take the risk could be reassured by the fact that the auction 

house would give them a guaranteed minimum, and it was a very straightforward system” 

(Duray, 2014). 

However, many critics believe that the third party guarantee system has come to be 

used less as a risk mitigation device and more as a means to add opacity and informational 

asymmetry to the market, and to pump up the prices apparently realised at auction. For 

example, consider the following:  

 There is an auction where a painting has guarantee price G and an overage ratio 
of 50%. 
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 Assume that the guarantor places a dollar value on the painting equal to VG, 
where VG ≥ G.  

 Assume that there are two other bidders at auction with valuations V1 and V2, 
and assume also that V1 > V2 > VG. All these valuations are above the auction 
reserve price.  

 Define the highest bid at auction as B.  

In the absence of the guarantee system, the bidder with valuation V1 would bid 

successfully and pay a dollar value of B = V2 + ɛ, where ɛ is a small positive increment (the 

amount the V1 valuer has to bid over the V2 valuer to end the auction). However, given a 

guarantee system, the guarantor with valuation VG actually faces a real price at auction of R = 

[G + 0.5(B – G) | B > G]. In this situation, the guarantor will be willing to bid up to a maximum 

of VG = [G + 0.5(B – G)] = 0.5(G + B), that is, their bid could go as high as B = 2VG – G. It is 

perfectly possible to have a situation where (2VG – G) > V1 > V2 > VG. In this case, the auction 

will end at B = V1 + ɛ > V2 + ɛ , meaning that the auction will appear to have been more 

successful (i.e., it realised a higher price) than it would have in the non-guarantee case. 

However, this high bid B will involve some “false value”, where the guarantor is essentially 

paying themselves back a value of 0.5(B – G). This has the effect of artificially inflating prices 

at auction. Similarly, we could have a case where V1 > (2VG – G) > V2 > VG. In this auction, 

the winner (valuation V1) will pay (2VG – G) + ɛ, which is greater than the V2 + ɛ they would 

have paid absent the guarantee system. Here, there is no “false value”, but the auction house 

has still benefited by using the guarantee system to drive up the price realised at auction.  

The Sotheby’s 1974 team member previously quoted no longer endorses the guarantee 

system, as he believes that it has come to be used for such unfair and distortionary purposes:  

“Did you realize if you were sitting in the sales room and you were bidding against the 

guarantor, that if he wins it he’s going to be paying quite a lot less than you would? ... 

It is sort of the same as insider trading, because the guarantor, the auction gallery have 

given them as much information as they can to induce him to be the guarantor” (Duray, 

2014).  

Many art market critics have taken a similarly dim view of the guarantee system, and the 

prominence it has realised in the auction market system:  

“Conventional wisdom has it that guarantees distort the free workings of the market, 

where a willing buyer and a willing seller meet to agree on a fair price. To the trade, 
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guarantees—which everyone agrees have been the essential ingredient in rising auction 

house totals—are a heavy thumb on the market scale… the auction business is now the 

guarantee business” (Maneker, 2015). 

Finally, note that the guarantee system is (1) distortionary and (2) has come to have 

increasing prominence in the art market, particularly over the last ten years or so. Economists 

and art market consultancies use prices realised at auction to generate indexes that are in turn 

used to calculate expected returns to investment in art. But if prices over the last decade have 

been artificially inflated by the guarantee system, then so too have these calculations of 

expected returns. 

2.8 Forgeries and Related Issues 

The auction houses use their purported expertise in identifying fake artworks as a means 

of justifying their high commissions structures. If an artwork’s provenance includes recent 

sales at Sotheby’s and Christie’s, then its value is bolstered by an implicit guarantee of its 

authenticity. This is not a trivial matter: the criminologist Thomas Bazley cites figures from an 

expert at New York’s Metropolitan Museum of Art, who estimated that out of 50,000 examined 

works of art around 40% of them were fake, although this number drops to 10% when just 

paintings are considered (Bazley, 2010, pp. 63-64). 

The auction houses are not always reliable when it comes to spotting fakes. The story 

of New York dealer Ely Sakhai provides a cautionary tale. Sakhai purchased many low-end 

(around USD $300,000) artworks by artists such as Cezanne, Chagall, Renoir, and Gaugin, and 

then commissioned forgers to make copies of the real artworks. He would then match the faked 

artworks with the real certificates of authenticity and provenance (which had been provided 

with the real artworks), and resell these fakes onto the Japanese market. The idea was that the 

real, official documentation would provide adequate assurance over provenance to the Japanese 

buyers. Sakhai would then quietly resell the real pieces back on to the American market, sans 

their original certificates of provenance and authenticity. His plan worked remarkably well for 

over fifteen years, until he placed his real version of Paul Gaugin’s Vase de fleurs for sale with 

Sotheby’s New York – unbeknownst to him, one of his Japanese victims was selling Sakhai’s 

faked version of Vase de fleurs at an upcoming Christie’s auction. The auction houses put two 

and two together and Sakhai ended up spending 41 months in prison. While this tale ended up 

with the fake being identified, it still highlighted Christie’s initial failure to identify the 

Japanese seller’s Gaugin as fake. The case also highlighted the fact that forgery is more 
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common in the middle of the art market – any painting valued in the tens of millions will attract 

a lot of scrutiny at sale, and will likely have an exactingly detailed history of provenance. 

Scrutiny declines with price, and the Sakhai case suggests that paintings worth a few hundred 

thousand dollars appear to be worthwhile for forgers but potentially cheap enough not to attract 

too much attention from authenticators (Bazley, 2010). 

Despite the potential problems with authentication, critics and auction houses still have 

sufficient sway that they can guarantee the provenance of an artwork even when that artwork’s 

purported creator rejects their involvement in the piece. Lucien Freud maintained to his death 

that the painting The Man In The Black Cravat was painted by someone else, yet his claims are 

so widely derided that the painting is now included in his catalogue rassione, which is used by 

the auction houses to identify the provenance of works. Similarly, artists may also attempt to 

frustrate the auction houses by deliberately torpedoing the value of their own market. In 2008 

the artist Wade Guyton was so appalled by the commercialism of Christie’s infamous If I Live 

I’ll See You Tuesday special auction (described below) that he attempted to sabotage his own 

secondary market by creating an almost endless number of copies of his 2001 “Untitled” digital 

painting. He used social media to broadcast himself printing dozens of identical copies of the 

2001 work. In the end his efforts were unsuccessful, however, with the original copy of the 

2001 “Untitled” work going for USD $3.5m at auction (Maneker, 2014). 

The Australian art world has recently witnessed a high-profile case of art fraud. In 2007 

the painting “Blue Lavender Bay”, purportedly by the late Australian artist Brett Whitely, was 

sold by dealer Peter Gant to businessman Andrew Pridham for AUD $2.5m; Gant sold a 2nd 

purported Whitely, “Orange Lavender Bay”, to luxury car dealer Steven Nasteski for $1.1m in 

2009. An ongoing criminal case against Gant alleges that he and the conservator Mohamed 

Aman Siddique forged the paintings and passed them off as unsold Whiteley’s on the primary 

market, claiming that the artist had painted them in 1988. Although both paintings were sold 

on the primary market, the Crown prosecutor Susan Borg pointed out that dealers from major 

auction houses had vouched for the authenticity of the paintings. However, she also argued that 

“auction houses that work on a commission basis, on the sale of such work, you might think 

they might have a vested interest in saying how terrific something is…” (Russell, 2016). While 

agents from Sotheby’s and Christie’s would undoubtedly dispute this statement, Borg is correct 

in her identification of a tension between (1) the auction house’s reputational interest in being 

able to spot fakes versus (2) their broader desire to maintain public faith in the trustworthiness 

of the art market. 
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2.9 Promotion and Organisation of an Auction 

If an auction is projected to have sales of over half a billion dollars in a single evening, 

it follows that the auction house will have a huge interest in aggressively promoting the auction, 

and structuring the auction’s lots to appeal to bidder psychology.  

The auction catalogue is perhaps the most fundamental method of promoting a major 

auction. The catalogues for major evening sales may run for hundreds of pages and are typically 

lavish productions, printed in full colour and often within hard bindings. The catalogues are 

distributed free to regular art market participants but must be purchased by lesser mortals; at a 

glance, prices for British catalogues appear to average around 25 to 30 pounds.7 Basic 

information for each artwork includes the dimensions of the work, whether or not it bears the 

artist’s signature, the medium (e.g. bronze sculpture, oil painting etc), and the date of the 

painting. Also included is the auction house’s low-high estimates of the expected auction price, 

the provenance of the piece, exhibitions it has appeared in, and any literature (academic art 

books etc.) that discuss it in any detail. Several additional pages may be devoted to higher-

profile lots, with an extended write-up on the history of the piece, and additional images 

showing details of the artwork or even other related works by the same artist or his 

contemporaries. Sometimes whole catalogues are created to promote a single artwork. 

Christie’s put together an 85 page mini-catalogue to promote their sale of Picasso’s Les Femme 

des Algers at their 2015 Looking Forward auction. The catalogue may have contributed to the 

painting’s record-breaking sale of USD $179.4m. 

As well as the “scattergun” approach of appealing to the whole market via impressive 

catalogues, wealthy collectors may also receive specific attention from agents at the auction 

house. The agents will recommend pieces based on the collector’s tastes, existing collections, 

and, of course, their ability to pay. Many of the agents are themselves highly accomplished 

individuals: Christie’s Xin Li started her career as a superstar basketball player in her native 

China, before moving on to international modelling; she was considered to be China’s first 

international supermodel. Following a conversation with Pablo Picasso’s granddaughter, Li 

decided to seek work in the art world; a few years later she was an agent for Christie’s. Li’s 

buyers accounted for five out of the top ten pieces at the May 2014 Postwar-and-Contemporary 

Christie’s New York evening sale, accounting for USD $236m of the $745m evening total 

(Solway, 2016). 

 
7 See the webpage https://catalogues.christies.com/Christies-Shop/ProductList.aspx?sId=28 for a list of 
catalogues. 
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Lots in the auctions are carefully ordered. Smaller lots are placed near the beginning to 

settle the auction room, with high end pieces typically coming up around a third of the way 

through the auction. Cultural mores are also played to as well, such as the importance of the 

number 8 in Chinese good luck. Picasso’s record-breaking Les Femmes d’Alger was auctioned 

in lot number 8 for precisely this reason (Mead, 2016). 

The “If I Live I’ll See You Tuesday” Promotional Video 

Christie’s If I Live I’ll See You Tuesday special auction was held 12 May 2014. 

Although the number of lots in this auction – thirty-five – was a little on the small side, the 

auction was a typical modern and contemporary special auction. The only major distinction 

was the advertising material used to promote the event, which included a music video of the 

pro-skateboarder Chris Martin skating through the Christie’s Rockefeller space, from the 

basement storage area up into the auction showroom preview gallery. The video was 

soundtracked by the rock band AWOLNATION, who are signed to the Red Bull Records 

Label, a subsidiary of the well-known soft drink. The video drew enormous attention to the 

auction, although perhaps not for the reasons intended: it was almost universally panned as 

bizarre, immature and insulting, and is now almost an art world “meme” for the moronic 

money-grubbing crassness of the major auction houses. As Observer’s M. H Miller put it: “I 

made it 1 minute and 29 seconds into the video before I had to turn it off and wonder what 

exactly it is that I’m doing with my life and whether there’s any actual objective purpose to 

being alive” (Miller, 2014). Despite the widespread mockery of the video, the auction itself 

performed well, with sales of USD $135m. 

2.10 Auctioning a Lot 

Each lot in an auction is sold via the ascending English method. On a fundamental level, 

this system is the most simple and obvious method of auctioning an item: bidders bid upwards 

until only one bidder remains. Crucially, the winner does not actually pay their valuation of the 

artwork; rather, they pay the valuation of the second highest bidder, plus the one-bid increment 

over that valuation the winner had to pay to beat the second highest bidder. This is a non-trivial 

matter: in a deep market, with many bidders, the winner will likely be forced to pay closer to 

their highest valuation to win the auction. If there are fewer bidders then, ceteris parabis, the 

second highest valuation will likely not be as close to the highest valuation. 

Several factors complicate the apparent simplicity of the English auction system; some 

of these factors are unique to the art world. First of all, auctions are bounded on the low end by 
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the reserve price, which is set by the consignor (seller) and known only to the seller and the 

auction house (that is, the reserve price is never publicised). The auctioneer starts the bidding 

below the reserve price (this starting value is arbitrary and determined by the auctioneer on the 

spot); this preserves the secrecy of the reserve price, and may also help to create some energy 

in the auction house, as people step in to bid for what appear to be good prices. If the auction 

fails to reach the reserve price, the auction is “passed-in”, and the consignor keeps the piece 

(this may not be the case if guarantees are in place; refer back to Section 2.7 of this chapter for 

details). Generally speaking, a consignor faces no additional fees when their artwork passes-

in, although the process of consigning an artwork to an auction house doesn’t come without 

cost: for instance, consignors are usually asked to pay for the photography and insurance costs 

associated with submitting their piece to auction (Thompson, p. 15, 2010). Even after the 

auction is passed-in the reserve price remains secret, although clearly it was somewhere above 

the (publicly observed) highest bid in the auction. The ratio of passed-in lots in a given auction 

is often cited in the opening paragraphs of art media news stories; a low ratio is considered to 

indicate a healthy market. 

While the auction house does not publicise the reserve price, prior to the auction they 

will publish (in their catalogues and on their websites) their own low and high estimates for 

each lot. These estimates are formulated by their own in-house market experts. Interestingly, 

academic research relating the (known) low estimate to the (unobserved but estimable) reserve 

price has shown that the reserve price typically hovers at around 70% of the low estimate 

(Ashenfelter and Graddy, 2011). The efficiency of the auction house estimates has been 

questioned by some market observers, who believe that auction houses have an interest in 

underestimating valuations, as lots that significantly beat out their estimate typically attract 

positive media reportage, and thus garner prestige for the auction house (Thompson, 2010). 

The size of increments separating bids is controlled on the spot by the auctioneer, 

although bidders can “haggle” down the size of increments in real time. This is an interesting 

dynamic in itself: clearly, the auction house has an interest in making the increments larger, 

whereas bidders (specifically, the winning bidder) prefer smaller increments, so that they will 

have to pay less of a premium over the second highest valuation if they are the winning bidder. 

Sometimes this can result in amusing scenarios, where one bidder tries to intimidate the 

competition by offering large increments in the millions of dollars, and another bidder tries the 

“cheapskate” approach, demanding increments of “only” $100,000 (Kinsella, 2014). 
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The art market is characterised by a great deal of informational asymmetry, and this 

extends to the identity of bidders. While the auctions are public, most big-ticket items are sold 

to anonymous bidders represented by an agent from the auction house. The anonymous bidder 

and the auction house agent speak via telephone during the auction, with the agent indicating 

the bid of the anonymous bidder to the auctioneer. Even here there is an interesting dynamic at 

play: the auction house agent manning the telephone has a vested interest in encouraging the 

telephone bidder to bid ever higher. Xin Li (the Christie’s agent mentioned in the previous 

section of this chapter) is usually one of the telephone representatives present at high-profile 

Christie’s auctions; her towering figure is easily visible on internet videos of the auctions. It is 

likely that Li has some skill in encouraging higher bids from her clients “on the fly,” and that 

this skill is highly valued by her employers. 

2.11 Burn Effects 

In the art world, a piece that fails at auction is said to have been “burned”. Burned 

pieces are expected to suffer a decline in their market valuation when they come up for auction 

a second time. As the term “burn” implies, it is as though the piece has been physically 

damaged by its encounter with a failed auction. Beggs and Graddy describe it in the following 

manner: “In the art trade, it is often claimed that when an advertised item goes unsold at 

auction, its future price will be negatively affected. Such items are said to have been “burned” 

(Beggs and Graddy, 2008, p. 3). Similarly, the economist Don Thompson writes: “The term 

applied to a work used to mean that it had failed at auction within the previous two years, and 

was unsaleable – all the knowledgeable collectors had seen it, and if neither they nor anyone 

else thought it worth buying, it was unlikely anyone would buy it in the near future” 

(Thompson, 2010, p. 100). Beggs and Graddy (2008) conducted an empirical investigation into 

the “burn” effect and found that, ceteris parabis, artworks lose around 30% of their value after 

a failed auction. 

The term “burn” is very much part of the art-world lingo; when commentator Todd 

Levin writes that a Cindy Sherman photo “was so badly burned on the secondary market, it 

was crispy” he expects the reader to know what he means (Boucher, 2014). People within the 

art world also use the apparent strength of the burn effect as a gauge of the overall bullishness 

of the market: in a strong market, the burn effect is considered less of an issue, and burned 

paintings will come to market more quickly: “we no longer reside in the past, where an over-

exposed painting, one that had been offered around on the market, would be considered burned. 
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Instead, we now dwell in a turbocharged art market—price porn is the new norm” (Schachter, 

2013). 

An American civil court case, “Cristallina, S.A.”, provided an unusual example of art 

world burn effects. The plaintiff had previously consigned eight impressionist artworks to 

Christie’s; after seven of the eight paintings failed to sell at auction, the plaintiff claimed that 

Christie’s had failed to provide adequate promotion and marketing for the paintings, and were 

responsible for “burning” the paintings, that is, damaging their value. The case, which was 

eventually settled out of court, highlighted both the seriousness and certainty the burn effect is 

afforded in the art world (McGill, 1987). 

2.12 Flipping Strategies 

In recent years, the art market has become increasingly inundated with “flippers”, 

speculative investors who buy pieces at supposed low prices with the intention of quickly 

reselling them for profit. In the past two- or three-years flippers have focussed on the “emerging 

artist” market, betting on young artists who they believe will rapidly accrue value (Kazakina, 

2014). However, these strategies appear to have backfired horribly for many investors, with a 

sudden and spectacular decline in the emerging market artist; some investors have been 

reported to take 80% losses when liquidating their positions. One market participant believed 

the correction to be a good thing, claiming that “This whole year has been a big readjustment, 

a much-needed one, like a chiropractic session” (Kazakina, 2016). In many respects, flippers 

are analogous to those naïve speculative investors who bet on a market bubble’s never-ending 

expansion. Despite the recent failures, it is believed that over the long run art market flippers 

are still able to make reasonable money in exchange for the risk of speculatively holding an 

artwork. Given the high informational asymmetry involved in the art market, it is probably a 

strategy that mostly benefits informed participants. 

2.13 Conclusion: Have Things Always Been This Bad? 

 Portions of this chapter have expressed a fairly dim view of today’s art market. 

However, it is worth nothing that there is nothing either new or terrible about the interplay of 

art and capital; as Robert Hughes put it, 

“The idea that money, patronage, and trade automatically corrupt the wells of 

imagination is a pious fiction, believed by some utopian lefties and a few people of 

genius like Blake, but flatly contradicted by history itself. The work of Titian and 
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Bernini, Piero della Francesca and Poussin, Reisener and Chippendale would not exist 

unless someone paid for them, and paid well” (Hughes, 1984).  

Indeed, during the Renaissance, wealthy merchant families would commission luxurious 

frescos and other artworks for the Church, in turn earning themselves Papal “Indulgences” to 

commit oftentimes horrendous sins without fear of divine retribution. As hyper-

commercialised as it is, nothing in today’s art world wreaks of such hypocrisy. 

Of course, the great works of the Renaissance were generally pretty good. It is difficult 

to attach that descriptor to Koons and Warhol; in the case of Banksy and Hirst, impossible. So, 

in the contemporary era, how did so much bad art come to attract such spectacular money? 

Reverting to Hughes, he claimed that it was not the contamination of creativity by cash but 

rather the creation of confidence in art as a commodity that has led to the present state of affairs. 

In Hughes’ own words: 

“This creation of confidence, I sometimes think, is the cultural artefact of the last half 

of the twentieth century, far more striking than any given painting or sculpture… This 

confidence feeds and is fed by a huge and complicated root-system in scholarship, 

criticism, journalism, PR and museum policy.  And it cannot be allowed to falter or 

lapse, because of the inherently irrational nature of art as a commodity.  There is no 

way of coherently discussing a work of art in terms of the labor theory of value, or 

considering its price as a function of the cost of its ingredients.  Paintings are not like 

hog carcasses or cars or microchips.  They do not have an objective value that rises 

from their material contents.  You cannot turn them into something else, or use them to 

process other things into a different form.  Art prices are determined by the meeting of 

real or induced scarcity with pure, irrational desire, and nothing is more manipulable 

than desire.” (Hughes, 1984) 

Hughes readily acknowledged that late 20th century art prices were unprecedentedly 

high, however what he saw as truly new was the transition from expensive artworks to artworks 

whose purpose it is to be expensive. There are only so many paintings by Old Masters in 

existence, and most of those now reside in public galleries, hanging on walls they will never 

leave; meanwhile the likes of Sotheby’s and Christie’s still have shareholders and owners to 

satisfy, as well as “manipulable” billionaires to sell to. Hence the need for a steady supply of 

fresh product, even if the quality is questionable. 
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CHAPTER 3  

Analysing the Art Market 
 

3.1 Introduction 

This chapter details the two main econometric methods that are used to analyse the art 

market, while also covering some of the mathematics surrounding art market index 

construction. Some key papers are briefly discussed, as well as some more unusual papers 

whose content reflects the uniqueness of the art market. Finally, the mathematics of a single 

English ascending auction are briefly discussed. Note that the significant methodological 

overlap between art market and real estate research means that several papers mentioned in this 

chapter come from the academic real estate literature, rather than the art market literature. 

3.2 Art Market Research Method 1: The Hedonic Regression 

Alongside the repeat sales regression, hedonic regression is one of the fundamental 

building blocks of art market research. Hedonic regression is highly appropriate for researching 

differentiated markets as it allows the researcher to not only control for the different 

characteristics of items in the market but also to identify the implicit or shadow prices of these 

“utility-bearing characteristics” (Rosen, 1974); the latter point is not true in the case of repeat 

sales regression (detailed in the next section of this chapter). 

To illustrate hedonic regression in the art market context, consider the log price of an 

artwork i sold at auction at time t, log pit. Identify each of the j hedonic properties as hj. Now, 

also consider that there is a latent variable that motivates prices across the whole art market 

and changes value in each period. This variable represents an implied hedonic geometric index 

to be extracted via estimation. Assume that it takes on a value of Αt in each sample period, or 

αt in logs. Therefore, the hedonic model of the log price can be written as 

log p = h β + 𝟏 α + ε  

where 𝟏  is an indicator variable equal to unity in period t = t′ and zero elsewhere and ɛit′ 

is a mean zero and constant variance error term. The ∑ h β  component contains the hedonic 
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pricing, something which entails three separate but related issues: identifying exactly what data 

are necessary for the hedonic model, obtaining that data, and then correctly specifying the 

functional form. 

 Hedonic characteristics used in art market research are diverse, although certain 

variables are almost essential: information on an artwork’s dimensions and its creator are 

typically enough to explain a huge proportion of price variance (Collins, Scorcu and Zanola, 

2009; Renneboog and Spaenjers, 2013). Additional properties that frequently appear in hedonic 

regressions include: medium of the piece (oil painting, watercolour etc), whether the piece has 

ever been auctioned by Christie’s or Sotheby’s, whether the artist is alive or dead, whether or 

not the artwork has authenticating marks (signatures etc), dummies for the topic (abstract, 

landscape etc), and the number of exhibitions in which the painting has appeared. More obscure 

characteristics include whether or not the piece was passed-in at a previous auction (Beggs and 

Graddy, 2008), whether the previous auction occurred late in the day in the auction (Beggs and 

Graddy, 1997), or was last sold on a day with good weather (De Silva, Pownall and Wolk, 

2012), and even whether or not the work was produced while the artist was grieving the death 

of an acquaintance (Graddy, 2015). Clearly, there are many potential variables to be considered 

when constructing a hedonic regression. Obviously, these characteristics do not incorporate all 

available information – colour, for instance8 – but the researchers must operate on the 

assumption that these omitted characteristics are orthogonal to the pricing function (Wallace 

and Meese, 1997). In practice, this assumption is often questionable. 

 Data is typically obtained from online art databases such as ArtNet and the Blouin Art 

Sales Index (Renneboog and Spaenjers, 2013; Korteweg et al., 2015), directly from major 

auction houses (Beggs and Graddy, 2008; Ashenfelter and Graddy, 2011), or, for smaller 

databases, hand-coding from catalogues (Zanola, 2007; Bocart et al., 2011). The practical 

limitations implied by the data gathering process can often lead to sample selection biases: 

Korteweg et al. (2015) pointed out that the typical reliance on pieces sold only at “high end” 

auction houses biases indexes to only reflect the expensive tail of the art market. The economist 

Don Thompson identifies an even bigger problem when he points out that Sotheby’s and 

Christie’s will typically refuse to sell works by artists whose prices are declining, even if those 

 
8 A recent paper by Graddy and Pownall (2016) investigates the contribution of colour brightness, intensity and 
RGB (red green blue) decomposition to the pricing of Warhol prints, and finds that dark but intense colours fetch 
more at auction. The paper is discussed later in this section. 
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prices are still expensive. Hedonic regression is at least more robust to this problem than Repeat 

Sales Regression (see the next section of this chapter for more details). 

The functional form of the relationship between these parameters and the price of an 

artwork needs to be considered – for instance, should the dimensions of an artwork be estimated 

in logs, or using a quadratic form? This only adds to the (already significant) complexity 

involved in estimation. To some extent, the problem has been successfully mitigated by 

econometricians, although the techniques necessary to cope with uncertainty surrounding 

functional form are not always straightforward, and they have not, to my knowledge, received 

any attention in the art market literature. Box and Cox (1964) provided an early methodological 

approach to identifying appropriate functional forms in regressions, one that was first applied 

(both theoretically and, via a real estate study, empirically) to the hedonic regression context 

by Halvorsen and Pollakowsi (1981). Consider the following general model: 

P( ) = α + α Z
( )

+
1

2
γ Z

( )
Z

( ) 

where P is the prize and the Zi express the hedonic attributes. The functions Z( ) and P( ) are 

the Box-Cox transformations: 

 

Z
( )

= λ Z − 1 ,

= ln Z  

λ ≠ 0, 

λ = 0, 

and 

P( ) = θ P − 1 ,

= ln P  

θ ≠ 0, 

θ = 0, 

 

In this model, the θ and λ parameters can be modified to change the functional form of 

the relationship. For instance, by imposing θ = 2 and λ = 1 we arrive at a square root quadratic 

form, whereas imposing θ = λ = 1 yields the quadratic form. Three of the most important 

relationships for empirical hedonic work are the log-log, linear and semi log transformation.  

The log-log transformation, which identifies elasticities, is easily imposed via θ = λ = 0. The 

linear transformation is simply the aforementioned quadratic transformation θ = λ = 1 with 
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the additional imposition of γ = 0 for all i,j. The log-linear transformation, which identifies 

the percent increase in the dependent variable by an incremental increase in an independent 

variable, is imposed via θ = 0, λ = 1, and γ = 0 for all i,j. 

The Box-Cox methodology involves testing all these different permutations via 

likelihood ratio tests, and is considered a robust method of identifying correct functional form 

in hedonic pricing functions (Halvorsen and Pollakowski, 1981; Wallace and Meese, 1997). 

However, as mentioned, this approach demands significant additional work on the part of the 

researcher, which perhaps explains why it does not appear to have been applied to art market 

research. Ultimately, it is likely that the functional forms typically found in art market research 

papers have been arrived at by theory and guesswork. The dimensions of an artwork are a good 

illustration of uncertainties surrounding functional form: while this information is almost 

always included in hedonic papers, the form of its inclusion can vary significantly, sometimes 

simply as “area”, at other times with combined linear, log and quadratic forms for both height 

and width. 

Despite the difficulties with data and the uncertainties surrounding functional form, the 

hedonic regression approach is beneficial in that (1) it allows for the pricing of “utility bearing 

characteristics”, in addition to (2) the extraction of a time series geometric index of returns to 

art investment. Relative to the Repeat Sales Regression (detailed in the next section of this 

chapter), it also allows for the full dataset to be used, and not only those artworks that are sold 

twice in the sample period. 

3.3 Art Market Research Method 2: The Repeat Sales Regression 

The repeat sales regression (RSR) approach provides a simple method for dealing with 

the difficulties and uncertainties surrounding data and functional form which arise in the case 

of hedonic pricing regression. First outlined in Bailey et al. (1963), RSR has grown in 

popularity to become an established technique in real estate research, and in the smaller field 

of art market research. The following figure charts the progress of RSR in the literature: 
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Table 3.1 The Progress of Repeat Sales in the Literature 

 
Occurrence of Term 

Decade "Repeat Sales" Hedonic Laspeyres CPI Divisia 

70s 1 55 15 282 17 

80s 8 246 18 353 29 

90s 70 513 29 2872 60 

2000s 139 1516 49 7266 105 
      
Total Growth 13800% 2656% 227% 2477% 518% 

       Note: Tabulation of occurrence of terms in Business Source Complete database, by decade. 

Like hedonic regression, RSR is well suited to the construction of broad-based indexes 

in industries that are characterised by high degrees of heterogeneity in the marketed goods. 

However, while the hedonic regression attempts to control for varying characteristics in 

artworks through the use of hedonic variables, RSR accommodates heterogeneity by focussing 

only on repeat sales of the same item; thus, given the reasonable assumption that the material 

properties of a given item do not change too much over time, RSR accommodates for changes 

in the values of these attributes (that is, changes in the shadow prices of hedonic characteristics) 

via aggregation. 

The basic repeat-sales methodology (Bailey et al., 1963) identifies items (houses, works 

of art etc) that have been sold two or more times over a sample period, then uses the aggregated 

inflation/appreciation of these individual assets to identify implied period returns. Following 

Bailey et al, consider a data generating process that identifies the ratio of a final sale price in 

period t′ to the initial purchase price in period t: 

R =
A

A
× E  

Or 

r = α − α + e  

where the lower-case letters indicate the logarithmic form and 0<t′<t′′<T and the At values are 

the unobserved/latent index values to be estimated via the RSR. Assume (for now) that e  

has zero mean and constant variance (the latter point is implausible and will be addressed 

shortly). We can easily see how this formulation of RSR can be derived from the previous 

description of hedonic methodology. Consider hedonic models for good i at times t′ and t′′, 
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where t′′>t′. Then the difference in the log price of the good at the two times can be written, in 

the hedonic form, as follows: 

log p − log p = h β − h β + 𝟏 α − 𝟏 α + ε − ε  

Clearly, the hedonic parameters difference out, leaving us with: 

log p − log p = 𝟏 − 𝟏 α + e  

where e = ε − ε . That is, using the RSR method, we difference out all the hj hedonic 

properties, which in turn hugely reduces the number of parameters that need to be considered 

in index construction.  

The original RSR methodology proceeds via ordinary least squares and the estimated 

αt coefficients correspond to a geometric index. By convention, the first vector of dummy 

variables (corresponding to time t = 1) is dropped from the estimation, thus setting the initial 

period to zero (in the estimated logarithmic format, or unity when raised via the exponent). 

As mentioned, relative to hedonic approaches, RSRs (almost) completely remove the 

need gather the data necessary for satisfactory hedonic regressions; given the substantial 

number of potential variables possible for use in a hedonic regression, this simplification is of 

obvious benefit to the researcher. Similarly, RSRs remove the need to consider the functional 

form of the relationship between the gathered data and the log price movements. Both of these 

properties are obviously hugely attractive when dealing with highly heterogeneous goods 

markets. The only information that is needed about an item is time of sale and realised price; 

if that item is sold two or more times in the given sample period then it can be included in the 

regression. Changes in the hedonic properties of goods (renovation, restoration etc) and the 

values (shadow prices) of these properties aggregate out. Thus, the RSR approach offers a safe 

path out of a potential minefield. The only issue is the impact of the requirement that a sufficient 

number of items be sold twice over the sample period, and the assumption that the items that 

are actually sold (not once but twice) are representative of the market as a whole. That is, we 

are confronted by a potential problem of sample selection bias, potentially exacerbated (relative 

to hedonic approaches) by the RSR requirement that included items be sold not just once but 

twice. Moreover, the matching requirements of the RSR approach typically entail huge data 
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loss, as, in many art market databases, the majority of items will only have a single observed 

sale. 

3.4 The Mathematics of the Stochastic Index 

 RSRs and hedonic indexes both constitute varieties of stochastic indexes, indexes 

which provide not just a point estimate but also an estimate of variance for each point in the 

index. Intuitively, the index tracks price changes while the variance tracks the dispersion of 

prices, and also the certainty with which the corresponding point estimate can be made.  

Both methodologies are notable for their use of log prices on the left-hand side 

(dependent variable) of the equation. The use of log prices makes sense for two main reasons: 

first of all, prices realised at auction are necessarily positive, which implies a zero lower bound 

for the non-logged prices. The use of the natural logarithm restores continuity to the 

distribution. Second of all, art market prices typically demonstrate a significant right skew, 

with a long tail of rare, expensive artworks; taking logs mitigates this skewness. Note that the 

use of log prices does not explicitly imply that art prices are lognormally distributed, although 

the hedonic model, which states that log prices are linear functions of many hedonic 

parameters, may itself imply such a distribution: the central limit theorem states that the sum 

of many possibly non-normal processes is approximately normal, provided the variance of 

these sums converges to a finite value (Greene, 2003).  

This result can be straightforwardly demonstrated via simulation. Assume that 100 log 

pij values are randomly generated from J summated draws of a lognormal distribution with 

mean 0 and standard deviation 1 (that is, log p = ∑ r  , where rij is a random number). 

Given the aforementioned formulation of the central limit theorem, we would expect the log 

pijs to approach a normal distribution as J increases. Using 10,000 simulations, with each 

simulation observing J from 1 to 50, we observe that the skewness and kurtosis asymptotically 

approaches normal values (this is reflected by the by the Jarque-Berra test for non-normality, 

(N 6⁄ )[S + 0.25(K − 3) ], approaching insignificance):  
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Figure 3.1 Simulations Illustrating Lindberg-Feller Central Limit Theorem 
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Assuming that log art prices are driven by a sufficiently large number of hedonic 

properties, it follows that these art prices will in turn be normally distributed. Whilst this claim 

has sound theoretical basis, the real estate market has demonstrated non-normality of log prices 

(Ohnishi et al., 2010). An equivalent empirical study from the art market is not known. 

The use of a lognormal prices does imply that the indexes extracted from RSRs and 

hedonic estimations are geometric rather than arithmetic. Whilst geometric indexes are 

certainly interpretable in their own right, arithmetic indexes may be considered more tractable 

and convenient. Unfortunately, as Goetzemann (1993) pointed out, due to Jensen’s inequality 

it is not possible to simply take the exponent of the coefficients from the RSR to extract an 
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index-in-levels. Instead, to extra the index level i∗ for period t the following transformation 

must be applied:  

i∗ = exp α +
σ

2
 

The σ  parameter is the variance for period t and is easily extracted from most 

econometrics programs by squaring the standard error for αt. As Goetzmann (1992) notes, this 

this correction for Jensen’s Inequality requires that prices be lognormally distributed; the 

central limit theorem will not accommodate for deviations. 

3.5 The RSR as Generalised Least Squares (GLS) 

Case and Shiller (1987) point out the assumption of constant variance for all repeat 

sales observations is implausible when we consider that an item (house, painting etc) will be 

more likely to experience fluctuations in its material hedonic properties if there is a greater 

period of time between sales. For instance, a house is more likely to experience wear 

(idiosyncratic deprecation) or be renovated (idiosyncratic appreciation) the longer it goes 

between sales; similarly, a painting is more likely to experience damage or restoration. In view 

of this, Case Shiller proposed the following data generating process (DGP): 

p = u + h + e  

where pit is the log price of property i at time t, ut is the index value, hit is an independent 

Gaussian random walk specific to each i property and uncorrelated with both ut and the other 

hit’s, and eit is a sales-specific random noise term that(1)  accommodates random variation from 

both the purchase and resale of an item and (2) has zero mean and constant variance for all i 

and (3) is serially uncorrelated. Case and Shiller describe hit as the “drift” of the individual 

housing value through time. As in the Bailey et al. (1963) case, the object of the regression is 

to estimate the ut’s. The first stage of the Case-Shiller WRS (weighted repeat sales, or GLS) 

approach proceeds identically to the Bailey et al. (1963) methodology. In the second stage, the 

auxiliary OLS regression for observation i of a sale pair purchased at t′ and sold at t′′ is 

e = c + d(t − t′) + f  

where f  is the usual OLS regression residual. In the third stage a standard diagonalized GLS 

weighting procedure is applied, whereby the omega matrix has the inverse of the weights 
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implied by the fitted variance on the diagonals, and zero elsewhere (alternatively and 

identically, prior to running the OLS regression all observations in the original BMN RSR may 

simply be multiplied by the square root of the weights implied by the fitted variance values). 

The Case Shiller approach is still something of an “industry standard” in both the 

property and fine art markets, however the functional form of the second stage of the regression 

(the fitting of the variance) has received considerable academic attention over the years. In 

particular, the assumption of linearly increasing variance has often been called into question. 

In a widely recognised paper whose findings have been adopted by the US’s Office of Federal 

Housing Enterprise Oversight (OFHEO) and even incorporated into the S&P/Case-Shiller 

Home Prices Indexes, Calhoun (1996) imposes an additional quadratic time term in the 

variance model and additionally forces the intercept term of the variance model to nonnegative 

values (the inclusion of the quadratic term can lead to negative intercept values, and thus 

possibly to negative fitted variance values for low values of (t′′ – t′); this is obviously 

unattractive). 

Graddy, Hamilton and Pownall (2012) demonstrate that the functional form of the 

Calhoun (1996) modification to the second state of the Case Shiller GLS regression can still 

fail to cope with reasonable variance processes. They demonstrate this via analytics, 

simulation, and empirical RSR analyses of art and real estate data that demonstrate persistent 

heteroscedasticity even after correction via the Case Shiller methodology. The authors propose 

a new second stage variance model that essentially functions like a nonparametric stochastic 

index of the variance. That is, the squared residuals of the first stage regression are regressed 

against a dummy variable matrix whose row entries have a 1 in the column that corresponds to 

the length of the (t′′ – t′) holding period and 0 elsewhere. The fitted values from this stochastic 

index are used to form the weights in the third stage of the GLS estimation. Although this 

approach has some weaknesses (the most significant being that it severely limits the overall 

data available to estimation of variance at each holding period) it essentially removes the need 

to make assumptions about the functional form of the variance. 

3.6 The Mathematics of an Auction: A Simple Illustration 

As mentioned in the previous chapter, art auctions at the two major auctions houses 

proceed via a process of ascending English auctions. In these auctions, the bidding is raised 

until only one bidder remains. Bidding plays out in real time and all bidders are aware of each 
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another’s bids. Bidders can bid upwards in small but nonzero increments. They can never have 

same value bids. 

Assume that there are N bidders, with valuations v1…vn. The payoff function for 

winning bidder i is U = vi – B, where B is the value of the high (winning) bid. All other bidders 

have no payoff. The following mathematical analysis of an ascending English auction relies on 

the following four assumptions: 

 A1: Bidders are risk neutral. This implies an indifference between the three 

following states: winning when vi = B, not winning an auction, and not 

participating. Risk neutrality also implies that any possibility of winning with 

vi > B compels the bidder to enter. This assumption is often taken to imply that 

we assume auction participation is itself costless (i.e. we do not consider the 

time and energy associated with attending an auction). 

 A2: The independent-private-values assumption: Personal valuations are 

private but the distribution of valuations is publicly known.  

 A3: Bidders are symmetric in that their beliefs about the distribution are 

identical. 

 A4: Payment is solely a function of bids. 

For a simple illustration, consider an auction with two bidders j (j = 1,2) and a seller. 

All three parties know that the two bidders have the same valuation distribution, which in this 

case is discrete (this example can be easily generalised to continuous distributions): Bidder 1 

and 2 have valuations of either vL or vH (the “L” and “H” subscripts standing for “low” and 

“high”, respectively). They have valuation vL with probability p and valuation vH with 

probability (1- p). They can have no other valuations, although they can bid a small but nonzero 

amount ɛ above the low valuation, if they have the high valuation. Assume for the sake of 

simplicity that bidder j = 1 always bids first, and, knowing that her opponent will have valuation 

at least vL, she always bids this first (so she will never have to pay the ɛ increment over if she 

has valuation vH , and because it is optimal if she has valuation vL). The following matrix 

identifies winners and payoffs:  
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Bidder 2 
Valuation 

Bidder 1 Valuation 
VL VH 

VL 

Bidder 1 Wins 
High Bid: B = vL, 
Payoff:  vL – B = 0 

Bidder 1 Wins 
High Bid: B = vL, 
Payoff:  vH – B > 0 

VH 

Bidder 2 Wins 
High Bid: B = vL + ɛ, 
Payoff:  vH – B > 0 

Bidder 1 Wins 
High Bid: B = vH, 
Payoff:  vH – B = 0 

 

An examination of the matrix reveals one key finding that is true of all generalisations 

of the ascending English auction (e.g. continuous distributions, multiple bidders etc.): the 

highest bidder will always pay a high bid in the neighbourhood of the valuation of the second 

highest bidder; it may have to be slightly more (one increment over); this is usually represented 

by an ɛ. They can never pay less than the valuation of the second highest bidder. 

What is the optimal bidding strategy? The principle of incentive equilibrium dictates 

that it is optimal for all bidders to bid up to their own valuation but no more. Say that bidder i 

has valuation vi and a willingness to bid up to bi. Say that bi > vi and that M is the maximum 

bid in the auction. Then, if M < vi the bidder i wins the auction and has positive payoff M – vi. 

If M > bi then bidder i loses the auction and has payoff equal to zero. The problem situation for 

bidder i when bi > vi arises when vi < M < bi : here, the bidder will win the auction, but pay 

more than their valuation of the piece, incurring a loss of value which is equal to M – vi > 0.  

Now consider the case where bidder i still has valuation vi and a willingness to bid up 

to a maximum of bi, but now bi < vi (that is, bidder i is unwilling to bid all the way up to his 

valuation). Here, if M > vi > bi then there is no loss to bidder i. Similarly, if vi > bi > M then 

they win the auction and do no worse than they would if bi = vi. However, if the situation where 

vi > M > bi arises, they lose the auction an incur an opportunity cost equal to vi – M > 0.  

By a process of elimination, we see that the optimal bidding strategy is always to bid 

up to your own valuation, but no more and no less. As in the case of the previous result 

(regarding winning bids always being approximate to the second highest valuation), the finding 

that bidders should always bid up to their own valuation holds true for all generalisations 

(multiple bidders, continuous valuations etc) of the ascending English auction. 
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3.7 Conclusion: Endogeneity in Cultural Economics 

The previous chapter concluded with Robert Hughes’ assertion that the 

commodification of art was the greatest “cultural artefact” of the late twentieth century. What 

was not mentioned was Hughes’ theory as to how this process of commodification began: 

I think of it as beginning with a curious enterprise called the Times/Sotheby Art Indexes, 

which created much interest in London and afterwards in New York around 1966… 

They objectified the hitherto dicey idea of art investment.  They made it seem hard-

headed and realistic to own art.  From this modest beginning the idea ramified, and for 

the next ten years it was rare to open an airline magazine without finding yet another 

excited piece of hackwork puffing the idea of art investment. (Hughes, 1984) 

Thus, this chapter’s seemingly dry and arcane subject matter is cast in a different light: 

by propagating the idea of art as a commodity, art indexes have in turn shaped art itself, and 

probably not for the better. Of course, the commodification of art has relied upon the 

convictions that art investment is sensible, and that an investor can reasonably expect their 

purchased painting to appreciate in value and to maintain a liquid market. The next chapter of 

this thesis shows that these convictions are generally only supported by questionable indexes, 

and that when index quality improves the implied returns to art investment decline. 
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CHAPTER 4  

Learning from Failure: The Value of 

Passed-In Art Auctions 
 

4.1 Introduction 

Omitting information from passed-in auctions is standard practice when constructing 

art market indexes. Most art market indexes are constructed using either Repeat Sales 

Regression (RSR) or hedonic methods (with RSRs being more common), both of which 

employ information exclusively from realised sales (that is, from successful auctions). Passed-

in auctions are typically excluded as they do not represent realised transactions. However, 

passed-in auctions are still potentially useful in index construction as they provide not one but 

two kinds of information: firstly, the fact that these auctions failed is potentially important in 

and of itself; secondly, the highest bid of the “passed-in” auction represents a reasonable proxy 

for market valuation. Ignoring passed-in auctions thus represents a form of sample selection 

bias: it treats the art market as a market in which all artworks that come up for auction have a 

100% probability of sale, which is patently false. This chapter explores the implications of this 

sample selection bias for the rate-of-return on art investment, and also uses information from 

passed-in auctions to explore some issues relating to market microstructure and efficiency. 

Passed-In Auctions and Market Valuation 

This chapter assumes that the highest bid at a passed-in auction represents a reasonable 

proxy for market valuation. This assumption might initially seem counterintuitive: clearly the 

consignor placed a higher value on the artwork than the highest bidder, and this higher 

valuation (the consignor’s) is not the one that is incorporated into the index. However, it is 

worth remembering that something similar (approximately) holds true for the highest bids in 

successful auctions: the highest bid does not reflect the valuation of the highest bidder, but 

rather the valuation of the second highest bidder, plus the one-bid increment necessary to for 
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the highest bidder to beat the second-highest bidder’s valuation.9 Therefore, in both passed-in 

and successful auctions, the highest bid (approximately) reflects the second highest valuation 

of art market participants. This symmetry justifies the use of high bids from passed-in auctions 

when constructing art market indexes. Moreover, it also suggests that art market indexes that 

incorporate high bids from passed-in auctions should not attempt to control for these 

observations via the use of e.g. dummy variables. 

Intuitively, one might expect that using data on passed-in auctions, where high bids are 

presumably lower than average, might reduce the expected returns implied by an extracted 

index. However, in practice matters are more complicated, particularly in the RSR context. On 

their website artasanasset.com, the art market economists Mei and Moses note that some 

researchers recommend that RSR indexes include passed-in auctions only when these passed-

in auctions occur in the 2nd period of RSR auction pairs p − p , and that passed-in auctions 

should not be include when they occur in the second, “sale” period of an RSR auction pair.10 

Mei and Moses move on to claim that no previous academic study 

“…has included the effects of the phenomena of not having a repeat sale pair caused 

by the prior purchase not consummating rather than the sale not consummating at 

auction. We have gathered such information and find that if similar procedures are 

used on the purchase side as recommended on the sale side the growth rates of the 

estimated index increases.”11  

That is to say, Mei and Moses find that allowing the RSR auction pairs p − p  to 

have high bids from passed-in auctions in either the t=2 or t=1 periods (instead of only in the 

t=2 period) actually increases the expected returns implied by the RSR indexes. This chapter 

is the first publicly available research to provide a quantitative analysis of this phenomenon, 

and while our results roughly align with the Mei-Moses claim, we argue that their findings are 

the result of another form of sample-selection bias that is unique to the RSR methodology; 

further details are provided in Section 4.4. 

  

 
9 Bidding increments are typically a small percentage of the final sale price, particularly in the high end of the 
market. For instance, the highest price ever fetched for an artwork at auction was USD 160m (hammer price); the 
second highest bid was 159.5m, meaning the final increment was only 0.31% of the final hammer price. Chapter 
3 of this thesis explores the mathematics of the auction in more detail. 
10 Mei and Moses do not provide any references for these purported claims of other researchers. 
11 http://www.artasanasset.com/aboutus/faq.php 
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Outline of Chapter 

This chapter explores the following issues of sample selection bias and passed-in 

auctions: 

 Section 4.2 provides an overview of the relevant literature. It also introduces some 

notation specific to this chapter, and clearly explains the kinds of auction pairs used 

in the RSRs in Section 4.4 and beyond. 

 Section 4.3 summarises the data. 

 Section 4.4 analyses the impact of the inclusion/exclusion of failed auctions on 

RSRs. In order to decompose the effects of including passed-in auctions, we 

consider RSRs under several different data scenarios. 

 In Section 4.5, we compare the results derived from RSRs against a hedonic 

regression approach where passed-in auctions are (1) Included with no control, (2) 

Included with a dummy variable control, or (3) Excluded. 

 In Section 4.6, instead of using the highest bid of passed-in auctions as a proxy for 

realised price, we treat the failed auctions as “no data” for price but include them in 

a Heckit-type model, whereby failed auctions are included in the selection equation. 

We employ a hedonic approach to the Heckit method, similar to that of Zanola 

(2007) and Marinelli and Palomba (2011). 

 Section 4.7 concludes. 

4.2 Literature Review: Sample Selection Bias and Passed-In Auctions 

Several well-known art market papers construct indexes whose implied returns 

substantially outperform many conventional financial assets. Table 4.1 (next page) details the 

results from several of these papers, as well as many which calculate less favourable returns 

from art market investment (all of the tabulated papers are discussed in this section). Two of 

the most cited pieces of research on art market performance are Goetzmann (1993), with 409 

citations on Google Scholar, and Mei and Moses (2002), with 417 citations on Google 

Scholar.12 However, the high returns observed in both of these papers may be the result of 

substantial selection bias.  

The Mei and Moses (2002) RSR index implies that the art market has returned an 

average 8.2% per annum return from 1950 to 1999. They contrast this figure with the S&P 500, 

 
12 Google Scholar citations recorded 11/01/17. 
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which yielded 8.9% over the period, and Treasury Bonds, which yielded 1.3%. The authors 

also noted that both the S&P 500 and the bond market had lower volatility than the art market 

over the sample period. As mentioned in Chapter 2 of this thesis, Renneboog and Spaenjers 

(2013) pointed out that the Mei and Moses (2002) index suffers from serious sample selection 

bias: Mei and Moses constructed their index such that the initial t=1 (purchase) auction in each 

RSR auction pair could come from any auction house in the world, whereas the t = 2 (sales) 

auction could only come from the high-price Sotheby’s and Cristie’s auction houses – that is, 

matching pairs were biased to go from a low purchase price to a high sales price. In addition, 

Table 4.1 Previous Research on Art Market Rate of Return 

Authors 
Sample 
Period 

Implied 
RoR Notes 

A. No Adjustments for Sample Selection Bias 
Goetzmann 

(1993) 
1900 – 
1986 

17.5% Uses an RSR approach. Guerzoni (1995) notes that the 
“Reitlinger” dataset used in Goetzmann (1993) is comprised 
entirely of artists whose fame endured over the period. That is, it 
was heavily subject to survivorship bias. The paper also includes 
a backwards-extended version of the dataset (going back to 1716) 
that shows returns of only 3.2% per annum. 

Mei and 
Moses (2002) 

1950 – 
1999 

8.2% Uses an RSR approach. Renneboog and Spaenjers (2013) point 
out this RSR index is upwardly biased, as the artworks in the 
index were purchased from anywhere in the world (no conditions 
on the auction house) but could only be sold at the high-priced 
Sotheby’s and Christie’s auction house. The paper also includes 
a backwards-extended version of the database (going back to 
1850) that shows returns of only 4.9% per annum. 

B. Adjustments for Sample Selection Bias 

Zanola 
(2007) 

1988 – 
2005 

2.6% Uses a Heckit RSR model to adjust for sample selection bias. The 
index is only made up of auctions of Picasso prints, and is not 
intended to represent the whole art market. 

Collins et al. 
(2009) 

1990 – 
2001 

~ 0.0% Uses a Heckit hedonic model to adjust for sample selection bias. 
Dataset is comprised of symbolist paintings.  

Marinelli and 
Palomba 
(2011) 

1990 – 
2006 

~ 0.0% Uses a Heckit hedonic model to adjust for sample selection bias. 
Dataset is comprised of Italian contemporary artists. 

Renneoog 
and 

Spaenjers 
(2013) 

1957 – 
2007 

4.0% Uses a conventional hedonic model, but compensates for sample 
selection bias by using a huge dataset of over 1m observations, 
including many observations from the low end of the market. 
This gives a more complete picture of the market, and is less 
subject to survivorship bias. 

Korteweg et 
al. (2015) 

1972 – 
2010 

6.5% Use a Bayesian approach to control for sample selection bias 
(specifically, in periods were an artwork is not sold, they model 
its value using a selection model-estimated value instead of an 
auction price). This adjustment lowers the estimated returns from 
10% per annum to 6.5%. 
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Mei and Moses provided estimates for the art market using a larger sample that went all the 

way back to 1875: this larger dataset shows art market returns of only 4% per annum, with an 

astonishing standard deviation of 42.8%. The authors noted that the stock market showed 

higher returns and lower volatility over this extended sample period (6.6% and 8.7%, 

respectively). 

Similar to Mei and Moses (2002), Goetzmann (1993) constructed an art market index 

that suggested high expected returns from art market investment, with annualized returns of 

17.5% from 1900 to 1986. However, as noted in Chapter 1 of this thesis, Guerzoni (1995) 

observed that the Goetzmann data were taken from art historian Gerald Reitlinger, who had 

disproportionately focussed his own research on enduringly famous artists, a focus which 

created a sample that suffers from an extreme form of selection bias: artists whose fame has 

endured through time are also more likely to have had above-average price appreciation, 

whereas those artists who have fallen out of history’s favour are also likely to have experienced 

significant price decline. That is, Goetzmann (1993) suffered from a serious form of 

survivorship bias. Furthermore, as with Mei and Moses (2002), Goetzmann (1993) provided 

additional estimates using a “backwards-extended” dataset which, in Goetzmann’s case, goes 

all the way back to 1716; the author advised caution about interpreting the earlier part of the 

sample (owing to the thinness of the dataset), however it should be noted that observed returns 

were much lower in the early years of the sample: 1716 to 1986 yielded only 3.2% per annum, 

and 1850 to 1986 yielded only 6.2%. 

Addressing Sample Selection Bias 

The Mei and Moses (2002) and Goetzmann (1993) papers demonstrate that sample 

selection bias is a significant problem in the art finance literature. A number of art market 

papers have attempted to address this bias. Renneboog and Spaenjers (2013) constructed a 

massive (1m+ observations) sample that included a far higher representation of the low-price 

end of the market than most studies. Using a hedonic model constructed from this larger 

sample, they found that the art market realises returns of less than 4% a year on average. Using 

quantile regression, they also demonstrated that the low end of the art market realises lower 

returns, albeit with less volatility (a finding which obviously accords with fundamental finance 

theory).  

Korteweg et al. (2015) also addressed the issue of sample selection bias in the 

construction of art market indexes. They employed a Bayesian approach to develop an index 

that incorporated an estimated valuation for every artwork in the sample, in every sample 
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period – even when these artworks did not appear at auction in that sample period. That is, 

rather than relying only on the prices of artworks that are sold within a given period to estimate 

the index’s level in that period, they adjusted their index so that every period in the index 

reflected the valuations of all artworks in their database, including those artworks that were 

not sold in that period. The resulting bias-corrected index implied an average annual index 

return of 6.5%, compared to 10% for a traditional uncorrected RSR on the same data. Clearly, 

this finding suggests a significant upward bias arising from sample selection in RSR 

approaches. 

Heckit Approaches 

The Heckman 2-Step Procedure (Heckman and Singer, 1984) has seen some recent 

applications to the art market as a means of correcting for sample selection bias. The 

econometrics of the Heckit methodology are nontrivial; a primer is provided in Appendix A4-

2 (situated at the end of this chapter). 

In what appears to be the first art market research to have employed the Heckit 

technique, Zanola (2007) used the Heckman model on data of Picasso prints sold over the 

period 1988 to 1995 to construct an RSR index that is adjusted for non-random sample 

selection. In this index, the selection equation dependent variable is unity for prints that were 

sold at least twice over the period (and which were therefore included in the RSR) and zero for 

prints that were only included once; this selection equation used standard hedonic data related 

to static variables for the artwork. Surprisingly, the selection corrected index yielded both 

higher returns and lower volatility than the uncorrected index. While Zanola appears to accept 

these results at face value, Section 4.4 of this chapter provides another explanation as to why 

the inclusion of passed-in auctions into RSRs might appreciate implied returns if some 

appropriate adjustments are not made. 

Marinelli and Palomba (2011) also adopted a Heckit approach to correct for sample 

selection bias. They developed a Heckit-hedonic model of Italian contemporary artists, where 

once again the selection equation dependent variable is the success/passed-in state of the 

auction. The response equation is a fairly standard art market hedonic model (artist, medium 

etc.). While these authors appear to have been the first to apply a Heckit approach to a hedonic 

model of the art market, they did not compare the resulting index with an uncorrected (non-

Heckit) hedonic index, so it is difficult to know the impact of the sample selection correction 

on the final index.  
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Collins et al. (2009) applied a similar hedonic-Heckit model to a database of symbolist 

paintings, with a dataset comprising of 1,174 realised sales and 741 buy-ins (passed-in 

auctions). However, in this paper the authors contrasted the Heckit-hedonic index with the 

equivalent OLS-based index. Somewhat surprisingly (in view of the general belief that sample 

selection in art market research typically results in an upward bias), the Heckit model actually 

gives a slightly higher implied return than the basic/uncorrected hedonic model, although the 

differences are small. It is of some interest that both Zenola (2007) (in an RSR context) and 

Collins et al. (2009) (in a hedonic context) found that the Heckit correction increased the returns 

implied by the extracted index, relative to the uncorrected least squares indexes. This finding 

will be considered again in the Heckit section of this paper (Section 4.6). 

Other Research Using Passed-In Data 

The study of the informational content of “passed-in” auctions in the fine art market 

has been the subject of a small but notable literature. Beggs and Graddy (2008) studied burn 

effects via an augmented RSR, whose dataset included 43 observations on artworks that 

appeared in three successive auctions in a “purchased, passed-in, sold” cycle (that is, the 

painting was purchased in the first period, then passed-in at the following auction, then sold on 

the third auction). They found that the dummy variable corresponding to these auction “triples” 

implied a 30% loss over the three-auction cycle (that is, the painting sold for 30% less than it 

was purchased).  

Ashenfeldter and Graddy (2011) defined an auction “price shock” as the difference 

between (1) the high bid at the auction versus (2) the auction house’s low estimate.13 The 

authors related these shocks to the probability of a successful sale at auction, and found that 

price shocks are (1) unexpected and (2) likely to occur for multiple auctions (of individual 

works) in a given evening sale (in which multiple works are auctioned). They also used a probit 

model to estimate the seller’s hidden reserve price, which they found to be about 70% of the 

low estimate provided by auction house. 

Mei and Moses “Art as an Asset” Research 

To repeat the quote cited in the introduction, Mei and Moses note (on their website 

artasanasset.com) that no previous study on passed-in auctions and RSRs  

 
13 As outlined in Chapter 2 of this thesis, prior to auctions the auction house will provide potential bidders with 
an estimate of the price range they expect the piece to sell in, with the range defined by a low estimate and a high 
estimates. These estimates are usually made public via the auction catalogue, and, in more recent years, through 
the auction house’s website. 
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“has included the effects of the phenomena of not having a repeat sale pair caused by 

the prior purchase not consummating rather than the sale not consummating at auction. 

We have gathered such information and find that if similar procedures are used on the 

purchase side as recommended on the sale side the growth rates of the estimated index 

increases.”14 

Although their findings are certainly interesting, Mei and Moses do not provide any evidence 

in support of their claims. Their research is probably closest in intent to the material covered 

in this chapter, and while our results roughly align with the claim of Mei and Moses we find 

that it is because the number of observed fail-to-sale auctions pairs substantially outnumber 

the sale-to-fail auction pairs. This is an important finding whose implications will be discussed 

later. 

A Note on Notation 

As the models in this chapter rely on a mix of data from successful and passed-in 

auctions, the notation used in equations (particularly the left-hand side of equations) differs 

from that used in most art market research. Whereas hedonic approaches to art market research 

typically work in terms of log prices on the left-hand side, which are typically notated as log 

pitʹ (the log price of artwork i, as realised at an auction at time tʹ), the hedonic regressions in 

this chapter use the following formulation: 

 

 

That is, B  is the high bid of an auction of artwork i at time tʹ with auction completion 

state sʹ, where sʹ is a binary indicator that identifies whether the auction was successful or 

passed-in. If the auction was successful, then the sʹ binary indicator is equal to unity and B is 

 
14 http://www.artasanasset.com/aboutus/faq.php 

B = high bid at auction 

i = artwork at auction, 
including time-invariant 
hedonic information 
(dimension, medium etc.) 

tʹ = year of auction 

sʹ = binary indicator for auction 
completion state, with sʹ = 1 for a 
successful auction or sʹ = 0 for a 
passed-in auction 
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equal to the realised sale price. If this auction passed-in, then the sʹ binary indicator is equal to 

zero and B is equal to the highest bid in the passed-in auction. 

The same principle applies to the left-hand of RSRs. The LHS of the RSRs in this 

chapter are all formulated as 

        Log change in market valuation = log B − log B  

 

where tʹʹ > tʹ (that is, tʹʹ occurs subsequent to tʹ). In this formulation of an auction pair, the 

dependent variable is the log change in the market’s valuation of artwork i (with the valuation 

implied by high bids at successful or passed-in auctions) between time tʹ and time tʹʹ. The RHS 

of the RSR equations is, for most of the regressions,  

α 1 − 1 +  ɛ , t > t  

where the αt coefficients are the geometric version of the RSR index and ɛ  is the residual 

for an auction pair with the first auction at time tʹ and the second auction at time tʹʹ. See Chapter 

3 of this thesis of for a more in-depth discussion of the RSR methodology. Note that some 

sections of this chapter also use “augmented RSRs”, that add some additional coefficients; 

these augmented RSRs will be discussed in due course.  

To illustrate the use of the sʹ and sʹʹ subscripts in RSR auction pairs, consider the two 

following examples: 

 If sʹ = 0 and sʹʹ = 1, then we are looking at an auction pair where the consignor tried to 

sell the artwork at time tʹ but failed (that is, the auction passed-in), and then returned to 

market at time tʹʹ for a successful sale. 

 If sʹ = 1 and sʹʹ = 0, then we are looking at a transaction pair where a purchaser bought 

the artwork (at a successful auction) in time tʹ but then tried unsuccessfully to “flip” the 

painting back to the market at time tʹʹ (that is, the time tʹʹ auction passed-in).  

The log high bid of the second (later) 
auction of artwork i at time tʹʹ. The sʹʹ 
subscript is a binary indicator, where sʹʹ 
= 1 if the auction was successful and sʹʹ 
= 0 if the auction was passed-in.  

The log high bid of the first (earlier) 
auction of artwork i at time tʹ. The sʹ 
subscript is a binary indicator, where sʹ 
= 1 if the auction was successful and sʹ 
= 0 if the auction was passed-in.  
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Further discussion of RSR pairs is provided in the next section of this chapter. 

4.3 Data 

The data were assembled by Kathryn Graddy and are available for download from her 

website at http://people.brandeis.edu/~kgraddy/datasets/contemporary_art.csv. The dataset 

uses a combination of hand-copied information from Christie’s pre-sale catalogues coupled 

with information on auction results (including, importantly, the high bids on passed-in 

auctions) from the Christie’s internal property system. The recorded auctions occurred at 

Christie’s auctions houses in London and New York between 1982 and 1994. Although this 

dataset is somewhat dated, Ashenfeldter and Graddy (2011) incorporated this dataset into a 

larger one that included sales of impressionist art from 1985 to 2007 and found that sale rates 

were largely stationary over the period. Moreover, in the years since the sample period the art 

market has not undergone any fundamental structural changes, at least none that are relevant 

to the material covered in this chapter. The most significant change – the rising prevalence of 

auction guarantees – actually makes the use of an older dataset more attractive, as older data is 

less likely to be affected by the distortionary effects of auction guarantees (see Chapter 2 of 

this thesis for details). At any rate, the key “unique selling point” of the Graddy dataset is its 

provision of values for the highest bids in failed auctions; while there are other datasets that 

provide “NA” values for failed sales, they typically do not include information on the highest 

bid in these auctions. The Graddy dataset is thus unique, and uniquely valuable. 

It is worth considering some patterns in the return of art markets over the period covered 

by the dataset. Bocart et al. (2011) note that the art market was in a significant bubble due to 

the influx of money from cashed-up Japanese investors, although the authors also note that this 

money mostly flowed into the post-impressionist arena. Nonetheless, other research has 

indicated the existence of a significant bubble in the overall market during this period (e.g. Mei 

and Moses, 2002, and Renneboog and Spaenjers, 2013). This volatility may indeed be seen as 

an asset in the present context, as it allows for a consideration of the impact of passed-in 

auctions on art market indexes in periods of both market growth and market contraction. 

The Graddy dataset is comprised of observations on 4,456 auctions. Table 4.2 (next 

page) provides annualised summary statistics on these auctions. Panel A combines successful 

auctions with passed-in, while Panel B is comprised solely of successful auctions and Panel C 

solely of passed-in. A cursory examination of the average prices goes some way towards 

 



 

 
 

Table 4.2 Annualised High Bid Data 

  1982 1983 1984 1985 1986 1987 1988 1989 1990 1991 1992 1993 1994 All 

  A. Successful and Passed-In Auctions ($’000) 
Mean 2.29 4.45 4.53 8.00 8.51 14.34 21.30 47.12 38.56 22.37 25.99 19.20 32.09 21.96 
Median 1.10 1.90 1.80 4.00 3.80 6.20 10.00 22.00 16.00 11.00 13.00 9.00 10.50 7.50 
Max 32.00 62.00 125.00 132.00 100.00 380.00 380.00 750.00 1,700.00 300.00 360.00 480.00 1,450.00 1,700.00 
Min 0.03 0.06 0.05 0.17 0.05 0.15 0.06 0.22 0.13 0.18 0.11 0.10 0.21 0.03 
S.D. 3.82 7.90 10.76 14.64 13.54 31.34 33.84 76.60 94.62 35.23 39.49 41.17 106.29 55.31 
Mean Log -0.03 0.73 0.60 1.29 1.10 1.77 2.16 2.94 2.63 2.18 2.46 2.16 2.32 1.91 
S.D. Log 1.37 1.23 1.31 1.27 1.57 1.35 1.50 1.46 1.55 1.47 1.36 1.27 1.52 1.63 
Obs 234 171 306 237 246 316 332 453 501 325 418 552 215 4,306 

 B. Successful Auctions Only ($’000) 
Mean 2.69 4.85 5.22 8.18 9.69 16.66 22.84 50.10 32.77 23.22 27.28 20.90 27.25 22.58 
Median 1.20 2.20 2.40 4.20 4.00 7.50 10.75 24.00 14.00 12.00 14.00 9.00 11.00 8.00 
Max 32.00 62.00 125.00 132.00 100.00 380.00 380.00 750.00 800.00 300.00 360.00 480.00 390.00 800.00 
Min 0.03 0.06 0.05 0.18 0.12 0.20 0.06 0.55 0.13 0.18 0.11 0.10 0.21 0.03 
S.D. 4.40 8.22 12.28 13.09 14.59 35.97 35.85 79.61 58.42 36.10 41.18 46.35 45.92 46.38 
Mean Log 0.15 0.83 0.73 1.44 1.32 1.90 2.30 3.07 2.55 2.28 2.53 2.20 2.43 2.03 
S.D. Log 1.35 1.24 1.34 1.16 1.48 1.34 1.39 1.38 1.54 1.42 1.33 1.26 1.39 1.57 
Obs 156 136 222 195 195 230 278 385 339 213 356 420 176 3,301 

 C. Passed-In Auctions Only ($’000) 
Mean 1.48 2.91 2.73 7.18 3.96 8.12 13.35 30.24 50.67 20.76 18.58 13.78 53.93 19.93 
Median 0.73 1.40 1.25 1.25 1.10 5.65 4.25 8.50 19.00 8.50 7.75 9.00 4.80 4.50 
Max 12.00 38.00 20.00 130.00 32.00 50.00 70.00 280.00 1,700.00 180.00 130.00 85.00 1,450.00 1,700.00 
Min 0.05 0.07 0.06 0.17 0.05 0.15 0.12 0.22 0.22 0.32 0.20 0.22 0.24 0.05 
S.D. 2.06 6.42 4.34 20.55 6.74 10.03 18.99 54.05 142.89 33.62 26.95 14.84 230.91 77.72 
Mean Log -0.39 0.32 0.25 0.58 0.25 1.40 1.39 2.20 2.80 1.98 2.01 2.00 1.84 1.91 
S.D. Log 1.34 1.12 1.18 1.50 1.60 1.32 1.81 1.68 1.57 1.55 1.47 1.29 1.93 1.63 
Obs 78 35 84 42 51 86 54 68 162 112 62 132 39 1,005 

 D. Auction Success Rate (%) 
  66.67 79.53 72.55 82.28 79.27 72.78 83.73 84.99 67.66 65.54 85.17 76.09 81.86 77.45 

Notes: Entries in panel D. Auction Success Rate refer to the ratio of successful auctions relative to the number of total auctions in a given year, i.e. (Successful auctions/Total 
Auctions) = Auction Success Rate. 
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highlighting the significant volatility in the art market over the period: the average price of 

artwork doubled, in all three panels, between 1988 and 1989. Moreover, while passed-in 

auctions had lower average prices than successful auctions in most years, there were two 

exceptions, in 1990 and 1994. These years also registered the two highest bids over the entire 

sample, both for passed-in auctions, which suggests that outliers were responsible for the two 

years that had higher average prices for passed-in than successful auctions. Logging the high 

bid values (where logged bids help, to some extent, to mitigate the influence of expensive 

outliers by “flattening” the numerical values) leaves only 1990 as a year with higher average 

(logged) high bids for passed-in auctions than for successful auctions. The large outlier that 

contributed to the 1990’s high value for passed-in auctions was a Yves Klein (pictured below), 

which passed-in for USD $1.7m.15 Appendix A4-1 of this thesis repeats some hedonic 

regressions from Section 4.5 and shows that the results are broadly robust to the removal of 

outliers; see the relevant sections for details. The final column of Table 4.2 collates the whole 

sample; we see that the average passed-in auction achieves a high bid of about $2,500 less than 

the average successful auction, and that 77.45% of auctions are successful across the whole 

sample. Note that while the generally lower bids for passed-in auctions might suggest that the 

inclusion of passed-in auction bids will lower index returns, this chapter will demonstrate that 

things are not that simple in either the hedonic or RSR contexts. 

 

Yves Klein “RE 2”, 1958 

Sponges, pigment and synthetic resin on board, 121×135 cm 

 
15 The artwork appears to have most recently come up for auction in 2003, where it successfully sold for $US 
5.3m. http://www.christies.com/LotFinder/lot_details.aspx?from=salesummary&pos=2&intObjectID=4101191 
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Figure 4.1 plots the annualised distributions of the logs of high bids (including passed-

in as well as successful auctions). Even in logged prices, the volatility of the market is readily 

apparent. It is also worth noting that, even after high bids have been logged, the art market still 

demonstrates strong right skewness in most years, with a minority of expensive artworks far 

from the mean. This skewness is evident from the numerical values seen previously in Table 

4.2, where the mean high bids were consistently larger than the median high bids. 

 
Figure 4.1 Frequency Distributions of Log High Bid: By Year 

Solid Red Line indicates Mean, Grey Dashed Line indicates Log High Bid = 0
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Notes: 1982 is omitted for reasons of space. Range, domain and bin size identical for all graphs. 
Passed-In auctions included in all distributions. Time flowing vertically from histogram to histogram 
enables the reader to more easily see changes in the mean over time. 
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Hedonic Data Subset 

As mentioned previously, the original Graddy dataset comprises of 4,456 observations, 

however in the hedonic data subset only includes 4,018 of these observations, due to NAs in 

some elements of the database (e.g. there are 293 works with no information on length). Of the 

4,018 observations available for hedonic regression, 3,069 correspond to realised sales and 949 

to passed-in auctions. The hedonic model utilises the log of the highest bid as the dependent 

variable. Independent variables include width and length of the piece, dummy variables for 

artist (570 dummy variables) and medium (20 dummy variables), as well as a single dummy 

variable indicating whether or not the artwork was sold, with a unit value for successful 

auctions. Summary statistics for the data are provided in Table 4.3. For the sake of 

completeness, summary statistics for the high and low estimates are also included, although 

these are not used in the hedonic regression due to their extremely high multicollinearity with 

the dependent variable and their consequential tendency to dominate the significance of the 

other coefficients. Table 4.3 excludes information on the 520 artist vectors and 20 medium 

vectors. Examining the table more closely, we see that Panel A excludes passed-in auctions, 

leading to a higher mean log price relative to Panel B, which includes passed-in auctions.  

 

Table 4.3 Descriptive Statistics for Hedonic Data 

  
Log of  Dimensions of work 

(cm) 
High Bid 

Auction House Estimate  
Low High              Width Length 

 A. Realised Sales (N = 3,064) 
Mean 2.06 1.82 2.12  85.06 84.79 
Median 2.14 1.79 2.08  71.00 71.00 
Maximum 6.68 6.68 7.09  602.00 436.00 
Minimum -3.51 -3.00 -2.30  2.00 6.00 
Std. Dev. 1.57 1.55 1.53  59.60 55.32 
Skewness -0.23 -0.16 -0.13  2.00 1.45 
Kurtosis 2.90 2.75 2.72  9.83 5.67 

 B. Realised Sales  Passed-in Auctions (N = 4018) 
Mean 1.94 1.83 2.14  85.12 85.30 
Median 2.01 1.79 2.08  71.00 71.00 
Maximum 7.44 7.50 7.86  602.00 957.00 
Minimum -3.51 -3.00 -2.30  2.00 6.00 
Std. Dev. 1.63 1.60 1.58  60.04 58.28 
Skewness -0.21 -0.10 -0.07  2.02 2.53 
Kurtosis 2.81 2.71 2.68  9.85 22.88 
Notes: Excluded from table: Information on 520 artist dummy variable vectors and 20 medium dummy 
variable vectors. Auction house estimates are not included in the hedonic regression specification but 
are included here for completeness. Figure 4.2 graphs the number of observations in each period. 
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Figure 4.2 depicts the number of observations in each year of the hedonic regression, 

with each annual sample further subdivided into successful and passed-in auctions. The figure 

indicates a generally (although not consistently) increasing number of auctions in each year of 

the sample, possibly suggesting the growth in the art market over the sample period. 

Figure 4.2 Hedonic Data Auctions Per Period 

 

 

 

RSR Data Subset 

Given that RSR auction pairs involve two auctions (the initial auction at time tʹ, and the 

follow up auction at time tʹʹ) and that there are two different “s” auction complete states for 

each auction (namely, sʹ and sʹʹ), this creates four different permutations of auction pairs: 

Pair Type 
Period 1 Auction 

Completion State (sʹ) 
Period 2 Auction 

Completion State (sʹʹ) Obs. Count 
P1 Successful (sʹ = 1) Successful (sʹʹ = 1) 84 
P2 Passed-in (sʹ = 0) Passed-in (sʹʹ = 0) Not Used 
P3 Passed-in (sʹ = 0) Successful (sʹʹ = 1) 91 
P4 Successful (sʹ = 1) Passed-in (sʹʹ = 0) 18 

From these four different types of auction pairs, four different types of RSR indexes 

are constructed (the results from these indexes are discussed in Section 4.4). These indexes are: 
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Index 
Number 

Constituent 
Pairs Index Description Obs. Count 

I1 P1 Passed-In Auctions Excluded 84 = 84 

I2 P1, P3, P4 Passed-In Auctions Included 84 + 91 + 18 = 193 

I3 P1, P3 
Passed In-Auctions Included 

for tʹ Auction Only 
84 + 91 = 175 

I4 P1, P4 Passed-In Auctions Included 
for tʹʹ Auction Only 

84 + 18 = 102 

As is clear from the above, auction pairs going from passed-in to passed-in were 

excluded from the analysis. This was primarily due to a lack of precedence in the literature 

(this permutation was not considered by Mei and Moses) and the small number of associated 

observations. 

Due to the need to match at least two sales of an identical work for every single 

observation, the RSR dataset is substantially smaller than the one used in the hedonic 

regression. Considering the first column of Table 4.4, we can see that the “base case” (in which 

all passed-in auctions are excluded from the dataset) contains only 84 observations over the 

sample period, all of which are made up of pair type P1. 

 

Table 4.4 Descriptive Statistics for Repeat Sales Data 

 Dep’ndnt Variable Corresponding to RSRs in Table 4.6  RSR in Table 4.7 

 

Passed-In 
Auctions 
Excluded 

(Base Case) 
(Index I1) 

Passed-In 
Auctions 
Included 

(Index I2) 

Passed-In 
Auctions 

Included for tʹ 
(first) Auction 

Only 
(Index I3) 

Passed-In 
Auctions 

Included for 
tʹʹ (second) 

Auction Only 
(Index I4)   

Dependent 
Variable 
Vector 

(Identical 
to I2) 

Auction Pairs 
that go from 
Passed-In to 
Successful 
(Pair Type 

P3) 

Auction 
Pairs that go 

from 
Successful 

to Passed-In 
(Pair Type 

P4) 
 Mean 0.25 0.22 0.27 0.16  0.22 0.31 -0.31 

 Median 0.15 0.12 0.18 0.06  0.12 0.21 -0.38 
 Max. 3.06 3.06 3.06 3.06  3.06 2.66 1.54 
 Min. -1.74 -2.13 -2.13 -1.74  -2.13 -2.13 -1.67 

 Std.Dev. 0.96 0.89 0.88 0.96  0.89 0.81 0.78 
 Skew 0.53 0.43 0.40 0.57  0.43 0.24 0.53 
 Kurt. 3.40 3.75 3.88 3.39  3.75 4.41 3.36 
 Sum 21.26 42.38 47.43 16.21  42.38 28.68 -5.62 
Obs. 84 193 175 102   193 91 18 

Notes: RSR dependent variables is the implied return (calculated as the difference between auction high bids) on 
an artwork that appears at an auction at time tʹ and then again at a subsequent auction at time tʹʹ. The data in the 
first column (Index I2) is comprised of auction pairs where both auctions were successful. The data in the second 
column (Index I2) is comprised of three types of auction pairs: (1) successful to successful, (2) successful to passed-
in, and (3) passed-in to successful. The data in the third column (Index I3) is comprised of two types of auction 
pairs: (1) successful to successful, and (2) passed-in to successful. The data in the fourth column (Index I4) is 
comprised of two types of auction pairs: (1) successful to successful, and (2) successful to passed-in. 
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The second column of Table 4.4 depicts index type I2, which included passed-in 

auctions in both periods tʹ and tʹʹ. This index includes pair types P1, P3, and P4 (successful to 

successful, successful to passed-in, passed-in to successful). At 193 auction pairs, it is the 

largest of all index types (in terms of sample size). The mean of this index is slightly lower 

than the “base case” index of I1, suggesting that the implicit value lost from going to realised 

sales to passed-in auctions outweighs that gained from going from passed-in auctions to 

realised sales. Correcting for market movements (see next the section) may subtly change this 

finding, however.  

The third column of Table 4.4 tabulates summary statistics from index type I3, which 

is the base case index I1 supplemented with instances of auction pairs that go from passed-in 

to successful; note that this index, I3, shows a higher mean return than the base case index, I4. 

Conversely, index I4 (in the fourth column) supplements the base case “successful to 

successful” auction pairs with auction pairs that go from successful to passed-in. This index 

has the worst performance of all (16%, versus 25% in the base case), suggesting that auction 

pairs that go from successful to passed-in typically perform very badly (note, however, that 

these summary statistics do not control for market movements).  

Note also the substantial difference in observation counts between indexes I3 and I4: 

I3 adds 91 observations over the base case of 84 observations (for a total observation count of 

175), whereas I4 only adds only 18 observations over the base case (for a total observation 

count of 102). One potential explanation might be that sellers are motivated by liquidity needs, 

and the consignor of a passed-in auction will hurry back to market in a year or two to try their 

luck again. However, after successfully purchasing an artwork, a buyer is more likely to hold 

on to it and enjoy it.16 

The three rightmost columns of Table 4.4 sit under the subheading “RSR in Table 4.7”. 

The LHS variable of this regression is identical to index I2 (i.e. it repeats the first column of 

this table). However, the two rightmost columns correspond solely to pairs where the auctions 

go from (1) passed-in to successful, and (2) successful to passed-in (these are, respectively, 

auction pair types P3 and P4). Here we see that returns associated with P3 and P4 are almost 

symmetrical around zero, with 31% implicit value gained (lost) going from passed-in to 

 
16 It is also worth considering the sophisticated art market investors who profit from flipping strategies. Such 
investors are more informed about the art market and are less likely to set reservation prices too high, or to make 
purchases that have limited resale potential in the future – that is, experienced “flippers” might be characterised 
by short holding periods, but also a lower likelihood of experiencing a passed-in auction. 
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successful (successful to passed-in) auctions. Of course, the “base case” return is not a zero 

return but rather the 25% return implied by the “base case” index I1; thus, in the sense of 

opportunity cost, more implied value is lost going into a passed-in auction than is likely to be 

gained coming out of it. 

Table 4.5 depicts the annualised observation count for the RSRs. One issue surrounding 

RSRs is the unavoidable “thinness” that occurs at the start and end of the regression sample 

period: at the start of the period, only transactions with a future match (the partner in the 

transaction pair) can be included in the sample. Similarly, at the end of the sample period, only 

transactions with a previous observation can be included, whereas in the middle both kinds of 

transactions can be included. This tendency is clearly visible in Table 4.5, with the first and 

last years of the base case index I1 having 9 and 8 transactions respectively, whereas the middle 

five years of the sample have an average of 17 observations per period. Similar patterns exist 

for the other permutations of transaction pairs depicted in Table 4.5. 

 

Table 4.5 Number of Auctions for RSRs 

   

Base Case: 
Passed-In Auctions 

Excluded 
(Index I1)  

Passed-In 
Auctions Included 

(Index I2)  

Passed In-Auctions 
Included for tʹ (1st) 

Auction Only 
(Index I3)  

Passed-In Auctions 
Included for tʹʹ 

(2nd) Auction Only 
(Index I4) 

Year      t′ t′′ Total      t′ t′′ Total     t′ t′′ Total     t′ t′′ Total 
1982  9 0 9  0 21 21  20 0 20  10 0 10 
1983  6 3 9  6 15 21  14 6 20  7 3 10 
1984  6 5 11  13 13 26  13 13 26  6 5 11 
1985  11 4 15  9 23 32  18 8 26  16 5 21 
1986  10 6 16  11 15 26  14 10 24  11 7 18 
1987  11 5 16  17 30 47  28 14 42  13 8 21 
1988  9 5 14  16 16 32  15 15 30  10 6 16 
1989  12 8 20  18 23 41  20 16 36  15 10 25 
1990  6 16 22  35 19 54  18 34 52  7 17 24 
1991  2 6 8  19 8 27  7 16 23  3 9 12 
1992  1 7 8  13 6 19  5 13 18  2 7 9 
1993  1 11 12  17 4 21  3 14 17  2 14 16 
1994   0 8 8  19 0 19  0 16 16  0 11 11 
Sum  84 84 168  193 193 386  175 175 350  102 102 204 
Mean  6.5 6.5 12.9  14.8 14.8 28.6  13.5 13.5 26.9  7.8 7.8 15.7 
Notes: This table details the number of observations in each period for the RSR regressions. The data in the first 
column (Index I2) is comprised of auction pairs where both auctions were successful. The data in the second 
column (Index I2) is comprised of three types of auction pairs: (1) successful to successful, (2) successful to 
passed-in, and (3) passed-in to successful. The data in the third column (Index I3) is comprised of two types of 
auction pairs: (1) successful to successful, and (2) passed-in to successful. The data in the fourth column (Index 
I4) is comprised of two types of auction pairs: (1) successful to successful, and (2) successful to passed-in. 
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Figure 4.3 provides an observation breakdown of the auction pairs in index I2, which 

is the index that includes the largest number of observations. Index I2 is comprised of auction 

pair types P1, P3 and P4 – that is, pairs where the auctions go from (1) successful to successful, 

(2) passed-in to successful, and (3) successful to passed-in. Pair type P1 only contains 

successful auctions in both the first and second period (buy and sell) of the auction pair, but P3 

contains passed-in auctions in the first period of the auction pair, and P4 contains passed-in 

auctions in the second period of the RSR pair. As such, Index I2 contains auctions that are (1) 

successful in the first period of the auction pairs, (2) successful in the second period of the 

auction pairs, (3) passed-in in the first period of the auction pairs, and (4) passed-in in the 

second period of the auction pairs. Figure 4.3 visually depicts this four-way auction breakdown. 

First of all, note that the first year (1982) is comprised entirely of auctions (both passed-in and 

successful) from the first period of RSR auction pairs (that is, t′) – the reason for this is that, 

obviously, the auctions in the first period cannot have any auctions in previous periods to 

partner with. We see the parallel situation occur in the final year of the sample (1994), where 

all the observations are from the second periods of auction pairs (that is, t′′). This figure will 

be returned to in the descriptions of the RSR regression results (Section 4.4 of this chapter), as 

it is key to understanding the impact of passed-in auctions on the implied returns generated by 

RSR indexes. 

 

Figure 4.3 Breakdown of RSR Auction Pairs for Index I2 
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4.4 RSRs and Failed auctions  

This section considers the impact of including passed-in auctions on art market RSRs. 

We construct four RSRs, one for each of the four permutations described in Section 4.2. To 

restate, index I1 includes RSR pairs comprised only of the high bids from successful auctions; 

index I2 is comprised of auction pairs that go from (1) successful to successful, (2) successful 

to passed-in and (3) passed-in to successful; index I3 is comprised of auction pairs that go from 

(1) successful to successful and (2) passed-in to successful; and index I4 is comprised of 

auction pairs that go from (1) successful to successful and (2) successful to passed in. Briefly 

reviewing the RSR equation itself, 

log B − log B = ∑ α 1 − 1 +  ɛ , tʹʹ > tʹ 

we see that auction pairs track the log change of a high bid from a first auction at time tʹ to the 

high bid at a subsequent auction at time tʹʹ, with the auction completion state being indicated 

by the sʹ and sʹʹ binary indicator subscripts, which are unity for successful auctions and zero 

for passed-in. The notation for this equation is described in detail in Section 4.2 of this chapter; 

to repeat in brief, B is the high bid at an auction that took place at either time t′ or t′′, where t′′ 

occurs subsequent to t′. Meanwhile, the s′ (s′′) subscript indicates whether or not the auction at 

time t′ (t′′) succeeded or passed-in, with 0 indicating that the auction passed-in and 1 indicating 

that the auction was a success. The i subscript simply represents artwork i, which is constant 

across both auctions. 

Table 4.6 (next page) contains the results from the four RSRs, which are all estimated 

via the GLS methodology of Graddy et al. (2012) (set out in detail in Chapter 3 of this thesis). 

Index I1, the “base case” index comprised only of pairs made up entirely of successful auctions, 

has average returns of 13.17%. Index I2, which is comprised of all three types of auction pairs 

(successful to successful, successful to passed in, passed in to successful) has slightly lower 

average returns but is on average higher valued than the base case (there are only two years, 

1983 and 1989, where it is worth less). This roughly accords with the Mei-Moses finding, that 

including passed-in auctions in indexes increases index performance. However, it is worth 

reviewing this finding in light of indexes I3 and I4. I3, the index which contains successful-to-

passed in in addition to successful-to-successful, is the worst performing index relative to the 

base case, with an average difference of -0.04; the index is lower than the base case in all but 

five years of the sample (all but one of which are at the beginning of the sample – this makes  



 

 
 

Table 4.6 Returns To Art Investment: RSR Indexes 

log B − log B = α 1 − 1 +  ɛ  

  

Base Case: 
Passed-In Auctions Excluded  

(Index I1) 

 

Passed-In Auctions Included 
(Index I2)  

Passed In-Auctions Included for tʹ 
(first) Auction Only 

(Index I3) 

 
Passed-In Auctions Included for tʹʹ 

(second) Auction Only 
(Index I4) 

Year Coefficient 
Index 
(Base) 

RoR 
(%)     Coefficient Index 

RoR 
(%) 

Index 
Diff 
from 
Base  Coefficient Index 

RoR 
(%) 

Index 
Diff 
from 
Base    Coefficient Index 

RoR 
(%) 

Index 
Diff 
from 
Base 

1982 0.00 - 1.00 
  

0.00 - 1.00 
 

0.00 
 
0.00 - 1.00 

 
0.00 

 
0.00 - 1.00  0.00 

1983 0.45 (0.20) 1.58 57.52 
 

0.33 (0.14) 1.39 39.13 -0.18 
 
0.49 (0.21) 1.63 62.93 0.05 

 
0.29 (0.13) 1.34 34.23 -0.23 

1984 0.59 (0.20) 1.80 14.07 
 

0.60 (0.14) 1.82 30.92 0.02 
 
0.69 (0.22) 1.99 22.07 0.19 

 
0.55 (0.13) 1.73 28.91 -0.07 

1985 0.60 (0.21) 1.82 1.03 
 

0.96 (0.15) 2.60 42.82 0.79 
 
0.93 (0.20) 2.54 27.92 0.73 

 
0.81 (0.15) 2.25 29.93 0.43 

1986 0.48 (0.20) 1.62 -10.92 
 

0.86 (0.16) 2.37 -9.07 0.75 
 
0.61 (0.20) 1.84 -27.83 0.22 

 
0.80 (0.15) 2.23 -0.83 0.61 

1987 0.96 (0.22) 2.62 61.86 
 

1.36 (0.15) 3.89 64.43 1.27 
 
0.89 (0.21) 2.44 32.64 -0.18 

 
1.45 (0.15) 4.25 90.82 1.64 

1988 1.57 (0.23) 4.82 84.23 
 

1.67 (0.16) 5.33 37.09 0.51 
 
1.54 (0.23) 4.67 91.84 -0.15 

 
1.75 (0.16) 5.74 35.03 0.92 

1989 1.97 (0.22) 7.18 48.97 
 

1.94 (0.16) 6.98 30.81 -0.21 
 
1.85 (0.21) 6.33 35.51 -0.85 

 
2.04 (0.15) 7.69 33.85 0.50 

1990 1.88 (0.20) 6.53 -9.16 
 

1.94 (0.16) 6.97 -0.13 0.44 
 
1.92 (0.20) 6.83 7.89 0.31 

 
2.03 (0.15) 7.65 -0.50 1.12 

1991 1.36 (0.25) 3.89 -40.39 
 

1.62 (0.17) 5.03 -27.79 1.14 
 
1.30 (0.24) 3.66 -46.47 -0.23 

 
1.74 (0.17) 5.72 -25.24 1.83 

1992 1.27 (0.26) 3.58 -8.07 
 

1.53 (0.19) 4.63 -7.89 1.06 
 
1.20 (0.26) 3.33 -8.82 -0.24 

 
1.65 (0.18) 5.23 -8.59 1.65 

1993 1.06 (0.24) 2.88 -19.44 
 

1.24 (0.19) 3.45 -25.54 0.57 
 
1.03 (0.24) 2.79 -16.32 -0.09 

 
1.28 (0.19) 3.59 -31.43 0.70 

1994 0.81 (0.25) 2.26 -21.69 
 

0.85 (0.19) 2.35 -32.00 0.09 
 
0.69 (0.25) 2.00 -28.40 -0.26 

 
1.02 (0.19) 2.78 -22.58 0.52 

Av’ge 
  

3.20 13.17 
   

3.68 11.90 0.48 
   

3.16 12.75 -0.04 
 

  3.94 13.63 0.74 
Regression Statistics:                    

N 84 
    

193 
     

102         
 

175         
R2 (%) 73 

    
57 

     
69         

 
60         

Notes: Standard errors in parenthesis. RSRs are estimated via GLS using the Graddy et al. (2012) approach. Bist is the high bid for artwork i in auction at time t, where t = tʹ or tʹʹ, tʹʹ > tʹ. The 
s subscript indicates whether or not the auction was successful or unsuccessful, with s = 1 indicating success and s = 0 indicating failure. Index I1 contains only auction pairs that went from a 
successful auction to another successful auction. Index I2 contains pairs that went from (1) successful to successful (2) passed-in to successful and (3) successful to passed-n. Index I3 contains 
pairs that went from (1) successful to successful and (2) passed-in to successful. Index I4 contains pairs that went from (1) successful to successful and (2) successful to passed-n. Additional 
information concerning summary statistics and the number of observations in each period of the RSR are provided in Table 4.4 and Table 4.5, respectively. 
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sense when we consider that the successful-to-passed in observations are going to have their 

successful auctions towards the start of the sample). Meanwhile, Index I4, which contains 

passed-in-to-successful auction pairs in addition to successful-to-successful, is clearly the best 

performing index, with an average return 13.63% P.A. and the highest valuation in all but two 

years. 

The indexes extracted from the four regressions tabulated in Table 4.6 are depicted in 

panel A of Figure 4.4, and the differences are depicted in panel B. 

Figure 4.4 RSR Indexes 

Panel A. RSR Indexes 

 

Panel B. Difference from Base Case of Failed Auctions Omitted  

 
Notes: Panel A. shows the RSR indexes as described in Table 4.6. Panel B. shows the same indexes in 
terms of their deviation from the base case of Passed-In Auctions excluded. The time series for “Passed-
In Auctions Included for tʹ Only” reflect auction pairs where the first auction was Passed-In and the 
second (later) auction was successful. Likewise, “Passed-In Auctions Included for tʹʹ Only” reflect 
auction pairs where the first auction was successful and the second (later) auction was Passed-In. All 
time series contain auction pairs where both the first and second auction pairs were successful. 
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RSRs, Passed-In Auctions and Sample Selection Bias 

Intuitively, one might think that including the high bids from passed-in auctions in an 

RSR index would lower performance: when auctions pass-in the high bid is typically lower 

than the seller and the auction house expected. However, both Mei-Moses and this chapter find 

the opposite: that including passed-in auctions increases the average level of an index. This 

finding is not because the average transaction that goes from passed-in to successful more than 

compensates for the average transaction that goes from successful to passed-in. Consider again 

the two rightmost columns of Table 4.4, which showed that pair type P3 (passed-in to 

successful) has an average appreciation of 31%, while pair type P4 (successful to passed-in) 

has an average depreciation of 31%. Although these values are equal in absolute value, they 

are more appropriately compared relative to the average return of the “base case” transaction 

pair type P1, which has an average return of 27%. To restate this with notation, call the average 

return for pair type i as r̅ . Therefore, the “base case” pair has average return r̅ = 27% , the 

passed-in to successful pair P3 has average return r̅ = 31% , and the successful to passed-in 

pair P4 has average return r̅ = −31%. This implies that the difference r̅  from the base case 

r̅  is only 4%, whereas the difference of r̅  from the base case r̅  is -58%. Relative to the 

base case successful-to-successful auction pair, far more value is lost going from successful to 

passed-in than is gained going from passed-in to successful.  

Why, then, does including passed-in transactions improve index performance? The 

superior performance is better explained by the simple fact that there are many, many more 

instances of pair type P3 than there are of pair type P4. Consider again the sample counts in 

Table 4.4: there are 89 instances of P3 and only 17 of P4!  

Common sense immediately provides one reasonable explanation for this difference in 

observation counts: in a finite sample period (particularly one of only 10 to 20 years) there will 

be many instances of auctions going from passed-in to successful (pair type P3) because the 

consignors of passed-in auctions are likely to wait only a year or two before hurrying back to 

market to try once again to liquidate their position. Meanwhile, when a purchaser successfully 

buys an artwork they are more likely to hold on to it for a long time, thus reducing the 

possibility of an auction pair going from successful to passed-in (pair type P4) in a finite sample 

period.17  

 
17 Similarly, the short-term art market “flippers” (informed speculative investors who seek to make profitable 
transactions over short holding periods) might also be expected to have a lower probability of passing-in when 
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There is another, subtler but potentially more powerful, explanation for the differences 

observation counts between P3 and P4. Recall (from Chapter 2 of this thesis) that auction 

houses almost exclusively deal in secondary market resales, and not the primary market sale of 

brand new “wet paint” artworks. Given that the Graddy database (like almost all art market 

research) is comprised entirely of auction data, it necessarily precludes RSR sales pairs that go 

from a successful purchase on the primary market to a passed-in auction at an auction house.18 

Essentially, this means that the primary market may be providing many successful tʹ sales that 

go on to have tʹʹ passed-in auctions, but these pairs cannot be represented in empirical art 

market RSRs because the primary market data is not available. That is, the successful tʹ sale is 

not observable, but the unsuccessful (passed-in auction) tʹʹ sale is. This restricts the number of 

sales pairs (in a research dataset) that can go from successful to passed-in. 

Thus, we see that the Mei and Moses finding is likely the result of other kinds of sample 

selection bias: the higher frequency of auction pairs (given a finite sample period) that go from 

passed-in to successful than successful to passed-in as a result of (1) consignor desire to quickly 

return to market after a failed auction, and (2) the inevitable weakness of relying solely on 

auction data to construct RSR pairs. These problems can reasonably be considered to be sample 

selection bias as they reflect the way that a sample is constructed, rather than the underlying 

realities of the market as a whole. 

Weighting Correction 

Consider again the Index I2 regression that was depicted in Table 4.6. This index is 

made up of 194 RSR auction pair observations, with each observation representing a pair of 

auctions, the first at time t′ and the second at time t′′. Of these 194 auction pairs, 

 84 are auction pairs that go from a successful auction in time t′ to another successful 

auction in time t′′. These are known as pair type P1. 

 

selling, as they are typically knowledgeable art market participants – they know how to set sensible reserve prices 
when selling, so that they avoid their auctions passing-in. Also, flippers were not generally considered to be a 
large part of the market in the 1980s and 1990s, thus they are not likely to have had much influence on the sample 
period under consideration in this chapter. 
18 Note also that (1) sales on the primary market cannot, by definition pass-in on tʹ (there is no such thing as a 
passed-in sale from a private gallery or dealer), and (2) cannot (again by definition) ever exist in the tʹʹ of a sales 
pair (as a primary market sale is by definition the first time something has been sold, and therefore cannot be the 
tʹʹ sale). Which is to say, the primary market can only contribute successful t′ auctions to the art market. However, 
as such sales are not part of any art market databases, we are also potentially missing out on many sales pairs that 
go from a successful primary market purchase to a failed (passed-in) secondary market sale. This may contribute 
to the observed imbalance in sample counts between sales pairs that go from successful-to-passed-in vs. passed-
in-to-successful. 
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 91 are auction pairs that go from a passed-in auction in time t′ to a successful auction 

in time t′′. These are known as pair type P3. 

 18 are auction pairs that go from a successful auction in time t′ to a passed-in auction 

in time t′′. These are known as pair type P4. 

The previous subsection attributed the overperformance of RSRs that include passed-

in auctions (relative to those that do not) to the huge imbalance in observation counts between 

pair types P3 and P4. That is, while pair types P3 tend to imply a slight appreciation in artwork 

value and pair types P4 tend to indicate a significant depreciation, the significantly greater 

number of P3s in the sample more than compensates for this difference in implied valuation 

changes. However, as this difference in observation count is an artefact of sample construction 

(and is arguably not reflective of underlying market realities, as detailed in the previous 

subsection), it seems prudent to attempt some sort of correction. 

A weighting approach represents one possible way of addressing this issue. The RSR 

is already weighted (due to the stochastic index GLS approach (Graddy et al., 2012), however 

this subsection complements that weighting by reweighting the observations to correct for the 

observation count difference between pair types P3 and P4. The weighting takes the following 

scheme: 

 Pair types P1: each observation is weighted 1/193, or just over half a percent. This 

means that the P1 pair types have exactly the same weighting that they did in the 

standard Index I2 from the previous subsection. Thus, the influence of the P1 pair types 

on the index should be approximately unchanged. The total (summated) weight of all 

the P1 observations in the index is approximately 43.5%. 

 Pair types P3: each observation is weighted 109/35126, or just over 0.3 of a percent. 

Previously, these observations were weighted 1/193, or just over half a percent. Thus, 

their weight declines in this RSR. The total (summated) weight of all the P3 

observations in the index is approximately 28.2%. 

 Pair types P4: each observation is weighted 109/6948, or almost 1.6%. Previously, these 

observations were weighted 1/193, or just over half a percent. Thus, their weight 

increases significantly in this RSR. The total (summated) weight of all the P3 

observations in the index is approximately 28.2%. 

As such, this weighting scheme reweights all of the P3 and P4 observations to give the 

P3 observations a total influence on the index that is approximately the same as that of the P4 

observations. That is, the total observations of the P3 and P4 type are each given about 28.2% 
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of the weight in the index (or about 46.5% total). The P1 observations have a total weight of 

about 43.5% (identical to in Index I2 of the previous subsection). So, whereas in the previous 

version pair types P3 were more influential than pair types P4 because of their vastly greater 

sample count, here pair types P3 and P4 should have a more equal opportunity to influence the 

index. 

These weights are incorporated into the index in the following way: 

1. The dependent variable vector of returns and the independent variables (the index’s 

1,0,-1 vectors, with each vector corresponding to a period) are all premultiplied by 

the square root of the weighting vector described above. 

2. The OLS RSR is run. 

3. The residual vector from this regression is extracted, its elements squared, and then 

used as the dependent variable in the auxiliary regression described in Graddy et al 

(2012). 

4. The fitted values from this auxiliary regression are used to form the weights of the 

final GLS RSR.  

Table 4.7 (following page) and Figure 4.5 (page after the following page) depict the 

impact of the reweighting. The reweighted index is actually very slightly higher than the 

unweighted index in the first four periods, due to the lower weights accorded to the negative 

elements (the -1’s) associated with the passed-in-to-successful auction pairs. But over the full 

sample, the reweighted index clearly performs worse, with significantly worse performance 

after 1996. In terms of implied per annum return, the reweighted index performs almost 2% 

worse. Clearly, the imbalance in observation counts between the P3 and P4 auction pair types 

is responsible for a good deal of the apparent overperformance that results from including 

passed-in auctions into an RSR.
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Table 4.7 Weighted RSR Indexes 

log B − log B = α 1 − 1 +  ɛ  

  
Weighted Index of Passed-In 

Auctions Included 

 

Comparison Index 
(Index I2 from Table 4.6) 

Year Coefficient 
Index 
(Base) 

RoR 
(%)  Coefficient Index 

RoR 
(%) 

Index 
Diff. 
from 

W’ghted 
Index 

1982 0.00 - 1.00   0.00 - 1.00  - 0.00 
1983 0.41 (0.16) 1.51 50.80  0.33 (0.14) 1.39 39.13 0.12 
1984 0.68 (0.16) 1.97 30.81  0.60 (0.14) 1.82 30.92 0.15 
1985 1.12 (0.16) 3.08 55.91  0.96 (0.15) 2.60 42.82 0.48 
1986 0.88 (0.17) 2.40 -21.87  0.86 (0.16) 2.37 -9.07 0.03 
1987 1.15 (0.17) 3.16 31.43  1.36 (0.15) 3.89 64.43 -0.73 
1988 1.53 (0.18) 4.64 46.86  1.67 (0.16) 5.33 37.09 -0.69 
1989 1.78 (0.17) 5.91 27.42  1.94 (0.16) 6.98 30.81 -1.07 
1990 1.80 (0.17) 6.04 2.24  1.94 (0.16) 6.97 -0.13 -0.93 
1991 1.42 (0.19) 4.12 -31.87  1.62 (0.17) 5.03 -27.79 -0.91 
1992 1.30 (0.21) 3.68 -10.70  1.53 (0.19) 4.63 -7.89 -0.95 
1993 1.10 (0.19) 3.01 -18.06  1.24 (0.19) 3.45 -25.54 -0.44 
1994 0.54 (0.20) 1.71 -43.26  0.85 (0.19) 2.35 -32.00 -0.64 

 Average:   3.25 9.98  
  

3.68 11.90 -0.43 

Regression 
Statistics: 

    

 

     

 N 193     193 
    

 R2 0.59     0.57     
Notes: Standard errors in parenthesis. The Weighted index RSR weights observations in the 
following manner: RSRs are estimated via GLS using the Graddy et al. (2012) approach. Bist is the 
high bid for artwork i in auction at time t, where t = tʹ or tʹʹ, tʹʹ > tʹ. The s subscript indicates whether 
or not the auction was successful or unsuccessful, with s = 1 indicating success and s = 0 indicating 
failure. Index I1 contains only auction pairs that went from a successful auction to another successful 
auction. Index I2 contains pairs that went from (1) successful to successful (2) passed-in to successful 
and (3) successful to passed-n. Index I3 contains pairs that went from (1) successful to successful and 
(2) passed-in to successful. Index I4 contains pairs that went from (1) successful to successful and 
(2) successful to passed-n. 
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Figure 4.5 Reweighted RSR Index 

Panel A. Reweighted vs Original Indexes 

  
 

Panel B. Difference Between Original and Reweighted Index 

Notes: Panel A. shows the RSR indexes as described in Table 4.7. Panel B. shows the difference between the 
two indexes. Both indexes contain the full set of auction pair types: successful to successful, successful to 
passed-in, passed-in to successful.  The indexes differ only in the weighting schemes applied to observations. 

The (Non) Fluctuating Value Implied by Passed-In Auctions 

Moving on from issues of sample selection bias, imagine an “augmented RSR” that 

nests two indexes in a single RSR. This regression uses the data from index I2 of the previous 

subsection (the index that used pair types P1, P3 and P4), but adds separate dummy variables 

for the passed-in auctions. Consider the augmented RSR equation:  

log B − log B

= α 1 1      − 1 1      

+ β 1 1      − 1 1      

+ ϕ 1      − 1      +  ɛ  
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where the LHS is identical to index I2. The phi (ϕ) coefficient controls for the art market “burn 

effect” (previously discussed in Chapter 2 of this thesis, and examined empirically in the next 

chapter, Chapter 5). The alpha αt coefficients are the index for successful auctions, and the βt 

coefficients correspond to passed-in auctions. 

Recall that all auction pairs (the elements of the LHS vector) are made up of at least 

one successful auction. As such, each RHS row entry will contain at least one unit or minus 

unit value corresponding to the αt success index, and may contain a unit or minus unit value 

corresponding to the failure index. As pair type P4 is excluded, there are no auction pairs that 

contain entries that correspond solely to the βt failure index. Expressed in notation, we see the 

following: 

Pair Type P1 (sʹ=1, sʹʹ=1): log B − log B = α − α + ɛ  

Pair Type P3 (sʹ=0, sʹʹ=1): log B − log B = α − β − ϕ + ɛ  

Pair Type P4 (sʹ=1, sʹʹ=0): log B − log B = β − α + ϕ + ɛ  

Note, crucially, that as well as adjusting for the “burn effect”, this index also starts the 

alpha-coefficient “success index” at time t = 2 (that is, the first period coefficient is set to zero, 

setting the first period of the index itself to unity), whereas the “failure index” of passed-in 

auctions starts at time t = 1. That is, the failure index is a relative index to the success index. 

 The results from this augmented regression are tabulated in Table 4.8 (next page) and 

depicted visually in panel Figure 4.6 (page after next page). Panel B. of Figure 4.6 is 

particularly important: this is the “failure index”, the index of passed-in auctions, and we can 

see clearly that it does not fluctuate very much at all, relative to the width of the standard error 

bands.  
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Table 4.8 Augmented RSR of Success and Failure 

log B − log B = α 1{ }1{ } − 1{ }1{ }

 

+ β 1 1 − 1 1

 

+ ϕ(1 − 1 )

 

+  ɛ  

  Success   Failure 

  Coefficient Index 
RoR 
(%)   Coefficient Index 

RoR 
(%) 

1982 0.00 - 1.00   -0.18 (0.24) 0.84  
1983 0.41 (0.19) 1.51 50.67  -0.33 (0.24) 0.72 -14.29 

1984 0.65 (0.22) 1.92 27.64  -0.19 (0.25) 0.82 14.85 

1985 1.03 (0.21) 2.81 46.06  -0.57 (0.21) 0.56 -31.45 

1986 0.91 (0.21) 2.48 -11.74  -0.23 (0.22) 0.80 41.43 

1987 1.37 (0.22) 3.92 58.08  0.00 (0.17) 1.00 25.71 

1988 1.85 (0.22) 6.35 62.14  -0.21 (0.22) 0.81 -18.97 

1989 2.17 (0.21) 8.73 37.41  -0.51 (0.18) 0.60 -26.33 

1990 2.16 (0.20) 8.65 -0.99  -0.50 (0.19) 0.61 1.10 

1991 1.76 (0.24) 5.83 -32.60  -0.41 (0.24) 0.66 9.42 

1992 1.65 (0.25) 5.23 -10.21  -0.34 (0.29) 0.71 7.36 

1993 1.42 (0.24) 4.12 -21.21  -0.14 (0.26) 0.87 22.33 

1994 1.13 (0.25) 3.08 -25.23  -0.37 (0.36) 0.69 -20.95 

Average    15.00     0.85 

Burn Effect (ϕ)      -0.55 (0.17)   
Regression Statistics:          

R2 (%) 65.43         
N 193                 

Notes: This table provides two indexes, estimated jointly in RSR form, of all Successful auctions 
and all Passed-In (failed) auctions; an additional coefficient controls for the art-market “Burn 
Effect”, that is, the implicit value destroyed in a painting when it fails to sell at auction. This 
control operates by adjusting for the asymmetry between passed-in auctions that occur before or 
after a successful sale. Standard errors in parenthesis. RSRs are estimated via GLS using the 
Graddy et al. (2012) approach. Bist is the high bid for artwork i in auction at time t, where t = tʹ or 
tʹʹ, tʹʹ > tʹ, and s = sʹ or sʹʹ. The s subscript indicates whether or not the auction was successful or 
unsuccessful, with s = 1 indicating success and s = 0 indicating failure. 
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Figure 4.6 RSR Indexes of Success and Failure 

A. Success and Failure Indexes 

 

B. Failure Index Only 
 

 

Notes: These figures reflect the indexes depicted in Table 4.8, where the Success 
Index is derived from the αt coefficients recorded in Table 4.8 and the Failure Index 
is derived from the βt coefficients recorded in Table 4.8. The indexes are derived 
from a single augmented RSR regression. The Failure Index tracks changes in the 
levels of high bids associated with passed-in auctions, and the Success Index tracks 
changes in the levels of high bids associated with Successful auctions. Note that 
the Failure Index is adjusted for the Burn Effect, which is controlled for via a 
dummy variable in the model depicted in Table 4.8. The Success Index is set to 
unity in the first period. 
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This lack of fluctuation in the failure index is tested empirically in Panel B of Table 

4.9, which depicts the χ2 values from Wald tests from each of the βt coefficients against one 

another; there are only three instances of coefficients significantly differing from one another. 

In contrast, Panel A of Table 4.9 depicts similar Wald tests for the αt coefficients, with a 

majority of the tests indicating significant difference. That is, the Success Index does 

experience significant fluctuation. 

 

Table 4.9 Wald Tests of Success and Failure RSR Coefficients 

Values significant at the 5% level are indicated in bold. 

 tʹ =  
 tʹʹ = 1983 1984 1985 1986 1987 1988 1989 1990 1991 1992 1993 1994 

 Panel A. Success: χ2 value for test of α − α = 0 

1982 - - - - - - - - - - - - 
1983 - 2.3 10.9 6.4 23.2 49.3 80.0 89.3 36.5 27.2 19.5 9.4 
1984 - - 5.4 1.9 14.6 37.6 64.5 70.4 26.3 18.9 12.0 4.3 
1985 - - - 0.9 4.6 26.3 52.7 56.4 15.1 9.2 3.9 0.2 
1986 - - - - 9.3 41.4 71.6 74.5 21.7 13.9 7.5 1.2 
1987 - - - - - 11.0 33.7 30.4 5.2 2.2 0.1 1.7 
1988 - - - - - - 6.4 5.0 0.2 1.2 6.5 15.9 
1989 - - - - - - - 0.01 6.6 8.7 24.3 38.7 
1990 - - - - - - - - 6.6 7.5 20.1 41.7 
1991 - - - - - - - - - 0.3 3.3 13.0 
1992 - - - - - - - - - - 1.5 6.8 
1993 - - - - - - - - - - - 2.6 
1994 - - - - - - - - - - - - 

 Panel B. Failure: χ2 value for test of β − β = 0 
1982 0.26 0.00 1.58 0.02 0.39 0.01 1.35 1.27 0.49 0.20 0.01 0.20 
1983 - 0.17 0.59 0.12 1.48 0.17 0.41 0.37 0.06 0.00 0.30 0.01 
1984 - - 1.44 0.01 0.50 0.00 1.17 1.11 0.41 0.16 0.02 0.16 
1985 - - - 1.38 4.22 1.59 0.05 0.07 0.25 0.46 1.66 0.23 
1986 - - - - 0.56 0.00 1.07 0.98 0.32 0.11 0.07 0.12 
1987 - - - - - 0.57 4.46 4.07 2.10 1.11 0.21 0.89 
1988 - - - - - - 1.34 1.11 0.39 0.16 0.04 0.15 
1989 - - - - - - - - 0.11 0.29 1.45 0.11 
1990 - - - - - - - - 0.07 0.23 1.37 0.09 
1991 - - - - - - - - - 0.03 0.56 0.01 
1992 - - - - - - - - - - 0.24 0.00 
1993 - - - - - - - - - - - 0.25 
1994 - - - - - - - - - - - - 
Notes: This table tests the differences in estimates αt and βt coefficients as they appear in the RSR 
depicted in Table 4.8. See Table 4.8 for model Details.  
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Thus it appears that, relative to the value of successful auctions in a given period, there 

is very little fluctuation in the value (implied by high bids) of passed-in auctions; that is, the 

value of high bids at passed-in auctions tends to follow market movements as a whole. This 

finding is demonstrated most clearly in Panel B of Table 4.9, but is also evident in Panel B of 

Figure 4.6. Thus we see that in an appreciating market, reserve prices also increase, and 

therefore artworks pass-in on higher high bids. This is true even in periods of significant market 

decline (e.g. from 1990 to 1992, as depicted in Panel A of Figure 4.6). This is an important 

finding that will be returned to later in this chapter. 

4.5 Hedonic Regressions 

Table 4.10 (next page) depicts the results from the three permutations of the basic 

hedonic regression: (1) with the passed-in auctions excluded, (2) with the passed-in auctions 

excluded but not controlled for, and (3) with the passed-in auctions included and controlled for 

with a single static (time invariant) dummy variable. 

Intuitively, one might expect the inclusion of passed-in auctions to lower the apparent 

performance of art market returns – as mentioned in the data discussion, these artworks tend to 

realise lower high bids than for successful auctions. Indeed, this contention is supported by the 

regression with the dummy control for passed-in auctions: the dummy is significantly negative 

(-0.25). However, when it comes to the indexes themselves, the inclusion of passed-in auctions 

makes little difference to the apparent art market performance. As noted in the footnotes to 

Table 4.10, all three regressions imply per annum art market performance of approximately 

17% per annum. Panel A of Figure 4.7 (page after next page) depicts this closeness visually, 

with the three different permutations of hedonic index presented simultaneously; panel B 

depicts the differences of the two passed-in included indexes from the base case of passed-in 

auctions excluded, and shows that these two indexes are actually very slightly higher than the 

base case. The explanation for the similar performance of the three different indexes is simple: 

while passed-in auctions perform worse than successful auctions, in the broader context of the 

art market they tend to follow the market as a whole (this repeats the finding from Section 4.4 

of this chapter – that is, relative to the rest of the market, the value implied by passed-in 

auctions does not fluctuate a great deal). Essentially, in any one period the inclusion of passed-

in auctions will “fill out” the bottom of the market’s high bid distribution, but, going from 

period-to-period, the average price of passed-in auctions tends to follow the rest of the market.



 

 
 

Table 4.10 Three Hedonic Regressions 

log B = α 1 + ϕ1 + λ 1{ } + γ 1{ } + δ log d +  ɛ  

 Base Case: 
Passed-In Auctions Excluded 

 Passed-In Auctions Included 
    No Control for Passed-In Auctions  Dummy for Passed-In Auctions 

 Coefficients Index Return  Coefficients Index 

Diff. 
from 
Base Return  Coefficients Index 

Diff. 
from 
Base Return 

 Panel A. Time Effects 
1982 0.00 - 1.00   0.00 - 1.00 0.09 0.00  0.00 - 1.00   
1983 -0.09 (0.10) 0.91 -0.09  0.00 (0.09) 1.00 0.08 0.32  -0.02 (0.09) 0.98 0.07 -0.02 
1984 0.22 (0.10) 1.24 0.36  0.28 (0.08) 1.33 0.30 0.57  0.27 (0.08) 1.31 0.07 0.34 
1985 0.58 (0.10) 1.78 0.43  0.73 (0.09) 2.08 0.15 0.07  0.70 (0.08) 2.02 0.24 0.54 
1986 0.73 (0.10) 2.07 0.16  0.80 (0.09) 2.22 0.32 0.55  0.77 (0.09) 2.15 0.08 0.06 
1987 1.14 (0.09) 3.12 0.51  1.23 (0.08) 3.44 0.37 0.47  1.22 (0.08) 3.40 0.28 0.58 
1988 1.55 (0.09) 4.69 0.50  1.62 (0.08) 5.06 0.42 0.67  1.59 (0.08) 4.88 0.19 0.43 
1989 2.09 (0.09) 8.05 0.72  2.14 (0.08) 8.47 0.37 -0.08  2.10 (0.08) 8.18 0.13 0.68 
1990 2.01 (0.09) 7.44 -0.08  2.06 (0.07) 7.81 0.38 -0.35  2.06 (0.07) 7.86 0.42 -0.04 
1991 1.54 (0.10) 4.67 -0.37  1.62 (0.08) 5.05 0.59 -0.08  1.63 (0.08) 5.08 0.41 -0.35 
1992 1.40 (0.09) 4.07 -0.13  1.54 (0.08) 4.66 0.44 -0.17  1.50 (0.08) 4.49 0.42 -0.12 
1993 1.23 (0.09) 3.42 -0.16  1.35 (0.07) 3.86 0.18 0.08  1.34 (0.07) 3.80 0.38 -0.15 
1994 1.38 (0.10) 3.99 0.16  1.43 (0.09) 4.17 0.09 0.00  1.40 (0.08) 4.07 0.09 0.07 

 Panel B. Passed-in Auctions 
 Passed-In Dummy (ϕ) -    Excluded     -0.25 (0.03)    

 Panel C. Additional Controls 
Artist Dummies (∑ λ )  Included    Included     Included    

Medium Dummies (∑ γ ) Included    Included     Included    
Log Dimension (δ) 0.45 (0.01)    0.45 (0.01)     0.46 (0.01)    
Regression Statistics: N = 3,069, R2 (%) = 90.89  N = 4,018, R2 (%) = 80.06  N = 4,018, R2 (%) = 81.20 

Notes: Standard errors in parenthesis. B  is the high bid for an artwork i in an auction at time tʹ. The s subscript indicates whether or not the auction was successful or unsuccessful, with s 
= 1 indicating success and 0 indicating failure. The artwork i has the following time-independent hedonic properties: Dimension di (measured in centimetres squared), Medium mi (that is, the 
medium of the artwork: oil painting, watercolour, print etc), Artist ai (Van Gogh, de Koonig etc.). The average return for all indexes was approximately 17% per annum. 
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Figure 4.7 Three Hedonic Indexes 

 

Panel A. Hedonic Indexes

 
Panel B. Difference from Base Case of Passed-In Auctions Excluded 

    
 
Notes: These figures reflect the indexes extracted from the Hedonic Regressions described in 
Table 4.10. 

  

0

2

4

6

8

10
Passed-In Excluded
(Base)

Passed-In Included,
No Control

Passed-In Included,
Dummy Controlled

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

1982 1983 1984 1985 1986 1987 1988 1989 1990 1991 1992 1993 1994

Passed-In Included, 
No Controls 

Passed-In Included, Dummy 
Control for passed-in auctions 

D
if

fe
re

nc
e 

fr
om

 B
as

e 
In

de
x 

In
de

x 
L

ev
el

 



82 
 

 

 
 

Hedonic Regression of Success and Failure 

Table 4.11 depicts regressions for a hedonic index with a time-variant control for 

passed-in auctions: a so-called “Failure Index”. Note that, as with the static “passed-in” dummy 

used in the third regression of the previous section, the Failure Index tracks the marginal 

influence of passed-in auctions relative to successful auctions. We can see that while the Failure 

Index maintains a persistent discount relative to the Success Index, it does not fluctuate much 

in its own right. 

 

 

Table 4.11 Single Hedonic Regression of Success and Failure 

log B = β 1{ }1{ }

 

 + α + β 1{ } 1{ }

 

 + λ 1{ }

 

+ γ 1{ }

  

+ δ log size
  

+  ɛ  

  Success Index   Failure Index 
Auction 
Success 
Rate (%)   Coefficient Index RoR  Coefficient Index RoR 

1982 0.00 - 1.00   -0.74 (0.13) 0.48  66.67 

1983 -0.14 (0.10) 0.87 -0.13  -0.37 (0.17) 0.69 0.46 79.53 

1984 0.15 (0.10) 1.16 0.32  -0.30 (0.12) 0.74 0.07 72.55 

1985 0.54 (0.10) 1.71 0.48  -0.08 (0.15) 0.93 0.25 82.28 

1986 0.64 (0.10) 1.90 0.11  -0.32 (0.15) 0.72 -0.22 79.27 

1987 1.03 (0.09) 2.81 0.48  -0.05 (0.11) 0.95 0.32 72.78 

1988 1.46 (0.09) 4.32 0.54  -0.35 (0.13) 0.70 -0.26 83.73 

1989 2.01 (0.08) 7.44 0.72  -0.57 (0.12) 0.56 -0.20 84.99 

1990 1.90 (0.09) 6.66 -0.11  -0.16 (0.08) 0.85 0.50 67.66 

1991 1.47 (0.09) 4.33 -0.35  -0.18 (0.10) 0.83 -0.02 65.54 

1992 1.35 (0.09) 3.85 -0.11  -0.14 (0.12) 0.87 0.04 85.17 

1993 1.15 (0.09) 3.14 -0.18  -0.04 (0.09) 0.97 0.11 76.09 

1994 1.30 (0.10) 3.68 0.17  -0.47 (0.15) 0.62 -0.36 81.86 

Average    0.16     0.06  
Notes: N = 4,018, regression R2 = 81.44 %. The artwork size (i.e. surface area) control 
coefficient was 0.46, with a standard error of 0.01. Coefficients for 570 artist dummies and 20 
artwork medium dummies are included in the regression but not tabulated (for reasons of 
brevity). Auction success rate refers to the number of successful auctions relative to the number 
of total auctions. It is not a regression statistic but is included for the sake of comparison. 
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Table 4.12 provides statistical support to the suggestion that the hedonic failure index 

described by Table 4.11 doesn’t fluctuate much. Table 4.12 shows the results from Wald tests 

subjecting each period of the αt coefficients against all the other periods of the αt coefficients, 

and likewise for the βts. We see that there is far more variation in the success index, with 58 

out of 66 of the αt coefficients different from the other αts, versus only 18 out of 78 βts. Clearly, 

there is far more variation in the Success Index. Returning to Table 4.11, we see that the indexes 

also imply similar returns, with the failure index in fact outperforming the success index (20% 

versus 16%) – this result echoes the two indexes that were depicted in panel B of Figure 4.7, 

where the two indexes that included passed-in auctions had slightly superior performance to 

the base case of successful auctions only. 

Table 4.12 Wald Tests of Hedonic Success And Failure Indexes 

 tʹʹ 
 tʹ 1983 1984 1985 1986 1987 1988 1989 1990 1991 1992 1993 1994 

 Panel A. Success: χ2 value for test of α − α = 0 
1982 - - - - - - - - - - - - 
1983 - 8.1 46.5 61.0 149.9 300.0 591.1 506.7 272.6 269.6 208.7 210.3 
1984 - - 19.5 30.4 107.3 256.7 569.4 474.6 226.4 224.7 159.4 164.7 
1985 - - - 1.5 35.0 130.6 376.3 297.4 117.3 108.2 61.7 74.8 
1986 - - - - 21.5 103.5 320.4 255.3 91.7 81.9 42.2 55.3 
1987 - - - - - 32.6 190.6 136.9 28.3 18.7 2.5 10.4 
1988 - - - - - - 66.9 39.3 0.0 2.8 22.0 3.9 
1989 - - - - - - - 3.1 55.4 108.9 192.5 86.6 
1990 - - - - - - - - 32.6 68.7 134.1 57.6 
1991 - - - - - - - - - 2 19.2 3.7 
1992 - - - - - - - - - - 10.3 0.3 
1993 - - - - - - - - - - - 4.4 
1994 - - - - - - - - - - - - 

 Panel B. Failure: χ2 value for test of β − β = 0 
1982 3.1 6.1 11.5 4.3 16.6 4.5 0.9 14.0 11.5 11.8 20.0 1.9 
1983 - 0.1 1.7 0.0 2.5 0.0 1.0 1.2 0.9 1.2 3.1 0.2 
1984 - - 1.4 0.0 2.3 0.1 2.7 0.9 0.6 0.9 3.1 0.9 
1985 - - - 1.4 0.0 2.0 7.2 0.3 0.4 0.1 0.1 3.7 
1986 - - - - 2.2 0.0 1.7 0.8 0.6 0.9 2.7 0.5 
1987 - - - - - 3.3 10.9 0.7 0.8 0.4 0.0 5.4 
1988 - - - - - - 16 1.5 1.0 1.4 4.0 0.4 
1989 - - - - - - - 8.4 6.5 6.9 13.6 0.3 
1990 - - - - - - - - 0.0 0.0 1.2 3.4 
1991 - - - - - - - - - 0.1 1.2 2.7 
1992 - - - - - - - - - - 0.6 3.2 
1993 - - - - - - - - - - - 6.7 
1994 - - - - - - - - - - - - 
Notes: This table tests the differences in estimates αt and βt coefficients as they appear in the RSR depicted in 
Table 4.11. See Table 4.11 for model Details. Values significant at the 5% level are indicated in bold. Panel 
A contains 66 cells with numerical values, of which 58 are significant. Panel B contains 78 cells with numerical 
values, of which 18 are significant. 
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It might seem obvious, but it is worth recognising that the failure index does not 

represent an investable process, thus the higher returns of this index are somewhat meaningless 

from the practical perspective of art market investment. However, it is also arguable but that 

the success index is itself fairly meaningless, given that it ignores the art market’s spectacular 

transaction costs and liquidity issues, treating the art that comes to auction as representative of 

the underlying stock of art. Moreover, while the returns of the index might not come from any 

directly investible process, the high bids on which artworks pass-in can still be used to inform 

the expected sale price of a consigned artwork. If we form an expectation for the high bid at 

auction solely on the basis of successful auctions, we use a distribution of prices that is 

artificially truncated from the left-hand side. In doing so, we unintentionally condition our 

expectation on the basis of the forthcoming auction being successful. Thus we see that it is 

important to include the high bids from passed-in auctions when forming an expectation of 

price at auction. 

 Figure 4.8 depicts the result from Table 4.11, along with the annualised sales rates – 

the percent of successful auctions relative to total auctions. For the most part there is little 

obvious correlation between sales rates and market performance. That said, the sales rate does 

drop off somewhat during the significant period of market decline in 1990 and 1991, possibly 

suggesting that an unexpected market shock may have bought many high bids below 

previously-set reserve prices. This possibility is examined empirically by Ashenfelter and 

Graddy (2011). 

Figure 4.8 Jointly Estimated Hedonic Indexes of Success and Failure 

 
Notes: On the left hand axis, this figure charts the indexes detailed in Table 4.11. On the right hand 
axis, this figure charts the rate of auction successes in a given period relative to   the total number 
of auctions in that period.
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Summary of Hedonic Section 

In summary, hedonic regressions appear to be less influenced by the inclusion of 

passed-in auctions than do RSRs, and the frequency with which auctions pass-in does not, for 

the most part, correlate with market performance. Despite the resilience of hedonic-based 

indexes to passed-in auctions, there are other (arguably fatal) problems with these hedonic-

derived indexes, in particular the difficulty of incorporating transaction costs into index 

construction. Although the RSRs discussed in Section 4.4 were also unadjusted for transaction 

costs, the RSR methodology itself does lend itself very well to incorporating transaction costs. 

This will be covered in Chapter 5 of this thesis. 

4.6 Heckit Corrections for Hedonic Regressions 

Used appropriately, the Heckit method (Heckman and Singer, 1984) corrects for sample 

selection biases in situations where a certain proportion of the sample population has 

unobservable values for the dependent variable; see Appendix A4-2 of this chapter for details. 

As mentioned in Section 4.2 of this chapter, there is some precedent for the use of the Heckit 

method in art market research. Using hedonic models similar to the one explored in this section, 

Collins et al. (2009) and Marinelli and Palomba (2011) both employ Heckit corrections to 

adjust for passed-in auctions, where the selection equation identifies auctions that were passed-

in or successful, and the response equation regresses against a vector of observed log prices, as 

well as the fitted inverse mills ratio values for the unobserved passed-in auctions. This section 

compares a Heckit-corrected regression, where the passed-in auctions are treated as 

unobserved, against the hedonic regression models from the previous section which used the 

log high bid values from passed-in auctions as proxies for log price. 

The choice of variables for the selection and response equations is a major issue in the 

construction of Heckit models. If the same independent variables are used for both the response 

and selection equations, identification may be seriously impeded (see Appendix A4-2 for a 

discussion of this problem). However, it is not always obvious what variables should be used 

in each equation. Marinelli and Palomba (2011) use a full suite of standard art market hedonic 

variables in their Probit selection equation (artist, artwork medium, year of sale, provenance 

information19). For the response equation, they drop the artwork medium dummy variables. 

However, their paper contains no justification for choosing to drop this particular set of 

 
19 Provenance information includes such information as: whether the artwork was signed by the artist, included in 
a catalogue of the artist’s work, exhibited at a major show etc. 
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variables, and, in the Probit equation, only one of the seven artwork medium dummy variables 

was significant, suggesting that this variable may have done little to aid identification of the 

fitted inverse Mills ratio numerical values. That said, in the response equation the inverse Mills 

ratio value was significant at the 1% level, suggesting that sample selection was a significant 

problem and that the Heckit correction had improved the estimation of the model. Colins et al. 

(2009) is even less instructive in its model construction: these authors simply run the same suite 

of dependent variables in both their selection and response equations. 

Unlike the previous mentioned articles, this section will use some (admittedly very 

back-of-the-envelope) economic theory to identify variables suitable for the selection and 

response equations, although elsewhere some “choices” are forced by limitations in the data. 

First of all, many artists in the sample are not associated with any passed-in auctions; therefore, 

as the inclusion of the artist dummies would prevent the Probit regression from estimating (due 

to lack of cross-sectional variation), the artist dummies are dropped from the selection 

equation.20 Secondly, we use the log of the ratio of the auction house’s low estimate to their 

high estimate as a proxy for uncertainty about the auction house’s valuation: a larger spread (in 

log difference, to adjust for level effects) indicates larger uncertainty about the prospective sale 

price at auction. Artworks that are harder to value could be reasonably considered to also have 

an increased probability of passing-in. 

Heckit Regression Results 

Table 4.13 (next page) details the results from the Heckit-corrected hedonic model. The 

fitted inverse mills ratio variable is highly significant, which in itself suggests that the passed-

in auctions are having a significant influence on the results. The log of the spread in the auction 

house’s high and low estimates (used in the selection equation) is also significant, suggesting 

that this variable might, as predicted, have some use as a predictor of a piece’s passing-in. As 

we saw in Section 4.5, the size of an artwork is strongly correlated with its valuation, however 

there appears to be little relationship between size and probability of sale (this latter finding is 

somewhat interesting, as it might suggest that auction house estimates are no more efficient for 

smaller, cheaper pieces than for larger ones.)  

  

 
20 A Probit (not tabulated) was run of the successful/passed-in binary dependent variable against a constant and 
the 211 artists who did have cross-sectional variation with regards to auction completion status. Of these 211 
artists, only 18 significantly predicted auction success/passed-in status (at 5% level of significance). The 
McFadden R2 for this Probit was only 6%.  
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Table 4.13 Heckit-Corrected Hedonic 

Response Equation: 

log B = α 1 + λ 1{ } + γ 1{ } + δ log d

+ σ λ 𝐳 𝛄  + ɛ  

Selection Equation: 

1 = Probit α 1 + γ 1{ } + δ log d + γ log
High Estimate

Low Estimate
+  u  

 Response Equation  
Selection 
Equation 

Coefficients   Coefficient Index RoR   

 
Panel A. Time Effects and Index 

1982 0.00 - 
 

  
0.00 - 

1983 -0.18 (0.11) 0.84 -0.16  0.60 (0.14) 
1984 0.19 (0.10) 1.21 0.44  0.33 (0.12) 
1985 0.43 (0.10) 1.54 0.27  0.57 (0.13) 
1986 0.61 (0.10) 1.84 0.20  0.50 (0.13) 
1987 1.11 (0.09) 3.03 0.64  0.25 (0.12) 
1988 1.37 (0.09) 3.95 0.30  0.67 (0.12) 
1989 1.90 (0.09) 6.70 0.70  0.67 (0.11) 
1990 2.03 (0.09) 7.58 0.13  0.20 (0.11) 
1991 1.57 (0.09) 4.79 -0.37  0.05 (0.11) 
1992 1.20 (0.09) 3.33 -0.30  0.69 (0.12) 
1993 1.14 (0.09) 3.14 -0.06  0.37 (0.11) 
1994 1.25 (0.10) 3.48 0.11  0.60 (0.13) 

                                            Panel B. Control and Identification Variables 
Inverse Mills Ratio (σ ) 0.82 (0.08)    - 

Log Dimension (δ) 0.46 (0.01)    0.02 (0.02) 

Artist Dummies (∑ λ )  Included    Excluded 

Medium Dummies (∑ λ ) Included    Included 

Log Estimate Spread (γ) Excluded    0.59 (0.22) 

Regression Statistics 
Log Likelihood -5,268.57            

Notes: Note that the variable λ 𝐳 𝛄  is Heckman’s Lambda, and is equal to λ =

𝜙 𝐳 𝛄 Φ 𝐳 𝛄 , where 𝐳 𝛄 is the fitted value from the Selection Equation. With 

the exception of the Fitted Inverse Mills Ratio variable, the Response Equation specification 
is identical to that of the Passed-In Auctions Included / No Control for Passed-In Auctions 
specification from Table 4.10.  
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Of course, this section is primarily concerned with the performance of the Heckit-

hedonic extracted index relative to the standard hedonic indexes from Section 4.5. Table 4.14 

(next page) repeats the Heckit-Hedonic index from Table 4.13 and compares it with the two 

hedonic indexes that incorporated Passed-In auctions as estimated in Section 4.5. Panel A. of 

Figure 4.9 (page after next) depicts these indexes in both their levels and difference from the 

base case formulations, where the Heckit regression is the base case. The Heckit index is 

consistently lower than the two hedonic indexes, although the differences are not significant 

for any year over the sample. This finding is approximately similar to Collins et al. (2009), 

who also observed only small differences resulting from the Heckit correction. The small 

differences in this case are at least somewhat expected, given that all indexes under 

consideration here (the Heckit index and the two standard Hedonic indexes that incorporate 

high bids from Passed-In auctions) all take steps to correct for Passed-In auctions. Although 

there appears to be some approximate equality between the Heckit and Passed-In Sales 

included hedonic regressions, the consistently smaller standard errors of the Passed-In sales 

regressions (compare Table 4.10 with Table 4.13) suggests that the Passed-In sales included 

approach might be more efficient. Finally, considering Panel B of Table 4.14, we see that the 

differences between the Heckit and normal Hedonic methods increase when sales rates are 

high. This is an interesting result, and may also tie into the relative efficiency of the Heckit 

method: in sample periods where fewer Passed-In auctions are present in the data, the 

inefficiency of the Heckit method becomes more pronounced.



 

 
 

Table 4.14 Heckit-Corrected vs Standard Hedonic Regressions 

 
 

Heckit Hedonic (See Table 6.1) 
  Standard Hedonic Model (Repeated from Table 5.1) 

  No Control For Passed-In Auctions  Dummy Control for Passed-In Auctions 
 

Coefficients Index Return (%)  Coefficients Index 
Diff From 

Base Return (%)  Coefficients Index 
Diff From 

Base Return (%) 
1982 0.00    - 1.00    0.00    - 1.00 0.00     0    - 1.00 0.00   
1983 -0.18 (0.11) 0.84 -16.47  0.00 (0.09) 1.00 0.16 0.00  -0.02 (0.09) 0.98 0.82 -1.98 
1984 0.19 (0.10) 1.21 44.77  0.28 (0.08) 1.32 0.11 32.31  0.27 (0.08) 1.31 1.20 33.64 
1985 0.43 (0.10) 1.54 27.12  0.73 (0.09) 2.08 0.54 56.83  0.70 (0.08) 2.01 1.48 53.73 
1986 0.61 (0.10) 1.84 19.72  0.80 (0.09) 2.23 0.39 7.25  0.77 (0.09) 2.16 1.77 7.25 
1987 1.11 (0.09) 3.03 64.87  1.23 (0.08) 3.42 0.39 53.73  1.22 (0.08) 3.39 3.00 56.83 
1988 1.37 (0.09) 3.94 29.69  1.62 (0.08) 5.05 1.12 47.70  1.59 (0.08) 4.90 3.79 44.77 
1989 1.90 (0.09) 6.69 69.89  2.14 (0.08) 8.50 1.81 68.20  2.10 (0.08) 8.17 6.35 66.53 
1990 2.03 (0.09) 7.61 13.88  2.06 (0.07) 7.85 0.23 -7.69  2.06 (0.07) 7.85 7.61 -3.92 
1991 1.57 (0.09) 4.81 -36.87  1.62 (0.08) 5.05 0.25 -35.60  1.63 (0.08) 5.10 4.86 -34.95 
1992 1.20 (0.09) 3.32 -30.93  1.54 (0.08) 4.66 1.34 -7.69  1.50 (0.08) 4.48 3.14 -12.19 
1993 1.14 (0.09) 3.13 -5.82  1.35 (0.07) 3.86 0.73 -17.30  1.34 (0.07) 3.82 3.09 -14.79 
1994 1.25 (0.10) 3.49 11.63   1.43 (0.09) 4.18 0.69 8.33   1.40 (0.08) 4.06 3.37 6.18 

Average    15.96      17.17      16.76 

Notes: This Table collates the Index from Table 4.13 (the Base Case) and compares it with the two standard hedonic indexes from Table 4.10 that incorporate data from 
Passed-In auctions (both with and without a control for Passed-In state). 
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Figure 4.9 Heckit-Corrected vs. Standard Hedonic Indexes 

 
 Panel A: Heckit vs. Hedonic Indexes 
  
   

 
 Panel B: Difference from base and Sales Rates 
 

 Notes: The right hand side axis of panel B is the in percentage and corresponds to the 
grey shaded area, which corresponds to the per-period proportion of successful auctions. 
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4.7 Conclusion 

This chapter examined the effect of including information from passed-in auctions on 

the kinds of indexes typically used in the art market – specifically, RSR and hedonic indexes. 

We found that hedonic indexes are fairly robust to the inclusion of the high bids from passed-

in auctions, for the simple reason that the average high-bid on a passed-in auction tends to go 

up and down approximately in line with the rest of the market. Of course, hedonic indexes are 

somewhat restricted in that they don’t track changes in valuation for the same artwork between 

two periods: they assume that the available hedonic controls are sufficient to control for 

differences between artworks. This assumption is questionable in the art market (and in the 

structurally similar real estate market), leading to a preference among researchers and industry 

participants for RSR –based indexes. 

Here, in the context of RSRs, the inclusion of passed-in auctions resulted in a several 

percent decline in implied per-annum returns. More tellingly, a thorough examination of the 

mechanics of including passed-in auctions revealed a huge bias, in terms of observations count, 

towards RSR sales pairs that go from passed-in to successful, relative to the pairs that go from 

successful to passed-in. Given that the former pairs typically show an appreciation and the 

latter a depreciation, we see an artificial source of upward bias that militates against, although 

does not eliminate, the effects of including passed-in auctions. 

Elsewhere, this chapter compared the Heckit-corrected hedonic index, an approach 

which has some precedence in the literature, against the “passed-in auction included” hedonic 

index approach developed in this chapter. We find the results are broadly comparable in terms 

of the point estimates of the index, although it is likely that the passed-in auction included 

approach is a little more efficient in terms of the standard errors. 
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Appendix A4-1 

Hedonic Estimations with Winsorised Data 

 

This appendix repeats the three hedonic regressions from Table 4.10 using data that has 

been winsorised at 5% (that is, the observations that form the top and bottom 2.5% of the data 

have been removed). See Table A4.1 1 (next page) for the regression results. Ultimately, while 

winsorising the data results in some minor differences in the middle years of the sample, the 

coefficients are broadly similar enough to show that outliers are not of major importance. Note 

also that, while the results are not depicted here, most of the outliers were removed from the 

Chapter 4’s repeat sales regression (RSR) sample as a result of the RSR matching process, 

making these results even less sensitive to outliers than the hedonic data.
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Table A4-1 1 Hedonic Estimations with Winsorised Data 

  Base Case: 
Passed-In Auctions Excluded 

  Passed-In Auctions Included 
  No Control for Passed-In Auctions  Dummy for Passed-In Auctions 

  Winsorised Original   Winsorised Original   Winsorised Original 
 Panel A. Time Effects 

1982 0.00 - 0.00 -  0.00 - 0.00 -  0.00 - 0.00 - 
1983 -0.09 (0.10) -0.09 (0.10)  -0.05 (0.09) 0.00 (0.09)  -0.07 (0.09) -0.02 (0.09) 
1984 0.22 (0.10) 0.22 (0.10)  0.23 (0.08) 0.28 (0.08)  0.22 (0.08) 0.27 (0.08) 
1985 0.55 (0.09) 0.58 (0.10)  0.65 (0.08) 0.73 (0.09)  0.62 (0.08) 0.70 (0.08) 
1986 0.69 (0.09) 0.73 (0.10)  0.72 (0.08) 0.80 (0.09)  0.69 (0.08) 0.77 (0.09) 
1987 1.08 (0.09) 1.14 (0.09)  1.15 (0.08) 1.23 (0.08)  1.14 (0.08) 1.22 (0.08) 
1988 1.52 (0.09) 1.55 (0.09)  1.55 (0.08) 1.62 (0.08)  1.51 (0.08) 1.59 (0.08) 
1989 1.91 (0.08) 2.09 (0.09)  1.91 (0.07) 2.14 (0.08)  1.88 (0.07) 2.10 (0.08) 
1990 1.91 (0.09) 2.01 (0.09)  1.91 (0.07) 2.06 (0.07)  1.92 (0.07) 2.06 (0.07) 
1991 1.49 (0.09) 1.54 (0.10)  1.52 (0.08) 1.62 (0.08)  1.53 (0.08) 1.63 (0.08) 
1992 1.38 (0.09) 1.40 (0.09)  1.47 (0.08) 1.54 (0.08)  1.43 (0.07) 1.50 (0.08) 
1993 1.19 (0.08) 1.23 (0.09)  1.27 (0.07) 1.35 (0.07)  1.26 (0.07) 1.34 (0.07) 
1994 1.31 (0.09) 1.38 (0.10)  1.32 (0.08) 1.43 (0.09)  1.30 (0.08) 1.40 (0.08) 

 Panel B. Passed-in Auctions 
 Passed-In Dummy - -  Excluded Excluded  -0.25 (0.03) -0.25 (0.03) 

 Panel C. Additional Controls 
Artist Dummies Included Included  Included Included  Included Included 

Medium Dummies Included Included  Included Included  Included Included 
Log Dimension 0.42 (0.01) 0.45 (0.01)  0.42 (0.01) 0.45 (0.01)  0.42 (0.01) 0.46 (0.01) 

 Panel D. Regression Statistics 

Statistics: 
N = 2,926 

R2 (%) = 77.70 
N = 3,069 

R2 (%) = 80.57 
  

N = 3,801 
R2 (%) = 77.47 

N = 4,018 
R2 (%) = 80.89 

  
N = 3,801 

R2 (%) = 77.88 
N = 4,018 

R2 (%) = 81.20 

Notes: This table compares OLS hedonic regression results using winsorised versus non-winsorised data. The regression results using non-winsorised data 
are identical to those in Table 4.10 of this thesis and are repeated here for the reader’s convenience. The winsorised regression results come from data where 
the dependent variable data (log price) has been winsorised at 5%. 
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Appendix A4-2 

The Heckit Method 

This appendix details the mathematics and econometrics of the Heckit method 

(Heckman and Singer, 1984; Heckman, 1976) which is used in Section 4.6 of this thesis. The 

Heckit method is alternatively referred to as the Heckman method, or sometimes the Tobit II 

method. This appendix assumes familiarity with the fundamentals of frequentist econometrics, 

such as ordinary least squares and basic probability theory. The explanation in this appendix is 

divided up into four parts: the notation section, a section on Probit/Logit estimation, a section 

on the Tobit model, and, finally, the Heckit model itself. The Probit and Tobit models are 

precursor models to the Heckit model, and understanding their mechanics will aid in 

understanding the Heckit itself. The Logit model is sufficiently similar to the Probit model to 

be easily included in this discussion. 

This appendix draws primarily from Chapter 11 of Davidson and MacKinnon (2004) 

and Chapters 23 and 24 of Greene (2000) as well as the original Heckman (1976) paper for the 

discussion of the Heckit method. While this appendix details the purpose and arrangement of 

the various models, it skips over details on estimation, which is, in all cases, typically 

conducted via numerical maximisation of the log likelihood function. Please consult the 

aforementioned references for details regarding estimation. 

A4-2.1 Notation 

This appendix makes use of some familiar notation from mathematics and 

econometrics, in particular the probability density function (PDF) and cumulative density 

function (CDF) of the standard Gaussian distribution, as well as the logistic distribution 

function and the PDF of the truncated standard Gaussian. The conditional expectation of a a 

bivariate Gaussian is also used. 

Recall that the standard Gaussian PDF is conventionally expressed as: 

𝜙(z) =
1

√2π
exp −

1

2
z  

and the CDF is: 
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Φ(z) = 𝜙(t)dt =
1

√2π
exp −

1

2
t dt 

The logistic distribution is: 

L(z) =
e

1 + e
 

Suppose X~N(0,1) (that, is the standard Gaussian distribution) but is known to lie 

within the interval X ∈ (a, b), −∞ ≤ a ≤ b ≤ ∞; this is a truncated standard normal 

distribution The PDF of the of the truncated standardised Gaussian distribution is  

𝜙(z)

Φ(b) − Φ(a)
 

If b = ∞ then Φ(b) = 1, and if a = −∞ then Φ(a) = 0. The truncated standard 

Gaussian distributions that are considered in this chapter all have a = −∞, in turn implying 

distributions of 𝜙(z) Φ(b)⁄ . Note that this ratio of the probability density function to the 

cumulative distribution function of a distribution is often referred to as the Inverse Mills Ratio 

(Mills, 1926). 

The use of conditional expectations of bivariate distributions plays an important role in 

this appendix, particularly in the section on the Heckit model itself. Assume two correlated 

(non-independent) normal distributions, X and Y, with means ηx and ηy and variance 

covariance matrix 

σ σ

σ σ
 

Then the conditional distribution of y for a given value of x is denoted f(y|x). The 

conditional expectation of this distribution is  

μ | = μ + σ σ⁄ (x − η ) 

In the case where both X and Y have unconditional expectations equal to zero (as is the 

case later in this appendix), the above equation further simplifies to 

μ | = x σ σ⁄  
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A4-2.2 Logit/Probit 

Binary choice models enable a researcher to model empirical data that exists strictly in 

one of two states. For instance, a business is either solvent or bankrupt, or an artwork at auction 

will either pass-in or sell. As an example, let’s take the latter case and say that 

yi = 1 if auction i is successful. 

yi = 0 if auction i passes-in. 

Assume also that we have information on each i artwork’s log dimensions, xi. A 

conventional linear model of this relationship might be: 

yi = β1 + β2xi + εi = xiʹβ + εi 

where xi = (1, xi)ʹ. Assume also that E{ε |x } = 0 and, therefore, that E{y |x } = 𝐱𝐢′𝛃. As such, 

E{y |x } = 𝐱𝐢′𝛃

= 1. P{y = 1|x } + 0. P{y = 0|x }

= 1. P{y = 1|x } 

Clearly, 𝐱𝐢′𝛃 is a probability, and is therefore bound by zero and unity. In the context 

of the classical linear (least squares) model this bounding is a problem, as this restriction is not 

accommodated for (at least not without numerical optimisation). Also, as yi has only two 

possible values, the error term εi also only has two possible values for a given value of xi 

(specifically, 1 – xiʹβ and xiʹβ); as such, the error term will be heteroskedastic, its variance 

dependent upon the explanatory variable (specifically, V{ε |x } = 𝐱𝐢′𝛃(1 − 𝐱𝐢′𝛃)). 

To resolve this issue, we turn to the Probit and Logit family of binary models. These 

models shift the intuition away from the classical linear model, which seeks to directly model 

yi as a function of xi, and instead seeks to model the probability that yi = 1 as a function of xi. 

Thus we arrive at the function 

P{y = 1|𝐱 } = F(𝐱𝐢′𝛃) 

where F(𝐱𝐢′𝛃) is bounded [0,1]. Given this bounding, it makes sense to for F to be a 

distribution function. The Probit model uses a standard normal distribution function (as detailed 

in Section A4.1 of this appendix), 

F(𝐱𝐢′𝛃) = Φ(𝐱𝐢′𝛃) 
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and logit model uses the logistical distribution (again, from Section A4.1 of this appendix),  

F(𝐱𝐢′𝛃) = L(𝐱𝐢′𝛃) 

Interpreting and comparing the coefficients in Logit and Probit models is usually 

conducted via a calculation of the marginal effects of changes in the xi variables. Say for a 

continuous variable xij, the marginal effect is defined as the partial derivative of that probability 

that yi equals one. For the Probit and Logit models, respectively, this yields the following: 

∂Φ(𝐱𝐢′𝛃)

∂x
=  𝜙(𝐱𝐢′𝛃)β  

∂L(𝐱𝐢′𝛃)

∂x
=

exp 𝐱𝐢′𝛃

(1 + exp 𝐱𝐢′𝛃)
β  

Thus, change of an effect in xij is also dependent on the other values in xi. This 

complication is typically resolved by using the average (mean) values of the other explanatory 

values when calculating the marginal effect. Estimation of Logit and Probit models is usually 

achieved via numerical optimisation of the models’ log likelihood functions; see e.g. Greene 

(2000) or Davidson and MacKinnon (2004) for a derivation of this likelihood. 

A4-2.3 Tobit 

The Tobit model is used to model dependent variables that have yi ≥ 0, typically where 

many yi are equal to zero. Although distinct from the Logit and Probit model, the Tobit model 

can be thought of as an extension to the Probit model, whose mathematics and econometrics 

the Tobit draws upon.  

To illustrate the Tobit model, say that yi is a consumer’s annual expenditure on art. 

Many consumers will not spend any money at all on art; for these consumers, yi = 0. Other 

consumers will have some positive value for yi. Say that consumer i has total income of xi and 

non-art annual spending equal to zi. Expressing this as a utility maximisation problem, we have 

max
,

U (y , z ) 

y + z ≤ x  

y , z ≥ 0 
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From the outset, we can exclude the possibility that consumers do not spend money on 

other goods, i.e that z = 0. However, as mentioned, many households will have yi = 0. Now, 

consider a standard linear model that ignores the y , z ≥ 0 constraint; say also that the utility 

function is such that the solution is linear in xi. Denote the solution to this modified problem 

as y∗. The linear model is: 

y∗ = β + β x + ε  

where εi ~ NID(0, σ2) and independent of xi. Thus, if (1) there were no restrictions on yi, and 

(2) there were no restrictions on the amount of individual i could spend on art, then consumers 

would choose to spend y∗ on art. Therefore, the solution to the original problem will be given 

by: 

y = y∗ if y∗ > 0 

y = 0 if y∗ ≤ 0 

This example provides an illustration of the standard Tobit model. It is a standard 

regression model, where all negative values of the dependent variable are mapped to zero. The 

model describes two distributions: one is the probability that yi = 0 (given an xi row vector of 

independent variables), which has a distribution equal to 

P{y∗ ≤ 0} = P{y = 0} = P{ε ≤ −𝐱𝐢′𝛃}

= P
ε

𝜎
≤ −

𝐱𝐢′𝛃

𝝈
= Φ −

𝐱𝐢′𝛃

𝜎
= 1 − Φ

𝐱𝐢′𝛃

𝜎
 

(this solution is clearly analogous to the Probit model), and the other distribution is the 

expectation of yi given that yi > 0, which is equal to 

E{y |y > 0} = 𝐱𝐢𝛃 + E{ε |ε > −𝐱𝐢𝛃} = 𝐱𝐢𝛃 + σ
𝜙(𝐱𝐢′𝛃 σ⁄ )

Φ(𝐱𝐢′𝛃 σ⁄ )
, 

where the final RHS term is the Inverse Mills Ratio, which is arrived at via the properties of 

the truncated normal distribution. Estimation of the Tobit model is typically accomplished via 

maximum likelihood. See e.g. Greene (2008) or Davidson and Mackinnon (2004) for details. 
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A4-2.4 The Heckit Model 

The Heckit (Heckman, 1976) model enables a researcher to model data in which some 

elements of the dependent variable vector do not have an observed value. For instance, in the 

context of the art market (as used in Section 4.6), we could have a database of auctions, with 

observed prices for successful auctions and no equivalent observations for passed-in auctions. 

Consider the linear hedonic equation,  

p∗ = 𝐱𝐢𝐭𝛃 + ε  

Say that p∗  is the log price of artwork i as recorded at an auction at time t; in the case 

of a passed-in auction (and assuming no high bid value is recorded) then this value is 

unobserved. The row vector 𝐱𝐢𝐭 contains hedonic information about artwork i (artist, medium 

etc.), possibly in addition to auction specific information (e.g. the auction house’s high and low 

estimates of the artwork’s value). To describe whether or not an auction is successful or not 

(passes-in), we use an additional binary regression,  

s∗ = 𝐳𝐢𝐭𝛄 + e  

where s∗  is equal to unity if the auction is successful or zero if it passes-in; 𝐳𝐢𝐭 contains a set 

of hedonic variables that may or may not be the same as those in 𝐱𝐢𝐭 (the implications of 

containing the same or different data types will be discussed shortly). The error terms ε  and 

e  are assumed to be bivariate normal, with covariance σ  and variances σ  and σ ; for the 

purposes of identification in estimation, the latter is typically set to be unity. The binary value 

of the s∗  variable implies the following observation rule: 

  log p = p∗ , s = 1 if s∗ > 0 

log p not observerd, s = 0 if s∗ ≤ 0 

(note that, from the above, we can see that if 𝐱𝐢𝐭𝛃 = 𝐳𝐢𝐭𝛄 and ε = e  then these constraints 

will make the Heckit model equivalent to the Tobit). The conditional expected auction price, 

given that an auction is successful, is equal to: 
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𝐸{log p |s = 1} = 𝐱𝐢𝐭𝛃 + {ε |s = 1}

= 𝐱𝐢𝐭𝛃 + {ε |e > −𝐳𝐢𝐭𝛄}

= 𝐱𝐢𝐭𝛃 +
σ

σ𝟐
𝟐

{e |e > −𝐳𝐢𝐭𝛄}

= 𝐱𝐢𝐭𝛃 + σ
𝜙(𝐳𝐢𝐭𝛄)

Φ(𝐳𝐢𝐭𝛄)
 

As per the Tobit model, the final line resolves via the expression for the expectation of 

a truncated normal distribution, coupled with the fact that σ𝟐
𝟐 (from the previous line) is set to 

unity. The third equality uses the fact that for two normal random variables, {ε |e } =

(σ σ⁄ )e . Finally, note that σ  can be written as ρ σ , where ρ  is the correlation of 

coefficient between the two errors; if this value is equal to zero then the conditional value is 

equal to the expected value, and we can satisfactorily model the log p  data via a conventional 

linear regression framework (i.e. the Heckit approach adds no value to the modelling of the 

observed prices). Sample selection biases arise when σ ≠ 0. 

Estimation of the Heckit model can be achieved either via a simultaneous maximum 

likelihood estimation, or a sequential approach which extracts the fitted inverse Mills ratio from 

a first stage Probit (which functions as the binary selection equation) and then uses this inverse 

Mills ratio as a vector in a standard least squares regression. Although the two-step approach 

is not as efficient as the one-step maximum likelihood method, it is still consistent.  

A larger problem for the two-step approach arises from the fact that the fitted inverse 

Mills ratio is subject to a form of errors-in-variables. Consider the way that the fitted inverse 

Mills ratio is extracted: first, an estimate of the 𝛄 vector of coefficients is calculated via a 

Probit; in keeping with standard econometric notation, we will call this estimated vector 𝛄. 

Then, each of the n elements of the vector of fitted inverse Mills ratios is calculated as 

λ =
𝜙(𝐳𝐢𝐭𝛄)

Φ(𝐳𝐢𝐭𝛄)
 

(that is, each individual λ  numerical value is a function of the Probit-estimated 𝛄 and the 

empirically observed 𝐳𝐢𝐭). As the λ  are calculated using (noisy) estimated parameters from the 

𝛄 vector, they are subject to errors-in-variables. This can have a deleterious effect on estimation 

in the second (least squares) stage of the model (Leung and Yu, 1996). 
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 A potentially larger problem arises when 𝐱𝐢𝐭 = 𝐳𝐢𝐭. In this case, there will be little cross-

sectional variation in λ  (indeed, the variation only arises because λ  is calculated via a non-

linear function). Therefore, additional variables are often used in the Probit stage, but, when 

considering the economic theory used to inform model building, it is not always clear why a 

variable should be included in the selection equation but not the main (response) equation. 

 As mentioned, sample selection biases arise when σ  ≠ 0. This covariance is actually 

what is being estimated when the vector of λ  is included in the response equation (that is, we 

estimate σ  as the coefficient associated with λ ). A significant σ  indicates the existence of 

sample selection problems in a non-Heckit adjusted regression. However, the aforementioned 

issues of identification and errors-in-variables have the potential to muddy the estimation of 

σ .  
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CHAPTER 5  

The Burn Effect and Reserve Price 

Efficiency 
 

5.1 Introduction: Concetto Spaziale and The Burn Effect 

 

 

Concetto Spaziale 

(Lacquer on wood, 1967) 

Lucio Fontana, 99 – 68 

 

In 1986 a two-dimensional lacquered wood sculpture from Argentinian-Italian artist 

Lucio Fontana’s Concetto Spaziale series was successfully auctioned for USD $15,000, a result 

that sat within the auction house’s low and high estimates of $14,000 and $18,000. A year later, 

the buyer tried to “flip” the piece back to the market. The auction house predicted that the 

artwork had depreciated in value over the previous year, and now listed low and high estimates 

of $12,000 and $14,000. However, these values under-predicted the depreciation, with the 

artwork’s second auction passing-in on a high bid of $8,500. 

In art market terminology, the piece was “burned” by this passed-in auction. According 

to art market wisdom, passing-in at auction amounts to a public rejection of an artwork by the 

market, rejection that creates a stigma around the piece and damages the price it can expect to 
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realise at a future auction. Section 2.11 of this thesis provides a non-technical discussion of the 

burn effect as known among art market practitioners. The burn effect has received 

comparatively little attention in the academic literature, with Beggs and Graddy (2008) being 

the only notable piece of technical research. The authors investigated the “burn” effect and 

found that artworks that pass-in at auction return around 30% less than artworks which do not 

– that is, an artwork that is purchased at auction, then passed-in at auction, then finally 

successfully sold at auction will have a 30% discount relative to an artwork which went through 

the simpler purchase-sale cycle (with no intervening passed-in auction). The following graph 

represents the expectation implied by Beggs and Graddy (2008) for an artwork that was 

purchased for $100 in a first auction, passed-in on a second auction, then sold successfully on 

a third:  

        

 

The Beggs and Graddy (2008) finding shows that artworks that pass in at auction 

typically have 30% lower realised returns (going form successful purchase to successful sale) 

than those that don’t. However, it is worth noting that the Beggs and Graddy (2008) result does 

not identify whether or not the passed-in auction itself reduced the artwork’s value: it could 

have been that the change in the artworks’ valuation occurred between the first (successful 

purchase) and second (passed-in) auction, rather than between the second (passed-in) and third 

(successful sale) auction. This chapter is the first research to empirically investigate this 

possibility. 

Reserve Price Efficiency 

In many cases, artworks actually end up appreciating in value between the passed-in 

auction and their final (successful) sale.  When Concetto Spaziale returned to auction for a third 

time in 1989, on low and high estimates of USD $12,000 and $18,000 respectively, the artwork 

realised a final sale price of $50,000, so that the consignor received $41,500 more than they 
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would have had they sold on the second (passed-in) auction.  Figure 5.1 illustrates the price 

path over the three auctions; in this case, the expectations implied by Beggs and Graddy (2008) 

were firmly violated.  Here, we see that the reserve price in the second (passed-in) auction 

functioned efficiently in that it prevented the consignor from selling their artwork for 

significantly less than the artwork was to receive at a later auction. 

 

Figure 5.1 Three Auctions of Concetto Spaziale 

 

 

Concetto Spaziale’s passed-in auction and later profitable sale provide an example of 

Reserve Price Efficiency. As the name implies, Reserve Price Efficiency is concerned with the 

efficiency of the reserve price in a passed-in auction. We identify the efficiency of a passed-in 

auction’s reserve price with reference to the highest bid in a later, successful auction: if the 

reserve price in a passed-in auction was efficient, the consignor will have prevented an 

unfavourable sale (that is, will have avoided selling their artwork too cheaply) and will 

eventually sell (at the later auction) their artwork for more than they were offered at the passed-

in auction.  A reserve price is inefficient if the consignor ultimately ends up selling the artwork 

0

5

10

15

20

25

30

35

40

45

50

55

1986 1987 1988 1989

P
ri

ce
 (

$’
00

0)
 

Indexes (S
tart =

 100) 

High Estimates 

Low Estimates 

Purchased 

Passed-In 

Sold 



 106  
 

 

 

for the same or less than they would have received on the passed-in auction, had they sold their 

artwork for the passed-in auction’s highest bid.  Crucially, the consignor does not necessarily 

have to realise a profit relative to their initial purchase price, as in the case of Concetto Spaziale; 

as long as they sell for more than the reserve price on the passed-in auction, their reserve price 

was efficient.  

Table 5.1 (next page) illustrates this concept by charting a sequence of three auctions 

each for three different artworks (nine total auctions). All three items are “burned”: they are all 

purchased for $10,000 in the first auction and pass-in at $8,000 in the second (it is this “passed-

in” second auction that, supposedly, “burns” the artwork). The differences for the three 

artworks occur in the third period: 

 Item 1 “Painting” bucks the expectation of the “burned” artwork and still 

realises a profit relative to the time t = 1 purchase. Here, the reserve price was 

efficient and the expectations implied by the burn effect were not born out.  

 Item 2 “Screen Print” loses money over the holding period, however the reserve 

price in Auction 2 (the passed-in auction) still functioned efficiently: it 

prevented the consignor from selling their artwork for a lower price than they 

were able to realise at a later auction (Auction 3). Item 2 is also interesting in 

that it illustrates the distinction between the findings of Beggs and Graddy 

(2008) and the expectations implied by the Burn Effect: while this artwork was 

consistent with the expectations implied by Beggs and Graddy (in that it lost 

money over a three auction sequence in which the middle auction passed-in), it 

still violates the expectations implied by the burn effect in that it gains, rather 

than loses, value after the passed-in auction. 

 Item 3 “etching” not only loses money over the holding period but also had an 

inefficient reserve price in the passed-in auction: the seller would’ve been better 

off not having had a reserve price at all and having sold the work in period 2. 

They would have made more money this way, as the high bid on the second 

(passed-in) auction was higher than the final sale price realised on the third 

(successful) auction. 
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Table 5.1 Three Auctions Each for Three Different Artworks 

Type of Artwork 
Sale History 

(Y-axis: Highest Bid at Auction, $’000) 
Notes on Artwork’s 

Auctions 
 

Painting 

 

 
The artwork was 
profitable (it sold for 
more than it was 
purchased for) and the 
reserve price on the 
second auction was 
efficient, as it prevented 
an unfavourable sale. 

 
Screen Print 

 

 
While this artwork was 
not profitable (it sold for 
less than it was 
purchased for), the 
reserve price on the 
second auction was still 
efficient as it prevented 
an unfavourable sale. 

 

Etching 

 

 
Not only did this artwork 
lose money (it sold for 
less than it was 
purchased for), but the 
reserve price on the 
second auction was 
inefficient as it prevented 
an even less favourable 
sale. 

Note: The three artworks have identical results for the first two auctions (successfully purchased for 
$10,000 on the first auction, passed-in on a high bid of $8,000 at the second auction). It is only at the 
third auction that the three artworks realise different results. In the figures, the successful auctions 
are indicated by filled-in circles and the passed-in auctions are is indicated by hollow circles. The 
three artworks, from top to bottom, are Prince by Gillian Carnegie, Docket by Tracey Emin, and 
Champfleurette by Louise Bourgeois. 
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If “burning” really does destroy value, then consignors need to consider this potential 

damage when setting their reserve prices. Consignors should set their reserve prices not with 

reference to their artwork’s current value, but with reference to what it would be worth after it 

was burned.  For instance, a consignor might believe their artwork to be worth $100, and set a 

reserve price of $90 to prevent the artwork from going for too much less than this valuation, 

should there be a lack of interest from the floor on auction day.  However, if burning really 

does destroy 30% of an artwork’s value, then this $90 reserve price will actually be inefficient: 

the value after burning will be $70, not $100.  While burning effects were investigated by 

Beggs and Graddy (2008), the actual efficiency of the reserve price system in the face of these 

effects remains largely unexplored. 

Fundamentally, this chapter distinguishes itself from previous research into the “burn” 

effect by extending the focus from the two “ends” of the purchase-fail-sale sequence of three 

auctions. Instead, this chapter charts the market valuation of passed-in artworks over the course 

of all three auctions in the purchase-fail-sale sequence of three auctions. This approach 

facilitates a more in-depth consideration of the efficiency with which consignors are setting 

their reserve prices. Moreover, this approach also raises questions about an assumption implicit 

in the traditional account of the “burn effect”, namely the assumption that the price the artwork 

was initially purchased for was sensible/realistic. No previous research has considered the 

possibility that the apparent “burn effect” results primarily from an overvaluation in the first 

auction (that is, the consignor had paid too much for the artwork when they purchased it), 

coupled with a failure to downwardly revise this valuation for the second auction. 

High Bid as a proxy for Artwork Valuation 

As in the previous chapter, this chapter assumes that the highest bid at a passed-in 

auction represents a reasonable proxy for market valuation. This assumption might initially 

seem counterintuitive: clearly the consignor placed a higher value on the artwork than the 

highest bidder, and this higher valuation (the consignor’s) is not the valuation that is 

incorporated into the dataset. However, it is worth remembering that something similar 

(approximately) holds true for the highest bids in successful auctions: the highest bid does not 

represent the valuation of the highest bidder, but rather the valuation of the second highest 

bidder, plus the one-bid increment necessary to for the highest bidder to beat the second-highest 
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bidder’s valuation.21 Therefore, in both passed-in and successful auctions, the highest bid 

(approximately) reflects the second highest valuation among art market participants. This 

symmetry helps to justify the use of high bids from passed-in auctions as an indicator of market 

valuation.  

Other Topics 

Section 5.6 of this chapter incorporates transaction costs into the consideration of 

Reserve Price Efficiency, and examines the costs associated with passing-in at auction. 

Essentially, the costs associated with holding an auction increase the importance of avoiding 

unnecessary auctions (that is, of setting efficient reserve prices).  

Outline of Chapter 

This chapter explores the following issues surrounding the burn effect, reserve price 

efficiency and transaction costs: 

 Section 5.1 (this section) introduces key concepts and outlines the contents of this 

chapter. 

 Section 5.2 provides an overview of the relevant literature. It also introduces some 

notation specific to this chapter, and clearly explains the kinds of auction pairs used 

in the RSRs in Section 5.4 and beyond. 

 Section 5.3 summarises the data. 

 Section 5.4 examines the so-called art market “Burn Effect”, and attempts to 

identify the efficiency with which consignors in the art market set their reserve 

prices. 

 Section 5.5 considers some alternative models of reserve price efficiency and the 

burn effect. 

 Section 5.6 incorporates transaction costs into the analysis of RSRs, both with and 

without passed-in auctions. 

 Section 5.7 concludes. 

  

 
21 Bidding increments are typically a small percentage of the final sale price, particularly in the high end of the 
market. For instance, the highest price ever fetched for an artwork at auction was USD 160m (hammer price); the 
second highest bid was 159.5m, meaning the final increment was only 0.31% of the final hammer price. Chapter 
3 of this thesis explores the mathematics of the auction in more detail. 
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5.2 Literature Review: The Burn Effect 

The study of the informational content of “passed-in” auctions in the fine art market 

has been the subject of a few, albeit notable, publications. As mentioned in the introduction to 

this chapter, Beggs and Graddy (2008) studied burn effects via an augmented RSR.  Their 

dataset included 43 observations on artworks that appeared in three successive auctions in a 

“purchased, passed-in, sold” cycle (that is, the painting was purchased in the first auction, then 

passed-in at the following auction, then sold on the third auction), with such triplets indicated 

by a dummy variable in an RSR regression that is otherwise comprised of the usual RSR “sale, 

sale” pairs. The authors found that the dummy variable corresponding to these auction “triples” 

implied a 30% loss over the three-auction cycle (that is, the painting sold for 30% less than it 

was purchased, with market movements controlled for by the RSR index).  

Outside of the burn effect, passed-in art auctions have been studied in the broader 

context of aggregate movements in the art market.  Ashenfeldter and Graddy (2011) defined 

an auction “price shock” as the difference between (1) the high bid at the auction versus (2) the 

auction house’s low price estimate. The authors related these shocks to the probability of a 

successful sale at auction, and found that price shocks are (1) unexpected and (2) are likely to 

occur for multiple auctions (of individual works) in a given evening sale (in which multiple 

works are auctioned). They also used a probit model to estimate the seller’s hidden reserve 

price, which they found to be about 70% of the low estimate provided by the auction house. 

Interestingly, findings from the real estate market seem to indicate a narrative that is 

completely at odds with that of the art market. Whereas art market passed-in auctions are 

typically associated with lower eventual realised prices, in the real estate market the opposite 

holds true, with properties that spend longer on the market realising a higher final price.  

Genesove and Mayer (2001) and Levitt and Syverson (2008) both observed this positive 

correlation between the time a property spends on the market and the price that property 

eventually sells for.  It seems that properties do not attract any stigma from spending longer on 

the market; rather, the consignor (existing owner) appears to be trading off immediacy (a form 

of liquidity) for the sake of a higher final price. These differing behaviours of market 

participants may be motivated by differing responses to overall market movements, with real 

estate market participants being more sensitive to changes in aggregate conditions. 
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5.3 Data and Notation 

All data in this chapter is identical to the previous chapter, where it is described in detail 

in Section 4.3. In particular, see the section on the Repeat Sales Regression (RSR) component 

of the dataset. See also Section 4.2 of the previous chapter for a description of the notation 

employed in this chapter. 

5.4 Reserve Price Efficiency: The Model 

 The basic model for this section employs a repeat sales regression approach similar to 

that of the previous chapter: the RSR is comprised of auction pairs that go from “successful 

auction to successful auction,” “successful auction to passed-in auction,” and “passed-in 

auction to successful auction.”  However, unlike the previous chapter, dummy variables are 

now employed to identify the returns associated with the latter two pair types, while controlling 

for market movements with the main RSR index. 

As such, there is one dummy for auction pairs that go from a successful auction to a 

passed-in auction, and another dummy for passed-in to successful.  This leads to the following 

model: 

log B − log B
    

  

= α 1 − 1 + γ1 1

  
 

 

+ λ1 1

  
  

+ ɛ  

Testing for reserve price efficiency – that is, seeing if the reserve price on a passed-in 

auction prevented the consignor from selling too low and thereby missing out on a higher price 

for their piece at a future auction – is conducted by a simple test of the λ coefficient. If the λ is 

significantly positive, then consignors are setting their reserve prices efficiently. If it is 

insignificant or negative, they are setting them inefficiently.22 Testing for the average investor’s 

overall loss for the complete holding period (from successful purchase to passed-in auction to 

successful sale) is only slightly more complicated. As the RSR models return processes 

geometrically, a test on the sum of the λ and γ coefficients equates to a test of the presence of 

 
22 Intuitively, the case of the insignificant lambda coefficient might seem neutral with respect to reserve price 
efficiency. However, the art market’s hefty transaction costs means that a pair of auctions that are neutral in terms 
of high bid change are still ultimately going to be costly to the seller. 
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the burn effect as it is depicted in Beggs and Graddy (2008). If the sum is significantly negative, 

then we have evidence of the burn effect. 

Finally, note that in this model, the market index controls for movements in the art 

market as a whole. In this sense, the RSR index functions almost like the β(rm – rf) component 

of the CAPM: it factors out movements in the market to identify the actual efficiency with 

which consignors are setting their reserve prices, and the extent to which their artworks are 

being “burned.” 

Results 

The “Model 1” column group of Table 5.2 (next page) tabulates the results from the 

basic augmented RSR. The λ coefficient is positive, but insignificantly so, and even if we take 

the numerical value as precise (and consider that the holding period for passed-in to successful 

auctions is about two years) it is still so small that it implies per annum returns that are less 

than the US 3 Month T-Bill rate over any period in the sample. Therefore, even without 

considering transaction costs, it is fair to say that the consignor in the average passed-in auction 

set their reserve price to high: at the very least, they would’ve been better letting go of the piece 

for the high bid offered at the earlier passed-in auction and investing in the risk-free rate. This 

is a potentially important finding, with practical consequences for art market participants. By 

lowering reserve prices, not only will sellers improve the financial performance of their 

investments, but auction houses will avoid the stigma of hosting a passed-in auction.23 

One might argue that this apparent inefficiency in reserve pricing is justified by the 

possibility that the consignors are using the reserve prices to guard against unanticipated 

movements in the art market. That is, as the model used in this section controls for market 

movements, the observed results actually factor out an important reason for the existence of 

the reserve price system. This idea is compelling, but it ignores the superior investment 

opportunities available outside the art market. That is, the consignors would’ve been better off 

taking the sale in the art market and investing the artwork’s value in e.g. the stock market, or 

even the bond market (see Section 5.6, which shows that, once transaction costs are factored 

in, the return for the art market is below even the (risk free) bond rate.24)

 
23 Although, taking a more cynical view of the market, the auction houses do still take fees from passed-in auctions, 
so there may well still be some incentive for auction houses to have a proportion of auctions pass-in. 
24 It is true that bonds do not provide quite the same aesthetic enjoyment as artworks. However, it is reasonable to 
assume that once a consignor has made a decision to sell their artwork they have derived most of their enjoyment 
from their artwork, and will not derive any more. And, really – who would want to have a reminder of their failed 
auction hanging on their wall? 
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Table 5.2 Reserve Price Efficiency Augmented RSR 

log B − log B

    
  

= α 1{ } − 1{ }

+ γ1 1

  
 

 

+ λ1 1

  
  

+ ɛ  

      Index 
Dummy 
Count 

  
Coefficient Value 

Implied 
Return 

Panel A. Dummies for RSR Observations with Passed-In Auctions 
Successful to Passed-in -0.56 (0.12)   18 
Passed-in to Successful 0.04 (0.05)   94 

Panel B. RSR Index 
1982 0.00     - 1.00 -    22 
1983 0.32 (0.13) 1.37 0.37 23 
1984 0.58 (0.13) 1.78 0.30 27 
1985 0.90 (0.15) 2.45 0.38 31 
1986 0.85 (0.16) 2.34 -0.04 30 
1987 1.41 (0.15) 4.11 0.75 59 
1988 1.72 (0.17) 5.59 0.36 41 
1989 2.00 (0.16) 7.41 0.32 42 
1990 2.00 (0.16) 7.41 0.00 61 
1991 1.68 (0.18) 5.36 -0.28 31 
1992 1.59 (0.20) 4.89 -0.09 20 
1993 1.37 (0.20) 3.94 -0.19 22 
1994 1.00 (0.21) 2.73 -0.31 19 

Total (Sum)    1.58  

Average:    0.13  

RSR Observation Count 193     
R2 (%) 61         

Notes: Standard errors in parenthesis.  RSR estimated via GLS as per Graddy et al. (2012).  Bist is the high 
bid for an artwork i in an auction at time t. The s subscript indicates whether or not the auction for artwork 
i at time t was successful or unsuccessful, with s = 1 indicating success and 0 indicating failure. 
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In terms of the Beggs and Graddy (2008) account of the burn effect, the summation of 

the γ and λ effects is significantly negative (a test of the restrictions, not tabulated, was 

significant at 1%). This is in keeping with the findings of Beggs and Graddy (2008). 

Interestingly, however, it does not seem as though much of the so-called “burn” actually takes 

place as a result of the passed-in auction: the change in valuation implied by the lambda 

coefficient is insignificant (and very slightly positive). This finding inverts the usual art market 

understanding of the burn effect: here, we see that the passed-in auction did not damage the 

value of the artwork, but rather that the consignor had paid too much for the piece on the 

purchasing auction, and had an unrealistic expectations of what the artwork would fetch in the 

passed-in auction (hence the unrealistically high reserve price). Although Beggs and Graddy 

(2008) also examined the burn effect, they did so by looking at the changes in the realised 

prices of pieces that had occurred at the ends of a three-auction cycle of purchase, passed-in, 

sale. This chapter is the first such research to chart the change in the valuation of artworks (as 

implied by their high bids) over the full cycle of three auctions, including before and after the 

passed-in auction itself. 

 Figure 5.2 (next page) provides a visual representation of the differences in the findings 

of this chapter versus (1) the conventional art market understanding of the Burn Effect (and (2) 

the findings Beggs and Graddy (2008).  All three panels of the figure depict the valuation 

changes for an artwork initially valued at $100, with the changes occurring over the familiar 

sequence of three auctions: purchase, pass-in, sale.  Panel A. depicts the burn effect, which is 

essentially neutral with regards to the valuation changes between the first and second auction, 

but posits that the passed-in auction “burns” the artwork, reducing the artwork’s value in the 

third auction (note that for this panel the actual numerical values are arbitrary/idealised).  Panel 

B. depicts the results of Beggs and Graddy (2008), who found a 30% decline in sale price 

relative to purchase price, conditional on an intervening Passed-in auction and controlling for 

market movements.  Finally, Panel C depicts the results implied by Table 5.2 (again, market 

movements are controlled for).  Auction 2 shows a valuation of 100 × e-0.56, where -0.56 is the 
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Figure 5.2 Valuation Changes Over Three Auctions 

Panel A. Valuation Changes Implied by Burn Effect (Idealised) 

 

Panel B. Valuation Changes Implied by Beggs and Graddy (2011)  

 

Panel C. Valuation Changes Implied by Table 4.1 
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“Successful to Passed-in” coefficient from Table 5.2.  Auction 3 shows a valuation of 100 × e(-

0.56 + 0.04), where 0.04 is the “Passed-in to Successful” coefficient from Table 5.2.  Panel C. thus 

accords with the empirical findings of Beggs and Graddy (2008), but contradicts the burn effect 

itself.  Contrary to the conventional art market understanding of the burn effect, it appears that 

valuation changes occur before the passed-in auction, not after. 

5.5 Robustness: Alternative Model Specifications 

Implicit in the previous section’s model is the assumption that there is no interaction 

between the holding period and the valuation changes implied by a passed-in auction. For 

instance, the model assumes that a “burned” painting will not recover a higher proportion of 

its value if the consignor waits longer to return to market following a passed-in auction. The 

model also assumes that an artwork will not experience a greater decline in value when a greater 

period of time elapses between purchase and passed-in sale. 

 Models 2 and 3 from Table 5.3 (next page) investigate these assumptions. Model 2 

interacts the dummy variables of Model 1 with numerical values for the holding periods 

between the two auction pair types. This tests for trend effects in the valuation changes 

associated with passed-in auctions, and reveals that the valuation change when going from a 

successful auction to a passed-in auction does indeed interact with time (that is, the φ 

coefficient is significant), with the valuation decreasing further over longer holding periods. 

One possible explanation for this might be that the consignor of the passed-in auction failed to 

update their own valuation of their item in the face of a declining market valuation. However, 

Model 3 regresses the trend effects of Model 2 alongside the static dummies of Model 1, which 

results in the static dummies dominating the trend effects. This domination in turn leads us 

back to the findings of Model 1, as identified in the previous section.



 

 

Table 5.3 Reserve Price Efficiency Alternate Models 

log B − log B
    

  

= α 1 − 1 + γ1 1

  
 

 

+ λ1 1

  
  

+ φ1 1 (t − t )

(    
) × (  )

+ ψ1 1 (t − t )

(    
) × (  )

+ ɛ  

    
Base Model: Auction State Only 
(Model 1, repeating Table 4.1) 

  
Auction State × Holding Period 

(Model 2) 
  

Auction State + (Auction State × Holding Period) 
(Model 3) 

     Index     Index     Index 
    Coefficient   Value RoR   Coefficient   Value RoR   Coefficient   Value RoR 
γ  -0.56 (0.12)     -      -0.49 (0.22)   

λ  0.04 (0.05)     -      0.03 (0.04)    

φ  -      -0.17 (0.05)     -0.03 (0.08)    

ψ  -      0.02 (0.03)     0.03 (0.04)    

1982  0.00     -  1.00 -  0.00 -  1.00      -      0.00 -  1.00 - 
1983  0.32 (0.13)  1.37 0.37  0.30 (0.13)  1.35 0.35  0.31 (0.13)  1.36 0.36 
1984  0.58 (0.13)  1.78 0.30  0.57 (0.14)  1.77 0.31  0.57 (0.14)  1.77 0.30 
1985  0.90 (0.15)  2.45 0.38  0.89 (0.16)  2.43 0.37  0.88 (0.15)  2.41 0.36 
1986  0.85 (0.16)  2.34 -0.04  0.84 (0.17)  2.32 -0.05  0.83 (0.17)  2.30 -0.05 
1987  1.41 (0.15)  4.11 0.75  1.36 (0.17)  3.91 0.69  1.38 (0.17)  3.98 0.73 
1988  1.72 (0.17)  5.59 0.36  1.70 (0.18)  5.45 0.39  1.70 (0.18)  5.45 0.37 
1989  2.00 (0.16)  7.41 0.32  1.96 (0.18)  7.12 0.31  1.97 (0.18)  7.16 0.31 
1990  2.00 (0.16)  7.41 0.00  1.97 (0.18)  7.20 0.01  1.97 (0.18)  7.18 0.00 
1991  1.68 (0.18)  5.36 -0.28  1.65 (0.20)  5.23 -0.27  1.65 (0.20)  5.21 -0.27 
1992  1.59 (0.20)  4.89 -0.09  1.57 (0.22)  4.82 -0.08  1.56 (0.22)  4.76 -0.09 
1993  1.37 (0.20)  3.94 -0.19  1.32 (0.22)  3.73 -0.22  1.33 (0.22)  3.79 -0.20 
1994   1.00 (0.21)   2.73 -0.31   0.94 (0.24)   2.56 -0.31   0.96 (0.24)   2.60 -0.31 

Average RoR:  
 

 0.13  
  

 
 0.12  

  
 

 0.13 
R2 (%) 60.53         59.97         60.60       
Notes: Standard errors in parenthesis. RSRs are estimated via GLS using the Graddy et al. (2012) approach. Bist is the high bid for an artwork i in an auction at time t. The s 
subscript indicates whether or not the auction for artwork i at time t was successful or unsuccessful, with s = 1 indicating success and 0 indicating failure. All regressions have 
N=193. 
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5.6 Reserve Price Efficiency and Transaction Costs 

An art auction usually involves transaction costs for both the buyer and the seller. Is 

there an interaction between these transaction costs and the costs associated with a passed-in 

auction?  Do such costs increase the need for consignors to set efficient reserve prices?  This 

section investigates this issue. 

In an art auction, the buyer’s premium is typically around 20% of the purchase price, 

and it is known by all auction participants prior to the start of the auction. The seller’s premium 

is secret, known only to the seller and the auction house. However, Anderson et al. (2015) 

examined anecdotal evidence from the art market, including the opinions of art market experts, 

and conclude that seller’s premiums are typically around 5%. 

The RSR methodology naturally lends itself to the examination of such asymmetrical 

transaction costs. Consider a typical observation in a repeat sales regression:  

log P − log P = α − α +  ɛ  

Incorporating a 20% buyer’s premium and a 5% seller’s premium into this specification 

is simply a matter of adjusting the hammer prices by the appropriate premiums:  

log(0.95 × P ) − log(1.2 × P ) = α − α +  ɛ  

However, dealing with passed-in auctions is less straightforward. Consider the two 

kinds of Passed-In sales pairs used in this chapter – sales pairs that go from Passed-In to 

Successful, and sales pairs that go from Successful to Passed-In. It seems reasonable to simply 

exclude premia from the Passed-In auction observations, given that buyers and sellers cannot 

be charged a premium if no transaction takes place.  Call this simple approach to transaction 

costs Treatment Method 1. 

Although intuitively appealing, Treatment Method 1 is potentially problematic. As all 

the Passed-In auction observations will be unaffected by (return-reducing) transaction costs, 

their incorporation into the index may actually serve to bias apparent returns upwards. This 

clearly goes against the findings of the previous chapter, which showed that including Passed-

In auctions in an RSR index will decrease implied returns. That is, although the inclusion of 

Passed-In auctions will still place downwards pressure on implied returns because passed-in 

auctions tend to lose more value going from Successful to Passed-In than they recover going 

from Passed-In to Successful (as described in the previous chapter), the omission of transaction 
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costs from the Passed-In auctions will bias returns upwards: it is as though the consignor never 

had to pay transaction costs on the item, when in actual fact they must have paid transaction 

costs when they initially purchased the piece (or, looking at the other end of the transaction 

cycle, when they eventually sell it successfully). 

 One possible way to get around the latter problem is simply to treat the high bids of 

passed-in auctions as though they had been successful auctions. That is, we inflate failed 

purchases by 20% and deflate failed sales by 5%.25 Call this approach Treatment Method 2.  

Even here, however, we ignore the findings of the previous section, namely that, on average, a 

passed-in piece (1) would have been purchased for significantly more than it was passed-in for, 

and (2) will end up selling for very slightly more than it was passed-in for.  Thankfully, the 

exponentiation of the summed dummy variable coefficients from Treatment Method 1 provides 

an indication of the total loss over such a cycle, inclusive of such changes in value.   

Thus we have two treatment methods for passed-in auctions when incorporating 

transaction costs, as well as the “base case” from Section 5.4 of this chapter: 

 The Base Case does not include any transaction cost adjustments for either passed-

in or successful auctions.  It is identical to the augmented RSR from Section 5.4 of 

this chapter. 

 Treatment Method 1 does not include any transaction cost adjustments for passed-

in auctions, but inflates successful purchases by 20% and deflates successful sales 

by 5%. 

 Treatment Method 2 treats unsuccessful purchases and unsuccessful sales as though 

they had been successful.  That is, all t′ high bids are inflated by 20%, and all t′′ 

high bids are deflated by 5%. 

Both treatment methods are assessed using the RHS variables from the model presented 

in Section 5.4 of this chapter, where dummy variables identify auction pairs that are going from 

(1) successful to passed-in and (2) passed-in to successful.  However, unlike Section 5.4 of this 

chapter, the prices in the LHS dependent variable are modified to reflect transaction costs, as 

outlined above. 

  

 
25 That is, we inflate the passed-in auction in a “Passed-in to Successful” auction pair by 20%, and deflate the 
passed-in auction in a “Successful to Passed-in” auction by 5%. 
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Transaction Cost Treatments Results 

Table 5.4 (next page) details the results of the two Treatment Methods for transaction 

costs, and also re-tabulates the results of the base case model from Section 5.4.   

Treatment Method 1 results in an even more negative coefficient for auction pairs that 

go from successful to passed-in. This is because the successful purchasing auctions are subject 

to the larger 20% transaction cost. However, the auction pairs that go from passed-in to 

successful actually show a slightly greater appreciation than in the base case. This is because 

these auction pairs only contain the smaller 5% sales premium, whereas the base “successful 

to successful” auction pairs in the index incorporate both 20% buyer’s premium and 5% seller’s 

premium.  Note also the large decline in average P.A. returns to the index, relative to the base 

case: whereas the base case returns an average of 13.13% per annum, once transaction costs 

are factored in the returns to art investment are reduced to only 3.60% per annum, or less than 

the risk-free rate over any period in the sample.  This 3.6% is after dummy variables are used 

to control for passed-in auctions, i.e. it does not even include the costs associated with passed-

in auctions.  Although Treatment Method 1 is somewhat unrealistic in its treatment of passed-

in auctions (as it does not penalise passed-in sales), we can still exponentiate the sum of the 

two dummy variable coefficients to arrive at an estimate of the total losses (inclusive of 

transaction costs and controlling for market movements) that result from a three-auction 

sequence of purchase-fail-sale.  Exp(–0.73 + 0.12) = 54.41%, implying a loss of about 46% for 

passed-in artworks from purchase to eventual sale.  And this is in the context of exposure to a 

market whose real returns are negative! 

Treatment Method 2 shows significantly negative values for both (1) successful to 

passed-in and (2) passed-in to successful.  In terms of the individual coefficients, the results 

from Treatment Method 2 are arguably more realistic than those in Treatment Method 1, as 

passed-in auctions are not treated more favourably than successful auctions when it comes to 

transaction costs.  However, it is somewhat unrealistic as it uses the high bids of the passed-in 

auctions to calculate premiums. 



 

 

Table 5.4 Reserve Price Efficiency Augmented RSR, With Transaction Costs 

log B − log B
    

  

= α 1 − 1 + γ1 1

  
 

 

+ λ1 1

  
  

+ ɛ  

  

No Transaction Costs 
(Base Case, identical to Section 5.4 Augmented 

RSR) 

  
  

Transaction Cost Treatment Method for Passed-in Auctions 
No Premiums for 

Passed-In Auctions 

  

Premiums same as 
Successful Auctions 

 Coefficients 

Index 
  

 Coefficients 

Index 

 Coefficients 

Index 

Level 
Return  

(%) Level Return (%) Level Return (%) 
Successful to Passed-in -0.56 (0.12)    -0.73 (0.14)    -0.81 (0.15)   
Passed-in to Successful 0.04 (0.05)    0.12 (0.06)    -0.23 (0.07)   

1982 0.00 - 1.00   0.00 - 1.00   0.00 - 1.00  
1983 0.32 (0.13) 1.37 37.19  0.32 (0.15) 1.38 38.26  0.45 (0.16) 1.57 56.81 
1984 0.58 (0.13) 1.78 29.56  0.50 (0.16) 1.65 19.21  0.81 (0.17) 2.24 42.76 
1985 0.90 (0.15) 2.45 38.00  0.84 (0.18) 2.32 40.50  1.07 (0.18) 2.90 29.60 
1986 0.85 (0.16) 2.34 -4.44  0.81 (0.19) 2.24 -3.06  1.06 (0.19) 2.88 -0.57 
1987 1.41 (0.15) 4.11 75.19  1.27 (0.18) 3.57 59.10  1.49 (0.18) 4.44 54.01 
1988 1.72 (0.17) 5.59 36.21  1.50 (0.20) 4.46 24.87  1.83 (0.20) 6.20 39.64 
1989 2.00 (0.16) 7.41 32.44  1.63 (0.19) 5.08 13.87  1.87 (0.20) 6.46 4.13 
1990 2.00 (0.16) 7.41 -0.02  1.39 (0.19) 4.02 -20.90  1.67 (0.20) 5.32 -17.65 
1991 1.68 (0.18) 5.36 -27.59  0.83 (0.22) 2.28 -43.13  1.13 (0.23) 3.11 -41.62 
1992 1.59 (0.20) 4.89 -8.79  0.64 (0.23) 1.89 -17.32  0.84 (0.24) 2.32 -25.39 
1993 1.37 (0.20) 3.94 -19.37  0.21 (0.24) 1.23 -34.73  0.40 (0.24) 1.49 -35.69 
1994 1.00 (0.21) 2.73 -30.76  -0.20 (0.25) 0.82 -33.45  -0.10 (0.26) 0.91 -39.17 

Average    13.13     3.60     5.57 
R2 (%) 60.53         61.91         61.96       

Notes: Standard errors in parenthesis.  Transaction costs are set to 20% for the buyer’s premium and 5% for the seller’s premium.  These premiums are incorporated by 
multiplying hammer prices by 1.2 for purchases and by 0.95 for sales.  Various transaction cost treatments to the prices in the LHS dependent variable vector are described 
in the column headings.  RHS equation specification as per Section 5.4 and Table 5.2 of this chapter.  Estimated via GLS as per Graddy et al. (2012). 
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5.7 Conclusion 

This chapter examined the (in)efficiency with which consignors set their reserve prices, 

and related this inefficiency to the burn effect. In doing so, we found that (1) consignors are 

setting their reserve prices too high, and (2) the burn effect, traditionally defined, does not exist: 

it is not so much that artworks are “burned” by passed-in auctions as it is that the passed-in 

auction was subject to an unreasonably high reserve price.  It appears that the consignors of 

passed-in auctions had typically overestimated the value of the pieces they were consigning, a 

mistake which caused them to significantly over-estimate their reserve price. For the auction 

that followed their failed auction, they set their reserve price in line with the high bid received 

on the passed-in auction; that is, they update their expectations to reflect the valuation implied 

by the previous (passed-in) auction. Ultimately, it is not so much that artworks are being burned 

so much as it is that consignors’ expectations are (literally!) being hammered into line with 

reality by the passed-in auction. 

This chapter also examined the interplay between passed-in auctions and transaction 

costs, and found, unsurprisingly, that incorporating passed-in auctions into indexes that also 

incorporate transaction costs furthers the decline in implied returns. That said, the impact of 

including transaction costs is, by itself, so devastating to implied returns that the additional 

inclusions make no economically significant difference – indeed, the transaction cost story 

alone is arguably sufficient to completely sink the notion of art investment as a plausible 

strategy for delivering financial returns.  

In conclusion, consignors should, on average, set their reserve prices lower. Doing so 

would not only limit their transaction costs and free up capital to pursue alternative (and 

superior) investment strategies, but would also reduce the apparent prevalence of the so-called 

art market burn effect.  
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CHAPTER 6  

Comparing the Implausibility of Celebrity 

Careers: A Power Law Approach 
 

6.1 Introduction 

Alongside death and taxes, economic inequality is one of life’s few certainties, although 

the magnitude of this inequality can vary dramatically between different countries and across 

different careers: places and professions need not be equally unequal. Generally speaking, most 

people – particularly parents who are concerned for their children’s future financial prospects 

– have an intuitive understanding of this phenomenon, at least where it applies to celebrity 

careers: we seem to know that the earnings of the most highly-publicised sports stars, musicians 

and artists are not remotely representative of the kind of remuneration that the young aspirant 

can reasonably expect. This chapter examines such within-career income inequality, seeking 

to characterise and then compare the extent to which the top salaries in certain fields are 

unrepresentative of the average salaries. In doing so, the merely implausible careers are 

separated out from the truly terrible. To which of these categories does a career in the visual 

arts belong? 

Sensible Careers and Everyday Inequality 

In order to appreciate the degree of income inequality inherent within celebrity careers, 

we must first consider the degree of income inequality that confronts the typical Australian. By 

the standards of the OECD, Australia has a moderately higher degree of economic inequality 

than most other member states, with its Gini coefficient of 0.34 making it the 15th most unequal 

country of the 37 members.26 Within Australia, the 90th income percentile earns 9 times as 

much the 10th percentile ($4174 vs. $471 gross household income per week).27 In the centre of 

the distribution, the median earning household earns about $1616 per week, or about 39% of 

 
26 http://www.oecd.org/social/income-distribution-database.htm 
27 ABS document 65230DO001_201516 Household Income and Wealth, Australia (2015-16) 
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the 90% percentile. While the 90th percentile is not exactly representative of the centre of the 

distribution, it isn’t worlds apart, either, and a person who had aimed to earn at the top of the 

distribution only to find themselves somewhere in the middle would likely still find themselves 

living reasonably comfortably. Interestingly, the percent difference in earnings between each 

adjacent 10 percent increment grouping does not change dramatically as we move down the 

distribution; that is, the percent difference between the 90th and 80th percentiles is fairly similar 

to the percent difference between the 80th and 70th, and so on – in these broad aggregates, the 

economy appears to be equally unequal. 

 

 

 

However, it might be that this apparent “equality of inequality” does not persist at the 

extremes of Australia’s income distribution. While the differences between these aggregated 

10-percentile groupings tend to hover around -25%, with the magnitude of this difference both 

increasing and decreasing over the range, a consideration of the very richest of the rich reveals 

a strikingly different pattern. Using data from the Australian Financial Review’s 2018 AFR 

Rich List28, we see the following: 

 
28 https://www.afr.com/brand/afr-magazine/rich-list-overview-20180413-h0yqo5 
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While the percent changes between ranks are far from consistent, what is immediately 

apparent is the tendency towards larger percentage changes at the start of the distribution (i.e. 

for the very richest of the rich) – here we see evidence of extreme inequality between even the 

most extremely rich members of Australian society. It is also worthwhile considering the 

industries in which some of these wealthiest people participate:  

Rank     Name Business 
Inherited 
Wealth? 

Net Worth 
(AUD, $m) 

1 Anthony Pratt Manufacturing Yes 12,900 
2 Harry Triguboff Property No 12,770 
3 Gina Rinehart Resources Yes 12,680 
4 Hui Wing Mau Property No 9,090 
5 Frank Lowy Property No 8,420 
6 Ivan Glasenberg Resources No 8,320 
7 John Gandel Property No 6,450 
8 Andrew Forrest Resources No 6,100 
9 Vivek Sehgal Manufacturing Borderline 5,880 

10 James Packer Gaming Yes 5,250 

From the Sensible to the Implausible 

While many of the Top 10 Richest Australians inherited the bulk of their fortunes, for 

the most part the list’s constituents operate in what might be considered “conventional” sectors 

of the economy – property, the resources sector, and manufacturing. It is probably fair to say 

that the average Australian will not know, on a personal basis, any mining magnates or property 

barons, however they likely have acquaintances who work in the resources sector, or in real 
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estate, thus giving them a realistic idea of what the average workers in these fields might earn. 

In contrast, while popular culture guarantees that most Australians have a good idea about the 

incomes and lifestyles of the most successful sports stars and musicians, we tend not to have 

such a good idea of the “average” professional musician or sports player’s earnings – although, 

as mentioned, we tend to have an intuitive understanding that such careers represent 

implausible choices for the average person. So exactly how unrepresentative are the earnings 

of the top stars of celebrity careers? And can such within-career inequality be quantified, and 

compared? 

This chapter examines these questions through the use of the power law, a simple but 

useful function that characterises the elements of a set in terms of ranking. Using data from the 

art market and information on the annual earnings of sports stars, musicians and Australian 

University Vice Chancellors, we identify the relative implausibility of a career in the arts. We 

also use the coherency property of power law curves to investigate the extent to which the 

global art market is truly integrated, paying particular attention to the rising stars of the Chinese 

art market – artists who make enormous amounts of money in their home country but do not 

yet have quite such a presence on the American and English markets. 

Chapter Outline 

This chapter proceeds according to the following arrangement: 

 Section 2 introduces the Power Law, beginning with the special case of Zipf’s law. 

It also introduces the notion of coherency in power law sets. 

 Section 3 provides a brief review of empirical research into the existence of power 

laws. 

 Section 4 provides a theoretical account of why artists’ total sales might conform to 

the power law. 

 Section 5 describes the data used in this chapter. 

 Section 6 subjects the data to simple power law tests, and in doing so identifies the 

relative career inequalities between careers. 

 Section 7 uses the potential for coherence in power law sets to identify changes in 

the global integration of the art market. 

 Section 8 concludes. 
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6.2 The Power of the Power Law: Properties and Interpretation 

Zipf’s (1935) Law characterises a special class or subset of the more general Power 

Law that forms the focus of this chapter. To understand a Zipfian set, consider a set of N 

positive real numbers xi that have been ordered such that each element’s i subscript corresponds 

to the ranking of that element’s “size”: that is, the series has been ordered such that x1 > x2 > 

… > xN . The following identity determines a Zipfian set 

i = αx  

 Conversely, x = α/i. Clearly, α corresponds to the value of the first element of the set, 

and each i + 1 successive element in the set sees a proportionate decline of (x − x ) x⁄ =

−1/(i + i); that is, the series is decreasing at a decreasing rate. If the first element in a Zipfian 

set is 100, the second will be 50, the third will be 33 , the fourth will be 25, the fifth 20, and 

so on. Visually, the first 20 elements in the α = 100 set looks like so:  

 

From Zipf’s Law to the Power Law 

As mentioned, sets which conform to Zipf’s Law represent a subset of the sets that 

conform to the Power Law. To understand the Power Law, once again consider a set of N 

positive real numbers that have been ranked such that x1 > x2 > … > xN. If this set conforms to 

a power law, then its elements can be expressed in the following manner: 

(1) i = αx   

Thus we see that Power Law sets are Zipfian sets where the exponent on the RHS term 

is allowed to vary. While α no longer represents the value of the first element of the set 

(assuming β ≠ 1), it still functions like a scaling factor in that it determines the magnitude of 
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the set without directly affecting its convexity, which is instead identified by the β exponent. 

The convexity of the set increases as β decreases. Figure 6.1 illustrates this convexity visually. 

Panel A. shows three different curves each with α = 100 and β equal to 0.75, 1.00 and 1.25. 

Clearly, lower values of β produce greater convexity. Panel B. of Figure 6.1 sets αi = Exp[βi × 

log 100] for each of the 3 curves, meaning that the curves all have the same value for the first 

element in the set (the rank one element). Once again, the lower the value of β the more convex 

the set. 

Figure 6.1 Illustrative Power Law Curves for i = αxi
-β 

 A. α = 100 

 

B. α = Exp[βi × log 100] 

 

 

Estimation 

 The α and β parameters in a power law set are easily estimated via OLS. Taking logs 

of equation (1) above, and allowing for disturbance, the regression specification 

(2) log i = log α − β log x + ε   
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allows for linear estimation of the parameters in equation (1). Hill (1975) offers an MLE-

derived estimator that is more efficient than the OLS method, however Gabaix and Ibragimov 

(2011) contend that OLS is more robust to deviations; the authors also recommend that, in 

practice, estimation can be biased by small samples, and for empirical work the LHS log i 

component should be adjusted by a “shift” constant S, such that the LHS is equal to log(i – S). 

In practice, S = 0.5 is considered ideal. This chapter uses the OLS approach; for the sake of 

investigation, the regressions described in Section 6.6 of this chapter are estimated both without 

and without a shift component, with the shift set to S = 0.5 when it is used. For the sake of 

brevity, the empirical results in Section 6.7 are only estimated with a shift component, also 

using S = 0.5 only. 

Note also that the sample ranking procedure causes the residual errors to be positively 

autocorrelated. The OLS standard error of the estimated OLS β coefficient will thus understate 

the true variance of the coefficient. Working from an analytic result, Gabaix and Ibragimov 

(2011) contend that a superior standard error can be calculated by multiplying the estimated β 

coefficient by (2/N)(1/2), where N is the number of observations in the regression. In practice, 

where the fit of the power law curve is reasonably good (see below for a goodness-of-fit test 

for power law curves), this alternative formulation will reliably produce larger standard errors 

than the OLS alternative; Appendix A6 of this chapter provides a more thoroughgoing 

investigation of this issue and finds that, for some data generating processes even the (larger, 

relative to the OLS standard error) adjusted standard error will still understate the true variance.  

A final estimation issue concerns the choice of “cutoff” value. Very often data that 

closely follows a power law in its upper extreme tail will follow some other distribution in the 

middle of its distribution (reasons for this are discussed below, in the Extreme Value Theory 

subsection). Gabaix (2009) notes that, given a large enough dataset, researchers will typically 

cut their sample off at some point when fitting an empirical power law curve. However, there 

is no precisely defined way to identify an appropriate cutoff, with most researchers relying on 

visual goodness-of-fit to select the sample, or a simple rule such as only using the top 5% of a 

sample (Gabaix (2009), Beirlant et al. (2006)). In this chapter, Section 6.6 uses two rules for 

cutoff: (1) no cutoff at and (2) “balanced sample”, where all the different power law curves are 

estimated using the same number of N observations. Section 6.7 uses the latter method only. 
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Variance of a Power Law Set 

Analytically calculating the variance of a power law set is straightforward. To begin 

with, invert the basic power law function so that xi is represented on the left-hand side: 

x = ai   

where a = α  and b = −β . Assuming that the above model is complete (i.e. that there is 

no additional residual variance to the observations), the variance of the xi set X can be 

expressed by: 

Var(X) =
1

N
ai −

1

N
ai

=
a

N
N i − i  

Var(X) =
α

N

 

N
1

i ⁄
−

1

i ⁄

 

(  )

 

Given that variance and Cauchy-Schwarz differences are necessarily positive, it is clear 

that both the first and second parenthesis above are necessarily positive for all values of α and 

β. What is less clear is the derivative of variance with respect to β. Empirically, the variance of 

power laws curves tend to decrease in β. However, this property is not essential to the variance 

function; as Figure 6.2 (next page) illustrates, it is possible for the variance to be increasing in 

β given small values of α and larger values of N. Empirically, numerical values for α tend to 

be “big” (see Section 6.4 of this chapter for empirical examples of power law curves), and as 

such this positive relationship between β and variance is unlikely to be observed in practice. 

The derivative of the variance with respect to β is equal to the following: 

dVar(X)

dβ
=

α

N
N

2 log i

i ⁄ β
− 2

1

i ⁄

log i

i ⁄ β

−
2α ⁄

(Nβ)
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The formula above does not appear to have an obvious interpretation. As Figure 6.2 

makes clear, the relationship between variance and α, β and N is complex, and while 

generalisations can be made for empirically plausible values of the parameters, the actual 

mathematics of the variance function are not amenable to simplification.29 

Figure 6.2 Power Law Variance 

A. α = 1 

 
B. α = 10 

  
C. α = 100 

 

Extreme Value Theory 

Drawing from extreme value theory, Gabaix and Landier (2008) show that, for all 

regular continuous distributions (which includes most of the familiar distributions from 

economics – uniform, Pareto, Gaussian, lognormal, exponential etc.), the spacing between 

 
29 Through two applications of Faulhaber’s Formula, the variance equation can be translated into summation in 
terms of b rather than N. However, this is even more complex than the above formulae. 
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extremes approximates a power law curve. In practice, this means that a ranked sample drawn 

from the extreme of a population may in turn exhibit some sort of power law behaviour. See 

Section 6.3 of this chapter for a relevant application of extreme value theory to CEO pay, 

drawing from the work of Rosen (1981). 

For a visual illustration of the issue of extreme value theory, consider the quantile 

function of the normal distribution, Q(p). Panel A of Figure 6.3 depicts Q(p) as a function of 

p, yielding the familiar probit figure. Panel B charts the derivative of Q(p) with respect to p. In 

a discrete context, this would be equivalent to depicting the spacing between observations. We 

see that at extremes ∆Q(p)/∆p approximates a power law curve, however this clearly doesn’t 

happen in the middle of the distribution. 

Figure 6.3 Q(p) = Quantile Function of N(0,1) 

A. Probit 

 

B. Gradient of the Probit 

 

Note: This figure is intended to illustrate the fact that at extremes of a continuous distribution (in this 
case the normal distribution), the differences in the size of observation at the extremes of the 
distribution correspond to a power law. This is visually evident in Panel B., where the gradient at 
extremes resembles a power law curve. 
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Table 6.1 provides a discrete, numerical account of this behaviour at extremes. Column 

3 of the table shows the values for Q(p) from p = 0.0015 to p = 0.0095, with p increasing in 

increments of 0.001. The finite difference of this series, yi = Q(p) - Q(p - 0.005), forms an 

almost perfect power law curve. This is clearly evident in the right most column, which 

tabulates the finite differences as a ratio of the largest (first) finite difference. We can clearly 

see that if we were to calculate the familiar i = αx  power law curve we would arrive at 

coefficients close to α ≈ 0.32 and β ≈ 1 (that is, a Zipfian curve). However this power law 

behaviour rapidly breaks down as one moves further into the distribution. In a practical context, 

this result should encourage researchers to be cautious about extrapolating from power law 

behaviour at the extreme of a distribution to its centre. 

Table 6.1 Extreme Value Theory and the Power Law 

Q(p) = Quantile function of N(0,1) 

yi = Q(p) - Q(p - 0.005) 

i 
(1) 

p 
(2) 

Q(p) 
(3) 

yi 

(4) 
yi / y1 

(5) 
1 / i 
(6) 

1 0.0015 -2.97 0.32 1.00 1.00 
2 0.0025 -2.81 0.16 0.50 0.50 
3 0.0035 -2.70 0.11 0.34 0.33 
4 0.0045 -2.61 0.08 0.26 0.25 
5 0.0055 -2.54 0.07 0.21 0.20 
6 0.0065 -2.48 0.06 0.18 0.17 
7 0.0075 -2.43 0.05 0.16 0.14 
8 0.0085 -2.39 0.05 0.14 0.13 
9 0.0095 -2.35 0.04 0.13 0.11 

Notes: the above table shows that for extremely small values of p, the quantile 
function of N(0,1) generates observations whose differences closely follow a 
power law. Note that this behaviour only holds for extremely small (close to 
zero) and extremely large (close to unity) values of p. See Figure 6.3 for a 
visual illustration of differences in observations in the middle of the quantile 
function for N(0,1). 

 

Coherency in Power Law Sets 

Cristelli et al. (2012) point out that empirical research on power law curves almost never 

relies on random sampling from a population; rather, the largest “sized” elements of the 

population are known in advance, and are used exclusively to estimate of the power law 

parameters. For instance, when considering the classic application of Zipf’s law – the frequency 
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of word use in the English language – the researcher knows in advance that the most commonly 

used words in the English language are the, of and and, and will construct their sample by 

working their way down through the corpus (population) of words, starting from these most 

frequently occurring words and continuing down until some “cut off” word is reached – that 

is, the sample will contain the whole population from the word the down to the smaller cutoff 

word, and will miss no words in between. Similarly, when conducting power law estimations 

of city size (by population) in a country, the researcher knows the largest cities in advance, and 

constructs their sample from the largest city down to some population cut off point. In neither 

case are the samples constructed randomly. Indeed, ranked random samples from a power law 

population rarely display power law behaviour.  

This issue can be illustrated by means of a simple simulation. The following “recipe” 

describes the process: 

1. We construct a Zipfian set of 10,000 elements, with the first (largest) element being 

equal to 100 (that is, our set’s “true” power law parameters are α = 100 and β = 1). Call 

this set of 10,000 elements the population.  

2. Draw, with replacement, a sample of 100 observations from the larger population of 

10,000 observations.  

3. Order (rank) the sample such that x1 > x2 > … x100. 

4. Run the familiar log i = log α – β log xi + εi regression on the ranked sample. 

5. Save the estimated α and β coefficient values, as well as the regression R2. 

6. Repeat steps 2 to 5 1000 times. 

Figure 6.4 (next page) presents histograms of the saved regression α, β and R2
 values. 

Visually, Figure 6.4 makes it clear that the coefficients are highly dispersed away from the true 

population parameters, with the lower values of α and higher values of β (relative to the true 

population parameters) explained by the fact that random draws are unlikely to contain the 

most extremely large elements of the population, which do the most to characterise both the 

convexity and scale of the power law curve. Similarly, the R2 values are very low given that 

the power law data generating process (DGP) itself is nonstochastic. The huge dispersion of 

the estimated α and β values away from their true population values makes it clear that random 

sampling is not a viable method for estimating the α and β parameters of a power law set. 
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Figure 6.4 1,000 Failures of Random Sampling 

Simulated population: log i = log α – β log xi 

A. Estimated α 

  

B. Estimated β 

 
C. Estimation R2 

 

The above issue demonstrates the departure from what is known as coherency. If a 

subset of observations from a power law set does not itself follow a power law then that subset 

is said to be incoherent. Note, however, that subsets of a power law set can be coherent: this 

is, it is possible for a subset of elements from a larger power law set to also fit a power law 

curve. When this happens, the subset is a coherent subset.  

For an empirical example of coherency, Cristelli et al. (2012) consider the population 

counts of cities. They took a “macro” set of all major cities from around the world, and showed 
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that the extreme of this set (the set of large “international” cities such as London, New York 

etc.) followed a power law almost perfectly. However, the authors also showed that when 

individual countries are considered, a ranking of the largest cities in each country (for instance, 

New York, LA, Chicago etc. for the USA), will show that this country-specific subset of all 

the world’s major cities will itself follow a power law. Thus, the population counts of major 

cities in individual countries tend to be coherent subsets of the larger power law set of all the 

world’s major cities. 

The Gini Coefficient and the Theil Index 

The Gini coefficient is probably the best-known indicator of economic inequality. The 

Gini is bounded by 0 and unity, with 0 implying equal income for everyone in a society and 

unity implying maximum inequality. In its discrete formulation, the Gini coefficient G is 

calculated as 

G =
∑ ∑ x − x

2N ∑ x
 

As will be demonstrated in this chapter, power laws provide another useful metric for 

characterising income inequality, with higher convexity in a power law set (that is, lower β) 

implying a greater degree of inequality between the top earners in a field and its more middling 

participants. Analytically, the Gini coefficient can be related to the power law curve in terms 

of the power law parameters β and N (α drops out of the calculation): 

G =
∑ ∑ i / − j /

2N ∑ i /
 

The Theil (1967) index, TT, is another popular metric of income inequality. The Theil 

index identifies the lack of diversity in a set a positive real numbers. It is calculated as follows: 

T = N [w log w ] 

where wi = xi/μ, with μ being the sample mean. TT can be derived directly from the power law 

parameters β and N in the following manner (once again, α drops out of the equation): 
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T =
i ⁄

∑ j ⁄
× log N −

1

β
log i − log j ⁄  

Is there a relationship between Gini, Theil and the power law set? Figure 6.6 depicts 

the Gini Coefficient and the Theil index as determined by the β and N parameters of a power 

law curve (as mentioned, the power law scaling factor α makes no difference to the calculation 

of Gini and Theil). As expected, lower values of β imply much higher Gini coefficients and 

Theil index values. N does affect the curve, although in the case of Gini this impact becomes 

progressively less and less as N increases in size. 

Figure 6.5 Convexity, Gini and Theil 
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Finally, it should be noted that the parameters in a power law, α, β and N, exactly define 

a data generating process. The Gini coefficient and Theil index, however, are metrics of 

statistical dispersion that says nothing about the data generating process – indeed, any set of 

positive real numbers will have an associated Gini coefficient and Theil index. It is important 

to appreciate the directionality of this relationship: β coupled with N will give you exact values 

for G and TT, but values of Gini and Theil can be calculated for all sorts of non-power law 

DGPs. 

A Simple Test for Power Law Behaviour 

Clauset et al. (2009) detail a number of goodness-of-fit tests for power law curves, 

including the well-known Kolmogorov-Smirnov test, which checks the distance between an 

empirical distribution and a hypothesised cumulative distribution function (CDF). Gabaix and 

Ibragimov (2011) provide a simpler test, used in this chapter, which conforms to the OLS 

estimation methods employed here. To begin with, define s* as follows: 

s∗ =
cov((log x ) , log x )

2 × var(log x )
 

This identity is then employed in the following OLS estimation: 

log i −
1

2
= constant − β log x + λ(log x − s∗) + noise 

The (log x − s∗)  term captures the quadratic deviation from the power law curve. If 

the power law fits perfectly, the β estimated will be insignificantly different to the one 

estimated from the basic power law OLS regression (Equation 2). The fit of a power law curve 

can be rejected if λ β⁄ > 1.95(2N) ⁄ . 

6.3 Empirical Power Laws  

The power law and Zipf’s Law have a long history in the empirical sciences. The 

linguist George Zipf (1935) first noted that, from any large corpus (sample) of words, the 

frequency of any word is inversely proportional to its rank in the frequency table. More 

specifically, Zipf noted that the word the accounted for nearly 7% of all words used in a corpus 

of English language, the second-place word of accounted for 3.5%, and third-placed and 



140 
 

 

accounted for about 2.3%. In general, this behaviour persists for all the different words that are 

needed to make up half the instances of words in a large sample of English language. 

City size distributions provide another well-known and prolifically studied example of 

an empirical Zipfian set; Carroll (1982) provided an in-depth account of this literature. In the 

United States and many European countries, a ranking of a country’s cities by each city’s 

population size will yield a near-perfect Zipfian set. Krugman (1996) noted that there is still 

much uncertainty as to why this behaviour occurs (“At this point we are in the frustrating 

position of having a striking empirical regularity with no good theory to account for it.” – 

p.399, Krugman, 1996), although the author contends that the random growth model of Simon 

(1955) provides the most plausible explanation (see Section 6.4 of this chapter for an 

illustration of Simon’s model as applied to the art market). 

In economics, the earliest work on power law distributions came from Pareto’s early 

work into wealth distributions (Pareto, 1896). Using data on British income taxes, Pareto noted 

that only about 30% of the population owned about 70% of the wealth. He was able to map the 

observed empirical distribution onto a continuous distribution, which later became known as 

the Pareto distribution. The Pareto distribution differs somewhat from power law distributions 

in that it is continuous, although they are functionally similar. 

More recently, Rosen (1981) employed power law analysis to the economics of 

superstars, research that has, in part, motivated this chapter. Although Rosen himself did not 

cite extreme value theory (described in the previous section), Gabaix and Landier (2008) 

pointed out that his theoretical analysis can be straightforwardly justified through extreme 

value theory. As per Gabaix and Landier (2008), if we assume that the talent of, say, superstar 

CEOs, follows some sort of regular continuous distribution, then we know from extreme value 

theory (see preceding section) that the marginal differences in talent at the extreme of the talent 

distribution will follow a power law distribution, with the difference between the most talented 

CEO and the next talented being larger than the difference between the second and the third 

most talented, and so on. Assuming that CEO talent drives company performance, for large 

companies small differences in CEO talent will still translate into millions of dollars in 

additional net income every year. If we assume that the top CEO will demand pay proportionate 

to their marginal increase in firm performance (relative to the next-best CEO), then the 

spectrum of CEO pay should itself follow a power law. Please see Chapter 7 of this thesis for 
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a more in-depth review of the CEO literature, particularly Appendix 7-2, which details the 

talent-based Gabaix and Landier (2008) model of executive remuneration. 

 As mentioned in the introduction, this chapter focusses on power laws in the arts versus 

music, sports and Australian vice chancellors. While the latter category has not been subjected 

to power law analysis, Clements and Izan (2008) provided an analysis of the full spectrum of 

pay at Australian universities, looking not only at Vice Chancellors but also at the 2nd, 3rd, and 

4th most highly paid members of Australian universities, as well as the aggregated remainder 

of Australian universities’ staff and faculty. The logarithmic standard deviation of the vice 

chancellors’ pay packets is larger than for any of the other categories, implying increasing 

income dispersion at the high end of the pay scale. Moreover, even the lowest paid Vice 

Chancellor earns more than the highest-paid university employee who isn’t a Vice Chancellor, 

suggesting that focussing on Vice Chancellors (as per this chapter) is exactly equivalent to 

focussing on the highest-paid members of Australian universities. The authors also compared 

the market for Vice Chancellors with the private sector market, and found that in both cases 

larger institutions are associated with larger pay, with the sensitivity of remuneration to size 

being about one-quarter in both sectors. Soh (2007) also compared the responsiveness of 

Australian Vice Chancellors and Australian CEO’s pay to institution size, and found that the 

responsiveness was similar, however Vice Chancellors receive a significant discount relative 

to CEOs (around 56%). The author cites the “non-pecuniary benefits” of being a Vice 

Chancellor as an explanation for the apparent segmentation of the markets for Vice Chancellors 

and CEOs; no doubt the celebrity associated with being a Vice Chancellor forms a core 

component of these non-pecuniary benefits! In all seriousness, while this chapter’s inclusion 

of vice chancellors as “celebrities” might seem provocative, it is worth remembering that the 

economics of superstars (as outlined in Rosen (1981) have been applied to both celebrities and 

executive managers, a category in which vice chancellors must surely fall; thus there is at least 

some indirect precedent for considering these seemingly different categories in a similar 

manner. At any rate, the most recent examination of the Australian vice chancellor market is 

conducted by Bugeja et al. (2009), who find that vice chancellor pay is insensitive to changes 

in university ranking (which is used to proxy for vice chancellor performance). Consistent with 

previous research, the authors find that metrics of institution size are the best determinants of 

vice chancellor pay. 
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Finally, only one known paper examined power law behaviour in the art market. Etro 

and Stepanova (2018) subjected Renaissance, French, Dutch and Flemish Golden Age, British 

Golden Age and Contemporary art auction prices to power law tests, the findings of which 

revealed strong power law behaviour for the high-priced portions of the price distributions of 

all five categories. When aggregated, the five categories were shown to form a coherent super 

set, thus providing an interesting example of coherency in subsets. The authors also provided 

some interesting evidence on the role of network effects between artists on the prices of 

artworks, although this material isn’t relevant to the present discussion. 

6.4 Why Might the Art Market Follow a Power Law? 

Despite a preponderance of candidate explanations, the empirical prevalence of the 

power law remains somewhat mysterious. Gabaix (2009) provided a comprehensive review of 

several candidate theories, and divided these theories into the following broad categories: 

random growth, matching, extreme value, and “optimisation with power law objective 

function.” The latter category is mathematically complex and does not have any obvious 

corollaries in the art market. The matching model is essentially the model of Rosen (1981) as 

outlined in the literature review; one can perhaps imagine this model applying to the art market, 

with, say, the most powerful dealers matching with the most commercially promising artists. 

This might explain behaviour in the high end of the market, but it says nothing for the 

multitudes of dealer-less artists. Moreover, it could only explain power law performance in the 

primary market, where dealers are present. For the secondary market – particularly the 

secondary market for old masters, where the artists are long dead – there is no opportunity for 

such matching. A more plausible explanation for power law behaviour in the art market comes 

from random growth models, specifically the one developed in Simon (1955). 

A Random Growth Model of the Art Market 

Say sit is the dollar value of lifetime sales of artist i at time t, in a set of Q artists. Order 

the lifetime sales of these Q artists s.t. s1 > s2 > … > sQ. The lifetime sales of artist i is identified 

by the power law equation: 

i = αs  

The alternative (but essentially equivalent) expression 
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N = αS  

identifies the number of N artists who have had sales larger than S. This in turn implies a 

density of 

n = −αβS  

and an elasticity of the density  

dn

dS

S

n
=

S

n
(β + 1)αβS  

dn

dS

S

n
= −β − 1 

Now consider that the market for living artists has at any one point in time a total dollar 

value of V. V can increase exogenously. Call v the value of an incremental increase in V. A 

“new” v value can either go to a “new” artist (that is, an artists who has never sold a work 

before) or it can be shared out amongst the existing Q sold artists, contributing to the s1 … sQ 

lifetime sales values. It goes to a new artist with probability p and to one of the existing artists 

with probability 1 – p. Crucially, if it goes to an existing artist then it goes to artist i with 

probability si/V (note that this implies ∑ [s V⁄ ] = 1 − p). That is, the probability that the 

new v value goes to an existing artist is proportional to that artist’s current market share. 

How reasonable is the latter supposition? If we consider a customer who is new to the 

high-end of the art market, they might feel more comfortable investing in established artists 

relative to less established ones. Moreover, in the art market successful sales also act as 

advertising, enhancing an artist’s reputation and furthering the desirability of their works. 

Financial success will also encourage a living artist to increase their production, increasing the 

number of artworks available to potential purchasers and helping keep the prices of their 

individual artworks down, even while their total lifetime sales increases. 

Certainly, this model is crude. However, as we shall see, it is capable of generating a 

power law distribution for the lifetime sales of living artists. Say that nSv is the number of artists 

between S and (S-v), and that nS(v-1) is the number of artists in the bracket below. Assume, 

provisionally, that the lifetime sales of artists converges to a steady state. That is, the ratio of 
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each artist’s lifetime sales si to the total art market value V tends towards a constant. Thus, the 

ratio nSv/V can change for one of three reasons: 

1. An artist who has previously achieved sales of S – 1 may increase their sales by 

v, thus moving into the nSv category and increasing nSv by 1. 

2. An artist who has previously achieved sales of S may increase their sales by v, 

thus moving out of the nSv category and decreasing nSv by 1. 

3. The overall art market value might increase without affecting nSv but will still 

decrease nSv/V (owing to the increase in V).  

Recalling that the probability of nSv receiving new art market value v is proportional to 

its size, we see that the expected change in nSv/V due to a change in V (of v) is equal to: 

However, given our steady state condition, this change must be 0 (at least in the long 

run), giving us a relationship between the number of artists nSv and nS(v-1): 

0 =
1

V
(1 − p) n ( )(S − 1) − n S −

n

1 − p
 

0 = n ( )(S − 1) − n S −
n

1 − p
 

∴
n

n ( )

S(1 − p) + 1

1 − p
= (S − 1) 

n

n ( )
=

(1 − p)(S − 1)

S(1 − p) + 1
 

n

n ( )
=

S(1 − p) − 1 + p

S(1 − p) + 1
 

Which implies: 

Ed(n V⁄ )

dV
=

1

V
(1 − p)n ( )(S − 1) − (1 − p)n S − n  

 
Reflects probability weighted 
new value going to artists who 
had previously achieved S-1 

Reflects probability weighted 
new value going to artists who 
had previously achieved S 

Reflects p-weighted new value going to 
new artist OR to existing artist who had 
achieved something other than S or S-1 
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n − n ( )

n ( )
=

p − 2

S(1 − p) + 1
 

Let us recall that n is the density of N (N being the number of artists who have lifetime 

sales greater than S). Assume that the scaled discrete distribution implied by the above LHS 

equation can be approximated by a continuous one, such that 

n − n ( )

n ( )
≅

dn dS⁄

n
≅

p − 2

S(1 − p) + 1
 

From this equation we can easily derive the elasticity of n with respect to S (recall also 

that S is considered to be “very large”, at least in the tail of the distribution): 

dn

dS

S

n
=

p − 2

1 − p + (1 S⁄ )
≅

p − 2

1 − p
 

Recalling the previous condition that  

dn

dS

S

n
= −β − 1 

we see that  

p − 2

1 − p
= −β − 1 

∴
1

1 − p
= β 

Which in turn implies a power law coefficient of at least 1. The inverse function of the 

above is: 

(3) p = 1 − β   

Interpretation of β in the Random Growth Model 

 The relationship depicted in equation (3) is particularly interesting as it shows the 

probability of new art market value v (that is, new money entering into the art market) going 

to a new (previously unsold) artist. Given an estimated β coefficient of approximately 1.3 (a 

plausible approximation; see Section 6.6 of this chapter for details), the random growth model 

suggests that about 1 – 1.3-1 = 23% of new money into the art market goes to new artists, with 
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the remaining 77% going to incumbents. Given a passing understanding of the art market, even 

the low value of 23% going to new artists might seem to be an overestimate, although it is 

worth noting that despite the art market’s high inequality, over the longer term it also has a 

reasonably high turnover of artists who might be regarded as successful: as Salmon (2012) 

observed, Artnet’s list of the 50 Most Collected Contemporary artists saw an annual dropout 

rate of 10% between 1988 and 2012, compared to less than 5% for the S&P 500. This turnover 

might help to explain why the observed β coefficient is not even closer to unity. 

6.5 Data 

This chapter features two main empirical sections, Section 6.6 and Section 6.7. Section 

6.6 draws on multiple data sources to compare within-career inequality across careers (similar 

to comparing income dispersion across different careers). Section 6.7 uses the notion of power 

law coherency (described in Section 6.2 of this chapter) to investigate changes in the global 

integration of the Chinese art market over time. Although there is some overlap in the data used 

in the two sections (with both sections using ArtNet data on art auctions for the 2012-16 

period), the two sections also feature some data that is unique to each of them. 

Data for Within-Career Income Inequality Comparisons 

The three sources used in used in the Cross-Career Comparisons of Section 6.6 are:  

1. ArtNet data were used for all data on artist sales. For Section 6.6, only data from 

2012-16 is used. The sample contains data for the top 100 artists by total US dollar 

value for auction sales over the sample period. 

2. Forbes Rich Lists for the pre-tax income of sports stars and musicians for the year 

2017. There is information for fifty sports stars and twenty-five musicians. The 

musician list includes both bands and individuals. Forbes’ calculations of annual 

incomes aggregate salaries with revenue from marketing deals etc., although fees 

for designing golf courses are excluded. 

3. Information on the salaries of Australian VC’s was obtained from a table in The 

Australian newspaper’s Higher Education supplement, dated 5 August 2017. 

As indicated in Table 6.2 (next page), the Vice Chancellors data were converted from 

AUD to USD (this currency conversion is maintained throughout the analysis, although it 

would not change the estimates of power law curve convexity as it is simply a scaling factor). 
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The ArtNet data finished at approximately the midpoint of the samples from the other three 

data sources. The fact that the ArtNet sample is from a five year window, compared with one 

year for the other sources, might be considered to be somewhat problematic, although given 

that the focus is on comparing in-career inequality between careers the different time frames 

are perhaps not too important. There is also arguably good reason for the larger window for 

artists, given how much annual earnings can be boosted by a single large sale. The larger 

window may help to “smooth” the impact of such outlier sales.30 It should be noted, as per 

Chapter 2 of this thesis, that sales from auctions are generally secondary market (that is, second 

hand), and as such do not reflect money going to artists.31 Convexity in the auction market is 

thus used as a proxy for convexity in the private sales market. 

Table 6.2 Celebrity Careers Data Sources 

 
Data 

Description 

Sample Period  Database 
Last 

Adjusted Career Start End Website 

Artists Total Auction 
Sales 

01/01/12 21/10/16 http://www.artnet.com 24/10/16 

VCs Salary Package 01/07/16 01/07/17 https://www.theaustralian.com.au 05/08/17 

Sports 
Stars 

Pretax Income 
(Salary and 

Endorsements) 
01/06/16 01/06/17 https://www.forbes.com 04/06/18 

Musicians Pretax Income 01/06/16 01/06/17 https://www.forbes.com 12/06/18 
Notes: the specific links for the Forbes data on sports and music are https://www.forbes.com/athletes/list/3/#tab:overall and 
https://www.forbes.com/pictures/5a260dbca7ea432f2e74f3e9/the-worlds-highest-paid-m/#4743480514a7, respectively. For 
the information on Australian VCs, see https://www.theaustralian.com.au/higher-education/uni-vicechancellors-average-
salary-package-hits-890000/news-story/f01aaa072fe5a7ceaa0c2d8154f282fb. Forbes data do not adjust incomes for 
management and agency fees. Golfers’ course design fees are not included.

 
30 It is not obvious what effect a smaller sampling window would have on convexity. Consider the top two artists 
in the sample: Gerhard Richter (highest) and Jeff Koons (second highest). Assume that Koons has the most 
intertemporally volatile earnings, with “large” pieces significantly bumping his earnings up in some years but not 
others. Contrariwise, Richter has more stable earnings year-to-year. In the years in which Koons has a big sale, 
the differential between him and Richter is likely to be smaller, reducing the set’s convexity at the very high end. 
For the years in which Koons doesn’t have a big sale, the difference between him and Richter will likely be larger, 
increasing the apparent convexity at the very high end. In the average given year, there would probably mixtures 
of these effects – some up, some down – although for most of the distribution (where differences between artists 
are smaller than they are at the extremely large end) this might lead to changes in the ordering of the artists, rather 
than the degree of convexity in the power law curve. 

 

31 Some countries have droit de suite policies that offer artists the opportunity to claim a percentage of a secondary 
market auction sale of one of their works for themselves. The actual market value extracted by Droit de Suite is 
reasonably small, however: Ginsburgh (2005) points out that in 2003 less than 80m Euros of was claimed in droit 
de suite in the UK, or less than 1% of total market value. The author also notes that in many European countries, 
droit de suite moneys do not even go to the artworks’ creators, but are instead directed to arts-related charities. 
The US Court of Appeals for the 9th Circuit struck down the USA’s droit de suite laws during the drafting of this 
chapter, finally putting an end to the practice in that country. 
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One potential criticism of the music data is the presence of bands (music groups 

with several members) alongside individual recording artists. However, there are only 

four bands in the entire sample of high earning musicians: Coldplay (rank 5 with 

income of USD $88m), Guns n’ Roses (rank 6 with income of $84m), Metallica (rank 

10 with income of $66.5m), and the Red Hot Chilli Peppers (rank 14 with $54m).32 The 

exclusion of these bands from the musicians sample did not substantially change the 

analysis (see Footnote 34 in Section 6.6 of this chapter for details). 

Summary statistics for the cross-career comparisons data are recorded in Table 

6.3, with separate panels for the balanced and unbalanced samples. The unbalanced 

sample is limited to N = 25, which is the total available observation count for the 

musicians. The significantly higher kurtosis and Gini coefficient scores for the artists 

(in both balanced and unbalanced samples) indicate a high degree of in-career 

inequality. Artist auction sales have the highest averages in Table 6.3, although it 

should be remembered that this is coming from a five-year window, versus one-year 

for the other careers. 

Table 6.3 Celebrity Careers Summary Statistics (USD, 000’s) 

 Mean Med. S.D. Skew. Kurt. N Gini 
 Panel A. Balanced Sample   

Artists 182,000 112,000 199,000 3.36 14.61 25 0.41 
VCs 807 791 117 1.03 4.13 25 0.08 
Sports 47,316 38,600 16,842 1.57 4.38 25 0.17 
Music 63,220 54,000 24,820 0.96 3.18 25 0.21 

 Panel B. Unbalanced Sample   

Artists 77,435 46,619 116,000 6.13 47.98 100 0.46 
VCs 705 709 184 -0.25 3.46 38 0.14 
Sports 31,216 27,100 13,023 2.74 11.58 98 0.18 
Music 63,220 54,000 24,820 0.96 3.18 25 0.21 

 
32 Interestingly, all these bands are quite old, having peaked in the mid-late 1980s (Guns n’ Roses and 
Metallica), early-mid 1990s (Red Hot Chilli Peppers), or late 1990s (Coldplay). It appears that the high-
value segment of the music industry might be moving away from groups and towards individual artists. 
Alternatively, it might be that bands have always had a numerically smaller presence at the high end of 
the market, but that (1) bands retain fans for longer than individual artists and (2) older fans have more 
disposable income to spend on going to concerts etc. Another strength of the band is the ability to have 
changes in the band’s membership over time: for instance, The Red Hot Chilli Peppers, Guns n Roses 
and Metallica have all seen significant changes in their lineup over time (Guns n Roses, in particular, has 
seen huge changes, with 16 former members and 7 current). Obviously, the solo artist’s career lacks the 
survivability granted by this structural flexibility. 
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Figure 6.6 provides a visual depiction of the balanced sample; from this image 

alone, the high in-career inequality of the arts profession is immediately visible. 

Figure 6.6 Ranked Earnings for Four Careers, USD $m 

$m 

A. Artists, P.A. Auction Sales 2012-16 

 

B. Australian VCs, 2017 Salary 
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Panel A. of Table 6.4 (next page) addresses the issue that the artist sample 

window has a longer duration than for the other groups. The “P.A. Adjusted Auction 

Sales” column divides the Top 10 artist’s raw data by 5 to come up with a simple p.a.-

adjusted valuation of annual auction sales over the sample. The final column of Panel 

A. tabulates (very rough) back-of-the-envelope estimates of the p.a. incomes that the 

artists might have been realising over the sample. This estimate was derived by (1) 

assuming, in line with art market convention, that the auction market (from which artists 

see no revenue) is approximately equal in size to the private dealer and gallery market 

(which is where the artists actually make their money), then (2) assuming that artists 
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Table 6.4 Top 10 Stars, USD $m 

Panel A. Artists 

# Name 
2012 – 2016 

Auction Sales 
P.A. Adjusted 
Auction Sales 

Est. P.A. 
Income 

1. Gerhard Richter 1,032.16 206.43 134.18 
2. Jeff Koons 402.15 80.43 52.28 
3. Christopher Wool 377.11 75.42 49.02 
4. Cui Ruzhuo 285.38 57.08 37.10 
5. Zeng Fanzhi 218.12 43.62 28.36 
6. Yayoi Kusama 203.23 40.65 26.42 
7. Peter Doig 192.49 38.50 25.02 
8. Fan Zeng 168.10 33.62 21.85 
9. Richard Prince 166.81 33.36 21.69 

10. Ed Ruscha 130.00 26.00 16.90 
 

Panel B. Australian Vice Chancellors 

# Name University 
Total 

Income 
1. Michael Spence University of Sydney 1.15 
2. Greg Craven Australian Catholic University 0.99 
3. Ian Jacobs University of New South Wales 0.97 
4. Peter Hoj University of Queensland 0.92 
5. Glyn Davis University of Melbourne 0.91 
6. Warren Bebbington University of Adelaide 0.86 
7. Peter Coaldrake Queensland U. of Technology 0.86 
8. Linda Kristjansen Swinburne University of Technology 0.85 
9. Colin Stirling Flinders University 0.83 

10. Paul Johnson University of Western Australia 0.82 
 

Panel C. Athletes 

# Name Sport Endorsement Salary  
Total 

Income 
1. Cristiano Ronaldo Soccer 35.00 58.00 93.00 
2. LeBron James Basketball 55.00 31.20 86.20 
3. Lionel Messi Soccer 27.00 53.00 80.00 
4. Roger Federer Tennis 58.00 6.00 64.00 
5. Kevin Durant Basketball 34.00 26.60 60.60 
6. Andrew Luck Football 3.00 47.00 50.00 
7. Rory McIlroy Golf 34.00 16.00 50.00 
8. Stephen Curry Basketball 35.00 12.30 47.30 
9. James Harden Basketball 20.00 26.60 46.60 

10. Lewis Hamilton F1 Racing 8.00 38.00 46.00 
 

Panel D. Musicians 

# Name 
 

Description 
Total 

Income 
1. Diddy Aging American rapper 130.00 
2. Beyonce American RnB songstress  105.00 
3. Drake Child actor turned middle class gangster 94.00 
4. The Weekend Maudlin Canuck pining for USA street cred 92.00 
5. Coldplay Lachrymose UK hacks 88.00 
6. Guns n’ Roses Aging American metal band 84.00 
7. Justin Bieber Developmentally challenged Canadian 83.50 
8. Springsteen Aged American singer, beloved of ALP 75.00 
9. Adele Professionally inoffensive UK singer 69.00 

10. Metallica Aging American metal band 66.50 
 

Notes: Panel A: Estimated P.A. Income column is derived from a simple back-of-the-envelope calculation: assume private market is split 50/50 with the auction market 
(conventional art market assumption) and assume also that artists get 65% of value of sale in private market (art market convention is 50/50 split between artist and 
dealer, however at the high end of the market this ratio is generally believed to skew significantly in the artist’s favour). Panel B: reported income is converted from its 
original source in AUD to USD using the 5 August 2017 spot rate of 1USD = AUD1.2576. Panel C: Does not include golf course design fees. 
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dealers and gallerists. Although the art market convention is that artists split private sales 50/50 

with the dealer and gallerist, this figure supposedly skews significantly in the artist’s favour at 

the very high end of the market. At any rate, while the estimated per annum income for the 

artists still places Gerhard Richter as the highest paid individual across all four careers, the 

income for artists drops off much faster than for the other careers, as we might expect from the 

higher kurtosis and higher Gini coefficient that were observed for artists in Table 6.3. 

Table 6.5 records goodness-of-fit tests for the four careers, using both the balanced and 

unbalanced samples. The goodness-of-fit test is briefly described in Section 6.2 of this chapter, 

and is taken from Gabaix and Ibragimov (2011). In the balanced sample case, only the music 

career rejects a goodness-of-fit test for a power law curve. In the unbalanced case, both music 

and VCs do not appear to conform to power law behaviour. Section 6.6 analyses all careers in 

both balanced and unbalanced samples, although some care should be taken when interpreting 

the samples that reject PL behaviour. 

Table 6.5 Power Law Goodness-of-Fit Tests for Celebrity Careers 

log i − = α∗ − β∗ log x + λ(log x − s∗) + ε  , where s∗ =
,( )

× ( )
  

 α∗ β∗ λ N 

Test Stat 

|λ (β∗)⁄ | 

Criterion 

1.95

2N .
 

Reject 
PL?  

(Test > 
Criterion) 

 Panel A. Balanced Sample 
Art 29.59 (0.61) 1.46 (0.03) -0.01 (0.04) 25 0.00 0.28 Accept 

VCs 93.90 (2.27) 6.73 (0.17) -8.38 (0.93) 25 0.18 0.28 Accept 
Sport 57.09 (2.37) 3.11 (0.13) -0.54 (0.48) 25 0.06 0.28 Accept 

Music 46.81 (1.48) 2.47 (0.08) -2.27 (0.25) 25 0.37 0.28 Reject 

 Panel B. Unbalanced Sample 
Art 28.45 (0.27) 1.39 (0.02) -0.09 (0.01) 100 0.05 0.14 Accept 

VCs 34.84 (2.17) 2.36 (0.16) -3.04 (0.28) 38 0.54 0.22 Reject 
Sport 57.12 (0.59) 3.11 (0.03) -0.19 (0.08) 98 0.02 0.14 Accept 

Music 46.81 (1.48) 2.47 (0.08) -2.27 (0.25) 25 0.37 0.28 Reject 
Notes: Goodness-of-Fit test from Gabaix and Ibragimov (2011). The purpose of the tests is to identify 
the extent to which the samples conform to power law behaviour. In the cases where the sample 
conforms, the α and β coefficients derived from that sample’s power law regression (see Table 6.7) 
can be interpreted without qualification. For those samples that reject power law behaviour, a degree 
of caution must exercised when interpreting the α and β coefficients of the corresponding Table 6.7 
regressions. 
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Data for the Global Integration of the Chinese Art Market 

Section 7, which focusses on changes in the global integration of the Chinese art market 

over time, relies entirely on art market data. It re-uses the 2012-16 sample of total auction sales 

for living artists as used in Section 6.6, and compares it with a similar but earlier sample looking 

at 2011-15 data. Both samples are taken from ArtNet data. Table 6.6 depicts summary statistics 

for this data. “All” indicates the entire list of 100 artists, “China” represents just the Chinese 

artists from this top 100 list, and “Other” indicates all the non-Chinese artists. On the basis of 

the summary statistics, it appears that there is not a huge degree of change in the characteristics 

of the art market across the two samples. This is perhaps to be expected, given the large overlap 

in samples (sadly, earlier data for non-overlapping samples was not available). Figure 6.7 (next 

page) provides simple rank/size curves. The Chinese artists clearly have a lower peak at the 

extreme high end of the market, although in the mid-range of the distribution they are clearly 

competitive with the rest of the world. 

Table 6.6 Art Market Global Integration Summary Statistics 

Total Auction Sales for Individual Artists 

  2011 – 2015   2012 – 2016 
  All China Other   All China Other 

 Panel A. USD, $m 
Mean 128.00 58.34 106.00  146.00 62.88 125.00 

Median 75.24 45.96 60.61  83.61 43.51 76.50 
Max. 1080.00 254.00 1080.00  1030.00 285.00 1030.00 
Min. 53.34 20.27 34.73  61.59 22.30 44.90 
S.D. 173.00 51.15 175.00  171.00 55.55 173.00 

Skew 4.75 2.22 4.93  4.06 2.56 4.26 
Kurt 26.41 7.88 27.63  20.88 9.56 22.07 

 Panel B. Log USD 
Mean 18.37 17.63 18.09  18.52 17.73 18.31 

Median 18.14 17.64 17.92  18.24 17.59 18.15 
Max. 20.80 19.35 20.80  20.75 19.47 20.75 
Min. 17.79 16.82 17.36  17.94 16.92 17.62 
S.D. 0.62 0.67 0.69  0.63 0.62 0.67 

Skew 1.96 0.80 2.01  1.74 1.11 1.96 
Kurt 7.52 2.90 8.07   5.89 3.72 6.87 

Notes: The above data is used in Section 6.7 of this chapter. See Table 6.8 for the relevant 
empirical analysis. All data is courtesy of ArtNet. The original 2011-15 sample contained 100 
observations for “All”, 41 observations for “China”, and 59 observations for “Other.” The 
original 2012-16 sample contained 100 observations for “All”, 37 observations for “China” 
and 63 observations for “Other.” In order to make the groups comparable, all samples were 
reduced to N = 37. 
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Figure 6.7 The Global Art Market in Two Time Periods 
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6.6 Cross-Career Comparisons 

Table 6.7 shows the results for the within-career power law regressions, and, using 

block diagonal estimation, also provides a matrix of χ2 values from Wald tests of the differences 

in the estimated β coefficients. Panels A and B provides a balanced and unbalanced sample 

where the “shift” (the small sample correction discussed in the Estimation subsection of Section 

6.2 of this chapter) is set to S = 0; panels C and D do likewise, except with the shift set to S = 

0.5, as recommended by Gabaix and Ibragimov (2011). 

Table 6.7 Cross-Career Comparisons 

log(i − S) = α − β log x + ε  

      β     χ2 Statistic for Wald Test 
on Difference of β’s     Std. Error R2 

(%) 
 

 α Coef. OLS Adjusted N VCs Sport Music 

 Panel A. Balanced Sample, S = 0.0 
Arts 26.12 (0.64) 1.27 (0.03) (0.36) 98.36 25 306.57 212.69 52.92 
VCs 82.84 (3.58) 5.92 (0.26) (1.68) 95.64 25  129.82 163.88 
Sport 50.50 (1.66) 2.73 (0.09) (0.77) 97.33 25   11.87 
Music 41.68 (2.20) 2.20 (0.12) (0.62) 93.27 25    

 Panel B. Unbalanced Sample, S = 0.0 
Arts 27.00 (0.30) 1.31 (0.02) (0.19) 98.43 100 8.72 2488.26 51.02 
VCs 31.92 (3.92) 2.18 (0.29) (0.50) 60.63 38  6.69 0.01 
Sport 54.10 (0.48) 2.94 (0.03) (0.42) 99.14 98   33.99 
Music 41.68 (2.20) 2.20 (0.12) (0.62) 93.27 25    

 Panel C. Balanced Sample, S = 0.5 
Arts 29.59 (0.59) 1.46 (0.03) (0.41) 98.93 25 220.53 141.48 33.23 
VCs 93.74 (4.81) 6.73 (0.35) (1.90) 94.03 25  91.60 116.92 
Sport 57.03 (2.38) 3.11 (0.14) (0.88) 95.84 25   8.36 
Music 46.51 (3.10) 2.47 (0.17) (0.70) 89.87 25    

 Panel B. Unbalanced Sample, S = 0.5 
Arts 28.38 (0.33) 1.39 (0.02) (0.20) 98.29 100 8.31 1850.37 38.70 
VCs 34.38 (4.53) 2.36 (0.34) (0.54) 57.74 38  4.87 0.09 
Sport 57.09 (0.61) 3.11 (0.04) (0.44) 98.77 98   12.98 
Music 46.51 (3.10) 2.47 (0.17) (0.70) 89.87 25       

Notes: Adjusted standard errors equal to β × (N 2⁄ ) ⁄ , as per Gabaix and Ibragimov (2011); these standard 
errors accommodate for the understatement of variance inherent in OLS standard errors for power law regressions. 
The use of an S = 0.5 shift adjustment is also as per Gabaix and Ibragimov (2011). The Wald tests are from a 
block diagonal estimation of all coefficients together, and test the hypothesis that βi – βj = 0. The data is cross-
sectional in nature, and is detailed in Table 6.2 and Table 6.3, and Section 6.5 of this chapter. The β coefficients 
provide a measure of convexity in the power law curve, which in turn indicates in-career income inequality, with 
a smaller β equating to a relatively higher degree of income inequality within that carer – that is, the stars of that 
field earn more than the average participant, relative to other careers. Note that artists have the smallest β (highest 
within-career income inequality) in all regression permutations. 
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 It is clear that in almost all case the careers are significantly different from one another. 

The exceptions are Vice Chancellors and Musicians in the unbalanced sample, which appear 

to be very close to one another (2.18 and 2.20 in the S = 0 case and 2.36 and 2.47 in the S = 

0.5 case). However, the unbalanced regressions’ Vice Chancellor’s β coefficient appears to be 

significantly affected by a few low salary outliers. In the balanced regressions, where all 

regressions have N = 25 (the maximum allowed for balance, given the availability of only 25 

observations for musicians), we see that VCs as a career becomes significantly less convex (i.e. 

has a greater degree of within-career income equality), with the estimates β coefficients 

increasing to 5.92 in the S = 0 case and 6.73 in the S = 0.5 case. From these metrics, the Vice 

Chancellor career is by far the most equal. Given the issues surrounding sample “cutoff” 

(described in the Estimation subsection of Section 6.2 of this chapter), it seems preferable to 

lend credence to the balanced sample over the unbalanced. 

 At the other end of the spectrum, a career in the visual arts appears to be by far the most 

unequal. In all four panels it has a significantly lower β coefficient than the other careers, 

implying greater convexity and within-career inequality. The magnitude of this difference is 

made visually apparent in Figure 6.8 (next page), where the much shallower gradient of the 

artists (for the balanced sample case where S = 0.5) is obvious. In the middle of the pack, music 

is always significantly more unequal than sport.33 

What might explain the vastly greater within-career inequality for the arts? While 

Section 6.4 of this chapter provided a random growth model account of why the art market 

might follow a power law, that particular account does not specifically address the issue of 

convexity relative to other careers. Relative to music and sports, at least, one possible 

explanation for the greater convexity of a career in the arts may be found in the way in which 

visual art is primarily “consumed”: through exclusive ownership, whereby artworks are unique 

and can therefore only be owned by one person at a time.34 The consumption of visual art is 

less “democratic” than the consumption of music and sport: while anyone can buy an album 

 

 
33 As mentioned in the data section, one potential issue with the “musicians” power law dataset is the 
agglomeration of solo artists with bands. However, an estimation of the power law curve for bands with the bands 
removed yielded similar estimates for β. The bands removed estimate yielded β = 2.11 (OLS standard error of 
0.09), versus β = 2.19 (OLS standard error of 0.12). The differences in these estimated β coefficients do not 
remotely change the analysis of musicians relative to the other careers. 

 

34 It is true that public galleries and museums accommodate for public ownership of artworks, however the role 
of such institutions in the market for living artists is likely a vanishingly small, relative to the total market for 
living artists. 
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Figure 6.8 Within-Career Inequality for Four Careers 
log(i − 0.5) = α − β log x + ε , balanced sample (N = 25 all figures) 

A. Artists            B. Australian VCs 

  
C. Athletes           D. Musicians 

  
Notes: the above scatterplots correspond to regression in Panel C of Table 6.7. Note the relatively flatter 
curve (smaller β) for artists, indicating a higher degree of income dispersion and therefore within-career 
income inequality, relative to the other careers. 

online, or watch a sporting event on television, and many, many people can simultaneously 

attend a given sporting event or music concert, an artwork can only be owned by one person at 

one time. This anti-democratic consumption in turn limits the high end of the art world to the 

very richest of consumers: the billionaires, Middle East oil monarchs, and Russian oligarchs 

that haunt the Sotheby’s and Christie’s evening sales in New York and London. From extreme 

value theory (described in Section 6.2 of this chapter), we know that the differences in 

individual wealth at the extreme rich end of the distribution must themselves follow a power 

law; it is possible that this power law distribution in turn drives the extreme convexity of the 

art world.  
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From the above account, the reason for the art world’s convexity is actually closer to 

the CEO pay account provided by Rosen (1981), as described in Section 6.3 of this chapter. 

However the random growth model outlined in Section 6.4 of this chapter may provide 

additional insight into the greater convexity of a career in the arts relative to the other celebrity 

careers. Recall equation (3) from Section 6.4, p = 1 − β , where p is the probability that “new 

value” into the art market (that is, the dollar value of the next purchase of a work of art) goes 

to a never-before-sold artist. It is possible that artists’ potential for longer careers relative to 

sports stars and musicians reduces the space for new artists to appear (a similar claim could 

also probably be made for the careers of novelists). Meanwhile in pro sports, careers are short 

due to reasons of fitness and health. Similarly (albeit with a few notable exceptions), stars in 

the music industry seem to come and go rapidly, which may be a reflection of that industry’s 

relatively greater preoccupation with chasing the whims of youth culture. 

6.7 Coherency in the Global Art Market 

The concept of coherency in power law distributions is described in Section 6.2 of this 

chapter. Essentially, a subset of elements from a power law set is coherent if its own elements 

form their own power law distribution. Empirically, and for theoretical reasons such as those 

outlined by e.g. Simon (1955) and Rosen (1981) (to name what are probably the two most 

famous economics papers on theoretical justifications for the empirical prevalence of power 

laws), coherency in a subset can be taken to indicate that the elements of that subset also form 

some sort of functional economic grouping that makes sense to consider as its own economic 

unit.35 As made clear by the simulation in Section 6.2, a randomly drawn subset of a power law 

set is highly unlikely to display coherency; as such, we might reasonably assume that a coherent 

subset is in some sense “special,” and perhaps worth of analysis in its own right.36 

 
35 In a sense, a coherent subset is similar to a preference-separable group in that the characteristics of the subgroup 
can be considered in isolation, and also be characterised by just a few parameters (for power law curves, these 
parameters are α, β, and, in an empirical context, some residual term). In the case of preference-separable 
commodities, the commodities can be partitioned into groups so that preferences within groups can be described 
independently of the quantities in other groups. Using an example from Deaton and Muellbauer (p.171, 1980), 
consider quantities of six goods, where q1 and q2 are foods, q3 and q4 are housing and fuel, and q5 and q6 are 
watching TV and playing sports. Then if separable groups food, shelter and entertainment are formed, the utility 
function can be written u = v(q1, q2, q3, q4, q5, q6) = f[vF(q1, q2), vS(q3, q4), vE(q5, q6)]. Thus each separable group 
can be meaningfully considered in isolation from the total group, just as the coherent subset can be considered as 
a power law in isolation from the larger power law set. See Deaton and Muellbauer (1980) for details. 
36 For instance, consider again the empirical work of Cristelli et al. (2012). The authors examine the population 
counts of cities from across the world, and find that, when ranked by the city’s populations, a set of the world’s 
major cities’ population sizes closely follows a power law. Yet when we consider the population counts of cities 
in individual countries (with individual countries forming a multitude of subsets of the whole world), we see that, 
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Where we might we look to for a “special” or internally coherent subset of the global 

art market? In the early decades of the 21st century, no other art market has grown with the 

pace or ferocity of China’s. The Sotheby’s and Christie’s Asian art auctions in Shanghai and 

Honk Kong went from selling USD $22 million worth of Chinese art in 2006 to USD $190 

million in 2006, with an estimated $400 million in 2008 (Thompson, p. 249-250, 2010). 

Ekelund et al. (2017) note the continuing acceleration of the Chinese market, with sales 

increasing from 33% of the global market in 2011 to 50% in 2014 (Ekelund et al., p.63, 2017). 

While New York and London continue to attract the attention of the Western arts press, it is 

the Chinese market that now dominates the art world on a financial level. This development 

makes the changing integration of the Chinese art market ripe for investigation. 

Table 6.8 (next page) considers the intertemporal coherency of the market for Chinese 

artists relative to the global market. As outlined in Section 6.5, the dataset comprises of total 

auction sales for the best-selling artists at auction, with each artist making an observation in 

one or both of the two windows (2011-15 and 2012-16). 6 regressions are considered, as a 

result of the following permutations: 2 windows (2011-15 and 2012-16) × 3 groups (“All, 

“Chinese”, and “Other”, where “Other” is all non-Chinese countries and “All” is all countries 

including China) × 1 model (namely, the goodness-of-fit equation from Gabaix and Ibragimov 

(2011) (described in Section 6.2)). The sample is balanced at N = 37, for reasons pertaining to 

“cutoff,” as outlined in Section 6.2. 

  

 

when ranked by their population counts, the cities in most individual countries also follow a power law for that 
country alone. That is, most countries are coherent subsets of the broader global power law set of the world’s 
major cities. This is interesting precisely because a ranked random sample of the population sizes of cities from 
around the world would be highly unlikely to follow a power law; thus it appears that most countries are subject 
to their own power law DGPs, but these individual DGPs also agglomerate into a larger global power law DGP. 
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Table 6.8 Art Market Global Coherency 

   log i − 1
2 = α∗ − β∗ log x + λ(log x − s∗) + ε  

Test 
Stat 

λ

(β∗)
 

Criterion 
1.95

√2n
 

Reject 
PL? 

(Test > 
Crit.)    α∗ β∗ λ R2 (%) 

 Panel A. 2011-15 
All  30.75 (0.40) 1.54 (0.36) 0.13 (0.02) 99.34 0.06 0.23 Accept 
China  26.13 (1.26) 1.38 (0.32) -0.49 (0.10) 97.72 0.26 0.23 Reject 
Other  25.02 (0.81) 1.27 (0.30) 0.17 (0.04) 97.30 0.11 0.23 Accept 

 Panel B. 2012-16 
All  30.90 (0.52) 1.53 (0.36) 0.07 (0.03) 98.85 0.03 0.23 Accept 
China  39.60 (3.87) 2.14 (0.50) -0.91 (0.44) 95.05 0.20 0.23 Accept 
Other  25.84 (0.82) 1.30 (0.30) 0.18 (0.05) 97.18 0.11 0.23 Accept 

Notes: The first equation is the standard OLS equation for estimating the parameters of a power law 
curve. The second equation is the goodness-of-fit equation for testing whether or not a set conforms 
to power law behaviour, where s∗ = cov(log x , (log x ) ) [2 × var(log x )]⁄ . N = 37 for all 
regressions. Standard errors for β and β∗ are equal to the estimated coefficient multiplied by (N/2)-0.5; 
see Gabaix and Ibragamov (2011) for details. Data is cross-sectional in each of the two windows; see 
Table 6.6 and Section 6.5 of this chapter for details. The β coefficients in the standard equations 
indicate power law convexity, with a lower β value implying higher convexity, and therefore higher 
within-group income inequality. The “Reject PL?” test uses the estimated coefficients from the 
Goodness-of-Fit equation to identify whether or not the data corresponds to a power law distribution. 
The fact that the Chinese art market goes from being incoherent (not a power-law following subset of 
the global market) to coherent (a power-law following subset of the power-law following global 
market) suggests that it is moving from a state of integration with the world market to a state whereby 
its market reflects an independent data generating process, i.e. its prices are being driven by forces 
discrete from the global market. 
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With regards to this section, the goodness-of-fit tests depicted in Table 6.8 are the most 

relevant piece of econometric analysis, as it is goodness-of-that fit indicates the coherency (or 

lack thereof) of the Chinese subset. Nonetheless, it is also interesting to note the sharp changes 

in the convexity of the Chinese market, as implied by the estimated β coefficients and visually 

depicted in Figure 6.9, where the changes in the gradient of the Chinese slopes is (somewhat) 

evident, relative to the stasis of the “all” and “other” groups – these changes do in their own 

right suggest some sort of intertemporal shift in the market for Chinese artists. 

Figure 6.9 Intertemporal Changes in Chinese Art Market Convexity 

A. All 
i. 2011 – 2015 ii. 2012 – 2016 

B. China 
i. 2011 – 2015 ii. 2012 – 2016 

C. Other 
i. 2011 – 2015 ii. 2012 – 2016 
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Returning to the issue of coherency, Table 6.8 (page before last) showed that the 

Chinese market in isolation went from being incoherent in 2011-15 (that is, it did not follow a 

power law) to coherent in 2012-16 (that is, it did follow a power law). Intuitively, this shift 

from coherency to incoherency is the opposite of what might have been expected: if the Chinese 

art market was becoming more integrated with the global art market over time (a reasonable 

expectation given globalisation and China’s increasingly important role in the world economy), 

we would expect the subset of its artists to be becoming less coherent, not more, as its own 

artists ceased to be treated uniquely in the global art market. One possible explanation for this 

slightly counterintuitive finding is that it reflects China’s growing wealth and increasing 

economic inequality, and the consequentially greater ability of China’s growing class of 

billionaires to influence the prices for Chinese artists.37 It is thus possible that China’s own 

status as an “economic celebrity” has grown so potent that it has moved from price taker to 

price maker in the international art market. 

6.8 Conclusion: Distinguishing the Implausible Career from the Truly Terrible 

Within-career inequality is significantly higher in the visual arts than it is for other 

celebrity careers, with sales at the high end of the market being particularly unrepresentative 

of what the aspiring artist might hope to achieve, even when compared to aspirants seeking 

success in such fields as music, pro sports and being the Vice Chancellor of an Australian 

university. As such, parents and guardians whose children announce an intention to pursue a 

career in the visual arts might do well to shepherd their young charges towards the 

comparatively more sensible fields of gangster rap and Formula One race car driving. This 

chapter also examines intertemporal dynamics in art market power law coherency, and 

highlighted significant changes in the integration/segmentation of the Chinese art market from 

the world market over time. 

As a concluding note, it is worth bearing in mind the relative recency of high-quality 

art market data. Although several of the major art market data vendors have been operating for 

decades (e.g. ArtNet since 1989), it is only in the last five-to-ten years that their databases have 

had sufficiently complete coverage for the kinds of analyses presented in this chapter. In the 

future, better data might make the intertemporal dynamics of the art market even more 

 
37 Implicit in this analysis is the preference of Chinese billionaires for Chinese artists. Intuitively, this preference 
seems reasonable, and is backed up my own impressions as gleaned from art market reportage. I do not at this 
stage have hard empirical evidence for it, however. 



162 
 

 

 

amenable to analysis. It will, in particular, be interesting to consider the evolving relationship 

between art market convexity and global economic inequality, as measured by the Gini 

coefficient and Theil index. As the rich keep getting richer, the art market may continue to 

grow ever more unequal. 
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Appendix A6  

Power Law Standard Errors Simulation 

This section examines the tendency of OLS standard errors to underestimate the true 

variance of the estimated β parameters in power law curves, a tendency which is caused by the 

positively autocorrelated residuals that result from the ranking procedure. This appendix 

examines an alternative estimator recommended by Gabaix and Ibragimov (2011); the authors 

derive the alternate estimator analytically, using harmonic numbers and extreme value theory. 

This appendix augments simulation results in Section 4 of that paper by comparing the OLS 

standard errors (which do indeed understate the true variance of the β coefficients) with the 

β × (2/N) /  alternative recommended by Gabaix and Ibragimov (2011). We find that the 

alternative is generally an improvement, although in many cases still tends to slightly 

understate the variance, at least with respect to the data generating processes considered herein. 

This appendix uses two main data generating processes to provide simulated power law 

data. The first is an auto regressive AR(1) process and the second is a moving average MA(1) 

process. Gabaix and Ibragimov (2011) contend that both processes generate data sets that, when 

ranked, possess extremes that resemble power law curves.  

A6.1 The Data Generating Processes 

Consider a time series {Z }. The AR(1) process, with a t-distribution of varying degrees-

of-freedom used to generate the innovations, is: 

Z = u + ρZ  , u ~ t(m) 

The MA(1) process is similarly conventional: 

Z = u + θu  , u ~ t(m) 

For each simulation, data are generated for 2000 observations. ρ values of 0, 0.5 and 

0.8 are used for the AR(1) series and θ values of 0.5 and 0.8 are used for the MA(1) series. 

Both AR(1) and MA(1) processes use m values of 2, 3 and 4. After a set of data is generated, 

the elements are ranked and the N largest (most extremely positive) observations (from the set 

of 2000 observations) are used to estimate a power law curve. Values of N of 50, 100, 200 and 

500 are used. Thus, there are a total of 60 different permutations of the simulation: (3 

permutations of ρ + 2 permutations of θ) × 3 permutations of m × 4 permutations of N, with 
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each of these 60 permutations being run 10,000 times. For each of the 60 permutations we 

calculate: 

1. The average and standard deviation of all the estimated β coefficients from the 
10,000 simulations for that permutation. 

2. The average and standard deviation of all the OLS standard errors of the 
estimated β coefficients from the 10,000 simulations for that permutation. 

3. The average and standard deviation of all the Gabaix and Ibragimov (2011) 

β × (2/N) /  standard errors for the 10,000 simulations for that permutation. 
4. The average and standard deviation of all the OLS regression R2 values from 

the 10,000 simulations for that permutation. 

Table A6.1 more precisely details the process. 

Table A6.1 Simulation Procedure 

Step  Simulation Procedure 

A1. 

 Create a series of 2,000 observations using one of the DGP’s: 

For the AR(1) DGP For the MA(1) DGP 
Zt = ut + ρZt Zt = ut + θut-1 + ut 

For Both Processes 
ut ~ t(m) and Z0 = 0 

 

A2. Reorder the generated series such that Z1 > Z2 > … > Z2000 
 

A3. Take the N largest observations from this reordered series such that you 
have a smaller (i.e. less than 2,000 observations) series Z1 > Z2 > … > ZN 

 

A4. For this ranked series of n observations, run the OLS estimation log i = 
constant + β log Zi + εi 

 

A5. Save the estimated β, β OLS standard error and R2 values. Also calculate 
and save the β × (2/N)(1/2) adjusted standard error. 

 

B1. Repeat steps A1 to A5 10,000 times 
 

C1. Calculate and tabulate the averages and standard deviations for the 10,000 
saved values of: 

  β 
  OLS standard error for β 
  β × (2/N)(1/2) adjusted standard error for β 
  R2 
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A6.2 Simulation Results 

Table A6.2 (next page) presents the results of the AR(1) simulations and Table A6.3 

(page after next) presents the results for the MA(1) series. The values of the averages for the 

estimated β values (in Panel Row 1), the standard deviations for the estimated β values (Panel 

Row 2), and the averages for the OLS standard errors (Panel Row 3) are all very similar (near-

identical) to the corresponding simulation results from Table 4 of Gabaix and Ibragimov 

(2011). These similarities confirm that the simulations were run correctly. What is new to this 

table (relative to Gabaix and Ibragimov (2011)) is the additional information on R2 values 

(Panel Rows 7 and 8) and (of particular importance) the β × (2/N)(1/2) alternative standard errors 

(Panel Rows 5 and 6). The R2 values are mostly very high, with all permutations having average 

R2 values above 91%. The standard deviations of the R2 values are all generally very small as 

well (none more than 3.5%). The high R2 values indicate that the extreme positive values of 

the DGPs under consideration do indeed resemble power law data sets. 

Moving on to consider the β × (2/N)(1/2) alternative standard errors in Panel Rows 5 and 

6., it is clear that for both the AR(1) and MA(1) the alternative standard error provides a much 

closer estimate to the real dispersion of estimated β coefficients than the OLS standard error, 

which appear to massively understate the dispersion of the β coefficients. In many cases, even 

the β × (2/N)(1/2) appear to underestimate the dispersion of β, particularly for the observations 

taken from AR(1) DGPs with low values of N (N = 50 and N = 100) and the highest value for 

ρ (ρ = 0.8). Even in these cases, the adjusted standard error is much closer than the OLS 

standard error. Thus it appears that the β × (2/N)(1/2) alternative standard errors provide a much 

more realistic depiction of the dispersion of the β coefficients, relative to the OLS standard 

errors. 

 

 

 

 

 



 

 

Table A6.2 AR(1) Simulations Of Power Law Data 

Panel 
Row # 

Averages and SD’s 
from 10,000 
Simulations 

Degrees of freedom for t(m) and AR parameter ρ   Degrees of freedom for t(m) and AR parameter ρ 
m = 2, ρ =   m = 3, ρ =   m = 4, ρ =    m = 2, ρ =   m = 3, ρ =   m = 4, ρ = 

0 0.5 0.8   0 0.5 0.8   0 0.5 0.8   0 0.5 0.8   0 0.5 0.8   0 0.5 0.8 

  Panel A. n = 50  
 Panel B. n = 100 

1. Average β 1.81 2.00 2.43  2.56 2.85 3.63  3.15 3.53 4.53  
 1.81 1.98 2.31  2.49 2.78 3.40  3.00 3.35 4.10 

2. S.D. of β 0.35 0.46 0.79  0.48 0.59 1.03  0.55 0.66 1.09  
 0.24 0.34 0.61  0.31 0.42 0.73  0.35 0.44 0.72 

3. Av. OLS s.e. for β 0.05 0.04 0.05  0.06 0.07 0.09  0.08 0.08 0.11  

 
0.03 0.02 0.03  0.03 0.04 0.05  0.04 0.05 0.07 

4. S.D. of OLS s.e. for β 0.02 0.02 0.03  0.02 0.02 0.04  0.03 0.03 0.05  
 0.01 0.01 0.02  0.01 0.01 0.02  0.02 0.02 0.03 

5. Av. of (β × (2/n)(1/2)) 0.36 0.40 0.49  0.51 0.57 0.73  0.63 0.71 0.91  
 

0.26 0.28 0.33  0.35 0.39 0.48  0.42 0.47 0.58 

6. S.D. of (β × (2/n)(1/2)) 0.07 0.09 0.16  0.10 0.12 0.21  0.11 0.13 0.22  
 0.03 0.05 0.09  0.04 0.06 0.10  0.05 0.06 0.10 

7. Average R2 0.96 0.98 0.98  0.97 0.97 0.97  0.97 0.97 0.97  
 

0.98 0.98 0.98  0.98 0.98 0.98  0.98 0.98 0.97 

8. S.D. of R2 0.03 0.02 0.02  0.03 0.02 0.02  0.03 0.02 0.02  
 0.02 0.02 0.02  0.02 0.02 0.02  0.02 0.01 0.02 

  Panel C. n = 200  
 

Panel D. n = 500 
1. Average β 1.77 1.93 2.19  2.34 2.60 3.04  2.73 3.02 3.51  

 1.52 1.65 1.79  1.84 1.99 2.18  2.02 2.16 2.33 

2. S.D. of β 0.16 0.25 0.43  0.19 0.27 0.45  0.21 0.26 0.42  
 0.07 0.12 0.20  0.08 0.11 0.19  0.08 0.11 0.19 

3. Av. OLS s.e. for β 0.01 0.01 0.02  0.02 0.02 0.03  0.03 0.03 0.04  
 

0.01 0.01 0.01  0.02 0.02 0.02  0.02 0.02 0.03 

4. S.D. of OLS s.e. for β 0.01 0.01 0.01  0.01 0.01 0.01  0.01 0.01 0.02  
 0.00 0.00 0.01  0.00 0.00 0.01  0.00 0.00 0.01 

5. Av. of (β × (2/n)(1/2)) 0.18 0.19 0.22  0.23 0.26 0.30  0.27 0.30 0.35  
 

0.10 0.10 0.11  0.12 0.13 0.14  0.13 0.14 0.15 

6. S.D. of (β × (2/n)(1/2)) 0.02 0.02 0.04  0.02 0.03 0.04  0.02 0.03 0.04  
 0.00 0.01 0.01  0.00 0.01 0.01  0.01 0.01 0.01 

7. Average R2 0.99 0.99 0.98  0.98 0.98 0.98  0.98 0.98 0.97  
 

0.98 0.98 0.97  0.96 0.96 0.94  0.95 0.94 0.92 

8. S.D. of R2 0.01 0.01 0.01   0.01 0.01 0.02   0.01 0.01 0.02    0.01 0.01 0.02   0.01 0.01 0.02   0.01 0.02 0.02 
Notes: Data generating process: Zt = ρZt-1

 + ut, ut ~ t(m) for 2,000 observations. Power law OLS estimation uses n largest observations from the generated series. The 
key point of this table is to show the superiority of the (β × (2/n)(1/2)) standard errors to the OLS standard errors; in view of this, note that the entries for the “Av. of 
(β × (2/n)(1/2))” row (Panel Row 5) are much closer to the values in the “S.D. of β” rows (Panel Row 2) than are the values in the “Av. OLS s.e. for β” rows (Panel 
Row 3). See text of Appendix A6 for details.  



 

 

Table A6.3 MA(1) Simulations of Power Law Data 

Panel 
Row 

# 

Averages and SD’s 
from 10,000 
Simulations 

Degrees of freedom for t(m) and MA parameter θ   Degrees of freedom for t(m) and MA parameter θ 
 m = 2, θ =    m = 3, θ =   m = 4, θ =      m = 2, θ =    m = 3, θ =   m = 4, θ =  
0.5 0.8   0.5 0.8   0.5 0.8   0.5 0.8   0.5 0.8   0.5 0.8 

  Panel A. n = 50   Panel B. n = 100 
1. Average β 1.94 1.98  2.78 2.91  3.44 3.65   1.93 1.95  2.70 2.79  3.27 3.41 
2. S.D. of β 0.45 0.53  0.58 0.71  0.64 0.79   0.33 0.37  0.40 0.47  0.43 0.50 

3. Average OLS s.e. for β 0.04 0.05  0.06 0.07  0.08 0.09  
 

0.03 0.03  0.04 0.04  0.05 0.05 
4. S.D. of OLS s.e. for β 0.02 0.02  0.02 0.03  0.03 0.04   0.01 0.01  0.01 0.02  0.02 0.02 

5. Average Adj. s.e. for β 0.39 0.40  0.56 0.58  0.69 0.73  
 0.27 0.28  0.38 0.40  0.46 0.48 

6. S.D. of Adj. s.e. for β 0.09 0.11  0.12 0.14  0.13 0.16   0.05 0.05  0.06 0.07  0.06 0.07 

7. Average R2 0.97 0.96  0.97 0.96  0.97 0.97  
 0.98 0.97  0.98 0.97  0.98 0.98 

8. S.D. of R2 0.03 0.03  0.02 0.03  0.02 0.03   0.02 0.03  0.02 0.02  0.02 0.02 
  Panel C. n = 200   Panel D. n = 500 

1. Average β 1.87 1.89  2.52 2.59  2.94 3.04   1.60 1.62  1.94 1.97  2.12 2.16 
2. S.D. of β 0.22 0.24  0.25 0.28  0.25 0.28   0.10 0.11  0.10 0.10  0.10 0.11 

3. Average OLS s.e. for β 0.01 0.02  0.02 0.03  0.03 0.03  
 0.01 0.01  0.02 0.02  0.02 0.02 

4. S.D. of OLS s.e. for β 0.01 0.01  0.01 0.01  0.01 0.01   0.00 0.00  0.00 0.00  0.00 0.00 

5. Average Adj. s.e. for β 0.19 0.19  0.25 0.26  0.29 0.30  
 0.10 0.10  0.12 0.12  0.13 0.14 

6. S.D. of Adj. s.e. for β 0.02 0.02  0.02 0.03  0.02 0.03   0.01 0.01  0.01 0.01  0.01 0.01 

7. Average R2 0.99 0.98  0.98 0.98  0.98 0.98  
 0.98 0.97  0.96 0.95  0.94 0.94 

8. S.D. of R2 0.02 0.02   0.01 0.02   0.01 0.01    0.01 0.01   0.01 0.02   0.01 0.02 
Notes: Data generating process: Zt = ut + θut-1

 + ut, ut ~ t(m) for 2,000 observations. Power law OLS estimation uses n largest observations from the generated 
series. The key point of this table is to show the superiority of the (β × (2/n)(1/2)) standard errors to the OLS standard errors; in view of this, note that the entries 
for the “Av. of (β × (2/n)(1/2))” row (Panel Row 3) are much closer to the values in the “S.D. of β” row (Panel Row 2) than are the values in the “Av. OLS s.e. for 
β” row (Panel Row 5). See text of Appendix A6 for details.
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CHAPTER 7  

Are CEOs Over or Under Paid? A Global 

Benchmarking Study 

 

7.1 Introduction 

Public concern over executive remuneration has mounted in the years since the global 

financial crisis, as increasing scrutiny is placed on a profession widely perceived as overpaid 

and under-monitored. In a survey study, Gavett (2014) shows that the average American 

believes CEOs should only be paid 6.7 times more than unskilled workers, when in fact CEOs 

are paid 354 times more. Such public perceptions have only been partially matched by the 

academic finance literature, where opinion remains split about the extent to which CEOs are 

paid at some notional “fair value” justified by economic considerations. The critical view is 

captured by rent extraction theorists, who posit that CEO compensation levels reflect a CEO’s 

ability to extract private benefits in excess of their optimal compensation (Thomas, 2004). 

Labour demand theorists, on the other hand, claim that high CEO compensation reflects (1) a 

firm’s demand for labour, (2) the potentially huge increase that an only moderately more 

talented CEO can have on a firm’s value (Gabaix and Landier, 2008), and (3) the need to align 

CEO and shareholder interests through lucrative option and bonuses (Murphy, 1986; Jensen 

and Murphy, 1990). With recent developments in shareholder say-on-pay having only had 

mixed results in quelling public animosity (Sanchez-Marin et al., 2017), the controversy 

surrounding executive remuneration is sure to persist for some time to come. 

As noted by Gow and Kouvarakis (2018a), the controversy surrounding CEO pay has 

evolved in Australia as in much of the rest of the world, with even conservative politicians 

weighing in on the side of populist sentiment. Such criticisms beg the question about the extent 

to which Australian practices differ from world practices. As Murphy (1999) observed, when 

it comes to CEO pay, “it matters where you look and when you look: there is a great deal of 

heterogeneity in pay practices across firms, industries and countries, and there have been 

dramatic shifts in pay practices across time.” While this chapter focusses only on a relatively 
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small time period, the global extent of its comparisons against the Australian CEO market and 

its firm-level detail give it significant value in illuminating the current state of the global CEO 

market. Interestingly, recent research has argued that the Australian CEO market does indeed 

differ from the global market, but not for the reasons its critics might expect – Gow and 

Kouvarakis (2018a) matched Australian firms with American firms from comparable industries 

and found that only 24% of Australian firms appear to be overpaying their CEOS relative to 

what the authors identifued as their “global” counterparts! In a related paper, Gow and Stewart 

(2018) considered the extent to which the backgrounds and careers of Australian CEOs reflect 

a market that is integrated or segmented from the world market. The authors found that while 

around a third of CEOs are foreign born, very few – only six from among the top 100 firms – 

are both (1) imported from overseas and (2) hired from outside of the hiring firm. The authors 

concluded that these hiring practices justify the notion that the Australian CEO market is 

segmented from the world market.  

Of course, a nation’s executive hiring practices do not guarantee that its CEOs will be 

paid in a manner that deviates from global norms. Indeed, a nation’s CEOs could be drawn 

entirely from its own citizenry even though their pay was determined almost entirely by global 

labour market competition. As noted by Cheffins (2003), domestic firms may increase their 

remuneration not to attract top-tier talent from overseas but rather to prevent local talent from 

going abroad. 

In terms of work experience, there is already a significant literature detailing the value 

to both shareholders and executive management of a CEO’s time spent working abroad. Thus, 

even if CEOs are promoted from within their organisation, a value placed on international 

experience might be thought to mitigate against the idea of segmented markets (Carpenter et 

al., 2000; Daily, et al., 2000; Carpenter et al., 2001; Takeuchi et al., 2005). Furthermore, Gow 

and Kouvarikis’s (2018a) coarse matching of firms on the basis of capitalisation and industry 

did not offer sufficient detail to guarantee a like-for-like comparison; more complex controls 

are required. Perhaps the greatest weakness of the aforementioned papers on the Australian 

CEO market is the use of the American CEO market as a proxy for global pay practices. While 

America is of course the largest market, singling out one country from all others may still 

represent an idiosyncratic benchmark. A more expansive base arguably provides a more neutral 

comparison. 

This chapter seeks to redress these weaknesses through the use of a detailed and truly 

global database that offers controls far beyond industry and firm capitalisation. Section 7.2 of 
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this chapter details this data, including a matched dataset merging information from both 

Capital IQ and Bloomberg. The use of Capital IQ’s global data on CEO Pay coupled with 

Bloomberg’s rich firm data (both market-based and accounting) provides a comprehensive and 

detailed account of the drivers of global CEO pay. Section 7.3 of this chapter employs an 

innovative distributional test to assess the extent to which the Australian CEO market appears 

to operate independently of the world market. In Section 7.4, the returns-to-scale of CEO pay 

is considered, along with what exactly constitutes the appropriate measure of scale (this 

examination may be of some value, given the various metrics of firm scale that are used in the 

CEO pay literature). In Section 7.5, regression analysis is used to provide a firm-level 

explanation of the drivers of executive remuneration, both globally and domestically. Section 

7.6 zooms back out to offer a macro view of the drivers of CEO pay, considering a nation’s 

population, ease-of-doing business and market concentration as potential drivers of CEO pay. 

Section 7.7 concludes. 

7.2 Data 

The data are drawn primarily from both the Bloomberg and the S&P Capital IQ 

databases for the year 2017.38 Details on the construction and matching of the overall database 

is provided in Appendix A7–1 of this chapter. Table 7.1 (next page) tabulates the Capital IQ 

component of the dataset, providing information in the data count for each exchange, as well 

as the country and regional groupings to which each exchange is attributed in this chapter. The 

Capital IQ data are also supplemented by the World Bank’s “Ease of Doing Business” index 

(the 2018 index based on 2017 data) and 2017 population statistics taken from CIA World 

Factbook.  

Table 7.2 (page after next) tabulates the Bloomberg dataset. It is the largest sample for 

which all firms had complete data (i.e. data for every variable tabulated in Table 7.2). All firms 

tabulated in Table 7.2 also had matching CEO pay data from Capital IQ. That is to say, the 

 

 
38 Although this chapter only considers data from 2017, a larger Capital IQ dataset including the years 2015 and 
2016 was also examined, however the poor degree of intertemporal variation in this larger set meant that the 
results changed little as a result of the additional years. Indeed, the intertemporal variation was so poor that an 
attempt to run a panel model that identifies the returns-to-scale of CEO pay (said model described in Gabaix and 
Landier (2008)) resulted in unidentified parameters. 
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Table 7.1 Capital IQ Dataset, By Exchange, 2017 

Exchange Country Region FX Obs. 
Pop. 
(m) 

“Ease of Doing 
Business” 

 Index 

Pay 
(USD 000’s) 

Market Cap 
(USD m) 

Mean Med. Mean Med. 
ASX Australia Australia AUD 1821 23 80.26 466 240 1253 46 

WBAG Austria EU EUR 44 8 84.87 1484 1220 3633 1799 

ENXTBR Belgium EU EUR 77 10 80.84 611 499 2639 794 

CNSX Canada Canada CAD 121 36 78.92 139 81 44 18 

TSX Canada Canada CAD 952 36 73.00 1039 471 2934 351 

TSXV Canada Canada CAD 953 36 78.57 149 108 37 13 

CSE Cypress EU EUR 4 1 76.27 872 259 432 177 

CPSE Denmark EU DKK 53 6 72.65 1249 1032 5378 1429 

HLSE Finland EU EUR 77 5 79.87 677 450 2962 623 

ENXTPA France EU EUR 477 67 79.87 1048 498 6466 617 

DB Germany EU EUR 210 81 76.38 1374 611 9797 762 

XTRA Germany EU EUR 154 81 84.21 1286 768 5998 683 

ENXTAM Holland EU EUR 98 17 60.60 1578 1043 12046 1531 

SEHK HongKong China HKD 2089 7 78.57 604 230 3179 232 

BSE India India INR 2434 1282 76.14 194 56 592 33 

NSEI India India INR 337 1282 65.20 552 133 4652 602 

ISE Ireland EU EUR 31 5 60.60 1066 600 5761 1032 

TASE Israel Other NIS 18 8 82.13 554 524 800 153 

BIT Italy EU EUR 61 62 79.53 1285 636 3985 553 

TSE Japan Japan JPY 242 126 75.73 1465 1194 13290 6596 

NZSE NewZealand Other NZD 24 5 76.06 747 720 1986 1343 

OB Norway EU NOK 176 5 77.81 665 383 1484 220 

WSE Poland EU PLN 151 38 77.40 304 188 1000 106 

ENXTLS Portugal EU EUR 12 11 72.25 811 420 4376 2092 

SGX Singapore Other SGD 45 6 72.53 1760 1269 8414 3202 

LJSE Slovenia EU EUR 6 2 75.53 437 349 438 106 

JSE SouthAfrica Other ZAR 88 48 82.74 1356 868 8886 2727 

BME Spain EU EUR 39 49 71.65 2141 1183 17636 6834 

OM Sweden EU SEK 406 9 84.97 766 329 2165 182 

SWX Switzerland EU CHF 210 8 78.57 1624 963 9542 1703 

SET Thailand Other THB 68 69 82.74 59 37 5559 1424 

AIM UK EU GBP 204 65 87.01 454 324 318 80 

LSE UK EU GBP 615 65 82.82 2555 1125 6268 1363 

AMEX USA USA USD 246 328 82.45 642 388 254 55 

NasdaqCM USA USA USD 766 328 82.45 655 423 159 59 

NasdaqGM USA USA USD 495 328 82.45 1147 630 368 183 

NasdaqGS USA USA USD 1664 328 82.45 4910 1559 8449 1203 

NYSE USA USA USD 2082 328 82.45 7179 3178 12774 3086 

OTCPK USA USA USD 121 328 82.45 542 255 449 25 

TOTAL    17893 77.97     

AVERAGE      1873 378 4432 271 
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Table 7.2 Bloomberg Data, 2017 

Variable  Mean  Median Maximum  Minimum  Std. Dev. Skew.  Kurt. 
 Panel A. All Countries (N = 3,614) 

Market Cap. ($m, USD) 11,086.32 2,403.76 796,064.90 4.92 34,349.28 10.32 159.24 
Current Assets ($m, USD) 3,925.33 703.60 976,393.50 0.74 21,352.40 30.50 1,258.31 
Total Assets ($m, USD) 10,976.23 2,133.52 982,967.10 6.95 35,910.97 11.80 225.51 
EBIT ($m, USD) 724.45 140.43 61,344.00 -5,921.20 2,251.25 9.98 184.14 
Sales Revenue ($m, USD) 6,669.98 1,520.28 337,057.00 0.01 19,303.68 7.98 88.98 
Board Size 9.15 9.00 25.00 3.00 2.63 0.86 4.72 
Independent Directors 6.40 6.00 20.00 0.00 2.51 0.49 3.66 
CEO Tenure (years) 6.52 4.33 56.67 0.08 6.65 2.01 8.71 
CEO Age (years) 56.10 56.00 89.00 27.00 7.61 0.35 3.82 
EPS Growth (% p.a.) 12.06 13.46 10,000.00 -19,700.00 713.65 -9.39 272.97 
Sales Growth (% p.a.) 41.27 6.53 43,403.45 -99.18 826.56 44.53 2,196.74 
Return on Equity (% p.a.) 4.20 10.99 701.22 -2,538.15 78.82 -19.64 622.73 
Return on Assets (% p.a.) 1.37 4.57 127.51 -308.23 18.61 -4.51 45.61 
Book Debt to Book Equity (%) 101.53 51.58 5,145.95 0.00 242.30 10.31 155.92 
Book Debt to Book Asset (%) 23.72 23.02 97.58 0.00 17.82 0.45 2.64 
Market Equity to Book Equity 4.49 2.54 218.92 0.08 9.92 12.01 195.69 

 Panel B. Australia (N = 108) 

Market Cap. ($m, USD) 6,041.05 1,557.49 96,498.14 7.74 12,385.67 4.63 29.77 
Current Assets ($m, USD) 1,163.26 386.12 15,061.52 1.93 2,136.78 3.82 20.65 
Total Assets ($m, USD) 5,007.41 1,502.67 75,202.35 28.13 9,805.28 4.38 27.39 
EBIT ($m, USD) 467.60 121.34 11,152.38 -102.68 1,265.01 6.30 49.95 
Sales Revenue ($m, USD) 3,693.89 1,032.41 50,930.45 1.53 9,046.13 4.34 22.02 
Board Size 7.06 7.00 11.00 3.00 2.12 0.02 2.43 
Independent Directors 5.08 5.00 10.00 1.00 2.19 0.18 2.26 
CEO Tenure (years) 6.16 3.96 27.42 0.17 5.80 1.29 4.39 
CEO Age (years) 56.22 56.50 75.00 39.00 6.76 0.40 3.93 
EPS Growth (% p.a.) -3.41 10.96 575.97 -1,604.39 275.50 -3.14 17.40 
Sales Growth (% p.a.) 8.37 4.23 135.87 -95.31 24.87 0.93 11.88 
Return on Equity (% p.a.) 8.36 12.83 46.67 -135.53 31.73 -3.47 16.22 
Return on Assets (% p.a.) 3.51 5.90 25.91 -73.72 16.42 -3.81 18.57 
Book Debt to Book Equity (%) 81.03 40.63 1,388.28 0.00 156.52 6.05 47.67 
Book Debt to Book Asset (%) 23.45 22.59 72.19 0.00 16.96 0.62 2.92 
Market Equity to Book Equity 3.48 1.90 24.77 0.43 4.09 2.63 10.79 

 Panel C. USA (N = 2,168) 
Market Cap. ($m, USD) 11,389.15 1,840.98 796,064.90 4.92 39,282.87 9.96 140.96 
Current Assets ($m, USD) 2,854.30 511.90 392,908.00 0.74 12,154.40 18.68 521.39 
Total Assets ($m, USD) 8,853.51 1,456.73 702,095.00 6.95 30,016.36 10.97 184.79 
EBIT ($m, USD) 669.84 84.81 61,344.00 -5,921.20 2,524.73 10.72 189.32 
Sales Revenue ($m, USD) 6,067.48 1,221.18 242,061.00 0.04 18,848.82 7.39 69.56 
Board Size 8.80 9.00 20.00 3.00 2.19 0.27 2.97 
Independent Directors 7.00 7.00 17.00 2.00 2.20 0.22 2.67 
CEO Tenure (years) 6.71 4.50 48.00 0.08 6.76 1.86 7.59 
CEO Age (years) 56.42 56.00 87.00 27.00 7.50 0.31 3.82 
EPS Growth (% p.a.) 4.13 13.34 10,000.00 -19,700.00 728.65 -10.67 317.13 
Sales Growth (% p.a.) 59.61 6.37 43,403.45 -99.18 1,065.68 34.59 1,323.39 
Return on Equity (% p.a.) -1.58 9.84 701.22 -2,538.15 99.38 -16.18 406.90 
Return on Assets (% p.a.) -1.29 4.08 89.27 -308.23 22.15 -4.20 34.37 
Book Debt to Book Equity (%) 110.71 54.72 5,050.43 0.00 268.57 8.88 110.88 
Book Debt to Book Asset (%) 23.97 23.79 85.39 0.00 18.90 0.41 2.41 
Market Equity to Book Equity 5.40 2.93 218.92 0.15 11.98 10.40 143.79 
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Table 7.3 Region vs GICS Sector Summary Statistics 

GICS Sector  Australia Canada China EU Japan Other USA No affil. 

 Panel A. Sample Size 

Communication Services 101 52 102 173 14 14 220 4 

Consumer Discretionary 153 66 461 348 55 12 642 6 

Consumer Staples 74 54 115 136 25 13 198 0 

Energy 198 263 68 173 2 13 370 4 

Financials 133 104 189 361 22 24 927 24 

Health Care 192 166 93 350 20 16 1067 6 

Industrials 191 137 423 568 50 31 703 18 

Information Technology 226 96 235 341 24 15 766 13 

Materials 697 888 153 238 17 43 232 9 

Real Estate 56 29 243 195 10 11 279 1 

No affiliated GICS code 25 30 69 58 3 6 111 1 

                         Panel B. Average CEO Pay (‘000 USD) 

Communication Services 509 1092 702 1850 1224 1057 7657 977 

Consumer Discretionary 651 1032 587 1590 1650 816 4902 269 

Consumer Staples 601 943 506 3016 2003 791 5094       - 

Energy 356 694 249 802 1404 135 2886 103 

Financials 814 1404 797 1501 1427 1504 4422 630 

Health Care 425 390 472 1601 1210 562 3161 459 

Industrials 536 1264 436 1158 1366 723 4691 381 

Information Technology 272 400 424 901 1329 180 5435 1703 

Materials 281 315 482 1368 1181 944 4084 322 

Real Estate 870 959 1140 803 1374 270 3885 1829 

No affiliated GICS code 761 1183 408 1340 1350 574 4112 326 

 Panel C. Median CEO Pay (‘000 USD) 

Communication Services 263 395 266 740 1121 727 1574 1056 

Consumer Discretionary 460 386 256 746 1318 533 1741 321 

Consumer Staples 347 359 202 851 1119 633 1735        - 

Energy 183 258 136 421 1404 75 1480 64 

Financials 441 638 244 806 1242 383 1161 355 

Health Care 245 195 253 428 1128 514 689 255 

Industrials 283 426 192 713 1188 264 1567 173 

Information Technology 203 199 200 438 1191 52 1003 461 

Materials 168 128 204 724 1040 800 1799 297 

Real Estate 539 750 409 617 1094 66 2155 1829 

No affiliated GICS code 444 951 167 1054 706 470 2349 326 
Notes: GICS Sector information from Bloomberg, CEO Pay data from Capital IQ. 
Singapore (part of the “Other” region grouping in Table 7.4) and India (its own 
region in Table 7.4) are not included in the sample due to issues matching the Capital 
IQ database to Bloomberg. 
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Bloomberg dataset constitutes a matched subset of the Capital IQ dataset. The data in Table 

7.2 is used primarily in Section 7.6 of this chapter. 

 Table 7.3 (previous page) tabulates summary statistics from a larger matched database 

of the Bloomberg and Capital IQ databases. While Table 7.2 is limited by the need to balance 

on a large number of variables, the data in Table 7.3 broaden the sample by limiting the number 

of variables required. Table 7.3 details a dataset in which the only Bloomberg data required 

pertained to Global Industry Classification (GICS) sector and metrics of scale: market 

capitalisation, market size (market capitalisation plus debt), accounting size (i.e. accounting 

assets), and sales revenue. The smaller dataset tabulated in Table 7.2 offers detailed 

information on firm and CEO pay characteristics, although it mostly covers larger cap firms in 

first world countries and China. Meanwhile the larger datasets (Table 7.1 and Table 7.3) offer 

insight into smaller firms and poorer countries. Please see Appendix A7-2 of this chapter for 

some additional tests safeguarding the quality of the data matching process; the results are very 

reassuring. 

7.3 The Global Integration of Australian CEO Pay: A Test of Distributions 

This section employs the power law distribution and the Vuong (1989) and Clarke 

(2007) non-nested model selection tests to demonstrate that CEO pay is globally integrated. 

That is, as Australia is part of this market, the pay of local CEOs is globally determined. 

Recalling the previous chapter of this thesis, the power law distribution can be characterised as 

follows: 

(1) Rank (x ) = αx   

where Rank (x ) is simply the integer value of the rank of xi in the series with N elements {x }; 

and α and β are positive parameters. An easier way to understand (1) is to assume that the x  

series is ranked such that x > x > … > x . Then,  

(2) i = αx   

The Zipfian distribution (Zipf, 1932; Zipf, 1949) is a specific case of the power law 

distribution, where the β coefficient is set to unity. The power law distribution can be linearized 

by taking logs,  
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(3) log i = log α  − β log x    

Thus, a plot of log i against log x , i = 1, ⋯ , N, should be (approximately) linear with a 

negative slope.  

Evidence for the power law distribution of high-end CEO pay has existed for several 

decades (Lucas Jr, 1978; Rosen, 1981), however it was not until Gabaix and Landier (2008) 

that these distributional assumptions were characterised in terms of extreme value theory. 

While the full details of the Gabaix and Landier (2008) model are relegated to discussion in 

Appendix A7–3 of this  chapter, the important point relating extreme value theory to the power 

law-distribution of CEO pay can be summarised in the following manner: for all regular 

continuous distributions (which includes most of the familiar distributions from economics – 

uniform, Pareto, Gaussian, lognormal, exponential etc.), the spacing between extremes 

approximates a power law distribution. In practice, this means that if a sufficiently large sample 

is drawn from the extreme of a statistical distribution and then ranked it should in turn exhibit 

some sort of power law behaviour.  

Gabaix and Landier (2008) used extreme value theory to argue that both CEO pay and 

firm scale are jointly distributed as power laws (see Gabaix and Landier, 2008, and Appendix 

A7–3 for details). In this section, I extend the arguments of Gabaix and Landier (2008) to argue 

that if CEO pay follows a power law distribution, then countries whose CEO markets are 

globally integrated should be part of a global power law distribution, whereas countries that 

are segmented from world markets should follow their own (domestic) power law distributions. 

More generally, the move to extreme value theory is important as it provides a theoretical 

underpinning as to why CEO pay should follow a power law distribution; it provides theoretical 

justification for an oft-made empirical observation. 

The following process is employed to test the integration or segmentation of the various 

regions’ CEO markets: 

1. For the year 201739, the top N highest paid CEOs from the seven regions tabulated 

in Table 7.4 are sorted (ranked) on their pay.  

2. Each CEO is then assigned a value G , which is the Global ranking for CEO i from 

region r. G = 1 is the most highly paid CEO in the world. G = 2 is the second 

most highly paid CEO in the world, and so on. 

 
39 Note that while this section addresses only 2017 data (in keeping with the rest of the chapter), this particular 
section was also repeated with data from 2015 and 2016, with these additional years yielding similar results. 
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3. Then, these same N CEOs are ranked only relative to their region. This leads to 

uneven samples sizes across regions, but most regions still have decent sized 

samples when N = 5,000 (see Table 7.4 for sample counts), with India as the 

smallest region when N = 5,000 still having 153 CEOs. Thus each of the r regions 

has nr CEOs. 

4. For each region, CEOs are then assigned their own “Local” ranking, L , with 

subscripts equivalent to those indicated in part 2. So L = 1 is the most highly paid 

CEO in region c, and L = 2 is the second most highly paid, and so on. The 

subscripts ir therefore refer to CEO i (i =1,…, 5000) in region r. 

5. For each year, two lots of regressions are run for each region. Both regressions use 

CEO pay on the LHS rather than the RHS. This inverts the usual arrangement for 

power law regressions, however this is not problematic with respect to this analysis, 

which is focussed on goodness-of-fit. One regression uses an intercept vector and 

that country’s {L } vector on the RHS. The other regression uses an intercept vector 

and that country’s {G } vector on the RHS. That is two say, two power law 

regressions are estimated, one for the local ranking and another for the global 

ranking. Note that for simplicities’ sake this chapter omits the S = 0.5 “shift” 

coefficient (see Gabaix and Ibragimov (2011)) that was used in the previous chapter 

of this thesis.  

6. For each region, these two regressions are compared using Clarke’s non-nested non-

parametric model selection test. This yields a Bernouli-distributed test statistic C 

that indicates the data’s preference for one model or the other (or neutral). The 

Vuong non-nested model selection test is also tabulated, although the sensitivity of 

this test to deviations from normality means that its results should be treated with 

caution (Clarke is robust to such deviations). See Appendix A7–4 for a discussion 

of non-nested model selection tests. 

Table 7.4 (next page) tabulates the results from parts 5 and 6 above. The C values in 

the third last column are the Bernoulli-distributed Clarke statistics, with higher values (closer 

to the total observation count) indicating a preference in the data for the global model versus 

the local. Similarly, the standard normal-distributed Vuong statistic shows a preference for the 

global model when the statistic is positive, and a preference for the local model when the 
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statistic is negative. The results are tabulated for the most highly paid 2,500 and 5000 CEOs in 

the world.  

Panel A of Table 7.4 depicts the results for the top 2,500 most highly paid CEOs 

globally. Small sample sizes for several regions (e.g. 23 CEOs for India, 18 CEOs for Japan) 

mean that some of the results in this panel should be treated with caution. Broadly speaking, 

however, the results from this Panel are illuminating, and perhaps fall into line with “intuitive”  

expectations. In terms of the Vuong non-nested model selection test, the USA is by far the most 

globally integrated nation (Z-stat of 10.72), with Australia and Canada the next most 

significantly integrated (Z-stats of 4.17 and 4.14, respectively). The Vuong test also shows that  

the EU and Japan are significantly integrated (Z-stats of 3.23 and 3.07), with China being 

insignificantly integrated and India being insignificantly segmented (Z-stats of 1.74 and -0.47). 

The Clarke statistics show a similar ordering, with the exceptions of Japan and China, which 

are shown as far more integrated on the Clarke stat versus the Vuong. This is likely a function 

of the small sample sizes, coupled with the “winner takes all” nature of the Clarke statistic: 

while the Vuong statistic effectively allows for each CEO to have nuanced degrees of global   

integration/segmentation, the Clarke test “forces” an absolute decision as to whether or not 

each CEO belongs to the integrated/segmented pay category. This approach massively boosts 

tests power but may also prove distortionary (Clarke, 2007). In cases of disagreement between 

the Vuong and Clarke tests, it may be best to exercise caution when interpreting the results. 

Panel B shows the results for the top 5,000 most highly paid CEOs in the world. 

Considering the Vuong statistics, the US is once again the most globally integrated country in 

the world, with Australia and Canada again in second and third places (Vuong stats of 21.65, 

17.64 and 3.27, respectively). The Vuong statistic now shows the EU and Japan as 

insignificantly segmented (-0.21 and -0.79), suggesting that their markets are less integrated 

for lower-paid CEOs, relative to the higher-paid CEOs represented in Panel A. China is also 

insignificantly segmented (-1.35) and India is significantly segmented (-2.39). In Panel B, the 

Clarke statistic orderings line up approximately with the Vuong statistics, although Australia 

is swapped with Canada and China with India. 

Ultimately, the Vuong and Clarke statistics depicted in Table 7.4 show a fairly clear 

pattern for integration: America is the most integrated, then Australia and Canada, then the EU 

and Japan, then China, then India. On a preliminary basis, these distributional results cast doubt 

on the idea that the Australian CEO market is segmented from the world market (Gow and 

Kavourakis, 2018a; Gow and Kavourakis, 2018b; Gow and Stewart, 2018). 



 

 

 

 

Table 7.4 Global Integration of CEO Pay, 2017 

  Local Model: log  x = α − β log  Lir + ε  Global Model: log x = a − B log  G + e   Vuong 
test, 
null: 

Z~N(0,1) 

Clarke test, 
null: 

C~B(n , 0.5) 

  C

n
 

(%) Country α β R2 (%) Log Lik. a B R2 (%) Log Lik. nr  

Panel A. 2,500 Highest Paid CEOs 
USA 21.47 (0.03) 0.83 (0.00) 96.14 740.56  21.34 (0.02) 0.79 (0.00) 97.637 1207.30 10.72 1895 1906 99.42 
Australia 16.29 (0.02) 0.32 (0.01) 98.48 105.28  22.99 (0.06) 1.02 (0.01) 99.711 150.87 4.17 50 55 90.91 
EU 17.92 (0.04) 0.53 (0.01) 94.12 174.79  21.41 (0.06) 0.81 (0.01) 97.167 273.34 3.23 230 270 85.19 
India 17.29 (0.03) 0.74 (0.01) 99.50 40.16  22.32 (0.09) 0.93 (0.01) 99.646 44.09 -0.47 16 23 69.57 
China 17.70 (0.05) 0.66 (0.02) 96.67 43.72  21.96 (0.09) 0.88 (0.01) 98.886 73.84 1.74 52 55 94.55 
Japan 16.48 (0.04) 0.50 (0.02) 98.30 27.93  22.59 (0.08) 0.97 (0.01) 99.795 47.00 3.07 18 18 100.00 
Canada 17.10 (0.04) 0.47 (0.01) 96.25 88.70   22.54 (0.05) 0.96 (0.01) 99.526 175.60 4.14 83 84 98.81 

Panel B. 5,000 Highest Paid CEOs 
USA 22.46 (0.03) 1.00 (0.00) 93.36 262.97  22.03 (0.02) 0.91 (0.00) 96.86 864.84 21.65 2982 3009 99.10 
Australia 16.80 (0.04) 0.50 (0.01) 94.03 150.68  24.70 (0.06) 1.25 (0.01) 99.21 366.08 17.64 208 213 97.65 
EU 18.33 (0.03) 0.62 (0.00) 95.85 453.83  22.89 (0.06) 1.02 (0.01) 95.76 446.39 -0.21 452 705 64.11 
India 16.99 (0.02) 0.59 (0.01) 98.83 211.49  23.71 (0.10) 1.13 (0.01) 98.34 184.92 -2.39 23 153 15.03 
China 17.91 (0.03) 0.74 (0.01) 98.72 192.46  23.19 (0.09) 1.06 (0.01) 98.02 154.87 -1.35 26 174 14.94 
Japan 16.29 (0.01) 0.43 (0.00) 98.90 353.68  24.49 (0.08) 1.22 (0.01) 98.80 344.28 -0.79 71 205 34.63 
Canada 17.56 (0.03) 0.61 (0.01) 96.53 198.61   23.90 (0.06) 1.15 (0.01) 98.78 332.85 3.27 255 257 99.22 
Notes: The Z and C columns refer to results for Vuong (1989) and Clarke (2007) non-nested model selection tests, respectively. Z-stat distributed N(0,1) under the null of no distinction between 
models; C-stat distributed B(N,0.5) under the same null. Larger Z and C values favour global model. xir is the total per annum remuneration for CEO i of region r, measured in USD. For each 
region r, the CEOs are ranked in terms of their pay, such that for a given region r x1r > x2r > … > xnr. The Gir refers to the global ranking of all i CEOs in all r regions (that is, the global set of all 
region sets). The Lir is the rank of the same CEO within region r only. Note that some CEOs are from countries in the “Other” region category or are from companies that do not have an identified 
primary exchange with which to locate their region. These CEOs are including in the global rankings but are not represented in the individual region counts. This is why (for instance) the sample 
counts for the 7 regions in Panel A (which represents the results for the top 2,500 most highly paid CEOs globally) only sum to 2,411. These “missing” CEOs are still included in the global 
rankings, however. Standard errors in parenthesis. 
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Figure 7.1 provides a visual breakdown of the results for Australia and the US for the 

larger sample tabulated in Panel B. of Table 7.4. The Australian figures in particular show the 

vastly superior fit of the regression line in the global rank model. The superiority of the US 

model is less obvious, although still apparent on close inspection. As noted in Gabaix and 

Landier (2008) and elsewhere, the power law behaviour of a distribution breaks down as you 

move away from the extremes, which appears to explain the relatively poor visual fit of the 

large US sample (in both the local and global models). The important point is that even for the 

US the Global model is clearly superior according to the Vuong and Clarke test statistics, and 

still has a superior fit when visually examining the graphs in Figure 7.1. Canada (not depicted 

in Figure 7.1) also showed a similarly strong visual linearization in the global model. 

 

Figure 7.1 CEO Local and Global Rankings, Australia and the USA (2017) 

y-axis: log pay, x-axis: log rank 

A. Australia, N = 213 
i. Local Rank ii. Global Rank 
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B. USA, N = 3009 
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Notes: Say xir is the total per annum remuneration for CEO i of region r, measured in USD. For each 
region r, the CEOs are ranked in terms of their pay, such that for a given region r x1r > x2r > … > xnr. 
The global rank refers to the global ranking of all i CEOs in region all regions (that is, the global set of 
all region sets). The Lir is the rank of the same CEO within region r only. The sample is from the highest 
5,0000 paid CEOs in the world according to the Capital IQ database. The superior linear fit of the global 
model indicates that the global power law distribution better explains that country’s CEO pay than a 
local power law distribution of CEO pay. 
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7.4 Returns to Scale and Executive Remuneration 

While preliminary distributional tests appear to support the case for the global 

integration of the Australian CEO market, the fact that Australian CEOs appear to be paid 

substantially less than CEOs of comparably-sized US firms (Gow and Kouvarakis, 2018b) 

might suggest a degree of segmentation from world markets. More generally, the issue of pay-

to-scale elasticity has been a constant theme of much executive remuneration research, and its 

exploration here is important in drawing a more complete picture of the global CEO market: is 

there much global consistency in the pay-to-scale relationship? This section also explores the 

related question of what, exactly, should constitute the appropriate measure of a firm’s scale 

when discussing CEO pay. While this issue has already received some attention in the literature 

(Tosi et al., 2000), for the most part it remains unaddressed, particularly in the context of global 

executive remuneration research. Also considered are potential nonlinearities in returns to 

scale, as well as the way that the pay elasticity might change across the pay quantile. While 

previous research has identified approximately constant returns to scale in the US market’s 

largest 500 firms (Gabaix and Landier, 2008), little research has been conducted for other 

countries. 

Table 7.5 (next page) considers the pay-to-scale elasticity of different metrics of firm 

scale for the regions Australia, Canada, China, EU, Japan and USA.40 Panels A and B consider 

the returns-to-scale for CEO pay when firm market capitalisation is the scale factor, with Panel 

B incorporating a quadratic component to control for nonlinearities in the elasticity. When 

using market capitalisation as the scale factor, Australia and Japan appear to be the only 

countries that display significant non-linear behaviour, however the incorporation of a 

quadratic component in the Japanese regression causes the linear coefficient to become 

negative! More generally, the R2 values for Japan across all of Table 7.5 are so low that the 

country appears to function very differently from the rest of the world when it comes to the 

 

 
40 Unfortunately matching issues between the Capital IQ and Bloomberg databases prevented a consideration of 
India in this analysis. 
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Table 7.5 Returns to Scale, By Region 

Log CEO Pay = α + β (Log Scale ) + γ (Log Scale ) + ε   

  α β (×100) γ (×100) R2 (%) 
 Panel A. Linear Regression, Scale = Market Capitalisation 
Australia -2.73 (0.08) 34.51 (1.33)   45.26 
Canada -2.84 (0.13) 33.49 (2.07)   25.36 
China -2.59 (0.12) 19.61 (1.84)   6.30 
EU -2.73 (0.07) 33.85 (1.05)   30.44 
Japan 0.08 (0.26) 1.64 (3.03)   0.13 
USA -3.13 (0.09) 49.05 (1.16)   31.51 

 Panel B. Quadratic Regression, Scale = Market Capitalisation 
Australia -2.40 (0.16) 21.06 (5.70) 1.17 (0.48) 45.66 
Canada -2.61 (0.27) 24.79 (9.32) 0.73 (0.76) 25.45 
China -2.67 (0.32) 22.16 (10.21) -0.19 (0.76) 6.31 
EU -2.75 (0.17) 34.73 (5.20) -0.07 (0.38) 30.44 
Japan 2.42 (0.99) -59.26 (24.99) 3.78 (1.54) 2.70 
USA -2.86 (0.22) 40.64 (6.22) 0.59 (0.43) 31.55 

 Panel C. Linear Regression, Scale = Market Value 
Australia -2.83 (0.08) 33.31 (1.29)   44.90 
Canada -3.05 (0.14) 33.39 (1.99)   26.78 
China -2.61 (0.12) 17.73 (1.65)   6.42 
EU -2.73 (0.08) 30.41 (1.00)   28.23 
Japan 0.02 (0.25) 2.13 (2.62)   0.29 
USA -3.37 (0.10) 47.31 (1.20)   28.68 

 Panel D. Quadratic Regression, Scale = Market Value 
Australia -2.91 (0.17) 36.19 (5.39) -0.22 (0.40) 44.92 
Canada -3.11 (0.30) 35.40 (8.95) -0.15 (0.63) 26.78 
China -3.27 (0.31) 37.17 (8.61) -1.30 (0.57) 6.71 
EU -3.30 (0.19) 46.49 (4.84) -1.03 (0.30) 28.57 
Japan 1.07 (0.81) -21.37 (17.52) 1.27 (0.93) 1.09 
USA -2.87 (0.26) 33.59 (6.65) 0.88 (0.42) 28.76 

 Panel E. Linear Regression, Scale = Sales 
Australia -1.89 (0.06) 23.03 (1.06)   36.68 
Canada -2.22 (0.10) 26.87 (1.74)   23.60 
China -2.32 (0.09) 16.90 (1.58)   6.32 
EU -2.16 (0.06) 27.72 (0.94)   26.66 
Japan -0.04 (0.25) 3.13 (2.92)   0.50 
USA -2.16 (0.08) 39.26 (1.10)   24.68 

 Panel F. Quadratic Regression, Scale = Sales 
Australia -1.90 (0.05) 13.99 (1.71) 1.45 (0.22) 39.96 
Canada -2.02 (0.11) 10.41 (4.13) 1.90 (0.43) 25.47 
China -2.63 (0.16) 29.95 (5.92) -1.18 (0.52) 6.61 
EU -1.85 (0.08) 13.33 (2.53) 1.30 (0.21) 27.81 
Japan 1.16 (0.83) -28.35 (20.88) 1.96 (1.29) 1.50 
USA -1.51 (0.11) 12.43 (3.47) 2.31 (0.28) 25.94 

Notes: Currency in USD $m. Observation counts for all regressions: Australia = 817, 
Canada = 773, China = 1693, Europe = 2373, Japan = 231, USA = 3894. Regressions 
estimated via OLS. Standard errors in parenthesis. 
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dynamics between CEO pay and scale.41 While Australia’s quadratic component is statistically 

significant in its own right, its incorporation does little to boost the explanatory power of the 

model of the whole, with the R2 improving only 0.4 percent (a negligible amount) when moving 

between panels A and B. Looking solely at Panel A (the linear case of market capitalisation as 

the scale factor), we see that US CEOs appear to be being paid almost 50% more for a firm that 

is twice the size (ie. when firm size increases by 100%). Compare this to Australia, where the 

increase in CEO pay is closer to a third when firm size doubles (that is, a 100% increase in firm 

size leads to an increase in pay of 34.51%.) The elasticities for Canada and the EU are similar 

to those of Australia, with China showing weaker returns-to-scale for CEO pay. 

Panels C and D repeat the linear/quadratic arrangement of panels A and B, however 

they replace market capitalisation with total market value (market capitalisation plus market 

debt). This metric is used to match up with the scale factor used in Gabaix and Landier (2008), 

although it does not substantially differ from the simple market cap scale factors used in Panels 

A and B (which are popular in the rest of the literature). Finally panels E and F use total sales 

revenue as the scale factor, another popular scale metric in the literature. Here, returns to scale 

are slightly lower than relative to market capitalisation, however the R2 are also generally 

somewhat lower, suggesting that sales is less useful as a scale metric when explaining CEO 

pay. Nonetheless, the fact that all three scale factors tell an approximately similar story is 

somewhat reassuring, given that they are used more or less interchangeably (but are rarely 

compared) in the literature. 

At any rate, the finding in Panel A of Table 7.5 (previous page) that the US exhibits 

substantially higher returns-to-scale perhaps sits at odds with the notion that was developed in 

the previous section of this  chapter, namely that the US is a member of an integrated global 

CEO market (this finding is certainly consistent with the CEO pay literature, however (Ang 

and Constand, 1997; Cheffins, 2003; Conyon and Murphy, 2000; Oxelheim and Randøy, 

 
41 This anomaly with the Japanese sample is very strange, however I have investigated it thoroughly and am unable 
to explain it. It is not the result of data matching issues as it holds true even when using a sample that is drawn 
entirely from Capital IQ (using Capital IQ for both market capitalisation and CEO pay). Similarly it is not a 
currency issue as the Capital IQ database is very clear that both CEO pay and firm size are in USD for all countries. 
There are four outlier Japanese companies with extremely low CEO pay, however removing these outliers does 
not substantially change the overall regression. Looking to the literature, other papers report insignificant results 
for the relationship between scale and pay in the Japanese market (e.g. Table 8 of Ang and Constand (1997). The 
fact that there is much research on pay/performance sensitivity in the Japanese market but little related to scale 
may have something to do with this. Finally, while the Japanese market is notoriously characterised by a high 
ratio of bonuses to base pay, this should not be clouding this analysis as CEO pay is represented by Capital IQ’s 
“Total Compensation” variable, which includes bonuses and options. 
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2005)). This issue is explored in greater depth in the next section of this chapter, when micro-

level firm data are used to explain the ratio of CEO pay to firm market capitalisation. 

One additional explanation for the findings of Table 7.5 might be the fact that US firms 

are typically much larger than firms elsewhere in the world. This may distort the extent to 

which the regressions are truly comparing “like-for-like” across the relative markets. The 

quantile regression depicted in Table 7.6 (next page) controls for this problem by (1) 

incorporating all regions into a single regression and (2) using quantile process analysis to 

isolate cross-country comparisons to CEOs of similar pay levels. Market capitalisation is used 

as the scale factor in Table 7.6, although the results in Table 7.5 suggest that other scale factors 

would likely yield similar results. The base in Table 7.6 is CEO pay in the US, with other 

regions’ pay deviating from this base. 

The three models illustrated in Table 7.6 are each estimated three times, at 0.25, 0.5, 

and 0.75 of the log pay quantile. For all three models, it is interesting to note that the R2 values 

decline with the CEO pay quantile, suggesting that the relationship between CEO pay and scale 

becomes noisier as CEOs are paid more cheaply. The first of the three models employ per-

country dummies (with the US as the base) alongside a global (common) intercept and log 

market cap variables. Australia, the EU and Japan all show larger discounts as the quantiles 

increase, suggesting that the deviation from the US market increases as CEO pay quantile 

increases – that is, they become less like the US market at the wealthier end of the CEO pay 

scale, which is a finding that in some respects accords with Gow and Kouvarakis (2018b). The 

Canadian market operates at a more persistent discount to the US market. Curiously, the 

Chinese discount to the US market appears to decline as the CEO pay quantile increases, to the 

point where the most highly paid Chinese CEOs appear to be paid in line with the most highly 

paid Japanese CEOs, controlling for firm scale. That being said, the Chinese market overall 

functions at a generally steeper discount than all the other regions. 

The second and third models of Table 7.6 consider the global relationship between scale 

and pay, with the third model also allowing for per-country intercept deviations. In both cases, 

we see that Australia’s pay elasticity deviates more from America’s at higher degrees of CEO 

pay, reinforcing the notion that differences between the two countries increase at higher ends 

of the CEO pay spectrum. The stories are similar for the EU and Japan. Canadian CEOs appear 

to be paid at a 16% scale discount to their American colleagues across the CEO pay quantile. 

Once again, the Chinese market appears to be something of an outlier. 

 



 

 

Table 7.6 Returns to Scale Quantile Regressions 

log pay = α + β log cap + ∑ α 𝟏{𝐫 𝐣} + ∑ β 𝟏{𝐫 𝐣} log cap + ε   

    Country Dummies   Country Dummies × Log(MCap)   Combined 
    0.25 Quantile Median 0.75 Quantile   0.25 Quantile Median 0.75 Quantile   0.25 Quantile Median 0.75 Quantile 
C  -2.54 (0.07) -2.17 (0.04) -1.62 (0.05)  -3.07 (0.06) -2.65 (0.03) -2.26 (0.03)  -3.40 (0.12) -2.97 (0.06) -2.63 (0.06) 
Log(MCap) 0.33 (0.01) 0.38 (0.01) 0.40 (0.01)  0.41 (0.01) 0.46 (0.01) 0.49 (0.00)  0.46 (0.02) 0.50 (0.01) 0.54 (0.01) 
Country Dummy 
(USA = Base)                     
 Australia -0.45 (0.06) -0.59 (0.03) -0.85 (0.04)         0.33 (0.20) 0.50 (0.10) 0.44 (0.09) 

 Canada -0.75 (0.10) -0.64 (0.04) -0.81 (0.04)         0.26 (0.24) 0.37 (0.11) 0.32 (0.10) 

 China -1.62 (0.06) -1.40 (0.04) -1.16 (0.05)         0.85 (0.19) 0.64 (0.16) 0.53 (0.13) 

 EU -0.46 (0.05) -0.63 (0.03) -0.89 (0.03)         0.28 (0.16) 0.45 (0.08) 0.51 (0.08) 

 Japan -0.52 (0.07) -0.92 (0.07) -1.13 (0.07)         3.33 (0.18) 3.05 (0.15) 2.71 (0.21) 
Country × 𝑙𝑜𝑔 𝑐𝑎𝑝  
(USA = Base)                     
 Australia        -0.07 (0.01) -0.10 (0.01) -0.14 (0.01)  -0.11 (0.03) -0.17 (0.02) -0.19 (0.01) 

 Canada        -0.12 (0.02) -0.10 (0.01) -0.12 (0.01)  -0.16 (0.05) -0.16 (0.02) -0.16 (0.02) 

 China        -0.28 (0.01) -0.24 (0.01) -0.19 (0.01)  -0.40 (0.03) -0.34 (0.03) -0.27 (0.02) 

 EU        -0.07 (0.01) -0.10 (0.00) -0.13 (0.00)  -0.11 (0.02) -0.16 (0.01) -0.20 (0.01) 

 Japan        -0.09 (0.01) -0.14 (0.01) -0.16 (0.01)  -0.45 (0.02) -0.49 (0.02) -0.49 (0.03) 

                      
  R2 (%) 15.87   27.84   34.33     17.07   29.32   36.03     17.56   29.88   36.62   

Notes: Table depicts three nine regressions, with three different quantile regressions of three different models. The first model allows for per-country intercept deviations from the base 
of the USA, the second regression allows for slope deviations (on log of market capitalisation) from the base of the USA and the third model combines the variables from the first two 
models. Each model is regressed three times, at 0.25 quantile, 0.5 quantile and 0.75 quantile. Currency in USD $m. Standard errors in parenthesis. Tau bandwidth set using Hall-Sheather 
method. 
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Broadly speaking, the quantile regressions are important in showing that for Australia, 

Japan and the EU, the deviations from the American CEO markets decline when we observe 

away from the super highly remunerated end of the spectrum. However, deviations are still 

persistent and significant in lower pay quantiles. In order to harmonise the seeming conflict 

between Sections 3 and 4 of this chapter, we turn to a more thorough micro-level examination 

of the determinants of CEO pay, focusing on Australia and the US for reasons of brevity. 

7.5 The Firm-Specific Determinants of CEO Pay 

Multivariate regressions for Australia and the USA are tabulated in panels A and B of 

Table 7.7 (next two pages). The dependent variable is a CEO’s pay divided by their firm’s 

market capitalisation. Clearly, this shifting of moving market capitalisation to the LHS is 

equivalent to leaving it on the RHS while setting the coefficient to unity. While the previous 

section showed that this coefficient is likely far from unity, this approach allows for the 

investigation of deviations from the simple pay-to-scale ratio in the manner of Gow and 

Kouvarakis (2018b). Note that while the high degree of multicollinearity between many of the 

variables distorts the interpretation of individual coefficients, the goodness-of-fit of each model 

remains readily interpretable; thus by comparing the different models’ R2 values it is possible 

to identify which category of factors most explains variation in the ratio of pay-to-scale, and 

how the degree of variation explained by this category differs across countries. The four 

categories under consideration include accounting scale, CEO power, performance, and ratios. 

A final pair of regression specification incorporates all categories simultaneously, with one of 

these final pair of regressions also incorporating GICS sector dummies. 

 First of all, it is interesting to note the generally much higher R2 values for Australia 

(Panel A) versus the US (Panel B). It is possible that this is the result of the larger US sample, 

which spans a greater range of market capitalisation than the Australian one (refer back to 

panels B and C of Table 7.2). In spite of the large differences in R2 between countries, what is 

interesting is the similarities in the relative magnitudes of R2 for the four different category 

models: in both Australia and the US, CEO power explains by far the greatest proportion of 

variation in the ratio of CEO pay to market capitalisation. According to the marginal revenue 

product theory of CEO wages, if a CEO has more power, then their ability to marginally 

improve the value of a firm is greater, hence it is worth attracting relatively more talented CEOs 

(via higher remuneration) to such positions than it is when compared to less powerful CEO 

positions (Thomas, 2004). While the marginal productivity narrative provides an optimistic  



 

 

Table 7.7 Pay / Size Ratio, Australia vs. USA 

Dependent Variable = log
 

 

    Scale   CEO Power   Performance   Ratios   All, no GICS   All, with GICS 

  Panel A. Australia (N = 108) 

 Intercept -7.00 (0.14)  -9.86 (0.92)  -7.25 (0.14)  -7.61 (0.31)  -6.78 (1.11)  -7.06 (1.23) 
Accounting Scale (×10,000)                  
 Total Assets (Book) -0.93 (0.41)           -0.63 (0.36)  -0.60 (0.49) 
 EBIT 2.54 (2.89)           1.64 (2.51)  1.86 (3.15) 
 Sales Revenue -0.18 (0.21)           -0.14 (0.19)  -0.19 (0.22) 

CEO Power                  
 % Non-Independ. Directors    1.28 (0.71)        0.16 (0.71)  -0.04 (0.75) 
 Board Size(-1)    13.03 (2.12)        10.76 (2.36)  11.57 (2.81) 
 CEO Tenure    -0.02 (0.02)        0.00 (0.02)  0.00 (0.02) 
 CEO Age    -0.01 (0.02)        -0.04 (0.02)  -0.03 (0.02) 
 12 Month MCap Volatility    2.02 (0.57)        1.01 (0.58)  1.24 (0.66) 
 Duality    0.58 (0.23)        0.56 (0.22)  0.56 (0.23) 

Performance (×100)                  
 EPS Growth        -0.08 (0.07)     0.08 (0.07)  0.08 (0.07) 
 Sales Growth        0.23 (0.57)     -1.18 (0.50)  -1.09 (0.55) 
 Return on Common Equity       -5.68 (1.62)     -3.61 (1.60)  -3.76 (1.75) 
 Return on Asset        8.18 (3.44)     3.32 (3.28)  3.37 (3.52) 

Accounting (Book) Ratios                  
 Debt / Equity (×1,000)          0.97 (0.95)  0.93 (0.77)  0.64 (0.84) 
 Current Asset / Asset (×10)          3.42 (7.39)  -3.27 (5.91)  -5.20 (7.07) 

R2 and GICS Dummies                  
 GICS Sector Dummies Excluded  Excluded  Excluded  Excluded  Excluded  Included 
  R2 (%) 26.28     46.43     24.97     1.01     62.79     64.46   

Continued on next page



 

 

Table 7.7 Pay / Size Ratio, Australia vs. USA (continued) 

Dependent Variable = log
 

 

    Scale   CEO Power   Performance   Ratios   All, no GICS   All, with GICS 

  Panel B. USA (N = 2,141) 

 Intercept -6.73 (0.04)  -10.07 (0.32)  -6.93 (0.04)  -7.65 (0.09)  -9.95 (0.33)  -10.03 (0.32) 
Accounting Scale (×10,000)                  
 Total Assets (Book) -0.10 (0.02)           -0.09 (0.02)  -0.10 (0.02) 

 EBIT -0.47 (0.25)           -0.25 (0.23)  -0.21 (0.23) 
 Sales Revenue -0.10 (0.03)           -0.07 (0.03)  -0.06 (0.03) 

CEO Power                  
 % Non-Independ. Directors    0.20 (0.32)        0.13 (0.30)  -0.14 (0.31) 

 Board Size(-1)    19.38 (1.10)        14.37 (1.14)  14.67 (1.14) 
 CEO Tenure    0.01 (0.01)        0.01 (0.01)  0.01 (0.01) 
 CEO Age    0.00 (0.01)        0.01 (0.01)  0.01 (0.01) 
 12 Month Mcap Volatility    0.06 (0.06)        -0.05 (0.06)  -0.05 (0.06) 
 Duality    0.98 (0.08)        1.01 (0.07)  1.03 (0.07) 

Performance (×100)                  
 EPS Growth       0.00 (0.01)     0.00 (0.01)  0.00 (0.01) 

 Sales Growth       0.00 (0.00)     0.00 (0.00)  0.00 (0.00) 
 Return on Common Equity       -0.03 (0.05)     0.01 (0.04)  0.01 (0.04) 
 Return on Asset       -1.58 (0.22)     -0.81 (0.21)  -0.95 (0.21) 

Accounting (Book) Ratios                   
 Debt / Equity (×1,000)          0.32 (0.15)  0.51 (0.14)  0.49 (0.14) 

 Current Asset / Asset (×10)          15.53 (1.60)  5.34 (1.56)  4.84 (1.70) 
R2 and GICS Dummies                  
 GICS Sector Dummies Excluded  Excluded  Excluded  Excluded  Excluded  Included 
  R2 (%) 9.61     20.21     3.99     4.24     27.56     28.99   
Notes: 2017 data. CEO pay data from Capital IQ, all other data from Bloomberg. All dollar values in USD $m. GICS sector coefficients (in final model 
specification) are restricted to sum to zero such that the intercept does not reflect any specific base. Regressions estimated via least squares. Inverse of board size 
used rather than log as it yielded a better fit. Duality means the CEO also serves on the company’s board. Standard errors in parenthesis.  

  



189 
 

 
 

 

explanation for the strong relationship between CEO power and pay, it is also possible that this 

relationship might be the result of the “skimming” narrative, in which the CEO essentially uses 

his management influence to boost his own pay (Bebchuk and Fried, 2003; Bertrand and 

Mullainathan, 2001; Kuhnen and Zwiebel, 2008; Yermack, 1997). In particular, the highly 

significant “duality” coefficient might support this narrative, given the important role boards 

typically play in executive remuneration (duality meaning the CEO also sits on the board). Of 

course, the fact that the dual role of chairman and CEO necessarily entails more work than 

either of these positions on their own might in turn imply an expectation of higher 

remuneration. In both Australia and the US, independent directors and larger boards are 

associated with a lower pay/scale ratio, however once again these variables are associated with 

both the control of the firm and the ability to directly influence remuneration.42 Market cap 

volatility, regarded by some in the literature as a sign of a CEO’s ability to determine the 

direction of their firm (Adams, Almeida and Ferreira, 2005; Finkelstein, 1992; Koo, 2015; Sah 

and Stiglitz, 1986) is highly significant in Australia but insignificant in the US. This variable 

was potentially useful in that it relates far more to marginal revenue product theory than to 

board capture theory, although it does not appear to tell a clear story in these regressions. 

 The fact that in both Australia and the US the accounting scale variables tend to have a 

negative influence on the pay/capitalisation ratio seems suggests that a CEO will be more 

highly remunerated for firms with higher market-to-book ratios. One possible explanation for 

this finding is that well-managed firms (helmed by relatively more well-remunerated CEOs) 

have higher market-to-book ratios because their competence attaches a premium to the market 

valuation. This accords, approximately, with the typical Fama-French narrative of firms with 

low market-to-book ratios potentially being riskier (having higher default risk etc.). On this 

account, the discount to their book value reflects higher risk, and therefore, presumably, worse 

management. 

As far as performance goes, the return on asset value is significantly negative for both 

Australia and the US. This negative value reflects the fact that, as shown in the previous section 

of this  chapter, a CEO’s pay changes at a lower rate than the change in market capitalisation 

(that is, the pay/scale elasticity is sub-unity). Therefore, a CEO who succeeds in encouraging 

 
42 Note that the inverse of board size is used to reflect the diminishing marginal importance of an additional board 
member. The inverse is used rather than the log as it yielded a higher R2. 
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positive firm growth will actually reduce their own pay/market capitalisation ratio, while still 

boosting the value of their firm. In this sense, CEOs appear to be earning their pay.43 

The fourth model regresses the ratio against two accounting ratios, which are both 

insignificant for Australia. The Australian R2 for this model is also very low, at 1.02%. Both 

variables are significant in the US regression, possibly because of the larger sample size; it 

appears that the CEO remuneration increases with the debt equity ratio, and also with the ratio 

of current assets (assets set to be liquidated in the coming year) to total assets. One intriguing 

possibility for the significance of the debt variable is that it is related to the increased CEO 

power that arises from leveraged buyouts; as noted by Murphy (p. 2534, 1999), “management-

led leveraged buyouts, in which existing managers buy the company from shareholders using 

debt and proceeds from selling their old shares, are an example of how managers can 

substantially increase percentage ownership while holding dollar ownership constant.” 

Alternatively, debt may either substitute as a monitoring device that demands relatively more 

disciplined (and presumably more highly remunerated) CEOs, or indicate a need for increased 

CEO monitoring as their poor management erodes equity (Brick, Palmon and Wald, 2006). On 

this account, the significant positive coefficient suggests that more capable (and well-

remunerated) managers manage debt more successfully. 

Table 7.8 (next page) incorporates all regions into a single regression. Dummies were 

used for every region in the database, although only the dummies for Australia and the US are 

tabulated. The coefficients for the region dummies were restricted to sum to zero; as such, on 

an individual level they each represent a deviation from the mean. As we might expect, we 

once again see that the highest proportion of variance is explained by the CEO power model, 

although this model does the least to mitigate the difference in the pay/scale ratio between the 

US and Australia. Indeed, while the CEO power variables reduce the Australian ratio to the  

 

 

 
43 An OLS estimation of the specification ∆ log Pay / = α + β ∆ log Cap / + +β ∆ log Cap /  
showed significant positive coefficients for both β1 and β2 for the US and for β2 for Australia, suggesting that the 
data satisfies the expectations of a more conventional model of CEO pay/performance. This simple model has 
been in used in Mehrebi et al (2006) and elsewhere. Full regression results below: 

 α β1 β2 R2 (%) N 
Australia 0.11 (0.02) -0.04 (0.03) 0.07 (0.03) 0.7 1196 
USA 0.11 (0.01) 0.19 (0.03) 0.12 (0.03) 1.4 4658 

 



 

 

Table 7.8 Pay / Size Ratio, Global Multivariate Regression 

Dependent Variable = log
 

 

    Scale   CEO Power   Performance   Ratios   All, no GICS   All, with GICS 

Intercept and Dummies                  
 Intercept -7.68 (0.047)  -10.93 (0.257)  -7.83 (0.048)  -8.50 (0.072)  -10.60 (0.250)  -10.56 (0.250) 
 Australia Deviation 0.385 (0.139)  -0.123 (0.139)  0.474 (0.145)  0.592 (0.145)  -0.016 (0.132)  -0.027 (0.132) 
 USA Deviation 0.963 (0.054)  1.044 (0.065)  0.895 (0.057)  0.914 (0.057)  0.854 (0.062)  0.834 (0.062) 

Accounting Scale (×10,000)                  
 Total Assets (Book) -0.039 (0.012)           -0.036 (0.011)  -0.037 (0.011) 
 EBIT -1.272 (0.192)           -0.937 (0.176)  -0.888 (0.177) 
 Sales Revenue -0.115 (0.024)           -0.090 (0.022)  -0.093 (0.022) 

CEO Power                  
 % Independent Directors    0.644 (0.197)        0.235 (0.188)  0.054 (0.190) 
 Board Size    17.295 (0.790)        12.421 (0.794)  12.356 (0.797) 
 CEO Tenure    0.009 (0.005)        0.008 (0.004)  0.008 (0.004) 
 CEO Age    0.003 (0.004)        0.008 (0.004)  0.009 (0.004) 
 12 Month Mcap Volatility    0.015 (0.034)        -0.028 (0.032)  -0.021 (0.032) 
 Duality    0.827 (0.058)        0.871 (0.055)  0.881 (0.054) 

Performance (×100)                  
 EPS Growth       -0.003 (0.005)     -0.003 (0.004)  -0.003 (0.004) 
 Sales Growth       0.000 (0.004)     -0.002 (0.003)  -0.002 (0.003) 
 Return on Common Equity       -0.035 (0.046)     0.025 (0.040)  0.022 (0.040) 
 Return on Asset       -1.788 (0.199)     -1.066 (0.181)  -1.258 (0.186) 

Accounting Ratios (Book)                  
 Debt / Equity (×1,000)          0.401 (0.124)  0.582 (0.110)  0.560 (0.110) 
 Current Assets / Assets (×10)          13.898 (1.262)  6.057 (1.170)  6.035 (1.274) 

R2 and Controls                  
 Other Country Dummies Included  Included  Included  Included  Included  Included 

 GICS Sector Dummies Excluded  Excluded  Excluded  Excluded  Excluded  Included 
  R2 (%) 21.842     27.374     15.407     15.084     35.513     36.517   
Notes: 2017 data. CEO pay data from Capital IQ, all other data from Bloomberg. N = 3501 all regressions, with 108 observations for Australia and 2,141 for the USA, with other regions making 
up the remainder of the sample. Other regions are Europe, Japan, China, and Canada. All dollar values in USD $m. GICS sector and country coefficient groups are restricted to sum to zero such 
that the intercept does not reflect any specific base. Inverse of board size used rather than log as it yielded a better fit. Duality means the CEO also serves on the company’s board. Regressions 
estimated via least squares. Standard errors in parenthesis.  
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point where it is insignificantly different from the mean, in the US the deviation is the highest 

for any of the four models. Rather, it is firm performance metrics that appear to contribute the 

most to mitigating the apparent overpay of the typical US CEO. This may reflect the far higher 

proportion of incentive-based remuneration that US CEOs are subjected to. 

The model specifications depicted in Table 7.8 (previous page) are limited in that they 

restrict the variable coefficients such that they are the same across countries, with only the 

intercept deviation coefficients allowing for variation across countries. For instance, referring 

to the CEO Power Model, the US pay premium for duality is restricted to being the same as for 

all other countries; thus the model accommodates for the fact that the US market is 

characterised by a higher rate of duality than other markets, but it does not allow for the 

possibility that the duality premium itself might be different for the US. The regressions in 

Table 7.9 (next page) extend the analysis by permitting not only an intercept deviation for the 

US but also for the slope coefficients themselves to differ for the US (that is, the variables are 

interacted with the US dummy, so as to provide deviation coefficients). We see that the CEO 

Power model is the only model in which the US intercept deviation intercept is insignificant 

(note that as we saw in Table 7.8, all regions in Table 7.9 have dummies whose coefficients 

are restricted to sum to unity; only the US dummy is tabulated, however). The individual 

coefficients are telling: in the US, independent directors (associated with higher monitoring 

and harsher remuneration conditions) have less of an impact than in the rest of the world, 

suggesting that the power of independent directors to curtail excessive remuneration is lower 

than in the rest of the world. Smaller boards (implying reduced monitoring) are even more 

lucrative to US CEOs than elsewhere. Age and tenure make little difference, and the volatility 

coefficient is also insignificant, although larger. Finally, the US scale-adjusted premium to 

duality is almost twice as large as it is in the rest of the world. 

7.6. The National and Industry-Wide Determinants of CEO Pay 

 The previous section considered global differences in the way that firm-specific factors 

dictate the level of executive remuneration. This section moves on to examine the global 

influence of national and sectoral factors on CEO pay. Variables considered include language, 

population, ease-of-doing-business and some extensive analysis of different permutations of 

the Herfindahl-Hirschman index (HH index) across different countries and sectors. 

Table 7.1 in the data section provided information on countries’ populations and ease-

of-doing-business index values. Gabaix and Landier (2008) regard population as a potential  
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Table 7.9 Explaining the US CEO Premium 

Dependent variable = Log (Pay / Market Capitalisation) 

    Global   USA Deviation 

 
Panel A. Book Assets Model (R2 = 23.87%) 

 Intercept 6.151 (0.053)  0.885 (0.058) 

Coefficients (×10,000)      

 Total Assets (Book) -0.007 (0.014)  -0.091 (0.027) 
 EBIT -3.510 (0.416)  3.070 (0.477) 
 Sales Revenue -0.025 (0.038)  -0.084 (0.050) 

 
Panel B. CEO Power Model (R2 = 28.82%) 

 Intercept 3.041 (0.351)  0.659 (0.435) 

Coefficients      

 % Non-Independent Directors 0.839 (0.266)  -0.722 (0.408) 
 Board Size(-1) 14.584 (1.230)  4.765 (1.628) 
 CEO Tenure 0.004 (0.007)  0.006 (0.009) 
 CEO Age 0.005 (0.006)  -0.004 (0.008) 
 12 Month Mcap Volatility -0.001 (0.040)  0.061 (0.074) 
 Duality 0.573 (0.092)  0.418 (0.118) 

 
Panel C. Performance Model (R2 = 17.56%) 

 Intercept 6.024 (0.056)  0.786 (0.062) 

Coefficients (×100)      

 EPS Growth -0.002 (0.011)  0.000 (0.012) 
 Sales Growth -0.150 (0.074)  0.151 (0.074) 
 Return on Common Equity -0.874 (0.362)  0.845 (0.364) 
 Return on Asset -1.890 (0.853)  0.131 (0.882) 
 

Panel D. Ratios Model (R2 = 16.14%) 
 Intercept 5.359 (0.095)  0.763 (0.115) 

Coefficients (Book)      

 Debt / Equity (×1,000) 0.640 (0.238)  -0.304 (0.280) 

  Current Assets / Assets (×10) 10.294 (2.313)   5.435 (2.745) 

Notes: 2017 data. GICS sector dummies and other region dummies included for all 
regressions. Other regions are Europe, Japan, China, Australia and Canada. Region 
dummy coefficients forced to sum to unity, so that there is no base country. N = 3,501 
all regressions, with 2,141 observations for theUS. These regressions allow for the 
regressors’ slope coefficients to differ for the US (that is, the independent variables 
are interacted with the US dummy, so as to provide deviation coefficients in the 
rightmost column). Inverse of board size used rather than log as it yielded a better fit. 
Duality means the CEO also serves on the company’s board. Regressions estimated 
via least squares. Standard errors in parenthesis.
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determinant of CEO pay, providing that countries’ markets for executive markets are 

segmented. Essentially, a larger population increases the pool of talent that a country has to 

draw on. Meanwhile, the index values, taken from the World Bank’s 2018 Ease of Doing 

Business report44, proxies for a country’s amenability to business and capitalism. As far as this 

author can deduce, the use of the index has little precedence in the literature, although this is 

perhaps not surprising given that truly global, mutli-country comparisons of CEO pay are 

themselves somewhat scarce on the ground. The use of this index does have a corollary in 

Gabaix and Landier’s (2008)  paper, in their use of a “social norm” variable based on a global 

survey question that assessed citizens’ willingness to see larger income differences as an 

incentive for increased productivity. Finally, the six countries in which a majority of the 

citizens have English as a first language – the US, the UK, the Republic of Ireland, Australia, 

Canada, and New Zealand – are also given a dummy variable. This was motivated by the fact 

that the regions that scored as most integrated (on the basis of the Clarke and Vuong statistics) 

in Section 7.3 were all English-speaking majority countries. 

Table 7.10 (next page) provides a comparison of HH-index scores, where lower index 

scores indicate a more competitive (less concentrated) market. The indexes were calculated 

using the Bloomberg data described in Section 7.2 of this chapter, incorporating all securities 

with all available information. Of some interest in this table is the use of four different metrics 

– market cap, market value (i.e. market equity plus market debt), book value and sales revenue 

– to calculate the HH-indexes. In each case, and in keeping with convention, the 50 largest 

firms by each metric were used to calculate the indexes. 

With regards to the results, Panel A. of Table 7.10 focusses on the different GICs 

sectors, with no attempt to control for country of origin. Conversely, Panel B. compares the 

different methods across countries, this time making no controls for sectoral differences across 

countries. It is interesting to note that the different metrics (market cap, sales etc) yield some 

surprisingly different rankings of market concentration, although the USA is consistently 

ranked as the most or second-most competitive country. Given the typically higher pay 

afforded to USA CEOs, it appears that greater firm competitiveness contributes to greater 

competitiveness in the labour market, with firms forced to pay more to attract the very top 

talent

 
44 The 2018 index was compiled using predominantly 2017 data. The index itself agglomerates values from ten 
sub-indices, each of which in turn reflects such factors as dealing with construction permits, establishing a 
satisfactory supply of electricity, and getting credit. 



 
 

 

Table 7.10 Global Herfindahl-Hirschman Index 

N = 10,160 for both panels 

 

  HH-Index in terms of 

 Market Cap  Market Value  Book Value  Sales 

  % Rank   % Rank   % Rank   % Rank 

 Panel A. GICS Sector 
Information Technology 4.46 3  4.32 5  4.57 2  5.79 1 
Consumer Discretionary 3.35 5  3.33 7  3.00 9  5.73 2 
Energy 3.20 6  3.16 8  3.43 6  5.27 3 
Consumer Staples 5.68 2  5.42 2  4.08 4  4.01 4 
Utilities 5.78 1  4.32 4  4.13 3  3.93 5 
Financials 2.93 8  2.70 11  2.48 11  3.59 6 
Industrials 2.48 10  2.97 9  3.20 7  3.28 7 
Real Estate 2.39 11  2.91 10  3.07 8  3.20 8 
Health Care 3.97 4  3.35 6  4.07 5  3.18 9 
Communication Services 2.62 9  4.90 3  7.55 1  2.49 10 
Materials 3.04 7  15.07 1  2.57 10  2.48 11 

 Panel B. Countries 
China 4.91 1  7.10 4  7.49 3  3.89 1 
Japan 2.82 4  9.66 2  10.05 1  3.39 2 
Australia 4.09 2  7.59 3  8.57 2  3.35 3 
EU 2.36 6  27.91 1  3.11 6  2.88 4 

USA 2.67 5  3.46 6  4.14 5  2.74 5 
Canada 2.92 3   6.16 5   6.70 4   2.53 6 
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Table 7.11 (next page) extends the HH-index analysis to examine each industry in each 

country. Where possible, only the largest 50 firms were used to calculate the index values, 

however when fewer than 50 firms exist in a country’s sector then all available firms are used 

(see Table 7.3 for a two-dimensional “by country, by sector” sample count of firms). 

Interestingly, Table 7.11’s two-dimensional country-by-sector disaggregation somewhat 

reduces the differences between the four metrics (market cap, sales etc) in calculating the HH-

indexes when compared to the calculations in Table 7.10, although differences remain. Some 

values are likely distorted by sample counts that are below the HH index’s standard value of 

50 (this is particularly true of most of the industries in Japan). Once again, the USA stands out 

as being generally more competitive than its global peers – something which in turn may 

contribute to the greater labour market competition that drives its higher CEO pay. 

 Table 7.12 (page after next) runs OLS regressions of this section’s variables against 

three different dependent variables: log market capitalisation, log pay (with controls for market 

capitalisation among the independent variables), and, finally, the log (Pay/MCap) ratio used in 

Section 7.5 of this  chapter. With respect to the independent variables, and in keeping with HH-

index conventions, the HH-indexes calculated using annual sales revenue are used in this 

section.  

Looking first at Table 7.12’s regressions with market cap as a dependent variable, we 

see that in the first regression all three permutations of HH indexes (calculated solely by 

country, calculated solely by industry, and then with “two dimensional” industry-by-country 

calculations) yield significantly negative coefficients. Thus, there appears to be strong evidence 

that more competition (i.e. less market concentration) is associated with larger firms. When 

considering the second regression, we see that ease-of-doing-business is negatively associated 

with firm size whereas English is positively associated. Population is insignificant, although 

the sign is wrong (on the basis of the theory outlined by Gabaix and Landier (2008)). The third 

regression combines both the HH and the ease-of-doing-business, population and English 

language variables together, somewhat reducing the significance of the HH index variables. 

The second set of regressions, with log pay as the dependent variable and log market 

cap as a control variable, arguably provide the most relevant set of analyses in this section, 

given that they provide better control for scale than the Log (Pay / MCap) regressions. Here, 

the first regression once again suggests that greater competition is associated with greater pay. 

In the second regression, the coefficient on the easy-of-doing-business index suggests that, in 



 

 

Table 7.11 Domestic Herfindahl-Hirschman Index 

All values as % 

  Australia Canada   China    EU   Japan    USA   Australia Canada   China    EU  Japan   USA 

  Panel A. Market Capitalisation   Panel B. Market Value of Assets 
Communication Services 23.97 16.41 72.03 4.63 30.04 8.16  24.97 15.52 58.03 5.58 47.59 8.48 

Consumer Discretionary 11.07 10.53 3.75 3.59 8.64 6.82  10.78 9.00 3.56 5.59 10.72 5.38 

Consumer Staples 16.50 10.78 6.93 5.33 10.08 4.61  16.28 10.07 5.93 4.41 10.10 4.74 

Energy 11.17 6.69 35.36 17.92 64.04 7.10  11.44 7.54 33.15 17.23 68.78 6.24 

Financials 9.38 7.47 7.20 3.01 10.65 4.92  10.16 8.42 9.11 28.79 16.28 4.85 

Health Care 18.30 9.44 5.73 6.74 7.62 3.48  14.58 8.02 8.32 6.36 7.45 3.18 

Industrials 5.79 10.52 4.94 2.63 4.47 3.33  5.91 8.92 20.70 2.51 5.97 4.26 

Information Technology 9.99 17.71 4.63 6.99 8.94 6.19  10.82 17.46 5.80 5.91 12.69 6.02 

Materials 18.07 3.39 5.05 4.31 12.70 2.97  18.90 3.86 4.35 4.43 10.91 2.77 

Real Estate 8.53 8.21 3.64 3.56 21.42 2.92  8.43 8.62 4.04 3.68 20.12 2.74 

Utilities 21.65 9.31 5.26 4.52 37.61 3.36  19.50 9.35 3.89 6.59 37.36 3.38 

 Panel C. Book Value of Assets  Panel D. Sales 
Communication Services 25.57 14.83 22.35 6.44 52.36 8.97  25.28 14.65 25.94 5.76 35.45 8.19 

Consumer Discretionary 12.22 10.63 3.80 7.73 12.20 6.61  16.54 13.30 3.31 5.97 9.17 4.55 

Consumer Staples 13.18 11.66 4.40 4.39 12.32 4.67  29.41 9.73 7.07 4.12 9.46 9.63 

Energy 11.41 7.42 32.46 18.29 64.33 6.08  15.43 6.57 39.72 23.05 61.60 6.46 

Financials 10.33 8.44 9.41 3.26 15.74 4.93  7.35 6.14 6.22 3.08 9.93 4.66 

Health Care 6.84 7.91 12.16 6.54 8.32 2.87  7.62 13.48 25.24 5.87 8.49 4.35 

Industrials 5.66 6.58 22.29 2.82 7.20 6.04  6.16 4.00 7.18 2.52 5.11 3.56 

Information Technology 11.02 18.41 9.70 5.69 14.36 5.07  8.09 18.11 12.77 5.03 16.77 5.11 

Materials 16.79 4.46 4.44 5.03 11.11 2.69  10.13 4.16 5.54 7.36 10.79 2.76 

Real Estate 8.96 11.07 3.57 3.50 22.33 2.39  21.96 10.34 3.99 3.80 24.09 4.18 

Utilities 18.68 9.80 3.94 7.35 35.46 3.47   30.77 10.16 4.94 5.83 34.14 3.20 



 
 

 

Table 7.12 Country and Industry Determinants of CEO Pay 

 

  Dependent Variable (Model) 

 Log MCap  Log Pay  Log (Pay / MCap) 

 (1) (2) (3)  (1) (2) (3)  (1) (2) (3) 

Country Wide HH -63.70 - -17.69   -83.22 - -28.47   -45.14 - -16.88 

 (5.26)  (8.60)  (3.30)  (5.41)  (4.56)  (7.60) 
Global GICS -17.16 - -9.64  -6.71 - -4.76  -4.02 - -1.67 

 (2.09)  (2.04)  (1.31)  (1.29)  (1.81)  (1.81) 
GICs by Country -2.10 - -0.19  0.11 - 0.25  -1.40 - -0.35 

 (0.45)  (0.45)  (0.28)  (0.28)  (0.39)  (0.40) 
Ease of Doing Business (× 10) - -1.11 -0.70  - 0.48 -0.09  - 1.13 0.32 

  (0.33) (0.11)   (0.26) (0.07)   (0.32) (0.10) 
English (× 10000) - 6.88 5.59  - 0.34 2.14  - -3.74 -1.36 

  (3.22) (0.22)   (2.55) (0.14)   (3.15) (0.20) 
Population (× 10) - -3.03 -9.65  - 2.49 2.33  - 4.37 8.46 

  (2.41) (0.66)   (1.90) (0.42)   (2.35) (0.59) 
Log Market Cap (×10) - - -  3.09 6.37 2.61  - - - 

     (0.30) (0.83) (0.29)     
(Log Market Cap)^2 (×100) - - -  0.67 -1.36 0.89  - - - 

     (0.22) (0.53) (0.22)     
Country MCAP Interactions Exc Exc Exc  Inc Inc Inc  Exc Exc Exc 
GICs Dummies Exc Inc Exc  Exc Inc Exc  Exc Inc Exc 
Country Dummies Exc Inc Exc  Exc Inc Exc  Exc Inc Exc 
R2 (%) 3.17 6.57 9.45  35.39 28.00 38.32  1.14 14.21 3.73 
Notes: HH-indeces calculated by annual sales revenue in 2017. N = 10,160 for all regressions; see Table 7.3 for sample breakdown across 
countries and industries. Standard Errors in parenthesis. 
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line with Gabaix and Landier’s (2008) theory, greater amenability to business accords with a 

greater willingness to exchange higher inequality for higher productivity. In this case, English 

is insignificant. Population is only weakly significant, although its sign is as expected. When 

the HH indexes are regressed alongside the other variables (in the third regression) little 

changes, although English becomes highly significant and ease-of-doing-business 

insignificant.  

The final set of three regressions use Log (Pay / MCap) as the dependent variable, in 

keeping with the analyses considered in Section 7.5. The results are broadly similar to the 

regressions that just use Log (Pay) as the dependent variable, although English become 

negative in the final regression. 

Ultimately, there appears to be strong evidence that increasing market competition 

between firms also results in higher wages for CEOs. Population appears to be a significant 

driver for CEO pay, perhaps contradicting the theory presented at the beginning of this chapter 

that international markets are segmented. Of course, Gabaix and Landier’s (2008) supposition 

that larger populations result in higher CEO wages by increasing the pool of talent available to 

draw on provided executive labour markets are segmented may itself be incorrect. Finally, the 

coefficient on the English language variable does not appear to yield a consistent narrative. 

7.7 Conclusion 

Taken together, Section 6 and Section 7 paint a more nuanced picture of the source of 

high US CEO pay. Specifically, a more competitive environment and a typically more powerful 

role as CEO appear to be driving the higher remuneration (that is in addition to the typically 

larger size of US firms, of course). It is particularly noteworthy that CEO power is more highly 

rewarded in the US – not only are the CEOs more powerful but they’re more highly rewarded 

for what power they have. The reasons for these higher “returns to power” remain somewhat 

murky. From the viewpoint of the board capture or “skimming” accounts of the pay premium, 

it would appear that US CEOs are overpaid because they have a greater ability to manipulate 

their own pay. According to marginal revenue product theory, US CEOs are paid at fair value, 

with their apparent premium relative to firm scale reflecting the fact that they wield greater 

power and authority over their companies than elsewhere in the world. 

It is important to note is that if the skimming account were true, US CEO positions 

would be more desirable for CEOs in other countries, as these foreign CEOs would have the 
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opportunity to be paid disproportionately in relation to their talents. That is, by “capturing” the 

board, they would have the opportunity to raise their own remuneration beyond that which can 

be justified on the basis of their contribution to firm value. If the board capture theory were 

true, the persistence of the US CEO pay premium would appear to indicate a segmented US 

market: how else could an undeserved premium exist in the face of global competition, in which 

other markets did not reward their CEOs so undeservedly? 

From the perspective of marginal revenue product theory, however, US CEOs are paid 

more precisely because they are better able to use their power to make positive marginal 

contributions to the value of their firms. Given that the distributional results from Section 7.2 

of this chapter strongly indicate that the US CEO market is globally integrated, the marginal 

revenue product theory account now begs the question as to how US CEOs are more powerful 

than CEOs elsewhere around the world.  
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Appendix A7–1 

Database Construction 

As mentioned in Section 7.2, the data for this chapter is drawn primarily from 

Bloomberg and the S&P Capital IQ databases for the year 2017. The Capital IQ dataset draws 

on the database’s records for global CEO pay, firm market capitalisation, firm book debt and 

firm book equity. Information on CEO names and board membership is also contained in this 

database. All other data was drawn from Bloomberg. Broadly speaking, Capital IQ provides 

excellent coverage of CEO Pay and firm Market Capitalisation, however elsewhere it is limited. 

Book equity and book data was also downloaded from the CIQ database, however there were 

so many NAs in these series that it was deemed necessary to draw accounting data from 

Bloomberg. That said, in the instances were both CIQ and Bloomberg provided accounting 

data (book equity and book debt) on the same firm, the data tended to match very closely across 

the two databases (over 95% of observations within 3% across the two databases).  

The matching process between the two databases was itself was impeded by the 

databases’ differing taxonomies, a problem which necessitated the by-hand assembly of a “look 

up” table that matched the stock tickers recorded in the Capital IQ database to the (typically 

more expansive) regional codes used in Bloomberg. Table A1.1 provides information on this 

matching process, which may be of some use to researchers attempting to construct a similar 

dataset. 
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Table A7.1 Capital IQ vs. Bloomberg Matching Table 

Country Region Currency 
Capital IQ 

Ticker 

Bloomberg 
Region 

Indicator 

Australia Australia AUD ASX AU 

Austria EU EUR WBAG AV 

Belgium EU EUR ENXTBR BB 

Canada Canada CAD CNSX CN 

Canada Canada CAD TSX CN 

Canada Canada CAD TSXV CN 

Cypress EU EUR CSE CY 

Denmark EU DKK CPSE DC 

Finland EU EUR HLSE FH 

France EU EUR ENXTPA FP 

Germany EU EUR DB GR 

Germany EU EUR XTRA GY 

Holland EU EUR ENXTAM NA 

Hong Kong China HKD SEHK HK 

Ireland EU EUR ISE ID 

Israel Other NIS TASE IT 

Italy EU EUR BIT IM 

Japan Japan JPY TSE JP 

New Zealand Other NZD NZSE NZ 

Norway EU NOK OB NO 

Poland EU PLN WSE SA 

Portugual EU EUR ENXTLS PL 

Slovenia EU EUR LJSE SV 

South Africa Other ZAR JSE SJ 

Spain EU EUR BME SM 

Sweden EU SEK OM SS 

Switzerland EU CHF SWX SW 

Thailand Other THB SET TB 

UK EU GBP AIM LN 

UK EU GBP LSE LN 

USA USA USD AMEX US 

USA USA USD NasdaqCM US 

USA USA USD NasdaqGM US 

USA USA USD NasdaqGS US 

USA USA USD NYSE US 

USA USA USD OTCPK UV 
Notes: This table provides information on matching the Capital IQ database 
(which calls securities by their exchange ticker) with the Bloomberg database 
(which calls securities by their two letter region indicator). 
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Appendix A7–2 

Database Matching Tests 

 

Chapter 7 of this thesis employs the Capital IQ Database for CEO total pay information 

and Bloomberg for the rest of the data. Fortuitously, both databases provide full information 

on market capitalisation on all firms in the sample. This appendix exploits this fact to test the 

quality of the matching process. If the data are well-matched, we should see little difference in 

the market capitalisation values recorded across both databases. To test the quality of the 

matching, three permutations of the following OLS regression were run: 

log pay
 

= α + (1 + β) log pay + γ 𝟏{𝐜 𝐫} 

where the 𝛾  coefficients code for country deviation from the intercept and are restricted to sum 

to zero. The (1 + β) adjustment is made because we are interested in the deviation away from 

the perfect match implied by β = 0; that is to say, when considered in terms of geometric space, 

we are interested in deviation away from a notional 45-degree line, not deviation away from 

flatness. 

 Table A7.2 (next page) tabulates the results. The first regression (in Panel A) shows the 

basic bivariate permutation of the regression. While the β coefficient is significant, the implied 

0.47% difference in the two datasets is probably economically limited enough to not be of 

much concern. The same holds true for the second regression (in Panel B), which supresses the 

intercept. 

 The final regression provides country deviations from the intercept term, with the 

deviation coefficients restricted to sum to zero. Here, some mildly troubling deviations appear, 

with China standing out a -5% deviation. The fact that Chapter 7 focusses primarily on 

Australia (2.44% deviation) and the USA (-2.69% deviation) makes the troubling China 

coefficient somewhat less of a concern. Moreover, market capitalisation is more likely to suffer 

from recording differences than the other variables considered in Chapter 7, given that market 

capitalisation is constantly marked to market, whereas the other variables are almost all 

accounting variables that are adjusted far less frequently (quarterly, annually etc). Ultimately, 

the results of all three test regressions are very reassuring. 
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Table A7.2 Database Matching Tests 

log pay
 

= α + (1 + β) log pay + γ 𝟏{𝐜 𝐫} 

    
Coefficients 

(×100) 
Obs. per 
country 

 Panel A. Basic Regression 
α -1.31 (1.10)  
β 0.47 (0.14)  

R2 (%) 99.35   

 Panel B. Intercept Supressed 
β 0.31 (0.03)  

R2 (%) 99.35   

 Panel C. Country Deviations 
α 1.13 (1.17)  
β 0.35 (0.14)  

Country Deviations (γc): 

 Australia 2.44 (1.25) 108 
Canada 1.41 (0.97) 196 
China -5.10 (0.93) 214 
EU 0.64 (0.63) 663 
Japan 3.30 (1.01) 179 
USA -2.69 (0.49) 2,141 

R2 (%) 99.36     
Notes: N = 3,501 all regressions. The γc 

coefficients are restricted to sum to zero. The 
regressions test the quality of matching 
between the Bloomberg and Capital IQ 
databases. While there are some statistically 
significant differences, the results are 
generally small enough to not be too 
troubling economically. See the text of 
Appendix A7-2 for details. 
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Appendix A7–3 

Extreme Value Theory and the Gabaix-Landier Model 

The Gabaix and Landier (2008) model is essentially a matching model, in which the 

most talented managers are matched to the largest firms, on the rationale that their talent will 

have the largest dollar value impact on the largest firms. A portion of this dollar value impact 

can then be extracted as executive renumeration. Firm n ∈ [0, 𝑁] has size S(n) and manager m 

∈ [0, 𝑁] has talent T(m). In this chapter, market capitalisation is used as a metric for size, 

although other interpretations are plausible (Gabaix and Landier, 2008). Low n denotes a larger 

firm and low m a more talented manager (in this respect, n and m can be considered to be like 

ranks). Managers receive compensation of W(T). Given that a firm has “bassline” earnings of 

a0, a manager’s talent T will increase the value of the firm such that a1 = a0(1 + C × T), where 

C relates talent to earnings; under the basic Gabaix and Landier (2008) model, C cannot vary 

(i.e. Ci = Cj for all CEOs i and j) , however they also propose an alternate model in which C is 

allowed to vary; in the present chapter, Cr varies by region (that is, the r subscript denotes 

different regions). Given that CEO talent imposes a permanent change on firm size, the firm 

chooses CEO with talent T to maximise PV of earnings (discounted at rate i) minus the CEO’s 

wage: 

max
a

i
(1 + C × T) − W(T) 

which can alternatively be expressed as  

max S + S × C × T − W(T) 

where S = a0/i. We can generalise this model to instances where firm size impacts the manager’s 

ability to improve firm value by modifying the model slightly, such that 

max S + S × C × T − W(T) 

where CRS implies 𝛾 = 1. Thus a firm seeks to maximise  

max C × S(n) × T(m) − W(T) 
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This equation describes a matching situation, such if there are two firms with size S1 > 

S2 and two CEOs with talents T1 > T2 then the net surplus is higher by making CEO 1 head 

firm 1 and CEO 2 head firm 2. Ultimately, this yields positive assortative matching, such that 

CEO number n heads firm number n. Taking the derivative of this equation, we have  

W (n) = C S(n) T′(n) 

so that the marginal benefit of a better CEO is equal to their marginal cost. If W(N) is the 

reservation wage of the least talented CEO then 

w(n) = − C S(u) T (u)du + w(N) 

Assume that firm sizes follow a power law distribution (much empirical research, 

including the empirical component of this chapter, shows that this assumption is eminently 

reasonable), such that  

S(n) = An  

Using results from extreme value theory that show the spacings between observations 

drawn from the extremes of any regular continuous distribution will themselves follow a pareto 

distribution (Gabaix and Landier, 2008), the functional form of Tʹ(u) can be safely assumed to 

be 

T (x) = −Bx  

Using this result, CEO wages in country c can be solved in the following manner: 

w(n) = C A Bu du + w(N) =
C A B

−αγ + β
n ( ) − N ( ) + w(N) 

It can be reasonably assumed that (given the large number of firms involved in most 

equities markets and the enormous pay disparity between the best and worst paid CEOs) that 

the w(N) and N ( ) terms can be safely dispensed with (recalling that N is the smallest 

firm, with the most poorly paid CEO). Given this, the above result simplifies to 
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w(n) =
C A B

−αγ + β
n ( ) 

Now, consider a reference firm n* with size S(n*); for the sake of simplicity, assume 

this is the median-sized firm in the size distribution. Therefore, for large firms, the manager of 

index n run firms of size S(n) and is paid 

w(n) = D(n∗)C S(n∗) ⁄ S(n) ⁄  

where 

D(n∗) =
n∗T′(n∗)

αγ − β
 

which reduces to an intercept term when estimating the log regression for a firm i in time t in 

region r (given that the regression is global, the reference firm is the same for all countries but 

differs with time): 

log w = ıntercept + log C 𝟏{ } + (β α⁄ )log S∗ + (γ − β α⁄ ) log S  

where the horizontal overlines indicate parameters to be estimated. 
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Appendix A7–4 

Non-nested Model Selection Tests 

Nested model testing procedures are the most basic kinds of model tests: a null model 

is assumed, and then an alternate model is developed which contains all the parameters of the 

original model regressed alongside some new parameters. To emphasise the point: fundamental 

to this procedure is the fact that the alternate model cannot drop parameters from the null. 

Rather, the alternate model adds to the null model, and the marginal contribution of the new 

parameters is assessed by, e.g. an F-test or log likelihood ratio test. In the present context, 

where we wish to compare a global model of CEO pay to a local model, the nested approach 

poses a problem as the rank-power regression for the pareto exponent and goodness-of-fit etc. 

cannot sensibly be translated into a multivariate regression. 

Thankfully, non-nested model selection tests are available to negate this problem. This 

chapter uses two models in the class of power-symmetric non-nested model selection tests, the 

Vuong (1989) and Clarke (2007) tests. The other major class of non-nested tests, the so-called 

inclusive regression specification tests, suffer from being asymmetric with regard to the power 

of the test: although the alternate model can dispense with parameters from the null, it is still 

assessed in terms of its marginal improvement over a null, which prevents the test from being 

neutral with regard to the selection of null and alternate. The power symmetric tests deal with 

this problem by doing away with null and alternate models altogether: there are simply two 

models, assessed on equal footing. 

The Vuong (1989) closeness test provides a test statistic that follows the standard 

normal distribution under the null. The “closeness test” is formed in the following manner: 

Z =
log L − log L − [0.5 × log N × (k − k )]

√Nw
 

Where the Log L values are the log likelihoods and the k values are the number of 

coefficients to be estimated in each model; as the local and global models are both bivariate 

models, the square bracket term drops out in the estimation contained in this chapter. The wv 

term is more complicated. To begin with, consider the point log likelihood for observation i in 

model m (where m is either the global or local model for CEO pay): 
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l =
− log(2πσ )

2
−

1

2σ
(x − μ )  

wV compares the pointwise ratios of these point log likelihoods: 

w =
∑ l , l ,⁄

N
 

Although the Vuong (1989) test is attractive, Clarke (2007) shows that the test has 

extremely low power and in simulations is hypersensitive to increases in noise variance, and 

the assumptions of normality can mean that the distance information implied by point 

likelihoods can be misinterpreted when the underlying data generating process does not have a 

normally distributed error variance (very relevant to the present study, given that rank-size 

regressions produce results that are serially correlated (Gabaix and Ibragimov, 2011)).  

Clarke (2007) proposes a simple modification to the Vuong (1989) closeness test that 

significantly boosts its power whilst removing the normality assumption. The Clarke 

methodology is simple and can be easily explained in words: it turns every point log likelihood 

ratio into a winner-takes-all horse race between the two competing models. Thus for a 

dependent variable of N observations we end up with N horseraces, with the winners recorded 

in a binary sequence. This chapter uses a 1 for a win by the global model of CEO pay and a 0 

for a win by the local model; under the null (of neutrality between the two models), this (1,0) 

series should follow a binomial distribution of B(N,0.5). In notation, and following on from 

the definition of point likelihoods provided above, the Clarke statistic is equal to: 

C = 𝟏
, . × × ×

, ( . × × × )

 

where, as mentioned, C~B(N,0.5) under the null. Note also that the parentheses in both the 

numerator and the denominator drop out as both have the same number of regressors (and 

noting that if [(A/B)>1] then it is also true that [(A-x)/(B-x)>1]). 

It is true that Clarke’s (2007) method involves dispensing with all the distance 

information in the point likelihoods ratios (beyond the basic winner/loser binary), however 

Clarke’s simulation and empirical tests (Clarke, 2007) show his test is capable of low signal 
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extraction when compared to the Vuong (1989) test). The Clarke test is also exact (that is, it 

does not rely on an asymptotic result, and is thus appropriate to small samples) and the non-

parametric nature of the test is extremely valuable in a setting where normality is strongly 

rejected.
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CHAPTER 8  

Conclusion 

“When the word “priceless” crops up, the haggling has only just begun.” 

- Robert Hughes 

8.1 Concluding Summary and Future Directions 

In this thesis, pricing models and market indexes have been applied to the art world, 

and innovative power law analyses have been used to examine the markets for celebrities and 

CEOs. This final chapter provides brief summaries of the four research chapters, while 

concluding with a general comment on the relationship between art and commerce in the early 

21st century. This comment revisits art critic Robert Hughes’ classic essay On Art and Money 

(1984), taking an economist’s perspective on the observations made by Hughes regarding the 

commodification of art, and the ways in which this commodification both has and has not 

transpired over the past 35 years. Note that the first, second and third chapters of thesis are not 

discussed at any length in this concluding chapter, as said chapters focussed on introductory 

and background material. 

The fourth chapter of this thesis used information from passed-in auctions to correct for 

the sample selection bias caused by using only successfully auctioned artworks to represent the 

entire stock of artworks that come up for auction (and, in turn, the total underlying stock of the 

art market). It was found that hedonic regressions are reasonably robust with respect to the 

inclusion of such information, as the high bids on passed in auctions tend to rise and fall with 

the rest of the market. In the case of repeat sales regressions, including passed-in auctions 

without adjustments actually caused the implied index returns to appreciate, however close 

inspection revealed that this was because including passed-in auctions leads to the inclusion of 

far more auction pairs that go from “passed-in auction to successful auction” (typically a high-

appreciation auction pair) than “successful auction to passed-in auction” (typically a high-

depreciation auction pair). The main reason for this is that a failed sale, an item owner will 

typically hurry back to market in only a year or two, to try to sell their item once again. 

Meanwhile a successful purchaser will typically hold on to their artwork for many many years, 
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thus potentially moving money auction pairs that go from “successful auction to passed-in 

auction” outside the sample range. When a weighting method was used to correct for this 

anomaly, we found that the implied returns of RSRs decreased by about 2.5% p.a., a non-trivial 

amount given compounding.  

The findings of Chapter 4 were particularly relevant in the case of the art market, where 

RSR methods are fair more commonly used than hedonic regressions. In many cases, popular 

RSR indexes are made by people who are incentivised to ignore sample selection issues: art 

consultancies and art finance advisors have a vested interest in encouraging art market 

participation, and thus may be inclined to inflate expected returns.  By addressing sample 

selection biases, we may be able to construct higher quality indexes that more accurately reflect 

expected returns from investing in fine art.  Accordingly, the research conducted in Chapter 4 

may contribute to enhanced transparency of the art market and increase the efficiency of its 

operations. 

Chapter 5 simultaneously examined the art market’s so-called “Burn Effect” and the 

efficiency with which consignor’s are setting their reserve prices when they submit their items 

for auction. In terms of the burn effect, it appears that art market lore is incorrect; that is, a 

passed-in auction does not damage the expected value of an artwork at auction. Rather, at an 

auction subsequent to a passed-in auction, a consignor will tend to sell their artwork for 

approximately the amount they would’ve received on the preceding (passed-in) auction, had 

their reserve price been lower at that auction. Therefore, it is not the painting’s valuation which 

is damaged (that is, it appears that the burn effect is zero), but rather that the passed-in auction 

causes the consignor to reappraise the value of the artwork that they are attempting to sell, and 

they lower their reserve price to something more sensible (that is, they are not setting efficient 

reserve prices at passed-in auctions). The costs associated with passed-in auctions are greatly 

magnified when transaction costs are taken into consideration. The primary practical 

contribution of this chapter is to show that the typical consignor could reduce their transaction 

costs and time wasted by lowering their reserve price. The finding concerning the burn effect 

is also relevant, given how ubiquitous the term is in art market press. 

Chapter 6 used the convexity parameter in power law curves as a metric of within-

profession income inequality, comparing a career in the arts to a career in professional sports, 

music or serving as the vice-chancellor of an Australian university. It was found that a career 

in the arts is particularly terrible, with the earnings at the top of the profession spectacularly 
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unrepresentative of what the average artist can hope to achieve. In a practical sense, the 

contribution here was obviously to caution the young aspirant against pursuing a career in the 

arts! A future extension of this research is suggested, namely an investigation into the evolving 

relationship between art market convexity and global economic inequality, as measured by the 

Gini coefficient and Theil index. Such an investigation is currently precluded by the fact that 

high-quality art-market data only goes back a decade or so, however in future this limiting 

factor shouldn’t be such a problem. 

Expanding on the power law mathematics of the preceding chapter, Chapter 7 

investigated the extent to which several regions were integrated into the global market for 

executive remuneration. Australia was found to be part of the global market, along with 

Canada, the US and the EU. Japan was borderline, while China and India were segmented. 

However, as noted by Gow and Kavourakis (2018), Australian CEOs appear to be underpaid 

relative to American CEOs from comparable firms. What motivates this anomaly, and is this 

apparent underpay an artefact of bench-marking Australian CEOs against their counterparts in 

the US? When controls are employed, it appears that the typical Australian CEO is paid in line 

with the global average. While the available data are unable to completely explain the apparent 

US CEO overpay, the use of incentive pay and the relatively more powerful role of the 

American CEO appear to go some way in explaining their higher remuneration. The primary 

contribution of this chapter was to argue against the notion that Australian CEOs were either 

underpaid or overpaid relative to world standards, with the latter perspective frequently argued 

by media pundits and left-wing politicians, and the former point argued by Ian Gow of the 

University of Melbourne. 

8.2 Concluding Comments: On Art and Money, Revisited 

As noted in the introduction to this thesis, it is commonly held that commerce and art 

are incompatible. This is a perception that’s both inaccurate and ahistorical – consider again 

the renaissance’s enormously productive interplay of art and capital – yet like so many other 

lazy clichés it persists into the present day.  

A more recent cultural development is the art world’s apparent embrace of its own 

commodification: from the Times/Sotheby Art Indexes first noted by Robert Hughes through 

to Damien Hirst’s army of assistants churning out their endless reems of mass-produced spot 

paintings, the last fifty or so years has become the era in which “greed became form,” as curator 
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Francesco Bonami put it. Artists like Hirst and Jeff Koons boast, loudly and proudly, about 

how little they have to do with their art, with either its design or its production; they both 

employ huge teams of anonymous artists and fabricators to generate “their” creations. The 

implication is that of course the spot paintings and the shiny metal dog statues all seem soulless 

and samey: they’re production-line items, churned out and made to order. 

Yet there is nothing uniquely modern or cutting-edge about employing large teams of 

assistants to produce artworks. The old masters would often contribute very little hands-on 

time to their larger frescos and sculptures; they would personally take care of the more difficult 

or expressive parts of a work, such as fine drapery, fingers, hands, faces and eyes, while 

carefully guiding their students and fabricators (assistants) through the completion of much of 

the rest of the work. Of course, in many cases they had worked with their fabricators for 

decades, having trained and mentored them from the beginning, and they would typically still 

take an intense interest even in the parts of a work which they were not personally sculpting or 

painting. Nothing was lazy or slapdash, and ultimately these sorts of collaborative efforts gave 

us Michelangelo’s Pietà and his paintings on the ceiling of the Sistine Chapel. Meanwhile 

Andy Warhol, working (or not) in his self-proclaimed “Factory”, would hire people to urinate 

on canvases of copper paint, thereby accelerating the production of his Oxidization series. 

There are only so many hours in the day, you see. 

The ideals of commodification have so permeated the art world that market prices are 

now used as a go-to barometer of merit and ability. When artist Georg Baselitz was asked by a 

Guardian journalist to justify his previous claim in Der Spiegel that “women don’t paint very 

well,” (Beyer, 2013) he looked to the market for proof: 

“The market doesn’t lie. Even though the painting classes in art academies are more 

than 90% made up by women, it’s a fact that very few of them succeed. It’s nothing to 

do with education, or chances, or male gallery owners.” (Connolly, 2015) 

Even an assiduously left-wing institution like the National Gallery of Australia (NGA) 

will assume this line of reasoning, at least when it is available. In defence of its once-

controversial purchase of Blue Poles, the NGA typically refers to the painting’s projected 

market value, based on its insurance costs. The NGA’s staff collectively have centuries of art 

scholarship under their belt, yet they make no attempt to justify the painting on the basis of its 

artistic, cultural or historical significance. Such lines of defence might be adopted when 
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necessary, for those many, many paintings in the collection that have not so spectacularly 

appreciated in value; but when the NGA has the option, they will argue money first and 

foremost, every time. 

Thus it is striking that, despite the mass-infiltration of superficially capitalist concepts 

into art world dogma, the actual dollars-and-cents commodification of art has been a dismal 

failure. When analysed appropriately, art is typically revealed to be a bad-to-terrible investment 

(Guerzoni, 1995; Pesando, 1993; Renneboog and Spaenjers, 2013). Before transaction costs, it 

looks bad on a risk-adjusted basis; after transaction costs, it’s just bad (Anderson et al., 2015). 

The returns are at best spectacularly beaten by equities markets (Pesando, 1993; Korteweg et 

al, 2015), at worst negative, and the art market itself is in at least some respects inefficient 

(David et al., 2013; Baumol, 1986). With painful clarity, the Global Financial Crisis showed 

that art’s much-vaunted low correlation with equities markets – the saving grace of so many 

so-called “alternative investments” – was in fact little more than investor relations 

gobbledygook. 

Sure, a handful of contemporary artists have made enormous amounts of money for 

themselves and their oleaginous invertebrate dealers. But there has always been money at the 

top end of the art market – when Pablo Picasso died an insurance assessor put his estate at USD 

$1.1 billion in 1975 dollars (Reuters, 1975), equivalent to a little under 6b in 2020 dollars. 

More to the point, and to revisit Robert Hughes’ arguments as they were summarised at the end 

of Chapter 2 of this thesis, the commodification of art has always been about turning art itself 

into a commodity: something that can be bought and sold and speculated on with reasonable 

odds of a profit. This just hasn’t happened. Now we have dodgy art indexes and art news 

websites that read like forums for wannabe stock pickers and so-called “art advisory” firms 

that can help prospective art buyers to “maximise their upside potential.” But art itself is no 

more a commodity than it has ever been. 

So what has changed? Anyone who watches YouTube videos of Hirst, Koons and 

Warhol talking about themselves will quickly realise that these artists all like being dislikeable. 

They relish it. Hirst is thuggish, Koons slick, Warhol campy, but they all appear to have 

deliberately embraced the stereotype of the artist corrupted by money. And why wouldn’t they? 

By creating the impression that their art has been corrupted by capitalism they’ve been able to 

disguise the fact that it was never any good to begin with. Their appropriation of capital’s 

lexicon, and their childish simulacrums of its processes (mass production etc.), have enabled 



218 
 

 
 
 

 

them to draw attention away from the fact that their art is not only ugly, it’s oftentimes also a 

lousy investment.45 

The common rebuttal to this argument is that, irrespective of the actions of the auction 

houses and art advisories, the artists themselves are not so much trying to emulate free market 

economics as they are trying to parody or mock it. They are engaged in a post-modern game, a 

“living critique” of capitalism itself. If this is the case then their art isn’t just ugly, derivative 

and over-priced, it’s moronic. They’ve turned themselves into the bad guys of an undergraduate 

communist’s daydream. 

The saddest part of all of this is that a great deal of good art is still being made, and the 

artists who make it often struggle enormously in the process. Occasionally something good 

breaks through the barriers. The art world was stunned when, in 2005, a talented and at the 

time unknown young artist named Gillian Carnegie – a painter of still lifes, landscapes, 

architectural details and restrained nudes – was nominated for the UK’s most prestigious art 

award, the Turner Prize. At the time Turner nominees generally produced things like: dead 

cows suspended in vitrines of formaldehyde (Damien Hirst); beds surrounded by used condoms 

and stubbed-out cigarettes (Tracey Emin); a video of actors dressed in police uniforms, 

standing still for an hour (Gillian Wearing); a bare room in which the lights turned on and off 

(Martin Creed); a painting of nothing but red text describing a pornographic film (Gillian 

Wearing, again; the artwork itself was entitled “Arsewoman in Wonderland”); a film of a tape 

recorder playing the sound of tap dancing (Steve McQueen); two bronze figures painted to look 

like plastic blow-up sex dolls with a dildo (The Chapman Brothers). So you can understand 

why Carnegie’s nomination was so shocking: a person who used paints and paintbrushes to 

produce things that really did look rather a lot like artworks had actually been nominated for a 

major art award. She lost, of course – someone had made a shed out of driftwood – but her 

nomination was still a source of comfort to those of us who believe that an artwork can have 

great value outside of what it might fetch in an auction room. 

  

 
45 For instance, ArtNet News were able to find resale information on 19 artworks that had originally sold at Damien 
Hirst’s infamous 2008 Beautiful Inside My Head Forever special auction. Of the 19 artworks, only two had 
appreciated in value, and eleven of the lots posted a loss of more than 40 percent (Schneider, 2018)  
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