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Abstract
Traditional image classification algorithms were designed to classify single test im-

ages. However, in many practical applications, multiple images of the query object are
available. Image-set modeling aims to efficiently represent and classify a collection of
images that belong to the same class. Classification based on image-sets is more attrac-
tive because the appearance variations, due to changes in pose, illumination and scale of
an object or even a scene can be captured in multiple images of the set. Image set model-
ing aims at explicitly modeling these variations to achieve better classification accuracy.
Classification based on image-sets must essentially address two core challenges; how to
effectively model the intra-class appearance variations using a robust representation and
how to define a distance measure that exploits the inter-class variations within the set
representation.

This thesis proposes efficient and accurate representations to model conventional and
hyperspectral image-sets. Several contributions are made with emphasis on designing ef-
ficient algorithms that learn the complex nonlinear image-set structures without making
prior assumptions about the underlying images or their distributions. In the conventional
category, this thesis deals with grayscale, colour (RGB) and near infrared images. Hyper-
spectral images are basically images acquired at a large number of narrow bands of the
visible spectrum and beyond. In the hyperspectral category, images comprising 33 to 65
bands in the wavelength range of 400-1000nm are used.

Hyperspectral images are modeled as image-sets for the first time in this research.
Two methods are proposed for representing hyperspectral image-sets. The first one fuses
the spatiospectral mean with the covariance to represent a hyperspectral image cube as a
compact feature vector. Fusion is performed by sliding a cubelet over the hyperspectral
image cube and integrating the first and second order statistics of the local neighbourhood.
This approach minimizes the effects of inter band misalignments that are unavoidable due
to the sequential capture of hyperspectral bands. The second method jointly models the
rich spatiospectral information of the hyperspectral image-set and is based on the three
dimensional Discrete Cosine Transform (3D-DCT). It represents a hyperspectral image
cube with a few low frequency 3D-DCT coefficients. Classification is performed using
Partial Least Squares regression in both cases. Both representations are evaluated on the
task of hyperspectral face recognition on three standard datasets. One of these datasets
was acquired as a part of this thesis. Comparisons with grayscale and RGB image based
face recognition algorithms show that hyperspectral images provide improved accuracy.
This thesis also performs a detailed study on whether the spectral reflectance of the face
alone can be used as a reliable biometric.



Conventional images contain more variations due to changes in pose and appearance
of the objects in a given class. Three methods are presented in this thesis for conventional
image-set modeling. The first method models image sets with the mean and Cholesky
decomposed global covariance descriptor. By projecting the mean shifted covariance
features to a low dimensional subspace, a compact and discriminative representation is
obtained. The second approach performs image-set modeling without making prior as-
sumptions about the image-set data. Image-sets are modeled with Deep Extreme Learning
Machines (DELM) which are neural networks with extremely fast training time and gener-
alize well even when trained on a limited number of samples. These models automatically
learn the nonlinear structure of the manifold on which the image-set data lie. The pro-
posed DELM based image-set modeling can scale to extremely large image-set databases.
The third approach obtains a single robust image-set representation by a discriminative
and sparse combination of multiple image-set representations. For this purpose, a sparse
kernel learning (SKL) algorithm is proposed and formulated as a sparse linear discrimi-
nant analysis based objective function to learn the most discriminative linear combination
of the image-set kernels. Such an approach is robust to the weaknesses of individual
image-set representations. SKL is generic and can be applied to a combination of existing
image-set kernels and new ones proposed in the future.

The final contribution of this thesis is a blind domain adaptation algorithm. In practical
applications, the test data often have different distribution from the training data leading
to suboptimal visual classification performance. Domain adaptation addresses this prob-
lem by designing classifiers that are robust to mismatched distributions. The proposed
domain adaptation algorithm does not require target domain samples for training. During
training a global nonlinear Extreme Learning Machine (ELM) model is learned from the
source domain data in an unsupervised fashion. During testing, the target domain features
are augmented with the reconstructed features from the global ELM model. The result-
ing enriched features are then classified using the class specific ELM models based on
minimum reconstruction error.

Extensive experiments are performed on a range of benchmark databases for image-
set based face recognition, periocular recognition, object categorization and hand gesture
recognition. The proposed algorithms are thoroughly evaluated on the benchmark datasets
and compared with a large number of existing state-of-the-art algorithms. The proposed
algorithms demonstrate improved classification accuracy over the existing algorithms.
Most importantly, the proposed algorithms are significantly more efficient in terms of
execution time and memory requirement.
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Introduction

With the recent advancements in imaging technology and the Internet, multiple images of
any object, category or a scene are readily available for practical classification problems.
Thus, image-set modeling and classification has become an important research problem
and has recently received significant attention from the computer vision and pattern recog-
nition community [23,59,65,84,105,106,112,186–188]. In image-set classification, mul-
tiple images of a class are available during training and test time. Therefore, a collection
of query images are classified as a whole rather than classifying one image at a time.

Compared to single image based classification, set-to-set matching offers significantly
more information in the form of data variability within a set. Multiple images of a set
generally contain a range of intra-class appearance variations such as non-rigid defor-
mations, pose, illumination and scale changes. For example, in the case of faces, the
image-set can cover a range of facial expressions, lighting conditions, pose variations and
even hair styles. These variations can be jointly modeled for robust classification. The
problem of image-set classification can naturally arise in a wide range of applications
including video-based face recognition [105], hyperspectral image classification [171],
video based action recognition [109, 156], categorization of objects observed from dif-
ferent view-points, person re-identification in camera networks [194] and classification
based on long term observations [155].

In image-set classification, each class is represented by one or more image-sets con-
taining arbitrary number of images. The test set also contains multiple instances of the
same class and is assigned the label of the nearest training set by maximizing/minimizing
some similarity/distance measure. While set based classification provides opportunities to
improve classification accuracy, it poses many challenges as well. The main challenge is
how to efficiently model an image-set in a compact representation without losing discrimi-
native information and to effectively capture intra-image as well as inter-image variations.
Another challenge is to define a distance/similarity measure between two image-set rep-
resentations. Defining a suitable distance between two image-sets is often tied to the rep-
resentation used to model the image-sets. The accuracy, computational complexity and
memory requirement usually depend on both the specific image-set modeling approach
and the distance metric used.

In this thesis, conventional image-sets refer to a collection of images captured with
grayscale or RGB cameras. Conventional image-sets can be generated from videos by
tracking and segmenting the objects of interest, by querying an object on the web and
collecting the resulting images, from personal photo albums or from multiple views of an



2 Chapter 1. Introduction

object in a camera network.

Conventional image-set classification can be tackled in a straightforward way by com-
bining the output of single image based classifiers (e.g. nearest neighbor) using simple
rules, such as majority voting. However, simple combination rules are ad-hoc and lack
robustness to the presence of outliers and noise in the image-sets. More sophisticated al-
gorithms that model the set structure and exhibit higher accuracy [65,186,188] are either
based on prior assumptions about the underlying structure of the data, or perform heavy
computations to learn structure from the data itself [59] and have high computational
complexity [59, 105, 109, 188] and memory requirement [186, 188]. This motivates the
systematic modeling of the image-set structure in an efficient way without making prior
assumptions on the underlying data distribution.

Hyperspectral images can be considered as a special type of image-sets where the
images are captured at multiple contiguous wavelengths covering a broad range of elec-
tromagnetic spectrum. Sequential acquisition of hyperspectral images involves tuning a
wavelength filtering device through a series of narrow wavelength bands and capturing the
band images one by one. Although line scan cameras and simultaneous capture devices
are also available for hyperspectral imaging, in this thesis, we focus on sequential cap-
ture devices since these devices are available in our laboratory and benchmark computer
vision databases have been captured with sequential devices. The individual images of a
hyperspectral image-set basically model the spectral reflectance properties of the object
rather than pose variations. By dividing the visible spectrum, and beyond, into many nar-
row bands; a hyperspectral camera reveals information that is not evident to the human
eye or to conventional RGB cameras. Thus, hyperspectral image-sets provide both spatial
appearance and spectral reflectance information. This information can be jointly modeled
to obtain rich spatiospectral representations for improved object classification accuracy.

Hyperspectral imaging poses new challenges as well in the form of difficulty of data
acquisition, low signal to noise ratios and high dimensionality of the data. Object move-
ments may result in the misalignment of bands when hyperspectral images are captured
sequentially. Misalignment of bands introduces unwanted intra-class variations which
must be suppressed without compromising the increased inter-class distances offered by
the additional spectral dimension. This motivates for a systematic exploration of the hy-
perspectral image-set representations that are compact, discriminative and robust to inter-
band misalignments as well as low signal to noise ratios in the bands.

To address the above mentioned challenges, this thesis proposes novel image-set rep-
resentations and distance measures for conventional and hyperspectral image-sets.
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1.1 Applications

The following are some of the main applications of image-set modeling and classifi-
cation.

1. Security/Surveillance: With the widespread use of video surveillance cameras, mul-
tiple images of the same subject are readily available. Image-set based classifica-
tion algorithms can be utilized to increase the accuracy of person re-identification
in camera networks.

2. Human Computer Interaction (HCI): Human gestures/actions are the natural way
for expressing intentions and are recognized by people. Hand gestures are used to
communicate in sign language, convey messages in noisy environments and interact
with computer games. Automated gesture based interaction with computers would
expand the role of computing in our everyday lives. The accuracy of hand gesture
recognition can be improved by modeling hand gestures as sets. Similarly, human
actions in videos can be naturally modeled as image-sets.

3. Biometrics: The proposed image-set modeling algorithms are useful for video based
face and periocular biometric recognition. Periocular region biometric is useful in
situations where the complete face is not visible. These systems may find appli-
cations in diverse areas such as law enforcement, security, border control, access
control and entertainment.

4. Robotics: Object perception is a critical component of service robots used to assist
elderly people. Image-set based object categorization is an effective solution to this
task.

5. Agriculture: Hyperspectral data can be modeled as image-sets for a range of agri-
cultural applications e.g. quality assessment of fruits and vegetables, detection of
plant stress [32, 119].

1.2 Research Contributions

The following is a summary of the major contributions in this thesis.

• This thesis presents an image-set based automatic periocular biometric recognition sys-
tem for person identification from conventional (grayscale and RGB), near infrared and
hyperspectral periocular region image-sets.
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• A compact image-set representation is proposed based on the Cholesky decomposed
global covariance descriptor enriched with the first order statistics of the image-set. By
projecting the mean shifted covariance representation to a low dimensional discrimi-
nant subspace, multiple images of a set are represented by a compact and discriminative
feature vector.

• A novel spatiospectral representation based on the three dimensional Discrete Cosine
Transform (3D-DCT) is proposed for hyperspectral face recognition. This method rep-
resents a hyperspectral image cube compactly with the low frequency 3D-DCT coeffi-
cients.

• This thesis also proposes a novel spatiospectral information fusion algorithm for hy-
perspectral face recognition. This method is robust to the effects of interband misalign-
ments due to subject movements or expression variations that are unavoidable because
of the sequential capture of the hyperspectral bands. Extensive comparisons are per-
formed to a number of conventional image based face recognition algorithms to show
the improvement in accuracy achieved by hyperspectral images. Band selection is also
performed to find the most discriminative bands in the visible and NIR spectrum for
face recognition. As per the reviewers, this is the most comprehensive work to date on
hyperspectral face recognition.

• This thesis investigates, for the first time, the reliability of facial spectral reflectance
as a stand-alone biometric. For this purpose, the first ever public database of facial
spectral reflectance of 40 subjects was collected with a high precision spectrometer in
1761 bands (220-1100nm range). The reliability was assessed by performing person
identification using only the facial spectral reflectance profiles.

• This thesis also contributes two valuable databases to advance research in the areas
of hyperspectral image and hyperspectral reflectance profile based face recognition.
The first database comprises 78 subjects imaged in multiple sessions by a 33 band hy-
perspectral camera (400-720nm range). The second database comprises hyperspectral
reflectance profiles measured at six points and 1761 bands on the faces of 40 subjects
in multiple sessions. Both databases are available freely at http://www.csse.
uwa.edu.au/˜ajmal/databases.html and details of the databases are given
in Chapter 5 and 6 respectively.

• An image-set modeling technique based on Deep Extreme Learning Machines is pro-
posed that does not make any assumption about the structure of the image-set but
implicitly learns it from training data. The proposed algorithm is more accurate and

http://www.csse.uwa.edu.au/~ajmal/databases.html
http://www.csse.uwa.edu.au/~ajmal/databases.html
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extremely faster than the existing methods. Compared to the best performing state-of-
the-art method of the time, the proposed algorithm is 6,000 times faster to train and
performs classification 9 times faster.

• A sparse kernel learning (SKL) algorithm for combining the most discriminative subset
of kernels derived from multiple image-set representations is proposed. Kernel learning
is formulated as a linear discriminant analysis problem with the sparsity constraint. The
proposed technique selects the most discriminative subset of kernels for more accurate
and faster classification of image-sets. The proposed SKL algorithm can be applied to
current and future image-set representation to select the most appropriate combination
for a given task.

• A blind domain adaptation algorithm is proposed that does not require target domain
samples for training. The domain discrepancy is minimized by augmenting the source
domain features with the target domain features which are first reconstructed from a
global nonlinear model learned using the source domain data. Quantitative evaluation
is presented on 16 cross domain visual recognition. The proposed algorithm improves
classification accuracy of both hand engineered features as well as features learned with
convolutional neural networks.

1.3 Structure of the thesis

This thesis is organized as a series of papers published in internationally refereed
journals and conferences. Each paper constitutes an independent set of work with minor
overlaps. However, these papers together contribute to a coherent research direction i.e.
classification based on sets of conventional or hyperspectral images. Chapter 2 to Chapter
9 correspond to published papers [169–172,174–177] respectively. Chapter 2 presents an
automatic periocular region based person identification algorithm by formulating perioc-
ular identification as a set classification problem using conventional RGB and hyperspec-
tral imagery. Chapter 4 and Chapter 5 are dedicated to spatiospectral representations and
classification of facial hyperspectral image-sets. Chapter 6 presents a detailed study of the
reliability of facial spectral reflectance for person identification. Chapter 7 to Chapter 8
present novel algorithms for efficient conventional image-set modeling. Chapter 9 de-
scribes our domain adaptive classification algorithm for matching images that come from
different but related underlying distributions. Each chapter presents a separate literature
review of the topic that it covers. A more detailed overview of each chapter is presented
below.
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1.3.1 Periocular Region-based Person Identification in the Visible, Infrared and
Hyperspectral Imagery (Chapter 2)

Face recognition performance degrades significantly under occlusions that occur in-
tentionally or unintentionally due to head gear or hair style. In many incidents captured by
surveillance videos, the offenders cover their faces leaving only the periocular region vis-
ible. In this chapter, an image-set based automatic periocular region identification method
is presented. For thorough analysis, experiments are performed on periocular regions ex-
tracted automatically from RGB videos, NIR videos and hyperspectral image-sets. Each
image-set is represented by four heterogeneous feature types and classified with six state-
of-the-art image-set classification algorithms. A novel two stage inverse Error Weighted
Fusion algorithm is presented for feature and classifier score fusion. The proposed two
stage fusion is shown to be superior to single stage fusion.

1.3.2 Mean Shifted Covariance Features for Efficient Image-set Based Object Clas-
sification (Chapter 3)

In this chapter, a compact and discriminative representation for image-sets is pre-
sented. Each image-set is compactly represented with the Cholesky decomposed global
covariance descriptor which is further enriched with the first order statistics of the image-
sets. Further compression is achieved by projecting the mean shifted covariance features
to a low dimensional discriminant subspace. As a result, multiple images of a set can be
efficiently represented using a single feature vector of low dimensionality. The proposed
method is quantitatively evaluated for image-set based face and periocular biometrics
recognition, object categorization and hand gesture recognition.

1.3.3 Hyperspectral Face Recognition using 3D-DCT and Partial Least Squares
(Chapter 4)

This chapter describes a method to perform face recognition using hyperspectral face
images cubes. The main contribution of this chapter is spatio-spectral feature extrac-
tion method based on the three dimensional Discrete Cosine Transform (3D-DCT). Par-
tial Least Square regression is used to classify the proposed compact 3D-DCT features.
A quantitative evaluation of the proposed method is presented by comparing it against
state-of-the-art hyperspectral face recognition algorithms using three hyperspectral face
database. The proposed 3D-DCT transform is straightforward and easy to implement but
achieves better classification accuracy than the existing methods.
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1.3.4 Hyperspectral Face Recognition with Spatiospectral Information Fusion and
PLS Regression (Chapter 5)

In this chapter a hyperspectral face recognition algorithm is presented which is based
on spatiospectral mean and covariance for band fusion and PLS regression for classifi-
cation. 13 existing face recognition techniques are also extended, for the first time, to
perform hyperspectral face recognition. Furthermore, hyperspectral face recognition is
formulated as an image-set classification problem and the performance of seven state-of-
the-art image-set classification techniques is evaluated. Six state-of-the-art grayscale and
RGB face recognition algorithms are also evaluated after applying fusion techniques on
hyperspectral images. A quantitative evaluation of the proposed method is presented by
comparing it with the 13 extended and five existing hyperspectral face recognition tech-
niques on three standard hyperspectral face databases. Finally, band selection experiments
are performed to find the most discriminative bands in the visible and NIR spectrum.

1.3.5 Is Spectral Reflectance of the Face a Reliable Biometric? (Chapter 6)

Due to the unavailability of public datasets, there has been no detailed study in the
literature on the viability of facial spectral reflectance for person identification. In this
chapter, a new public database of facial spectral reflectance profiles measured with a high
precision spectrometer is introduced. For each of the 40 subjects, spectral reflectance in
1761 bands (220-1100nm range) was measured at six points in multiple sessions and with
time lapse. Furthermore, the facial spectral reflectance from two public hyperspectral
face image datasets are sampled and analysed using state of the art face classification
techniques. Through extensive experiments, this chapter concludes that facial spectral
reflectance alone is not a reliable biometric for face recognition.

1.3.6 Representation Learning with Deep Extreme Learning Machines for Efficient
Image-set Classification (Chapter 7)

Existing methods of image-set representation either make prior assumptions about
the data structure, or perform heavy computations to learn structure from the data itself.
In this chapter, a very efficient image-set representation is presented that does not make
any prior assumptions about the structure of the underlying data. The nonlinear struc-
ture of image-sets is learned with Deep Extreme Learning Machines (DELM) that are
efficient neural network models. A minimum reconstruction error and majority voting
based classification strategy is employed to assign labels to the test image-sets. Extensive
quantitative evaluation is performed on a broad range of public datasets for image-set clas-
sification. The proposed algorithm outperforms previous image-set classification methods



8 Chapter 1. Introduction

both in terms of speed and accuracy.

1.3.7 Sparse Kernel Learning for Image-set Classification (Chapter 8)

This chapter presents a sparse kernel learning algorithm (SKL) for automatic selec-
tion and integration of the most discriminative subset of kernels derived from different
image-set representations. Kernel learning is formulated as sparse linear discriminant
analysis objective function. The most discriminative linear combination of the best ker-
nels is learned by optimizing the object function. For classification, kernel discriminant
analysis is performed on the unified kernel. The proposed SKL algorithm is quantita-
tively evaluated on four standard datasets for the task of image-set classification. SKL
outperforms previous image-set classification and kernel learning algorithms.

1.3.8 Blind Domain Adaptation with Augmentated Extreme Learning Machines
Features (Chapter 9)

In practical applications, the training and test images may have different distribu-
tions leading to sub-optimal classification performance. Domain adaptation addresses this
problem by designing classifiers that are robust to mismatched distributions. In this chap-
ter, a blind domain adaptation algorithm is proposed that does not require target domain
samples during training. For this purpose, a global nonlinear Extreme Learning Machine
(ELM) model is learned from the source domain data in an unsupervised fashion. The
global ELM model is then used to initialize and learn class specific ELM models from
the source domain data. During testing, the target domain features are augmented with
the reconstructed features from the global ELM model. The resulting enriched features
are then classified using the class specific ELM models based on minimum reconstruction
error. The method is extensively evaluated on 16 cross domain visual recognition tasks
using both hand crafted features (SIFT, SIRF) as well as learned features (CNN).

1.3.9 Conclusion (Chapter 10)

This chapter summarizes the main contributions of the thesis and gives conclusions
and directions for future work.
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Periocular Region-based Person Identification in the
Visible, Infrared and Hyperspectral Imagery

Abstract

Face recognition performance degrades significantly under occlusions that occur in-
tentionally or unintentionally due to head gear or hair style. In many incidents captured
by surveillance videos, the offenders cover their faces leaving only the periocular region

visible. We present an extensive study on periocular region based person identification
in video. While, previous techniques have handpicked a single best frame from videos,
we formulate, for the first time, periocular region based person identification in video as
an image-set classification problem. For thorough analysis, we perform experiments on
periocular regions extracted automatically from RGB videos, NIR videos and hyperspec-
tral image cubes. Each image-set is represented by four heterogeneous feature types and
classified with six state-of-the-art image-set classification algorithms. We propose a novel
two stage inverse Error Weighted Fusion algorithm for feature and classifier score fusion.
The proposed two stage fusion is superior to single stage fusion. Comprehensive experi-
ments were performed on four standard datasets, MBGC NIR and visible spectrum [141],
CMU Hyperspectral [33] and UBIPr [129]. We obtained average rank-1 recognition rates
of 99.8, 98.5, 97.2, and 99.5% respectively which are significantly higher than the exist-
ing state of the art. Our results demonstrate the feasibility of image-set based periocular
biometrics for real world applications.

Keywords : Periocular Biometric, Partial Facial Occlusion, Image-set Classification, Hy-
perspectral Face Recognition, Face and Iris Biometric

2.1 Introduction

Face recognition is a well studied area and existing techniques perform well in con-
trolled environments. However, the performance of face recognition algorithms degrades
if the face is partially covered due to head gear or hair style. The complete face of offend-
ers is often not visible in surveillance videos. Helmets, that additionally cover faces, are
commonly used by motorcyclists and sportsmen. Helmets and skiing masks have been

This chapter is published in Neurocomputing, volume 149 Part B, number 0, pages 854-867, 2015.
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Figure 2.1: Examples where periocular biometrics are more effective than the full face
biometrics.

exploited by offenders to cover their faces during crimes. Finally, in many countries,
women partially cover their faces due to religious and cultural reasons. In most of these
cases, the region around the eyes, the periocular region is the only visible biometric (see
Fig. 2.1).

Besides robustness to occlusion, periocular region based person identification offers
some advantages over the full face biometrics as it is least affected by expression varia-
tions, aging effects [35, 77] and the changes due to growth of male facial hair. Moreover,
full face recognition performance degrades significantly in the presence of pose variations
whereas the periocular region based identification is likely to perform better in the case
of extreme pose changes when only one eye is visible. In these cases, the single visible
periocular region can be used or mirrored and matched to the opposite side periocular
region in the database.

Periocular biometrics also offer some advantages over the iris biometric [19,70,160].
Periocular biometrics can be acquired from a larger distance by surveillance cameras
whereas iris scanning requires the subjects to open their eyes fully and look into a scanner
from a very close range. The latter may not be socially acceptable to users [134, 135].
In many practical scenarios, the subject may not be cooperative or willing, or even aware
that he/she is being imaged. For example, in banks and shopping malls, valued customers
may need to be identified without causing inconvenience to them.

In this work we present a comprehensive study into the feasibility of the periocular
region as a biometric for person identification. We consider realistic scenarios such as
automatic detection of periocular regions, the availability of videos rather than a single
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Figure 2.2: Appearance variations of the periocular region of the same subject in the
MBGC NIR video (top row) and UBIPr (bottom row) databases

handpicked frame and propose a two stage inverse Error Weighted Fusion scheme to
achieve the state of the art results.

Previous works on periocular biometrics are mostly based on single image match-
ing [2,62,127,190,191,195] where a single best frame per subject is handpicked to form
the gallery. Each image in the query sequence is matched with the gallery to find the
best match. Such techniques inherently suffer from the lack of information since only
one image cannot contain all possible variations in the periocular region of an individual
(Fig. 2.2). For example, if the gallery image is taken from a frontal view with centered
eyeballs and the query images have pose variations with eyeballs at the extreme ends,
recognition performance will significantly degrade.

In contrast, we formulate periocular region based identification as an image-set clas-
sification problem. Each set contains multiple periocular images of the same person and
represents a wide range of variations including different eyelid positions, illuminations,
eyeball movements and poses. We observe that the left and the right periocular regions of
the same subject possess more similarities to each other than to other subjects. Therefore,
the reflection of one region is combined with the other to form a single large set per iden-
tity. We believe that this strategy better suits linear modeling techniques. We construct a
gallery from image-sets of different identities. The query set also contains multiple pe-
riocular images of the same person and is assigned the label of the nearest gallery set.
Compared to single image matching, set-to-set matching offers significantly more infor-
mation because multiple images in the same set model the appearance variations [29].

We extract four types of features namely raw pixels, PCA coefficients of pixels, LBP
fatures and PCA coeffiencts of LBP features from each periocular region and combine
six state-of-the-art image-set classification techniques including the Affine Hull based
image-set Distance (AHISD) [23], Convex Hull based image-set Distance (CHISD) [23],
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Discriminative Canonical Correlation (DCC) [84], Manifold-Manifold Distance (MMD)
[188], Manifold Discriminant Analysis (MDA) [186], and Sparse Approximated Nearest
Point (SANP) distance [65]. A brief overview of these techniques is given in Section 2.
Note that our objective is to show the feasibility of image-set based classification for pe-
riocular biometrics as opposed to an unbiased comparison of the image-set classification
algorithms.

Our preliminary results were published in [173]. Here, we extend our work in a num-
ber of directions. We present a detailed literature survey of the periocular recognition
techniques. We test different imaging modalities beyond the visible spectrum, such as
infra-red and hyperspectral image cubes. We develop a fully automatic video based peri-
ocular region detection system for all three modalities and investigate the use of different
classifier fusion techniques. Rigorous experiments are performed on more datasets and
higher recognition rates are observed compared to our previous work [173] and existing
state-of-the-art methods. Brief results on the four databases are shown in Table 2.1.

2.2 Survey of Periocular Biometrics Research

Periocular region includes the iris [135], eyes, eyelids, eye lashes, and part of the
eyebrows [191]. Recognition using periocular biometrics is an emerging research area.
Initial feasibility studies were done by Park et al. [134, 135] who detected the iris in the
visible spectrum images and extracted features at fixed grid positions around the center of
the limbus circle. Experiments on a subset of the FRGC v2.0 [141] dataset showed that
their algorithm’s performance depends on the accurate iris detection and is sensitive to
the eyeball movements.

The use of Local Binary Patterns (LBP) [163] to represent the texture of the peri-
ocular region has been investigated by several researchers. Miller et al. [114] used city
block distance to classify LBP features. Their work was extended by Adams et al. [2]

Table 2.1: Average and standard deviation of the identification and verification rates at
0.001 FAR (%) of the proposed approach on four public databases. Detailed results are in
Section 2.7.1.

Database Subjects Identification Verification

UBIPr [129] 342 99.5±0.5 99.9±0.1
MGBC v2 VS video [141] 91 98.5±1.0 97.8±0.5
MGBC v2 NIR video [141] 114 99.9±0.1 99.8±0.2
CMU HS [33] 48 97.2±1.0 96.8±1.0
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using genetic algorithms to select the optimal subset of LBP features. They experimented
with manually generated periocular data from a subset of high resolution frontal images
of FRGC [141] with neutral expression, less appearance variations and controlled illu-
mination. Woodard et al. [191] used the LBP features and color histograms to represent
the local appearance of the periocular region. They achieved better performance by using
city block distance for matching LBP features and Bhattacharya coefficient for matching
color histograms. They performed experiments on periocular data generated from two
databases, FRGC v2 face [141] and MBGC v1 NIR video [125]. In the case of MBGC
NIR dataset, the complete videos were not used. Manually extracted periocular regions
from the first two frames of the video were used as gallery and periocular region from a
random frame was chosen as a probe. The periocular regions had the same scale and no
appearance variations.

Bharadwaj et al. [16] performed score level fusion of global GIST features and lo-
cal circular LBP features of the periocular regions. They used the visible spectrum eye
images of UBIIRIS v2 [144] dataset which contained slight appearance variations. Xu
et al. [195] proposed Walsh Transform based local binary patterns (WLBP). Periocular
region containing both eyes were cropped using the detected iris centers. They performed
experiments on the FRGC v2 [141] database and achieved a verification rate of 17.0% at
0.1% FAR. Woodard et al. [190] simultaneously utilized the iris and periocular biometrics
by performing score-level fusion. LBP features were extracted from the periocular region
while the iris texture was encoded using the Gabor filters. Their experiments showed that
the periocular recognition performed better than iris recognition for the MBGC v1 NIR
portal videos.

Hollingsworth et al. [62] investigated human performance on the periocular recogni-
tion task. By presenting unlabeled pairs of NIR periocular images to different humans,
they found that humans can recognize the periocular region with 92% accuracy. They
also calculated the performance of three computer algorithms on the periocular recogni-
tion task and found that the performance of humans and computer was similar. Boddeti et
al. [18] used probabilistic matching based on Optimal Trade-off Synthetic Discriminant
Function correlation filter to classify periocular regions. They performed experiments on
the Face and FOCS database [126] which contains periocular region appearance varia-
tions in the form of illumination, blur and off-angle iris. They reported better recognition
rates of the ocular regions than the iris on the FOCS database.

Xu and Savvides [78] employed different schemes to correct the illumination and pose
variations of the periocular regions. Class dependent Feature Analysis was used to clas-
sify the WLBP features [195]. Pauca et al. [137] used SIFT features for classification of
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Table 2.2: Recognition Rates (RR) of the existing state of the art periocular biometric
recognition techniques.

Author Year Database # of Subjects RR

Park et al. [135] 2009 Proprietary 30 80.80
Miller et al. [114] 2010 FRGC, FERET 464 89.70
Adams et al. [2] 2010 FRGC, FERET 464 92.16
Woodard et al. [190] 2010 MBGC v1 NIR 85 96.50
Woodard et al. [191] 2010 MBGCv1NIR, FRGCv2 85, 410 87.00, 91.20
Xu et al. [195] 2010 FRCG 466 53.20
Bhar. et al. [16] 2010 UBIRIS v2 [144] 261 73.60
Park et al. [134] 2011 FRGCv2 568 87.32
Boddeti et al. [18] 2011 FOCS [126] 136 94.20
Pauca et al. [137] 2011 COIR [137] 285 95.00
Padole and Proenca [129] 2012 UBIPr [129] 342 38.00†
Xu et al. [78] 2012 Compass [78] 342 60.00†
Fernandez and Bigün [4] 2012 CASIAv3 [17], BioSec [42] 249, 200 5.66, 13.08‡
Oh et al. [127] 2014 UBIRIS v1 131 6.89‡

† Verification rate at 0.01 False Accept Rate ‡ Equal Error Rate [139]

the periocular regions and also introduced the COIR database. Padole et al. [129] intro-
duced the UBIPr database which contains scale and pose variations as well as non-uniform
illumination variations. They observed that the eye corners offer a better reference for grid
construction compared to the iris center. Fernandez and Bigün [4] used retinoscopic sam-
pling to generate grids of various geometry centering the pupil. Gabor features calculated
from the grids were used for periocular region classification. Oh et al. [127] combined
periocular and sclera biometrics using score level fusion. They used structured random
projections for feature extraction from periocular regions and a modified LBP operator for
feature extraction from sclera region. The obtained improved equal error rates on UBIRIS
v1 dataset.

Table 2.2 summarizes the major works in the area of periocular biometrics. Existing
research has investigated the use of texture or point features calculated from a single hand-
picked periocular image. Therefore, these methods do not model the periocular region
variations including partial occlusion, eyeball and eyelid movements, pose and illumina-
tion conditions. In order to mitigate some of these challenges, we propose an image-set
based approach for periocular biometric recognition. For each subject, the gallery may
contain one or more image-sets per subject. An image-set will contain multiple periocular
region images of the same subject thereby modeling a wide range of variations.
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2.3 Review of Image-set Classification Algorithms

Although image-set classification has been well studied for face recognition, to the
best of our knowledge, periocular region recognition has not been formulated before as
an image-set classification problem. We argue that a set-based approach is more suitable
for periocular biometrics because it can model a number of variations such as pose, posi-
tion of eyeball and partially open eyelids that are unavoidable in real scenarios. We use
six state-of-the-art image-set classification algorithms broadly divided into sample and
structure based.

2.3.1 Sample Based Image-set Classification

Sample based techniques measure the distance between nearest neighbor samples of
two image-sets. Let X = {xi}ni=1 ∈ Rm×n be an image-set, where xi ∈ Rm is a feature
vector and n be the number of feature vectors in a set which may vary across the image-
sets. The feature vectors can simply be the image pixel values or some features calculated
from the pixels such as the PCA coefficients or LBP features [163]. Each image-set may
be considered as a point cloud in Rm. All points in a probe image-set Xp are compared
with all points in each gallery set Xg to find the nearest pair of points (xi, xj) such that
xi ∈ Xp and xj ∈ Xg. If xi and xj have zero mean and unit magnitude, the nearest
neighbor pair (xi, xj) is the one that maximizes the cosine of the angular distance:

max
g

(
max
xi,xj

X t
gXp

)
. (2.1)

The probe image-set label is predicted as the label of xj .
Cevikalp and Triggs [23] considered each image-set as a convex geometric region

in Rm. Set dissimilarity was measured by the distance of closest approach between the
regions represented by the affine (AHISD) or convex hulls (CHISD). The region contained
all the affine combinations xp =

∑n
i=1Xpiαpi and xg =

∑n
j=1Xgjαgj , where αp, αg ∈

Rm. For the case of affine hull
∑n

i=1 αpi =
∑n

j=1 αgj = 1 and for the convex hull
0 ≤ (αpi, αgj) ≤ 1. The minimum distance was computed as

min
g

(
min
αp,αg
||Xgαg −Xpαp||2

)
. (2.2)

For the case of affine hull, the minimum distance was computed using least squares while
for the case of convex hull, an SVM was used.

Instead of searching the nearest points with dense combinations of samples in the
corresponding image-set, Hu et al. [65] proposed that each of the two points should be
approximated by a sparse combination from the samples of the respective set. They ar-
gued that the sparse approximated nearest points (SANP) will lie close to some facet
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of the affine hull, and hence, implicitly incorporate structural information of the sets as
well. By restricting the SANPs to be close to the facets, this approach can reject outliers
resulting in higher accuracy.

2.3.2 Structure Based Image-set Classification

Structure based techniques represent the underlying structure of an image-set with
one or more linear subspaces. Structural similarity of the sets is usually measured us-
ing subspace to subspace distance. Kim et al. [84] proposed Discriminative Canonical
Correlation (DCC) which performs discriminative learning on canonical correlations be-
tween the structures of image-sets. More specifically, a discriminant function is learned
that maximized the within-class and minimized the between-class canonical correlations.
Image-sets are compared after transforming them optimally by the learned discriminant
function.

Wang et al. [188] proposed Manifold-Manifold Distance (MMD) which clustered each
image-set into multiple linear local models and represented each model by a linear sub-
space. The similarity between two sets was defined as the canonical correlation between
the nearest local models. In addition, the nearest point distance was also combined with
the structural similarity to calculate the final similarity between two sets.

Wang and Chen [186] proposed Manifold Discriminant Analysis (MDA) that uses
a hierarchical divisive clustering approach to represent each image-set by multiple local
linear models. The local models are transformed by a linear discriminant function where
different classes are better separable. The similarity between two sets is calculated as the
pair-wise local model distances in the learned embedding space.

2.4 Automatic Periocular Region Extraction

Distance variations between the subject and the camera induces significant scale changes
and head pose variations induces rotational effects in the video. These scale and rotation
variations do not provide any discriminative information. We propose two algorithms
for automatic periocular region extraction and normalization in videos and hyperspectral
cubes.

2.4.1 Automatic Periocular Region Detection in Videos

In contrast to the previous approaches [190, 191] which selected only the best frames
with the same scale and rotation for matching, we perform rotation and scale normaliza-
tion. In each video frame (NIR or visible), we automatically detect the eye pair by using
a Haar feature based ensemble of weak classifiers as proposed by Viola and Jones [184].
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Figure 2.3: Periocular region normalization in MBGC NIR and visible spectrum videos.
(a) Detected pupil centers (b) Rotation normalization (c) Scale normalization (d) Nose
bridge removal (e) Normalized periocular regions

Then we crop a relatively large area containing both eyes and the nose bridge. For each
eye, we automatically detect the pupil center using an improved version of Masek’s algo-
rithm [94, 111]. We first apply adaptive thresholds on the eye image to obtain a binary
image. Following this, the largest local number of contour points is searched by contour
processing the binary image. A circle is fitted to the detected largest contour points and
its center is then selected as the pupil’s center. The pupil centers in each eye are denoted
by P1 and P2 in Fig. 2.3.

For in-plane rotation normalization, the cropped images are rotated such that the line
through P1 and P2 becomes horizontal. For scale normalization, the distance between P1

and P2 is fixed and the full periocular region is equally scaled in both dimensions. By
using fixed distance constraints, the normalized periocular region is divided into left and
right periocular regions and the nose bridge is removed to simulate the situations when
only one eye is visible. Thus we only utilize the eye region for recognition because in
many practical situations, the other regions may not be available.

To enable single eye based recognition, we flip all the periocular regions to one side.
Linear combinations of the original and flipped periocular regions can generate novel
appearances and hence account for more intra-person variations. Note that the effect of
flipping from left to right or right to left is the same.
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2.4.2 Periocular Region Detection in Hyperspectral Images

We extend our analysis beyond the visible spectrum towards hyperspectral periocular
biometric recognition. A hyperspectral image cube consists of images captured at multi-
ple wavelengths of the electromagnetic spectrum. The signal to noise ratio of the bands
near the blue wavelength region is very low and in general, no periocular region detector
may ensure 100% detection rate in these images. However we assume that the location of
the pupil centers in all bands are aligned. Thus we solve the problem of miss detections
by estimating collective pupil center positions over all bands in a hyperspectral cube.

In each image of a hyperspectral cube, we automatically detect the eye pair using
Viola and Jones detector [184] and for each eye, we automatically detect the pupil centers
as follows. First, we apply thresholding on the eye image to obtain a segmented binary
image. Next, we apply the morphological opening operation on the binary image. The
opening operation enhances the dense region of the binary image corresponding to the
pupil center and smooths the sparsely occupied regions (Fig. 2.4). We apply the opening
operation n times and a value of n = 3 gave good results in our experiments. The location
of the global minimum in the resultant opened image is considered as the pupil center.
Here, we do not require circle fitting because of the availability of multiple bands to assist
accurate pupil center localization. Figure 2.4 shows the proposed pupil center detection
process.

We independently detect the pupil center in each band (Fig. 2.5). Then, each detection
votes in a circle of radius r around the detected position, using Gaussian weights, in an
accumulation array. The votes are accumulated over all bands of the same cube. The
average of the coordinates in a small vicinity getting maximum votes over all bands is
selected as the pupil center for the whole hyperspectral cube and used for rotation and
scale normalization. The same rotation and scale normalization is applied to all bands of
a cube. Cropping and flipping of the periocular regions is similar to the video databases.

Input Image Thresholding Opening Global Minimum Pupil Centre 

Figure 2.4: Pupil center detection in hyperspectral databases. Detection errors are cor-
rected by using the proposed algorithm.
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Figure 2.5: Detected pupil center (left) and corrected pupil centers (right) in some of the
bands of CMU hyperspectral database.

2.5 Feature Extraction

We extract the following four types of features from the periocular regions.

2.5.1 Raw Pixel Values

To mimic typical surveillance videos, all normalized periocular images are scaled
down to 20×30 pixels and the intensity values are used as features.

2.5.2 PCA Coefficients of Pixels

The dimensionality of the normalized images is reduced by projecting them on 400
most significant PCA basis. The resulting 400 coefficients are used as feature vectors.
Because the size of the normalized images is relatively large, they are resized to a smaller
size for performing PCA. Note that for learning the PCA basis, only the gallery sets are
used as training data. Using PCA coefficients as features has two main advantages. By
dropping the least significant principal components, PCA suppresses the effect of noise
such as partial and unaligned periocular regions present in the image-sets. By reducing the
dimensionality of the normalized images to 400, the image-set classification algorithms
achieved significant speedup.

2.5.3 LBP Features

From the 20×30 images, LBP features are extracted using circular (8,1) neighbor-
hoods [163]. The LBP operator labels a pixel with a binary number computed by thresh-
olding the gray-scale differences between the pixel and its neighborhood. The LBP of the
pixel z in an image I can be represented as follows:
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Figure 2.6: LBP filtering process to generate feature type 2.

LBP P,R(z) = {LBP (p)
P,R(z)}p=1,...,P ,

LBP
(p)
P,R(z) = s(Ig(vp)− Ig(z)),

s(z) =

1 if z ≥ 0,

0 if z < 0,

(2.3)

where Ig(z) is the gray-scale value of the pixel z in the image I and {vp}p=1,...,P as
a set of P equally spaced pixels located on a circle of radius R and center z. We choose
LBP features for their robustness to monotonic gray-scale changes resulting from global
or local illumination variations [197]. Fig (2.6) shows the process of LBP filtering. The
resulting LBP coded images are used as feature vectors. Please note that the LBP coded
images may also be converted to numberical values using the method presented in [64]
for increased accuracy.

2.5.4 PCA Coefficients of LBP Features

LBP features are computed over the normalized images and the dimensionality of the
LBP codes is reduced to 400 using PCA.

2.6 Features and Classifiers Score Level Fusion

Considering periocular biometric as a set based classification problem, the label of
the probe image-set p is to be predicted by computing its similarity with g gallery image-
sets. There are c different classifiers, each generating a different similarity vector {Sk}ck=1

where Sk = {sk,j}gj=1. These similarity vectors are fused into one vector S = {sj}gj=1.
For this purpose, we investigate the use of different classifier fusions techniques [87,159]
including the sum, product , min, max, and median rules, and majority voting.

We also propose a novel two stage fusion scheme using classifier error weighted sum-
mation technique (see Fig. 2.7). Let LRulep be the predicted label by a specific rule, where
Rule∈ { sum, prod, max, min, med, vote, SMF}.



2.6. Features and Classifiers Score Level Fusion 21

F1 

F2 

F3 

F4 

 
 
 
  

 C1 

 
 
 
  

 Cn 

FSF 

FSF 

CSF 

Image set Features Classifiers 
Feature 

Score Fusion 
Classifier  

Score Fusion 

Label 

Predicted  
Label 

Figure 2.7: Block diagram of the two stage fusion: Feature Score Fusion (FSF) and
Classifier Score Fusion (CSF). Different fusion strategies are used at both stages (Table
2.4).

Sum rule: Lsump , max
j

(
c∑

k=1

sk,j).

Product rule: Lprodp , max
j

(
c∏

k=1

sk,j).

Max rule: Lmaxp , max
j

(max
k

(sk,j)).

Min rule: Lminp , max
j

(min
k

(sk,j)).

Median rule: Lmedp , max
j

(Medk(sk,j)).

Majority voting rule: Lvotep , Modek({lk}ck=1), (2.4)

where lk , maxj(sk,j) is the label predicted by the kth classifier.

In these schemes, all classifiers are given equal weight. In contrast, we propose to
weight each classifier inversely proportional to the error of that classifier on the validation
dataset. We refer to this technique as Error Weighted Fusion (EWF). Specifically, the
following weight function is learned during the training phase:

wk = exp
(
− ξ

2
k

γ2

)
, (2.5)

where ξk is the error rate of the kth classifier on the training data. The parameter γ controls
the decay of the weight function with the increasing error rate: 1 ≥ wk ≥ 0. Figure 2.8
shows the variation of wk for different combinations of ξk and γ. An appropriate value of
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Figure 2.8: Plot of the proposed weight function wk for different combinations of ξk and
γ.

γ is selected that minimizes the error on training data after fusion of classifiers. The fused
similarity vector is computed as:

S =
c∑

k=1

exp

{
ln
(Sk − δk

λk

)
−
( ξ2

k

γ2

)}
, (2.6)

where δk is used to shift the values in the Sk to start from zero and λk is the range of
values in Sk. After fusion, the label Lp of the probe is assigned by the index containing
maximum value over all gallery image-sets: LSMF

p = maxj(Sj). Note that if similarity is
changed by distance, max function will be changed by min function. We perform score
level fusion at two stages namely Feature Score Fusion (FSF) and Classifier Score Fusion
(CSF) as shown in Fig. 2.7. We then experimentally study the performance of the fusion
schemes defined above.

2.7 Experiments and Results

For periocular region based person identification, we use one periocular region image
database, namely, the UBIPr database [129] and three public face databases. The face
databases include the MBGC Visible spectrum and NIR video databases [141] and the
CMU hyperspectral database [33]. These databases are summarized in Table 2.3 and
their details are given below.

The UBIPr Visible Spectrum Database [129] consists of visible spectrum periocular
images with variations in scale, illumination, eyeball movements, partial occlusion and
head pose changes. The images were acquired at five different camera distances (4m
to 8m), three poses (0 ◦, 30 ◦, −30 ◦), three gazes (0 ◦, 30 ◦, −30 ◦) and three levels of
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Table 2.3: Databases used in our experiments

Database Subjects Image-sets/subject Images/set

UBIPr [129] 342 6 5
MGBC v2 Visible [141] 91 1-6 23-352
MGBC v2 NIR [141] 114 1-12 6-48
CMU Hyperspectral [33] 48 1-5 130

(a)

(b)

Figure 2.9: Sample video frames from the MBGC v2 (a) Visibe and (b) NIR databases.

pigmentation (light, medium, heavy). The images in this database are converted to gray
scale and normalized to reduce the effects of scale and pose variations.

The MBGC v2 Visible Specturm (VS) videos have significant scale and illumination
variations (Fig. 2.9-a). Many frames have low signal to noise ratio and motion blur result-
ing in significant intra-person variations. The NIR illuminator used during MBGC v2 NIR

video acquisition flashed for only a brief moment resulting in significant illumination vari-
ations, defocusing, motion blur, sensor noise, specular reflections, partially occluded faces
and off-angle eyes making biometric recognition very challenging (Fig.2.9-b). Moreover,
only part of the face is visible in most videos.

In each video frame, the periocular regions are extracted as detailed in Section 2.4.1.
The distance between pupil centers is fixed to 280 pixels and a normalized image of
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Figure 2.10: Sample images from one image-set of MBGC visible spectrum video (left)
and CMU Hyperspectral database (right). See Fig. 2.2 for sample images from MBGC
NIR and UBIPr databases.

size 430 × 100 containing both periocular regions is cropped. This normalized image is
divided into left and right periocular regions by removing the central nose bridge portion
of 90×100 pixels. The final image size of the left and right periocular regions is 170×100

(Fig. 2.3). The right side periocular regions are mirrored and combined with the left side
regions to form a single set (Fig. 2.10). Note that left to right mirroring gives the same
results as right to left mirroring.

The CMU Hyperspectral Database [33] contains face images in 65 bands covering
the spectral range of 450nm to 1100nm at 10nm step. The spatial resolution of the images
is 640x480. In each image (band), we automatically detect the periocular region and
normalize for rotation and scale variations. The distance between the eye centers is fixed
to 90 pixels. A normalized image of size 160× 40 is then cropped. The periocular region
is divided into left and right regions by removing the nose bridge. The final image size
of the periocular regions is 40 × 28 pixels (Fig. 2.10). The right periocular images are
mirrored and combined with the left ones for form a set.

2.7.1 Experimental Setup

For each database, the gallery is constructed by randomly selecting one image-set per
subject. The remaining image-sets are used as probes. Experiments are repeated 10-fold
by randomly selecting different gallery and probe combinations each time. For image-
set classification, six algorithms are used including AHISD, CHISD [23], SANP [65],
DCC [84], MMD [188] and MDA [186]. For every algorithm, we performed 10-fold
experiments for each of the four feature vector types.

For the sample based algorithms, the default input parameter values are used. For the
structure based algorithms, the parameters are carefully tuned so that the best performance
can be obtained on training data. For DCC, the subspace dimensions are set to 10 which
preserves 90% energy and the corresponding 10 maximum canonical correlations are used
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1

Algorithm Rank-1
recognition
rate (%)

Verification
rate (%) at
0.001 FAR

DCC 81.8±2.8 76.3±1.6
MMD 81.6±1.9 81.6±2.5
MDA 89.5±2.4 91.6±2.1
AHISD 96.4±1.9 98.0±1.9
CHISD 96.7±1.8 98.7±1.1
SANP 97.4±1.2 97.4±1.1
EWF 99.5±0.5 99.7±0.1

(d)

Figure 2.11: Results of 10-fold experiments on the UBIPr database. (a) Average recogni-
tion rates of individual algorithms on individual features. (b) CMC and (c) ROC curves
of individual algorithms after feature score fusion. (d) Summarized results.

to define set similarity. The embedding space is set to 100. For MMD and MDA, the
ratio between Euclidean and Geodesic distance is varied from 2.0 to 0.01 with a step
of 0.5. Maximum recognition rates were observed at 0.10 for MMD and 2.0 for MDA.
The number of connected nearest neighbors for computing geodesic distance was tested
at 14, 12 and 10. The best results were observed at the value of 10. The maximum
canonical correlation was used in defining MMD. For MDA, the number of between-
class NN local models was set to 5 and the dimension of MDA embedding space was set
to 10 as recommended by Wang et al. [186, 188].

The error rate ξk in the weighted sum based fusion scheme is learned during training
using a held-out validation set which is disjoint from the test set. For each database the
validation set is generated by randomly choosing one image-set for each subject. The
parameter ξk is found using the validation set. We observe that the accuracy of different
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algorithms on the validation set is almost the same as the test sets. After experimenting
various values of γ, a fixed value γ = 40 is used for all the datasets.

2.7.2 Results and Discussion

The proposed image-set based periocular biometric recognition has exhibited recog-
nition rates much higher than the existing state-of-the-art techniques. In the following
subsections, results of the six classification algorithms and different fusion schemes are
discussed for each of the four databases. Results of existing algorithms in the literature
along with brief experimental settings are summarized in Table 2.2.

UBIPr database: Results on this database are reported in Fig. 2.11. The performance
of each algorithm on individual feature types is shown in Fig. 2.11-a, where CHISD,
AHISD and SANP achieve better performance than DCC, MMD and MDA. Thus sample
based algorithms have outperformed structure based ones because only five images per set
were not sufficient to estimate the structure. LBP features consistently achieve the highest
performance among the sample based techniques. The last group of bars in Fig. 2.11-a
show the performance of Error Weighted Fusion (EWF) of all algorithms on different
features. Here, again LBP features have achieved the highest recognition rate.

The performance of each algorithm is also studied after the feature score fusion (FSF)
of all features using EWF. Figure 2.11-b and Fig. 2.11-c show the CMC and ROC curves
respectively for each algorithm after EWF feature score fusion. The curves of the sample
based algorithms are again above the structure based algorithms. The best performance
in Fig. 2.11-b and Fig. 2.11-c correspond to the proposed two stage fusion algorithm
(FSF + CSF as shown in Fig. 2.7). The proposed two stage fusion approach acheived
the highest recognition rate of 99.5±0.5% and the highest verification rate of 99.9±0.1%
at 0.001 FAR. The latter is significantly higher than the 38% verification rate at 0.001
FAR reported by Padole and Proenca in [129] using fusion of LBP+HOG+SIFT features.
The consistent best performance of EWF demonstrates the effectiveness of the proposed
image-set based classification as well as feature (FSF) and classifier score fusion (CSF)
techniques.

MBGC visible range video database: Figure 2.12 shows the results on this database.
The average recognition rates of each algorithm for each feature type are given in Fig. 2.12-
a. Here, the structure based algorithms have outperformed the sample based ones because
the number of images per set is significantly higher than the UBIPr dataset leading to
improved structure estimation. The last group of bars are for feature score fusion of all
algorithms. Feature type 4 (LBP+PCA) has shown better performance than the other fea-
tures for structure based techniques and the feature score fusion. The large number of
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Algorithm Rank-1
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Verification
rate (%) at
0.001 FAR

DCC 93.9±1.0 93.4±1.9
MMD 88.5±1.9 83.4±1.5
MDA 94.4±1.2 92.3±1.1
AHISD 69.4±2.9 66.5±3.3
CHISD 80.7±2.1 76.8±2.0
SANP 90.5±2.1 84.0±2.2
EWF 98.5±1.0 97.8±0.5

(d)

Figure 2.12: Results of 10-fold experiments on the visible range MBGC video database.
(a) Average recognition rates of individual algorithms on individual features. (b) CMC
and (c) ROC curves of individual algorithms after feature score fusion. (d) Summarized
results.

samples per set not only helps in better structure estimation but also facilitates better PCA
subspace estimation after LBP filtering. Since the images in this database have more noise
and blur, PCA and LBP together perform better noise filtering than either one alone.

The performance of each algorithm after feature score fusion (FSF) of all features us-
ing EWF is given in Fig. 2.12-b and 2.12-c and summarized in Table 2.12-d. Here, the
plots of structure based techniques are above the sample based techniques. The proposed
two stage fusion (FSF+CSF) using EWF has outperformed all other algorithms by achiev-
ing a rank-1 recognition rate of 98.5±1.0% and verification rate of 97.8±0.5% at 0.001
FAR.

MBGC NIR database: Results for this database are given in Fig. 2.13. The per-
formance of individual algorithms on each feature type is shown in Fig. 2.13-a. Due to
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1

Algorithm Rank-1
recognition
rate (%)

Verification
rate (%) at
0.001 FAR

DCC 72.8±1.6 55.1±2.0
MMD 76.4±2.1 65.8±2.4
MDA 97.1±0.7 96.2±1.6
AHISD 94.5±2.1 93.2±1.8
CHISD 95.1±1.0 94.3±1.0
SANP 91.1±1.5 90.5±1.2
EWF 99.8±0.1 99.8±0.2

(d)

Figure 2.13: Results of 10-fold experiments on MBGC NIR video database: (a) Average
recognition rates of individual algorithms on individual features. (b) CMC and (c) ROC
curves of individual algorithms after feature score fusion. (d) Summarized results.

fewer images per set, sample based algorithms have again performed better than structure
based ones with the exception of MDA. Note that in MDA, a discriminative function is
learned such that the geometric distance between different set centers is maximized. The
average of the NIR imagery of the periocular region, which also includes the iris, is more
discriminative than the visual spectrum images. This fact is also reflected by the higher
mean and lower standard deviation of the NIR recognition rate of 99.9±0.1%, compared
to visual spectrum recognition 98.5±1.0%. One may argue that the higher performance
of NIR images is due to better image quality but this is balanced by the higher number of
images per set in the visible spectrum image-sets. The NIR illuminator gives better illu-
mination, but at the same time induces nonlinear specularities. LBP filtering has remained
more successful in removing the uneven illumination variations therefore, LBP features
have shown better performance than raw pixels and raw pixels + PCA. The reason why
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Algorithm Rank-1
recognition
rate (%)

Verification
rate (%) at
0.001 FAR

DCC 91.9±2.5 78.8±3.3
MMD 91.6±2.1 74.7±2.3
MDA 81.8±1.6 66.7±1.7
AHISD 71.3±2.9 58.5±3.8
CHISD 72.7±3.6 60.6±4.1
SANP 82.8±2.1 63.6±1.8
EWF 97.2±1.0 96.8±1.0

(d)

Figure 2.14: Results of 10-fold experiments on CMU Hyperspectral database: (a) Average
recognition rates of individual algorithms on individual features. (b) CMC and (c) ROC
curves of individual algorithms after feature score fusion. (d) Summarized results.

LBP+PCA resulted in lower performance is because an accurate PCA subspace could not
be estimated from fewer images.

The performance of each algorithm after feature score fusion using EWF fusion is
shown in Fig. 2.13-b and Fig. 2.13-c. The CMC and ROC curves of the sample based
techniques are above the structure based techniques. The proposed two stage fusion
(FSF+CSF) using EWF achieved a rank-1 identification rate of 99.9±0.1% and a veri-
fication rate of 99.8±0.2% at 0.001 FAR (Table 2.13-d). The previous best identification
rate on this database was reported by Woodard et al. [190] which is 96.5% using only 85
subjects of the database (Table 2.2). We achieved higher identification rate while using
114 subjects from the database which is a more challenging scenario. We excluded 35
subjects because only four periocular regions per subject could be automatically detected.
Moreover, Woodard et al. [190] manually extracted the periocular regions whereas we
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performed this task automatically.
CMU Hyperspectral Face database: For thoroughness, we also performed exper-

iments on the hyperspectral face cubes. To the best of our knowledge, this is the first
work on hyperspectral periocular biometrics that includes as many as 65 bands covering
the visible and infra-red range (from 450nm to 1100nm at 10nm step). The results on
this database are compiled in Fig. 2.14. On individual features (Fig. 2.14-a), structure
based algorithms have performed better than sample based ones (Fig. 2.14-a) because the
number of images per set are 130 leading to a good structure estimation. MMD performs
better than MDA on this database. This is because we have used a single set of parameters
across all the databases which, on CMU HS database, may not be the best for MDA but
better for MMD. Pixels+PCA gives the best performance for structure based techniques
and when feature score fusion is performed (the last set of bars in 2.14-a). Figure 2.14-b
and Fig. 2.14-c show the CMC and ROC curves of individual algorithms after feature
score fusion (FSF) of all features. The proposed two stage fusion (FSF+CSF) using fea-
ture and classifier score fusion with EWF achieves the highest rank-1 recognition rate of
97.2±1.0% and verification rate of 96.8±1.0% at 0.001 FAR. Figure 2.14-d summarizes
the results.

2.7.3 Recognition Rate Comparison of Different Fusion Schemes

We observe that score fusion at two stages produces better results than a single stage
fusion. We have explored all combinations of different score fusion schemes discussed
in Section 2.6 at both stages (feature score and classifier score). We also compare the
proposed EWF fusion algorithm to the closely related classifier fusion methods, Simple
Weighted Vote (SWV) and the Weighted Majority Vote (WMV), presented by Seco et
al. in [116]. Table 2.4 summarizes the accuracies for different combinations of Fea-
ture Score Fusion (FSF) and Classifier Score Fusion (CSF). The proposed inverse Error
Weighted Fusion (EWF) outperforms the other fusion methods when used at both stages.
The accuracy of the product rule and min rule when used at both levels is the minimum
because these rules are affected by the lowest performers. The weights of different fea-
tures and classifiers are learned in the training stage according to the performance on the
training data. Therefore, the poor performers get lower weights in the test stage and the
overall accuracy significantly improves over the sum rule.

2.7.4 Effect of Periocular Region Misdetection on Accuracy

The accuracy of periocular region detection may affect the performance of periocular
recognition. The accuracy of the proposed algorithm will depend on the total images in a
set and the ratio of misdetections to the correct detection. Figure 2.15 shows samples from
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Table 2.4: Average identification Rates and std (%) of 10-fold experiments using different com-

binations of Feature Score Fusion (FSF) and Classifier Score Fusion (CSF).
MBGC Visible range video database

HHH
HHH

HH
FSF

CSF
Prod Max Median Voting Sum SWV WMV EWF

Prod 33.6±1.2 94.7±1.1 97.5±0.6 78.5±1.8 95.6±1.0 96.3±1.1 97.5±0.6 97.1±1.1

Max 63.7±1.1 77.7±2.2 94.8±0.9 93.0±0.7 95.4±1.5 95.1±1.2 96.3±1.1 97.1±0.7

Median 73.7±3.7 91.7±2.5 97.5±0.8 96.5±0.7 97.1±1.1 97.0±1.8 97.2±1.4 97.2±1.4

Voting - - - 97.8±0.4 - - -

Sum 69.9±3.5 91.5±1.6 97.5±0.8 97.0±0.7 97.3±1.2 97.4±1.2 97.3±1.5 97.3±1.5

SWV 68.7±3.6 90.3±1.9 97.0±0.8 96.7±1.5 96.7±1.5 94.3±1.8 96.7±1.5 97.2±1.4

EWF 74.1±3.6 91.5±2.5 96.9±1.6 97.7±0.1 97.4±1.4 97.4±1.4 97.7±1.5 98.5±1.0
MBGC NIR video database

Prod 18.4±2.5 91.8±1.3 97.5±0.9 73.6±2.0 97.4±1.0 97.4±1.0 99.1±0.5 99.0±0.7

Max 65.2±1.7 83.3±2.5 96.9±1.3 97.2±1.0 97.9±0.8 97.7±0.8 98.7±0.8 99.0±0.5

Median 75.5±2.2 93.3±1.7 98.0±0.7 98.2±0.9 98.2±0.5 98.7±0.8 99.1±0.5 99.1±0.5

Voting - - - 97.6±0.9 - - -

Sum 73.0±2.0 91.5±2.0 98.1±0.7 98.2±0.9 98.1±0.5 97.7±0.8 99.6±0.4 99.6±0.4

SWV 71.8±1.7 90.7±1.3 97.9±0.8 97.7±0.8 98.4±0.4 96.8±0.9 98.4±0.4 97.7±0.8

WMV 73.2±2.1 93.1±1.7 98.4±0.6 97.7±0.8 98.1±0.5 98.7±0.8 98.4±0.4 99.6±0.4

EWF 73.9±2.9 93.7±2.0 98.4±0.6 98.8±0.8 98.3±0.4 98.7±0.8 99.6±0.4 99.9±0.1

an image-set of the visible range MBGC video database. Alongside correct detections,
the set also contains around 14% noisy samples in the form of misdetected periocular
regions. In our experiments, this set was misclassified by the AHISD algorithm because
the affine hull of the set was not able to accommodate for the outlier samples. On the
other hand, the same image-set was classified correctly by the DCC algorithm as DCC
models the image-set structure using the most dominant subspace basis. However, if
most of the set samples contain large detection errors and there are not enough correct
samples available for accurate set structure estimation, then the accuracy of the set based
periocular recognition may slightly degrade, We observe that the proposed framework is
robust to approximately 17% outlier samples in image-sets without significant change in
accuracy.

2.7.5 Execution Time

We compare the execution times of the six image-set classification algorithms on the
five databases. Table 2.5 shows the average execution time for matching one probe set
with 114 gallery sets, on a 3.4GHz CPU with 8GB RAM for the MBGC NIR database.
The relative execution times for the other databases are similar. We observe that the
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Figure 2.15: Sample images from an image-set of the visible range MBGC video dataset.
The image-set contains noise in the form of misdetected periocular regions.

Table 2.5: Execution time in seconds for matching a single probe image-set with 114
gallery image-sets in the MBGC NIR database using 600-d LBP features.

Algorithm DCC MMD MDA AHISD CHISD SANP FSF+CSF

Train 13.11 6.16 21.95 N/A N/A N/A 164.91
Test 0.14 0.11 0.09 0.15 2.31 5.23 32.12

sample based techniques are computationally more expensive than the structure based
techniques. The training time of MMD pertains to the time taken by the clustering and
subspace generation steps of all the gallery image sets. The overall execution time of the
proposed two stage fusion approach is the sum of execution time for all algorithms. Note
that the execution time for SANP is lower than reported by the original authors [65] and in
our preliminary work [173]. This was achieved by normalizing all features to unit norm.
This significantly improves the convergence speed of the Accelerated Proximal Gradi-
ent method used to find the sparse approximated nearest points in the SANP algorithm
without affecting the accuracy.

2.8 Conclusion and Future Work

This paper presented a fully automatic algorithm for periocular biometric based per-
son identification. An extensive study of the periocular biometric in the visible, NIR and
the hyperspectral images was carried out to find the feasibility of this emerging biometric.
Periocular biometric recognition was formulated as an image-set classification problem.
Such a formulation provides robustness to intra person variations such as pose, eyelid and
eyeball movements. Periocular image-sets were automatically extracted and represented
by four feature types and six image-set classification algorithms were used for classifi-
cation. Fusion was performed at two stages namely feature scores and classifier scores.
Different fusion schemes were studied and the inverse Error Weighted Fusion (EWF)
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was found to yield the best performance. Experiments were performed on four public
databases, including MBGC Visible and NIR, CMU Hyperspectral and UBIPr. Recogni-
tion rates significantly higher than the current state of the art were achieved. Our results
demonstrate the feasibility of image-set based periocular biometrics for real world person
identification in scenarios where the full face is not visible or may have changed. Cur-
rently we report the computational time on 600 dimensional LBP features. The computa-
tional time can be significantly reduced by reducing the dimensionality of the features. In
future we plan to carry out a thorough comparison of periocular biometrics with the full
face biometrics.
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35CHAPTER 3

Mean Shifted Covariance Features for Efficient Set Based
Object Classification

Abstract

We propose a compact and discriminative representation for image-sets which can be
efficiently used for object classification. We represent each image-set with global covari-
ance descriptor which captures correlated variations in all image-set dimensions. Without
loss of information, we efficiently compact the covariance descriptor into a lower trian-
gular matrix by using Cholesky decomposition. We then enrich the covariance descriptor
with the first order statistics of the image-set to further enhance the representation power.
While preserving the discrimination capability of the representation, we obtain further
compression by projecting the mean shifted covariance features into a low dimensional
discriminant subspace. As a result, we are able to represent image-set containing N im-
ages each of dimensionality m× n by a single vector whose dimensionality is much less
than mnN . We apply the proposed algorithm on image-set based face and periocular bio-
metrics recognition, object categorization and hand gesture recognition. We observe im-
proved accuracy and significant speedup over the current state-of-the-art image-set based
classification techniques on six datasets.

3.1 Introduction

Image-set based object classification has recently received significant attention from
the computer vision research community [23, 65, 84, 109, 172, 186–188]. In image-set
based classification, each class is represented by one or more image-sets containing arbi-
trary number of images. The query set also contains an arbitrary number of frames of the
same class and is assigned the label of the nearest set in the gallery by maximizing some
similarity measure. The multiple images of a set complement a wide range of intra-class
appearance variations such as non-rigid deformations, pose and illumination changes. In
the case of faces, the samples in the image-set can model facial expressions and pose vari-
ations. The problem of image-set based classification can naturally arise in a wide range

This chapter is an extended version of my paper entitled, ”A Compact Discriminative Representation
for Efficient Image-set Classification with Application to Biometric Recognition”, In Proc. of International
Conference on Biometrics (ICB), pages 1-8, 2013. (oral presentation)
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of applications including video-based face recognition, action and activity recognition,
video surveillance, person re-identification in camera networks and classification based
on long term observations [155].

Compared to single mug-shot based face recognition or object categorization in gen-
eral, set-to-set matching offers significantly more information. An image-set offers useful
data variability which can be efficiently modeled for more accurate recognition results.
Image-set based classification is also applicable in situations where the images in a set
have large variations without any temporal relationship [65, 187].

Generally, image-set based classification is performed in two steps. The first step is
image-set representation using a model that encodes the intra-image as well as the inter-
image variations within the image-set. The second step is to find the similarity between
two image-set representations by defining a suitable set-to-set distance measure. For
a particular classification algorithm, the accuracy, computational complexity and space
complexity usually depend on both the specific image-set modeling approach and the
distance metric used.

While image-set based classification provides opportunities for better performance,
it poses many challenges as well. The main challenge is how to efficiently model an
image-set in a compact representation without losing discriminative information. Exist-
ing algorithms which have relatively more accuracy exhibit very high computational com-
plexity [65], while simple algorithms such as nearest neighbor and majority voting based
classifiers exhibit reduced accuracy and robustness. In contrast to the existing algorithms,
the image-set representation proposed in this paper is compact (requires less memory),
accurate and computationally very efficient. Experiments on six standard datasets in a
wide range of image-set based classification applications show that the proposed image-
set representation is more accurate and exhibits significantly faster execution times over
the existing state-of-the-art.

3.1.1 Overview of the Proposed Algorithm

An image x with d pixels may be considered as a point in a high dimensional Euclidean
spaceRd. Similarly, an image-set can be considered as a point cloud in that space. Image-
set classification is based on the hypothesis that the point-cloud of each class has some
unique characteristics which can be used to represent and uniquely identify that class. If
the point-cloud has multivariate normal distribution N (µ,Σ) with density given by

P (x|µ,Σ) =
exp
[
−1

2
(x− µ)>Σ−1(x− µ)

]
(2π)d/2|Σ|1/2

. (3.1)
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The distance of a test image y from the distribution was computed with the Mahalanobis
distance measure:

∆(y, µ,Σ) = (y − µ)>Σ−1(y − µ). (3.2)

Shakhnarovich et al. [155] also assumed normal distribution of the image-set pointcloud
and computed set-to-set distance by using Kullback-Leibler (KL) divergence as the dis-
tance measure. KL divergence between two Gaussian distributions is given by

∆Kl(Pj||Pi) =
1

2
log
|Σi|
|Σj|

+
1

2
Tr(Υi||j)−

d

2
, (3.3)

where Υi||j = ΣjΣ
−1
i +Σ−1

i (µj−µi)(µj−µi)>. Note that KL divergence is not a distance
metric, because it is not symmetric: ∆Kl(Pj||Pi) 6= ∆Kl(Pi||Pj) and does not follow the
triangular inequality.

Some researchers directly compared the sample covariance matrices, Σi and Σj of dif-
ferent image-sets to evaluate the set-to-set distance. The non-singular symmetric positive
definite matrices do not span the Euclidean space; rather these matrices are located on a
high dimensional Riemannian manifold. Comparison between two such matrices in the
Riemannian manifold can be done by computing their affine invariant distance ∆‖ [138]

∆‖(Σi,Σj) =

√√√√ d∑
p=1

ln2 λp(Σi,Σj), (3.4)

where λp(Σi,Σj) are the Eigenvalues computed by solving the polynomial given by the
determinant |λΣi − Σj| = 0. ∆‖ is invariant under affine transformations and inversions
and is a valid Riemannian metric defined on the space Sym+(d,R) of real symmetric pos-
itive definite matrices. These matrices can also be compared by using the log Euclidean
distance ∆` [8]

∆`(Σi,Σj) = || log(ΣiΣ
−1
j )||F , (3.5)

where || · ||F is the matrix Frobenius norm. For a symmetric positive definite matrix Σ,
its eigen-decomposition is given by Σ = UΛU> and logarithm is defined as log Σ =

U log(Λ)U>. Both ∆‖ and ∆` are computationally expensive because of the fact that
the covariance matrices have high dimensionality and matrix exponential and logarithm
cannot be efficiently computed. Secondly, these measures only use one parameter of the
distributions, Σi and Σj , and completely ignore the second important parameters µi and
µj , and there is no straight forward way to embed µ in these formulations.

Due to large dimensionality and small sample size, the empirical estimates of the
covariance matrix does not necessarily remain positive definite, which is required to com-
pute KL divergence, Mahalanobis distance, ∆‖ and ∆`. The solution is to regularize the
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sample covariance matrices. Different types of regularization of large covariance matri-
ces have already been investigated in the statistical literature. Furrer and Bengtsson [44]
pointed out that positive definiteness of large covariance matrices can be preserved by
point wise multiplication with a known positive definite matrix. In the proposed algo-
rithm, instead of multiplication, we use addition of a positive definite matrix to the co-
variance matrix. This regularization process is motivated by ridge regression. In multiple
linear regression: Y = Xβ + ε, if the columns of X are not linearly independent, then
X>X is rank deficient. Instead of using least squares estimate β = (X>X)−1X>Y , a
regularized estimate β̂ = (X>X + kI)−1X>Y , for k ≥ 0, is used.

If an image space has dimensionality d, the Riemannian manifold will have dimen-
sionality of the order of d2, which is significantly larger. As an example, for an image-set
with images of size 100×100 pixels, the covariance matrix is 108 dimensional. The co-
variance matrix, being symmetric, has d(d+1)

2
unique elements. Instead of using only these

unique elements, we apply Cholesky decomposition [193] and get a lower triangular ma-
trix which captures the full information present in the regularized covariance matrix. Our
choice of Cholesky decomposition is motivated by the work of Hong et al. [63] which
shows that the use of Cholesky decomposition is more efficient for distance computation
compared to the affine-invariant and log-Euclidean Riemannian metrics. Next, we enrich
the compressed second order statistic Σ with the first order statistic µ, using two feature
level fusion methods and obtain two different image-set descriptors. In the first method
we add the two statistics to form the compressed mean shifted covariance features which
are then rearranged in vector form to represent the image-set. The dimensionality of this
image-set descriptor is d(d+ 1)/2. In the second method, we concatenate the mean of the
image-set with the vectorized lower triangular matrix to get the compressed mean shifted
covariance image-set descriptor. The dimensionality of this descriptor is d(d+ 3)/2. The
dimensionality of the proposed feature vectors is further reduced by using Multiple Lin-
ear Discriminant Analysis (MLDA). During testing, for each probe-set we compute the
proposed feature vector and transform it by the MLDA basis learned from the gallery sets.
In the MLDA space, a linear classifier such as SVM may be trained to separate one class
from the others. We observe that a simple classifier, such as nearest neighbor, also yields
very good accuracy because the learned representation is very discriminative.

Preliminary work on the proposed algorithm was published in [172]. In the current
manuscript, we extend the algorithm by proposing a new image-set representation which
is more accurate under certain conditions. In addition, we extend our classification tech-
nique to incorporate an efficient and more accurate Kernel Linear Discriminant Analysis
(KLDA) as classifier. KLDA has consistently exhibited more accuracy over MLDA in
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our experiments. We also perform more comprehensive experiments to test the robust-
ness of the proposed algorithms to noisy image-sets and to the presence of outliers in the
image-sets. Furthermore, the current implementation of the proposed algorithm has been
optimized to yield significantly more speedup than our previously reported results [172].
Currently our algorithm is 21 times faster than CDL [187], 42 times faster than DCC [84]
and 716 times faster than SANP [65] while consistently achieving more accuracy than all
of these algorithms. Due to the inherent simplicity, high accuracy and significant speedup,
the proposed algorithm may become a benchmark for the performance comparison of the
future research in image-set classification.

The two types of proposed image-set representations and two classifiers make four
variants of the proposed algorithm. We compare the recognition rates and the execution
times of the proposed algorithms with eleven state of the art image-set classification al-
gorithms. The proposed algorithms have demonstrated significant improvements in the
recognition rate as well as in the execution time over all of these algorithms and on all
databases.

3.1.2 Related Work

Existing image-set classification methods may be categorized into sample based and
structure based set-to-set matching techniques. The sample based techniques measure
the distance between nearest neighbor points of two image-sets. For example, Cevikalp
and Triggs [23] considered each image-set as a convex geometric region in Rd. Set dis-
similarity was measured by the distance of closest approach between the regions repre-
sented by the affine (AHISD) or convex hulls (CHISD). For the case of affine hull, the
minimum distance was computed using least squares while for the case of convex hull,
an SVM was trained to separate the probe set from the gallery. Instead of searching the
nearest points with dense combinations of samples in the corresponding image-sets, Hu
et al. [65] proposed that each of the two points should be able to be approximated by
a sparse combination of the samples of the respective sets. They argued that the sparse
approximated nearest points (SANP) will lie close to some facet of the affine hull and
hence, implicitly incorporate structural information of the sets as well. Yang et al. [199]
modeled the image-set as a `2 regularized affine hull and proposed regularized nearest
points (RNP) between two image-sets. RNP is shown to be computationally efficient than
SANP. Sample based methods may be vulnerable to outliers. For example, if a query set
contains a single outlier closer to a different gallery set, it may be misclassified based on
that sample alone. Furthermore, the sample based algorithms also have relatively higher
computational cost due to the constraints imposed on the nearest sample-based matching
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mechanism.

The structure based techniques try to model the underlying structure of an image-set
pointcloud with linear subspaces [43] [124] [84], mixture of subspaces [123], [37] and
nonlinear manifolds [188], [186], [202], [58], [187]. Structural similarity between the
sets is usually measured using subspace to subspace distance [84], manifold to manifold
distance [188] [186] or by defining kernel function on the manifolds [189], [58], [187]
for distance computation. Kim et al. [84] performed discriminative learning using canon-
ical correlations between the structures of sets. A discriminant function was learned that
maximized the within-class similarity and minimized the between-class canonical corre-
lations. Wang et al. [188] proposed Manifold-Manifold Distance (MMD) which clustered
each image-set into multiple linear local models and represented each model by a linear
subspace. The similarity between two sets was defined as the canonical correlation be-
tween the nearest local models. In addition, the nearest point distance was also combined
with the structural similarity to calculate the final similarity between two sets. Wang
and Chen [186] proposed Manifold Discriminant Analysis (MDA) that represented each
image-set by multiple local linear models. The local models were transformed by a lin-
ear discriminant function where different classes were better separable. The similarity
between two sets was calculated as the pair-wise local model distances in the learned
embedding space. Harandi et al. [58] represented the structure of image-sets with lin-
ear subspaces as points lying on Grassmannian manifolds. Using Grassmann kernels,
the subspaces were mapped to the Euclidean space where classification was performed
by graph embedding discriminant analysis. Generally, structure based algorithms require
relatively large number of images in a set (dense sampling) in order to accurately model
the underlying structure. Wang et al. [187] modeled the structure of each image-set di-
rectly by the covariance matrix. They mapped the covariance matrix of each image-set
from the Riemannian manifold to the Euclidean space by a kernel function based on Log
Euclidean distance (3.5). The image-sets were then classified according to a learned re-
gression function computed by kernel partial least squares.

3.2 Proposed Algorithm

The proposed algorithm has two main steps in the training phase. The first step is to
compactly represent an image-set with a feature vector and the second step is to reduce
the dimensionality of the feature vector while maintaining discrimination capability. This
increases accuracy and at the same time reduces memory requirement and execution time.
During the test phase, the compact representations of the probe sets are very efficiently
compared with the gallery set representations using a simple nearest neighbor technique.



3.2. Proposed Algorithm 41

3.2.1 Compact Image-set Representation

Let G = {Xj}gj=1 ∈ Rd×N be the gallery containing g image-sets and total N im-
ages: N =

∑g
j=1 nj , where nj is the number of images in the jth image-set. Let

Xj = {xij}
nj
i=1 ∈ Rd×nj be the jth image-set, where xij ∈ Rd is a d dimensional feature

vector obtained by lexicographic ordering of the pixel elements of the ith image in the jth

set. Instead of pixel values, the vector xij may also contain feature values such as LBP or
Gabor features. The value of nj may vary across image-sets while the dimensionality of
xij remains fixed.

The mean of the image-set Xj is often used to capture the first order statistics

µj =
1

nj

nj∑
i=1

(xij), (3.6)

and the covariance Σj is used to capture the second order statistics of an image-set

Σj =
1

nj − 1

nj∑
i=1

(xij − µj)(xij − µj)>. (3.7)

If the number of images nj in one image-set are less than the dimensionality of the feature
vector d then the matrix Σj ∈ Rd×d will become rank deficient and it will be semi positive
definite.

We propose to decompose Σj into lower triangular matrices by applying Cholesky
decomposition. However, Cholesky decomposition will yield a unique lower triangular
matrix only if the covariance matrix is positive definite. In order to ensure a unique
decomposition, we must ensure that all eigenvalues are large (positive), which we obtain
by introducing a regularization term:

Σ̂j = Σj +
λΣj

γ
I, (3.8)

where λΣj =
∑d

i=1 λj is the sum of all the eigenvalues of Σj , I is an identity matrix
of the same size as that of Σj , and γ > 1 is a positive constant. To make the analysis
process simple, in all our experiments we use a fixed value of γ = 1000. Since SVD is
computationally expensive and efficiency is an important criterion of our approach, we
avoid SVD and add a fraction of the sum of all eigenvalues at the leading diagonal of Σj ,
which is equivalent to adding the values to the diagonal ofD. Thus we get more efficiency
and also get rid of the user defined parameter k. The value of λΣj is computed as λΣj =

trace(Σj).
Applying Cholesky decomposition on Σ̂j we get

Σ̂j = Λj × Λ>j , (3.9)
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where Λj is the lower triangular matrix with positive diagonal entries. We obtain two
types of image-set representations from the lower triangular matrix and the first order
statistics µj of the image-set. For the first type, we add µj and Λj

Λ̂j = Λj + µj1
1×d, (3.10)

where 11×d is a row vector of ones. The feature vector f̂j is obtained by applying a
function ψ() on Λ̂j .

f̂j = ψ(Λ̂j) =

Λ̂j(p, q) if p ≥ q

0 otherwise .
(3.11)

We rearrange the non zero entries of f̂j in a vector form, Fj ∈ R
d(d+1)

2 . For the second
type of descriptor we first rearrange the non-zero entries of Λj in to a vector form vj and
then concatenate µj with it

Vj = [v>j µ>j ]>. (3.12)

The dimensionality of Vj is d(d+3)
2

. Since Fj and Vj globally represent an image-set
therefore, the distance between two image-sets Xa and Xb can be efficiently computed by
computing the distance between the corresponding feature vectors Fa and Fb (or Va and
Vb) in the Euclidean space. We observe that this distance computation is more efficient
than the existing image-set models such as manifold set representations [188] [186] or
affine and convex hull based image-set representations [23] [65].

3.2.2 Multiple Linear Discriminant Analysis

The feature vectors obtained in the last section still have a very high dimensionality. We
reduce the dimensionality of the feature vectors for computational efficiency while main-
taining the discrimination as follows.

Let Gp = {Fkj}
mj ,c
k=1,j=1 ∈ Rτ×g be the compact gallery representation consisting of

one feature vector for each image-set. Here τ = d(d+ 1)/2 for Fj (and τ = d(d+ 3)/2

for Vj), c are the subject classes (or object categories) contained in the gallery, mj ≥ 1 are
the number of image-sets in each class, g =

∑c
j=1mj , and Fkj represents the kth feature

vector in the jth class. We intend to reduce the dimensionality of the Fij from τ to c− 1,
by using Multiple Linear Discriminant Analysis (MLDA).

MLDA is a generalization of Fisher Linear Discriminant (FLD) and requires c − 1

discriminant functions to be learned for a classification problem with c classes. Therefore,
we project the feature vectors Fkj from τ dimensional space to a c−1 dimensional space:
F̂kj = W>Fkj or in terms of the gallery matrix: Ĝp = W>Gp, where W is an ortho-
normal transformation matrix of size τ × (c − 1) and the size of the transformed gallery
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matrix Ĝp is (c−1)×g. Traditionally, W is learned such that the between-class scatter of
Ĝp is maximized and within-class scatter is minimized. Let Sj be the within-class scatter
for each of the jth class

Sj =

mj∑
k=1

(Fkj − µj)(Fkj − µj)
>, (3.13)

where µj is the mean of the feature vectors within the jth class: µj = 1
mj

∑mj
k=1Fkj .

Since the outer product (Fkj − µj)(Fkj − µj)
> has rank one, the rank of Sj will be

bounded by mj: R(Sj) ≤ mj . The overall within-class scatter is given by the summation
of all class-scatter matrices

Sw =
c∑
j=1

Sj, (3.14)

and the rank of Sw ∈ Rτ×τ is upper bounded by the sum of ranks of the individual class
scatter matrices and thus by the number of image-sets in the gallery less the number of
classes: R(Sw) ≤ g − c, which shows that Sw is rank deficient.

The between class scatter matrix is defined as

Sb =
c∑
j=1

mj(µj − µ)(µj − µ)>, (3.15)

where µ is the average of all feature vectors in the gallery and µj is the class specific
mean. Since Sw is a summation of c rank-one matrices, it can have only c non-zero
eigenvalues.

The between class scatter of the transformed feature vectors is Ŝb = W>SbW and
within class scatter is Ŝw = W>SwW . Traditionally, W is learned such that the ratio of
Ŝb to Ŝw is, in some way, maximized. Since the determinant of a matrix is the product of
its eigenvalues which represents its scatter, therefore, often the ratio of the determinants
of both scatter matrices is maximized

W ∗ ≡ arg max
W

|W>SbW |
|W>SwW |

. (3.16)

W ∗ may be considered as the set of generalized eigenvectors of Sb and Sw corresponding
to the c− 1 largest eigenvalues:

SbW = ΛSwW, (3.17)

where Λ is a diagonal matrix containing eigenvalues. For a non-singular Sw, W may be
computed as the eigenvectors of S−1

w Sb.
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In our case, Sw is rank deficient which means the traditional solution cannot be ap-
plied. Assuming each image-set will result in an independent feature vector, the null
space of Sw, has τ − g dimensions. Minimization of within class scatter, W>SwW can
easily find a W within the null space of Sw, resulting in SwW = 0 and |W>SwW | = 0,
which will result in |Ŝb|/|Ŝw| → ∞, without considering the maximization of |Ŝb|. This
may be considered as a degenerated case of LDA. One may think of applying some type
of regularization on Sw to make it positive definite. However, we chose to reduce the di-
mensionality of the feature space by using PCA such that Sw will become full rank [12].

The gallery matrix Gp has τ rows which are significantly larger than the number of
columns. Since the row and column ranks are always equal, the number of linearly in-
dependent rows in Gp are bounded by g. In order to discard additional rows, we use
Principal Component Analysis (PCA). To save computation time, we perform the PCA
transform on Gp using the Eigenface [168] method. PCA basis is learned such that the
total scatter Ŝw + Ŝb of the Ĝp is maximized. An ortho-normal transformation matrix Ψ

may be computed such that

Ψ∗ ≡ arg max
Ψ
|Ψ>(Sw + Sb)Ψ|, (3.18)

or (Sw + Sb)Ψ = ΛΨ, which shows that Ψ is the matrix of eigenvectors of Sw + Sb.
Transformation of Sw and Sb with Ψ will be Ψ>SwΨ and Ψ>SbΨ. The size of both

transformed scatter matrices is (g− c)× (g− c), and the rank of Ψ>SwΨ is g− c. Using
these reduced size scatter matrices, the transformation matrix Φ may now be found

Φ∗ ≡ arg max
Φ

|Φ>Ψ>SbΨΦ|
|Φ>Ψ>SwΨΦ|

, (3.19)

or in terms of generalized eigenvalue problem

Ψ>SbΨΦ = ΛΨ>SwΨΦ. (3.20)

For a non-singular Ψ>SwΨ, Φ may be computed as eigenvectors of (Ψ>SwΨ)−1(Ψ>SbΨ).
In order to obtain a compact and discriminative representation of the gallery, we project
Gp on W = ΨΦ: Ĝp = (ΨΦ)>Gp, Ĝp ∈ Rc−1×g is used for estimating the label of the
probe image-set.

The compact representation of the probe image-set is also projected on the ΨΦ: Fpt =

(ΨΦ)>Ft, and the distance is computed from each of the feature vectors in Ĝp

Lp ≡ min
1≤j≤c

(
min

1≤k≤mj
(||F̂kj −Fpt||n)

)
, (3.21)

where Lp is the predicted label of the probe image-set and || · ||n represents nth norm
distance between the two vectors. In our experiments, we have used L2 norm in (2.1).
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3.2.3 Kernel Linear Discriminant Analysis

In this section, we introduce Kernel Linear Discriminant Analysis (KLDA) for dimen-
sionality reduction as well as classification accuracy improvement. We intend to reduce
the dimensionality of the features Fkj (or Vkj) from τ to c − 1 using KLDA. Let φ be
a nonlinear mapping function that maps the features Fkj ∈ Rτ to a high dimensional
feature space

φ : Rτ 7→ H. (3.22)

Assuming the mapped data is centred [154], let Gh be the gallery in the higher dimen-
sional feature space Gh = φ(Gp) = {φ(Fkj)}

mj ,c
k=1,j=1. The kernel matrix K ∈ Rg×g is

defined by means of dot products in the high dimensional feature space K = Gh
>Gh.

Rather than explicitly mapping the data to H by implementing the nonlinear mapping φ,
the kernel matrix K is often computed by using a kernel function.

After calculating K, KLDA seeks to solve the following optimization problem

αopt = arg max
α>KWKα

α>KKα
, (3.23)

where α = [α1, ..., αg]
>, andW ∈ Rg×g is a block diagonal matrix:

W = diag{W1,W2, ...,Wc}, whereWj ∈ Rmj×mj is a matrix with all elements equal to
1/mj . The optimal α is given by the largest eigenvectors of the

(KK + εI)−1(KWK)α = λα, (3.24)

Note that K is often a full rank matrix however, this is not guaranteed. Therefore, a reg-
ularization term ε is used to ensure that KK remains invertible. By selecting the (c − 1)

eigenvectors corresponding to the largest eigenvalues of (3.24), we obtain a transforma-
tion matrix α̂ = [α1, ..., αc−1]. Let Ft ∈ Rτ be the test feature vector in the input space
whose mapping in the feature space is φ(Ft). The c− 1 dimensional KLDA feature Yt of
Ft in the discriminant subspace is computed as

Yt = α̂>G>hFt. (3.25)

KLDA is nonlinear in the input space because of the nonlinear mapping φ between
the input and the feature space. nonlinear mapping can increase the discrimination abil-
ity of a classifier according to Cover’s theorem on the separability of patterns [60]. Due
to the possibly very high computational cost, the nonlinear mapping function φ is never
implemented explicitly [117, 154]. For this purpose, kernel functions are applied in the
input space to achieve the same effect of the computationally expensive nonlinear map-
ping. The kernel functions allow to compute the scalar product implicitly in H, without
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explicitly using or even knowing the mapping φ [117]. However, for a given function to
be a kernel function, it must satisfy the Mercers condition [117,154]. KLDA takes advan-
tage of this kernel trick and computes the inner products by means of a kernel function.
The polynomial kernel is one of the widely used kernel function that fulfils the Mercer’s
condition and is give by [117].

k(Fkj,Fk′j′) = (Fkj · Fk′j′)β. (3.26)

where β is the order of polynomial.

3.3 Experimental Evaluation

The two types of proposed representations and two classifiers make four different combi-
nations {Fj +MLDA,Fj +KLDA,Vj +MLDA,Vj +KLDA}. We evaluate the ef-
fectiveness of the proposed algorithms on six datasets for a wide range of image-set based
object classification applications including face recognition, periocular biometric recogni-
tion, object categorization and hand gesture recognition. We use the Honda/UCSD [92],
CMU Mobo [54] and Youtube celebrities datasets for holistic face recognition. These
datasets have been widely used in the literature to evaluate image-set based classification
algorithms. We use the MBGC v2 NIR video [125] dataset for periocular biometric recog-
nition. For the object categorization experiments we use the ETH-80 [95] dataset. Hand
gesture recognition experiments are performed on the Cambridge dataset [85]. We com-
pare the proposed algorithms with 11 state-of-the-art image-set classification techniques
for recognition rate and execution time comparisons. Experimental results demonstrate
the superiority of the proposed algorithms over the existing state-of-the-art techniques.

3.3.1 Dataset Details

The Honda/UCSD dataset contains 59 videos of 20 different subjects. We automatically
detect the faces in the video sequences using Viola and Jones algorithm [184]. We re-
size the grayscale face images to 20 × 20 and apply histogram equalization to reduce
illumination variations. Fig. 3.1-a shows cropped and resized face images from Honda
dataset.

The CMU MoBo dataset contains 96 videos of 24 different subjects. We automatically
detect and crop the faces using [184]. The video sequences in which only few faces could
be automatically detected are processed manually to crop the faces. We filter the grayscale
face images with a circular (8,1) neighborhood LBP filter [162] and resize the LBP coded
images to 20× 20. Note that this is different from [23] where they used the histograms of
the LBP features. The feature dimension as a result of the LBP coding is smaller d = 400
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(a)

(b)

 

(c)

Figure 3.1: (a) HONDA/UCSD dataset. Each row represents images from a different
image-set. (b) CMU MoBo dataset. Each row represents sample images from an image-
set. Two sets per subject are shown in this case. (c) Youtube celebrities dataset. Each row
represents sample images from an image-set. Two image-sets per subject are shown.
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and achieves better classification accuracy in our experiments. Sample face images of
different subjects from CMU-MoBo database are shown in Fig. 3.1-b.

The Youtube Celebrities dataset [86] is the most challenging for image-set based clas-
sification. This dataset contains 1910 video sequences of 47 celebrities (actors, actresses
and politicians) which were collected from Youtube (Fig. 3.1-c). The video clips con-
tain different numbers of frames (from 8 to 400) which are mostly low resolution and
recorded at high compression ratio, which leads to noisy and low-quality image frames.
Large variations in facial pose, illumination and facial expressions are present in the video
sequences. We automatically detect face images in the video sequences by applying [184]
and resize them to a 20×20. We then compute the LBP histogram features of the grayscale
face images using a cell size of 5. This results in a feature dimension d = 928 for each
face image. For LBP histogram feature extraction we use the VLFeat library [180].

We use the near-infrared (NIR) videos of the MBGC portal challenge version 2 [125]
for periocular biometric recognition. This dataset was captured while subjects were walk-
ing through a portal towards the camera. An NIR illuminator was used to capture high
resolution iris videos. Most frames in the videos exhibit large variations in illumination,
out-of-focus motion blur, sensor noise, and specular reflections. We automatically detect
the periocular region consisting of two eyes and the nose bridge using [184]. The de-
tected regions are scale and rotation normalized based on the automatically detected pupil
centers. The normalized periocular region is divided into left and right regions and the
central portion is removed. This experimental setting simulates the real world situations
when only one or both eyes may be visible while the rest of the face is occluded. The right
side periocular regions are mirrored to the left side. We normalize the resulting images to
unit magnitude to reduce the effects of illumination variations. Figure 3.2 shows sample
images of two different subjects.

The ETH-80 dataset [95] contains images of 8 object categories (Fig. 3.3) where each
category has 10 different objects of the same class. Each object has 41 images taken at
different views which form an image-set. We use 20 × 20 intensity images for the task

Figure 3.2: Sample periocular image-sets of two different subjects (left and right) from
the MBGC NIR v2 database.
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(a) 

(b) 

(c) 

Figure 3.3: (Left) ETH-80 object categories dataset. (a) Eight different object categories.
(b) 10 different objects within each category. (c) Sample images from an image-set of
the cow category. (Right) Cambridge Hand Gesture database. (a) Sample sets from
nine gesture classes. Each row represents a different class category. Flat-Leftwards (FL),
Flat-Rightward (FR), Flat-Contract (FC), Spread-Leftward (SL), Spread-Rightward (SR),
Spread-Contract (SC), V-Shape-Leftward (VL), V-Shape-Rightward (VR) and V-Shape-
Contract (VC) (b) Five different illumination conditions in the database.

of classifying an image-set of an object into a known category. ETH-80 is a challenging
database because it has fewer images per set, significant appearance variations across
objects of the same class and larger viewing angle differences within each image-set.

The Cambridge Hand Gesture dataset [85] (Fig. 3.3) contains 900 image sequences of
9 gesture classes, which are defined by 3 primitive hand shapes and 3 primitive motions.
Each class has 100 image sequences (5 different illuminations, 10 arbitrary motions, per-
formed by 2 subjects). Each sequence was recorded in front of a fixed camera having
roughly isolated gestures in space and time. Thus, fairly large intra-class variations in
spatial and temporal alignment are present in the database. The recognition task involves
the classification of different hand shapes as well as different hand motions at a time.
Following the experimental protocol of [83], the 100 videos of each gesture class are di-
vided into five illumination sets (Set1, Set2, Set3, Set4 and Set5) where Set5 is chosen
as a gallery. Gray scale images of size 20 × 20 without any preprocessing are used for
classification. Details of all datasets are given in Table (3.1).

3.3.2 Experimental Setup

We compare the proposed algorithms with 11 image-set classification techniques in-
cluding Canonical Correlation Analysis (DCC) [84], Manifold-to- Manifold Distance
(MMD) [188], Manifold Discriminant Analysis (MDA) [186], the Linear version of the
Affine Hull-based Image-set Distance (AHISD) [23], the Convex Hull-based Image-set
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Table 3.1: Dataset details including maximum, minimum and average images per set.
Dataset Classes Sets/class Min images/set Max images/set Avg images/set

Honda/UCSD 20 1-5 13 782 267

CMU-Mobo 24 4 68 370 307

MGBC 114 1-12 6 48 18

Youtube Celeb 47 17-108 7 350 155

ETH-80 8 10 41 41 41

Cambridge 9 100 37 119 71

Distance (CHISD) [23], Sparse Approximated Nearest Points (SANP) [65], Covariance
Discriminant Learning (CDL) [187], Regularized Nearest Points (RNP) [199], Mean Se-
quence Sparse Representation Classification (MSSRC) [128] and Set to Set Distance Met-
ric Learning (SSDML) [205]. We use the implementations by the original authors, except
for MDA and CDL techniques. For MDA, Hu’s [65] implementation is used, while we
use our own implementation of CDL. We follow the same experimental protocol used
previously by [23], [65], [186], [187], and [188].

We carefully tune the important parameters of each technique. For DCC we set the
subspace dimension and the corresponding maximum canonical correlations to 10. For
MMD and MDA, we configure the parameters as recommended in [188] and [186]. The
ratio between Euclidean distance and geodesic distance is optimized for different data
sets. We search different values in the range {1.0-5.0} and report the best results. The
maximum canonical correlation is used in defining MMD. For MDA, the number of
between-class NN local models and the dimension of MDA embedding space are also
tuned to achieve the best results. The number of connected nearest neighbors for comput-
ing geodesic distance in both MMD and MDA is searched in the range of {10, 12, 15, 18}.
For AHISD, CHISD and SANP, the PCA energy used to represent image-sets is searched
in the range of {80%, 85%, 90%, 95%, 99%}, and the best results are reported for each
method. For CHISD, we set the error penalty parameter C = 100. For RNP [199],
90% PCA energy is preserved and the same weight parameters as in [199] are used. No
parameter configurations are required for MSSRC [128] and SSDML [205].

For Honda, MoBo, MBGC and ETH-80 data sets, each subject/class has one image-
set in the gallery and the rest are used as probes/query. We perform 10-fold experiments
with different gallery/probe combinations in each fold. For Youtube dataset we follow
the standard experimental protocol of [65] and conduct five-fold cross-validation experi-
ments. The whole dataset is equally divided (with minimal overlap) into five folds each
containing nine sets per subject. In each fold, three sets per subject are randomly selected
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Figure 3.4: Accuracy of KLDA versus the order of polynomial β in (3.26). For the Honda
dataset accuracy remained 100% for all values of β. For the Mobo, Youtube, MBGC,
ETH and Cambridge datasets, the highest accuracy was achieved for β = {2, 3, 3, 4, 2}
respectively.

for training and the remaining six are selected for testing. For Cambridge hand gesture
dataset we follow the experimental protocol of [83]. The 100 sets of each gesture class are
divided into five illumination sets (Set1, Set2, Set3, Set4 and Set5) where Set5 is chosen
as a training set. The training set is further divided randomly into gallery and validation
sets (10 sequences in the gallery and the other 10 sequences for validation). Experiments
are repeated 10-folds with different gallery/probe combinations in each fold.

At least two image-sets per class are required in the gallery/training data for learning
with the proposed MLDA and DCC. Therefore, when the gallery contains only one image-
set for a particular class, we randomly partition the image-set into two non-overlapping
sub-sequences. We preserve 100 % energy of the PCA basis, because all discarded basis
had zero singular values. In KLDA based classification, we use the polynomial kernel
(3.26) to report the results. We perform analysis of KLDA accuracy for the appropriate
choice of the polynomial order β. Fig. 3.4 shows accuracy variations as the order is
changed from 1 to 20. For the Mobo, Youtube, MBGC, ETH and Cambridge datasets, the
highest accuracy was achieved by setting β = {2, 3, 3, 4, 2} respectively.
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Table 3.2: Comparison of the average recognition rates and standard deviations (%) of
10-fold experiments on the five datasets and 5 fold experiments on the Youtube dataset.

Honda MoBo ETH-80 MBGC Youtube Cambridge

DCC [84] 94.67±1.32 93.61±1.76 73.33±4.03 76.85±0.51 66.75±3.47 69.25±2.67

MMD [188] 94.87±1.16 93.19±1.66 69.72±4.01 64.35±2.61 65.12±4.36 32.17±2.71

MDA [186] 97.44±0.91 97.06±1.02 45.53±4.56 91.01±1.59 68.12±4.85 26.85±4.36

CDL [187] 100.0±0.00 95.83±2.07 75.00±4.26 75.65±1.49 68.96±5.29 78.47±3.14

AHISD [23] 89.74±1.85 97.36±0.79 51.52±5.92 87.38±2.05 71.92±3.55 23.11±3.91

CHISD [23] 92.31±2.12 96.41±0.97 51.67±4.11 88.04±1.52 73.17±3.29 25.31±2.51

SANP [65] 93.08±3.43 96.94±0.63 49.17±3.83 88.33±1.39 74.04±3.48 25.45±2.23

MSSRC [128] 96.75±2.65 97.05 ± 0.88 67.50±3.07 89.49±2.88 74.24±3.21 28.85±2.11

SSDML [205] 89.41±3.64 85.75 ± 1.82 73.20±2.12 70.52±1.87 70.81±3.42 32.24±2.85

RNP [199] 95.95±2.16 96.11 ± 1.43 50.21±3.24 88.50±2.17 74.02±3.68 22.03±2.91

Fj+MLDA 100.0±0.0 97.36±0.79 72.91±2.38 92.32±1.35 76.17±3.34 84.38±3.17

Vj+MLDA 100.0±0.0 97.50±0.80 79.58±3.70 81.90±0.74 77.14±3.23 88.51±1.98

Fj+KLDA 100.0±0.0 97.50±0.80 73.19±3.98 93.33±0.62 76.88±3.74 87.72±1.09

Vj+KLDA 100.0±0.0 97.64±0.67 80.00±4.15 83.33±0.60 77.19±2.98 89.64±1.73

3.3.3 Image-set Classification Results

Table 3.2 summarizes our image-set based object classification results on the six
datasets. On the Honda/UCSD dataset, all four combinations of the proposed algorithms
outperformed existing methods by achieving 100% accuracy. Note that we report lower
accuracies for AHISD, CHISD and SANP because our results are for 10-fold experiments
whereas the results reported in [23] and [65] are for a single fold where the first video of
each person is taken for training and the rest are used for testing. Also, the image size in
our experiments is 20× 20 whereas the image size was 40× 40 in [23].

The CMU-Mobo dataset has relatively smaller with-in class pose variations and the
illumination has been normalized by the our LBP filtering process. Therefore, the mean
of each image-set is more discriminative compared to other datasets. The proposed al-
gorithms which incorporate the mean into the feature vectors (Fj , Vj) perform better
than CDL which only uses the covariance matrix to represent image-sets (Table 3.2).
AHISD, MDA and MSSRC also perform good on this dataset because they include se-
quence mean in their set-to-set distance calculations. These experiments show that the
first order statistics (sequence mean) should not be completely ignored while comput-
ing set-to-set distance. Within the proposed algorithms, the performance of Vj+KLDA is
better than Vj+MLDA in terms of both accuracy and the standard deviation.

On the Youtube celebrities dataset, all four combinations of the proposed algorithms
outperform the existing methods (Table 3.2). The image-sets in this dataset are rela-
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tively more noisy and their structure can not be perfectly estimated. Therefore, the struc-
ture based algorithms (DCC, CDL) perform poor compared to sample based algorithms
(AHISD, CHISD, SANP, MSSRC, RNP). In contrast, the proposed algorithms combines
both the sample as well as the structure properties of the image-set and are therefore more
accurate than the existing methods. Our use of the LBP histogram features increases
the discrimination. Therefore, most of the existing algorithms achieve relatively higher
accuracies than previously reported on this dataset [65, 187].

In the MBGC NIR database, there are fewer frames (4-48 images) per image-set there-
fore, the structure based algorithms perform poor on this dataset (Table 3.2). CDL shows
less accuracy because the covariance matrix estimate from a small number of frames
is poor and also due to the exclusion of the mean of the image-sets. Similarly, DCC
and MMD also fail to accurately model the image-set in this dataset. The mean of each
image-set is informative in MBGC NIR dataset due to the better alignment of periocular
regions. For MBGC NIR database, the fusion of the mean with the second order statis-
tics using summation (Fj) outperforms all the other algorithms. This shows that when
the covariance estimate is poor the addition of mean (Fj) is better than the concatenation
(Vj).

We use only one image-set per class in the gallery for the purpose of training in the
ETH-80 dataset. This render the classification problem more difficult than using five
image-sets per gallery as was the case in DCC [84], MDA [186] and CDL [187]. On
this dataset, the sample based algorithms perform poor due to the large intra class pose
variations and significant intra-class object appearance differences. The proposed mean
shifted covariance descriptor Vj outperforms the existing state-of-the-art when used with
both MLDA and KLDA (Table 3.2).

The results on the Cambridge Hand Gestures dataset show that the proposed algo-
rithms are generic. We apply exactly the same algorithms as are applied for the image-set
based classification task. Table 3.2 shows that the proposed mean shifted covariance fea-
tures (Fj , Vj) outperform the other image-set representation methods for the task of hand
gesture recognition on this dataset. While other methods for gesture recognition such
as [108] and [107] have shown greater accuracies on the Cambridge Hand Gesture dataset,
these algorithms are not tested for the generic task of image-set based classification. The
sample based algorithms (AHISD, SANP, CHISD, MSSRC, RNP) perform poor on this
dataset. This is because the sample based algorithms use the location of individual sample
to define their models which cannot accommodate the hand gesture variations adequately.
The proposed feature vectors which fuse both the structure and the sample measures of
the image-set can model the hand gestures variations in better manner. DCC and CDL
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also achieve more accuracy than the sample based algorithms on this dataset which shows
that structure based algorithms have an edge over the sample based algorithms for the task
of gesture recognition.

3.3.4 Robustness Experiments

We use the Honda/UCSD database for these experiments. First we compare the ro-
bustness of the proposed algorithms to the number of samples per image-set. For this pur-
pose, we randomly select {10, 20, 30, 40, 50, 60, 70,80,90,100} images per set from the
Honda/UCSD database. The average recognition rates of all the algorithms under study
are plotted in Fig. 3.5-a. The accuracy of the proposed algorithms is less when 10 images
per set are used. However, as the number of images per set increases, the performance
of the proposed algorithms increases dramatically and Fj + MLDA achieves 99.79%
recognition rates at 40 images per set. All other algorithms exhibited very different be-
haviours with the increase in number of images per set. SANP and CHISD obtained their
maximum recognition rates of 96.92 % and 97.69% respectively at 20 images per set and
further increase in the number of images per set was mostly unfavourable for these two
algorithms. The accuracy of MDA linearly increased until 60 images per set however, the
accuracy dropped at 70 images per set followed by a second liner increase. The accuracy
of DCC increased in a piece-wise liner fashion. The accuracy of MMD increased with
a big jump from 10 to 20 images per set however, it quickly reached a saturation value
at 50 followed by a decreasing trend for 60 and 70 images per set. A second increasing
trend followed for 80 and 90 images per set reaching a saturation level of 92.56 % at 100
images per set. The maximum gain in accuracy for the proposed algorithms was till 50
images per set and a saturation level of 100% accuracy was reached at 60 images per set
for all the variants of the proposed algorithm. This shows that 60 random frames per set
are optimal for capturing the first and second order statistics in this dataset. Moreover, the
accuracy of the proposed algorithms monotonically increases with the number of images
per set and no adverse effects of adding more frames is observed.

Next, we test the robustness of our algorithms to noise and compare it to other al-
gorithms in a setup similar to [23]. From the Honda dataset, we generated clean data
containing 100 randomly selected images per set in both the gallery and the probes to
ensure that the same percentage of noise can be added for all sets. The gallery and/or
probe image-sets were then corrupted by adding one randomly selected image from each
of the other classes. The original clean data and the three noisy cases are referred to
as Nc (Clean), NG (only Gallery has noise), NP (only probe has noise)and NG+P (both
gallery and probe have noise). Figure 3.5 shows that the proposed algorithms exhibited
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Figure 3.5: (a) Robustness to the number of images per set. The average recognition
rates of different algorithms over 10-folds versus the number of images per set using
the Honda/UCSD dataset. (b) Average recognition rates of different algorithms in noisy
image-sets experiments on Honda database.

robustness to noise better than all others. As expected, sample based algorithms (AHISD,
CHISD, SANP) are more sensitive to noise compared to the structure based ones because
modeling the set as a whole can better handle the influence of noisy samples. On the other
hand, sample based algorithms generate interpolated images from the original set images
and, in the presence of noisy sample, this can lead to in-accurate representation of the set.

In the next two experiments, we only corrupt the probe but in more challenging ways.
Note that it is more realistic to assume that the gallery sets are clean and only the probe
image-sets contain outliers. In the first experiment, we added (g − 1)nr images in each
probe set where g = 20 is the gallery size and nr random images are taken from every
other gallery set and added to the probe set. We varied nr from 1 to 3 resulting in 19, 38
and 57 number of outlier images to be added to each probe set. Table 3.3 summarizes the
accuracy of different algorithms for the three cases. The drop in the recognition rate of
the proposed algorithms is significantly less compared to others. For example, in the case
of the proposed Vj + KLDA algorithm, the drop in the recognition rate when nr = 3 is
0.5% which is significantly less than the 5.38% drop of CDL and 1.92% drop of SANP.
This demonstrates the robustness of the proposed Vj +KLDA to outliers.

In the second experiment, we test the robustness of the proposed algorithms to the
presence of strong outliers belonging to one class. This is done by adding randomly
selected nr images from a randomly selected gallery set to each probe set. This is a
more challenging case because a large number of outliers from the same class can alter
the structure of the image-set. The value of nr is varied from 1 to 12. The accuracy of
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Table 3.3: Average recognition rates of different algorithms in robustness to outliers ex-
periment

Algorithm nr = 1 nr = 2 nr = 3

DCC [84] 93.59 ± 2.78 92.93 ± 2.25 92.31 ± 2.09
MMD [188] 93.83 ± 1.16 93.04 ± 2.44 89.74 ± 4.05
MDA [186] 97.44 ± 0.91 96.73 ± 1.14 95.73 ± 2.87
CDL [187] 98.72 ± 1.28 96.92 ± 2.65 94.62 ± 1.89

AHISD [23] 88.21 ± 1.09 87.31 ± 2.42 87.03 ± 1.35
CHISD [23] 92.11 ± 1.89 91.81 ± 2.42 91.03 ± 1.35
SANP [65] 92.82 ± 1.32 91.54 ± 3.83 91.16 ± 2.84
Fj+MLDA 100.00 ± 0.00 100.00 ± 0.00 94.87 ± 1.73
Vj+MLDA 100.00 ± 0.00 100.00 ± 0.00 98.12 ± 1.79
Fj+KLDA 100.00 ± 0.00 98.97 ± 1.03 96.92 ± 2.02
Vj+KLDA 100.00 ± 0.00 100.00 ± 0.00 99.49 ± 0.51

Fj+KLDA and Vj+KLDA remained 100% for nr ≤ 11 and 99.74% for nr = 12.

3.3.5 Execution Time Comparison

Table 3.4 shows the average execution times of all algorithms over 5-fold experiments
on the Youtube dataset. These experiments are performed on a Pentium 3.4GHz CPU
with 8GB RAM using MATLAB implementations. Comparison of the execution times
reveals that all variants of the proposed algorithm are significantly faster than the existing
image-set classification algorithms. For example, the proposed Fj + KLDA is almost
327 times faster than CDL [187] and 449 times faster than SANP [65]. Our use of LBP
histogram features increases the discrimination but makes the feature dimension d very
high (d = 928). Therefore, the existing algorithms suffers from computation as well as
memory burden. However, even for such high dimensional features, all the variants of
the proposed algorithms are significantly faster. This shows that the proposed algorithms
have better scalability for high dimensional and large datasets. Note that SANP is faster
than our previous results [172]. For SANP, this was achieved by normalizing all features
to unit magnitude. This significantly improved the convergence speed of the accelerated
proximal gradient method used to find the sparse approximated nearest points. We have
also significantly optimized the implementation of CDL to achieve faster execution times.
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Table 3.4: Execution times of matching one probe image-set with 141 gallery image-sets
of the Youtube dataset

Algorithm Training time (sec) Testing time (sec)

DCC [84] 167.49 8.08
MMD [188] 313.57 78.32
MDA [186] 580.70 201.48
AHISD [23] N/A 18.10
CHISD [23] N/A 190.61
SANP [65] N/A 17.94
CDL [187] 345.88 13.08

MSSRC [128] N/A 30.82
SSDML [205] 400.01 21.87

RNP [199] N/A 6.42
Fj+MLDA 11.52 0.05
Vj+MLDA 10.63 0.07
Fj+KLDA 5.28 0.04
Vj+KLDA 8.21 0.06

3.4 Conclusion
We presented a computationally efficient, robust and highly accurate image-set classifica-
tion algorithm. Two different image-set representations based on Cholesky decomposition
of the set covariance and the set mean were proposed. Dimensionality of the resulting fea-
tures was reduced using MLDA. The proposed method was also extended to Kernel LDA
using the polynomial kernel. The proposed algorithms were compared with eleven state
of the art image-set classification algorithms on six standard datasets. Experimental re-
sults demonstrate that the proposed algorithms consistently outperform all eleven existing
algorithms on all six datasets. In terms of speed, our algorithm is 327 times faster than its
nearest competitor. Our results also show that the proposed algorithm is robust to small
number of samples per set and the presence of a large number of outlier images in the
probe sets as well as outlier images in the gallery sets.
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Hyperspectral Face Recognition using 3D-DCT and
Partial Least Squares

Abstract

Hyperspectral imaging offers new opportunities for inter-person facial discrimination.
However, compact and discriminative feature extraction from high dimensional hyper-
spectral image cubes is a challenging task. We propose a spatiospectral feature extraction
method based on the 3D Discrete Cosine Transform (3D-DCT). The 3D-DCT optimally
compacts information in the low frequency coefficients. Therefore, we represent each
hyperspectral facial cube by a small number of low frequency DCT coefficients and for-
mulate Partial Least Square (PLS) regression for accurate classification. The proposed al-
gorithm is evaluated on three standard hyperspectral face databases. Experimental results
show that the proposed algorithm outperforms five current state of the art hyperspectral
face recognition algorithms by a significant margin.

4.1 Introduction

Despite vast research, face recognition is still a challenging problem because of the
fact that intra-person dissimilarities often exceed the inter-person dissimilarities in the
presence of view point and illumination variations. Most of the current research is based
on the facial appearance captured by the 2D grayscale or RGB face images usually ac-
quired in the visible spectrum [97, 204]. The inherent dimensionality of the 2D images is
often very low limiting the discriminative capability of face recognition algorithms based
on such data. Moreover, the spatial features extracted from 2D images, such as PCA,
LBP or Gabor features, may perform poorly in the presence of view point or illumination
variations resulting in low inter-person discrimination.

In order to increase the inherent dimensionality of the facial data, many researchers
have considered the use of hyperspectral imaging [34, 132, 133, 147, 158]. Hyperspectral
imaging can increase facial discrimination by capturing more biometric measurements
such as the spectral response of faces. As the number of subjects to be discriminated

This chapter is published in Proc. of British Machine Vision Conference (BMVC), pages 1-9, 2013.
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Figure 4.1: 3D-DCT based feature extraction. A hyperspectral cube (each band is ren-
dered as RGB) and the corresponding 3D-DCT energy spectrum. It can be seen that only
a few coefficients around the origin contain most of the energy.

increases, the performance of 2D image based algorithms decreases due to the reduc-
tion in the inter-subject distance in the face space. In such cases, hyperspectral imaging
may be useful for increasing the accuracy because of its high dimensionality. A hyper-
spectral image is a data cube with two spatial and one spectral dimension. It is captured
by a hyperspectral camera which operates in multiple narrow bands and densely sam-
ples the radiance measure in space and wavelength, producing precise optical spectra at
every pixel. In addition to facial appearance, spectral measurements in multiple wave-
lengths also sense the subsurface tissue features which may be significantly different for
each person. Pan et al. [132] used these subsurface features as spectral discriminants for
recognition over a large range of poses and expressions. Hyperspectral imaging also of-
fers liveliness test by distinguishing the spectral signature of a real human face from a
synthetic mask or a mere photograph.

Although the high dimensionality of hyperspectral data presents a desirable feature for
increasing the uniqueness of faces, at the same time it poses new challenges such as inter-
band misalignments, low signal to noise ratios in certain bands and high dimensionality.
Inter-band misalignment is due to subject movements during hyperspectral data acqui-
sition. Low signal to noise ratio is usually observed in bands near the blue wavelength
(420nm) due to low filter transmittance in these wavelengths. Therefore, these bands may
contain relatively high noise. Moreover, high data dimensionality makes discriminative
feature extraction a difficult task.

Due to the high dimensionality of hyperspectral data, discriminative feature extrac-
tion for face recognition is more challenging than 2D images. Most researchers have
simply sub sampled the hyperspectral data [132, 133, 158] for dimensionality reduction
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and feature extraction while others have used simple PCA [34]. In contrast to the existing
dimensionality reduction and feature extraction techniques, we propose the three dimen-
sional Discrete Cosine Transform (3D-DCT) for feature extraction (Fig. 4.1). Exploiting
the fact that hyperspectral data is usually highly correlated in spatial and spectral dimen-
sions, a transform such as DCT is expected to perform information compaction in a few
coefficients by providing maximal decorrelation. DCT transform being an approximation
of the KL-Transformation optimally compacts the signal information in a given number
of transform coefficients. Moreover, compared to other transforms, such as the Fourier
transform, the transformed coefficients are real and thus require less data to process.

For the purpose of classifying the 3D-DCT features, we propose two types of clas-
sifiers, namely the Sparse Representation (SRC) [192] and Partial Least Square (PLS)
regression. In our experiments, we observed that PLS regression performed better than
SRC. This is because PLS basis projects the feature vectors into a latent space in which
feature vectors corresponding to the same subject are closer than the feature vectors cor-
responding to different subjects. We perform experiments on three standard hyperspectral
face databases including the PolyU Hyperspectral [143], CMU Hyperspectral [33] and
UWA Hyperspectral databases. The results are compared with five existing hyperspectral
face recognition algorithms. The proposed algorithm has consistently outperformed the
existing techniques on all three databases with significant margins.

4.1.1 Related Work

Hyperspectral face recognition is a relatively less explored research area. Existing
work on hyperspectral face recognition can be divided into two broad categories. The first
category of algorithms use only spectral features [132, 147] while the second category of
algorithms use both spatial and spectral features.

Initial work on hyperspectral face recognition was done by Pan et al. [132] based on
the spectral features using hyperspectral images in the near-infrared range (700-1000nm).
They manually sampled the 31 dimensional (31 band) spectral signatures from hand
picked locations on the hair, forehead, cheeks, lips and chin of each subject. The spectral
signatures were compared using Mahalanobis distance to perform face recognition. The
spectral features showed good recognition accuracy on a proprietary database of 200 sub-
jects. However recognition rate dropped when the time lapse between probe and gallery
image acquisition increased. Moreover, spectral features showed poor recognition ac-
curacy on public hyperspectral face databases [151]. Robila [147] also used spectral
features of different face regions in hyperspectral images of 120 bands (400-900nm) but
compared them using spectral angle measurement. However, his experiments involved a
small database of only eight subjects.
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Pan et al. [133] extracted spatiospectral features, called the 2D spectral-face, by recur-
sively sampling each subsequent pixel from the next band. This feature extraction method
was simple; however, the sampling process of pixels to generate the 2D spectral-face was
ad-hoc and about 96% of the pixels were discarded. Di et al. [34] used 2D PCA to extract
low dimensional features from hyperspectral cubes. The 2D PCA based features were
then compared using Euclidean distance to perform face recognition. However, the 2D
PCA coefficients are sensitive to noise in the bands. Shen and Zheng [158] extracted spa-
tiospectral features from each hyperspectral cube using 3D-Gabor Wavelets. However,
their set of 52 3D-Gabor Wavelets transformed each hyperspectral cube to 52 feature
cubes. Therefore, their method increased the dimensionality of features making feature
selection more difficult. An ad-hoc sub-sampling scheme was applied on the feature cubes
for feature selection.

4.2 Proposed Algorithm

The proposed algorithm has two steps, 3D-DCT based features extraction and Partial
Least Squares (PLS) regression based classification. Both steps are separately discussed
in the following sections.

4.2.1 3D-DCT based Feature Extraction

The Discrete Cosine Transform (DCT) [3] expresses a discrete signal, such as a 2D
image or a hyperspectral cube, as a linear combination of mutually uncorrelated cosine
basis functions [82]. DCT generates a compact energy spectrum of the signal where
the low-frequency coefficients encode most of the signal information. A compact signal
representation can be obtained by selecting only the low-frequency coefficients as fea-
tures. Two dimensional DCT has previously been used for feature extraction from spatial
data in applications such as image compression [185], face recognition [57] and image
retrieval [40]. Similarly, the 3D-DCT has been used to simultaneously exploit the spa-
tiotemporal information contained in the correlated video frames in applications such as
video coding [20, 148] and visual tracking [98]. However, we use 3D-DCT, for the first
time, for information compaction and features extraction from hyperspectral data. The
closest work in this regard is that of Abousleman et al. [1]. They used block based 3D-
DCT for compression of hyperspectral images obtained by satellite sensors for remote
sensing. In contrast, we use global 3D-DCT and extract features from the complete hy-
perspectral image cubes for face recognition. Our choice of global 3D-DCT for feature
extraction is motivated from the fact that it can effectively exploit the high inter-band
correlation and simultaneously model the spatiospectral information.
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The 2D-DCT of a 2D image h(x, y)N1×N2 , and the 3D-DCT of a hyperspectral cube
H(x, y, λ)N1×N2×N3 are given by

C(u, v) = Ω1(u)Ω2(v)

N1−1∑
x=0

N2−1∑
y=0

h(x, y){cos[π(2x+ 1)u

2N1

]cos[
π(2y + 1)v

2N2

]} (4.1)

F (u, v, w) = Ω1(u)Ω2(v)Ω3(w)

N1−1∑
x=0

N2−1∑
y=0

N3−1∑
λ=0

H(x, y, λ)

{cos[π(2x+ 1)u

2N1

]cos[
π(2y + 1)v

2N2

]cos[
π(2λ+ 1)w

2N3

]}

(4.2)

where u = {0, 1, ..., N1 − 1}, v = {0, 1, ..., N2 − 1}, w = {0, 1, ..., N3 − 1} and Ωi(u) is
defined as

Ωi(u) =


√

1
Ni

if u=0;√
2
Ni

otherwise
(4.3)

The low frequency coefficients near the origin of F (u, v, w) represent most of the
energy of the hyperspectral cube, therefore, the high-frequency coefficients can be dis-
carded. In order to construct our proposed feature vector, we sample a frequency sub-cube
Γ(u, v, w) of dimensions (α×β×γ) by retaining only the low-frequency elements around
the origin of F (u, v, w) i.e., {(u, v, w)|u ≤ α, v ≤ β, w ≤ γ}. The sub-cube Γ(u, v, w)

is vectorized and normalized to unit magnitude to obtain the final feature vector f ∈ Rd,
where d = (αβγ), which is used for classification. Figure 4.1 shows the process of our
proposed 3D-DCT based feature extraction.

4.2.2 Classification by PLS Regression

Let c be the number of subject classes contained in the gallery andGf = {fjk}nk,cj=1,k=1 ∈
Rd×g be the final gallery representation such that nk ≥ 1 are the number of hyperspectral
cubes in each class, g =

∑c
k=1 nk, and fjk is a 3D-DCT based feature vector representing

the jth hyperspectral cube in the kth class. We classify the features fjk using Partial Least
Squares (PLS) regression [149]. PLS models relations between sets of observed variables
by means of latent variables. In its general form, PLS creates orthogonal score vectors by
maximizing the covariance between different variable sets. Let the gallery Gf denote a
set of predictor variables. We represent the response variables Z = {zjk}nk,cj=1,k=1 as a set
of indicator vectors, where each indicator vector zjk ∈ Rc shows the membership of kth

class. zjk is defined as a binary vector having 1 at the kth index and zeros otherwise.



64
Chapter 4. Hyperspectral Face Recognition using 3D-DCT and Partial Least

Squares

PLS decomposes matrices Gf and Z into the form

Gf = AP ′ + E, (4.4)

Z = BQ′ + F, (4.5)

whereA andB are the matrices containing the extracted latent vectors, the matrices P and
Q represent loadings, and the matrices E and F are the residuals. Based on the nonlinear
iterative partial least squares (NIPALS) algorithm, PLS finds weight vectors p and q such
that

max
|p|=|q|=1

[cov(Gfp, Zq)]
2 = [cov(a, b)]2 (4.6)

where a and b are the column vectors of A and B respectively and cov(a, b) is the sample
covariance. The regression coefficients between the two sets of variables Gf and Z can
be estimated by PLS regression formulation [149]

W = G′fB(A′GfG
′
fB)−1A′Z. (4.7)

Using W , we can predict labels of the query feature vector ft:

ẑt = f ′tW, (4.8)

where ẑt ∈ Rc is an indicator variable, ideally containing 1 at only one location (indi-
cating the class membership) and 0 at all other locations. However due to noise in the
data and approximation errors in the regression process, this is seldom the case. Often ẑt
contains some non-zero value at each location. In our implementation, the location of the
maximum of ẑt is considered as the predicted label for ft.

4.3 Experiments and Results
The performance of the proposed algorithm using 3D-DCT based features and PLS

based classification is compared with five existing hyperspectral face recognition algo-
rithms on three hyperspectral face databases. In our experiments, the proposed algorithm
has outperformed all of the existing algorithms by a significant margin.

4.3.1 Hyperspectral Face Databases

The first hyperspectral face database used is the Hong Kong Polytechnic University
Hyperspectral Face Database(PolyU-HSFD) [34, 143] (Fig. 4.2). This database consists
of hyperspectral face image cubes acquired by an indoor imaging system using a CRI’s
VariSpec Liquid Crystal Tuneable Filter. Each cube contains 33 bands acquired in the
spectral range of 400-720nm with a step size of 10nm. The database was constructed over
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Figure 4.2: A hyperspectral face cube from the PolyU-HSFD

a long period of time and significant appearance variations of the subjects such as changes
of hair style and skin condition are presented. Signal to noise ratio (SNR) in bands near
the blue wavelength is very low, and the database contains inter-band alignment errors due
to subject movements. The database contains 48 subjects with 13 females and 35 males.
Each of the first 25 subjects has four to seven cubes while the remaining 23 subjects only
have one cube per subject. Following the experimental protocol of [34, 158], we use
the first 25 subjects in our experiments. Our final experimental data of PolyU consists
of 113 hyperspectral image cubes. The first six and the last three bands have very low
SNR, therefore these bands are discarded as recommended by [34,158]. For each subject,
two cubes are randomly selected for the gallery and the remaining 63 cubes are used as
probes.

The second database is CMU Hyperspectral Face Database (CMU-HSFD) [33] (Fig.
4.3) which consists of hyperspectral face image cubes acquired with a prototype CMU
developed spectro-polarimetric camera. Each hyperspectral face cube contains 65 bands
covering the spectral range of 450-1100nm with a step size of 10nm. For illumination,
three identical lamps with 600W halogen bulbs were used. The database contains 48 sub-
jects, each subject has 4 to 20 cubes acquired in different sessions and different lighting
combinations. The individual bands in the start of the cube have low SNR and most of

Figure 4.3: A hyperspectral face cube from the CMU-HSFD (only odd numbered bands)
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Figure 4.4: A hyperspectral face cube from locally acquired UWA-HSFD

the subjects perform eye blinking or small face movements during image acquisition. In
our experiments we have used only the cubes acquired with all lights turned on. Our ex-
perimental data consists of 147 hyperspectral cubes of 48 subjects. Each subject has 1
to 5 cubes. The gallery is constructed by randomly selecting one cube for each of the 48
subjects while the remaining 99 cubes are used as probes.

The third database is the locally acquired UWA Hyperspectral Face Database (UWA-
HSFD) (Fig. 4.4) which consists of hyperspectral face images acquired by an indoor
imaging system using a CRI’s VariSpec LCTF filter integrated with a Photon focus cam-
era. Each hyperspectral face cube consists of 33 bands acquired in the spectral range of
400-720nm with a step size of 10nm. During acquisition, we adaptively selected the cam-
era exposure time according to signal strength in different wavelengths. Therefore, noise
levels in this database are relatively lower than the other two databases. Alignment errors
are present between individual bands due to subjects movements and eye blinking during
image acquisition. The UWA-HSFD database consists of 120 cubes of 70 subjects, each
having one or two cubes. The gallery is constructed by randomly selecting one cube for
each of the 70 subjects. The remaining 50 cubes are used as probes. The UWA-HSFD
dataset will soon be made publicly available.

Manually clicked eye coordinates in each band are used to crop a normalized face
image of size 46×38, 40×40 and 30×30 pixels for PolyU, CMU and UWA HSFD re-
spectively. For all the databases we performed ten-fold cross validation experiments by
randomly selecting different gallery/probe combinations in each fold.

4.3.2 Compared Hyperspectral Face Recognition Algorithms

The five existing hyperspectral face recognition algorithms used for comparisons in-
clude Spectral Signature Matching [132], Spectral Angle Measurement [147], Spectral
Eigenface [133], 2D PCA [34] 3D Gabor Wavelets [158]. We use our own implementa-
tions of all of these algorithms. The parameters of these algorithms are set as follows. For
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Figure 4.5: Sub-cubes of size 10 × 10 × 10 sampled around the origin of the 3D-DCT
energy spectrum of four different subjects of the UWA Database.
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Figure 4.6: Proposed algorithm: Recognition rate vs. sub-cube size (left) Recognition rate
vs. the number of PLS basis (right).

spectral signature matching algorithm we use 5 adjacent square regions of size 17×17
pixels arranged in a cross pattern to represent hair, forehead and cheeks. For lips we use
square regions of size 9× 9 pixels [132]. For Spectral Eigenface we preserve 99% energy
by retaining 48 PCA basis vectors for all three databases. For 2D PCA [34], 99% energy
is preserved by retaining 27, 30 and 38 PCA basis vector for PolyU, CMU and UWA
databases respectively. For the 3D Gabor method, we use 52 Gabor wavelets for feature
generation as recommended by [158].

4.3.3 Results

In our experiments, we first filter the individual bands with a circular (8, 1) neigh-
borhood LBP [162] filter to normalize the illumination variations. Figure 4.5 shows sub-
cubes of size (10 × 10 × 10) sampled from the full 3D-DCT energy spectrums of four
different subjects from the UWA database. It can be seen that the energy patterns are very
discriminative.

In order to choose the optimal number of 3D-DCT coefficients to construct the feature
vector, we tested different values for the parameters α, β and γ. Figure 4.6 shows the re-
lationship of the accuracy and the sub-cube size Γ(u, v, w) to construct the feature vector.
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Table 4.1: Average recognition rates and standard deviations (%) for ten fold experiments
on three databases.

Algorithm PolyU Database CMU Database UWA Database

Hyperspectral

Spectral Signature [132] 24.63±3.87 38.18±1.89 40.52±1.08
Spectral Angle [147] 25.49±4.36 38.16±1.89 37.95±4.15
Spectral Eigenface [133] 70.30±3.61 84.54±3.78 91.51±3.07
2D PCA [34] 71.11±3.16 72.10±5.41 83.85±2.42
3D Gabor Wavelets [158] 90.19±2.09 91.67±2.86 91.50±3.07

Proposed

2D-DCT + SRC 75.86±2.92 97.44±1.24 97.00±1.29
2D-DCT + PLS 91.43±2.10 97.78±1.28 97.25±1.87
3D-DCT + SRC 87.02±1.72 98.10±0.69 98.00±1.84
3D-DCT + PLS 93.00±2.27 99.00±0.85 98.00±1.39

The best results are obtained by setting α, β and γ to 12 for PolyU, 10 for CMU and 10
for UWA database. We fixed the number of PLS basis to 45, 47, and 50 for PolyU, CMU
and UWA databases respectively to obtain the best results (Fig. 4.6). We also perform
experiments to classify the 3D-DCT based features using Sparse Representation based
Classification technique (SRC) [192]. For SRC the value of the regularization parameter
λ is set to 4.7 × 10−4 for all three databases in our experiments. In addition, we also
analyse the performance of using 2 dimensional Discrete Cosine Transform features for
hyperspectral face recognition. The 2D-DCT is applied on individual bands according
to (4.1) to obtain 2D-DCT energy spectrum of the individual bands. The low frequency
coefficients from individual 2D-DCT energy spectrums are sampled and concatenated to
form the final feature vector. SRC and PLS regression is used to classify the 2D-DCT fea-
tures. The parameter setting is kept the same as that of 3D-DCT based feature extraction
and classification.

Table 4.1 shows that the proposed algorithm has out-performed five existing hyper-
spectral face recognition algorithms on all three databases. We observe that PLS regres-
sion performed better than SRC. It is because PLS basis projects the feature vectors into
a latent space in which feature vectors corresponding to the same subject are closer than
the feature vectors corresponding to different subjects. Please note that the proposed 3D-
DCT features can be classified with any generic classifier. We choose PLS due to its
better modelling cabality of the small training data. Note that larger accuracy has been
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previously reported for spectral signature matching by Pan et al. [132] using hyperspectral
face data in the NIR range (700-1000nm). In this spectral range, electromagnetic radia-
tions has a larger penetration depth in the human skin as compared to electromagnetic
radiations in the visible range. The NIR spectral measurements may sense the subsur-
face tissue features which are significantly different for each person resulting in higher
accuracy. However, the database used by Pan et al. [132] is not publicly available. Al-
though, the spectral range of CMU-HSFD is 450-1100nm and includes the NIR range
but the spectral features still does not give high accuracy on this database. Ryer reported
similar recognition rate for spectral signature features using the CMU database in his PhD
thesis [151].

4.4 Conclusion

In this paper we presented a 3D-DCT based feature extraction method for the repre-
sentation of hyperspectral face images. We represented hyperspectral faces using compact
feature vectors generated by sampling the low-frequency coefficients of the 3D-DCT en-
ergy spectrum. To perform face recognition the proposed features were classified using
PLS regression. Experiments were performed on three hyperspectral datasets and the
results of the proposed algorithm were compared with five existing hyperspectral face
recognition algorithms. Experimental results showed that the proposed algorithm consis-
tently outperforms the existing methods by significant margin.
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Hyperspectral Face Recognition with Spatiospectral
Information Fusion and PLS Regression

Abstract

Hyperspectral imaging offers new opportunities for face recognition via improved dis-
crimination along the spectral dimension. However, it poses new challenges including low
signal to noise ratio, inter band misalignment and high data dimensionality. Due to these
challenges, the literature on hyperspectral face recognition is not only sparse but is lim-
ited to ad-hoc dimensionality reduction techniques and lacks comprehensive evaluation.
We propose a hyperspectral face recognition algorithm using spatiospectral covariance
for band fusion and PLS regression for classification. Moreover, we extend 13 existing
face recognition techniques, for the first time, to perform hyperspectral face recognition.
We formulate hyperspectral face recognition as an image-set classification problem and
evaluate the performance of seven state of the art image-set classification techniques. We
also test six state of the art grayscale and RGB face recognition algorithms after apply-
ing fusion techniques on hyperspectral images. Comparison with the 13 extended and
five existing hyperspectral face recognition techniques on three standard datasets show
that the proposed algorithm outperforms all by a significant margin. Finally, we perform
band selection experiments to find the most discriminative bands in the visible and NIR
spectrum.

5.1 Introduction

Face recognition is a challenging problem because intra-person differences can exceed
inter-person differences. As the number of subjects in the gallery increases, inter-person
distances become smaller. Therefore, new imaging modalities are being explored to in-
crease facial discrimination. Recently, hyperspectral imaging has become popular due to
the decreasing cost of hyperspectral cameras. A hyperspectral image is a data cube com-
prising two spatial and one spectral dimension (Fig. 5.1). Hyperspectral imaging samples
a face at multiple narrow bands of the visible spectrum and beyond, resulting in more
biometric measurements.

This chapter is published in IEEE Transactions on Image Processing, volume 24, number 3, pages
1127-1137, 2015.



72
Chapter 5. Hyperspectral Face Recognition with Spatiospectral Information Fusion

and PLS Regression

Hyperspectral imaging provides new opportunities for improving face recognition ac-
curacy. By dividing the spectrum into many narrow bands, a hyperspectral camera reveals
information that is not evident to the human eye or to the conventional RGB camera.
Adding the spectral dimension, in fact, increases the size of the face space leading to
larger inter-person distances. The spectral properties of facial tissues are useful for in-
creasing the inter-subject discrimination [132]. In addition to the surface appearance,
spectral measurements in the near-IR range can also sense the subsurface tissue features
which are significantly different for each person. Another advantage of hyperspectral
imaging is that it offers liveliness test by distinguishing the spectral signature of a real
human face from a synthetic mask or a mere photograph.

Besides new opportunities, hyperspectral imaging poses new challenges as well in the
form of difficulty of data acquisition, low signal to noise ratios and high dimensional-
ity. Hyperspectral images are captured sequentially and therefore, subject movements,
especially blinking of the eyes, may result in the misalignment of bands. Misalignment of
bands introduces intra-person variations which must be suppressed without compromising
the increased inter-person distances offered by the additional spectral dimension. Natural
and synthetic lights have low intensity close to the 400nm range (blue band) (Fig. 5.1a).
This effect combined with the low transmittance and narrow bandwidth of the band pass
filters at these wavelengths (Fig. 5.1-b) results in band-images with very low signal to
noise ratios. High data dimensionality makes it difficult to separate the required discrimi-
native information. It also introduces the curse of dimensionality problems since the ratio
of data dimensionality to the number of face samples becomes extremely large.

It is mainly due to these challenges that the literature on hyperspectral face recognition
is quite sparse. One of the earliest work was done by Pan et al. [132] who used the 31
dimensional (31 bands) spectral signatures at handpicked locations of the face in the NIR
spectrum (700-1000nm) for face recognition. They report high recognition rate under
pose variations on a proprietary database comprising 1400 hyperspectral images of 200
subjects. However, their results are not repeatable on public hyperspectral face databases
[151]. The same database was used by Pan et al. [133] to incorporate both the spatial and
the spectral information. However, they used an ad-hoc method for band integration and
converted the hyperspectral cube to a 2D image by selecting only one value from a specific
band at each pixel. In other words, they discarded 96% pixels from each hyperspectral
cube without any justification. Robila [147] compared spectral signatures of different
face regions using spectral angle measurements. Their experiments were limited to only a
very small database consisting of eight subjects. Di et al. [34] projected the hyperspectral
data cube to a low dimensional 2D PCA space and computed Euclidean distance for face
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Figure 5.1: (a) A hyperspectral image cube.(b) Normalized spectrum of five different light
sources [9]. (c) Transmittance of the Varispec Liquid Crystal Tunable Filter (CRI Inc).
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recognition. Shen and Zheng [158] applied Gabor Wavelets to hyperspectral data which
generated 52 new data cubes from each hyperspectral cube. To reduce the huge amount
of data, an ad-hoc sub-sampling scheme was used.

Almost all existing hyperspectral face recognition techniques perform dimensionality
reduction but in quite ad-hoc ways. Moreover, existing research efforts lack comprehen-
sive evaluation because they either use a very small number of test subjects or proprietary
databases that are not publicly available. More importantly, existing literature does not
provide comprehensive comparisons with state of the art face recognition techniques that
are not specifically designed for hyperspectral face recognition but can be applied with
some modifications. For example, each slice of the hyperspectral image cube can be
treated as a separate image and existing grayscale face recognition techniques can be
applied. Moreover, by treating a hyperspectral cube as a set of images, image-set classi-
fication algorithms can be applied to this problem without requiring any dimensionality
reduction. We have tested the performance of seven state of the art image-set classifica-
tion algorithms [23, 65, 84, 186–188] on two existing [33, 34] and one newly acquired
hyperspectral face database. Note that this is the first time hyperspectral face recognition
has been formulated as an image-set classification problem.

Our main contribution is a novel hyperspectral face recognition algorithm based on
spatiospectral covariance for band fusion. The proposed fusion technique extracts a sin-
gle composite discriminative face image from the multiple bands of the hyperspectral
cube. Fusion is performed by sliding a cubelet over the hyperspectral face cube giving
it robustness to subject movements or expression variations that are unavoidable due to
the sequential capture of the hyperspectral bands. Moreover, zero mean random sensor
noise is removed due to the averaging process. Labels of the composite test images are
estimated using Partial Least Squares (PLS) regression. Our second contribution is a new
hyperspectral face database of 70 subjects which will be made public. Our final contri-
bution is a band selection algorithm that selects the most discriminative bands for face
recognition in the visible and NIR spectrum.

For comparison with existing grayscale and RGB face recognition algorithms, we
extend data visualization techniques designed for remotely sensed hyperspectral images
[71, 142] in order to convert hyperspectral cubes to RGB or grayscale images. We apply
five state of the art face recognition techniques to the resulting composite images [12,
93, 162, 168, 203] and compare the results to the proposed hyperspectral face recognition
algorithm. Note that this is the first time such a comparison has been performed between
grayscale, RGB and hyperspectral face recognition.

Experiments are performed on three hyperspectral face databases, PolyU Hyperspec-
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tral [34], CMU Hyperspectral [33] and UWA-Hyperspectral. The results are compared to
18 algorithms from three different categories; five existing hyperspectral face recognition
algorithms, six grayscale/RGB image based and seven image-set based face recognition
algorithms extended to the problem of hyperspectral face recognition. The proposed al-
gorithm based on spatiospectral information fusion and PLS regression outperformed all
18 techniques on the three databases. Moreover, our band selection algorithm identi-
fies discriminative bands for face recognition that are consistant between three different
databases.

5.2 Extension of Existing Techniques for Hyperspectral Face Recog-
nition

Many conventional face recognition techniques can be extended to the problem of
hyperspectral face recognition. We focus on those which can exploit the availability of
multiple images such as image-sets or the techniques which can be applied after fusing
multiple bands of the hyperspectral cube to RGB or grayscale images.

5.2.1 Extending Image-set Classification Algorithms

Image-sets model appearance variations of a subject and provide higher accuracy than
single image based classification [23, 65, 84, 172, 186, 187]. We formulate hyperspectral
face recognition as an image-set classification problem because dense correspondences
intrinsically exist between the different bands of the hyperspectral cube. Image-set clas-
sification framework is robust to misalignments and is flexible allowing the number of
bands to vary across the gallery sets or across the gallery and the probe sets.

We test seven existing state of the art image-set classification algorithms. Four of the
image-set algorithms including Discriminant Canonical Correlation Analysis (DCC) [84],
Manifold-to-Manifold Distance [188], Manifold Discriminant Analysis (MDA) [186] and
Covariance Discriminative Learning (CDL) [187] match the image-set structures. The
remaining three algorithms are sample based and find the nearest points across the image-
sets. These algorithms include Affine Hull based Image-set Distance (AHISD), Convex
Hull based Image-set Distance (CHISD) [23] and Sparse Approximated Nearest Points
(SANP) [65].

5.2.2 Extending Grayscale/RGB Face Recognition

In order to apply existing single image based grayscale or RGB face recognition al-
gorithms, we transform each hyperspectral cube to the RGB color space. For mapping
an N band hyperspectral cube to a 3 band RGB image, we project the bands on three
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Figure 5.2: The CIE 2006 color basis functions.

fixed basis vectors that represent the human vision system as proposed by Jacobson et
al. [71]. These basis functions correspond to the stretched version of the CIE 2006 tris-
timulus color matching functions [26] (Fig. 5.2). We argue that the CIE functions [26] are
designed for the visible range. Therefore, we use the original CIE functions to map only
the visible range of the hyperspectral image to the RGB space.

Let H(x, y, λi) be the illuminant normalized spectral reflectance at spatial location
(x, y) and wavelength λi. Let r(λ), g(λ) and b(λ) be the discrete basis functions corre-
sponding to (Fig. 5.2) and I(λ) the spectral response of the illuminator (Fig. 5.1). The
tristimulus values X , Y and Z for each spatial location(x, y) are obtained by

X(x, y) =
N∑
i=1

r(λi)I(λi)H(x, y, λi), (5.1)

Y (x, y) =
N∑
i=1

g(λi)I(λi)H(x, y, λi), (5.2)

Z(x, y) =
N∑
i=1

b(λi)I(λi)H(x, y, λi) (5.3)

where N is the number of bands in the hyperspectral cube. In our experiments I(λ)

is taken to be the CIE standard illuminant having a constant spectral power distribution
inside the visible spectrum. To obtain a colorimetrically correct RGB image, the X , Y
and Z tristimulus values are transformed to the sRGB color space using
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Note that we use the D50 reference white in this mapping. Using the D65 reference

white gives similar classification results. Due to the limited color gamut of tri-stimulus
displays, the envelopes of sR, sG, and sB may become negative in some spectral ranges.
However, the face spectra are such that negative values never appear in the resulting RGB
images. This was confirmed experimentally for all three databases. The resulting RGB
images are used with RGB face recognition algorithms and grayscale face recognition
algorithms after conversion to grayscale. We convert RGB images to grayscale by elim-
inating the hue and saturation component while retaining the luminance information. To
evaluate the performance of grayscale images based face recognition algorithms, we use
five algorithms including Eigenface [168], Fisherface [12], LBP [162], Sparse Represen-
tation based Classification(SRC) [192] and Collaborative Representation based classifica-
tion with regularized least square (CRC) [203]. For RGB color face recognition, we use
the current state of the art Local Color Vector Binary Patterns (LCVBP) algorithm [93].

5.3 Proposed Band Fusion Algorithm

Existing band fusion algorithms operate by projecting hyperspectral data on three ba-
sis vectors which is similar to weighted averaging along the spectral dimension. Such a
projection does not take the spatial information into account and does not perform aver-
aging along the spatial dimensions. Spatial information is more discriminative and aver-
aging has the advantage of efficiently removing random sensor noise. Moreover, existing
fusion techniques cannot effectively handle the inter-band alignment errors. In contrast,
we propose a novel band fusion algorithm (Fig. 5.3) which incorporates local spatial in-
formation as well as efficiently removes noise by averaging both the spectral and spatial
dimensions. Moreover, it successfully handles small body movements such as eye blinks
or small expression variations and uses them to the advantage of improved discrimination.
Once the composite image is obtained, Partial Lease Square Regression (PLSR) is used
for classification.

5.3.1 Spatiospectral Covariance Based Band Fusion

Let G = {Cj}gj=1 ∈ Rg×λ×m×n be the gallery containing g hyperspectral image
cubes Cj = {cij}λi=1 ∈ Rλ×m×n and cij ∈ Rm×n is a 2D image having intensity values
corresponding to energy captured for the wavelength band 1 ≤ i ≤ λ. Instead of pixel
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Figure 5.3: Overview of the proposed band fusion algorithm.

values, cij may also contain feature values such as LBP or Gabor features. Although not
strictly required, we assume the dimensionality of the cube remains constant across the
gallery and test subjects.

We divide each cube Cj = {cij}λi=1 into small overlapping cubelets Lp,q ∈ Rλ×r×s

such that 1 ≤ p ≤ m and 1 ≤ q ≤ n corresponds to the spatial location of the cubelet and
r×s is the size of the cublet. We rearrange each cubelet Lp,q to a 2D matrixXp,q ∈ Rλ×M ,
where M = r × s. Thus each 3D cubelet is represented by a 2D matrix Xp,q and each
column xip,q ∈ Rλ corresponds to the spectral response of all bands at a particular spatial
location. We use the mean of the Xp,q to capture the first order statistics of the cubelet

µp,q =
1

M

M∑
i=1

(xip,q), (5.4)

where µp,q ∈ Rλ is mean vector. We compute spatiospectral sample covariance matrix
Σp,q ∈ Rλ×λ to capture the second order statistics of each cubelet Lp,q

Σp,q =
1

M − 1

M∑
i=1

(xip,q − µp,q)(xip,q − µp,q)>. (5.5)

Σp,q represents the spread of information in each cubelet in a compact manner. We mix the
first and second order statistics of the cubelet by adding the mean vector to each column
of the spatiospectral covariance matrix Σp,q. We compress all information present in the
resulting λ× λ matrix into a singular variable by computing its Frobenius norm

τp,q = ||Σp,q + µp,q1
1×λ||F , (5.6)

where 11×λ is a row of ones. Note that τp,q is a single value representing a cubelet.
Alternatively, one may also compute the trace of the resulting matrix which gives similar
results and requires fewer computations

τp,q = trace
(
Σp,q + µp,q1

1×λ) . (5.7)

In our implementation, each cubelet Lp,q is spatially displaced by only one row or one
column from the previous location, therefore the number of cubelets in each cube Cj is
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(m − r + 1) × (n − s + 1), such that r ≤ m and s ≤ n. For each Cj we define a 2D
matrix Γj ∈ R(m−r+1)×(n−s+1), and each location in Γj(p, q) = τp,q contains the fused
information of the corresponding cubelet. In this way, we fuse the information contained
in the λ bands of the hyperspectral cube into a single 2D matrix Γj . Distances between
such matrices may be computed in the Euclidean space.

The proposed band fusion is superior to simple spatial averaging plus spectral in-
tegration because it exploits the variance along the spatial and spectral dimensions and
includes it in the discriminative feature as shown in Figure 5.3 and Eq. 5.7. Simple aver-
aging alone is not feasible because of the spatial misalignments and low SNR. Empirical
comparisons showed that the proposed band fusion achieves higher accuracy compared
to spatial averaging plus spectral integration.

Please note that covariance matrices lie on Riemannian manifold where geodesic dis-
tance is used to measure similarity between two SPD matrices [8, 44, 63, 138, 193]. How-
ever, this is not a constraint in our case because we are fusing hyperspectral data rather
than measuring distances.

5.3.2 Classification by PLS Regression

We apply the band fusion algorithm on all the gallery cubes and obtain a set of 2D
matrices Gp = {Γj}gj=1 ∈ Rg×(m−r+1)×(n−s+1). We rearrange Γj to a feature vector
fj ∈ Rd where d = (m− r + 1)× (n− s+ 1).

Let c be the subject classes in the gallery and Gf = {fij}
nj ,c
i=1,j=1 ∈ Rd×g be the final

gallery representation such that nj ≥ 1 are the number of hyperspectral cubes in each
class, g =

∑c
j=1 nj , and fij is a feature vector representing the ith hyperspectral cube

in the jth class. We use fij for face classification through Partial Least Squares (PLS)
regression [149]. PLS models relations between sets of observed variables by means of
latent variables. In its general form, PLS creates orthogonal score vectors by maximizing
the covariance between different variable sets. Let the galleryGf denote a set of predictor
variables. We represent the response variables R = {rij}

nj ,c
i=1,j=1 as a set of predictor

vectors, where each predictor vector rij ∈ Rc shows the membership of jth class. rij is
defined as a binary vector having 1 at the jth index and zeros otherwise. For a gallery
having c = 4 and each class having two feature vectors, the response variable matrix is as
follows:

R =


1 1 0 0 0 0 0 0

0 0 1 1 0 0 0 0

0 0 0 0 1 1 0 0

0 0 0 0 0 0 1 1

 .
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PLS decomposes matrices Gf and R into the form

Gf = TP> + E, (5.8)

R = UQ> + F, (5.9)

where T and U are the matrices containing the extracted latent vectors, and the matrices
P and Q represent loadings, and the matrices E and F are the residuals. Based on the
nonlinear iterative partial least squares (NIPALS) algorithm, PLS finds weight vectors w
and v such that

max
|w|=|v|=1

[cov(Gfw,Rv)]2 = [cov(t, u)]2 (5.10)

where t and u are the column vectors of T and U respectively and cov(t, u) is the sample
covariance. The regression coefficients between the two sets of variables Gf and R can
be estimated by PLS regression formulation [149]

B = G>f U(T>GfG
>
f U)−1T>R. (5.11)

Using B, we can predict labels of the query feature fq:

r̂q = f>q B. (5.12)

where r̂q ∈ Rc is also an indicator variable, ideally containing 1 at only one location
(corresponding to its class) and 0 at all other locations. However due to noise and ap-
proximation errors in the regression process, this is seldom the case. Often r̂q contains
some non-zero values at each location. We use the location of the maximum of r̂q as the
predicted label for fq.

5.4 Experiments and Results

The proposed algorithm is compared with 18 existing and extended hyperspectral
face recognition algorithms divided into three categories; five existing hyperspectral face
recognition algorithms, seven image-set classification algorithms and six grayscale/RGB
face recognition algorithms.

5.4.1 Hyperspectral Face Databases

We performed experiments on three standard databases. Table 5.1 gives a summary of
the databases. The first one is the Hong Kong Polytechnic University Hyperspectral Face
Database(PolyU-HSFD) [34, 143] (Fig. 5.4) which consists of hyperspectral face images
acquired using the CRI’s VariSpec Liquid Crystal Tuneable Filter (LCTF). Each cube
contains 33 bands covering the spectral range of 400-720nm with a step size of 10nm.
The database contains appearance variations of the subjects including hair style changes
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Table 5.1: Database details. We used on 24 bands from the PolyU database since the
remaining bands were very noisy (see Fig. 5.4).

Database Subjects HS cubes Bands Spectral range

PolyU 24 113 33 400-720nm

CMU 48 147 65 450-1090nm

UWA 70 120 33 400-720nm

Figure 5.4: A hyperspectral face cube from the PolyU-HSFD.

and skin conditions. Signal to noise ratio (SNR) is low, and the database contains inter-
band alignment errors. The database contains 48 subjects (13 females and 35 males).
Each of the first 25 subjects has four to seven cubes while the remaining 23 subjects
only have one cube per subject. Following the experimental protocol defined in [34], we
use the first 25 subjects in our experiments comprising 113 hyperspectral image cubes.
The first six and the last three bands have very low SNR and are therefore, discarded as
recommended by [34]. For each subject, two cubes are randomly selected for the gallery
and the remaining 63 cubes are used as probes.

The second database is the CMU Hyperspectral Face Database (CMU-HSFD) [33]
(Fig. 5.5) acquired with a prototype spectro-polarimetric camera. Each hyperspectral face
cube contains 65 bands covering the spectral range of 450-1090nm range with a step size
of 10nm. For illumination, three identical lamps with 600W halogen bulbs were used.
The database contains 48 subjects; each subject has 4 to 20 cubes acquired at different
sessions and different lighting combinations. The individual bands have low SNR and
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Figure 5.5: A hyperspectral face cube from the CMU-HSFD. Only even numbered bands
are shown.

Figure 5.6: A hyperspectral face cube from the UWA-HSFD.
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most of the subjects perform eye blinking or small movements during image acquisition.
We used only the cubes acquired with all lights turned on. Therefore, our experimental
data consists of 147 hyperspectral cubes of 48 subjects where each subject has 1 to 5
cubes. The gallery is constructed by randomly selecting one cube per subject while the
remaining 99 cubes are used as probes.

The third database is our local UWA-Hyperspectral Face Database (UWA-HSFD)
(Fig. 5.6) acquired with the CRI’s VariSpec LCTF integrated with a photon focus camera.
Each hyperspectral image cube contains 33 bands covering the spectral range of 400-
720nm with a 10nm step. The noise level in this database is relatively lower because we
used a novel algorithm that automatically adapts the camera exposure time to the trans-
mittance of the filter, illumination intensity and CCD sensitivity in each band. The relative
position of the subject to the equipment is not strictly fixed. Most subjects perform slight
head movements and eye blinking during image acquisition, therefore, alignment errors
are present between individual bands. The UWA-HSFD database consists of 120 cubes
of 70 subjects. The gallery is constructed by randomly selecting one cube for each of the
70 subjects and the remaining 50 cubes are used as probes. Table 5.1 gives the summary
of all the three databases.

Faces are cropped using the eye coordinates and resized to 46×38, 40×40 and 30×30
pixels for PolyU, CMU and UWA-HSFD respectively. For all the databases we performed
ten-fold cross validation experiments by randomly selecting gallery/probe combinations
in each fold.

5.4.2 Existing Hyperspectral Algorithms

These are the five algorithms previously used for hyperspectral face recognition and
include the Spectral Signature Matching [132], Spectral Angle Measurement [147], Spec-
tral Eigenface [133], 2D PCA [34] and hyperspectral face recognition using 3D Gabor
Wavelets [158]. We implemented these algorithms and optimized the parameters as rec-
ommended by the original authors. For Spectral Signature Matching, we use 5 adjacent
square regions of size 17×17 pixels arranged in a cross pattern to represent hair, forehead
and cheeks. For lips we use square regions of size 9× 9 pixels. For Spectral Eigenface
we preserve 99% energy by retaining 48 PCA dimensions for all three databases. In 2D
PCA 99% energy is preserved by retaining 27, 30 and 38 dimensions for PolyU, CMU
and W-databases respectively. For 3D Gabor method, we convolve each hyperspectral
cube with 52 wavelets for feature generation similar to [158].

Table 5.2 shows the average recognition rates of the above algorithms on the three
databases. Note that higher accuracy was reported for Spectral Signature Matching by
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Table 5.2: Average recognition rates and standard deviations (%) of 18 algorithms for ten
fold experiments.

Algorithm PolyU CMU UWA

Hyperspectral

Spectral Signature [132] 24.6±3.87 38.1±1.89 40.5±1.08
Spectral Angle [147] 25.4±4.36 38.1±1.89 37.9±4.15
Spectral Eigenface [133] 70.3±3.61 84.5±3.78 91.5±3.07
2D PCA [34] 71.1±3.16 72.1±5.41 83.8±2.42
3D Gabor Wavelets [158] 90.1±2.09 91.6±2.86 91.5±3.07

Image-set classification

DCC [84] 76.0±3.72 87.5±3.04 91.5±3.58
MMD [188] 83.8±4.16 90.0±2.78 82.8±4.16
MDA [186] 87.9±2.84 90.6±2.87 91.0±3.16
AHISD [23] 89.9±2.98 90.6±2.82 92.5±2.04
CHISD [23] 90.3±1.38 91.1±2.31 92.5±2.36
SANP [65] 90.5±1.47 90.9±2.77 92.5±2.19
CDL [187] 89.3±2.56 92.7±2.31 93.1±1.50

Grayscale and RGB

Eigenfaces [168] 76.5±4.48 82.6±4.12 80.5±2.32
Fisherfaces [12] 82.2±2.46 93.6±1.87 96.0±1.32
LBP [162] 90.0±2.42 96.6±1.67 96.2±1.05
SRC [192] 85.6±2.49 91.0±2.08 96.2±1.50
CRC [203] 86.1±2.37 93.8±1.81 96.2±1.00
LCVBP+RLDA [93] 80.3±6.08 87.3±2.62 97.0±1.45

Proposed Algorithm

Band fusion+PLS 95.2±1.60 99.1±0.57 98.2±1.21
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Pan et al. [132] on a proprietary hyperspectral database in the NIR range (700-1000nm).
One could argue that the NIR range has a larger penetration depth in the human skin
compared to the 400-720nm range used in PolyU and UWA databases. However, the
spectral range of CMU-HSFD is 450-1090nm and includes the NIR range but the Spectral
Signature Matching still does not give high accuracy on this database. Similar recognition
rate for the Spectral Signature Matching [132] on the CMU-HSFD is reported in Ryer’s
PhD thesis [151].

5.4.3 Extended Image-Set Classification Algorithms

We use seven image-set classification algorithms discussed in section 5.2.1 for hy-
perspectral face recognition. For all algorithms except MDA and CDL we use standard
implementations provided by the original authors. For MDA, Hu’s [65] implementation
is used, while we have our own implementation of CDL.

For DCC, the dimension of the embedding space is set to 100. The subspace dimen-
sion is set to 10 which preserves 90% energy and the corresponding 10 maximum canon-
ical correlations are used to calculate set similarity. For MMD and MDA, the parameters
are configured according to [186, 188]. The maximum canonical correlation is used in
defining MMD. The number of connected nearest neighbors for computing geodesic dis-
tance in both MMD and MDA is set to 12. For CHISD, we set the error penalty parameter
C = 50 in linear SVM.

Table 5.2 shows the average recognition rates. Image-set classification algorithms
perform reasonably well on hyperspectral face data. Improved results may be obtained by
defining image-set representations specifically for hyperspectral images.

5.4.4 Extended Gray-scale and RGB Algorithms

The six grayscale and RGB image based algorithms used for hyperspectral face recog-
nition include Eigen-faces [168], Fisher-faces [12], LBP features [162], Collaborative
Representation based Classification (CRC) [203], Sparse Representation based Classifi-
cation (SRC) [192] and Local Color Vector Binary Patterns (LCVBP) [93]. For Fish-
erfaces and LCVBP algorithms, a minimum of 2 samples per class are required in the
gallery to learn the LDA basis. Therefore, for CMU and UWA databases we generated
two RGB and grayscale images from each gallery hyperspectral cubes using the odd and
even bands.

We use our own implementations of Eigen-faces, Fisher-faces, LBP and SRC algo-
rithms. For CRC and LCVBP algorithms, we use the implementations available from the
original authors. For Eigen-faces [168], 99% engergy is retained by selecting the first 40,
44, and 57 PCA dimensions for PolyU, CMU and UWA databases respectively. For LBP
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Figure 5.7: Proposed algorithm: Recognition rate vs. cubelet size (left) Recognition rate
vs. the number of PLS basis (right).

algorithm [162], the best results were obtained by using the LBP u2
8,2 operator and window

size of 10 × 10 for calculating the LBP histogram. For SRC [192], the value of the reg-
ularization parameter λ is varied between 10−6 and 10−1 with a step of 10−3. The best
results were obtained at λ = 10−3 for all the databases. For CRC algorithm [203] the best
results were obtained by setting the eigenface dimension to 25, 48 and 70 for and the reg-
ularization parameter λ to 0.003, 0.005 and 0.005 for PolyU, CMU and UWA databases
respectively. In LCVBP algorithm [93] we use the ZRG color space and Regularized
LDA.

The best results of the algorithms are summarized in Table 5.2. Grayscale and RGB
algorithms perform well on images generated from less noisy hyperspectral data. As the
UWA database contains relatively low noise, the grayscale and RGB images synthesized
from this database give good recognition results. It can also be noticed that, compared to
single image based classification, the image-set classification algorithms performed better
on the noisy PolyU database. We have also tested all these algorithms after band fusion
by Laplacian pyramids [22]. However, the recognition rates were lower than CIE CMFs
based fusion.

5.4.5 Proposed Band Fusion Algorithm

Individual bands are first filtered with a circular (8, 1) neighborhood LBP [162] filter
to normalize the illumination variations. A cubelet of size 3× 3× λ is then slid over the
hyperspectral cube with a displacement of one pixel. Figure 5.7 shows the recognition
rate versus the cubelet size for PolyU database. We used a 3 × 3 × λ cublet in all our
comparative analysis. Figure 5.7 shows the recognition rate versus the number of PLS
basis for the three databases. Therefore, in our experiments, we fixed the number of PLS
basis to 50, 50, and 66 for PolyU, CMU and UWA databases respectively.
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(a) (b) (c) (d) (e) 

Figure 5.8: Composite images generated by (a) Spectral face [133] (b) RGB using CIE
CMFs (c) Grayscale (d) Laplacian fusion (e) Proposed band fusion. PolyU (top row),
CMU (middle row) and W (bottom row).

Fig. 5.8 shows the images generated from hyperspectral cubes by different algorithms
including the result of Laplacian pyramids [22] based band fusion. We used the method
discussed in section 5.2.2 for converting the HS images to RGB. From Table 5.2, we can
see that the proposed band fusion algorithm consistently achieves the highest accuracy on
all three databases. This is mainly because the fused images have integrated information
from all the bands making them more discriminative. PLS regression further increases the
inter-person discrimination and decreases the intra-person differences. We also applied
the grayscale algorithms on the fused images and observed higher accuracy than using the
grayscale images (see Table 5.3). However, band fusion combined with PLS regression
still achieved the best performance.

Table 5.3: Average recognition rates (%) for 10 fold experiments on all three databases.
The proposed band fusion improves the results of all grayscale algorithms. However, the
best performance is still achieved by band fusion combined with PLS regression.

Input image Eigenfaces Fisherface LBP SRC CRC PLS

Grayscale 79.9±3.64 90.6±1.88 94.3±1.71 90.9±2.02 92.0±1.73 92.4±1.28

Band fusion 84.8±3.69 92.5±1.70 93.9±1.67 94.4±1.15 94.5±1.88 97.5±1.13
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Note that the comparison between RGB and hyperspectral face recognition methods
in Table 5.2 is as fair as possible given with the available public databases and current
hyperspectral imaging hardware. To avoid bias, we extracted RGB from hyperspectral
images to ensure that exactly the same instance, in terms of viewpoint, pose and facial
expression, of the subject is represented by both. Moreover, separate RGB images are not
available for the public databases. Note that RGB images were generated by applying the
color basis functions on bands that were not perfectly aligned. However, the averaging
process in the basis functions alleviates this imperfection. This is obvious from Fig. 5.8-b
which does not contain artefacts such as ghosts or blurring. Face recognition performance
on the resultant RGB images is quite good. In the ideal case of no inter-band misalign-
ments, the proposed band fusion will still have the advantages of better spatiospectral
information fusion and noise reduction due to spatial averaging combined with spectral
integration. Simple averaging does not have these advantages.

5.5 Band Selection

Gray-scale cameras integrate incident light over the complete visible spectrum (400-
720nm in typical cameras) while hyperspectral imaging splits this range into many narrow
bands (10nm wide in our case). These are both extreme cases of spectral resolution.
Although RGB cameras split the visible spectrum into three bands, they are very wide and
their center wavelengths are selected to approximate the human visual system rather than
maximize performace for a particular task. In this section, we perform experiments to find
the optimal number of bands and their center wavelenghts that maximize face recognition
accuracy. We propose a band selection technique that finds maximally discriminative
bands of the spectrum for face recognition.

We observe that maximum discrimination can be obtained using less number of bands
than hyper-spectral and more than RGB. Our results show that maximally discriminative
spectral wavelengths for face recognition are a subset of the red and the green wave-
lengths. In addition to increased accuracy, other benefits of band selection include re-
duced data redundancy, improved computation complexity and reduction in the cost and
time of hyperspectral image acquisition because instead of capturing the whole spectrum,
the system only needs to capture the bands which are important for the task at hand.

Previous band selection approaches for face recognition have tried to use adhoc meth-
ods for evaluating the performance of different combinations of bands. For example Di et
al. [34] manually selected two disjoint band subsets centered at 540nm and 580nm and an-
alyzed their discriminative ability. Such a manual selection may not be feasible because
of the huge search space. Guo et al. [56] performed band selection through exhaustive
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Algorithm 1 Iterative Greedy Band Selection Algorithm
Input: B = {Bi}λi=1,
Output: B̂ selected bands
C

(0)
s = 0, λ̂ = λ, B̂ = B

C
(1)
s = g(f({Bi}λi=1)) {Fuse bands and compute Cs}

while Cj
s > Cj−1

s ∧ λ̂ > 1 do
Cmax = 0

for k = 1 to λ̂ do
Ck
s = g(f({{Bi}λ̂i=1/Bk})) {Set Subtraction}

if Ck
s > Cmax then
Cmax = Ck, bd = k

end if
end for
if Cmax > Cj−1

s then
B̂ = {{Bi}λ̂i=1/Bbd} {Drop a band}
λ̂ = λ̂− 1

Cj
s = Cmax

end if
end while
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search by using individual band for classification and combining the results using score
level fusion. However, treating each band individually may not take into account the com-
plementary relationships between different bands. Therefore, the selected subset may not
be an optimal combination. We use a sequential backward selection strategy to search for
the set of the most discriminative bands. Our band selection algorithm involves succes-
sively dropping the least discriminative bands from the hyperspectral cube until we are
left with only a discriminative combination. Rather than treating the bands individually
we examine the bands that are being evaluated in combination using the proposed band
fusion algorithm. Therefore, our band selection method is generic and any classification
algorithm can be used. We choose the Verification Rate at 0.001 False Accept Rate (FAR)
in an all-vs-all matching scenario as the class separability criterion Cs. The all-vs-all ver-
ification experiment is more challenging and involves matching all the subjects present
in the database. This class separability criterion is chosen for band selection so that the
bands can compete for discrimination in a more challenging and realistic scenario.

Let λ be the original number of bands in a hyperspectral cube and we wish to select λ̂
bands. Let g(·) be the class separability (Cs) computation function and f(·) be the fusion
function. For the full combination of bands Cs = g(f({Bi}λi=1)). We then remove one
band at a time and calculate the accuracy of the remaining bands. The band whose re-
moval results in the maximum increase in accuracy (highest Ck

s ) is permanently dropped
and this process is repeated until the removal of further bands decreases the accuracy.
The final combination of λ̂ bands with the maximum value of Cs is selected to be the best
combination of bands (see Algorithm 1). The number of combinations searched via this
method is 1+ 1

2
((λ+1)λ−b(b+1) which are substantially less than that of the full search

and at the same time sufficient for evaluating all important combinations.

5.5.1 Band Selection Results

The class separability function g(·) can be calculated using any unsupervised clas-
sifier, however, we choose the simple Nearest Neighbor classifier because it does not
involve training and is well suited for all-vs-all experiments. The selected subset of bands
by the proposed algorithm for the three databases are summarized in Table 5.4. Note
the consistency in the wavelengths of the selected bands especially for the visible range
databases.

Figure 5.9 shows the results of the band selection experiment for the PolyU database.
The verification rate increases as we remove the non discriminative bands successively.
For this database the proposed band selection algorithm has identified a subset of 5 bands
{530nm, 540nm, 550nm, 630nm, 670nm} to be the most discriminative bands. If any of
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Table 5.4: Band selection results

Database Spectral Range Bands Selected subset

PolyU 450-680nm 24 {530, 540, 550, 630, 670}nm

CMU 450-1090nm 65 {570, 640, 720, 1000}nm

UWA 400-720nm 33 {530, 540, 610, 720}nm
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Figure 5.9: Band selection experiment for the PolyU database. The horizontal axis shows
the band that is permanently removed and the bar represents the verification rate at 0.001
FAR for the remaing bands. For example, after removing band 520nm (and all bands
listed to its left), the maximum accuracy is achieved with the remaining 5 bands i.e. 670,
530, 550, 630 and 540nm. Note that the last one does not appear in the plot since it can
not be removed.

these bands is removed, the verification rate will reduce. Note that the selected bands are
from the green and red range of the electromagnetic spectrum which shows that the blue
wavelengths are less discriminative for face recognition.

The band selection results for UWA database are given in figure 5.10. In this database,
the class separability criteria for most of the band combinations remains similar (the flat
area of the graph). In this case, our algorithm searches for the minimum number of bands
that can achieve maximum discrimination and identifies four bands including {530nm,
540nm, 610nm, 720nm} as the most discriminative ones. Note the similarity of the se-
lected bands with the PolyU database.

The band selection results for the CMU database are shown in figure 5.11. A similar
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Figure 5.10: Band selection experiment for the UWA database. The horizontal axis shows
the band that is permanently removed and the bar represents the verification rate at 0.001
FAR for the remaing bands. After removing band 520nm (and all bands listed to its left),
the maximum accuracy is achieved with the minimum remaining bands i.e. 610, 540, 720
and 530nm. Note that the last one does not appear in the plot since it can not be removed.
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Figure 5.11: Band selection experiment for the CMU database. The horizontal axis shows
the band that is permanently removed and the bar represents the verification rate at 0.001
FAR for the remaing bands. After removing band 820nm (and all bands listed to its left),
the maximum accuracy is achieved with the remaining 5 bands i.e. 720, 570, 640, and
1000nm. Note that the last one does not appear in the plot since it can not be removed.
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Table 5.5: Average recognition rates and standard deviations (%) of 10-fold experiments
using all bands and the selected bands. Training and test times, for matching one probe
with the complete gallery, are also listed for comparison.

Database All Bands Selected Bands

Recognition Rate Train Test Recognition Rate Train Test

PolyU 95.2±1.60 6.40s 0.11s 94.9±2.67 3.15s 0.04s
UWA 98.2±1.21 10.31s 0.14s 98.2±1.21 4.86s 0.04s
CMU 99.1±0.57 6.84s 0.14s 98.8±1.04 1.79s 0.02s

trend of band selection is observed for this database as well. The blue wavelength bands
are discarded earlier because they are less discriminative. The selected subset of dis-
criminative bands include {570nm, 640nm, 720nm, 1000nm}. Here the selected subset
contains one band from the green, two bands from red and one band from near IR range.
This is a significant reduction because the selected subset of bands can provide greater
discrimination than using the full hyperspectral cube of 65 bands. The blue wavelength
bands are consistently discarded for all three databases showing that the blue range of the
electromagnetic spectrum is less useful compared to the green, red and IR ranges for face
recognition. Note that the NIR range is present only in the CMU database and in this
case, one of the selected bands is in the NIR range.

To compare the performance of the selected bands with the complete set of bands,
we repeat the 10-fold face identification experiments on the three datasets. Table 5.5
summarizes the results. We can see that the proposed algorithm achieves similar face
identification performance while using only 5 out of 24 bands in the PolyU database, 4
out of 33 bands in the UWA database and 4 out of 65 bands in the CMU databse. The
drops in accuracies are 0.28%, 0.0% and 0.29% respectively for the three databases which
is insignificant. Table 5.5 also shows the execution times (using Matlab implementations
on a 3.4GHz CPU with 8GB RAM) significantly reduced after band selection for the three
databases. Note that the proposed algorithm still outperforms all the competitors listed in
Table 5.2 by a significant margin while using only the selected bands.

5.6 Conclusion

We presented a hyperspectral face recognition algorithm based on spatiospectral co-
variance for band fusion and PLS regression for classification. The proposed algorithm
was tested on three standard databases and compared with 18 existing state of the art algo-
rithms including seven image-set classification, six grayscale/RGB and five hyperspectral
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face recognition algorithms. Thus, we extended 13 existing algorithms to hyperspectral
face recognition. This is the first time such a comprehensive comparison of face recogni-
tion algorithms on hyperspectral images has been performed. We also presented a band
selection algorithm to find the most discriminative bands in the visible and NIR spectrum.
Our algorithm outperformed existing state of the art on the three standard databases indi-
cating that information fusion is a promising approach for hyperspectral face recognition.
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Is Spectral Reflectance of the Face a Reliable Biometric?

Abstract

Over a decade ago, Pan et al. [132] performed face recognition using only the spectral
reflectance of the face at six points and reported around 95% recognition rate. Since their
database is private, no one has been able to replicate these results. Moreover, due to the
unavailability of public datasets, there has been no detailed study in the literature on the
viability of facial spectral reflectance for person identification. In this study, we intro-
duce a new public database of facial spectral reflectance profiles measured with a high
precision spectrometer. For each of the 40 subjects, spectral reflectance was measured at
the same six points as Pan et al. [132] in multiple sessions and with time lapse. Further-
more, we sample the facial spectral reflectance from two public hyperspectral face image
datasets and analyzed the data using state of the art face classification techniques. The
best performing classifier achieved the maximum rank-1 identification rate of 53.8%. We
conclude that facial spectral reflectance alone is not a reliable biometric for unconstrained
face recognition.

6.1 Introduction

Biometric identification refers to the recognition of target objects by analysing and
quantifying their physiological, chemical or behavioral characteristics [72]. Biometric
identification has a wide range of applications in surveillance, security, border control,
access control and law enforcement [136]. Any human physiological and/or behav-
ioral characteristic that has the properties of universality, distinctiveness, permanence and
quantitative measurability can be used as a biometric [38]. A practical biometric identi-
fication system should be accurate, non-invasive, socially acceptable, cost-effective and
robust to spoofing attacks [72]. Common biometric modalities for human identification
include face images, iris/retinal scans, finger/palm prints, hand geometry and speech sig-
nals [73, 113].

Spectroscopy is the study of absorption, reflection, or scattering of the electromagnetic
energy by a material in order to qualitatively or quantitatively characterize its composition
and identity [61]. In spectroscopy, usually the transmitted or reflected electromagnetic

This chapter is published in Optics Express, volume 23, number 12, pages 15160–15173, 2015.
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energy is measured by a spectroscopic device and is then represented by a spectrum as a
function of wavelength versus intensity, distance or projection angle of the electromag-
netic energy [161]. This spectrum is also called the spectral response of the material and
provides hints about the chemical composition or physical behaviour of the material.

The epidermal and dermal layers of human skin constitute a scattering medium and
contain tissue chromophores such as melanin and oxygenated or deoxygenated hemoglobin
and other chemicals such as β-carotene [122, 165, 166]. Reflectance spectroscopy in-
volves the measurement and study of the reflected electromagnetic energy from a ma-
terial. Reflectance spectroscopy of the skin surface can be performed non-invasively to
sense the subsurface skin chemical distributions [166] and has been used by various re-
searchers [5, 6, 10, 79, 178, 201] for skin characterization.

Assuming that the spectral reflectance features of human skin are somewhat unique
among all humans and also consistent over time, then it may be possible to deploy re-
flectance spectroscopy for human identification. Pan et al. [132] acquired reflectance data
from 200 human subjects and were able to identify individuals with about 95% accuracy.
The experimental setup consisted of human faces being imaged in a single session (no
time lapse), and spectral reflectance features were acquired in 33 spectral bands (10 nm
band width). A session means a single sitting in which the spectral reflectance profiles of
a subject are measured. However, the dataset is not publicly available; therefore, it has not
been possible to validate their research results. In fact, other researchers have been unable
to replicate these results on their own databases [151]. Therefore, the question whether
spectral reflectance of the human face is a viable biometric is still an open question.

In this paper, we perform reflectance spectroscopy to investigate practical significance
of human facial spectral reflectance for person identification. We present a database of
high resolution facial spectral reflectance features of 40 human subjects. Each spectral
reflectance profile has 1761 bands with 0.5nm bandwidth in wavelength range of 220-
1100nm. The spectral reflectance of each subject is measured in multiple sessions and
multiple times in each session. The time lapse between each session varies from one day
to nine months. For data collection, a high resolution, high accuracy spectrometer under
precisely calibrated lighting conditions is used. The performance of the facial spectral
response for person identification is evaluated using state-of-the-art classification algo-
rithms. In our experiments, the best performing classifier achieved the maximum rank-1
identification rate of 53.8%. This suggests that the facial spectral reflectance alone does
not provide good unconstrained human identification accuracy. We believe that our new
database and results are very important in order to advance the research in the area of
spectral reflectance based face recognition in particular and spectral biometrics in gen-
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eral.

6.2 Related Work

There are only two previous studies on the use of spectral reflectance for biomet-
ric recognition. Both studies use hyperspectral cameras for reflectance spectroscopy. The
first study on spectral reflectance based face recognition was conducted by Pan et al. [132]
using 2D hyperspectral images in the near-infrared range (700-1000nm). They manually
sampled the 31 dimensional (31 band) spectral reflectances from hand picked locations
on the hair, forehead, cheeks, lips and chin of each subject (Fig. 6.1(b)). The spectral
reflectance profiles were classified using the Mahalanobis distance based classifier to per-
form face recognition. Robila [147] extended the previous study by expanding the wave-
length range and using hyperspectral images of 120 bands (400nm-900nm). He also used
spectral reflectance profiles of different face regions but compared them using the spectral
angle based distance. However, his experiments involved a small proprietary database of
only eight subjects.

Some researchers used both spatial and spectral features of hyperspectral images for
face recognition. Pan et al. [133] extracted spatiospectral features, called the 2D spectral-
face, by recursively sampling each subsequent pixel from the next band. Di et al. [34]
used 2D PCA to extract low dimensional features from hyperspectral cubes. The 2D PCA
based features were then classified for face recognition. They also introduced a public
hyperspectral face database PolyU-HSFD [34] in the visible range (400-720nm) contain-
ing 25 subjects. However, the signal to noise ratio in individual bands of this database
is very low making the spectral response unreliable. Shen and Zheng [158] extracted
spatiospectral features from each hyperspectral cube using 3D-Gabor wavelets. Uzair
et al. [169] extracted spatiospectral features using the classical 3D-DCT transform and
classified them using Partial Least Squares. They also introduced a public hyperspec-
tral face database UWA-HSFD [169] containing 70 subjects captured in the visible range
(400-720nm). The UWA-HSFD database is less noisy compared to the PolyU-HSFD,
however, the spectral resolution is low consisting of only 33 bands covering only the visi-
ble range (400-720nm). All these studies utilize both the spatial and the spectral features.
Therefore, the role of spectral features alone for face recognition is not clear.

The databases used in previous studies are noisy [34], captured in a constrained setup,
have low spectral resolution and are not publicly available [132]. Therefore, the results
from these databases are limited and it is inconclusive as to whether the facial spectral
reflectance alone can be used as a unique person identifier. Moreover, these datasets do
not encourage further studies or comparisons on spectral reflectance based face recogni-
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(a) (b) (c) 

Figure 6.1: (a) StellarNet CXR-SR-50 spectrometer and armoured reflectance fiber with
600µm diameter. Apogee AS-003 reflectance probe with built-in light source. (b) Six fa-
cial points from where the spectral reflectance profiles are sampled. (c) The measurement
procedure.
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Figure 6.2: (Left to right) Spectral power distribution of the illumination. Normalized
spectral reflectance of the standard white that we use for calibration. The number par-
ticipants in different sessions of the UWA Facial Spectral Reflectance Database (UWA-
FSRD).

tion. In contrast, we introduce the first ever public database of high resolution calibrated
facial spectral reflectances that are measured by a high precision spectrometer in an un-
constrained manner. Our experimental results also provide insight into the role of spectral
reflectance for biometric recognition.

6.3 Database Collection

We used the StellearNet CXR-SR-50 spectrometer for our database collection (Fig.
6.1(a)) which can measure the spectral response of a material in the wavelength range
of 220nm to 1100nm with a step size of 0.5nm. The spectral response is recorded by
connecting the spectrometer to a personal computer via USB port using a fiber optic
cable attached to the standard SMA905 connector. We use an armoured, single strand,
multimode, 2 meters fiber optic cable supplied with the spectrometer by StellarNet. The
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detection fiber has a diameter of 600µm and an operating range of 190-2200nm. We
used the Apogee Instruments AS-003 reflectance probe with built-in illumination which
is designed specially for accurate spectroscopy. The main advantage of choosing the
reflectance probe is that it blocks the ambient illumination and ensures that a constant
distance and angle is maintained with the sample. The probe holder maintains a constant
distance of 20mm between the sample and the detection fibre. At this distance, the fiber
detection area is 51.0mm2. Figure 6.2(a) shows the Spectral Power Distribution (SPD)
of the illumination provided with the reflectance probe. We calibrate the spectrometer
in the beginning of each session with standard white and standard black materials. For
calibration, the standard white provided by the StellarNet is used. This standard white
reflects over 99% of the incident light (Fig. 6.2(a)). We use the SpectraWiz software
for calibration and reflectance measurement and keep the same calibration settings in our
entire experiment. We set the detector integration time to 170ms and store the average of
5 scans.

With the calibrated spectrometer, we measure the spectral reflectance from the same
six skin regions those selected by Pan et al. [132]. The regions include forehead, right
cheek, left cheek, lips, chin and hair (Fig. 6.1(b)). To measure the spectral reflectance, we
place the probe softly (without pressing) (Fig. 6.1(c)) on the skin region to be measured
and capture the spectral reflectance through the SpectraWiz software.

6.3.1 Database Details

We have collected a database of 325 spectral reflectance profiles of six facial regions
from 40 subjects (5 females, 35 males). We call our database the UWA Facial Spectral
Reflectance Database (UWA-FSRD) (publicly available at: http://www.csse.uwa.
edu.au/˜ajmal/databases.html). Our database contains subjects from six dif-
ferent ethnicities including African (2), Caucasian (12), Chinese (5), Indian (17), Middle
Eastern (3) and South American (1). The ages of the subjects fall in the range 20-45 years.
The spectral reflectances of each subject are measured in multiple sessions. Figure 6.2(b)
summarizes the number of subjects present in different sessions. Specifically, a total of
ten subjects are with four or more sessions, ten with three sessions, 14 with two sessions
and the remaining six subjects are with one session. In each session we acquired 2-13
spectral reflectance profiles of each facial region within a close proximity.

The time lapse between two sessions for a subject varies between a minimum of one
day and a maximum of more than nine months. This setting enables us to study the
permanence of the spectral reflectance biometric over time. Note that our main focus is
on biometric identification where constraints on the subjects’ physical conditions are not

http://www.csse.uwa.edu.au/~ajmal/databases.html
http://www.csse.uwa.edu.au/~ajmal/databases.html
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Figure 6.3: (a) A hyperspectral face cube from the CMU-HSFD (bands from 450nm to
770nm). Each band is rendered as RGB using the standard CIE Color Matching Func-
tions [26]. (b) Normalized spectral reflectance profiles of six facial regions of 48 subjects
in the CMU-HSFD.

desirable. Therefore, we do not impose any constraints on the subjects such as cleaning
the skin or shaving before data collection.

6.3.2 Facial Spectral Reflectance Sampling from Existing Hyperspectral Databases

In addition to our spectrometer based database, we also used two existing hyperspec-
tral face image databases in our experiments (Table 6.1). These databases were captured
with hyperspectral cameras and contain two dimensional (2D) images of the face at mul-
tiple wavelengths. Therefore, both the spatial and spectral information of the face are
available. However, we only sample the spectral information of six facial points for our
experiments.

CMU-HSFD: The first database is the CMU Hyperspectral Face Database (CMU-
HSFD) [33] (Fig. 6.3(a)) acquired with a prototype spectro-polarimetric camera. Each
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Figure 6.4: (a) A hyperspectral face cube from the UWA-HSFD. Each band is rendered
as RGB using the standard CIE Color Matching Functions [26]. (b) Normalized spectral
reflectance profiles of six facial regions of 70 subjects in the UWA-HSFD.

hyperspectral image cube contains 65 bands covering the spectral range of 450-1090nm
range with a step size of 10nm. For illumination, three identical lamps with 600W halogen
bulbs were used. The database contains 48 subjects; each subject has 4 to 20 cubes ac-
quired at different sessions and different lighting combinations. We used only the images
acquired with all lights turned on. In order to sample the calibrated spectral reflectance,
we normalized the hyperspectral images using the provided calibration patch in the im-
ages. Our experimental data consists of 147 hyperspectral images of 48 subjects where
each subject has 1 to 5 images (Table 6.1). Figure 6.3(b) shows the normalized reflectance
profiles of six facial regions of the 48 subjects in CMU-HSFD.

Table 6.1: Details of the databases used in our study.
Database Type Size Subjects Spectra Spectral range Step size

CMU-HSFD [33] Images 640×80×65 48 882 450-1090nm 10nm
UWA-HSFD [169] Images 1024×1024×33 70 720 400-720nm 10nm
UWA-FSRD Spectra 6×1761 40 325 220-1100nm 0.5nm
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UWA-HSFD: The second database is our local UWA-Hyperspectral Face Database
(UWA-HSFD) (Fig. 6.4(a)) acquired with the CRI’s VariSpec LCTF integrated with a
photon focus camera. Each hyperspectral image cube contains 33 bands covering the
spectral range of 400-720nm with a 10nm step. The noise level in this database is rel-
atively lower because an improved calibration algorithm [81] is used that automatically
adapts the camera exposure time to the transmittance of the filter, illumination intensity
and CCD sensitivity in each band. In order to sample the exact spectral reflectance, the
camera is calibrated with standard white in the beginning of each imaging season. The
UWA-HSFD consists of 120 hyperspectral images of 70 subjects.(Table 6.1). The time
lapse between imaging sessions for a subject in the UWA-HSFD varies from one week to
12 months. Figure 6.4(b) shows the normalized reflectance profiles of six facial regions
of the 70 subjects in UWA-HSFD.

From each subject in the UWA-HSFD and CMU-HSFD, we manually sample the
spectral reflectances of six facial points including forehead, left cheek, right cheek, lips,
chin and hair. We use the average spectral reflectance of 5 adjacent square regions of
size 17×17 pixels arranged in a cross pattern to represent hair, forehead and cheeks.
For lips we use square regions of size 9× 9 pixels. Based on the relationship between
the average physical distance and the average number of pixels between the eye centers, a
pixel in the UWA-HSFD and CMU-HSFD roughly corresponds to 0.18mm2 and 0.32mm2

respectively. Therefore, the physical area covered by 17x17 pixels roughly equals to
52.02mm2 for UWA-HSFD and 92.48mm2 for CMU-HSFD. Recall that the fiber detec-
tion area in UWA-FSRD is 51.0mm2 (see Section 3). In the case of UWA-HSFD each
spectral reflectance vector is 33-dimensional, while for CMU-HSFD database the spec-
tral reflectance vector is 65-dimensional. Theses spectral reflectances are `2 normalized
and subsequently used for classification. The normalization reduces scaling effects in the
spectral responses due to the sensor noise.

6.4 Recognition based on the Facial Spectral Reflectance

In this section, we explain the machine learning algorithms we used for performing
recognition using the facial spectral responses. Let sr = [sr(λ1), sr(λ2), ..., sr(λp)] ∈ Rp

be the spectral response vector of the facial region r that samples the reflected energy from
p wavelengths. Let Gr = {sjr}

g
j=1 ∈ Rp×g be the gallery containing g normalized spectral

reflectances of facial region r. Let c be the number of subject classes such that mj ≥ 1 is
the number of spectral responses for each class, g =

∑c
j=1 mj and Y = {yj}gj=1 be the

class labels of the spectral responses in Gr. Let str ∈ Rp be the test spectral response. The
problem of spectral reflectance based face recognition involves estimating the label ytr of
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str given the labelled gallery Gr.
We choose a mix of simple and more sophisticated classification algorithms for recog-

nition. The simple algorithms include Nearest Neighbor (NN) and Support Vector Ma-
chines (SVM) which perform classification on the original spectral reflectance vectors.
The sophisticated ones include Kernel Linear Discriminant Analysis (KLDA) and Sparse
Discriminant Analysis (SDA) that extract discriminant features from the reflectance pro-
files.
Mahalanobis Distance based Nearest neighbor Classifier: The Mahalanobis distance
d between two spectral response vectors sir and sjr is defined as [164]

d = (sir − sjr)
>C−1

r (sir − sjr) (6.1)

where Cr is the p × p covariance matrix estimated from the training spectral responses
of facial region r. Since the amount of training data is limited, we estimate Cr to be a
diagonal matrix with elements that correspond to the variance of each wavelength in the
spectra. To classify str we first calculate the distance (d) from str to each of the samples in
Gr and obtain a score vector er ∈ Rg. Then, ytr is estimated as the label of the class for
which the distance in er is minimum.
Support Vector Machine (SVM): Support Vector Machine is an efficient classification
algorithm designed for binary classification problems where we assume that there are
g training samples {sjr}

g
j=1 with labels yj ∈ {1,−1}. SVM finds a hyper-plane that

separates the two classes with the largest margin by solving the following optimization
problem:

min
w,b,ξ

(
1

2
w>w + C

∑
j

ξj

)
(6.2)

s.t. yj(wsjr + b) ≥ 1− ξj, ξj ≥ 0

Where C is the penalty parameter, w and b are the parameters of the hyperplane and ξj

are auxiliary variables that allow to handle non-separable problems. For kernel SVM, the
constraint can be replaced by yj(wφ(sjr)+ b) ≥ 1− ξj, ξj ≥ 0 to find the hyper-plane in a
higher dimensional space. Once the parameters of the hyper-plane are obtained, the label
ytr of the test spectral reflectance str is estimated using the sign of wstr+b

‖w‖ . Since our exper-
iments involve the classification of 40 subjects (classes), therefore; we extend the binary
SVM to multi-class classification using a one-versus-all approach. For a detailed expla-
nation of the SVM algorithm, we refer the reader to [28, 154]. We used the LibSVM [24]
library to compute the parameters of the hyper-plane.
Kernel Linear Discriminant Analysis (KLDA) extracts discriminative and low dimen-
sional features from the data. KLDA is especially useful in increasing the between class
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discrimination when the classes are not linearly separable. It projects the p dimensional
spectral response features in Gr to a c − 1 dimensional subspace where classification is
performed.

Let φ be a nonlinear mapping function that maps the spectral reflectances sir ∈ Rp

to a high dimensional feature space φ : Rp 7→ H. The features belonging to different
classes are better discriminated in the high dimensional nonlinear space H. A kernel
matrix Kr ∈ Rg×g can be computed by means of dot products in the high dimensional
feature space. However, rather than explicitly mapping the data to H by implementing
the nonlinear mapping φ, the kernel matrix is often computed by choosing a valid kernel
function: Kr(i, j) = k(sir, s

j
r). We choose the polynomial kernel function k(sir, s

j
r) =

(sir.s
j
r)
β , where (·) means dot product and β is the order of polynomial.

Once Kr is computed, KLDA seeks to solve the following optimization problem [11]

αopt = arg max
α>KrWKrα

α>KrKrα
, (6.3)

where W ∈ Rg×g is a block diagonal matrix:W = diag{W1,W2, ...,Wc}, with Wj ∈
Rmj×mj is a matrix with all elements equal to 1

mj
and α = [α1, ..., αg]

>. The optimal α is
given by the largest eigenvectors of (KrKr + εI)−1(KrWKr)α = λα. By selecting the
(c − 1) dominant eigenvectors, we obtain a transformation matrix Λ = [α1, ...,αc−1] ∈
Rp×(c−1). The gallery Gr is then projected on Λ to obtain a low dimensional representa-
tion Ĝr = Λ>Gr.

To predict the label of a test spectral reflectance str, first the c− 1 dimensional KLDA
feature ztr is computed by ztr = Λ>Kt

r. Here Kt
r = [k(str, s

1
r), ..., k(str, s

g
r)] ∈ Rc−1. Then

the Euclidean distance is computed from ztr to each of the low dimensional samples in Ĝr

and a score vector er ∈ Rg is obtained. Finally, ytr is estimated as the label of the class
for which the distance in er is minimum.
Sparse Discriminant Analysis (SDA) extracts discriminative features as sparse combi-
nations of the input data. In our case of reflectance spectra, SDA will use a sparse com-
bination of the bands to extract features. Thus, SDA has an inbuilt feature/band selection
step. SDA is particularly useful when the number of variables are greater than the number
of samples in the training set. Let Q ∈ Rg×c denote a matrix of dummy variables for
the c classes; Qij is an indicator variable for whether the i-th observation belongs to the
j-th class. SDA is formulated by combining the optimal scoring criterion with the elastic
net [27]

min
βi,θi

(
‖Qθi −G>r βi‖+ λ‖βi‖1 + γ‖βi‖2

)
(6.4)

s.t.
1

g
θ>i Q>Qθi = 1,θ>i Q>Qθl = 0∀l < i
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Figure 6.5: Normalized spectral responses of six facial regions of 40 subjects in our UWA-
FSRD. The very different spectral reflectance profiles of the chin are from individuals with
facial hairs.
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Figure 6.6: Average and standard deviations of the spectral reflectances of the six facial
regions of 40 subjects in our UWA-FSRD.

where θi be the c-vector of scores for the c classes, and βi is a p-vector representing
variable coefficients for the p features. The problem is solved using the iterative algorithm
presented in [27] to obtain B = [β1, ...,β(c−1)]. The gallery Gr is then projected on B to
obtain a low dimensional representation and discriminative features Ĝr = B>Gr.

To predict the label of a test spectral reflectance str, first the c − 1 dimensional SDA
features ztr are computed by ztr = B>ztr. Then the Euclidean distance from ztr to each of
the low dimensional samples in Ĝr is calculated and a score vector er ∈ Rg is obtained.
Finally, ytr is estimated as the label of the class for which the distance in er is minimum.

Score Level Fusion: Since we have r = 6 facial regions of each subject, we train a sepa-
rate classifier for each region and combine their result at the score level. We use the sum
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Figure 6.7: Spectral reflectance features of the right cheek projected to a 3D PCA space.
The dimensions represent the three dominant principal components (PCs) and each dot
represents the reflectance profile of a subject. Each subject is represented by a different
color. Notice the difficulty of separating different subjects.

rule of classifier fusion due to its excellent performance for combining classifiers [87].
The sum rule of classifier score fusion uses the simple sum operator to combine the out-
put scores of multiple classifiers. For a test subject, the r test spectral reflectances {stk}rk=1

generate r score vectors {er}rk=1. We first normalize each score vector er separately using
min-max normalization. Next, we use the sum operator to compute the fused score vector
i.e. f =

∑r
k=1 er. Finally, the test subject is assigned the label of the class for which the

distance in f is minimum.

6.5 Experiments

We do not use ultraviolet illumination because skin spectroscopy in the ultravio-
let spectrum is unsafe. Moreover, our probe light has very low power above 1000nm
(Fig. 6.1) making measurements above this range noisy. Light sources and spectrometers
that operate in a broader spectrum are expensive and are less likely to be used in a prac-
tical spectral reflectance based face recognition system. Therefore, in our experiments
we only consider the reflectance profiles in the 400-1000nm range. The `2 normalized
spectral reflectances of the right cheek, lips and hair of the 40 subjects in our database
are shown in Fig. 6.5. Figure 6.6 shows the average spectral reflectance profiles of the 40
subjects in our UWA-FSRD database. The standard deviations along the profile curves
are also shows using error bars. It can be observed that the spectral reflectance curves
of all subjects follow a similar pattern. To visualize the manifold structure of spectral
reflectance features, we performed Principal Component Analysis (PCA) on our entire
database. Figure 6.7 shows the manifold of right cheek by projecting its reflectance fea-
tures on the three most dominant principal components. Notice that different classes are
overlapped and there are no well defined clusters corresponding to each class. This leads
to high correlation both within class and between class spectral reflectance features, mak-
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Table 6.2: Average recognition rates and standard deviations of 10 fold experiments on
our UWA-FSRD.

Forehead Right Cheek Left Cheek Lips Chin Hair Sum Fusion

NN 17.93±3.26 20.73±2.69 24.41±3.28 14.56±1.79 22.70±2.15 10.12±2.50 36.54±3.51
SVM 10.65±3.65 20.31±2.89 16.33±3.41 13.07±1.38 11.22±5.69 10.22±2.64 -
SDA 25.55±3.84 28.09±2.16 24.17±4.79 21.28±2.98 30.22±2.39 15.21±2.86 44.82±5.89
KLDA 23.38±2.82 33.22±2.31 27.68±3.71 22.96±2.69 33.01±2.76 12.97±3.79 53.83±4.06
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Figure 6.8: Cumulative Match Characteristics Curves of the (a) Mahalanobis (b) SDA
and (c) KLDA based classifier on UWA-FSRD database.

ing the task of discrimination between the reflectance profiles of different subjects very
hard. The manifold of the other five facial regions follows a similar trend.

6.5.1 Experimental Setup

We simulate the settings of a practical real world biometric recognition process and
design our experiments to perform recognition on the facial spectral reflectances of the
subjects measured in different sessions. For all three databases, we divide the spectral
reflectance spectra in gallery and probes sets as follows. For every subject, we randomly
select the spectral reflectances measured in one session as probes and the spectra in the
rest of the sessions are used as gallery. We repeat the experiments 10 times by randomly
generating different gallery probe combinations in each run (10 folds). For KLDA we
empirically set the order of the polynomial kernel (parameter β) to 3. The lib-SVM
library is used for SVM classifier. We empirically choose the radial basis kernel function
with a scale γ = 10−2 and C = 100.

6.6 Results and Discussion

Table 6.2 summarizes the average recognition rates and standard deviations of 10-fold
experiments on our UWA-FSRD. The accuracy of simple Mahalanobis distance based
nearest neighbor classifier and simple SVM is low. On the other hand the accuracy
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Table 6.3: Average recognition rates (%) and standard deviations of 10 fold experiments
on the CMU-HSFD.

Forehead Right Cheek Left Cheek Lips Chin Hair Sum Fusion

NN 16.94±4.32 15.56±2.36 16.39±1.18 10.33±2.36 12.50±0.39 10.17±1.18 33.89±4.79
SVM 16.06±3.54 19.72±5.11 21.67±1.57 16.11±3.14 15.61±1.18 14.17±1.96 -
SDA 16.11±1.57 11.39±1.18 10.83±5.11 10.08±3.14 13.61±3.54 10.56±2.36 30.28±4.32
KLDA 16.67±4.71 18.61±1.96 16.39±5.11 11.67±1.57 16.96±1.18 13.89±1.96 40.89±4.71
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Figure 6.9: Cumulative Match Characteristics Curves of the (a) Mahalanobis (b) SDA
and (c) KLDA based classifier on CMU-HSFD database.

increases when the spectral reflectances are projected into discriminative subspaces by
performing Sparse Discriminant Analysis or Kernel Linear Discriminant Analysis. The
KLDA based classifier performs the best due to its nonlinear mapping of the spectral
reflectances to a discriminative feature space. Moreover, the accuracies of the spectral
reflectances of different facial regions when classified individually is lower than when the
regions are combined using the sum rule for score level fusion. The KLDA based classi-
fier achieved a rank-1 recognition rate of 53.83% using the sum based score level fusion
of the six facial regions. We also performed recognition experiments by excluding the
lips and hair reflectance profiles. The NN, SDA and KLDA classifiers achieved 32.86%,
39.02% and 46.14% accuracies respectively which are lower than that of the combined
six regions (Table 6.2).

Figure 6.8 gives the Cumulative Match Characteristics (CMC) [140] of different clas-
sification methods for 10-fold experiments on our UWA-FSRD. The classification accu-
racy reaches to its maximum at very higher ranks which suggests the poor performance
of spectral reflectances for unconstrained person identification.

Table 6.3 summarizes the average recognition rates and standard deviations of 10-
fold experiments on the facial spectral reflectances in the CMU database. Similar to
the results on our spectrometer database, the accuracy of individual facial regions are
lower than when combined using the sum rule based score fusion. Compared to our
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Table 6.4: Average recognition rates (%) and standard deviations of 10 fold experiments
on the UWA-HSFD.

Forehead Right Cheek Left Cheek Lips Chin Hair Sum Fusion

NN 11.25±3.54 21.25±4.32 13.75±3.82 11.25±2.05 16.26±2.01 4.00±3.84 20.00±3.58
SVM 13.75±3.66 18.75±4.23 13.75±2.81 7.5±3.84 15.00±2.31 4.50±3.61 -
SDA 13.75±3.25 11.25±3.44 10.00±2.11 6.25±3.58 13.75±3.33 4.78±3.01 27.50±3.55
KLDA 10.50±3.85 18.00±2.99 15.50±3.86 11.50±1.75 17.00±2.35 5.00±3.75 25.00±3.92
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Figure 6.10: Cumulative Match Characteristics Curves of the (left) Mahalanobis (center)
SDA and (right) KLDA based classifier on UWA-HSFD database.

spectrometer based database, the CMU database has lower spectral resolution (step size of
10). Therefore, the classification accuracy of all the algorithms is lower compared to our
spectrometer based database. The KLDA based classifier achieves a rank-1 recognition
rate of 40.89% on this database.

Figure 6.9 shows the CMC curves of different classifiers on the facial spectral re-
flectances in CMU database. The spectral reflectances achieve their highest recognition
rates at very high ranks. This further suggests that the strength of spectral reflectance
alone is not enough to discriminate faces.

Table 6.4 summarizes the average recognition rates and standard deviations of 10-fold
experiments on the facial spectral reflectances in the UWA-HSFD database. The UWA-
HSFD covers only the visible range of electromagnetic spectrum and therefore contains
lesser information than the CMU database and the proposed spectrometer based database.
The spectral resolution is also low compared to our spectrometer database. Therefore,
the accuracy of spectral reflectance based face recognition on this database is very low.
The SDA based classifier boosts the accuracy by projecting the data to a discriminative
subspace. However the rank-1 recognition rate of 27.50% is still not satisfactory.

Figure 6.10 shows the CMC curves of different classifiers on the facial spectral re-
flectances in the UWA-HSFD. Similar to the CMU-HSFD and our spectrometer database,
the spectral reflectances fail to achieve good rank-1 recognition accuracy.
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Figure 6.11: Variations in the spectral reflectance profiles of the same subject measured
in different sessions. In this example, the time lapse between the two sessions was three
weeks.

6.6.1 Reasons of the Low Recognition Rate

Pan et al. [132] reported 95% rank-1 recognition accuracy using only the facial spec-
tral reflectance and Nearest neighbor classifier. However, their experiments involved sub-
jects that were imaged in only one session without any time lapse. To further verify this,
we repeated our experiments on the UWA spectrometer database (UWA-FSRD) using
facial spectral reflectances of the same session in the gallery and probes. We obtained
86.0 ± 2.9% accuracy in 10-fold experiments using KLDA. Note that this is over three
times higher than the different session accuracy given in Table 4.

The main reason of the drop of accuracy from same session to different sessions is
that the spectral reflectance of a subject’s face can significantly change with location
and time depending on the subject’s physical conditions such as blood pressure, body
water percentage, sweating and the use of cosmetics etc. For example, inflammation
caused by infection or irritation can lead to hyperpigmentation i.e. excess production of
melanin [150, 206]. Changes in the melanin distribution and oxygen saturation in the
hemoglobin can induce significant deviations in the spectral reflectance of the same per-
son [200,208]. Moreover, ultraviolet exposure of human skin has been shown to increase
the epidermal thickness in addition to increasing its melanin content [45,121,122]. Simi-
larly, smoking has also been shown to decrease epidermal thickness [118]. Other factors
such as the use of cosmetics, along with sensor drift and sensitivity, reduce the discrim-
ination capability of the skin spectral reflectance. Figure 6.11 shows an example of how
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the spectral reflectance profiles of the same subject change with time. In this example,
the time lapse between the two measurement sessions was three weeks. As the facial
spectral reflectance of all the subjects follows a very similar pattern, a small change in the
spectra of one subject leads to a large intra-class difference and inter-class correlations.
Since the uniqueness of spectral reflectance is poor, the rank-1 recognition rate of spectral
reflectance based face recognition is low.

6.6.2 Significance of Results

Although, the number of subjects involved in our study was small, our results are
significant because the accuracy of face recognition systems generally decrease when the
number of subjects increase. The most significant part of our experiments is that we
collected the data using a standard white light source and a high precision spectrometer
with 1441 bands covering the visible and infrared range. Therefore, the only variations
that occurred between sessions were due to physical conditions of the skin. Finally, we
are making our UWA-FSRD database public so that other researchers can reproduce our
results and/or advance this research field.

6.7 Conclusion

We studied the practical significance of facial spectral reflectance for human identi-
fication and introduced a new database acquired with a high precision spectrometer for
this purpose. We performed extensive face recognition experiments on the acquired data
as well as two public hyperspectral datasets using state-of-the-art face recognition algo-
rithms. Due to the high spectral resolution, the rank-1 recognition rates on our dataset was
higher compared to the other two databases. However, the overall recognition rates of the
facial spectral reflectance alone for unconstrained face recognition were unsatisfactory.
Our experiments show that the spectral reflectance profiles of the human faces follow a
similar pattern (see Fig. 6.5 and Fig. 6.6). On the average, the between person variations
are not significantly different from the within person temporal variations (see Fig. 6.11).
Therefore, we conclude that the spectral reflectance profile alone is not a reliable biomet-
ric for person identification. Our future study involves investigating the facial spectral
reflectance for gender classification and liveness detection in biometric applications.
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Representation Learning with Deep Extreme Learning
Machines for Efficient Image-set Classification

Abstract

Efficient and accurate joint representation of a collection of images, that belong to
the same class, is a major research challenge for practical image-set classification. Ex-
isting methods either make prior assumptions about the data structure, or perform heavy
computations to learn structure from the data itself. We propose an efficient image-set
representation that does not make any prior assumptions about the structure of the under-
lying data. We learn the nonlinear structure of image-sets with Deep Extreme Learning
Machines (DELM) that are very efficient and generalize well even on a limited number of
training samples. Extensive experiments on a broad range of public datasets for image-set
classification (Honda/UCSD, CMU Mobo, YouTube Celebrities, Celebrity-1000, ETH-
80) show that the proposed algorithm consistently outperforms state-of-the-art image-set
classification methods both in terms of speed and accuracy.

7.1 Introduction

Image-set based classification has attracted significant interest from the computer vi-
sion and pattern recognition community due to its wide range of applications in multi-
view object classification [58,84,156,186–188] and face recognition [23,59,65,105,106,
109,112]. Image-set classification naturally arises in many applications when a given col-
lection of images are known to belong to one class but with unknown identity. In contrast
to the traditional paradigm of single image based classification, algorithms for image-set
classification exploit this information to obtain a more accurate estimate of the class iden-
tity. Multiple images of a set usually contain a range of intra-class appearance variations
such as pose, illumination and scale changes, which can be explicitly or implicitly mod-
eled for improved classification accuracy [59, 65, 84, 106]. Image-set based classification
may also be considered as a generalization of video based object classification. However,
image-set classification does not assume any temporal relationship between the images
that constitute the set. Thus, image-set classification is also applicable in situations where
the set samples have large variations without any temporal relationship [65, 187].

An image-set classification algorithm must essentially address two core challenges;
how to represent an image-set to effectively capture intra-image as well as inter-image
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Figure 7.1: Illustration of the proposed algorithm. During training, we first learn a
domain-specific Deep Extreme Learning Machines (DELM) model LG. Starting from
the domain specific model, we then learn class-specific DELM models Lj for the gallery
sets of each class separately. Given a probe image-set Xt, we first reconstruct each of its
samples using the learned DELM models and then estimate its label based on the smallest
reconstruction error. Finally, majority voting is used to estimate the label of the probe set
as a whole.
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variations and how to define a distance/similarity measure between two image-sets. Defin-
ing a suitable distance between two image-sets is often tied to the representation used to
model the image-sets in the first place. Hence, most of the research in this area has con-
centrated on developing image-set representations based on certain assumptions about
the set structure. Some techniques assume that the set data follows a Gaussian distribu-
tion [106, 172, 186, 187] which is unlikely to be true for all types of images. Other meth-
ods assume that an image-set can be represented by linear subspaces [58, 84], whereas
the data may lie on complex manifolds [59]. To model more complex data structures,
several techniques have been proposed to model image-sets as a convex or affine hulls
of the data samples [23, 65, 105]. These techniques are conceptually similar to nearest
neighbor classification and must impose certain constraints to avoid finding the neighbors
in some low dimensional space where image-sets might intersect. However, the ability to
model more complex image-set structures comes at the cost of added algorithm complex-
ity [59, 65,105,106,186,188]. Therefore, these algorithms cannot be efficiently scaled to
handle large image-set classification tasks [100].

In this work, we have focused on developing an efficient and accurate representation of
image-sets that can model arbitrarily complex image-set structures on one hand, and scale
to large problem sizes on the other. We employ Extreme Learning Machines (ELM) for
this purpose primarily due to their computational efficiency [66–69,101]. An ELM trains
a single hidden layer feed-forward neural network (SLFN) by randomly assigning weights
to the input layer and analytically computing the weights for the output layer. Deep ELMs
have the potential of effectively learning the underlying structure of the image-set without
any prior assumption on the distribution or structure of image-set data. Our algorithm
learns a Deep ELM (DELM) model for each class in the gallery (training classes) through
unsupervised feature learning with an ELM based auto-encoder (ELM-AE) (Fig. 7.1). A
label is assigned to a probe (test) set based on minimum reconstruction error.

The key contributions of this paper are three-fold: (1) An effective image-set rep-
resentation scheme based on Deep Extreme Learning Machines that does not make any
assumption about the structure of the set but implicitly learns it from training data. (2) Un-
like existing deep learning based methods, our algorithm does not require a large amount
of training data. (3) The proposed network is extremely fast both in training and test –
training is 6,000 times faster than the state-of-the-art best-performing method, whereas
the testing is 9 times faster. The proposed algorithm is extensively evaluated for image-
set based face recognition and object categorization on five benchmark datasets including
Honda/UCSD [92], CMU Mobo [54], YouTube Celebrities [86], Celebrity-1000 [100]
and ETH-80 [95]. Results demonstrate that our algorithm consistently outperforms ex-
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isting methods in terms of accuracy, while achieving substantial speedups at the same
time.

7.2 Proposed Methodology

We first give a brief overview of Extreme Learning Machines (ELMs) and how they
differ from other learning paradigms. Then, we discuss the extension of the traditional
ELM idea to multiple layers, thus, allowing a deeper representation. Finally, we show
how image-set classification can be formulated using the Deep ELM (DELM) models
and how it can benefit from ELM’s attractive properties, namely very efficient learning
(easily scalable to large datasets) and generalizability (no prior assumptions on the set
data).

7.2.1 Extreme Learning Machines

Consider a supervised learning problem withN training samples, {X,T} = {xj, tj}Nj=1

where xj ∈ Rd and tj ∈ Rq are the j th input and target samples respectively. d and q are
the input and target feature dimensions respectively. For the task of classification, tj is the
class label vector while for regression tj represents the desired output feature. In either
case, we seek a regressor function from the inputs to the targets. One popular form of this
function is the standard single hidden layer feed-forward network (SLFN), where nh hid-
den nodes fully connect the d inputs to the q outputs. This is done through an activation
function g(u). The predicted output vector oj generated by feeding forward xj through
an SLFN is mathematically modeled as

oj =

nh∑
i=1

βig(w>i xj + bi) (7.1)

where wi ∈ Rd is the weight vector connecting the i-th hidden node and the input nodes,
βi ∈ Rq is the weight vector connecting the i-th hidden node and the output nodes, and
bi is the bias of the i-th hidden node. The activation function g(u) can be any nonlinear
piecewise continuous function, such as the sigmoid function g(u) = 1

1+e−u
.

An ELM learns the parameters of an SLFN (i.e. {wi, bi,βi}
nh
i=1) in two sequential

stages: random feature mapping and linear parameter solving. In the first ELM stage, the
hidden layer parameters ({wi, bi}nhi=1) are randomly initialized to project the input data
into a random ELM feature space using the the mapping function g(.). It is this random
projection stage that differentiates ELM from most existing learning paradigms, which
perform deterministic feature mapping. For example, an SVM uses kernel functions,
while deep neural networks [14] use Restricted Boltzmann machines (RBM) for feature
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mapping/learning. By randomizing the feature mapping stage, the ELM can discover
nonlinear structures in the data without the need for priors, which are inherently the case
for deterministic feature mapping schemes. Also, these parameters are set randomly and
are not subsequently updated, thus decoupling them from the output parameters {βi}

nh
i=1,

which can be learned in a very efficient manner as we will see next. This decoupling
strategy significantly speeds up the parameter learning process in ELM, thus, making it
much more computationally attractive than deep neural network architectures that learn
all network parameters iteratively.

In the second ELM stage, the parameters connecting the hidden layer and the output
layer (i.e.{βi}

nh
i=1) are learned efficiently using regularized least squares. Here, we denote

ψ(xj) = [g(w>1 xj + b1) . . . g(w>nhxj + bnh)] ∈ R1×nh as the response vector of the hidden
layer to the input xj and B ∈ Rnh×q as the output parameters connecting the hidden and
output layers. An ELM aims to solve for B by minimizing the sum of the squared losses
of the prediction errors:

min
B∈Rnh×q

1

2
‖B‖2

F +
C

2

N∑
j=1

‖ej‖2
2 (7.2)

s.t. ψ(xj)B = t>j − e>j , j = 1, ..., N

In (7.2), the first term is a regularizer against over-fitting, ej ∈ Rq is the error vector with
respect to the j-th training pattern (i.e. ej = tj − oj), and C is a tradeoff coefficient.
By concatenating H = [ψ(x1)> · · ·ψ(xN)>]> ∈ RN×nh and T = [t1 · · · tN ]> ∈ RN×q,
we obtain an equivalent unconstrained optimization problem, which is widely known as
ridge regression or regularized least squares.

min
B∈Rnh×q

1

2
‖B‖2

F +
C

2
‖T−HB‖2

2, (7.3)

Since the above problem is convex, its global solution needs to satisfy the following linear
system.

B + CH>(T−HB) = 0. (7.4)
The solution to this system depends on the nature and size of matrix H. If H has more
rows than columns and is of full column rank (which usually is the case when N > nh),
the system is overdetermined and a closed form solution exists for (7.3) in (7.5), where
Inh ∈ Rnh×nh is an identity matrix. Note that in practice, rather than explicitly inverting
the nh × nh matrix, we obtain B∗ by solving the linear system in a more efficient and
numerically stable manner.

B∗ =

(
H>H +

Inh
C

)−1

H>T (7.5)
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Figure 7.2: Layer wise training of a Deep ELM model with h hidden layers and input X

If N < nh, H will have more columns than rows, which often leads to an under-
determined least squares problem. In this case, B may have infinite number of solutions.
In this case, we restrict B to be a linear combination of the rows of H : B = H>α (α ∈
RN×q). Note that when H has more columns than rows and is of full row rank, then
HH> is invertible. Multiplying both sides of (7.4) by (HH>)−1H, we obtain a closed
form solution for B∗

B∗ = H>α∗ = H>
(

HH> +
IN
C

)−1

T (7.6)

To summarize, ELMs have two notably attractive features. Firstly, the parameters of
the hidden mapping function can be randomly generated according to any continuous
probability distribution e.g.the uniform distribution on [−1, 1]. Secondly, as such, the
only parameters to be learned in training are the output weights between the hidden and
output nodes. This can be done by solving a single linear system or even in closed form.
These two features make ELMs more flexible than SVMs and much more computationally
attractive than traditional feed-forward neural networks that use back-propagation [67].

7.2.2 Learning Representations with ELMs

Learning rich representations efficiently is crucial for achieving high generalization
performance, especially at large scales. This form of learning can usually be done us-
ing stacked auto-encoders (SAE) and stacked auto-decoders (SDA), where a parametric
regressor function is learned to map the input to itself. Although deep neural networks
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can be learned for this purpose and have been shown to yield good performance in vari-
ous computer vision tasks [13, 14], they are generally very slow in training. To address
the problem, we learn representations in an unsupervised way using an ELM based auto-
encoder [80], which in essence is a multi-layer feed-forward network whose parameters
are learned by cascading multiple layers of ELM. This ELM-based learning procedure is
highly efficient and has good generalization capabilities.

The deep ELM auto-encoder is designed by setting the targets of the multi-layer net-
work to the input i.e.T = X. Figure 7.2 shows the process of learning a DELM model
from the samples of the training set X. Here, we consider a fully connected multi-layer
network with h hidden layers. Let L = {W1, ...,Wh+1} denote the parameters of the
DELM that need to be learned, where Wi = [wi

1, ...,w
i
ni

]> ∈ Rni+1×ni . To simplify
training, each layer is decoupled within the network and processed as an ELM, whose
targets are the same as its inputs. As shown in Figure 7.2, W1 is learned by considering
a corresponding ELM with T = X.

The weight vectors connecting the input layer to each unit of the first hidden layer
are orthonormal to each other, effectively resulting in projection of the input data to a
random subspace. Compared to initializing random weights independent of each other,
orthogonalization of these random weights tends to better preserve pairwise distances
in the random ELM feature space [76] and improves ELM auto-encoding generalization
performance. Next, B1 is calculated using (7.5) or (7.6) depending on the number of
nodes in the hidden layer. Note that, B1 re-projects the lower dimensional representation
of the input data back to its original space while minimizing the reconstruction error.
Therefore, this projection matrix is data-driven and hence used as the weights of the first
layer (W1 = B>1 ). Similarly, W2 is learned by setting the input and output of Layer 2 to
H1 i.e.the output of Layer 1. In this manner, all parameters of the DELM can be computed
sequentially. However, when the number of nodes between two consecutive layers is
equal, the random projection obtained in the second layer is in the same space as the input
of the first layer. Using 7.5 or 7.6 does not ensure orthogonality of the computed weight
matrix B. Imposing orthogonality in this case results in a more accurate solution since
the data always lies in the same space. Therefore, the output weights B are calculated as
the solution to the Orthogonal Procrustes problem.

B∗ = min
B∈Rnh×q

‖HB−T‖2
F , (7.7)

s.t. B>B = I

The close form solution is obtained by finding the nearest orthogonal matrix to the given
matrix M = H>T. To find the orthogonal matrix B∗, we use the singular value decom-
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position M = UΣV> to compute B∗ = UV>.

In ELM-AE, the orthogonal random weights and biases of the hidden nodes project the
input data to a different or equal dimension space. The random feature mapping can pre-
serve the structure of the original input data [192] and can be viewed as a less-structured
counterpart to the classical feature mapping such as PCA. The projected features are fur-
ther nonlinearly mapped and then reconstructed. Thus, the overall network can recover
the non-linear structure of the data in multiple parameters. The DELM models can auto-
matically learn the nonlinear structure of data in a very efficient manner. In contrast to
deep networks, DELM also does not require expensive iterative fine tuning of the weights.
Please note that [59] also uses deep networks which are trained by the backpropagation
algorithm for image set classification. However, our proposed solution using Extreme
Learning Machines based deep architecture has the advantages of extremely fast training
time as well as improved accuracy.

7.2.3 Deep ELM for Image-set Classification

DELM based image-set classification is performed in two steps. We first learn a global
domain-specific DELM model using all the training image data and then build class-
specific DELM models using the global representation as an initialization. In doing so,
we encode both domain level and class-specific properties of the data.

Let G = {Xm}cm=1 ∈ Rd×N be the gallery containing c image-sets of c different
classes and N images: N =

∑c
m=1 sm, where sm is the number of image samples in the

m-th image-set. Let Xm = {xim}smi=1 ∈ Rd×sm be the m-th image-set, where xim ∈ Rd

is a d-dimensional feature vector obtained by vectorizing the pixels of the i-th image.
Instead of pixel values, the vector xim may also contain other features, e.g.local binary
patterns (LBP). While sm can vary across image-sets, the dimensionality of xim remains
fixed. Let Y = {ym}cm=1 be the class labels of the image-sets in G. For a test image-set
Xt = {xit}sti=1 ∈ Rd×st , the problem of image-set classification involves estimating the
label Yt of Xt given the gallery G.

Training: We learn a global domain-specific DELM model by initializing its weights
using the ELM auto-encoding procedure described earlier. This global DELM is a multi-
layer neural network with h hidden layers. Its parameters are learned using the images
in G in an unsupervised manner. The global DELM model is represented as LG =

{W1
G, ...,W

h+1
G }, where Wi

G is the weight matrix of the ith layer learned using the auto-
encoding method in Section 7.2.2. The global DELM model serves as a starting point,
from which we learn class-specific DELM models.

Since LG encodes domain-specific representation (as it has been trained to reconstruct
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any sample from that domain), we use it to learn a separate DELM model for each of
the c training classes. In other words, instead of randomly initializing the hidden layers
weights, as in the conventional ELM, we use the weights in LG to initialize the class-
specific models. Thus, we have c DELM models for c classes {Lj}cj=1, where each class-
specific model is represented as Lj = {W1

j , ...,W
h+1
j }.

The learned ELM models are able to encode complex nonlinear structure of the train-
ing data due to their deep architecture with multiple nonlinear layers. Compared to the
previous structure based algorithms such as DCC [84], GGDA [58] and CDL [187], our
proposed DELM models learn the structure of the image data in multiple parameters,
therefore, it is capable of learning more complex nonlinear manifold structures. More-
over, this DELM model is more computationally efficient than previous methods.
Testing: Given a test image-set Xt = {xit}sti=1, we predict its label by first represent-
ing each image in this set using each of the class-specific representations {Lj}cj=1 and
assigning each image to the class that incurs the least reconstruction error. Then, ma-
jority voting on the predicted image-level classes is performed to predict the class of the
image-set. The overall procedure is summarized in Algorithm 2.

We reconstruct each test image xit in the set using each of the class-specific models
{Lj}cj=1. The reconstructed sample x̂ij from a model Lj is given by

x̂ij = f(xit,Lj) = Wh+1
j g(Wh

j , ..., g(W1
jx

i
t)) (7.8)

where f is the reconstruction and g is chosen to be the sigmoid function. The reconstruc-
tion error of sample xit is computed as the squared Euclidean distance between xit and x̂ij
as ei(j) = ‖xit − x̂ij‖2. The predicted label lit for sample xit is chosen to be the class that
incurs the minimum reconstruction error

lit = arg min
j

ei(j) . (7.9)

Finally, the test image-set Xt is labelled using majority voting on the set of predicted
image-level labels. Formally, we set the image-set label Yt = mode({lit}sti=1).

We perform extensive experiments on five public datasets (see Fig. 7.3) and compare
results to 10 state-of-the-art image-set classification methods. These datasets have been
widely used in the literature to evaluate image-set based classification algorithms. Details
of the datasets used, experimental protocol, and results obtained are provided next.

7.2.4 Dataset Specifications

The Honda/UCSD dataset [92] contains 59 video sequences of 20 different subjects.
Similar to prior work [65,187], we use 20×20 histogram equalized face images extracted
from these videos. Each video sequence corresponds to an image-set.
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Algorithm 2 Proposed Image-set Classification Algorithm
Input: :

Gallery G = {Xm}cm=1 containing c image-sets Xs = {xim}smi=1 ∈ Rd×sm belonging to
c classes
Class labels Y = {ym}cm=1

Probe set Xt = {xit}sti=1 ∈ Rd×st

Number of hidden layers h
Output: : Label Yt of Xt

Training:
LG = {W1

G, ...,W
h+1
G } {Learn a domain-specific global DELM model with h hidden

layers from G}
for j = 1 : c do

Lj = {W1
j , ...W

h+1
j } { Learn DELM models for each class}

end for
Testing:
for i = 1 : st do

for j = 1 : c do
x̂ij = f(xit; Lj){Reconstruct from model Lj (7.8)}
ei(j) = ‖xit − x̂ij‖2

2

end for
lit , arg min

j
ei(j)

end for
Yt , mode({lit}sti=1)

The CMU MoBo dataset [54] contains 96 video sequences of 24 different subjects.
We use LBP features of the face images as in [23] for image-set classification.

The YouTube Celebrities [86] is a challenging dataset that contains 1,910 video
sequences of 47 celebrities (actors, actresses and politicians), collected from YouTube.
Most videos are of low resolution and contain significant compression artifacts. There are
upto 400 frames per video. We use the LBP features (d = 928) of 20× 20 face images.

The Celebrity-1000 database [100] is a large-scale unconstrained video database
downloaded from Youtube and Youku. It contains 159,726 video sequences of 1,000
subjects covering a wide range of poses, illuminations, expressions and image resolutions.
We follow the standard closed-set test protocol defined in [100] where four overlapping
subsets of the dataset are created with increasing complexity containing 100, 200, 500,
1000 subjects. Each subset is further divided into training and test partitions with disjoint
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Figure 7.3: Image-sets from (a) Honda, (b) CMU Mobo, (c) Youtube Celebrities, (d)
Exemplar video frames from the Celebrity-1000 dataset. (e) 8 Object categories and 10
different objects in one category of the ETH-80 dataset.

video sequences. Approximately 70% of the sequences are randomly selected to form the
gallery and the rest are used as probes. We use the PCA reduced LBP+Gabor features
provided by Liu et al. [100]. The feature dimension d is 1651, 1790, 1815 and 1854 for
the subsets 100, 200, 500 and 1,000 respectively.

The ETH-80 dataset [95] contains 8 object categories, where each category has 10
different objects of the same class. Each object has 41 images at different views to make
an image-set. We use 20 × 20 intensity images for image-set based object categorization.
ETH-80 is a challenging as it has fewer images per set, significant appearance variations
across objects of the same class and larger viewing angle differences within each image-
set.

7.2.5 Experimental Setup

We follow the standard experimental protocol [23, 59, 65, 186–188] for a fair com-
parison with 10 state of the art algorithms including Discriminant Canonical Correla-
tion (DCC) [84], Manifold-Manifold Distance [188], Manifold Discriminant Analysis
(MDA) [186], Affine and Convex Hull based Image-set Distance (AHISD, CHISD) [23],
Sparse Approximated Nearest Points (SANP) [65], Covariance Discriminative Learning
(CDL) [187], Graph Embedding Grassmannian Discriminant Analysis (GGDA) [58], Set
to Set Distance Metric Learning (SSDML) [205] and nonlinear Reconstruction Models
(NLRM) [59]. We use the source codes supplied by the original authors, except for MDA
and CDL techniques. For MDA, Hu’s [65] implementation is used, while we use our own
implementation of CDL.

Parameters of all the algorithms are selected empirically and the best results are re-
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ported. For DCC [84], the subspace dimension and the corresponding maximum canon-
ical correlations is set to 10. For MMD and MDA, we configure the parameters as rec-
ommended by the authors [186,188]. The ratio between Euclidean distance and geodesic
distance is selected from the range {1.0-5.0} for different data sets. The maximum canon-
ical correlation is used in defining MMD. The number of connected nearest neighbors for
computing geodesic distance in both MMD and MDA is set to 12. For AHISD, CHISD
and SANP, the PCA energy used to represent an image-set is selected from the range
{80%, 85%, 90%, 95%, 99%} and the best results are reported for each dataset. For
CHISD, we set the error penalty parameter C = 100. For GGDA, we set k[cc] = 1

k[proj] = 100 and v = 3. The number of eigenvectors used to represent an image-set is set
to 9 and 6 respectively for Mobo and YouTube Celebrities and 10 for all other datasets.
No parameter settings are required for CDL and SSDML. For NLRM [59], we used the
network depth and model parameters as recommended by the authors. The parameters
of our algorithm include the number of hidden layers h, the number of neurons in each
hidden layer (nh) and the parameters C. We set the number of hidden layers h = 2 for all
datasets. The parameter C is in the range {104−108} for the first layer and {1016−1020}
for the last layer. The number of neurons in each hidden layer (nh) is 20 for Honda and
Mobo, 40 for Youtube Celeb and Celebrity-1000 and 150 for ETH80 databases.

For Honda and MoBo data sets, each subject has one video sequence in the gallery
and the rest in probes. For DCC learning, at least two image-sets per class are required
in the gallery. Therefore, when the gallery contained only one image-set per class, we
randomly partitioned it into two non-overlapping sub-sets. Experiments were repeated
10-folds with different gallery/probe combinations. For Youtube dataset, we follow the
experimental protocol of [65] and conduct five-fold cross-validation experiments. The
videos are divided to make nine image-sets per subject in each fold. In each fold, three
image-sets per subject are randomly selected for training and the rest are used for testing.
For ETH-80 dataset, each class has 5 sets in the gallery for training and the remaining 5
sets are used as probes.

7.2.6 Results and Analysis

Table 7.1 reports the average and standard deviation recognition rate (%) for 10-fold
experiments on Honda, Mobo and ETH datasets and 5-fold experiments on the Youtube
dataset. Our approach performs better than competing algorithms on Youtube celebrities,
CMU Mobo and ETH-80 datasets and achieves perfect results on the Honda dataset. Re-
call that our algorithm involves no supervised discriminative analysis as in DCC, MDA
and CDL, yet it performs superior in both accuracy and execution time. On the ETH-
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Table 7.1: Comparison of the average recognition rates and standard deviations (%) (Re-
sults are obtained by performing 10-fold experiments on Honda, Mobo and ETH datasets
and 5-fold on Youtube celeberities dataset.)

Honda MoBo ETH-80 Youtube

DCC [84] 94.67±1.32 93.61±1.76 90.91±5.31 66.75±4.47
MMD [188] 94.87±1.16 93.19±1.66 85.73±8.33 65.12±4.36
MDA [186] 97.44±0.91 95.97±1.90 80.50±6.81 68.12±4.85
GGDA [58] 94.61±2.07 85.75±1.82 85.75±6.41 62.81±4.42
CDL [187] 100.0±0.00 95.83±2.07 88.20±6.80 68.96±5.29
AHISD [23] 89.74±1.85 94.58±2.57 74.76±3.31 71.92±4.55
CHISD [23] 92.31±2.12 96.52±1.18 71.00±3.93 73.17±4.69
SANP [65] 93.08±3.43 97.08±1.03 72.43±4.98 74.01±4.68
SSDML [205] 89.41±3.64 95.14±2.20 81.00±6.58 70.81±3.42
NLRM [59] 100.0±0.0 97.92±1.76 95.25±4.77 73.55±4.74
Proposed DELM 100.0±0.0 98.00±0.67 96.00±3.51 75.31±4.63

80 dataset, structure based algorithms [59, 84, 186–188] perform better than the sample
based ones [23, 65] because the individual samples can not model significant intra-class
pose and object appearance variations.

Table 7.2 summarizes the image-set classification results on all the splits of the Celebrity-
1000 dataset. On the subset-100 (Celeb-100) our method achieves a 15% improvement
in classification accuracy compared to the existing state-of-the-art. As the feature dimen-
sion and dataset size is huge, the training and testing time of all other methods is very
large on this dataset (for example on the Celeb-100 the NLRM [59] method took about
60 hours for training and the MMD and MDA took more than 80 hours using a Core i7
3.4GHz CPU with 8GB RAM). In contrast, our method takes only 5.02 seconds for train-
ing and achieves better classification accuracy than all previous methods. Similarly, on
the subset-200 the NLRM method took about 5 days for training and the MMD and MDA
took more than 8 days. On subset-200 DELM takes only 9.02 seconds for training and
achieves better classification accuracy.

The subset-1000 contains 15 million frames in 1,000 training image-sets and 36 thou-
sands frames in 2580 test image-sets. Therefore, previous image-set classification meth-
ods have a huge computational and memory requirement on this subset. Therefore, on the
subset-1000 we only report the results of the proposed algorithm and compare to Multi-
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Table 7.2: Comparison of the classification accuray on different subsets of Celeb-1000
dataset.

Subset-100 Subset-200 Subset-500 Subset-1000 Average

DCC [84] 25.24 10.38 10.18 - -
MMD [188] 17.52 10.23 9.79 - -
MDA [186] 15.93 9.21 9.87 - -
GGDA [58] 11.95 8.24 9.64 - -
CDL [187] 11.95 11.11 10.65 - -
AHISD [23] 19.92 23.94 18.97 - -
CHISD [23] 20.31 22.41 18.35 - -
SANP [65] 20.71 21.64 19.12 - -
SSDML [205] 18.32 17.62 9.96 - -
NLRM [59] 34.66 31.81 27.68 - -
MTJSR [100] 50.59 40.80 35.48 30.03 39.22
Proposed DELM 49.80 45.21 38.88 33.95 41.70

Task Joint Sparse Representation (MTJSR) [100]. Note that the accuracies of MTJSR in
Table 7.2 are provided by the original author [100]. The proposed algorithm outperforms
previous image-set classification algorithm and has comparable or better accuracy than
the MTJSR on all the subsets. A major disadvantage of MTJSR is that its reported testing
time in [100] is very high (3,254 seconds) on the subset-1000. In contrast, DELM only
takes 350 seconds for training and 1.7 seconds for testing. Thus, compared to previous
image-set classification algorithms the proposed DELM based framework is scalable to
large scale datasets.

Robustness: We tested the robustness of our algorithm to noise in a setup similar to
[23, 187]. From the Honda dataset, we generate clean data containing 100 randomly
selected images per set in both the gallery and the probes to ensure that the same ratio
of noise can be added to all sets. Image-sets are then corrupted by adding one randomly
selected image from each of the other classes. The original clean data and the three noisy
cases are referred to as Nc (clean), NG (only Gallery has noise), NP (only probe has
noise) and NG+P (both gallery and probe have noise). Figure 7.4 shows that the proposed
algorithm shows more robustness compared to other methods. As expected, sample based
algorithms (AHISD, CHISD, SANP) are more sensitive to noise compared to the structure
based ones, since modeling the set as a whole can resist the influence of noisy samples.
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Figure 7.4: Average accuracy of different image-set classification algorithms when the
image-sets are corrupted by noise.
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Figure 7.5: Robustness to the number of images per set. Nr samples are randomly se-
lected.
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Table 7.3: Execution times (in seconds) and training memory requirements (in megabytes)
on the Youtube celebrities data. Test time is for matching one probe set to 141 gallery sets.

Algorithm Training (sec) Testing (sec) Memory (MB)

DCC [84] 167.49 8.08 20.8
MMD [188] 313.57 78.32 150.2
MDA [186] 580.70 201.48 > 4× 104

AHISD [23] - 18.10 93.7
CHISD [23] - 190.61 971.4
SANP [65] - 17.94 160.6
CDL [187] 345.88 13.08 238.8
GGDA [58] 450.92 20.24 200.0
SSDML [205] 400.01 21.87 127.7
NLRM [59] 6542.0 0.54 523.7
Proposed DELM 1.01 0.06 14.3

We also perform evaluation with respect to varying numbers of samples per set. From
the Youtube celebrities dataset, we randomly selected Nr samples from each image-set
(both training and testing) and used them for recognition. In case there are less than
Nr samples in a set, we use all the samples. Figure 7.5 shows the average accuracy of
different methods for three values of Nr. The proposed algorithm is more robust and
consistently outperforms other for decreasing value of Nr.

Execution Time: We compare execution times on the Youtube celebrities dataset. Ta-
ble 7.3 shows the average execution times over the 5-fold experiments using a Core i7
3.4GHz CPU with 8GB RAM running MATLAB. The proposed algorithm is significantly
faster than the existing state of the art in both training and testing. For example, our
method takes only 1.01 seconds in training compared to 6542 seconds for NLRM, while
achieving better accuracy.

Memory Requirement: We also compare the training memory size requirement of the
proposed algorithm with other algorithms on the Youtube Celebrities dataset. DELM
has lower training memory requirements (14.3MB) to achieve better classification results
compared to other image-set classification algorithms(Table 7.3).

7.3 Conclusion

We presented an algorithm for learning of the nonlinear structures of image-sets for
efficient and accurate classification. Our algorithm does not make any assumptions about
the underlying image-set data and is scalable to large datasets. nonlinear structure is
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learned with the Deep Extreme Learning Machines (DELM) that enjoy the very fast train-
ing times of ELMs while providing deeper representations. Moreover, DELM models can
be accurately learned from smaller image-sets containing only a few samples. Experi-
ments on five benchmark datasets show that our algorithm consistently outperforms 10
existing state of the art methods in terms of accuracy and execution time.
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Sparse Kernel Learning for Image Set Classification

Abstract

No single universal image-set representation can efficiently encode all types of image-
set variations. In the absence of expensive validation data, automatically ranking repre-
sentations with respect to performance is a challenging task. We propose a sparse kernel
learning algorithm for automatic selection and integration of the most discriminative sub-
set of kernels derived from different image-set representations. By optimizing a sparse
linear discriminant analysis criterion, we learn a unified kernel from the linear combina-
tion of the best kernels only. Kernel discriminant analysis is then performed on the unified
kernel. Experiments on four standard datasets show that the proposed algorithm outper-
forms current state-of-the-art image-set classification and kernel learning algorithms.

8.1 Introduction
In image-set classification, labelled training data consists of one or more sets per class

where each set contains multiple images of the same class. The test set also contains
multiple instances of the same class and is assigned the label of the nearest training set by
maximizing some similarity measure [23, 65, 84, 106, 186–188]. Image-set classification
is useful in a wide range of applications including video-based face recognition, video
surveillance, person re-identification in camera networks and object categorization.

Image-set classification is often performed in two steps. First, a representation is
used to encode the intra-image as well as inter-image variations within a set based on
some assumptions on the set structure. In the second step, the similarity between the
image-set representations is measured, usually under certain constraints such as sparsity.
Classification accuracy strongly depends on the specific set representation and the under-
lying assumptions and constraints. Most researchers focus on finding accurate image-
set representations. However, no single universal set representation can efficiently en-
code all types of image-set variations. Image-set representations make assumptions about
the underlying data. Some assume that the underlying set data is single mode Gaus-
sian [7, 155, 172, 187] whereas it may be multi-modal or non-Gaussian. Others assume

This chapter is published in Proc. of Asian Conference on Computer Vision (ACCV), pages 617-631,
2014.
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Figure 8.1: Illustration of Sparse Kernel Learning. Haff
i , µi, Ci and Ui are the affine hull,

mean, covariance and subspace representations of image-sets Xi. During training, SKL
computes a pool of base kernels from different image-set representations and automati-
cally learns the best unified kernel from their sparse combination. In the test stage, only
the kernels corresponding to the non-zero weights are computed.

that an image-set can be represented by linear subspace bases [43, 84] whereas the actual
data may lie on complex manifolds [186, 188]. Moreover, in the presence of only few
images per set, the estimation of subspace bases and manifold parameters may be inaccu-
rate. Some image-set classification algorithms [23, 65] are variants of nearest neighbour
whereas the image-sets may overlap in some low dimensional space. Thus, no single
representation performs good in all cases. In the absence of validation data, automatic
selection of the most discriminative representations is a challenging problem. Moreover,
there is a lack of systematic procedure for the selection and integration of efficient image-
set representations.

One solution to the above problem is along the lines of Multiple Kernel Learning
(MKL) [48] where different types of features are expressed in terms of kernels and effec-
tively integrated for improving classification. These have been applied to different com-
puter vision tasks such as object categorization [179], object detection [181], multi-class
object classification [46] and image-set classification [106, 183]. In the case of image-set
classification, a pool of base kernels can be derived using different image-set representa-
tions and their associated distance measures. A unified kernel can then be learned from
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(a) Honda (b) Youtube (c) ETH-80 (d) Cambridge

Figure 8.2: Sparse kernel learning (SKL): Top row Individual accuracies of the ker-
nels derived from each image-set representation using their associated distance measures.
Affine hull [23] (Ka), Affine hull [65] (SANP distance Ks), mean (Km), subspace bases
(Kb), Covariance (log-Euclidean kernel Kl), Covariance (Cholesky kernel Kc), Mani-
fold [188] (MMD kernel Kd) (see Section 8.3) Middle row Weights learned by the
MKLDR algorithm [99]. Bottom row Sparse weights learned by the proposed algorithm.

their combination. Recently, Lin et al. [99] proposed a multiple kernel learning algorithm
for dimensionality reduction (MKLDR). In MKLDR algorithm, the image data is repre-
sented by different features from which a set of base kernels is derived. The weighted
combination of these base kernels are then used to learn a discriminative low dimensional
subspace for classification. In MKLDR, all features are considered important and the
weights assigned to different kernels do not necessarily correspond to their exact perfor-
mance ratios [99]. Thus, the kernel combination using this strategy can reduce the overall
classification accuracy (see Table 3.2) because a higher weight assigned to a poor feature
degrades the quality of the overall mixture.

We propose a sparse kernel learning (SKL) algorithm that automatically learns a sub-
set of the most discriminative base kernels derived from a pool of image-set represen-
tations and their associated distance measures (see Fig. 8.1). Given a large number of
image-set kernels, our goal is to learn sparse kernel weights, without using validation
data, such that the sparse combination of these kernels minimize intra-set distances and
maximize inter-set distance. To the best of our knowledge, sparse kernel learning has not
been formulated previously for image-set classification. We impose sparsity on the kernel
learning such that poor performing kernels are discarded and the final mixture is more
discriminative. An additional advantage of sparsity is that only a few kernels are required
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to be computed at runtime. Fig. 8.2 shows the effectiveness of the proposed SKL algo-
rithm. In the case of Youtube dataset, the MKLDR algorithm assigned weights to all the
image-set kernels which has degraded the overall accuracy. In the case of ETH-80 dataset,
MKLDR assigned the highest weight to the MMD kernel Kd (derived from the manifold
representation). However, the MMD kernel is not the best performer on this dataset. In
contrast, MKL automatically learns a subset of the most discriminative kernels (subspace
kernel Kb and Cholesky kernel Kc) while assigning zero weights to the others.

The SKL objective function is formulated as a graph embedding linear discriminant
analysis criterion with `1 norm regularization. The enforcement of sparsity ensures that
only the most discriminant image-set kernels get non-zero weights. Once we obtain the
unified kernel by the sparse linear combination of the most discriminative image-set ker-
nels, we perform Kernel Linear Discriminant Analysis (KLDA) based classification. For
experiments, we use four standard datasets and derive seven image-set kernels. Our re-
sults outperform the MKLDR algorithm [99] as well as seven state-of-the-art image-set
classification algorithms.

8.2 Proposed Method
8.2.1 Problem Formulation

Let G ≡ {Xj}gj=1 ∈ Rd×N be the gallery containing g image-sets and N images:
N =

∑g
j=1 nj , where nj is the number of images in the j-th image-set. Let Xj =

{xij}
nj
i=1 ∈ Rd×nj be the j-th image-set, where xij ∈ Rd is a d dimensional feature vector

obtained by lexicographic ordering of the pixel elements of the i-th image in the j-th set.
Instead of pixel values, the vector xij may also contain feature values such as LBP or
HoG features. The value of nj may vary across image-sets while the dimensionality of
xij remains fixed. Let c be the number of object classes and Y = {yj}gj=1 be the class
labels of the image-sets in G. A distance matrix dr ∈ Rg×g is obtained for the gallery G
such that dr(i, j) = dr(Xi, Xj) is the distance between sets Xi and Xj using a distance
measure r. Let R be the total number of distance measures each of which generating a
distance matrix dr. We convert each distance matrix dr to a kernel matrix Kr using the
Gaussian function as

Kr(i, j) = e
(
−dr(i,j)
σ2r

)
, (8.1)

where σr is a Gaussian scale factor. The ith column of the kernel matrix Kr shows the
relative position of the set Xi w.r.t. all other sets in the gallery. Therefore, we consider
Kr(i) ∈ Rg a feature vector describing the set Xi. For R different distance measures,
Xi has R different features descriptions. Our goal is to select a subset L < R features
such that when they are combined, their overall discrimination capability is maximized.
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For this purpose we propose to use the graph embedding linear discriminant analysis with
sparsity constraints.

8.2.2 Sparse Kernel Learning

We represent Xi with a tensor Ti = [K1(i), ..., KR(i)] ∈ Rg×R which is formed by
concatenating all feature descriptors of Xi. For the gallery G we have g such matrices
Gt ≡ {Ti}gi=1. For the graph embedding linear discriminant analysis the within class
scatter matrix Sw and the between class scatter matrix Sb are formulated in a pairwise
manner

Sw =

g∑
i,j=1

wij(Ti − Tj)>(Ti − Tj), (8.2)

Sb =

g∑
i,j=1

ẃij(Ti − Tj)>(Ti − Tj). (8.3)

where wij =

1/nk if (Ti, Tj) ∈ ck,

0 otherwise,
and ẃij = 1/g, nk are the number of image-sets

in class ck with label yk.
In conventional graph embedding discriminant analysis [196], a projection matrix is

learned such that the between-class similarity is minimized and the within-class similarity
is maximized. In contrast, we formulate a sparse linear discriminant analysis criterion to
learn an optimal linear combination of different features Kr(i). We make the weight
learning sparse so that the non-discriminative feature descriptors get zero weights while
the more discriminative ones get high weights. Therefore, we formulate the following
objective function for performing sparse discriminant analysis on Sw and Sb. The aim is
to maximize the linear discriminant objective function with additional `1 and `2 norms
regularizations:

min
Q

(
trace(Q>(Sw − Sb)Q) +

∑
j

λj‖qj‖1 + α‖Q‖2
2

)
s.t. Q>Q = I, (8.4)

where qj is the jth column of Q, α is a constant and λj are the coefficients of `1 norm.
Minimizing the scatter difference term means that the optimal projections Q∗ should be
able to minimize the within-class scatter Sw and maximize the between-class scatter Sb.
The scatter difference term of the above objective function (8.4) is similar to the Max
Margin Criterion [96] whereas the `1 norm regularization is added to ensure sparse solu-
tions and the term α‖Q‖2

2 is the positive ridge penalty. The approximate sparse solutions
of (8.4) can be obtained by rewriting the objective function as a set of Sparse PCA crite-
ria [90]:



136 Chapter 8. Sparse Kernel Learning for Image Set Classification

min
Q
‖Ψ>D − UQ>D‖2 +

∑
j

λj‖qj‖1 + α‖Q‖2
2 s.t. U>U = I. (8.5)

where Ψ and D are obtained from the SVD of Sw − Sb: Sw − Sb = ΨΣΨ> and
D = Ψ

√
abs(Σ)Ψ>. Algorithm 3 shows the proposed method to solve the objective

function in 8.5.

Once the termination criteria in the algorithm 3 is met, we obtain a final sparse projec-
tion matrix Q which is computed by SVD. The weight vector θ ∈ RR corresponds to the
most dominant eigenvector in the projection matrix Q. The index i of the weight vector θ
contains the weight of the feature Kr(i). We ignore the sign of individual coefficients in θ
by taking its absolute. Finally, θ is used to obtain a sparse linear combination of different
image-set kernels.

Algorithm 3 Sparse Kernel Learning Algorithm
Input: Sw and Sb from (8.2) and (8.3), Ct
Output: Weight vector θ
L⇐ Sw − Sb
L⇒ ΨΣΨ> {SVD of L}
D ⇐ Ψ

√
abs(Σ)Ψ>

D ⇒ UΛU> {SVD of D}
Q∗ = 0R×R, ∆Q = 105, ε = 10−3, c = 0

while ∆Q > ε and c < Ct do
Qold = Q∗

Q∗ ≡ min ‖Ψ>D − UQ>D‖2 +
∑

j λj‖qj‖1 + α‖Q‖2
2 {Solve the Elastic Net prob-

lem}
LQ∗ ⇒ QΩV > {SVD of LQ∗}
U ⇐ QV >

∆Q = max(abs(Qold(:)−Q∗(:)))
c = c+ 1

end while
θ ⇐ Dominant eigenvector in Q

8.2.3 Kernel Discriminant Analysis based Classification

Since each Kr is symmetric, therefore; they can be converted to valid kernel matrices
and subsequently used in a kernel based classification such as Kernel Linear Discriminant
Analysis. Moreover, each Kr must be positive semidefinite to be a valid kernel matrix.
This is not always guaranteed for each Kr. Therefore, we make Kr positive semidefinite
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by simply adding a small perturbation to its diagonal (the absolute of its smallest non zero
eigenvalue). After making all the Kr semipositive definite we can now linearly combine
them in a weighted manner using θ to form a unified kernel matrix K

K =
R∑
r=1

θ(r)Kr, (8.6)

where θ is the sparse weight vector calculated using algorithm 3. From the theory of
Reproducing Kernel Hilbert Space (RKHS) it is well known that the superposition of two
valid kernels gives a new valid kernel [157]. Therefore, the proposed unified kernel K
can be used with any kernel based learning algorithm to perform classification.

In this paper, we perform Kernel Linear Discriminant Analysis for classification. Hav-
ing obtained K, KLDA seeks to solve the following optimization problem

αopt = arg max
α>KWKα

α>KKα
, (8.7)

where α = [α1, ..., αg]
>, andW ∈ Rg×g is a block diagonal matrix:

W = diag{W1,W2, ...,Wc}, whereWj ∈ Rnk×nk is a matrix with all elements equal to
1/nk. The optimal α is given by the largest eigenvectors of the

(KK + εI)−1(KWK)α = λα, (8.8)

Note that K is often a full rank matrix however, this is not guaranteed. Therefore, a
regularization term ε is used to ensure that KK remains invertible. By selecting the
(c−1) dominant eigenvectors from the solution of (8.8), we obtain a transformation matrix
α̂ = [α1, ..., αc−1]. For a test image-set Xt we first calculate Tt ∈ Rg×R where Tt(i) =

Ki(G,Xt). The c − 1 dimensional KLDA feature vector Yt of Tt in the discriminant
subspace is computed as

Yt = α̂>Ttθ. (8.9)

Finally, to find the label of Yt we use the nearest neighbour classifier in the KLDA feature
space.

8.3 Image-set Representations and Kernels

The proposed algorithm is generic and works with any number of kernels derived from
different image-set representations. In this paper we consider seven image-set representa-
tions and their respective set to set distance measures i.e. {dr}7

r=1. The distance measures
are brought to the kernel domain by the Gaussian function of (8.1) as discussed in Section
8.1. The proposed SKL algorithm then learns a unified kernel as the sparse linear combi-
nation of these kernels. A brief overview of each type of image-set representation and its
respective kernel function is given below.
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i. Affine hull kernel (Ka) [23]: An image-set is represented by the affine hull model
computed from the set samples. The affine hull based set-to-set distance is computed
using the method in [23]. Let Ui and Uj denote the subspace bases and µi and µj
denote the mean of the two image-sets Xi and Xj respectively. Defining U ≡ [Ui −
Uj], ξi = µi − U(UTµi) and ξj = µj − U(UTµj), the affine hull based image-set
kernel is given by

Ka(i, j) = e
(
−‖ξi−ξj‖2

σ2a
)

(8.10)

ii. SANP kernel (Ks) [65]: An image-set is represented by the affine hull model com-
puted from the set samples and the samples themselves. Let Ui and Uj denote the
subspace bases and µi and µj denote the mean of the two image-sets Xi and Xj

respectively. We compute the SANP kernel as

Ks(i, j) = e
(
(di+dj)D

∗

σ2s
)

(8.11)

where di and dj are the dimensionalities of the subspaces Ui and Uj respectively (i.e.
number of columns of Ui and Uj). D∗ is the distance between the sparse approxi-
mated nearest points (SANP) of the two sets obtained by minimizing the following
objective function [65]

D∗ = min
βi,βj ,vi,vj

(
‖µi + Uivi − (µj + Ujvj)‖2

2 + ω1(‖µi + Uivi −Xiβi‖2
2+

‖µj + Ujvj −Xjβj‖2
2) + ω2‖βi‖1 + ω3‖βj‖1

) (8.12)

iii. Mean kernel (Km): An image-set is represented by the first order statistics i.e. the
mean of the set sample. Let µi and µj denote the mean of two image-sets Xi and Xj

respectively. We compute the mean image-set kernel as

Km(i, j) = e
(
−‖µi−µj‖2

σ2m
)

(8.13)

iv. Subspace kernel (Kb): Let Ui and Uj denote the subspace bases of two image-sets Xi

and Xj respectively. We calculate the subspace based image-set kernel as

Kb(i, j) = e
(
−‖Ui−UjU

>
j Ui‖

2
F

σ2
b

)
(8.14)

where ‖ · ‖F denotes the Frobenius norm.
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v. Log Euclidean kernel (Kl): An image-set X is represented by its sample covariance
matrix C = XX>. Note that X is first mean centred. Let Ci and Cj denote the
sample covariance matrices of two image-sets Xi and Xj . We compute the Log
Euclidean image-set kernel [74, 187] as

Kl(i, j) = e
(
−‖ log(Ci)−log(Cj)‖

2
F

σ2
l

)
(8.15)

where ‖ · ‖F denotes the matrix Frobenius norm. The logarithm of the SPD ma-
trix C can be computed from its eigen-decomposition C = USUT by log(C) =

U log(S)UT where log(S) is a diagonal matrix of the scaler logarithms of the eigen-
values of C.

vi. Cholesky kernel (Kc): A mean centered image-set X is represented by its sample
covariance matrix C = XX>. Let Ci and Cj denote the sample covariance matrices
of two image-sets Xi and Xj . We compute the as

Kc(i, j) = e
(
−‖Li−Lj‖

2
F

σ2c
)

(8.16)

where Li is a lower triangular matrix of the Cholesky decomposition Ci = LiL
>
i .

vii. MMD kernel (Kd): An image-set is represented as a collection of linear patches on
a manifold. The distance between two image-sets Xi and Xj is computed by using
the manifold to manifold distance (MMD) method presented in [188]. Specifically
each image-set is first clustered into multiple linear local models. Each local model is
represented by a linear subspace and the mean of the local model. The MMD is then
defined as the weighted sum of the subspace distance and the mean distance between
the nearest local models. The MMD distance is then kernalized using (8.1).

These diverse image-set representations encodes different characteristics of the un-
derlying set data based on different assumptions. For example, the mean and covariance
based representations show the position of the image-set in high dimensional space and
assume the set data to be Gaussian. The mean and covariance based representations may
fail easily if the set data is multimodal. Similarly, the subspace based image-set represen-
tation may not work well if the actual set data lie on complex manifolds.

8.4 Experimental Results

We perform extensive experiments on four standard datasets capturing a wide range
of operating conditions for three image-set classification applications: face recognition,
object categorization and hand gesture recognition.
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Honda/UCSD Youtube celeberities 

ETH-80 Cambridge hand gestures 

Figure 8.3: Dataset Details. HONDA/UCSD: Each row represents images from a differ-
ent image-set. Youtube celebrities: Each row represents sample images from an image-
set. Two sets per subject are shown in this case. ETH-80: (a) Eight different object
categories. (b) 10 different objects within each category. (c) Sample images from an
image-set of the cow category. Cambridge Hand Gestures: (a) Sample sequences from
nine gesture classes. (b) Five different illumination conditions in the database.
8.4.1 Dataset Details

The Honda/UCSD dataset [92] contains 59 video sequences of 20 different subjects.
The faces in every frame of the video sequences are automatically detected using Viola
and Jones algorithm [184], resized to 20× 20 grayscale images and histogram equalized
(Fig. 8.3).

The YouTube Celebrities dataset [86] is the most challenging dataset and contains
1910 video sequences of 47 celebrities (actors, actresses and politicians) which are col-
lected from YouTube. Most videos are low resolution and recorded at high compression
ratio, which leads to noisy and low-quality image frames. The clips contain different
numbers of frames (from 8 to 400). Face image in each frame was first automatically de-
tected by applying [184] and resized to a 20× 20 (Fig. 8.3). We propose to compute the
UoCTTI variant [39] of the histogram of oriented gradients (HOG) features using a cell
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Table 8.1: Dataset details including maximum, minimum and average images per set.
Dataset Classes Sets/class Min images/set Max images/set Avg images/set

Honda/UCSD 20 1-5 13 782 267

Youtube Celeb 47 9 8 347 150

ETH-80 8 10 41 41 41

Cambridge 9 100 37 119 71

size of 6 for each image. This results in a feature dimension d = 279 for each image. This
simple and efficient pre-processing step has two advantages. Firstly, it reduces the feature
dimension from 400 to 279 which significantly speeds up all the algorithms. Secondly, in
our experiments we observed a significant increase in the accuracy of all the algorithms
by using these features compared to using raw pixels values.

The ETH-80 dataset [95] contains images of 8 object categories where each category
has 10 different objects of the same class. Each object has 41 images taken at different
views which form an image-set. We use 20 × 20 intensity images for the task of classi-
fying an image-set of an object into a known category. ETH-80 is a challenging database
because it has fewer images per set, significant appearance variations across objects of the
same class and larger viewing angle differences within each image-set (Fig. 8.3).

The Cambridge Hand Gesture dataset [85] (Fig. 8.3) contains 900 image sequences of
9 gesture classes, which are defined by 3 primitive hand shapes and 3 primitive motions.
Each class has 100 image sequences (5 different illuminations, 10 arbitrary motions, per-
formed by 2 subjects). The recognition task involves the classification of different hand
shapes as well as different hand motions at the same time. Following the experimental
protocol of [83], the 100 videos of each gesture class are divided into five illumination
sets (Set1, Set2, Set3, Set4 and Set5) where Set5 is chosen as the training images. The
training set is further divided randomly into gallery and validation sets (10 sequences in
the gallery and the other 10 sequences for validation). Since we do not use the validation
set we discard it. Individual images are converted to grayscale and resized to 60 × 80.
UoCTTI variant of HOG features with a cell size of 18 are calculated for each image
resulting in a feature dimension d = 372. Details of all datasets used in our experiments
are given in Table 8.1.

8.4.2 Experimental Setup

For each dataset the important parameters to compute the image-set representations
are selected according to the recommendations of the original authors. For the affine
hull based image-set representations we preserve 98% total energy while computing the
subspace bases for all the databases. For manifold representation Kd the parameters are
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configured as recommended in [188] for different data sets. The maximum canonical
correlation is used in defining MMD. The number of connected nearest neighbours for
computing geodesic distance in MMD is set to 12. For computing the Log Euclidean
Kl and Cholesky kernels Kc the covariance matrix is first regularized by adding a small
perturbation to its diagonal the (absolute of the smallest eigenvalue). The parameters of
the MKLDR algorithm is configured according to the recommendations of the original
authors [99]. For deriving the kernels, the optimal value of the Gaussian scale factor σ
in (8.1) is selected automatically using the binary search algorithm of [99]. We set the
parameter α to a small value of 10−6 when using the Elastic Net. The parameters λjs can
be automatically determined since the Elastic Net algorithm provides the optimal solution
path of λjs for given α [207].

For Honda dataset each subject has one image-set in the gallery and the rest are used as
probes. For the proposed SKL algorithm, at least two image-sets per class are required in
the gallery data. Therefore, when the gallery contained only one image-set for a particular
class, we randomly partitioned the set into two non-overlapping sub-sets. For Youtube
dataset, the whole dataset is equally divided into five folds with minimal overlapping [65].
Each subject has 9 image-sets. In each fold we use three image-sets per class in the gallery
and six image-sets per class as probes. For ETH-80 dataset the gallery consists of 5 image-
sets per class and the remaining 5 image-sets per class are used a probes. For Honda, ETH
and Cambridge datasets, experiments are repeated 10-folds with different gallery probe
combinations in each fold.

8.4.3 Results and Discussion

Table 8.2 summarizes our experimental results. Average recognition rates and stan-
dard deviations are reported for 10-fold experiments on Honda, ETH and Cambridge
datasets and five fold experiments on the Youtube dataset.

On the Honda/UCSD dataset, the structure based image-set representations perform
better than the nearest sample based representations. Therefore the kernels derived from
the subspace bases and the covariance representation (Kb, Kl, Kc) outperform the kernels
derived from the affine hull representations (Ka, Ks, Km) when used individually with
KLDA. This is because there are enough samples available with adequate variations per
set to accurately estimate the structure of the image-set. The accuracy of the average ker-
nel with KLDA is less than the maximum performing kernelKb. This is because the lower
performing kernels slightly degrade the performance of the overall mixture. Similarity,
the MKLDR [99] method also uses all the kernels with different weights to compute the
discriminative subspace and its performance is therefore affected by the poor performing
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Table 8.2: Comparison of average recognition rates and standard deviations (%).
Method Kernel(s) Honda Youtube ETH-80 Cambridge

KLDA

Ka 93.84±2.47 72.51±3.07 74.80±2.83 36.68 ± 1.95
Ks 95.33±1.62 74.01±4.10 72.38±3.21 31.54 ± 1.89
Km 92.64±2.71 69.19±3.39 71.11±4.67 48.56 ± 1.50
Kb 100±0.0 71.64±4.42 90.25±1.16 88.30 ± 0.08
Kl 100±0.0 67.54±4.77 89.07±1.72 90.04± 0.05
Kc 96.26±4.18 67.13±4.01 90.65±1.58 87.09 ± 1.65
Kd 97.69±2.54 66.23±4.98 85.25±3.12 64.41 ± 1.25
Avg K 97.69±1.45 72.12±3.62 87.01±5.94 87.19 ± 1.59

MKLDR [99] All 98.71±0.18 74.08 ± 4.62 90.70±5.62 90.11 ± 1.80

Proposed SKL Subset 100±0 77.07 ± 2.01 94.75±0.31 92.43±0.04

kernels in this experiment. On the other hand the proposed SKL algorithm learns a sparse
linear combination of only the most discriminative kernels to achieve the highest classi-
fication accuracy. Figure 8.2-(a) shows the weights calculated by the proposed algorithm
for the Honda dataset. The proposed algorithm automatically learns high weights for the
subspace based kernel Kb and the log-Euclidean kernel Kl while the other kernels gets
zero weights.

On the Youtube celebrities dataset, the kernels computed from the nearest neighbour
based image-set representations (Ka, Ks, Km) perform better than the kernels computed
from the structure based image-set representations (Kb, Kl, Kc). The reason being the
useful variations in the image-set data in this dataset is relatively low and the subspace
or covariance structure cannot be estimated accurately. Our use of the HoG features also
reduces the effects of illumination and pose variations which brings the individual samples
belonging to the same classes closer. The accuracy of the MKLDR [99] is affected by the
poor performing kernels. The proposed SKL algorithm achieves the highest accuracy
by combing only the sample based kernels (Ka and Ks). Figure 8.2-(b) shows that the
MKLDR algorithm assigns almost equal weights to all the representations which degrade
its overall accuracy. By learning a combination of only the best subset of kernel, the
proposed SKL algorithm outperform the other algorithms.

On the ETH-80 dataset, the kernels derived from the sample based representations
(Ka,Ks,Km) perform poor. For this dataset, the locations of the individual samples in the
sets cannot provide discriminative information due to the large intra-set pose variations
and significant intra-class object appearance differences. In this case, the structure of the
image-set can describe the common properties of a class more accurately. Therefore, the



144 Chapter 8. Sparse Kernel Learning for Image Set Classification

kernels computed from the structure based representations show more accuracy on this
dataset. Figure 8.2-(c) shows that the propose weight learning algorithm has picked only
the structure based kernels. The proposed SKL algorithm learns a combination of only
the structure based kernels and hence outperforms all the others on this dataset.

On the Cambridge Hand Gestures dataset the sample based kernels Ka, Ks, Km per-
form very poor when used individually with KLDA. For this dataset, the location of each
individual sample cannot accommodate the hand gesture variations adequately. On the
other hand the structure based kernels can capture the overall common properties of two
gestures from the same class. Figure 8.2-(d) shows that the proposed SKL algorithm se-
lectively learns higher weights for the structure based kernels for this dataset. Thus the
the proposed SKL algorithm significantly outperforms the MKLDR algorithm. We also
performed experiments to evaluate the performance of the proposed algorithm by set-
ting λ = 0 and α = 0. We noted an accuracy drop from {100, 77.07, 94.75, 92.43}%
to {98.00, 73.12, 92.0, 88.44}% for Honda, Youtube, ETH-80 and Cambridge datasets
respectively. This confirms that the proposed sparsity constraints indeed improve the
classification accuracy.

8.4.4 Comparison with existing image-set classification algorithms

The proposed SKL algorithm is also compared with seven state-of-the-art image-set
classification techniques including DCC [84], MMD [188], MDA [186], AHISD [23],
CHISD [23], SANP [65] and CDL [187]. We have used the implementations from the
original authors, except for MDA and CDL. For MDA, Hu’s [65] implementation is used,
while we have our own implementation of CDL. For a fair comparison, we follow the
same protocol used previously by [23], [65], [186] and [187]. The existing image-set
classification algorithms consider only a single image-set representation therefore the ac-
curacies of these approaches vary for different properties of the image-sets. Table 8.3
summarizes our results. Note that due to the use of HoG features the accuracy of the
previous image-set classification algorithms on the Youtube dataset has significantly in-
creased. Also, the accuracy of AHISD and SANP algorithms is slightly lower compared
to using the affine hull based kernel Ka and SANP kernel Ks used with KLDA. This
is because AHISD and SANP algorithms do not perform any discriminant analysis after
distance calculation, while our use of KLDA increases the inter-class similarity further.
Because the proposed SKL algorithm combines only the best image-set representations
therefore it has shown the best accuracy on all the databases compared to the existing
algorithms.
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Table 8.3: Comparison with existing image-set classification algorithms.

Algorithm Honda Youtube ETH-80 Cambridge

DCC [84] 94.87±2.24 66.75±3.47 90.25±3.06 88.31± 1.34

MMD [188] 94.87±1.16 65.12±4.36 69.72±4.01 58.06±2.71

MDA [186] 96.66±1.73 68.12±4.36 77.75±6.17 26.63±1.61

AHISD [23] 90.25±3.97 71.92±3.55 71.80±8.61 35.91±2.85

CHISD [23] 92.31±2.12 72.83±3.29 72.09±8.11 37.25±2.77

SANP [65] 94.34±1.62 74.01±3.48 72.15±8.61 30.14 ±1.35

CDL [187] 99.23±1.23 68.96±5.29 89.51±3.68 90.18±0.81

Proposed SKL 100±0.0 77.07±2.01 94.75±0.31 92.43±0.04

8.4.5 Computational time

Table 8.4 shows the average execution times of all algorithms for 10-fold experiments
on Honda dataset using a Pentium 3.4GHz CPU with 8GB RAM and MATLAB imple-
mentation. The computational complexity of the proposed algorithm involves the time to
compute different kernel matrices plus the time of SKL and KLDA. In the training stage,
the time taken to compute all the kernels is about 1100.02s while the SKL takes 0.2s.
Note that in the testing phase we only compute the kernels which have non-zero weights
which significantly reduces computation time compared to that of MKLDR.

Table 8.4: Execution times of matching one probe image-set with 20 gallery image-sets
of the Honda/UCSD

Algorithm Training time (sec) Testing time (sec)

DCC [84] 0.91 0.30

MMD [188] 184.57 38.10

MDA [186] 10.55 33.00

AHISD [23] N/A 9.10

CHISD [23] N/A 110.10

SANP [65] N/A 5.01

CDL [187] 1.10 0.15

MKLDR [99] >100 56.12

Proposed SKL >100 1.01
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8.5 Conclusion

We proposed a sparse kernel learning (SKL) algorithm for image-set classification. By
optimizing a sparse linear discriminant objective function, the proposed algorithm auto-
matically learns the most discriminative subset of kernels from a large pool. Experimental
results on four standard datasets showed that the proposed SKL algorithm outperforms
current state of the art image-set classification algorithms. The proposed algorithm also
outperformed the standard feature combination methods such as MKLDR with significant
improvement in the test set matching time.
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Blind Domain Adaptation with Augmentated Extreme
Learning Machines Features

Abstract

In practical applications, the test data often have different distribution from the train-
ing data leading to suboptimal visual classification performance. Domain adaptation ad-
dresses this problem by designing classifiers that are robust to mismatched distributions.
Existing domain adaptation algorithms use the unlabelled test data from target domain
during training time in addition to the source domain data. However, target domain data
may not always be available for training. We propose a blind domain adaptation algo-
rithm that does not require target domain samples for training. For this purpose, we learn
a global nonlinear Extreme Learning Machine (ELM) model from the source domain
data in an unsupervised fashion. The global ELM model is then used to initialize and
learn class specific ELM models from the source domain data. During testing, the tar-
get domain features are augmented with the reconstructed features from the global ELM
model. The resulting enriched features are then classified using the class specific ELM
models based on minimum reconstruction error. Extensive experiments on 16 standard
datasets show that despite blind learning, our method outperforms 5 existing state-of-the-
art methods in cross-domain visual recognition.

9.1 Introduction

Conventional classification algorithms rely on the assumption that the training and
test data come from the same distribution. However, this assumption is challenged by
many real world computer vision applications [167]. For example, a face recognition
system trained on high resolution laboratory images may be applied to recognize low res-
olution and noisy surveillance images. Similarly, an object recognition system trained
on images downloaded from internet may be deployed to recognize objects in personal
photo-collections [15, 152]. In these situations, the magnitude of interclass differences is
overshadowed by the magnitude of distribution shift between training and test datasets.
Hence, a classifier designed without paying attention to the distribution mismatch is un-
likely to give good performance (see Fig. 9.1). Therefore, it is important to design clas-
sifiers that are robust to the mismatch between distributions. This problem, generally
referred to as domain adaptation, has recently drawn significant attention from the com-
puter vision community [41, 50, 51, 103, 104, 120, 131, 152].
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Figure 9.1: Illustration of the proposed blind domain adaptation method with two real ex-
amples from the Office dataset. Black and red colors stand for source and target domains
respectively. After domain adaptation, the target is shown in blue color. Triangles and
stars represent two classes. Notice that before domain adaptation, the target samples (red)
are closer to the incorrect class and after domain adaptation, the target samples (blue)
become very close to the correct class.

Domain Adaptation (DA) aims at learning domain invariant classifiers by utilizing
data from both the source domain with plenty of labelled data and from the target domain
with limited data. Domain Adaptation methods can be classified into two categories:
semi-supervised, and unsupervised. In the semi-supervised setting, the training data con-
sists of a large number of labelled source domain data and limited labelled target domain
data. In the unsupervised case, training data consists of labelled source domain data and
unlabelled target domain data. The unsupervised case is more challenging but, at the same
time, more representative of real-world scenarios.

Existing unsupervised and semi-supervised DA methods have limitations as they can-
not be applied in scenarios where a large amount of target domain data is not available
for training. For example the subspace based methods minimize the discrepancy between
the source and target subspaces by interpolating intermediate subspaces such that they
model the shift from the source to target subspaces [50, 51] or by aligning the source and
target subspaces [41]. Therefore, if the target subspace is not accurately estimated due
to under-sampling of the target domain, the performance of these methods will suffer.
Moreover, these methods use linear subspaces to represent data which are unable to en-
code the nonlinear data structure. Similarly, methods [103, 104, 131] that explicitly try to
reduce the distribution divergence between source and target domains usually adopt the
empirical Maximum Mean Discrepancy (MMD) [52] as the nonparametric distance mea-
sure to compare different distributions. Sufficiently large amount of target domain data is
required in this case as well in order to accurately estimate the probability distribution of
the target data.
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In this paper, we focus on the problem of domain adaptation where data from the tar-
get domain is not available during training time. This problem is also known as blind

domain adaptation [91]. We propose a method to reduce the distribution shift implicitly
by transferring source specific knowledge to target samples through feature augmenta-
tion. This is illustrated in Figure 9.1 by two examples from the Amazon vs dslr cross
domain visual recognition task in the Office [152] dataset. Our method learns the non-
linear structure of the source domain using multiple parameters. This rich modeling of
the structure in multiple parameters can unfold multiple factors of the source data that are
useful for an accurate representation of the target domain. A target sample represented
with the proposed nonlinear model is likely to encode both class specific as well as source
specific knowledge. This representation is then used to enrich the original target sample
by feature augmentation. For classification, we first learn class specific nonlinear mod-
els from the source classes and then reconstruct the enriched target sample using these
models. Finally, the class labels are estimated based on the smallest reconstruction error.

The main contributions of this paper are: (1) a blind domain adaptation algorithm
that does not require even a single sample from the target domain for training; (2) an
method to encode the complex nonlinear structure of the data with Extreme Learning
Machines; and (3) an effective strategy of feature augmentation to further improve the
representation of the target domain sample using source domain models. The proposed
algorithm is extensively evaluated on 16 standard datasets and compared to three baseline
and five state-of-the art domain adaptation methods. Our results show that, even though
our method performs blind learning, it outperforms existing state-of-the-art methods that
perform non-blind learning i.e.use target domain data for training.

9.2 Related Work

Domain adaptation is an active research area in computer vision [15,41,50,51,89,152]
and detailed reviews are available in [110, 130]. A common strategy of many domain
adaptation methods is to transform the data representations of the source and target do-
mains in a way that would reduce the mismatch between the source distribution and
target distribution. Methods that employ this strategy either perform subspace learn-
ing [41, 50, 55, 120, 131] or instance reweighting [21, 25]. The subspace based methods
aim to find a shared feature space where the distributions of the two datasets are similar.
For example, Gong et al. [50] computed a geodesic flow between the source and target
subspaces and integrated an infinite number of subspaces along the path. For classifica-
tion, a geodesic flow kernel is computed by projecting the features of both domains on
these subspaces. Similarity, Ni et al. [120] interpolated intermediate subspaces between
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source and target domains using dictionary learning. Pan et al. [131] proposed domain
invariant representations by learning transfer components to bring the data distributions
in different domains closer to each other. Recently, Fernando et al. [41] proposed domain
invariant feature representations by first aligning the target domain subspace to the source
domain subspace and then projecting raw features to the aligned subspaces. Existing sub-
space learning based methods use linear subspaces to represent the structure of source and
target domain data and are therefore, unable to encode the nonlinear structure of real data
that generally lies on a complex nonlinear manifolds.

Instance reweighing approaches reduces the distribution discrepancy by source sam-
ple reweighting and by training a classifier on the weighted samples. Gong et al. [49]
exploited landmarks which are a subset of source domain labelled data samples having
similar distribution to the target domain. Landmarks are then used to bridge the source
domain to the target. More recently, Long et al. [104] simultaneously perform subspace
learning and instance reweighting in order to achieve state-of-the-art results [104].

Model based approaches directly design a classifier for domain adaptation by incor-
porating distribution adaptation within the model regularization [36, 104, 115]. These
methods transform the model parameters learned from the source domain data to the tar-
get domain without changing the feature space. For example, Yang et al. [198] proposed
the Adapted SVM for learning a new decision boundary by introducing a new regular-
izer into the SVM objective function to minimize both the classification error over the
training examples and the discrepancy between the adapted and original classifiers. Sim-
ilarly, Long et al. [102] proposed an adaptive classifier by simultaneously optimizing the
structural risk functional, the joint distribution matching between domains, and the man-
ifold consistency underlying marginal distribution. The model based methods may not
generalize well if sufficiently large target data is not available during training.

We propose an efficient domain adaptation algorithm by augmenting the target do-
main features with the source domain representation. The target features are represented
from the nonlinear representations of the source domain and therefore, encode source
specific knowledge. Our approach is close to the methods that treat domain adaptation
as simply a standard supervised problem by learning only from the available source do-
main data without assuming access to the target domain data [30, 47]. For example, in
self-taught learning [145], one learns representations from unlabelled examples from a
larger set of unrelated categories in an unsupervised fashion. This representation can then
be transferred to labelled data to perform domain invariant classification. Compared to
the previous subspace based methods, our algorithm does not involve expensive com-
putations of the intermediate subspaces on the geodesic path between source and target
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domain subspaces. Furthermore, compared to the methods that explicitly reduce the dis-
tribution mismatch, our algorithm does not require expensive iterative optimization and
distribution estimation steps.

9.3 Proposed Method

In this section, we give a brief overview of Extreme Learning Machines (ELMs) and
show how they differ from other learning paradigms. Next, we explain how ELM learns
the nonlinear data structure in multiple parameters without prior assumptions. Finally,
we show how domain adaptive classification can be formulated using the learned ELM
models.

9.3.1 Extreme Learning Machines

Let {X,T} = {xj, tj}Nj=1 represent our training data for supervised learning where
xj ∈ Rd and tj ∈ Rq are the input and output training samples respectively. The output
samples tj are the class labels for classification or the desired output features for regres-
sion. In either case, a regression function that determines the outputs from the inputs is
estimated. The standard single hidden layer feed-forward network (SLFN) is a popular
form of such a regression function. In SLFN, nh hidden nodes fully connect the d inputs
to the q outputs. The output vector oj (predicted tj) is generated by feeding forward xj

through an SLFN as, oj =
∑nh

i=1 βig(w>i xj + bi) where wi ∈ Rd is the weight vector
connecting the input nodes and the i-th hidden node, βi ∈ Rq is the weight vector con-
necting the i-th hidden node and the output nodes, and bi is the bias of the i-th hidden
node. The activation function g(u) is a nonlinear piecewise continuous function, such as
the sigmoid function g(u) = 1

1+e−u
.

An Extreme Learning Machine (ELM) [67, 69] performs random feature mapping
followed by linear parameter solving to learn the {wi, bi,βi}

nh
i=1) parameters of an SLFN.

The hidden layer parameters ({wi, bi}nhi=1) are randomly initialized to project the input
data into a random feature space using the mapping function g(.). This random projection
stage is the main difference between ELM and other learning paradigms that generally
perform deterministic feature mapping. Another major difference is that these parameters
are never updated through back propagation. Thus, the input parameters are decoupled
from the output parameters {βi}

nh
i=1. This property of ELM makes the learning process

extremely efficient and feasible for online applications that require fast learning compared
to the neural network architectures that learn all network parameters iteratively.

The parameters connecting the hidden layer and the output layer (i.e.{βi}
nh
i=1) are

learned efficiently using regularized least squares which has a closed for solution. Let
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ψ(xj) = [g(w>1 xj +b1) . . . g(w>nhxj +bnh)] ∈ R1×nh be the response vector of the hidden
layer to the input xj and B ∈ Rnh×q as the output parameters connecting the hidden and
output layers. ELM finds B that minimizes the sum of the squared losses of the prediction
errors:

min
B∈Rnh×q

1

2
‖B‖2

F +
C

2

N∑
j=1

‖ej‖2
2 (9.1)

s.t. ψ(xj)B = t>j − e>j , j = 1, ..., N

where the first term is a regularizer to avoid over-fitting, ej ∈ Rq is the error vector with
respect to the j-th training sample (ej = tj −oj), and C is a trade-off coefficient. We can
rewrite (9.1) as an unconstrained optimization problem,

min
B∈Rnh×q

1

2
‖B‖2

F +
C

2
‖T−HB‖2

2 , (9.2)

where H = [ψ(x1)> · · ·ψ(xN)>]> ∈ RN×nh and T = [t1 · · · tN ]> ∈ RN×q. Equation
(9.2) has the following closed form solution:

B∗ =


(

H>H +
Inh
C

)−1

H>T if N > nh

H>
(

HH> + IN
C

)−1

T if N < nh .

(9.3)

The parameters of the hidden layer can be randomly initialized according to any contin-
uous probability distribution such as the uniform distribution. The only parameters to be
learned are the output weights between the hidden nodes and the output nodes. These
parameters are determined in a closed form by solving (9.3). These two features make
ELMs more flexible than SVMs and much more computationally efficient than conven-
tional feed-forward neural networks that use back-propagation [67] to iteratively optimize
the parameters. Liu et al. [101] have recently proved that Extreme Learning Machines can
attain the theoretical generalization bound of the feed-forward neural networks even when
the connections within hidden neurons are randomly fixed.

9.3.2 Learning nonlinear Structure with ELM-AE

In this paper, we learn the nonlinear structure of the input data in an unsupervised way
using a feed-forward network whose parameters are learned by ELM algorithm [80]. This
ELM-based auto-encoder has three attractive properties. Firstly, it can learn the nonlinear
data structures without prior assumptions. Secondly, it is highly efficient to train. Finally,
it has good generalization capabilities as demonstrated by our experimental results.
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Figure 9.2: ELM auto-encoder training: Input features are randomly projected to the
hidden layer and passed through the sigmoid function. Reconstruction matrix B1 is cal-
culated using (9.3) and its transpose is set to be the input weight matrix i.e.W1 = B>1 .
The input features are projected again using W1, passed through the sigmoid function
and the output weights are recomputed using (9.3).

The ELM auto-encoder is trained in an unsupervised fashion by using the input sam-
ples to be the same as the outputs i.e.T = X (see also Fig. 9.2). Denoting the parameters
of the ELM model to be learned as L = {W1,W2}, where Wi = [wi

1, ...,w
i
ni

]> ∈
Rni+1×ni . To learn W1 we use orthogonal weight vectors to connect the input layer to
each unit of the hidden layer. Using orthogonal weight vectors results in a more effec-
tive projection of the input data to a random subspace. Orthogonalization of the random
weights better preserves pairwise distances in the random ELM feature space [76] and
subsequently leads to better generalization of the ELM-autoencoder.

Next, we calculate B from (9.3) depending on the number of nodes in the hidden layer.
Note that, B re-projects the lower dimensional representation of the input data back to its
original space while minimizing the reconstruction error. Since this projection matrix is
data-driven, it can be used as the weights of the first layer (W1 = B>). Finally, the param-
eters W2 are learned by projecting X on the learned W1, passing the projected features
through the sigmoid nonlinearity and then estimating W2 using equation (9.3). In ELM-
AE the random feature mapping can preserve the structure of the original input data [192]
and can be viewed as a less-structured counterpart to classical feature mapping such as
PCA. The projected features are further nonlinearly mapped and then reconstructed. Thus,
the overall network can recover the structure of the data in multiple parameters. In con-
trast to auto-associative neural networks trained with back-propagation, the ELM-AE also
does not require expensive iterative fine tuning of the weights.
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9.3.3 Feature Augmentation via ELM-AE for Blind Domain Adaptation

Let Z = {Zm}cm=1 ∈ Rd×N be the labeled source domain training data containing
c different classes and N samples: N =

∑c
m=1 sm, where sm is the number of samples

in the m-th class. Let Zm = {zim}smi=1 ∈ Rd×sm be the m-th class, where zim ∈ Rd is a
d-dimensional feature representation of the i-th sample. Let Y = {ym}cm=1 be the class
labels of the classes in Z . The problem of blind domain adaptive classification involves
estimating the label yt of a sample xt in the target domain by using the learned classifier
from Z without any prior observation of the target domain samples.

Training: We learn two types of ELM autoencoders for domain adaptive classification.
The first type is a global ELM-AE which is learned in an unsupervised fashion from all the
training samplesZ of the sources domain without using their labels. The global ELM-AE
model is represented as LZ = {W1

Z ,W
2
Z}. The global ELM-AE LZ encodes the source

domain since it has been optimized to reconstruct any sample from the source domain.
Next, we exploit the extremely fast learning time of ELM to learn class specific ELM-
AEs from the labelled training samples of the source domain. Thus, for c training classes
we learn c class specific ELM-AEs and instead of randomly initializing the hidden layer
weights, we initialize them with the global ELM-AE weights. Therefore, the class specific
ELM-AEs encode both domain specific and class specific information. We represent the
class specific ELM-AE models by {Lj}cj=1, where a model for class j is represented by
Lj = {W1

j ,W
2
j}.

The learned ELM models are able to encode complex nonlinear structure of the source
domain training data due to the nonlinear architecture of ELM. Compared to the previous
domain adaptation methods that represent data using linear structure such as GFK [50],
SA [41], TCA [131] and TSC [103], our proposed ELM models learn the structure of the
training classes in multiple parameters, therefore, it is capable of learning more complex
nonlinear manifold structures. Moreover, learning ELM models is computationally more
efficient.

As the global ELM model LZ is trained on the source samples only, it will provide
a better representation of the source data. On the other hand, nonlinear approximation
differences will be present in the representation of a target sample xt from LZ . Since
the class of xt is present in the source domain training samples, the approximation dif-
ferences are mainly due to the distribution mismatch between source and target. Hence,
these differences can encode the desired properties of the source domain and the original
target features can be enriched with the source represented features for domain adaptive
classification.
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Algorithm 4 Proposed Blind Domain Adaptation
Input: :

Source domain training data Z = {Zm}cm=1 ∈ Rd×N containing c classes
Class labels Y = {ym}cm=1

Test sample from target domain xt ∈ Rd

Number of neurons in hidden layers nh and parameter C = {CW1 , CW2}
Output: : Label yt of xt

Training:
LZ = {W1

Z ,W
2
Z} . Learn a domain-specific global ELM from Z

for j = 1 : c do
Lj = {W1

j ,W
2
j} . Learn class specific ELM models

end for
Testing:
x̂t = W2

Zg(W1
Zxt) . Domain specific representation

zt = xt + x̂t . Feature augmentation
for j = 1 : c do

ẑjt = f(zt; Lj){Reconstruct from model Lj (9.5)}
e(j) = ‖zt − ẑjt‖2

2

end for
yt , arg min

j
e(j)

Testing: Given a test sample xt from target domain, we predict its label as follows.
We first represent xt using the source domain specific model LZ . This representation is
given by the features of the last layer of the global ELM model

x̂t = W2
Zg(W1

Zxt) (9.4)

where g is chosen to be the sigmoid function. x̂t encodes both class specific and domain
specific knowledge of the source domain. Then, we enrich the features of the test sample
xt with its new representation x̂t by augmentation i.e. zt = xt + x̂t. We then normalize zt

using its `2 norm. Next, the enriched feature representation zt is reconstructed using the
class-specific models {Lj}cj=1 and assigning to the class that incurs the least reconstruc-
tion error. Formally, the reconstruction of zt from a model Lj is given by

ẑjt = f(zt,Lj) = W2
jg(W1

jzt) (9.5)

where f is the reconstruction and g is chosen to be the sigmoid function. The recon-
struction error is computed as the squared Euclidean distance between zt and ẑjt as e(j) =
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Figure 9.3: Samples images from six datasets used in our experiments. Each dataset
represent a differnt domain.

‖zt− ẑjt‖2. Finally, the predicted label yt is chosen to be the class that incurs the minimum
reconstruction error over all the classes

yt = arg min
j

e(j) . (9.6)

The overall procedure of the proposed algorithm is summarized in Algorithm 4. The
proposed algorithm is termed as Augmented Extreme Learning Machine (AELM).

9.4 Experimental Results

We performed extensive experiments on 16 cross-domain datasets generated by per-
muting six public datasets (Fig. 9.3). Results are compared to three baseline classification
algorithms and five state-of-the-art domain adaptation methods.

9.4.1 Dataset Specifications

The six datasets that we use in our experiments include USPS1, MNIST2, MSRC3,
VOC20074, Office [50,152] and Caltech-256 [53] (Fig 9.3). These are benchmark datasets
widely used for evaluating visual domain adaptation algorithms [41, 50, 103, 131].

Cross domain digit recognition: For this task we use USPS and MNIST datasets. USPS
digit dataset contains 7,291 training images and 2,007 test images of size 16×16. MNIST
digit dataset contains 60,000 training images and 10,000 test images of size 28 × 28.
The images in the USPS and MNIST databases follow very different distributions (see

1http://www-i6.informatik.rwth-aachen.de/keysers/ usps.html
2http://yann.lecun.com/exdb/mnist
3http://research.microsoft.com/en-us/projects/ objectclassrecognition
4http://pascallin.ecs.soton.ac.uk/challenges/VOC/ voc2007
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Fig 8.3). Both datasets share 10 classes of digits. Following [104], we construct one
dataset (USPS→MNIST) by randomly sampling 1,800 images in USPS to form the source
data, and randomly sampling 2,000 images from MNIST to form the target data. A second
dataset is created by switching the source and target (MNIST→USPS). All images of
USPS and MNIST datasets are converted to grayscale, uniformly resized to 16 × 16 and
vectorized to form the feature representation.

Cross domain object categorization: For this task we use MSRC, VOC2007, Office and
Caltech-256 datasets. MSRC dataset is provided by Microsoft Research Cambridge and
consists of 4,323 images of 18 object classes. VOC dataset (training/validations subset)
consists of 5,011 images of 20 object classes. The two datasets share 6 object categories
including aeroplane, bicycle, bird, car, cow and sheep. We follow [103,104] and construct
one dataset MSRC→VOC by selecting all 1,269 images in MSRC to form the source
domain, and all 1,530 images in VOC2007 to form the target domain. We switch the
source/target domains to get another dataset VOC→MSRC. All images are uniformly re-
sized to 256×256, and for every image 128-dimensional dense SIFT (DSIFT) features are
extracted using the VLFeat [180] computer vision library. A 240-dimensional codebook
is learned, where Kmeans clustering is used to construct the codewords. Office [50, 152]
is a popular benchmark for visual domain adaptation. The database contains images of ob-
jects from three different domains,Amazon (images downloaded from online merchants),
Webcam (low-resolution images by a web camera), and DSLR (high-resolution images
by a digital SLR camera). The databse contains 4,6522 images of 31 object categories.
Caltech-256 [53] is a standard database for object category recognition. The dataset con-
tains 30,607 images of 256 object categories. We perform experiments on the Office and
Caltech datasets provided by Gong et al. [50]. 10 object categories common to all four
datasets were extracted for experiments. We follow similar feature extraction and experi-
ment protocols used in previous work [50,104]. Specifically, SURF features are extracted
and quantized into an 800-bin histogram with codebooks learned with Kmeans on a subset
of images from Amazon. The four different domains are represented by C (Caltech-256),
A (Amazon),→ W (Webcam), and D (DSLR). By randomly selecting different source
and target domains, we construct 4 × 3 = 12 cross-domain object datasets C→A, C→W,
C→D,..., D→W.

9.4.2 Experimental Setup

We compare the results of the proposed algorithm with three baseline methods and
five state-of-the art domain adaptation methods. The baseline methods include 1-Nearest
Neighbor Classifier NN), Principal Component Analysis (PCA) + NN and the basic Ex-
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treme Learning Machines (ELM) without feature augmentation. The five domain adapta-
tion methods include Joint Feature Selection and Subspace Learning (FSSL) [55] + NN,
Transfer Component Analysis (TCA) [131] + NN, Geodesic Flow Kernel (GFK) [50] +
NN, Subspace Alignment (SA) [41] + NN and Transfer Joint Matching [104] + NN. The
results of NN, PCA, FSSL, TCA, GFK and TJM are reported from Long et al. [104]
whereas the results of Subspace Alignment [41] (SA) + NN are computed using the orig-
inal implementation provided by its authors.

We follow the same evaluation protocol as [50, 103, 104] for a fair comparison. Simi-
lar to [104], NN is trained on the labelled source data, and tested on the unlabelled target
data. PCA, FSSL, TCA, GFK, and TJM are performed as dimensionality reduction on
all datasets, then a 1-nearest neighbor classifier is trained on the labelled source data
and used to classify the unlabelled target data. Note that these methods utilize the tar-
get domain data in computing the subspace. Since labelled training data and unlabelled
test data are sampled from different distributions, under this experimental setup, it is im-
possible to tune the optimal parameters via cross validation. Thus the parameters of all
the algorithms are empirically selected and the results of the parameters which give the
best accuracy on all datasets are reported. For subspace learning methods (PCA, GFK,
FSSL,SA), the number of subspace basis vectors are selected by searching in the range
{10, 20, ..., 200}. For TCA, the adaptation regularization parameter λ is searched in the
range {0.01, 0.1, 1, 10, 100}. The proposed algorithm requires two parameters: number
of neurons in the hidden layers nh and the regularization constant C. For object cat-
egorization datasets (Office, MSRC, VOC, Caltech) we empirically set nh = 12 and
C = {4, 108} for learning W1 and W2 respectively. For digit recognition datasets we set
nh = 19 and C = {1.5, 108}.

9.5 Results and Analysis

The classification accuracies of AELM and the eight compared methods on the 16 cross-
domain visual object datasets are listed in Table 9.1. The NN classifier achieved an aver-
age classification accuracy of 35%. PCA+NN only performed good on the MNIST→USPS
dataset indicating that the adaptation difficulty varies across the 16 datasets. The base-
line ELM classifier without adaptation also suffers from the domain shift present in the
datasets. TCA performed better than PCA because it jointly performs feature transforma-
tion and matching. Since it relies on the linear structure of the data, its performance is
still lower than that of the non-adapted baseline ELM.

FSSL performed well on the digit datasets, but did not achieve good results on ob-
ject categorization. A possible explanation is that FSSL performs joint feature selection
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Table 9.1: Comparison of accuracies (%) on cross domain digit recognition and object
categorization. The proposed AELM has the best average performance even though it is
the only method that performs blind domain adaptation.

NN PCA ELM FSSL TCA GFK SA TJM AELM

USPS→MNIST 44.70 44.95 57.70 51.45 44.15 46.45 40.15 52.25 57.77
MNIST→USPS 65.94 66.22 61.11 57.44 58.78 61.22 48.22 63.28 62.33
MSRC→VOC 31.96 32.94 25.03 29.74 32.55 34.18 34.37 32.75 34.77
VOC→MSRC 41.06 42.79 56.33 37.93 32.75 44.47 46.57 49.41 56.58
C→A 23.70 36.95 49.37 35.88 45.82 41.02 41.02 46.76 53.13
C→W 25.76 32.54 37.97 32.32 30.51 40.68 40.34 39.98 49.49
C→D 25.48 38.22 45.22 37.53 35.67 38.58 47.13 44.59 50.96
A→C 26.00 34.73 40.07 33.91 40.07 40.25 40.16 39.45 41.14
A→W 29.83 35.59 33.56 34.35 35.25 38.98 39.66 42.03 35.25
A→D 25.48 27.39 34.31 26.37 34.39 36.31 35.03 45.22 36.94
W→C 19.86 26.36 31.17 25.85 29.92 30.72 31.17 30.19 34.11
W→A 22.96 29.35 33.85 29.53 28.81 29.75 33.82 29.96 38.93
W→D 59.24 77.07 88.54 76.79 85.99 80.89 85.99 89.17 89.81
D→C 26.27 29.65 28.23 27.89 32.06 30.28 31.26 31.43 33.83
D→A 28.50 32.05 28.50 30.61 31.42 32.05 35.80 32.78 33.09
D→W 63.39 75.93 73.22 74.99 86.44 75.59 84.75 85.42 80.33

Average 35.01 41.42 45.27 40.16 42.79 43.86 44.71 47.17 49.28

and subspace learning to learn a shared subspace by automatically selecting the relevant
features for adaptation. In the case of digits, the black background pixels make it easy
to select the foreground pixels as relevant features [104]. However, the automatic feature
selection in FSSL is unable to cope with large domain differences in the object catego-
rization tasks.

GFK and subspace alignment (SA) methods achieved good accuracies on object cat-
egorization but performed lower on the digit datasets. Their average accuracies was also
lower than the basic ELM because these methods use linear subspaces to represent the
data. On the other hand, ELM based auto-encoding learns the nonlinear structure which
improves the accuracies on most datasets. Moreover, the subspace dimension in GFK
needs to be small to ensure that the source subspace can transit smoothly along the
geodesic flow towards the target subspace. This limits the representation ability of GFK.

The instance reweighting based technique (TJM) achieved very good results on both
digit recognition and object categorization tasks. TJM learns a more accurate shared
subspace and outperforms other feature transformation methods such as TCA and FSSL
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by introducing a structured sparsity penalty on the source instances, which can adaptively
re-weight the source instances according to their relevance to the target instances.

The proposed AELM achieved the best performance on 11 out of 16 datasets. The
average classification accuracy of AELM on the 16 datasets is the highest (49.3%) outper-
forming the nearest competitive method (TJM) by 2.1%. TJM could outperform AELM
on only two datasets. Recall that AELM is the only blind domain adaptation method in
Table 9.1 and all other non-baseline methods require target domain data for training. The
improved accuracy of AELM is attributed to its ability to better represent nonlinear data
structure and the feature augmentation. Apart from TJM, previous methods either perform
well on digit recognition or object categorization whereas the proposed AELM performs
equally good on both tasks indicating its ability to generalize to different cross-domain
image recognition problems.

9.5.1 Evaluation using off-the-shelf CNN features

It is important to emphasize that the proposed AELM is not a feature extraction tech-
nique but a blind domain adaptation technique. It can improve the performance of any
feature type extracted from different domains. To show this, we apply AELM to Convo-
lutional Neural Network (CNN) features. For this purpose, we use the VLFeat MatCon-
vNet [182] library which offers different pre-trained CNN models. We use the Caffe [75]
implementation of AlexNet [88] which is trained on the ImageNet dataset. The output
of the first fully connected layer is used as 4096 dimensional image features. Table 9.2
summarizes the average accuracy for the 12 cross domain visual recognition tasks of
Office+Caltech datasets. As expected, CNN features significantly outperform the hand
crafted features (Tab. 9.1) by a large margin. This is because CNN features are robust to
domain changes and generalize well to novel tasks [146].

A domain shift is still likely to be present in the CNN features and thus, domain adap-
tation algorithms can be employed on top of CNN features to minimize this shift. Table
9.2 shows our results on the CNN features. Note that we only compare those methods
for which the code is available. Despite using the target domain data in training their
models, all compared methods give insignificant improvement over the baseline NN. The
proposed AELM achieves the overall best accuracy of 83.3% which is an improvement
of 3.1% over the baseline. Recall that AELM does not use any target domain data for
training. This shows that the proposed AELM is independent of the input features and
consistently improves performance through a blind, yet more accurate domain transfer.
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Table 9.2: Comparison of average accuracies (%) using CNN features for the 12 cross
domain visual recognition tasks (using the Office and Caltech datasets).

NN ELM GFK SA TJM AELM

C→A 87.05 89.07 87.27 87.06 88.10 89.46
C→W 72.20 70.51 75.93 75.59 72.20 79.32
C→D 80.89 78.98 83.44 80.25 74.52 81.53
A→C 78.54 79.61 80.32 79.61 77.65 79.96
A→W 77.31 74.58 76.95 78.31 75.25 77.63
A→D 80.25 80.25 80.89 81.53 82.80 85.35
W→C 68.21 70.61 67.76 68.83 71.42 71.24
W→A 73.07 75.37 74.32 75.16 80.27 76.83
W→D 100 100.0 100.0 100.0 100.0 100.0
D→C 70.08 68.21 69.10 69.99 72.57 75.60
D→A 75.89 80.79 75.78 73.49 78.60 83.19
D→W 97.97 98.31 98.64 98.98 98.31 98.98
Average 80.12 80.52 80.87 80.73 80.97 83.25

9.5.2 Blind Domain Transfer Analysis

The experimental protocol used in Table 1 and 2 favour previous methods as the target
domain data (that was meant to be classified) was also used to train their models. In this
Section, we test the generalization ability of two of the best performing methods (GFK
and SA) to unseen target data by reducing the number of target samples used for training.
We are unable to test TJM in this setting because TJM requires retraining of the model
every time a new target sample arrives for classification. We perform this experiment on
the 12 cross domain object categorization datasets generated from the Office and Caltech
datasets. For each dataset, we randomly select r = {1, ..., 20} target samples per class for
training. A domain adaptive classifier is then learned using GFK and SA from this new
target data along with the full source data.

Figure 9.4 plots the average accuracies on the 12 cross domain datasets against differ-
ent values of r. As expected, the accuracy of GFK and SA reduces significantly for small
values of r. Since these methods are subspace based, they require dense sampling of the
target domain classes in order to estimate accurate linear structure of the target domain.
Notice that the performance of AELM remains the same (and better) throughout as it is
independent of the number of target samples.
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Figure 9.4: Average accuracy vs the number of target samples r per class for the 12
cross domain visual recognition tasks listed in Table 2. The dotted lines show the average
accuracy when all the target domain samples are used for training.

9.6 Conclusion

We presented a blind domain adaptive classification algorithm which does not require
any target domain data for training and still outperforms existing state-of-the-art methods
that are non-blind. The proposed AELM has good generalization abilities and performs
well on different tasks such as digit recognition and object categorization as well as dif-
ferent feature types such as raw pixel values, SURF, dense SIFT and CNN features. Ex-
tensive experiments on 16 standard datasets demonstrated that despite blind learning, the
proposed AELM outperforms 5 existing state-of-the-art methods in cross-domain visual
recognition.
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Conclusion

This thesis presented modeling and classification techniques for conventional and hy-
perspectral image-sets. Computationally efficient image-set representations have been
proposed that achieved better accuracy than existing image-set based classification algo-
rithms. In the following Sections, the main contributions of the thesis are summarized
and future research directions are discussed.

10.1 Contributions to Image-set based Periocular Biometric Recog-
nition

An image-set based automatic periocular region identification method has been pro-
posed. Periocular biometric recognition was formulated as an image-set classification
problem. Such a formulation provides robustness to intra person variations such as pose,
eyelid and eyeball movements. To construct image-sets, periocular regions were automat-
ically detected and segmented from RGB videos, NIR videos and hyperspectral image
cubes. Four heterogeneous feature types were proposed for representing the samples in
the image-sets. For classification, six state-of-the-art image-set classification algorithms
were evaluated. Furthermore, a novel two stage inverse Error Weighted Fusion algo-
rithm has been presented for feature and classifier score fusion. Our experimental results
demonstrated the feasibility of image-set based periocular biometrics for real world per-
son identification in scenarios where the full face is not visible or may have changed.

Future Work

In order to improve the accuracy of the proposed system, more robust periocular re-
gion detection methods can be employed to reduce the level of noise in the image-sets.
For example, periocular region tracking may be used to refine the detections. In real world
applications, the gallery is constructed from the grayscale or RGB image-sets where the
test image-set may come from the NIR domain. Therefore, the proposed periocular recog-
nition system may be extended for cross domain periocular region image-set matching.

10.2 Contributions to Hyperspectral Face Recognition

Two methods have been proposed for modeling facial hyperspectral image cubes. A
3D-DCT based efficient and compact representation was proposed. Despite its simplic-
ity, 3D-DCT representations outperformed the existing hyperspectral face representation
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techniques in terms of face classification accuracy. A novel representation based on spa-
tiospectral mean and covariance has been presented. The representation is robust to in-
terband misalignment and low signal to noise ratios in certain bands of the hyperspec-
tral image cube. Classifier based on Partial Least Squares regression has been proposed
to improve classification accuracy of the proposed 3D-DCT and covariance based spa-
tiospectral feature representations. Furthermore, band selection experiments found the
most discriminative bands in the visible and NIR spectrum. Our results demonstrated that
local mean and covariance based spatiospectral representation is a promising approach
for hyperspectral face recognition.

To assess the reliability of the facial spectral response features for biometric identifica-
tion, the first ever public database of facial spectral reflectance profiles of 40 subjects was
presented. The database is collected using a high precision spectrometer. The reliability
of spectral reflectance for biometrics was assessed by performing human recognition with
only reflectance profiles. It was concluded that the facial spectral reflectance alone is not
a reliable biometric for person identification.

Future Work

The future work in this direction involve enhanced local 3D spatiospectral features
based on the idea of Local Binary Patterns (LBP) representations [93, 162]. This type
of approach can capture and represent the local spatiospectral contrast information of
the hyperspectral image cubes. Histograms of Oriented Gradients (HOG) [31] can also
be extended for local spatiospectral feature extraction. Another future direction involves
exploring deep learning based features for hyperspectral image cubes. Fusion techniques
can be explored for combining these features to obtain a single robust hyperspectral image
cube representation.

10.3 Contributions to Conventional (grayscale and RGB) Image-set
Modeling

Three methods have been presented for the modeling and classification of conven-
tional images-sets. A compact representation based on the Cholesky decomposed global
covariance descriptor enriched with the first order statistics of the image-set has been pro-
posed. This method is 327 times faster than its nearest competitor and more has achieved
better classification accuracy. Our results demonstrated that the first order statistics of the
image-set should not be completely ignored and the combination of first and second order
statistics is useful for improving classification accuracy.
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An efficient and assumption free image-set modeling approach has been proposed
for automatically learning the nonlinear structure of image-set data. The image-sets were
modeled with Deep Extreme Learning Machines which are extremely efficient neural net-
works that automatically learn the structure of data in multiple parameter. Extensive ex-
periments on benchmark datasets showed that this approach outperformed existing image-
set classification algorithms in both accuracy and computational complexity. Training is
6,000 times faster than the state-of-the-art best-performing method, whereas testing is 9
times faster. Our results demonstrated that structure learning using computationally ef-
ficient nonlinear neural networks models such as Deep Extreme Learning Machines is a
promising approach of image-set modeling for practical applications.

To obtain a single robust image-set representation, a sparse kernel learning algorithm
that automatically selected and integrated the most discriminative subset of kernels de-
rived from different image-set representations has been presented. Such an approach is
robust to the weaknesses of the underlying image-set representation. A linear discriminant
analysis based objective function with sparsity constraints has been formulated to learn
the most discriminative linear combination of the kernels. Experimental results on bench-
mark datasets confirmed that the proposed sparsity constraints are useful for improving
the representation power and hence classification accuracy.

A blind domain adaptation algorithm has been proposed that does not require target
domain samples for training. The domain discrepancy is minimized by augmenting the
source domain features with the target domain features that are first reconstructed from
a global nonlinear model learned from the source domain data. Extensive experiments
on 16 standard datasets showed that despite blind learning, our method outperformed
5 existing state-of-the-art methods in cross-domain visual recognition using both hand-
crafted as well as learned feature representations.

Future Work

Image-set modeling using deep convolutional neural networks (DCNN) is a potential
area that can be explored for improved image-set classification accuracy. The robustness
of image-set representations can be increased by using multiple features for individual set
samples and then combining their respective image-set models. For this purpose, efficient
kernel learning algorithms can be explored. Another future direction is the design of
domain adaptive image-set classification algorithms for matching heterogeneous image-
sets.
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