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ABSTRACT 

 

Different tests that assess the same unidimensional construct in the same population tend 

to have different distributions. Therefore, equating these tests is a significant aspect of 

educational, psychological and social measurement. Recently, modern test theory models, 

which overcome some of the disadvantages of classical methods, have been studied for 

test equating. 

The requirement that the tests assess the same construct implies that the latent, true 

correlation among the tests is 1. However, many contexts for test equating provide a 

mixture of causal and index variables where the latent correlation, though positive, cannot 

be 1. This thesis studies the polytomous Rasch model (PRM) of modern test theory and 

shows that, using only each test’s total score, it can be applied successfully in these 

contexts to equate multiple tests simultaneously, and even when not all persons have 

scores on all tests. The criterion of success is that the equating functions give equivalent 

distributions for the same sample of persons. 

In education, psychology and health outcomes assessment, the raw score for each person 

on each test is an integer. The distinctive feature of the PRM is that the total integer score 

on all tests is a sufficient statistic for the person’s unidimensional parameter. This feature 

is utilised to eliminate each person’s parameter in the estimation of test parameters, 

meaning the equating functions are properties of the tests, not of the distributions of 

persons. 

Because a latent correlation of less than 1 violates the assumption of unidimensionality, 

the thesis progresses from specific to more complex cases, with each case explaining how 

the PRM overcomes this violation. In addition, two distinct approaches to overcoming 

this violation are studied. The first shows that when the latent correlations among all pairs 

of tests are not homogeneous and less than 1, test parameter estimates absorb the violation 

of unidimensionality leaving this assumptions of the model intact. The second makes 

explicit that if the tests assess a unidimensional construct, then after adjustment for the 

test parameters, each person’s profile will be relatively homogeneous with few anomalous 

scores significantly different from expectation. Therefore, after an initial analysis, 

anomalous scores are deleted from each profile and the equating functions re-estimated. 

Given these equating functions, which are now not diluted by the violation of 

unidimensionality, all original profiles are reanalysed to obtain person proficiency 
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estimates. The thesis shows how those profiles that are not summarised by their total 

scores can be identified and how their single proficiency estimate needs to be qualified 

individually in applications such as selection, diagnosis, or treatment. 

One of the challenges of test equating methods is to provide an interval level of 

measurement, which generally is assumed to be present if the test distributions are normal. 

The thesis shows that the PRM can be used to construct a theoretical equating test which 

gives an interval level of measurement across most of the score range and how it can be 

modified to provide an acceptable interval level of measurement for scores close to a 

test’s maximum. This interval level of measurement does not depend on the normality of 

the distribution of test scores. 

 

A subsidiary problem with tests with a large range of scores, which affects classical 

methods of equating, is that many scores may have zero frequencies. The thesis shows 

that zero frequencies are no impediment in the particular implementation of the PRM. 

 

To illustrate theoretical problems and their solution, the thesis begins with realistic 

simulated data and concludes with an illustrative real example. The real example is from 

the relatively complex, high stakes context of equating tests in a range of discipline areas 

used for selection into universities in the State of Western Australia. The PRM was 

applied successfully to equate 14 tests simultaneously, where each test had a potential 

score range from 0 to 100 with many scores having zero frequencies, and with non-

homogeneous latent correlations between pairs of tests. 

These features of the data are considered sufficiently general that they cover many 

contexts in which tests are equated using only their total, integer scores. It is therefore 

considered that the research presented in the thesis has the potential for wide application 

in test equating. 
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PREFACE 

 

When I first learned about Rasch Measurement Model (RMM), I was working in the 

Curriculum Council of Western Australia as a measurement officer with a background in 

mathematics. My primary role at work was to analyse examination and school marks and 

to provide feedback to examiners, schools and other officials about students’ and schools’ 

performance in high school education. The RMM theory that I had recently learned about 

gave me a different view about measurement because I had previously always used 

classical statistical methods in my analyses. I wanted to learn more and with that aim in 

mind I enrolled in an introductory Rasch course organised by Professor David Andrich at 

The University of Western Australia - and that is how my current measurement journey 

started. 

At that time many new courses had been developed in Western Australia (WA). 

Curriculum specialists developed teachers’ work samples in all courses and selected 

sample test questions using methods of pairwise analysis. The ongoing regular need for 

pairwise comparisons led me to research these methods for my Master’s degree. That 

research included writing software that was used to evaluate a new pairwise comparison 

method which was based on Rasch Measurement Theory and developed by Professor 

David Andrich. It is generally the case that tests have some zero frequency scores that 

classical statistical methods like the equipercentile method cannot handle. The new 

solution algorithm for conditional estimates of person parameters in the polytomous 

Rasch model estimated person parameters without having problems with zero frequency 

scores. 

Some of the new courses in WA were specifically aimed at providing options for different 

contexts of study. One example is the new Engineering Studies course. Students enrolled 

into this course have to choose to study one of three course contexts. At that time the 

course contexts were: Electrical, Mechanical, and Systems & Controls. Students’ test 

scores achieved in three different contexts needed to be equated in order to be able to 

directly compare students’ performances. This was the first course where the Rasch 

Measurement Model was used for equating scores from different contexts. In the same 

calendar year, the RMM was also successfully used to equate students’ scores achieved 

in different sports in the practical examinations of a Physical Education Studies course. 

From 2008 the application of Rasch Theory grew, with the RMM being used for the 
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analysis of all external examinations that are sat yearly by all students in their final year 

of secondary schooling in Western Australia. The final students’ test scores achieved in 

different courses are summarised and based on these summary scores, students are ranked 

and then selected into universities in WA, and in Australia. 

Another example where the equating of test scores is necessary is that of the test scores 

achieved in practical and written examinations within the same course. In general, the test 

scores in the written and practical examinations of a course do not measure exactly the 

same construct and do not correlate highly with each other. Thus the first question 

addressed in this thesis concerns the validity of equating using the RMM when the test 

scores of just two and then three tests have a latent correlation of 1 and then lower than 

1. The answer to this was important because the high correlation between the equated 

scores has been a mandatory requirement in all previous studies. 

Although being the theoretically correct method, the RMM for test equating conditional 

on total scores is very difficult to apply when equating more than two tests. Therefore, in 

all equating I use a new RMM approach which is conditional on person estimates. For 

this I use software RUMM2030 for the parameters estimation and the equating functions. 

However, for developing the theoretical equating test which is explained in Chapter 8 in 

this Thesis, and for the equating test scores on this test, I wrote required codes for the 

necessary procedures. This thesis aimed to assess how valid this new RMM approach is 

for equating many tests simultaneously. 

It is not always the case that test scores in different courses are measuring the same 

construct. For example test scores in Mathematics and English tend not to correlate highly 

with one another and thus students achieving high scores in English may have low scores 

in Mathematics or other Science courses. Yet the total score for a student assumes that a 

person profile is relatively homogeneous. This led me to another research question, 

namely, how does profile analysis and profile editing affect correlations between tests 

and the equating functions? 

In order to continue my daily work with greater confidence, in this thesis I aimed to 

examine the questions raised above and find answers to them. 
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Chapter 1 

Equating test scores: an overview of equating methods 

 

1. Introduction 

Equating test scores has a significant role in educational measurement. In many contexts 

it is assumed that the equated tests assess the same content variable or construct; in other 

contexts they may assess different variables or constructs. From a psychometric 

perspective, if the tests measure the same variable, then it implies that the (true) latent 

correlation between the tests is 1; in other contexts the correlation may take a range of 

values - generally positive, but less than 1. 

In cases where the tests assess the same variable, the equated test scores can be substituted 

for each other. In educational contexts it is important to have equivalent tests which assess 

the same variable because it ensures that students are examined on the variable rather than 

on only one test with a fixed set of items for which students can prepare answers. Equating 

tests at the observed score level or scale is referred to as “…observed score test equating” 

(von Davier, Holland & Thayer, 2004, p.3). This thesis is concerned with this form of test 

equating. 

There are circumstances, however, where tests which assess distinct variables, and 

therefore where their latent correlation is not 1, need to be equated. This occurs when the 

profiles of persons on two or more tests are considered relevant to assess, for example for 

selection into further study. Then, to interpret different proficiencies on the different tests 

of a profile in these cases, it is convenient to have them referenced to equivalent scales. 

In general, the purpose of equating tests is (whether or not they assess the same variable) 

to examine whether they have different means, standard deviations and shape, usually 

characterised by their skewness and kurtosis. In these cases, the differences in the 

distributions of the observed test scores from the same sample of persons are seen to be 

properties of the tests to be adjusted, and not of the proficiencies of the persons on the 

variables assessed by the tests. Two tests are said to be equated, if for the same sample of 

persons from a population, their distributions are equivalent. 

This thesis is concerned with studying and applying a unified method to the equating of 

tests in contexts where the latent correlation may or may not be 1. The illustrative context 

considered in the thesis is that of equating multiple tests which assess multiple variables 
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for the selection of students into Australian universities. The variables to be equated do 

not assess the same content, and although the latent correlation among pairs of tests is 

positive, and in some cases highly positive, it is seldom 1. The relevant data are typical 

test scores that constitute each person’s total test score which is the sum of integer scores 

on the items of the test. It is considered that this context provides a very general set of 

challenges, the solution to which will be applicable for equating tests using only the total 

test scores in many other contexts. The thesis is not concerned with the analysis of 

responses at the item level. The rest of this chapter reviews two classical test theory 

equating methods at the test score level and also explains the aims and methodological 

aspects of this thesis. The reason these, rather than other methods are reviewed, is that 

they cover the essentials of equating, they are most commonly used, and they illustrate 

the kinds of challenges that any new method which aims to improve on them, should 

meet. 

 

1.1 Classical test theory methods 

The equating of test scores has, historically, been carried out using classical test theory 

methods, including linear and equipercentile equating methods. First, the standard linear 

method involves equating the means and standard deviations of the scores on each test, 

obtained from the same sample of a population. Linear methods in themselves do not take 

account of the shapes of each of the test distributions. Any equating of the shape of the 

distributions (the skewness and kurtosis) is generally done separately and in different 

ways. Often the scores on each test are transformed prior to equating to have the same 

shape, and usually made to approximate the normal, Gaussian distribution with a 

specified mean and standard deviation (Embretson, 2006). This procedure can be carried 

out by equating selected scores from the cumulative percentage of a distribution with the 

standardised cumulative normal probability distribution with mean 0 and standard 

deviation 1. Scores in between those chosen for equating may be interpolated linearly. 

Then the standardised scores may be transformed linearly to any mean and standard 

deviation considered convenient.  

Second, the equipercentile method ensures that the equated scores of the different tests 

have the same percentile rank. The main advantage of the equipercentile method, if it can 

be carried out, is that virtually every score on the two tests is equated. As a consequence, 

the mean, standard deviation, skewness, and kurtosis of the distributions of the equated 
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In part because it attempts to equate every score, equipercentile equating is effectively 

over-parameterised, and is generally not used (Rapp, 1999). In particular, because the 

scores at the same percentile may not exist in both tests, direct equating is not possible 

for all scores. In addition, when tests have scores with zero frequencies, further problems 

for equating are created. When this occurs, which does happen, particularly with small 

populations and with a large score range such as 0 to 100, other ad hoc procedures are 

used in conjunction with the method, making the equipercentile equating inefficient and 

not viable for simultaneous, large scale equating. The other limitation of equipercentile 

scaling is that the highest and lowest scores of equated tests are transformed to the highest 

and lowest scores of the equating test. 

tests are also equated. In the context motivating this thesis, the test scores range from 0 

to 100. In principle, as many points are adjusted as there are score points, and in the case 

of a large range of score points, for example, 0 to 100, there are 101 points of adjustment. 

Equating every score using the equipercentile method contrasts with the linear equating 

method where only two features of the distribution, the mean and standard deviation, 

(effectively the equivalent of only two points) are equated. The method studied in this 

thesis overcomes the limitations of these two extremes of the number parameters implied 

in the equating process. 

Neither the linear nor equipercentile equating methods using the same persons makes 

distributional assumptions and in principle, neither require that the tests assess the same 

variable. For example, these equating methods could be used to equate, in a population, 

weights in grams to heights in centimetres. In university selection, they could be used to 

equate a test in English Literature to a test in Mathematics. The method studied in this 

thesis is concerned with the same case in which no distributional assumptions are made 

and in which it is not assumed that the tests assess the same variable. In addition, as with 

the linear and equipercentile methods of equating, the method studied in this thesis uses 

only total test scores. 
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1.2 Modern adaptations of classical methods 

More recently, there has been an adaptation of the classical methods to equate tests using 

Kernel Equating. Kernel Equating is based on a “flexible family of equipercentile-like 

equating functions that contains the linear function as a special case” (von Davier, 

Holland & Thayer, 2004, p. 45). The purpose of the adaptations of Kernel Equating is to 

deal with the feature that “… score distributions are discrete in most cases and therefore 

the cdf’s1 are not continuous and strictly increasing, instead, they are jump functions, with 

jumps at the possible values of the discrete distributions” (von Davier, Holland & Thayer, 

2004, p.10). Kernal Equating involves a sequence of preliminary steps to smooth the 

distributions before equating (Kolen & Brennan, 2004; von Davier, Holland & Thayer, 

2004). These smoothing methods involve log-linear functions which take account of the 

non-linearity of the cdf’s between discrete values and also cater for scores with zero 

frequencies. A different log-linear function is required in different parts of the cdf’s, 

which adds to the difficulty of computing of equated scores. In the comparison between 

Kernel Equating and other equating methods, von Davier, Holland and Thayer (2004) 

note that: 

There is one area where KE is not as satisfactory as either the linear or the PRM 

(percentile rank method) method. This is in the case of computation (Von 

Davier, Holland and Thayer, 2004, p. 87). 

Therefore, the application of log-linear smoothing by the KE method will not be pursued 

further in this thesis. However, the thesis does show a method of dealing with the presence 

of zero frequencies. 

 

1.3 Modern test theory methods 

Modern test theory methods involve specifying a model which characterises the 

probability of the response of a person on all tests to be a function of a scalar person 

parameter and a vector of parameters for each item (van der Linden & Hambleton, 1997; 

van der Linden, 2016; van der Linden 2018). The specification of a scalar person 

parameter implies that the tests to be equated assess the same variable, that is, that the 

latent correlation between them is 1. Dorans and Holland note explicitly that modern test 

                                                           
1 cdf – cumulative distribution frequency 
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theory methods have been developed to equate two or more tests which assess the same 

construct: 

Test equating techniques are those statistical and psychometric methods used 

to adjust scores obtained from different tests measuring the same construct so 

that they are comparable. (Dorans and Holland, 2000, p. 281). 

For this reason, it seems that the application of modern test theory to the equating of tests 

has been confined to the case when tests assess the same variable (Angoff, 1971; Lord 

1950, 1980; Kolen & Brenna, 2004; Holland & Dorans, 2006). The modern theory 

methods use a common persons or common items design but the equating is generally 

carried out at the item level rather than at the test level. 

One model of modern test theory, the polytomous Rasch model (PRM), of which the 

dichotomous model is a special case, has been applied to test equating at both the item 

and the total test score levels. For example, it is used at the item level to carry out vertical 

equating across grades (year levels) within a calendar year and horizontal equating across 

calendar years in the Australia’s National Assessment Program in Literacy and Numeracy 

(NAPLAN). The Programme for International Student Assessment (PISA) is another 

large-scale testing program which equates the multiple test forms used to cover the broad 

range of a curriculum across different countries. 

The PRM has also been shown to be applicable in equating at the test score level using 

only each person’s total, integer score on each test (Andrich (2013); Andrich & Surla 

(2013)). In this context the test formally takes the place of an item and is characterised 

by a vector of parameters. However, the PRM does not seem to have been applied at total 

test score level in large-scale or high stakes assessments such as PISA or NAPLAN. 

The distinctive contribution of the PRM relative to other models of modern test theory, 

in the case where the latent correlation is 1, is that by conditioning on its sufficient 

statistic, which is the total score on the tests (Andersen, 1977), the person parameter is 

eliminated. As a result, no assumption needs to be made regarding the distribution of 

persons, and the differences in the distributions between the tests are manifested in their 

parameters. In addition, given any total score on two or more tests, whether observed in 

the data or not, and using only the estimated test parameters, the expected values of the 

scores on each test for any score can be calculated. These expected values on each test 

for the same total score are the equated scores.  
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1.4 Violation of unidimensionality 

The application of the PRM of modern test theory in the case where the latent correlation 

between tests is 1, has some advantages relative to classical test theory methods, including 

the immediate and simultaneous equating of the shape of the distribution of the tests. 

Even though in principle it violates the unidimensionality assumption of the PRM, it 

would be advantageous if the model could be applied in equating tests when the latent 

correlation is less than 1. This thesis is concerned with such a case. Specifically, it is 

concerned with generalizing the application of the PRM to equate two or more tests 

where, because of the nature of the tests to be equated, the latent correlation between them 

is less than 1. 

Before proceeding with the application of the PRM in the above context, this chapter now 

reviews in more detail the two classical methods, linear and equipercentile methods for 

equating scores. This review will highlight the features of, and some problems with, these 

two methods and prepare for the comparison of these methods with those developed using 

the PRM. 

 

2. Linear and Equipercentile methods 

In order to demonstrate the problematic features of the two main traditional methods for 

equating, even with modern adaptations - problems that are overcome by using the PRM, 

this Section demonstrates an example of equating two tests using both the linear equating 

and equipercentile methods. For this purpose, two tests simulated to be of different 

difficulty and of different shape, that is, of different skewnesses and kurtoses, are equated. 

They are equated again using the PRM in Chapter 4 and also in Chapter 5 where a 

comparison between two different PRM methods is provided. 

 

2.1 Linear equating  

The equation for linear equating is an old and probably the most used equation in 

equating. One form of a linear equation which is used by von Davier, Holland and Thayer 

(2003) is given by: 

      (1.2.1) 

( )

( | )

B

j BB A

j A A

B

x
x
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where Eq. (1.2.1) is a linear transformation that defines the equating of score of Test 

B to a Test A score. Here  is the equated score of Test B score  on Test A, 

 are the means of Test A and Test B respectively, and  are their standard 

deviations.  

In Eq. (1.2.1), Test B scores are first standardised through  to have 

a mean of 0 and standard deviation of 1, and then transformed linearly to have a mean of 

 and standard deviation of . This equation confirms that linear equating equates 

the mean and standard deviation of the equated test Test B to the mean and standard 

deviation of the equating test which is in this case Test A. 

First, as a linear transformation, Eq (1.2.1) does not adjust for the differences between 

the distributions of the tests on the range of possible scores. This means that the linear 

equating is not successful in equating, for example, tests with skewed distributions. 

Second, linear equating can generate scores outside of the range of possible scores, 

referred to as an overflow. This is likely to happen if the two tests have different means 

and/or different standard deviations and there are scores which approach the maximum 

and minimum possible scores. For example, when equating a difficult test to an easier 

test with a higher mean, the equated scores are expected to be within the range of the 

easier test, but the equating may create equated scores that are above the maximum 

possible score of the easier test. 

The same effect may occur if the scores of the equating test have a larger spread than the 

equated score. This feature is also studied in the Educational Testing Service (ETS) 

analysis of scores-equating procedures by Dorans, Moses and Eignor (2010). Kolen and 

Brenan (1995) indicated that truncation was a possible solution to the overflow of scores: 

When linear transformations are used as a scaling transformation, the score scale 

transformation often needs to be truncated at the upper and/or lower extremes. 

(Kolen & Brenan, 1995, p.55). 

The equipercentile method does not have the problem of overflow. 

  

( )B

jx

( | )B A

jx ( )B

jx

,A B  ,A B 
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2.2 Equipercentile method for score equating 

The equipercentile method is a non-linear transformation of the equated scores to the 

equating test (Braun & Holland, 1982; Kolen & Brennan, 1995). Effectively, by equating, 

in theory, every score on each test, the equipercentile method also simultaneously equates 

the mean, standard deviation and the shape of the distributions of the equated tests. 

There are different ways of calculating percentile ranks that are used for equating two 

tests in the equipercentile method. Some authors use cumulative distributions directly as 

percentile ranks, and some adjust the cumulative distribution to smooth percentile ranks 

with uneven frequencies. One such adjustment is provided by Holland & Thayer (1989) 

and applied by Kolen and Brennan (1995, p.37-47). To calculate the percentile rank in 

this adjustment, the discrete integer test scores are relocated in the middle of the class 

interval between two integer scores. 

In this thesis the percentile rank  of a score  is calculated as given by Holland 

and Thayer: 

     (1.2.2) 

where  is the proportion of persons with scores below a score  and 

 is the proportion of persons with the score . Proportions are calculated 

relative to the total number of observed test scores. The second part Eq. (1.2.2) smooths 

the percentile rank distributions according to the frequency of that score.  

In this method, the Test B score  is equal to score  of Test A if 

and is notated . 

     (1.2.3) 

where is the percentile rank function of Test B given by Eq. (1.2.8),  is the 

percentile rank of the Test B score , and  indicates the operation that gives the 

score on Test A with the percentile rank  such that 

. For example if Test B score  has the percentile rank of  in the 

Test B distribution and the Test A score  also has the percentile rank 
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 in the Test A distribution, then using equation Eq. (1.2.3), in which 

1(A)R (47.6) 38


 , 

     (1.2.4)  

For scores that can be equated using Eq. (1.2.3), it is said that they are equated directly 

using the equipercentile method.  

However, many scores cannot be equated directly. This occurs when Test B scores 

with the percentile ranks  do not have scores on Test A with the same percentile 

rank, that is,  does not exist. 

As a result, other methods have been developed to equate Test B scores  that cannot 

be equated directly with Test A scores. The simplest is the linear interpolation method 

between two scores on Test A. The linear method calculates the equated score  as: 

     (1.2.5) 

where ,  and  are percentile ranks defined as: 

      (1.2.6) 

and where ,  and  are the Test A scores with the respective 

percentile ranks of  and . 

To illustrate the application of Eq. (1.2.5), Table 1.2.1 shows an excerpt from Test A and 

Test B, studied in detail in Chapter 4, with their percentile ranks calculated according to 

Eq. (1.2.2). 

For example it is shown below how Test B score , with the percentile rank 

 is equated to  on Test A. 

Percentile ranks (A) (A)R (x )  of 85.85 and 87.35 satisfy the requirement for respectively 

 and  defined in Eq. (1.2.5). Therefore Test A scores 68 and 69 are the  and 
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 in Eq. (1.2.5). The equated score  of Test B score 82 ( ) with the percentile 

rank of 86.90  is calculated using linear interpolation given by Eq.(1.2.5) as: 

   (1.2.7) 

 

Table 1.2.1 – Equated Test B score 82 on Test A using Eq. (1.2.5) 

Test A  Test B 

Score  

 

Percentile  

 

 Score  

 

Percentile  

 

Equated on Test A  

 

70 88.80  84 90.30 71.53 

69 87.35  83 88.70 69.93 

   82 86.90 68.70 

68 85.85  81 85.00 67.43 

 

If the test has many scores with zero frequency, then with the application of Eq. (1.2.5) 

the equipercentile transformation becomes linear around the scores with zero frequency. 

The number of scores that have to be calculated using the linear equation Eq. (1.2.5) is 

inversely related to the number of test scores that can be equated directly. 

One of the limitations of the equipercentile method is the estimation of the equated scores 

of those test scores that are above the observed maximum and below the observed 

minimum. For example, suppose that the observed maximum Test B score in a sample 

was 87 with the percentile rank of 99.70, and that the observed maximum Test A score in 

the same sample was 98 with the same percentile rank of 99.70. Using the Eq. (1.2.3) 

Test B score 87 will be equal to score 98 on Test A. To cater for a possible score beyond 

the present sample, it might be necessary to provide the equated scores for the full score 

range. Given that Test B score 87 is equated to score 98 on Test A, it follows that all 

scores between 87 and 100 on test B (a range of 13 score points) will be equated to scores 

between 98 and 100 on Test A (a range of two score points). For example, with a relatively 

difficult test with an observed maximum score of 87 (out of possible maximum of 100), 

the difference between two scores, for example 87 and 94, is significant in an applied 
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situation, but using equipercentile equating these significantly different scores will be 

equated to almost identical scores on Test A. 

The equating of scores above the observed maximum or below the observed minimum in 

a sample is one of the reasons for the development of many procedures that smooth score 

distributions. These methods can be applied prior to or after the equating. Some methods 

include frequency estimation methods where the frequencies for scores with zero 

frequency are estimated. Some of these methods are described in Kolen and Brennan 

(1995). These methods usually use complex log-linear functions. Even so, Kolen and 

Brenan (1995) noted that “…there is a danger that smoothing will introduce equating 

error” (Kolen and Brenan, 1995, p.94). In addition, although these smoothing procedures 

that are applied prior to or after the equating are part of statistical packages, the complexity 

of using these methods for equating more than two tests is huge.  

In contrast, it will be shown later that the PRM calculates the equated scores of the full 

score range automatically without applying any additional procedures which are more or 

less ad hoc. 

The next subsection shows in more detail the application of Eq. (1.2.3) and Eq. (1.2.5) in 

equating two tests in case where the latent correlation between the tests is not 1. These 

distributions also have different shapes, characterised by their skewnesses. 

 

2.3 Equating two tests using linear and equipercentile methods 

To illustrate the use of linear and equipercentile methods for equating two tests when 

there is a range of latent correlations between the tests, scores of 1000 pseudo-persons on 

two tests, Test A and Test B, were simulated as a Single Group design in the RUMMss 

simulation software (Andrich & Marais, 2009). The selection of test parameters is 

provided in detail in Chapter 4. Test A was symmetrical and more difficult, with a lower 

mean than the negatively skewed Test B. The standard deviations of the two tests were 

similar. Some authors, for example Kolen and Brennan (2004), suggest that a sample size 

of 1500 is sufficient for equipercentile equating to give a minimal equating error, or root-

mean square error (RMSE), while some other authors have applied equipercentile 

equating on smaller samples. For example, for the purpose of comparing linear and 

equipercentile methods in equating different Hebrew Psychometrics Entrance Test (PET) 

forms, these methods were applied to the scores of 1000 examinees. There are research 

studies on equating in small samples that suggest that a sample size of 25 to 300 is too 
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small (Livingston, 1993). Therefore, to illustrate the equating studies in the present thesis, 

scores were simulated for 1000 pseudo-persons on two tests with different latent 

correlations. With the chosen spread of scores on each test, it is expected that the 

equipercentile method should be successful in equating Test A and Test B in each study 

with different latent correlations between tests. 

The test scores for the 1000 persons were generated under three conditions. The scores 

were generated using the same test parameters in all three simulations. The only 

difference was in the latent correlation that was specified to be equal to 1, 0.75 and 0.50 

in the first, second, and third simulations respectively. Scores of each of these three 

simulated Test A and Test B pairs are equated in the next section using both linear and 

equipercentile methods. For each analysis, the statistics of Test A, Test B, and Test B 

equated to Test A, are provided in Tables 1.2.2, 1.2.5 and 1.2.7. Four test statistics - the 

mean, standard deviation, skewness and kurtosis - are provided to describe the shape of 

score distributions and for evaluation of the method in equating the shape of distributions. 

Minimum and maximum raw scores on each test are provided to explain the equating of 

these scores and for identifying the number of scores near 0 and 100 that have zero 

frequency. For scores that could not be equated directly using the equipercentile method, 

the linear interpolation provided by Eq. (1.2.5) was used to calculate Test B to Test A 

equated scores. 

Only one simulation for each latent correlation was generated and studied. In simulation 

studies, it is conventional to conduct multiple simulations with identical parameters and 

take the means and standard deviations of relevant variables. Multiple simulations are 

relevant when the task is to estimate the degree of random variation or errors. This thesis 

is concerned with demonstrating and explaining the application of a relatively new 

method the application of the PRM - for equating, and comparing the results with those 

from standard methods. With the theoretical framework of the PRM which is used to 

explain the features of equating, it is considered that one simulation with each latent 

correlation is sufficient to demonstrate the relevant features of the equating. 

This Chapter shows Figures with cumulative and percentage frequency distributions for 

the equating of Test A and Test B for latent correlations of 1.00, 0.75 and 0.50 

respectively. Cumulative percentage distributions are calculated at every integer score 

point and, for convenience, their percentage frequencies in class intervals of five adjacent 

score points. Cumulative percentage graphs are easier to interpret from the perspective of 

equating than are percentage frequency graphs. Cumulative percentages are always 
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represented by a relatively smooth curve with values from 0 to 100 and the curve is not 

interrupted by zero frequencies, as is the percentage frequency distribution curve. The 

cumulative percentage of a score can be interpreted immediately as a percentile. 

Therefore, the cumulative percentages of test scores are used to demonstrate the 

effectiveness of equating, with the percentage frequencies shown for interest and 

completeness. 

 

2.3.1 Equating Test A and Test B scores when AB 1   

The equating of two tests with a latent correlation of 1 is presented because it is a case 

used in modern test theory and therefore provides a frame of reference for equating tests 

when their correlation is less than 1 - a situation that is found commonly when tests need 

to be equated. 

Two tests, Test A and Test B, with a latent correlation of 1, were equated using linear and 

equipercentile methods. Summary statistics pertaining to Test A, Test B, and Test B 

scores equated to Test A from each of these two equating methods are provided in 

Table1.2.2.  

 

Table 1.2.2 – Summary statistics of two tests, together with Test B equated to Test A, 

using linear and equipercentile methods when 1AB   

1AB   Test A Test B 

Test B equated 

to Test A 

(linear) 

Test B equated to 

Test A 

(equipercentile) 

Mean 50.58 64.46 50.58 50.58 

SD 15.80 16.25 15.80 15.81 

Minimum 9 16 3.46 9 

Maximum 99 98 83.19 99 

Skewness 0.11 -0.55 -0.55 0.11 

Kurtosis -0.19 -0.14 -0.14 -0.19 

Correlation Test A with 
 

0.903 0.903 0.914 

Correlation Test B with 
  

1.000 0.984 

 

Data in Tables 1.2.2 confirm that both methods were successful in equating the means 

and standard deviations of the two tests. Using the linear method, the skewness and 

kurtosis of Test B equated to Test A remain the same as the skewness and kurtosis of Test 
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B. Using equipercentile equating, the equated Test B to Test A scores had the same 

skewness and kurtosis as Test A scores. The values of the skewnesses and kurtoses 

confirm that the shape of the distribution of Test B scores was not equated to the shape 

of Test A scores distribution using the linear method, while it was with the equipercentile 

method. 

The equating of the Test B mean reduces its original mean by about 14%. As a property 

of the equipercentile method, the maximum raw score of 98 on the easier Test B was 

equated to the maximum score on Test A, which in this case is 99. This increase in the 

equated score of the maximum score on Test B contrasts with the equating of other scores 

which in general are equated down to lower values. This is one of the issues with the 

equipercentile method, namely that the maximum raw score of an equated test is equated 

to the maximum raw score on the equating test. This equating of scores towards the 

maximum (and also to minimum scores) does not always adjust for the difference between 

the difficulties of the equated and equating tests. 

The equipercentile functions obtained by linear interpolation always map the 

highest score on X onto the highest score on Y, and the same for the lowest scores 

(unlike kernel smoothing and the linear equation function). While it is sometimes 

desirable, there are cases where the highest score on an easier test should not be 

mapped onto the highest score on the harder test (Dorans, Moses and Eignor, 2010, 

p.27). 

 

Figures 1.2.1 and 1.2.2 provide the cumulative percentage and percentage frequency 

distributions of Test A, Test B and Test B scores equated to Test A using linear and 

equipercentile methods. 
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Figure 1.2.1 – Cumulative percentage distributions of Test A, Test B and Test B 

equated to Test A scores using linear and equipercentile methods 1AB  . 

 

 

Figure 1.2.2 – Percentage frequency distributions of Test A, Test B and Test B 

equated to Test A scores using the linear and equipercentile methods 1AB  . 

 

Both Figures 1.2.1 and 1.2.2 show that linear equating did not adjust the shape of the 

distribution while the equipercentile method adjusted the shape of Test B equated scores 

to the shape of Test A scores distribution. The slight difference between the Test B 

distribution and Test B equated to Test A distribution using the linear method appears 
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because the frequencies are calculated in the class intervals of five score points, and these 

turn out not to have identical frequencies. 

Test B scores that could not be equated directly using the percentile ranks from Eq.(1.2.2), 

were equated using the linear interpolation provided in Eq. (1.2.5). The number of equated 

scores using linear interpolation may change the equipercentile transformation to become 

more linear-like. 

For example, using the data given in Table 1.2.3, Test B scores of 62 and 63 with 

percentile ranks of 46.11 and 46.81 respectively in the distribution of Test B scores, 

cannot be equated directly to a Test A score. This is because discrete Test A scores with 

the percentiles of 46.11 and 46.81 do not exist in the distribution of Test A scores. 

For score  on Test B, the percentile rank . Percentile 

ranks  of 39.25 and 42.10 satisfy the requirement for  and  

respectively, as defined in Eq. (1.2.5). Therefore Test A scores of 46 and 47 are the 

and  in Eq. (1.2.5). The equated score  of a Test B score of 62 ( ) with the 

percentile rank of 39.55 ( ) is calculated using linear interpolation given by Eq. (1.2.5) 

as:  

    (1.2.7) 

The same ,  ,  and  points were also used to equate Test B score 
( ) 62B

ix   

to equated score  of 46.81 on Test A. 

Figure 1.2.3 visually demonstrates the linearity of the two equated Test B to Test A scores 

relative to the original Test A scores. 
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Figure 1.2.3 – Two Test B scores equated to Test A scores using linear interpolation 

in the equipercentile method when 1AB  . 

 

Table 1.2.3 – The equating of Test B score 62 to Test A score using the equipercentile 

method 

Test A  Test B 

Score  

 

Percentile  

 

 Score  

 

Percentile  

 

Equated on Test A  

 

48 44.95  65 48.41 48.41 

47 42.10  64 47.61 47.61 

 
  63 41.55 46.81 

 
  62 39.55 46.11 

46 39.25  61 37.80 45.31 

 

Table 1.2.4 provides details of how many scores and persons were equated directly using 

Eq. (1.2.3) and how many scores and persons were equated using the linear interpolation 

given by equation Eq. (1.2.5). Data in Table 1.2.4 suggests that the number of scores 

equated directly (the number of scores from two tests with the same percentile rank) is 

very low. 

  

( )Ax
( ) ( )( )A AR x ( )Bx
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Table 1.2.4 – Number of equated scores using the equipercentile method when 1AB   

1AB   
No.of 

scores 

No.of scores  

equated 

directly 

No.of 

estimated 

equated scores 

No.of persons 

equated 

directly 

No.of 

estimated 

persons 

Test A 83 8 75 27 973 

Test B 78 8 70 27 973 

 

For 973 (97.3%) persons on both tests the equated Test B scores were estimated using the 

linear interpolation given by Eq. (1.2.5). Eight of 78 Test B scores were equated directly 

using the equipercentile method given by Eq. (1.2.3). 

Figure 1.2.4 show the equating function of Test B to Test A using linear and 

equipercentile methods when the correlation between tests is 1.00. 

 

  

Figure 1.2.4 – Test B scores to Test A equating transformation using linear and 

equipercentile methods when 1AB  . 

 

The red dots  visually show the very low number of scores in the two tests that had the 

same percentile ranks that could be equated directly in the equipercentile method.  

It is also clear that the transformation of lower and higher scores is not very smooth as 

they increase between successive values. This is because the number of scores with zero 

frequency increased towards both ends. This means that the success of the equipercentile 

method significantly depends on test score distributions. As a result, different procedures 

are usually applied to smooth the equipercentile equating function. These procedures are 
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called pre-equating and after-equating procedures (Kolen & Brennan, 2004; Holland & 

Dorans, 2006). 

 

In case where many scores have zero frequency, the linear interpolation of Eq (1.2.5) 

would be applied to a larger score range. As a result, the equipercentile equating function 

could take a linear-like shape. Because the two simulated tests did not have many scores 

with zero frequency between the maximum and minimum scores, the equating function 

in this study did not take the shape of a linear function. 

 

The equated scores calculated using these two equating methods are more different for 

scores towards 0 and 100. There are two explanations for this. Both explanations are the 

properties of the equating methods. As mentioned earlier, one explanation is that the 

linear method can create an overflow. The second explanation is that the equipercentile 

method equates the maximum and minimum scores of the equated test to maximum and 

minimum scores of the equating test which in this case is Test A. The more difficult Test 

A had a very high maximum score and therefore the maximum of the equated Test B 

scores remains very high although the other Test B equated scores were much lower than 

the original Test B scores. 

 

2.3.2 Equating Test A and Test B scores when .AB 0 75   

The equating of Test A and Test B when they have a latent correlation of 0.75, is shown 

below. Summary statistics for Test A, Test B and Test B scores equated to Test A in linear 

and equipercentile methods, are provided in Table 1.2.5. 
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Table 1.2.5 – Summary statistics of two tests, together with Test B equated to Test A 

using linear and equipercentile methods when 0.75AB   

0.75AB   Test A Test B 

Test B equated 

to Test A 

(linear) 

Test B equated to 

Test A 

(equipercentile) 

Mean 50.58 64.46 50.58 50.58 

SD 15.56 16.08 15.56 15.57 

Minimum 6 18 6.03 6 

Maximum 93 98 83.44 96.50 

Skewness 0.09 -0.54 -0.54 0.09 

Kurtosis -0.25 -0.19 -0.19 -0.24 

Correlation Test A with 
 

0.676 0.676 0.676 

Correlation Test B with 
  

1.000 0.984 

 

Figures 1.2.5 and 1.2.6 provide the cumulative percentage distributions and percentage 

frequency distributions of Test A, Test B and Test B equated to Test A scores using linear 

and equipercentile methods (with the linear interpolation procedure applied). 

 

 

Figure 1.2.5 – Cumulative percentage distributions of Test A, Test B and Test B 

equated to Test A scores using linear and equipercentile methods 0.75AB  . 
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Figure 1.2.6 – Percentage frequency distributions of Test A, Test B and Test B 

equated to Test A scores using linear and equipercentile methods 0.75AB  . 

 

Table 1.2.6 provides details of how many scores and persons were equated directly using 

Eq. (1.2.3), and how many scores and persons were equated using the Eq. (1.2.5). 

Table 1.2.6 – Number of equated scores using the equipercentile method when 

0.75AB   

0.75AB   
No.of 

scores 

No.of scores 

equated 

directly 

No.of 

estimated 

equated scores 

No.of persons 

equated directly 

No.of 

estimated 

persons 

Test A 82 3 79 21 979 

Test B 79 3 76 28 972 

 

For 972 (97.2%) persons the equated Test B scores were estimated using the linear 

interpolation given by Eq. (1.2.5). 

Only three of 79 Test B scores were equated directly using the equipercentile method 

given by Eq. (1.2.3). 

Figure 1.2.7 shows the equating functions of Test B to Test A equated using linear and 

equipercentile methods. 
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Figure 1.2.7 – Test B scores to Test A equating transformation using linear and 

equipercentile method when 0.75AB  . 

 

The two equating functions shown in Figure 1.2.7 have similar properties to the equating 

functions shown in Figure 1.2.4, and for that reason will not be repeated here. The number 

of Test B scores equated directly (red dots) is smaller than those in Figure 1.2.4, but this 

is coincidental and not related to the smaller correlation. 

 

2.3.3 Equating Test A and Test B scores when .AB 0 5   

The two tests, Test A and Test B, with a latent correlation of 0.5 were equated again using 

the linear and equipercentile methods. Summary statistics for Test A, Test B and Test B 

scores equated to Test A using each of these methods are provided in Table 1.2.7. 
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Table 1.2.7 – Summary statistics of two tests, together with Test B equated to Test A, 

using linear and equipercentile methods when 0.5AB   

0.5AB   Test A Test B 

Test B equated 

to Test A 

(linear) 

Test B equated to 

Test A 

(equipercentile) 

Mean 50.63 64.47 50.63 50.63 

SD 15.47 16.09 15.47 15.47 

Minimum 7 15 3.07 7 

Maximum 95 98 82.87 93.67 

Skewness 0.07 -0.53 -0.53 0.07 

Kurtosis -0.29 -0.20 -0.20 -0.29 

Correlation Test A with 
 

0.438 0.438 0.433 

Correlation Test B with 0.438 
 

1.000 0.986 

 

Figures 1.2.8 and 1.2.9 provide the cumulative percentage distribution and percentage 

frequency distribution of Test A, Test B and Test B equated to Test A scores using linear 

and equipercentile methods (with the linear interpolation applied). 

 

 

Figure 1.2.8 – Cumulative percentage distributions of Test A, Test B and Test B 

equated to Test A scores using linear and equipercentile methods 0.5AB  . 
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Figure 1.2.9 – Percentage frequency distributions of Test A, Test B and Test B 

equated to Test A scores using linear and equipercentile methods 0.5AB  . 

 

Table 1.2.8 provides details about how many scores and persons were equated directly 

using Eq. (1.2.3), and how many scores and persons were equated using Eq. (1.2.5). 

 

Table 1.2.8 – Number of equated scores using the equipercentile method when 0.5AB   

0.5AB   
No.of 

scores 

No.of scores  

equated 

directly 

No.of 

estimated 

equated scores 

No.of persons 

equated directly 

No.of 

estimated 

persons 

Test A 82 9 73 45 955 

Test B 81 9 72 67 943 

 

For 943 (94.3%) persons the equated Test B scores were estimated using the linear 

interpolation given by Eq. (1.2.5). 

Nine of 81 Test B scores were equated directly using the equipercentile method given by 

Eq. (1.2.3). 

Figure 1.2.10 shows the equating functions of Test B to Test A equated using linear and 

equipercentile methods. 
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Figure 1.2.10 – Test B scores to Test A equating transformation using linear and 

equipercentile methods when 0.5AB  . 

 

2.3.4 Comparison of the equated scores using linear and equipercentile methods 

For completeness and to demonstrate some of the anomalies of the linear equating 

method, summary statistics of Test A equated to Test B are provided in Table 1.2.9. 

 

Table 1.2.9 – Test A equated to Test B using linear and equipercentile methods 

 
Mean StdDev Minimum Maximum Skewness Kurtosis 

1.0AB         

Linear 64.46 16.25 21.70 114.26 0.11 -0.19 

Equipercentile 64.46 16.26 16 98 -0.55 -0.14 

0.75AB         

Linear 64.32 16.08 17.97 107.88 0.09 -0.25 

Equipercentile 64.32 16.09 18 97.67 -0.54 -0.19 

0.5AB         

Linear 64.47 16.09 19.09 110.62 0.07 -0.29 

Equipercentile 64.47 16.10 15 99 -0.53 -0.20 

 

Data in Table 1.2.9 confirm that the linear equating method can create the overflow. The 

overflow was not created in equating Test B to Test A (Tables 1.2.2, 1.2.5 and 1.2.7). 

This is because the Test B was easier than Test A and the standard deviations of the two 

tests were not significantly different, with the standard deviation of Test A scores smaller 
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by about 0.5 from the standard deviation of Test B scores. In terms of Test B’s standard 

deviation, the standard deviation of Test A scores was smaller in each simulation than the 

standard deviation of Test B scores by 2.77%, 3.23% and 3.85% respectively. In equating 

test A scores to Test B, both parameters - the mean and standard deviation of the equated 

scores – increased, which created the overflow. The same increment of the mean and 

standard deviation of the equated scores is also applied in the equipercentile method but 

the equipercentile method did not create the equated scores outside the range of possible 

scores. The overflow is created by the linear method because it assumes the same 

difference between the difficulties of the two tests on the full score range, whereas the 

equipercentile method adjusts for the changing difficulty differences in the different score 

range. It is generally expected and required that equated scores remain within the possible 

score range of a test. Any truncation or adjustment of these scores will affect the 

discrimination of scores at the extremes, which is usually of greater consequence for the 

top scores. In the case of students competing for university entry or for prestigious 

awards, the top scores are the most competitive and any ad hoc adjustment of these 

equated scores may affect the ranking of the very best students and therefore affect 

important decisions in an unpredictable and uncontrolled way. 

Data in Tables 1.2.2, 1.2.5, 1.2.7 and Table 1.2.9 confirm that equated scores using the 

linear method have the same skewness and kurtosis as the test scores before equating. 

This confirms that the method does not equate these two parameters and the shape of the 

distribution. Clearly the equipercentile method was successful in equating the shapes of 

the distributions. 

 

Although the equipercentile method adjusted the shape of the equated distribution, one of 

its limitations is that the minimum and maximum of the equated test’s scores are equated 

to the maximum and minimum on the equating test’s scores. This means that the top 

equated scores may not be adjusted for the actual difference in difficulty of the scores in 

this range. 

 

The smoothness of the non-linear equating function in equipercentile equating depends 

on the number of test scores and on the number of scores with zero frequency. Table 1.2.9 

shows the number of scores with zero frequency in each simulation. Because of the values 

of the minimum and maximum scores for each of the equated tests shown in Table 1.2.10, 

we can conclude that the scores with zero frequency were towards 0 and 100 in each of 

the three simulations. 
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Table 1.2.10 – Number of test scores with zero frequency 

Simulation Test 1AB   0.75AB   0.5AB   

 
A 18 19 19 

 
B 23 22 20 

 Total scores 51 66 74 

 

Theoretically, the equipercentile method cannot produce equated scores above the 

maximum observed scores on the equated test (Dorans, Moses & Eignor, 2010). However 

the accuracy of the equating of all scores, and of the highest scores in particular (where it 

is extremely important such as in ranking students for university admissions or for some 

other competitive selection process) is unsatisfactory. 

 

3. Summary 

Both the linear and equipercentile methods for equating a pair of tests demonstrated some 

limitations. The linear method equates only the means and standard deviations of the tests, 

but not the shape of their distributions. Therefore it does not adjust for differences between 

the tests’ difficulties across the available score range. This implies that this method is not 

successful in equating tests with skewed distributions of scores. It is highly likely that the 

linear method would create outliers and overflow of equated scores. To adjust the shape 

of the equated scores and to adjust the overflow, various procedures are usually developed 

and applied before or after equating using the linear method. 

Although the equipercentile method theoretically equates the shape of the distributions of 

scores, as shown in the studies above, its performance depends substantially on score 

distributions. Its success also depends on the number of scores in the equated tests that 

have the same percentile rank. Data in Tables 1.2.4, 1.2.6 and 1.2.8 showed that the 

number of scores that can be equated directly by the equipercentile method using their 

percentile ranks, was low when equating 1000 persons’ scores on tests which had a score 

range of 0 – 100. Under real test conditions, the number of persons can be even fewer than 

1000. Therefore the equipercentile method depends on and has the same properties of 

other equating methods that cannot be used to equate all test scores directly. In the studies 

above, linear interpolation was applied for equating scores that could not be equated 

directly. The equating function becomes more linear if there are scores with zero 

frequency between pairs of scores used for interpolation. To adjust the smoothness and 
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reduce the equating error in equipercentile equating, different and sometimes more 

complex adjustment procedures are often developed and applied. They require a separate 

calculation for each score point, which becomes cumbersome in large-scale equating. 

The equipercentile method is not very successful in equating scores towards the observed 

minimum and maximum scores, nor towards the possible maximum and minimum scores. 

Various procedures have been developed specifically to adjust the equated scores at the 

upper and lower ends of the score range. The equipercentile method depends on these 

procedures. These pre-equating and post-equating procedures add to the complexity of 

equipercentile equating. The complexity of the procedures makes the equating method 

almost impossible to be used for more than two tests. Davier, Holland and Thayer (2003) 

acknowledge that the volume of computing is also an issue in Kernel equating methods 

for supporting the equipercentile method. 

 

This thesis will demonstrate that the application of the PRM is successful in equating test 

scores regardless of score distributions, the correlation between the test scores, and the 

number of scores with zero frequency. Studies in this thesis will demonstrate that the PRM 

does not require any additional procedures to be applied (either before or after equating) 

and therefore is a less complex equating method that has the potential to replace both the 

linear and equipercentile methods in many cases. The next Chapter provides an overview 

of the thesis with regard to the application of the PRM, and then presents the PRM and its 

features which are relevant to equating tests. 
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Chapter 2 

Overview of the thesis and the polytomous Rasch model 

 

1. Introduction 

For the purpose of equating test scores, classical statistical methods based on linear 

transformations have been used. More recent innovations use non-linear methods based 

on modern test theory (Kolen & Brennan, 2004; von Davier, Holland & Thayer, 2004). 

This chapter provides an overview of the thesis and describes the application of the 

polytomous Rasch model (PRM) of modern test theory for equating two tests using 

common persons and only total scores for each test (Andrich, 2005; Andrich, 2013; 

Andrich and Surla, 2013). A high profile example which will be used illustratively as a 

basis for this chapter involves equating scores from tests that are sat at the end of Year 12 

studies in schools in the State of Western Australia. In this case, students study different 

combinations of discipline areas (known as subjects), and it is students’ performances on 

tests assessing these subjects that govern their selection into universities. The current 

method used for equating university entry scores in Western Australia, and most other 

states in Australia, is a linear equating method. It applies a set of linear transformations 

to the scores of each test so that, in principle, the distribution of scores of the sample of 

persons on each test is equivalent to the distribution of their summary equated scores. The 

single summary score of each person is derived by summing the scores of each person on 

each test after equating. Thus the distribution of total scores of the sample for each test is 

used as a criterion for equating each test to a common scale. To place all the scores on 

the same order of magnitude as the original test scores, a further constraint is that the 

mean and standard deviation of the equated scores of the population of students are 60 

and 14 respectively. In summing the scores, the assumption is that they are at an interval 

level of measurement with the linear transformations not taking account of any possible 

non-linearity of the scores, especially those close to 100. A full technical explanation of 

this method is provided in https://www.tisc.edu.au/static-fixed/statistics/misc/average-

marks-scaling.pdf . 

A comment on nomenclature might be useful. For purposes of efficiency, and to highlight 

the context, at places it will be stated that “subjects”, rather than “tests”, are to be equated, 

even though it is recognised that the information on the subject from a person is that 

https://owa2k3.curriculum.wa.edu.au/owa/redir.aspx?C=o2-GcRhUBU-TY5bbJkNX_ydK4816MtcIaByvieWCySJI-c0ff11GCsTPLbPiGnuZu17_T6d8ezY.&URL=https%3a%2f%2fwww.tisc.edu.au%2fstatic-fixed%2fstatistics%2fmisc%2faverage-marks-scaling.pdf
https://owa2k3.curriculum.wa.edu.au/owa/redir.aspx?C=o2-GcRhUBU-TY5bbJkNX_ydK4816MtcIaByvieWCySJI-c0ff11GCsTPLbPiGnuZu17_T6d8ezY.&URL=https%3a%2f%2fwww.tisc.edu.au%2fstatic-fixed%2fstatistics%2fmisc%2faverage-marks-scaling.pdf
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person’s test score. However, where a distinction needs to be made between a subject and 

a test or test score, then the particular term will be used. 

It is necessary to equate subjects for university entry in Australia in general, and in 

Western Australia in particular, because students who have selected to study different 

combinations of subjects may compete for entry into the same programs of study (for 

example engineering, psychology, medicine, law). To ensure that different combinations 

of subjects do not favour one group of students artificially because of the properties of 

their tests (such as their relative difficulties), the test scores from different subjects need 

to be equated (Kolen & Brennan, 2004). The need for equating is particularly relevant in 

university selection because, in Australia, and in some other areas of selection, a student’s 

profile of scores on different subjects is summarised by a single number (usually the 

mean, following the equating). Then, for selection into many programs in universities, 

students are offered places primarily on the basis of their rank associated with their 

summary score. Additionally, sometimes information, available from a profile of scores 

from each subject is also used. 

Section 2 provides an overview of this thesis. Section 3 summarises the properties of the 

PRM which specifies a common unidimensional variable among items, (in this thesis the 

items are actually tests), and therefore implies a latent correlation of 1.0. Section 4 

describes one approach that can be used in applying the PRM for equating – an approach 

based on the observed total score in which the parameters of the persons are totally 

eliminated, and which is therefore most consistent with the defining property of Rasch 

models. 

 

2. Overview of the thesis 

As indicated above, the particular substantive context which motivates this application of 

the PRM is the equating of test scores for university selection in Australia. Here, students 

are examined on different combinations of discipline areas of study where it is not 

expected that the latent correlation between pairs of discipline areas will be 1. For 

example, it is not considered that test scores in English Literature and Physics - two of 

the discipline areas alongside those such as Mathematics, History, Economics, and so on 

- would provide a latent correlation of 1. Except for the discipline area of English which 

is a required subject, students choose a subset of discipline areas they wish to study from 

a relatively large set of areas. Therefore, students mostly choose areas of study in which 
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they are likely to be successful. As a result, when adjusted for relative difficulty and other 

properties of the tests, most students’ profiles are likely to be relatively homogeneous. 

Operationally, total homogeneity of profiles implies the equivalent property of 

unidimensionality and a latent correlation between tests of 1. 

However, even though students choose their discipline areas of study, and some of pairs 

of latent correlations between tests can be high, most are nevertheless expected to be, and 

are, less than 1. In addition, students are required to study more than two discipline areas, 

and therefore it is expected that the latent correlation between pairs of tests to be equated 

will be different. That is, it can be expected that there will be a range of positive 

correlations for different pairs of tests assessing students’ respective discipline areas. This 

thesis studies the application of the PRM in such circumstances, namely, where pairs of 

different tests have different latent correlations, and where multiple tests are to be 

equated. The thesis shows and explains why the application can be successful. 

 

2.1 The context of equated tests 

In the context motivating the thesis, the tests to be equated use only their total integer 

scores for each person, and the range of scores on each test is 0 to 100. There are many 

scores with zero frequencies, especially at the lower end. These zero test scores also need 

to be equated (Kolen & Brennan, 2004) and placed on the same scale for the following 

three main reasons: the first is concerned with measurement; the second is related to 

interpreting the scores; and the third has educational implications. First, a single, 

summary score of the tests which composes each student’s profile is taken as the primary 

indicator for selection into universities; second, for various purposes, admission officers 

in universities may also consider a student’s profile; third, it is necessary to encourage 

students to study those discipline areas most relevant to their future university-level 

studies and simultaneously to discourage them from choosing those subjects that they 

consider easier, and on which they might expect to obtain a higher summary score. 

Although the equating of tests for university selection in Australia is the context of the 

studies in this thesis, the above features and demands are considered very general. 

Therefore, the context of university selection is taken as illustrative of a wide range of 

contexts in which tests may need to be equated. 
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2.2 Two methodological aspects of the thesis 

There are two important, basic methodological aspects to the thesis: The first is concerned 

with controlling features of the tests other than the variation among different latent 

correlations among pairs of tests; the second is the criterion that demonstrates the degree 

of success in equating tests in the context of different latent correlations. 

Controls for features of the tests to be analysed are made by using simulated data with 

specified, known distributions of scores in which only the latent correlations between 

pairs of tests vary. The criterion for the degree of success of equating of tests is that the 

distributions of scores after equating are equivalent on the two tests. Evidence of this 

equivalence is demonstrated primarily with cumulative distributions. 

There are two major generalisations of the application of the PRM studied in this thesis. 

The first concerns the equating of just two tests with latent correlations which may be less 

than 1. The second concerns the equating of more than two tests which may have variable 

correlations. The approach to these studies begins from the particular case of just two 

tests, and then extends to the general case of more than two tests. 

 

2.3 The aims of thesis 

Having provided the above introduction to the context and problems to be solved in test 

equating using the PRM, this section sets out specific aims which indicate the approach 

taken to solve the problems. 

 

2.3.1 The correlations between tests and the PRM methods applied for equating 

(1) The first specific aim of the research reported in this thesis is to demonstrate the 

application of the PRM in equating the scores of just two tests whose maximum integer 

scores are 100, and to show that the equating is successful even when the latent correlation 

is less than 1. 

(2) The second specific aim is to explain the reason for the success in equating just 

two tests, even when the latent correlation is as low as 0.5. Both aims are confirmed by 

studies provided in Chapters 3 and 4. In particular, the success of the equating is 

demonstrated to arise from the estimation in which the effect of a latent correlation of less 

than 1 is absorbed into the estimates of the test parameters. As a result, the implied 
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violation of the model because the two tests do not assess the same variable with a latent 

correlation of 1 is overcome through the estimation. 

The PRM provides two methods for equating tests using only scores available from 

persons on both tests. The first involves conditioning on the total score on the two tests, 

which is the sufficient statistic for the person proficiency, to obtain test parameter 

estimates. Then the equated scores are the expected values of the tests, conditional on the 

total score. Because this method is ideal theoretically, it is applied in Chapters 3 and 4 in 

the case of equating two tests. This equating provides the frame of reference for further 

studies. 

Although ideal theoretically, because of the large maximum total score on each test and 

therefore the existence of many combinations of test scores which give the same total 

score, this first method is difficult and inefficient to implement when there are more than 

two tests to be equated. The second PRM method involves estimating proficiencies for 

each total score in which the equated scores are the expected values of the tests, given the 

proficiency estimate. Although theoretically less ideal than the first method, its 

application is relatively routine and efficient using the method of estimation described in 

the thesis. Because it can be implemented readily, it would be important if this second 

method gives equating results equivalent to the theoretically ideal, first method. 

(3) The third specific aim of the study is to show that the two PRM methods do give 

practically identical equating functions in equating two tests. The results of this aim are 

shown in Chapter 5. 

Chapters 3 to 5 conclude the studies of the first major generalisation of the application of 

the PRM to equate just two tests which have a latent correlation less than 1, using two 

different methods. The studies of the second major generalisation of the application of 

the PRM - that of equating more than two tests - begins with the equating of just three 

tests. Equating three tests is seen as qualitatively significantly different from equating two 

tests, and leads to the equating of more than two tests in general. 

(4) The fourth specific aim, therefore, is to study the equating of just three tests in 

which the latent correlations among the three pairs of tests are firstly all 1, and then all 

different. The results of the study of this aim, in which equating is carried out using the 

second PRM method summarised above (that of equating using person proficiency 

estimates) are shown in Chapter 6. It is shown, as in the case of just two tests, that the 
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success in equating arises from the estimation in which the effect of a latent correlation 

of less than 1 is absorbed into the estimates of the test parameters. 

However, in principle, when more than two tests are equated and the latent correlations 

among pairs of tests vary, the explanation of the relative success of the application of the 

PRM is substantially more complicated than in the case of just two tests. This observation 

provides two relevant understandings of the application of the PRM which leads to an 

alternative approach to equating in the presence of three or more tests with variable 

correlations. 

 

2.3.2 The total score and homogeneous profiles 

As indicated above, in the PRM, the total score on the tests that are equated is the 

sufficient statistic for the person proficiency estimate. Sufficiency holds, providing the 

responses fit the model. Fit of the model includes the implication that a substantial 

majority of the profiles in the data can be characterised by a scalar person parameter, or 

in short, that the data are relatively unidimensional. Operationally, this in turn implies 

that when the test parameters are accounted for, the profiles of a substantial majority of 

persons are relatively homogeneous. In this thesis, it is understood that unidimensionality 

is a relative, rather than an absolute concept, and therefore so is the concept of a 

homogeneous profile. 

The homogeneity of profiles is expected because, in general, students select the discipline 

areas they will study, and they choose those in which they are most likely to be successful. 

In the case of students applying for university entry in Western Australia, there are two 

substantive reasons why the profiles of some students might not be homogeneous. First 

they are required to succeed in the discipline area of English, and second, they may choose 

some discipline areas that are recommended as pre-requisites for different areas of further 

study. 

It is often the case that some data editing is carried out prior to test equating (Doran, 

Moses & Edigor, 2010). In the case when some students underperform or over perform 

on a test, their profile becomes non-homogeneous. One form of profiles editing prior to 

equating is data editing as follows: 

This is done to remove any potential influence of these individuals on the equating 

results. Examinees who perform well below chance expectation on the test are 

sometimes excluded; though many of these examinees may have already been 
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excluded if they were not part of the targeted group. (Dorans, Moses & Eignor, 

2010, p.26). 

An option for dealing with non-homogeneous profiles while facilitating the 

unidimensionality requirement of the PRM, and also permitting the interpretation of 

profiles, is to edit the profiles that are relatively non-homogeneous and carry out a second 

analysis. The editing of the profiles is now described. Following the first analysis, and 

the estimation of a scalar proficiency for each person and the vector of test parameters for 

each test, a standardised residual is created for each score of each test in every student’s 

profile. Then for a specified magnitude which suggests an anomalous residual, the test 

score which has a residual greater than this magnitude is eliminated from the profile. In 

this way, the retained profiles will be relatively more homogeneous, and therefore the 

data relatively more unidimensional, than the original data. These edited data are analysed 

in a second analysis. This second analysis provides the test parameters from which to 

equate the tests. A third analysis anchors the test parameters from the second analysis, 

and the person proficiencies from the original data are re-estimated. Then the 

interpretation of the data from this third analysis involves two stages. First, those profiles 

that are relative homogeneous are summarised by the scalar estimate from their total 

score; second, those that are not homogeneous and cannot be summarised by a scalar 

estimate are interpreted in terms of their full profile. 

(5) The fifth specific aim of the thesis, therefore, is to study the effects of editing 

profiles on the equating of tests and on the interpretation of profiles. The results of these 

studies are reported in Chapter 7. 

(6) The sixth specific aim of the thesis is to define the parameters of a theoretical 

distribution of the PRM which approximates interval level of measurement of the equated 

scores. Then all tests are equated to this distribution. The studies concerned with this aim 

are presented in Chapter 8. 

Chapter 9 summarises all the studies completed within this thesis, and illustrates the 

application of the PRM for equating real examination data provided by the School 

Curriculum and Standards Authority of Western Australia. 
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3. The polytomous Rasch model 

This section summarises the properties of the PRM, which is expressed in the form most 

suitable for the purposes of equating. The PRM can be written in the following form 

(Andrich, 2013; Andrich & Surla, 2013), 

,   (2.3.1) 

where  is the response of person  to test i  with a maximum 

possible score ,  is the proficiency of person ,  are coefficients for scores 

 and test , and is a normalising factor that 

ensures the probabilities  sum to 1. The coefficients  are defined by 

,         (2.3.2) 

where  are threshold points of equal probability between adjacent 

scores  and  (Andrich, 1978). The overall difficulty of test i  is given by

. In the examples of this chapter,  for all tests, and therefore 

the subscript  is omitted for  in the rest of the chapter.  

The total score  of person  on multiple tests , 1,2,...,i i I , is the sufficient 

statistic for the person parameter . Using sufficiency of the total score enables the 

comparison of item parameters to be independent of the person parameter. Sufficiency of 

the total score is the defining property of Rasch models in general, and is well established 

in the literature (Rasch, 1961; Andersen, 1977). Therefore, its features which are relevant 

for equating are only summarised below. 

Suppose that person n responds to two tests i and j. Then, assuming statistical 

independence, the probability of the two responses is given by 
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The conditional probability of the responses of person  to two tests, for the total score 

, is given by 

,    (2.3.4) 

where  is a normalising factor in which  is 

the set of all possible response pairs  with a total score of r . It is because Eq. 

(2.3.4) does not involve the person parameter  that the total score  is its sufficient 

statistic. 

The likelihood  from the conditional probability Eq. (2.3.4) of the responses of all  

persons to two tests is given by 

.     (2.3.5) 

Eq. (2.3.5) is used to estimate the set of parameters . 

The PRM has been operationalized in the software Rasch Unidimensional Models for 

Measurement (RUMM2030) to accommodate scores from 0 to 100 for the purpose of 

equating tests where the tests take the role of items and it is this software that was used 

for the majority of analyses reported in this thesis (Andrich, Sheridan & Luo, 2018). From 

the test scores, estimates of the test coefficients can be obtained. However, the 

operationalisation is feasible with test scores from 0 to 100 only because not all 100 

thresholds are estimated for each test. Instead, the threshold parameters are estimated 

using only their first four principal components (the mean which is the difficulty, and the 

spread, skewness, and kurtosis), and from these estimates, all threshold estimates are 

obtained. The reparameterisation of the thresholds into principal components is described 

in Andrich and Luo (2003) and Andrich and Surla (2013), and only a summary is provided 

in this chapter. 

In summary, the category components are given by  

       (2.3.6) 

where  is the polynomial coefficient of principal component . 
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For example the polynomial coefficients of the first four principal components are 

    (2.3.7)

 

Coefficients  are the polynomial functions. The first four are, respectively, the 

linear, quadratic, cubic and quartic functions of the observed scores. The coefficients do 

not depend directly on frequencies and they are defined values even if one or a few scores 

of the test have zero frequency. In methods which estimates parameters directly (e.g. 

Wilson & Masters, 1993) the model is modified in order to estimate thresholds of the item 

and then with further calculations for the thresholds of the categories with zero 

frequencies. The coefficients are infinite if all scores  for an item  are equal to 0 or 

equal to the maximum possible score . The four successive principal components  

are, respectively, the mean, spread, skewness and kurtosis of the thresholds. The mean 

characterises the test’s relative difficulty. The only constraint required in the estimation 

is that the average difficulty of all thresholds is equal to 0, . 

For the purpose of studying the properties of the thresholds and the mean which represents 

a test’s difficulty, it proves convenient to consider the deviations  from their mean 

, defined by 

      (2.3.8) 

The , 1,2,...,ki k m   are referred to as mean-deviated thresholds or the mean deviates. 

The potential of the PRM for the purpose of equating test scores, and a reason for studying 

its possibilities, is that through the conditioning out of the single person parameter, the 

differences in the distributions between the tests are manifested in their threshold 

parameters independently of the assumed common person distributions on the tests. As a 

result, given any total score (observed in the data or not) and using only the threshold 
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parameters, the expected values of the scores on the tests can be calculated. This is shown 

in the next section. In the equating of scores on different tests conditional on the total 

score, different distributions of the tests are equated simultaneously. In addition, unlike 

equipercentile scaling, all observed scores can be equated. 

 

4. Equating two tests using the PRM conditional on the total scores 

of two tests 

To study the equating of test scores using the PRM, this section considers the case of just 

two tests with the same mean-deviated thresholds, and demonstrates the features of 

equating in the case where the properties of the PRM are satisfied fully, particularly where 

the latent correlation between the two tests is 1. This demonstration provides a frame of 

reference for studying the equating when the latent correlation between two tests is less 

than 1. In the method described in this Section, the test parameters are estimated by 

conditioning on the sufficient statistics of the person parameters and the expected value 

is expressed conditional on the observed total score of the two tests. The final step in 

equating is through the expected value curve of each test, conditional on the total score, 

using each test’s threshold parameter estimates. In this method, person parameters are not 

estimated nor used. 

4.1 Calculating thresholds from category coefficients 

Given estimates of the category coefficients , the estimates of the thresholds  are 

calculated readily from Eq. (2.3.2). Thus 

, .     (2.4.1) 

As will be shown, the thresholds are the key parameters in both the simulation of data and 

the process of equating. 

4.2 Equating two tests conditional on total score 

The expected value on test , given the estimated parameters  of two tests 

and  and conditional on total score  ( ), is given by 

ix ki

xiixxi    )1( imx .,..,3,2,1

i {( ),( )}ix jx 

i ,j r i jr x x 
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 ,    (2.4.2) 

where  and  , and is given by Eq. 

(2.3.4). 

The subscript  is not used for the total score in Eq. (2.4.2) because it is independent of 

whether or not any person actually obtained that score, and therefore  is an 

algebraic calculation, given the test parameters . 

By definition, , giving 

      (2.4.3) 

Eq. (2.4.3) provides the equating transformation of the two tests, which is applied in the 

equating of two simulated tests in the next two chapters. Although the total score is an 

integer, it is highly unlikely that the expected values of Eq. (2.4.3), and therefore of the 

equated scores, will be integer values. 

The application of the PRM and the success of the PRM in equating tests will be studied 

and demonstrated in the following Chapters of this thesis. 
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Chapter 3 

Using the polytomous Rasch model to equate two tests whose 

distributions have the same shape and varying correlations  

 

1. Introduction 

This chapter addresses the issues with zero frequencies and the effects of different 

correlations among pairs of tests, together with the equating of the distributions and the 

fit of data to the model for such tests. In order to control for the influence that different 

shapes of the test scores’ distributions may have on equating while studying the effect of 

the correlations, the test scores have almost normal distributions. 

The method that can be used in applying the PRM for equating, based on the observed 

total score in which the parameters of the persons are totally eliminated, (and which is 

thus the most consistent with the defining property of Rasch models) has been explained 

in Section 3 of the previous chapter. 

Section 2 of the present chapter shows the application of the PRM for equating just two 

tests for which the latent correlation is 1.0 and in which the observed distributions have 

different means which characterise their relative difficulties. In order to have control over 

factors influencing the equating, the distributions of the test scores are simulated. 

However, to ensure that the properties of the simulated data are realistic, they are based 

on the properties of examples of real subjects in the selection of students for university 

studies in Western Australia. These data have been made available by the School 

Curriculum and Standards Authority (SCSA) of Western Australia. 

Section 2 provides a frame of reference for the main new issue to be addressed in equating 

using the PRM, namely, the case where the latent correlation between two tests is less 

than 1. The reason this frame of reference is relevant is that when the latent correlation is 

less than 1, the data, in principle, are not consistent with the model which estimates only 

one person parameter. An example where the PRM is applied successfully when the latent 

correlation is 0.75 is shown in Section 3. Again, the distributions of the test scores are 

simulated, and except for the latent correlation being 0.75, the properties of the 

distributions are the same as those in Section 2. To consolidate the interpretations and 

explanations of Sections 2 and 3, Section 4 considers the case when the latent correlation 
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between two tests is as low as 0.5. Again, the distributions of the test scores are simulated, 

and except for the latent correlation being 0.5, the properties of the distributions are the 

same as those in Sections 2 and 3. Section 5 explains why the equating might be 

successful and why the data might fit the PRM in this case, even though the latent 

correlation between tests is not 1. 

 

2. Equating two tests whose latent correlation is 1.0 

2.1 Simulation of test scores 

The two simulated tests are referred to as Test A and Test B respectively, and the latent 

correlation is referred as AB . 

For generating students’ scores, the RUMMss simulation software (Andrich & Marais, 

2009) was used. Given the parameters of the PRM according to Eq. (2.2.1) (that is a 

person parameter  and the test parameters  in terms of thresholds , {1,2}xi i  , and 

1,2,...,x m , where  specifies the maximum score of a test), a random number 

generator is used to provide a discrete integer response for each person to each test. The 

person parameters are generated from a random normal  distribution with specified 

mean and standard deviation. The threshold parameters , {1,2,..., }xi x m   can be 

specified or generated according to different rules. For the simulation reported in this 

Section, the thresholds were specified, and their specification is described in sub-section 

2.2. The software permits variable latent correlations between tests A and B to be 

specified. The description of the manner in which this is done is deferred to the next 

Section in which simulations with a correlation of less than 1 between tests is specified. 

In the present Section, the latent correlation AB  is 1. 

  

n ix

m
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2.2 Simulated test scores when 1AB   

To obtain realistic distributions of simulated responses, the simulations were based on a 

PRM analysis of two real tests of two mathematics subjects with common students, where 

one set of scores was almost normally distributed. The two real tests had a high observed 

correlation, notated as R, of 0.86 with one test being more difficult than the other. The 

properties of the tests are shown in Table 3.2.1. 

 

Table 3.2.1 – Summary statistics of two real tests, Test A and Test B, and their threshold 

estimates 

 

Mean SD Skewness 

Test A 55.02 16.99 -0.13 

Test B 73.57 17.55 -0.95 

 0.2915 1.4509 0.0188 

 -0.2915 1.5423 0.0935 

 

The second test had a more positively skewed thresholds distribution than the first test, 

therefore the thresholds of the first mathematics test were selected to be used for 

simulating data for both tests A and B. 

 

Data were generated with the common latent normal distribution for the persons 

parameter   specified to have a mean of 0.30 and a standard deviation of 0.75 on each 

test. These were chosen to ensure that few, if any, persons had a maximum score of 100, 

while still generating respective means, standard deviations, and a distribution similar to 

the real data. It was expected that there would be scores with zero frequency in the region 

of the lowest scores. Given that the latent correlation of the simulated person distributions 

between the two tests was 1.0, and the latent person parameters on the two tests were 

identical, the difference between the observed distributions was generated by the value of 

the respective difficulties specified for the two tests. The respective mean difficulties of 

the thresholds for the two tests were 0.2915 and -0.2915. Clearly, the test with the more 

difficult threshold mean is the more difficult test. Given that the spread and the skewness 

of the thresholds of the two tests were the same, the only difference between the tests is 

in their difficulties. 

 

0.86AB 

A

i

B

i
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Scores of 1000 pseudo-persons for two tests (Test A and Test B) were generated using 

the RUMMss simulation software and the above threshold and person distribution 

specifications. Although the latent correlation of the simulated test scores was set to 1.0, 

the observed (empirical) correlation between the test scores was 0.9216. This correlation 

is less than 1.0 because of random error in the simulated scores. 

Figure 3.2.1 shows the cumulative percentage distribution of the two tests at every integer 

score point and Figure 3.2.2 shows their percentage frequency distribution with class 

intervals of five adjacent score points. Cumulative percentage graphs are easier to 

interpret from the perspective of equating than are percentage frequency graphs. 

Cumulative percentages are always presented by a relatively smooth curve with values 

from 0 to 100 and the curve is not interrupted by zero frequencies as is the percentage 

frequency distribution curve. The cumulative percentage of a score can be interpreted as 

the score percentile. Therefore, the cumulative percentages of test scores are used to 

demonstrate the effects of equating, with the percentage frequencies shown for interest 

and completeness. 

Table 3.2.2 gives the summary statistical details of the two tests. The standard deviations 

and skewnesses of the two tests are not very different from each other, while the means 

of the two tests are noticeably different, as shown in Figures 3.2.1 and 3.2.2. Thus the 

distributions are suitable for assessing a method of equating the two tests. 

 

 

Figure 3.2.1 – Cumulative percentage distributions of Test A and Test B scores. 
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Figure 3.2.2 – Percentage frequency distributions of Test A and Test B scores. 

 

Table 3.2.2 – Summary statistics of two tests, Test A and Test B when 1AB   

1AB   Mean SD Minimum Maximum Skewness Kurtosis Correlation 

Test A 49.63 16.10 4 94 0.06 -0.28 
 

Test B 61.85 15.61 17 99 -0.06 -0.20 0.922 

 

2.3 Equating test scores conditional on total scores  

Test parameters are estimated conditioning on the sufficient statistics of the person 

parameters according to Eq. (2.3.5) of Chapter 2, and the expected value is expressed 

conditional on the total score of the two tests. 

From Eq. (2.3.3), which is used for purpose of equating, the total score  expressed 

through expected values, is repeated in Eq. (3.2.1). 

[ | ] [ | ]A AE X r E X r r  .      (3.2.1) 

For Test A and Test B, the total score  varies from 0 to 200. Then, for a given total score 

 on the two tests, [ | ]AE X r  and [ | ]BE X r  are the equated scores. Although the test 

scores are in general integer values, as indicated earlier the expected scores [ | ]AE X r  and 

[ | ]BE X r  are highly unlikely to be integer values. Figure 3.2.3 shows the expected values 

of tests A and B, conditional on the total score , at every integer value of the total score 

r

r

r

r
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from 0 to 200, with the total scores of 90 and 101 highlighted. The respective scores for 

90 are 38.53 and 51.47, and for 101 they are 44.11 and 56.89, reflecting the fact that Test 

B is easier than Test A. 

 

 

Figure 3.2.3 – Expected values of Test A and Test B given the total score. 

 

For illustrative purposes, the equated scores for total scores in the range 90 to a 101 are 

provided in Table 3.2.3. Also for purposes of illustration, these equated scores are used 

to equate each observed integer score of Test B to the equivalent (generally non-integer) 

score of Test A, notated as Test B*. 
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Table 3.2.3 – Test A and Test B expected values given the total score 

Total score (integer) Test A Test B Test B* Test B (integer) 

90 38.53 51.47   

91 39.03 51.97 39.07 52 

92 39.54 52.46   

93 40.04 52.96 40.09 53 

94 40.55 53.45   

95 41.06 53.95 41.11 54 

96 41.56 54.44   

97 42.07 54.93 42.14 55 

98 42.58 55.42   

99 43.09 55.91 43.18 56 

100 43.60 56.40   

101 44.11 56.89   

Test B*: equated scores of Test B to Test A. 

 

The Test B* scores shown in this table, are the Test B (integer) scores equated to the 

equivalent scores of Test A. The total score of each test itself is usually an integer value. 

As a result, the equated expected values on one of the two tests to an integer score on 

other test cannot be derived directly from a table such as Table 3.2.3. Therefore, the 

equated scores of an integer value of Test B to an equivalent score of Test A can be 

calculated from Table 3.2.3 using linear interpolation between the two expected values 

on each of the Test A and Test B. 

For example, using the expected values in Table 3.2.3, Test B integer score of 54 is 

equated to Test A by the linear interpolation given in Eq. (3.2.2) 

(54 53.945)
41.055 (41.563 41.055) 41.112

(54.437 53.945)


   


   (3.2.2) 

Thus a score of 54 on Test B is equated to a score of 41.11 on Test A. These equated 

scores reflect in detail that Test B is easier than Test A. The integer scores on Test B, 

within the range of 90 to 101 for the total score, equated to Test A, are also shown in 

Table 3.2.3. 
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Table 3.2.3 shows the integer scores of Test B equated to Test A derived from the method 

given in Eq. (3.2.2). Figure 3.2.4 shows the cumulative percentages of Test A, Test B and 

equated Test B scores to Test A for the simulated data. For completeness, Figure 3.2.5 

shows the percentage frequency distributions of observed Test A and Test B scores and 

the Test B scores equated to Test A. 

 

 

Figure 3.2.4 – Cumulative percentage distributions of Test A, Test B and equated 

Test B scores to Test A using the PRM method. 

 

 

Figure 3.2.5 – Percentage frequency distributions of Test A, Test B and equated Test 

B to Test A scores using the PRM method. 
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Table 3.2.4 shows the statistical details of the two tests and the equated scores. Although 

the original standard deviations and skewnesses of the two tests are not very different, it 

is clear that the original tests have very different means. 

Table 3.2.4 – Summary statistics of two tests, together with Test B equated to Test A 

scores 

1AB   Test A Test B Test B* 

Mean 49.63 61.85 49.66 

SD 16.10 15.61 16.16 

Minimum 4 17 7.54 

Maximum 94 99 95.72 

Skewness 0.06 -0.06 0.09 

Kurtosis -0.28 -0.20 -0.24 

R Test A with  0.922 0.922 

R Test B with    0.999 

RMS (to Test A)  13.745 6.375 

Test B*: equated scores of Test B to Test A 

 

The virtually complete overlap of the two cumulative percentage distributions of Test A 

and the equated scores of Test B suggests that the PRM method adjusts the difference 

between the mean and standard deviation of the equated test, Test B, to the distribution of 

Test A scores, and does not affect the skewnesses and kurtoses which were designed to 

be similar. This similarity is retained after the equating. These outcomes are confirmed by 

the statistics in Table 3.2.4, which show virtually identical mean and standard deviation 

values between the original scores of Test A and the equated scores of Test B. In 

particular, the observed mean for Test B is 61.85, while the mean of the equated Test B 

scores is 49.66, compared to the observed mean for Test A of 49.63. 

 

2.4 Assessing the equivalence of scores numerically 

A common statistic used to compare sets of scores is the root mean square (RMS) 

difference between values that are calculated for the same purpose and intended to be 

equivalent, or even exchangeable. This statistic will be used for two sets of values. First 

it will be used for values from the simulated score distributions at the person level to 

demonstrate the success of equating at the person level. The second RMS value is 

calculated at the level of the equating functions. 
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The RMS of the observed scores is used to compare Test B and Test A scores and to 

compare Test B* and Test A scores. Two calculated RMS values are 

1000
( ) ( ) 2

1

( ) /1000 188.92 13.775


    r r

nA nB

n

RMS x x  for Test B and Test A, and 

*

1000
ˆ( )( ) 2

1

( ) /1000 40.65 6.375



    rr

nA nB
n

RMS x x  for Test B* and Test A. The decrease 

in RMS after the equating, from 13.775 to 6.375, confirms that the equating improved the 

equivalence of Test B* and Test A scores compared to the equivalence of Test B and Test 

A. The difference between the two RMS values (6.375), together with the statistics 

provided in Table 3.2.4, confirms that the equating was successful but the properties of 

the data are not absolutely adjusted at the person level. This is not an anomaly of the 

method used, but, rather, a property of the data. 

The RMS values in the case of a latent correlation of 1 and with equating conditional on 

total scores, where the data are generated to fit the model, provide a standard for the RMS 

values in the studies where the correlation is less than 1. 

 

In this study, the data are simulated to fit the PRM and therefore presenting fit statistics is 

redundant. The presentation of the fit statistics is deferred to the case where the latent 

correlation between two tests that are equated is less than 1.0, and thus where there is a 

sense in which the model is violated. 

 

3. Equating two tests whose latent correlation is 0.75 

Having established the effectiveness of equating in the case where the data fully satisfy 

the PRM, this section describes the case where the latent correlation between the tests is 

0.75 rather than 1. 

The RUMMss software also simulates responses to two tests when the latent correlation 

is specified to be less than 1.0 by modifying the proficiency on each test to be a function 

of two variables, and not just one common variable (Andrich, 1978; Andrich & Marais, 

2008). 

This can be described as presenting a subscale structure. A subscale structure in education 

is where “... technically, the scale is not unidimensional and the degree of non-

unidimensionality depends on the relationships between items within and among the 

subscales.” Andrich (2015, p.25). The presence of subscales implies a bifactor structure 



 

51 
 

(Reise, Moore & Haviland, 2010; Reise, Morizot & Hays, 2007). This structure, which is 

subsequently used to explain the success of equating, is described below. 

Let  remain the proficiency value of person  which is common to both Test A and 

Test B, and let ,  be the proficiency values on the unique aspects of Test A and 

Test B, respectively. Because they are unique aspects, the correlations between the 

common proficiency  and each aspect, , , and between the aspects, are taken 

to be 0, that is 

,   (3.3.1) 

and without loss of generality, each is taken to be normally distributed, with mean 0 and 

standard deviation 1. 

Then for responses of person n to each of Tests A and B, let  be the respective 

proficiencies, given by  

     (3.3.2) 

where  are the respective weights given to the unique aspects of each of the tests.  

The value of each of  is then the person parameter which governs the response 

to Tests A and B respectively, according to the PRM of Eq.   (3.2.1).  

It can be shown readily that the latent correlation  between tests A and B is given by 

.       (3.3.3) 

In the case of two tests only, it is taken that  and therefore the correlation 

between the two tests becomes 

.      (3.3.4) 

Using Eq. (3.3.2) and with specified values of , distributions on the tests with any 

correlation can be specified. 
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3.1 Simulated test scores when  

The same test parameters and person parameters for the simulation when 1AB  , were 

used to simulate scores of 1000 pseudo-persons for two tests (Test A and Test B). The 

maximum possible score on each of the two tests was again 100. The only difference from 

Study 1 was that 0.75AB   , rather than 1AB  . The observed (empirical) 

correlation between the simulated test scores was 0.692, which, as expected, is less than 

0.75 because of random error. 

Figure 3.3.1 shows the cumulative percentage distributions of the two tests at every 

integer score point, and Figure 3.3.2 shows their percentage frequency distributions with 

class intervals of five adjacent score points. 

 

 

Figure 3.3.1 – Cumulative percentage distribution of Test A and Test B scores. 

 

  

0.75AB 

( 0.577)c 
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Figure 3.3.2 – Percentage frequency distribution of Test A and Test B scores. 

 

3.2 Equating test scores 

The tests’ scores were equated using the same method as in Section 2. Table 3.3.1 gives 

the statistical details of the two tests and the equated Test B*, scores. The standard 

deviations, skewnesses and kurtoses of the two tests are similar by design, while, as in 

previous analysis, the means of the two tests are different. 

Table 3.3.1 – Summary statistics of two tests, Test A and Test B together with the equated 

scores Test B* 

0.75AB   Test A Test B Test B* 

Mean 49.21 62.22 49.32 

Standard deviation 16.17 15.53 16.44 

Minimum 2 15 6.39 

Maximum 97 100 100 

Skewness 0 -0.05 0.11 

Kurtosis -0.32 -0.27 -0.16 

R Test A with  0.692 0.692 

R Test B with   0.998 

RMS (to Test A) 0.0 18.012 12.797 

Test B*: equated scores of Test B to Test A. 
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It is evident from Table 3.3.1, that equating using the PRM has substantially, and 

simultaneously, equated the means and standard deviations, and retained the skewness 

and kurtosis of the equated Test B, (Test B*) to Test A. The decrease in the RMS value 

reported in this table confirms the adjustment of Test B scores at the person level. Because 

the observed correlation between the tests was below 1, which suggests a difference in 

person profiles, the RMS value cannot be equal to 0 even after equating. 

Figure 3.3.3 shows the cumulative percentage distributions of Test A, Test B and equated 

Test B* scores for the simulated data, confirming that the equating was successful across 

the sample of scores. For completeness, Figure 3.3.4 shows the percentage frequency 

distributions of observed Test A and Test B scores and the Test B scores which are 

equated to Test A. 

 

 

Figure 3.3.3 – Cumulative percentage distributions of the Test A, Test B and 

equated Test B scores using the PRM method. 
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Figure 3.3.4 – Percentage frequency distributions of Test A, Test B and equated Test 

B scores using the PRM method. 

 

4. Equating two tests whose latent correlation is 0.5 

4.1 Simulated test scores when .AB 0 5   

The same test parameters and person parameters for the previous two simulations were 

used to simulate scores of 1000 pseudo-persons for two tests (Test A and Test B) and 

again the maximum possible score on each of the two tests was 100. The latent correlation 

was specified to be 0.5AB   ( )c 1 . The observed (empirical) correlation of test scores 

was 0.458, again smaller than 0.5 because of random error. 

Figure 3.4.1 shows the cumulative percentage distribution of the two tests at every integer 

score point and Figure 3.4.2 shows the percentage frequency distributions of their scores 

with class intervals of five adjacent score points. 
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Figure 3.4.1 – Cumulative percentage distributions of Test A and Test B scores. 

 

 

Figure 3.4.2 – Percentage frequency distributions of Test A and Test B scores. 

Table 3.4.1 gives the statistical details of the two tests and the equated Test B to Test A 

scores (Test B*). The standard deviations and the skewnesses of the two tests are not very 

different but the means of the two tests are different. 
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4.2 Equating test scores 

Test A and Test B scores were equated using the same method as in Section 2 and 3. 

Table 3.4.1 shows the summary properties of the tests. 

Table 3.4.1 – Summary statistics of two tests, Test A and Test B together with the equated 

scores Test B* 

0.5AB    Test A Test B Test B*  

Mean 49.10 62.14 49.32 

Standard deviation 16.10 15.46 16.59 

Minimum 3 15 7.43 

Maximum 96 99 98.69 

Skewness 0 -0.07 0.18 

Kurtosis -0.30 -0.31 -0.08 

R Test A with 
 

0.458 0.460 

R Test B with 
  

0.997 

RMS (to Test A) 0.0 21.143 16.986 

Test B*: equated scores of Test B to Test A. 

 

It is evident from Table 3.4.1, that equating using the PRM has substantially and 

simultaneously equated the mean, standard deviation, skewness and kurtosis of the 

equated test Test B, Test B* to the Test A. As expected and because of the lower 

correlation between the tests, the RMS values are larger than in the previous two analyses 

but the RMS value decreased after the equating. 

Figure 3.4.3 shows the cumulative percentage distributions of Test A, Test B and equated 

Test B* scores for the simulated data, confirming that the equating was successful across 

the sample of scores. For completeness, Figure 3.4.4 shows the percentage frequency 

distributions of observed Test A and Test B scores and the Test B scores equated to Test 

A. 
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Figure 3.4.3 – Cumulative percentage distributions of the Test A, Test B and 

equated Test B scores using the PRM method. 

 

 

Figure 3.4.4 – Percentage frequency distributions of Test A, Test B and equated 

Test B scores using the PRM method. 
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5. Explanation of the success of equating in the presence of varying 

correlations 

For this study, scores of two tests Test A and Test B with the same mean-deviated 

thresholds and different means, were simulated with three different latent correlations 

between the tests, those of 1.0, 0.75 and 0.5, respectively. Data provided in Section 2, 

Section 3 and Section 4 confirm that the equating using the PRM was successful in the 

case where the correlation of scores from the two tests was not 1. This section provides 

an explanation for the successful equating when the latent correlation is not 1. 

 

5.1 The three simulations and thresholds 

We begin by observing that by conditioning on the total score on the two tests, the only 

item parameters estimated are the thresholds, whose mean is the test’s difficulty. 

Therefore the success of the equating must be linked to the threshold estimates. To study 

the effect of different correlations between tests on the thresholds, it is efficient to consider 

the mean-deviated thresholds of each test, whose mean is, clearly, 0. As indicated above, 

in the simulations the mean-deviated thresholds of the two tests were identical, with the 

means of the thresholds, the tests’ difficulties, different from each other. 

The means and standard deviations of the simulated thresholds and the estimated 

thresholds for Test A and Test B are shown in Table 3.5.1. In addition, the slopes of the 

regression lines of the estimated mean-deviated thresholds with the simulated thresholds 

for each of the three simulation studies are shown. 

In the first simulated data set, with , the estimated mean-deviated thresholds of Test 

A and Test B are virtually the same as the simulated thresholds. The slopes of the 

estimated Test A and Test B thresholds regressed on the simulated values are equal 1.048, 

0.995 respectively, while the intercepts are 0. This confirms that the mean-deviated 

estimated thresholds are virtually the same as the known, simulated mean- deviated 

thresholds of the two tests. Table 3.5.1 shows that as the latent correlation between two 

tests decreases, the standard deviation of the estimated thresholds also decreases. In 

equating the two tests with 1AB  , 0.75AB   and 0.5AB 
,
 the standard deviations of 

the estimated Test A thresholds are, respectively, 1.521, 0.408 and 0.231, and those of 

Test B are 1.445, 0.397 and 0.225, while the simulated thresholds for both tests had a 

standard deviation of 1.451. The means of the estimated thresholds of Test A and Test B 

1AB 
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were also almost the same as the means of the simulated thresholds. Table 3.5.1 also 

indicates that as the correlation between the two tests decreases, the difference between 

the means of the thresholds of the two tests becomes smaller. This is important because a 

decrease in the standard deviation of the thresholds suggests a change in units (Humphry 

& Andrich, 2008) and therefore a numerical change in the difference between the 

threshold’s means is expected. Finally, although the standard deviations decrease with the 

decrease in the latent correlation between tests, the correlations between the simulated and 

estimated values in all three simulations is virtually 1.00. 

Table 3.5.1 – Distributions of thresholds of Test A and Test B estimated under three 

conditions 

Study 1 Test Mean SD Skewness 
R with 

simulated 
Slope  

Simulated A 0.292 1.451 0.019   

 

B -0.292 1.451 0.019   

Estimated 
 

     

1AB   A 0.301 1.521 0.099 1.000 1.048 

 
B -0.301 1.445 0.131 0.999 0.995 

  
     

0.75AB   A 0.096 0.408 0.235 0.996 0.280 

 
B -0.096 0.398 0.004 1.000 0.267 

  
     

0.5AB   A 0.058 0.231 -0.207 0.997 0.159 

 
B -0.058 0.225 -0.066 0.999 0.155 

 

Figure 3.5.1 and Figure 3.5.2 show the estimated Test A and Test B mean-deviated 

thresholds from the three analyses plotted against the known simulated mean-deviated 

thresholds which are the same in all three analyses. They confirm the information in Table 

3.5.1. 

  



 

61 
 

 

 

 

Figure 3.5.1 – Thresholds of Test A in each of the three simulation studies.  

 

 

Figure 3.5.2 – Thresholds of Test B in each of the three simulation studies.  
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5.2 Mathematical implications for the model when correlations between tests are 

different 

This sub-section briefly gives an outline of the mathematical features of the model and 

their relationship to the threshold estimates when the latent correlation between two tests 

is less than 1. 

Given equation Eq. (3.3.2) which creates , the PRM for Test A can be written in 

the form 

      (3.5.1) 

Eq. (3.5.1) is in the form of the PRM of Eq. (3.3.2). Expanding  according to Eq. 

(3.3.2) gives 

    (3.5.2) 

where  is the parameter of person  when responding to Test A,  is the person 

parameter common to both Test A and Test B, and c  is the weight of the unique 

component, , of Test A and  of Test B. In the form of Eq. (3.5.2) the form of the 

PRM of Eq. (3.3.2) is no longer obvious. However, considering Test A, by defining 

,      (3.5.3) 

 

the form of the PRM is restored according to  

    (3.5.4) 
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   (3.5.5) 

where 

.      (3.5.6) 

Given the PRM in the form of Eq. (3.5.4) and Eq. (3.5.5) and the definition of the 

thresholds in Eq. (2.2.2), it is evident that the relationship between the thresholds that are 

simulated when  and those that are estimated, is complex. It seems not 

possible to write an explicit form for this complex relationship. However, it is clear from 

the simulations that the effect is to estimate thresholds that are virtually perfectly 

correlated with the simulated thresholds, but with their standard deviations reduced as a 

function of the magnitude of , and therefore inversely as a function of . 

Specifically, the parameter of the sufficient statistic for each person is the common n , 

which is conditioned out, and test-specific components  and are absorbed into 

the threshold estimates  and . 

Interpretation of the data provided in Figure 3.5.1, Figure 3.5.2, Table 3.5.1 and Table 

3.5.2 using equations Eq. (3.5.1) to Eq. (3.5.5), is shown below. For 1AB  , the test- 

specific variable is , and therefore  and . Therefore the mean and 

standard deviation of person estimates provided in Table 3.5.2 are similar to the simulated 

mean and standard deviation of person estimates. In the case that , and as the 

correlation decreases, the weight  of the test-specific variable increases. As a 

consequence, as  increases, the test-specific person parameters increase their  and 

 contribution to the parameters  and  in the Eq. (3.3.2) which governs the 

responses to the tests. This effect is confirmed by the results of the analyses provided in 

Table 3.5.1. They show that as the correlation between the two tests scores decreases, the 
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means and the standard deviations of the person estimates also decrease, reflecting the 

effect of test-specific person estimates  and  being absorbed into the threshold 

estimates. However, at the observed score level, successful equating seems to be retained.  

 

5.3 Zero frequencies 

It was indicated in the Introduction that one of the factors that the PRM analysis can handle 

is the presence of test data even when there are scores with zero frequency. Table 3.5.2 

shows that both tests had many scores with zero frequency. The more difficult test Test A 

had many scores above 90 with zero frequencies, while the less difficult Test B, had many 

zero frequencies for scores less than 20. The number of scores with a zero frequency did 

not impact on the equating of the two tests in any of the three simulated data sets. 

The equating functions and cumulative distributions provided in Sections 2, 3 and 4 give 

sufficient evidence that the equating function did not change with different correlation 

values between the tests and coped successfully with zero frequencies in the case that 

shapes of the scores’ distributions for the two tests were similar, even though their 

difficulties were different. 

Table 3.5.2 – Number of test scores and total scores with zero frequency 

Simulation Test 1AB   0.75AB   0.5AB   

 
A 18 18 15 

 
B 21 22 24 

 Total score 49 57 64 

  

The number of scores with zero frequencies in each of the tests does not seem to vary as 

a function of the correlation between the tests. However, the number of total scores on the 

two tests with zero frequency provided in Table 3.5.2 suggests that the number of total 

scores with zero frequency increases as the correlation between two tests decreases. 

Figure 3.5.3 and Figure 3.5.4 show the percentage frequency and cumulative percentage 

distributions of the total scores for Test A and Test B in each of the three analyses. Both 

figures suggest that the scores with zero frequency are towards the extreme total scores, 

namely, zero and 200. 

 

'

nA '

nB
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Figure 3.5.3 – Cumulative percentage distributions of Test A and Test B total scores. 

 

 

Figure 3.5.4 – Percentage frequency distributions of Test A and Test B total scores. 

 

Table 3.5.3 provides summary statistics of Test A, Test B and their total score in each of 

the three analyses. Data shows that for the same test distributions in each of the three 

analyses, the means of the total scores, truncated to integer values, remain the same but 

the standard deviations of the total scores change and become smaller. Also the minimum 

observed total score becomes higher and the maximum observed total score becomes 

smaller, which confirms that the scores with zero frequency appear to be at the low and 

high ends of the possible total scores range, zero to 200. 

These details of the data shown above are consistent with the relationship that the variance 

of the sum of two sets of scores, . This is given by  [ ]V A B
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[ ] [ ] [ ] [ , ]   V A B V A V B 2COV A B ,   (3.5.7) 

which establishes that as the covariance between the two tests decreases, so the variance 

of their total scores will also decrease. Given that the variance of each test was constant 

throughout all three simulations, and given that the covariance is a function of correlation 

between two tests, , it follows that if the correlation 

between two tests decreases, then the covariance between the two tests also decreases. 

Table 3.5.3 – Summary statistics of Test A, Test B and their total scores in each of the 

three analyses 

 Mean SD Min Max Skewness Kurtosis 

 
      

Test A 49.63 16.10 4 94 0.06 -0.28 

Test B 61.85 15.61 17 99 -0.06 -0.20 

Total score 111.48 31.08 27 193 0.01 -0.25 

 
      

Test A 49.21 16.17 2 97 0.00 -0.32 

Test B 62.22 15.53 15 100 -0.05 -0.27 

Total score 111.43 29.16 29 189 0.02 -0.30 

 
      

Test A 49.10 16.10 3 96 0.00 -0.30 

Test B 62.41 15.46 15 99 -0.07 -0.31 

Total score 111.51 26.95 37 187 0.03 -0.32 

 

5.4 Test of fit 

It was indicated in the introduction that the traditional mechanisms for equating do not 

consider the fit of the data to the model used. Fit of the data to the model in the case of 

the PRM is provided routinely from an analysis. Two test of fit are considered in this 

chapter. The first is graphical, comparing observed values with the expected values for 

each test, conditional on the total score. The second test of fit follows from a method of 

analysis in which (conditional on the total score of the two tests) observed and expected 

frequencies are compared using the approximate Chi-square distribution. 

[ , ] [ ] [ ]ABCOV A B V A V B  

1
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In the case of just two tests, the possibility and power of the test of fit is affected. For 

example, with just two dichotomous items it is possible to estimate their relative 

difficulties, but testing for fit is irrelevant and impossible. In the case of polytomous items, 

the possibility of a test of fit depends on the number of score points, and the number of 

parameters estimated. In the examples of this chapter, the number of score points is 101, 

and the number of parameters estimated for both tests is seven. Therefore there is power 

in the test of fit. 

The expected value on test i , given the estimated parameters  of two tests 

i  and , and conditional on total score  ( ), is given from Eq. (2.3.2) by  

    (3.5.8) 

The variance of the expected values  of test , given the total score r , is given 

by 

. (3.5.9) 

By definition,  is the expected mean score, that is, the theoretical 

mean on test i , given the total score . 

 

The variance of the mean on test  conditional on the total score , which is commonly 

referred to as the standard error of the mean, is given by 

     (3.5.10) 

where is number of persons with score . 

 

The graphical test of fit compares the observed mean,  with its expected value 

. Figure 3.5.5, Figure 3.5.6 and Figure 3.5.7 provide a graphical tests of fit for 

Test A based on conditioning on the total score from each of the three analyses. The graphs 

show the 95% confidence intervals for the mean, where its distribution on each test, 

conditional on the total score on the two tests, is taken to be approximately normal. 

Because they are entirely complementary to those from Test A, the corresponding graphs 

for Test B are not shown. 

 

{( ),( )}ix jx 

j r i jr x x 

.)}|Pr{(]|[
)(

)(





rU

rLx

iii

x

x

rxxrXE

[ | ]iE X r i

2
)(

)(

2 )]|[()|),((]|[ 



rU

rLx

iiiii

x

x

rXErxrxPxrXV

[ | ] [ | ]i iE X r E X r

r

i r

[ | ] [ | ] / ( )i iV X r V X r F r

( )F r r

|iX r

[ | ]iE X r



 

68 
 

 

Figure 3.5.5 - Observed mean |AX r  and 95% confidence intervals when 1AB  . 

 

 

Figure 3.5.6 – Observed mean |AX r  and 95% confidence intervals when

. 

 

  

0.75AB 
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Figure 3.5.7 - Observed mean  and 95% confidence intervals when 

. 

 

Figure 3.5.5, Figure 3.5.6, and Figure 3.5.7 show that the observed means are within the 

confidence intervals of the standard error of the mean, which confirms fit of the data to 

the model. This implies that in the estimation, the thresholds, * *,A B   respectively absorbed 

the unique components,  of the tests successfully and that the total score 

remained the sufficient statistic for the common person parameter, n , of the two tests 

shown in Eq. (3.5.4) and Eq. (3.5.5). From Figures 3.5.5 to 3.5.7 it is also evident that as 

the latent correlation between the tests decreases, the standard error of the mean, 

conditional on the total score, increases and is particularly large for very low or high total 

scores. This increase arises when the correlation between the two tests is low, because 

then a high score on one test does not imply a very likely high score on the other test, 

resulting in lower frequencies with a particular total score, and especially with very high 

and low total scores. These effects are further manifestations of the frequencies of total 

scores discussed and presented in Tables 3.5.2 and 3.5.3. 

The second test of fit uses the observed and expected frequencies of responses, conditional 

on the total score. For each total score, every pair of responses  has an observed 

frequency for which the expected frequency can be calculated from Eq.(2.2.4) according 

to , where  is the number of persons 

with score . 

|AX r

0.5AB 

' ',nA nB 

,( ) |A Bx x r

( ) Pr{( , ) | } exp( )exp( ) /ri rj n ix jx ijF r x x r     ( )F r

r
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However, with many pairs of scores on the two tests, a number of total scores are likely 

to have zero frequencies, and then it becomes more efficient to form class intervals of 

pairs of scores, conditional on the total score. In the RUMM2030 software, two class 

intervals are formed for each total score. For example, given a total score of 80 on the two 

tests, the scores on each test can range from 0 to 80, with the two scores complementing 

each other, such as (30, 50), (31, 49), and so on. Two class intervals for each total score 

are formed by pooling frequencies for scores from 0 to 40 (m/2) and from 41 (m/2+1) to 

80 on each test and then comparing them to the expected frequencies. The Pearson 
2  

statistic across all total scores is then given by 

   (3.5.11) 

where  is the number of students with a score r who have the pair of scores 

, and again  is the number of persons with score . 

The number of degrees of freedom for Eq. (3.5.12) is calculated using cells without zero 

frequency as follows: 

 (3.5.12) 

where the number of parameters is  and . 

Eq. (3.5.12) needs to be adjusted by the number of class intervals with zero frequency. 

The calculated  statistics, using Eq. (3.5.12) and degrees of freedom based on the class 

intervals from each of the three analyses, are shown in Table 3.5.4. 
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Table 3.5.4 – Conditional fit statistics from each of the three analyses completed using 

RUMM2030 software 

 1AB   0.75AB   0.5AB   

Total Item Chi Squ 140.52 141.26 135.88 

Total Deg of Freedom 145 137 130 

Total Chi Squ Prob 0.590 0.384 0.344 

 

Table 3.5.4 shows that the degrees of freedom decrease as the correlation between the two 

tests decreases. This is again because the number of total scores with zero frequency 

increases as the correlation decreases. For example, when 0.5AB  , from Table 3.5.2, 64 

total scores have a zero frequency (including extreme total scores such 0 and 200) whereas 

when 1, 0.75AB AB   , the numbers are 49 and 57, respectively. 

Illustratively, the degrees of freedom for 0.5AB 
 
are calculated as follows. Because the 

extreme scores 0 and 200 provide no information for any conditional test of fit, they are 

excluded entirely from the calculations, leaving 62 scores with zero frequencies. Four 

parameters were estimated in the PRM model for each test, with one constraint, giving, 

according to Eq. (3.5.12) 

 

The fit statistics provided in Table 3.5.4 show excellent fit of the data to the model in all 

three analysis, which is consistent with the graphical tests of fit described above. This fit 

indicates that the integrity of the equating remains intact regardless of the correlation 

between two tests. 

 

5.5 Equating function in all three analyses 

Finally, Figure 3.5.8 shows the equating function, [ | ]AE X r  of Eq. (2.3.3) for Test A. 

[ | ]BE X r  is complementary and therefore is not shown. Table 3.5.6 shows [ | ]AE X r  for 

selected total scores  when 0.75, 0.5AB AB    , relative to 1AB  . It confirms that 

the equating function of two tests, Test A and Test B, with three different latent 

correlations between the tests (those of 1.00, 0.75 and 0.50), are virtually identical. This 

result indicates that two tests can be equated using the PRM even when their correlation 

is substantially less than 1. Such a conclusion may come as a surprise, given that the usual 

(100 100 1) (4 4 1) 62 130df        

r
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assumption in equating tests using modern test theory is that the latent correlation should 

be 1.00, that is, that the two tests should assess the same substantive variable. 

 

 

Figure 3.5.8 - [ | ]AE X r  for 1, 0.75, 0.5AB AB AB     . 
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Table 3.5.5 – [ | ]AE X r  for selected total scores  when 0.75AB   and 0.5AB  , 

relative to 1AB 
 

Total score 1AB   0.75AB   0.5AB   

0.75AB 

relative to 

1AB   

0.5AB 

relative to 

1AB   

1 0.41 0.45 0.47 -0.04 -0.06 

20 5.69 5.98 6.72 -0.29 -1.03 

40 14.43 13.47 13.63 0.96 0.80 

60 23.78 22.96 22.81 0.82 0.97 

80 33.53 32.98 32.85 0.55 0.68 

100 43.60 43.29 43.15 0.31 0.45 

120 53.87 53.66 53.47 0.21 0.40 

140 64.20 63.86 63.63 0.34 0.57 

160 74.46 73.84 73.99 0.62 0.47 

180 84.79 85.35 86.37 -0.56 -1.58 

199 99.31 99.42 99.45 -0.11 -0.14 

 

The equivalence of the expected values of Test A estimated in each of the three analyses 

is shown in Table 3.5.6. 

Table 3.5.6 – RMS values of the expected values on Test A 

RMS values [ | ]AE X r , 0.75AB   [ | ]AE X r , 0.5AB   

[ | ]AE X r , 1AB   0.600 0.841 

 

Data shown in Table 3.5.5 and Table 3.5.6 confirm the equivalence of the expected Test 

A values across three analyses. The RMS values between expected values are less than 

one score point in all cases, even when the observed correlation between two tests is less 

than 0.5. 

For completeness, the RMS values between Test B* (Test B on Test A) scores, calculated 

for all possible Test A scores within the range 0 to 100, are calculated when 0.75AB   

and 0.5AB   relative to Test B* when 1AB   ,are provided in Table 3.5.7. 

r
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Table 3.5.7 – RMS values between Test B* scores calculated for all possible Test A scores 

in three analyses 

RMS values Test B*, 0.75AB   Test B*, 0.5AB   

Test B*, 1AB   1.022 1.442 

 

The estimates are considered sufficiently equivalent that no formal tests of significance 

are considered necessary. 

 

6. Summary 

This chapter investigated the use of the PRM in equating two tests using only their total 

scores, where the total scores ranged between 0 and 100. Although data for the tests were 

simulated, they were typical of high stakes, university-entry tests in Western Australia. In 

such high stakes where the different tests cannot be assumed to be assessing the same 

construct, the latent correlations between the various tests vary. The main point of the 

investigation was to assess the quality of the equating when the latent correlation between 

the tests assessing the same students is not 1.00. The study investigated the equating 

function from the Rasch model, using the sufficiency of the total score, to establish 

equating functions between the two tests in the cases where their correlation was 1.00, 

0.75 and 0.50. In these tests the distributions were essentially equivalent except that 

because the tests differed in difficulty, they had noticeably difference means. The 

investigation demonstrated that the equating using the PRM equated the means and 

distributions of the two tests and that the equating function was virtually the same for the 

three different correlations. 

Because high stakes tests for university entry have a substantial number of scores with 

zero frequency, a subsidiary point investigated was whether scores with zero frequency, 

especially those with high and low scores, mitigated against using the PRM for equating. 

Because of the method of parameter estimation, in which only four parameters for each 

test were estimated, together with one constraint, the equating was not affected by the 

presence of zero frequencies. The study demonstrated that equating using the PRM adjusts 

the mean and standard deviation of the scores’ distribution. It will be demonstrated in the 

next chapter that it also adjusts the shape of the scores’ distribution when the shape has 



 

75 
 

skewness. As a result, application of the PRM for equating does not require any ad-hoc 

procedures to be applied in advance to the distributions before they can be equated. 
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Chapter 4 

Equating two tests whose distributions have different shapes and 

varying correlations using the polytomous Rasch model 

 

1. Introduction 

The study reported in Chapter 3 demonstrated that equating using the PRM conditional 

on the total score of two tests is not affected firstly, by the number of scores with zero 

frequency, and secondly, by different correlations between tests. Thirdly, the analysis also 

provided evidence that the PRM successfully equates scores towards the maximum 

possible score which, in the case described, was 100. Fourthly, the concern about the fit 

of data was addressed by the application of the PRM. 

When scores on two tests for a group of students are summed to provide a single score, 

and it is intended that the two tests contribute the same weight to this summary score, 

(whether or not the latent correlation is taken to be 1) it is assumed that the distribution 

of the students’ summary proficiencies in the two subjects being tested are the same, that 

is, they have the same mean, standard deviation and shape of distributions that are taken 

to be normal. The reason, therefore, that different tests administered to the same group of 

students need to be equated, is that their initial scores invariably have somewhat different 

observed distributions. That is, they will have different means, standard deviations and 

shape, generally characterised by their skewnesses and kurtoses. Thus, on the assumption 

that the distribution of the proficiencies of the same students in the two subjects are the 

same, differences in the distributions of the observed test scores assessing these subjects 

are seen as properties of the tests, not of the students’ proficiencies. For example, different 

means imply different difficulties, and different standard deviations imply different units 

of the tests. Different values for the skewness and kurtosis can imply different units across 

different parts of the continuum in asymmetric and symmetric ways, respectively. All 

these differences are seen as circumstantial or arbitrary properties of the tests, and not 

ones that are associated with the proficiencies of the persons in the two subjects. 

Therefore, to ensure that these arbitrary differences (including the shape of the score 

distributions) which can impact on a summary score, are eliminated, the observed 

distributions of the test scores on the different tests need first to be equated. 
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This chapter shows that the equating of the shape of the distributions, in addition to 

concerns already addressed about the number of scores with zero frequencies, the effects 

of different correlations between the two equated tests, and the fit of data to the model, 

are addressed in an integrated way by the application of the PRM. 

The same PRM method as in the previous chapter, which is based on the observed total 

score in which the parameters of the persons are eliminated, is used for equating the two 

tests in this study. 

The rest of the Chapter is structured as follows. Section 2 shows the application of this 

method for equating just two tests with a latent correlation of 1.0 but which have different 

observed distributions. In order to have control of factors influencing the equating, the 

distributions of the test scores for the students were simulated. However, to ensure that 

the properties of the simulated data are realistic, they were based on the properties of a 

real example of data from two subjects used in the selection of students for university 

studies in Western Australia. These data were made available by the School Curriculum 

and Standards Authority of Western Australia. The two mathematics subjects that were 

used in the previous study in Chapter 3, were used again for this study. Section 2 also 

provides a frame of reference for the new issue to be addressed in equating using the 

PRM, that is, that the latent correlation between two tests is less than one and the scores 

of the two tests have different skewness. The example where the PRM is applied 

successfully when the latent correlation between two tests is 0.75 with one of the tests 

having a negatively skewed distribution is shown in Section 3. Again, the distributions of 

the test scores are simulated, and except for the latent correlation being 0.75, the 

properties of the distributions are the same as those in Section 2. To consolidate the 

interpretations and explanations of Section 3, Section 4 considers the case when the latent 

correlation between two tests is as low as 0.5 and the shapes of the scores’ distributions 

of the two tests are different. Again, the shapes of the two test distributions are simulated, 

and except for the latent correlation being 0.5, the properties of the distributions are the 

same as those in Sections 2 and 3. Section 5 provides a summary of the findings. 
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2. Equating of two tests whose scores distributions have different 

shape and their latent correlation is 1.0 

 

2.1 Simulation of test scores when .AB 1 0    

As in the study in Chapter 3, the two simulated tests are referred to as Test A and Test B, 

and their latent correlation is referred to as . 

For generating students’ scores, the RUMMss simulation software (Andrich & Marais, 

2009) was use 

2.2 Simulated test scores whose latent correlation .AB 1 0   

The simulated thresholds for the tests were generated from a PRM analysis of two real 

tests of two mathematics subjects with the same students whose scores on one test were 

almost normally distributed and whose scores on the other test were negatively skewed. 

The properties of the two real tests of two mathematics subject are provided in the 

previous chapter. 

 

The thresholds of the first mathematics test were selected for use in simulating data for 

Test A, and the thresholds of the second mathematics test were used for simulating data 

for Test As in the previous study in Chapter 3, the common latent normal distribution for 

the persons was specified to have a mean of 0.30 and a standard deviation of 0.75 on both 

tests.  

 

Scores of 1 000 pseudo-persons for two tests (Test A and Test B) were generated using 

the RUMMss simulation software with the above threshold and person distribution 

specifications. Although for the first analysis in this chapter the latent correlation between 

two simulated tests was set to 1.0, the observed (empirical) correlation of test scores was 

0.9026. This correlation is less than 1.0 because of random error in the simulated scores, 

but it is consistent with the observed correlation of 0.86 between the two mathematics 

tests. 

Figure 4.2.1 shows the cumulative percentage distributions of the two tests at every 

integer score point and Figure 4.2.2 shows their percentage frequency distributions with 

class intervals of five adjacent score points. 

AB
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Table 4.2.1 shows the summary statistical details of the two tests. The standard deviations 

of the two tests are not very different from each other while the means and skewnesses of 

the two tests are noticeably different, giving very different distributions. These 

distributions are shown in Figures 4.2.1 and 4.2.2. Thus the distributions are suitable for 

assessing a method of equating two tests with different shapes. 

 

 

Figure 4.2.1 – Cumulative percentage distributions of Test A and Test B scores. 

 

 

Figure 4.2.2 – Percentage frequency distributions of Test A and Test B scores. 
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Table 4.2.1 – Summary statistics of two tests, Test A and Test B when 1.0AB   

1.0AB   Mean StdDev Minimum Maximum Skewness Kurtosis R 

Test A 50.58 15.80 9 99 0.11 -0.19 
 

Test B 64.46 16.25 16 98 -0.55 -0.14 0.903 

 

2.3 Equating test scores conditional on total scores  

The test parameters are estimated conditioning on the sufficient statistics of the person 

parameters and the expected value is expressed as conditional on the total score of the 

two tests.  

Figure 4.2.3 shows the expected values of tests A and B, conditional on the total score 

, at every integer value of the total score from 0 to 200, with the total scores of 90 and 

101 highlighted.  

 

 

Figure 4.2.3 – Expected values of Test A and Test B given the total score. 

 

The equated scores for total scores in the range 90 to a 101 are provided in Table 4.2.2. 

For purpose of illustration, these equated scores are used to equate each observed integer 

of Test A to the equivalent, generally non-integer score, of Test B. The respective scores 

for 90 are 38.110 and 51.890 and for 101 are 42.736 and 58.264 reflecting that Test B is 

easier than Test A. 

 

r
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Table 4.2.2 – Test A and Test B expected values, given the total score 

Total score (integer) Test A  Test B  Test B* Test B (integer) 

90 38.11 51.89 38.19 52 

91 38.52 52.48 38.88 53 

92 38.93 53.07   

93 39.35 53.65 39.59 54 

94 39.76 54.24   

95 40.18 54.82 40.31 55 

96 40.60 55.40   

97 41.02 55.98 41.04 56 

98 41.45 56.55 41.78 57 

99 41.87 57.13   

100 42.30 57.70   

101 42.74 58.26 45.59 52 

Test B*: equated scores of Test B to Test A 

 

The total score of each test itself is usually an integer value. As a result, the equated 

expected values on one of the two tests to an integer score on the other test cannot be 

derived directly from a table such as Table 4.2.2. However, the equated scores of an 

integer value from Test B to an equivalent score on Test A can be calculated from Table 

4.2.2 using linear interpolation between the two expected values on each of the tests A 

and B. 

For example, using the expected values in Table 4.2.2, a score of 54 on Test B is equated 

to Test A by the linear interpolation given in Eq. (4.2.1): 

  (4.2.1) 

Thus, a score of 54 on Test B is equated to a score of 39.59 on Test A. The method given 

in Eq. (4.2.1) gives the integer scores of Test B in Table 4.2.2 equated to Test A score. 

Figure 4.2.4 shows the cumulative percentage distributions of Test A, Test B and equated 

Test B scores for the simulated data. For completeness, Figure 4.2.5 shows the percentage 

frequency distributions of observed Test A and Test B scores, and the Test B scores 

equated to Test A. 

591.39
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Figure 4.2.4 – Cumulative percentage distributions of Test A, Test B and equated 

Test B to Test A scores using the PRM method. 

 

 

Figure 4.2.5 – Percentage frequency distributions of Test A, Test B and equated 

Test B to Test A scores using the PRM method. 

 

Table 4.2.3 shows the statistical details of the two tests and the equated scores. Although 

the original standard deviations of two tests are not very different, it is clear that the 

original tests have very different means and skewnesses. Their observed empirical 

correlation is 0.903. 
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Table 4.2.3 – Summary statistics of two tests together with Test B equated to Test A 

1.0AB   Test A Test B Test B* 

Mean 50.58 64.46 50.69 

SD 15.80 16.25 15.92 

Minimum 9 16 8.80 

Maximum 99 98 98.11 

Skewness 0.11 -0.55 0.18 

Kurtosis -0.19 -0.14 -0.11 

R Test A with 
 

0.903 0.914 

R Test B with   
 

0.980 

RMS (to Test A) 0.0 15.582 6.566 

Test B*: equated scores of Test B to Test A 

 

The virtually complete overlap of the two cumulative distributions of Test A and the 

equated scores of Test B, suggest that the PRM method adjusts the difference between the 

mean, standard deviation, skewness and kurtosis of the equated test, Test B, to the 

distribution of Test A scores. This suggestion is confirmed by the statistics in Table 4.2.3, 

which show almost identical means, standard deviations, skewnesses and kurtoses of the 

original scores of Test A and the equated scores of Test B. In particular the observed mean 

for Test B was 64.46, while the mean of the equated Test B scores was 50.69 (compared 

to the observed mean of Test A scores of 50.58). The skewness of Test B’s observed 

scores is -0.55 while the skewness of the equated scores of Test B is 0.18 (compared to 

the observed skewness of Test A scores of 0.11). As in Chapter 3, the RMS difference 

values are shown to confirm the success of equating. 

 

3. Equating two tests whose latent correlation is 0.75 

Having established the effectiveness of the equating in the sense that the data fully satisfy 

the PRM, this section describes the equating of two differently shaped distributions of 

test scores in the case where the latent correlation between the tests is 0.75, rather than 1. 

The RUMMss software can simulate responses to two tests where the latent correlation 

is specified to be less than 1.0, by modifying the proficiency on each test to be a function 

of two variables, and not just one common variable (Andrich, 1978; Andrich & Marais, 

2008). 
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Using Eq. (3.3.3) and with specified values of ,A Bc c , distributions on the tests with any 

correlation can be specified. 

 

3.1 Simulated test scores when .AB 0 75   

The same test parameters and person parameters as used for the simulation when 

1.0AB  , were used to simulate scores of 1 000 pseudo-persons for two tests (Test A 

and Test B). The maximum possible score on each of the two tests was again 100. The 

only difference from the first analysis reported in this chapter was that the latent 

correlation between Test A and Test B was 0.75 ( ). The observed (empirical) 

correlation between the simulated test scores was 0.676, which, as expected, is less than 

0.75 because of random error. 

Figure 4.3.1 shows the cumulative percentage distributions of the two tests at every 

integer score point, and Figure 4.3.2 shows their percentage frequency distributions with 

class intervals of five adjacent score points. 

 

 

Figure 4.3.1 – Cumulative percentage distributions of Test A and Test B scores. 

 

  

577.0c
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Figure 4.3.2 – Percentage frequency distributions of Test A and Test B scores. 

 

3.2 Equating test scores 

The tests’ scores were equated using the same PRM method that was used in Section 2 of 

this chapter. Table 4.3.1 gives the summary statistical details of the two tests and the 

equated Test B* scores. The standard deviations of the two tests are not very different 

but, as in the first analysis, the means and skewnesses of the two tests are different. 

Table 4.3.1 – Summary statistics of two tests, Test A and Test B, together with the equated 

scores Test B* 

0.75AB   Test A Test B Test B* 

Mean 50.85 64.32 51.36 

SD 15.56 16.08 16.15 

Minimum 6 18 10.63 

Maximum 93 98 98.39 

Skewness 0.09 -0.54 0.34 

Kurtosis -0.25 -0.19 -0.01 

R Test A with 
 

0.676 0.673 

R Test B with   
 

0.971 

RMS (to Test A) 0.0 18.550 12.847 

Test B*: equated observed scores of Test B to Test A 
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It is evident from Table 4.3.1, that the equating using the PRM has substantially and 

simultaneously equated the means and skewnesses of the equated Test B (Test B*) to Test 

A scores. Although the means and standard deviations are not identical (as they would be 

with a linear equating), other features of the distributions, as well as the skewnesses (-

0.54 transformed to 0.34), have been made equivalent. Because the correlation between 

the tests is less than 1, the increase of the RMS values compared to the RMS values from 

the previous analysis is evident. The decrease of the RMS difference of 5.703 scores 

points after equating, confirms the success of the equating. 

Figure 4.3.3 shows the cumulative frequency distributions of Test A, Test B and equated 

Test B* scores for the simulated data, confirming that the equating was successful across 

the range of scores. For completeness, Figure 4.3.4 shows the percentage frequency 

distributions of observed Test A and Test B scores and the Test B* scores.  

 

 

Figure 4.3.3 – Cumulative percentage distributions of Test A, Test B and equated 

Test B to Test A scores using the PRM method. 
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Figure 4.3.4 – Percentage frequency distributions of Test A, Test B and equated 

Test B to Test A scores using the PRM method. 

 

4. Equating two tests whose latent correlation is 0.5 

4.1 Simulated test scores when .AB 0 5   

The same test parameters and person parameters for the previous two simulations were 

used to simulate scores of 1 000 pseudo-persons for two tests (Test A and Test B), and, 

again, the maximum possible score on each of the two tests was 100. The latent 

correlation was specified to be 0.5AB   ( ). The observed (empirical) correlation 

(R) of test scores was 0.438; once again, this is smaller than 0.5 because of random error. 

Figure 4.4.1 shows the cumulative percentage distributions of the two tests at every 

integer score point and Figure 4.4.2 shows the percentage frequency distributions of their 

scores with class intervals of five adjacent score points. 

1c 
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Figure 4.4.1 – Cumulative percentage distributions of Test A and Test B scores. 

 

 

Figure 4.4.2 – Percentage frequency distributions of Test A and Test B scores. 

 

4.2 Equating test scores 

Test A and Test B scores were equated using the PRM method which has been explained 

in Section 4 of Chapter 3. 

Table 4.4.1 gives the statistical details of the two tests and Test A scores equated to Test 

B scores (Test B*). The standard deviations of the two tests were not very different but 

the means and the skewnesses of the two tests were different. 
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Table 4.4.1 – Summary statistics of two tests, Test A and Test B, together with the equated 

scores Test B*  

 0.5AB   Test A Test B Test B*  

Mean 50.63 64.47 51.70 

Standard deviation 15.47 16.09 16.50 

Minimum 7 15 9.08 

Maximum 95 98 98.33 

Skewness 0.07 -0.53 0.49 

Kurtosis -0.29 -0.20 0.03 

R Test A with 
 

0.438 0.425 

R Test B with   
 

0.960 

RMS (to Test A) 0.0 21.717 17.196 

Test B*: equated observed scores of Test B to Test A 

In equating Test B scores to Test A scores, the PRM method has adjusted the mean and 

skewness and kurtosis of the equated Test B test to the Test A scores. 

It is evident from Table 4.4.1, that the equating using the PRM has substantially and 

simultaneously equated the mean and skewness of the equated test Test B, Test B*, to the 

Test A. Although the means and standard deviations are not identical as they would be 

with a linear equating, other features of the distribution, as well as the skewness ( 0.53  

transformed to 0.49), have been made equivalent. Although the observed correlation 

between the test scores was low and below 0.500, the equating adjusted the RMS 

difference by 4.521 scores points at the profile level.  

Figure 4.4.3 shows the cumulative percentage distributions of Test A, Test B and equated 

Test B to Test A scores for the simulated data. For completeness, Figure 4.5.4 shows the 

percentage frequency distributions of observed Test A and Test B scores and the Test B 

scores equated to Test A. 
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Figure 4.4.3 – Cumulative percentage distributions of the Test A, Test B and 

equated Test B to Test A scores using the PRM method. 

 

 

Figure 4.4.4 – Percentage frequency distributions of Test A, Test B and equated 

Test B to Test A scores using the PRM method. 

 

5. Explanation of the success of equating in the presence of varying 

correlations and different skewnesses of score distributions 

In this study, the scores of two tests Test A and Test B with different mean deviated 

thresholds, different means, and different skewnesses were simulated with three different 

latent correlations between the tests, namely, those of 1.00, 0.75 and 0.50. The three 
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different analyses completed in Chapter 3 of this thesis confirmed that the equating of two 

tests, assuming normal distributions but different test difficulties using the PRM method, 

does not depend on the correlation between two equated tests. Data provided in Section 

2, Section 3 and Section 4 of this study confirm that equating using the PRM was 

successful in the case where the shapes of the equated tests were different and the 

correlation of scores from two tests was not 1.This section provides an explanation for 

this success.  

 

5.1 The three simulations and thresholds 

As indicated above, the thresholds of two mathematics tests with different mean- deviated 

thresholds and different threshold means, (the tests’ difficulties) were used in the 

simulations. 

The means and standard deviations of the tests’ simulated and estimated thresholds are 

shown in Table 4.5.1. In addition, the slopes of the regression lines of the estimated mean-

deviated thresholds with the simulated thresholds for each of the three simulation studies 

are shown.  

In the first simulated data set, with 1AB  , the estimated mean-deviated thresholds of 

Test A and Test B are virtually the same as the simulated thresholds. The slopes of the 

estimated Test A and Test B thresholds regressed on the simulated values are equal (1.004, 

0.980) while the intercepts are 0. This confirms that the mean- deviated estimated 

thresholds are virtually the same as the known, simulated mean- deviated thresholds of 

the two tests. Table 4.5.1 shows that as the latent correlation between two tests decreases, 

the standard deviation of the estimated thresholds also decreases. In - equating the two 

tests with 1AB  , 0.75AB   and 0.5AB  , the standard deviations of the estimated 

Test A thresholds are respectively 1.459, 0.395 and 0.234 and those for Test B are 1.512, 

0.446 and 0.271, while the simulated thresholds for Test A and Test B had standard 

deviations of 1.451 and 1.542, respectively. The means of the estimated thresholds for 

Test A and Test B were also almost the same as the means of the simulated thresholds. 

Table 4.6.1 also indicates that as the correlation between the two tests decreases, the 

difference between the means of the thresholds of the two tests becomes smaller. This is 

important because a decrease in the standard deviation of the thresholds suggests a change 

in the units - and therefore the numerical change of the difference of the thresholds means 

- is expected. Finally, although the standard deviations decrease with the decrease in the 
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latent correlation between tests, the correlations between the simulated and estimated 

values in all three simulations is virtually 1.00. 

 

Table 4.5.1 – Distributions of thresholds for Test A and Test B estimated under three 

conditions 

 Test Mean SD Skewness Correlation Slope  

Simulated A 0.291 1.451 0.019   

 

B -0.291 1.542 0.094   

Estimated 
    

  

1AB   A 0.275 1.459 -0.112 0.999 1.004 

 
B -0.275 1.512 0.047 1 0.980 

     
  

0.75AB   A 0.073 0.395 -0.140 0.998 0.161 

 
B -0.073 0.446 -0.042 0.998 0.175 

     
  

0.5AB   A 0.041 0.234 -0.214 0.996 0.272 

 
B -0.041 0.271 -0.121 0.993 0.289 

 

Figure 4.5.1 and Figure 4.5.2 show the estimated Test A and Test B mean-deviated 

thresholds from the three analyses plotted against the known simulated mean-deviated 

thresholds which are the same in all three analyses. They confirm the information in Table 

4.5.1. 
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Figure 4.5.1 – Thresholds of Test A in each of the three simulation studies. 

 

 

Figure 4.5.2 – Thresholds of Test B in each of the three simulation studies.  

 

5.2 Zero frequencies 

It was demonstrated and confirmed that the PRM analysis can handle the presence of 

scores with zero frequency. Table 4.5.3 shows that both tests had many scores with zero 

frequency. The more difficult test Test A had many scores above 90 with zero frequencies, 

while the less difficult Test B had many zero frequencies for scores less than 20. The 

number of scores with a zero frequency did not impact on the equating of the two tests in 

any of the three simulated data sets. 
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The equating functions and cumulative distributions provided in Sections 2, 3 and 4 of 

this chapter give sufficient evidence that the equating function did not change with 

different correlations between the tests and coped successfully with zero frequencies in 

the case where the shapes of the distribution of scores from the two tests were different. 

 

Table 4.5.2 – Number of test scores and total scores with zero frequency  

Simulation Test 1AB   0.75AB   0.5AB   

 
A 18 19 19 

 
B 23 22 20 

 Total score 51 66 74 

 

The number of scores with zero frequencies in each of the tests does not seem to vary as 

a function of the correlation between the tests, however, the number with zero frequency 

can be seen to increase as the correlation between the two tests decreases. The number of 

total scores with zero frequency in this study is significantly higher that the number of 

total scores with zero frequency in corresponding analyses studied in Chapter 3 when the 

scores of both tests were almost normally distributed. 

Figure 4.5.3 and Figure 4.5.4 show the percentage frequency and cumulative percentage 

distributions of the total scores of Test A and Test B in each of the three analyses. Both 

figures suggest that the scores with zero frequency are towards the two extremes of total 

scores, zero and 200. 
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Figure 4.5.3 – Cumulative percentage distributions of Test A and Test B total 

scores 

 

 

Figure 4.5.4 – Percentage frequency distributions of Test A and Test B total scores. 

 

Table 4.5.3 provides summary statistics for Test A, Test B and their total score in each of 

the three analyses. Data show that for the same tests, the means of the total scores, 

truncated to integer values, remain the same but the standard deviation of the total scores 

changes and becomes smaller. Also, the minimum observed total score becomes higher 

and the maximum observed total score becomes smaller, which confirms that the scores 

with zero frequency appear to be at the low and high ends of the possible total scores range 

of zero to 200. 
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Table 4.5.3 – Summary statistics of Test A, Test B and their total scores in each of the 

three analyses 

 Mean SD Min Max Skewness Kurtosis 

 
      

Test A 50.58 15.80 9 99 0.11 -0.19 

Test B 64.46 16.25 16 98 -0.55 -0.14 

Total score 115.04 31.27 26 195 -0.24 -0.25 

 
      

Test A 50.85 15.56 6 93 0.09 -0.25 

Test B 64.32 16.08 18 98 -0.54 -0.19 

Total score 115.17 28.97 28 188 -0.25 -0.31 

 
      

Test A 50.63 15.47 7 95 0.07 -0.29 

Test B 64.47 16.09 15 98 -0.53 -0.20 

Total score 115.09 26.76 36 179 -0.25 -0.34 

 

5.3  Test of fit 

In the introduction, it was indicated that traditional mechanisms for equating do not 

consider the fit of the data to the model used. In the case of the PRM, fit of the data to the 

model appears routinely from an analysis. Two tests of fit are considered in this chapter. 

The first is graphical, comparing the observed values with the expected values of each 

test, conditional on the total score. The second test of fit follows from the method of 

analysis in which (conditional on the total score of the two tests) observed and expected 

frequencies are compared using the approximate Chi-square distribution. 

The graphical test of fit compares the observed mean, |AX r  with its expected value 

[ | ]AE X r  Figure 4.5.5, Figure 4.5.6 and Figure 4.5.7 show the graphical test of fit for Test 

A from each of the three analyses. The graphs show 95% confidence intervals for the 

mean, where its distribution on each test is taken to be approximately normal. Because 
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they are entirely complementary to those from Test A, the corresponding graphs for Test 

B are not shown. 

 

 

Figure 4.5.5 – Observed mean |AX r  and 95% confidence intervals when 1AB 

. 

 

 

Figure 4.5.6 – Observed mean |AX r  and 95% confidence intervals when 

0.75AB  . 
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Figure 4.5.7 – Observed mean |AX r  and 95% confidence intervals when 

0.5AB  . 

 

Figure 4.5.5, Figure 4.5.6 and Figure 4.5.7 show that the observed means are within the 

95% confidence intervals around the standard error of the mean, which confirms the fit of 

data to the model. It is also evident from Figures 4.5.5 to 4.5.7 that as the latent correlation 

between the tests decreases, then the standard error of the mean, increases, and is 

particularly large for very low or high total scores. As noted before, this increase arises 

when the correlation between the two tests is low, because then a high score on one test 

does not imply a high score on the other test, resulting in lower frequencies for a particular 

total score, and especially for very high and low total scores. These effects are more 

marked when one or both tests have skewed score distributions. These effects are also 

further manifestations of low frequencies of total scores discussed and presented in Tables 

4.5.2 and 4.5.3. 

The second test of fit uses the observed and expected frequencies of responses, conditional 

on the total score. For each total score, every pair of responses  has an 

observed frequency for which the expected frequency can be calculated from Eq. (2.2.4), 

according to , where  is the number of 

persons with score . 

However, because many pairs of scores on the two tests are likely to have zero 

frequencies, it becomes more efficient to form class intervals of pairs of scores, 

rxx BA |),(

ijjxixnnjni rxxrF  /)exp()exp(}|),Pr{()(  )(rF

r
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conditional on the total score. In the RUMM2030 software, two class intervals are formed 

for each total score (Andrich, 2013). 

The calculated 
2  statistics, using Eq. (3.5.11) and degrees of freedom based on the class 

intervals from each of the three analyses, are shown in Table 4.5.4. 

Table 4.5.4 – Conditional fit statistics from each of the three analyses completed using 

RUMM2030 software 

 1AB   0.75AB   0.5AB   

Total Item Chi Squ 194.67 129.65 117.04 

Total Deg of Freedom 143 128 120 

Total Chi Squ Prob 0.003 0.443 0.559 

 

Table 4.5.4 shows that the degrees of freedom decrease as the correlation between the two 

tests decreases. This is again because the number of total scores with zero frequency 

increases as the correlation decreases. For example, when , from Table 4.5.2, 

74 total scores have a zero frequency (including extreme total scores such 0 and 200) 

whereas when 1, 0.75AB AB   , the numbers are 51 and 66, respectively. 

The fit statistics provided in Table 4.5.4 shows the fit of the data to the model in two of 

the three analysis, which is consistent with the graphical tests of fit described above for 

the two analyses. The fit statistics for the analysis of Test A and Test B with a latent 

correlation between the scores of two tests equal to 1, is not excellent. This is because 

there are some scores with very low non-zero frequencies which have a high chi-square 

component. As a result, the total item Chi-square statistic is high. The graphical evidence 

in Figure 4.5.5 shows excellent fit. 

This fit indicates that the integrity of the equating remains intact, regardless of the 

correlation between the two tests and differences in their skewnesses. 

  

5.0AB
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5.4 Equating function in all three analyses 

Finally, Figure 4.5.8 shows the equating function, [ | ]AE X r , of Eq. (2.3.3) for Test A. 

[ | ]BE X r  is complementary and therefore is not shown. Table 4.5.5 shows [ | ]AE X r  for 

selected total scores  when 0.75, 0.5AB AB    relative to 1.0AB  . It confirms that 

the equating function of two tests, Test A and Test B, with three different latent 

correlations between the tests (1.00, 0.75 and 0.50), are virtually identical. This result 

indicates that two tests can be equated using the PRM even when their correlation is 

substantially less than 1, and when the skewnesses of the two tests are different. In skewed 

distributions, scores cluster towards one extreme. For example, in a negatively skewed 

distribution, such as Test B, the test scores tend to cluster towards 100, providing higher 

frequencies for scores towards 100. The studies in this chapter and the data provided in 

sub-section 5.2, showed that in skewed distributions the number of total scores with zero 

frequency substantially increases, the standard deviation decreases, and minimum and 

maximum observed total scores are different from the equivalent statistics shown in the 

corresponding analyses of Chapter 3. As a result, the cumulative percentage distributions 

for Test A and Test B* shown in Figure 4.3.5 and Figure 4.4.3, do not perfectly overlap 

towards the scores 0 and 100. Figure 4.5.8, Table 4.5.5, and this study confirm that the 

equating function remains the same in all three analyses and that the small discrepancy 

between Test A’s and Test B*’s cumulative distributions towards scores of 0 and 100 

reflects a property of the data and not of the equating method applied. 

Such a conclusion may again come as a surprise given that the usual assumption in 

equating tests using modern test theory is that the latent correlation should be 1.00 and 

that the test scores should be normally distributed. 

  

r
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Figure 4.5.8 - [ | ]AE X r  for 1, 0.75, 0.5AB AB AB     . 

 

Table 4.5.5 – [ | ]AE X r  for selected total scores  when 0.75, 0.50AB AB    relative 

to 1AB   

Total score 1AB   0.75AB   0.5AB   

0.75AB 

relative to 

 

0.5AB 

relative to 

 

1 0.29 0.41 0.44 -0.12 -0.15 

20 6.28 6.41 7.23 -0.13 -0.95 

40 16.53 16.67 17.20 -0.14 -0.67 

60 25.76 26.48 26.96 -0.72 -1.20 

80 34.06 34.79 35.02 -0.73 -0.96 

100 42.3 42.57 42.35 -0.27 -0.05 

120 51.63 51.65 51.36 -0.02 0.27 

140 62.46 62.74 62.82 -0.28 -0.36 

160 74.57 75.41 75.94 -0.84 -1.37 

180 87.52 89.11 89.63 -1.59 -2.11 

199 99.53 99.54 99.53 -0.01 0.00 

 

r

1AB 1AB
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Table 4.5.6 shows the RMS values between expected Test A values estimated in an 

analysis when the correlation between the two tests is less than 1, and the expected Test 

A values when the correlation between the two tests is 1. 

Table 4.5.6 – RMS values of the expected values on Test A 

RMS values [ | ]AE X r , 0.75AB   [ | ]AE X r , 0.5AB   

[ | ]AE X r , 1AB   0.686 1.028 

 

Table 4.5.7 provides the RMS values between equated Test B on Test A (Test B*) scores 

calculated for all possible Test A scores, when correlations between the tests Test A and 

Test B are 1, 0.75 and 0.5. 

Table 4.5.7 – RMS values between Test B* scores calculated for all possible Test A scores 

in three analyses 

RMS values Test B*, 0.75AB   Test B*, 0.5AB   

Test B*, 1AB   1.265 1.900 

 

The results confirm the equivalence of the expected values and the equated scores for each 

of the three analyses. The equating functions are not affected by different correlations or 

by different skewnesses of the test scores. 

 

6. Summary 

This chapter, in parallel to the previous chapter, investigated the equating of two tests with 

the PRM using only their total scores, where the total scores ranged between 0 and 100. 

The main point of the investigation was to assess the quality of the equating when the 

latent correlation between the tests assessing the same students is not 1.00, and when the 

distributions of two tests have different shapes. The tests also differed in difficulty. The 

investigation demonstrated that using the PRM, the means and distributions of the two 

tests were equated, and the equating functions for three different correlations were 

virtually the same. 

Similar to the findings of the previous study, the equating was not affected by the presence 

of zero frequencies. The study demonstrated that equating using the PRM adjusts the 
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means, standard deviations and the shape of two tests in the presence of skewness and 

different latent correlations. As a result, application of the PRM for equating does not 

require any ad hoc procedures to be applied before equating the distributions and then 

summing the scores to form a single index of proficiency. 

Although ideal theoretically, using the polytomous Rasch model conditional on total 

scores is difficult and inefficient to implement when there are more than two tests to be 

equated. This includes the need for linear interpolation when equating one test to an 

integer score of the other test because of the large maximum total score on each test and 

therefore the existence of many combinations of test scores which give the same total 

score. This leads to the generation of a large number of complex symmetrical functions 

of the form 

   (4.6.1) 

which is a generalisation of the symmetrical function for just two tests shown in 

Eq.(2.3.4). 

The next chapter explains a second PRM method conditional on person estimates. 

Although theoretically less ideal than the method described above, its application is 

relatively routine and efficient. Because it can be readily implemented, it would be 

important if this second method gives equating results equivalent to the theoretically ideal 

first method. This is the issue that is addressed in the next chapter. 
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Chapter 5 

The PRM method conditional on the person parameter estimates 

 

1. Introduction 

The PRM method, conditional on total score in which the person parameters are 

eliminated, was explained in Section 3 of Chapter 2. This PRM method was successfully 

applied in the study reported in Chapter 3 for equating two tests when the test scores were 

almost normally distributed and with varying latent correlations. The same PRM method 

was also successfully applied in equating two tests, one of which had a negatively skewed 

score distribution, and again with correlations varying between 1 and 0.5. 

However, in practice, the simultaneous equating of multiple tests is typically required. 

For example, the equating of about 50 tests is required for calculating student ranks for 

university selection in Western Australia. The PRM method, conditional on total score, 

becomes inefficient for equating multiple tests. This is also a limitation of the classic 

equipercentile method. 

This chapter presents the methods and results of studies where a second method to equate 

test scores using the PRM was used. This method can be applied readily to the 

simultaneous equating of multiple tests. The aim of this chapter is to confirm that the 

equating functions established from the application of two different PRM methods are the 

same. If that is confirmed, then the second method can be used for equating multiple tests. 

In this chapter, Test A and Test B scores simulated for the three analyses studied in 

Chapter 4, were re-analysed using the second method. 

Chapter 5 is structured as follows. Section 2 introduces the second PRM method for 

equating test scores. Section 3 compares the equating functions of the two PRM methods 

used for equating Test A and Test B scores with varying correlations. Section 4 shows 

the results from equating Test A and Test B scores using these two methods and includes 

a comparison between the methods. Section 5 shows the test of fit in equating tests using 

the second method with varying correlations between the test scores. Section. 6 provides 

a summary of this chapter. 
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2. The second PRM method: Conditional on person parameter 

estimates 

In the second method described below, the test parameters are estimated conditioning on 

the sufficient statistics of the person parameters, and then the expected values are 

calculate, given the person estimates. This contrasts with the first method in which the 

expected values are calculated, given the person total scores. The person estimates are 

based on the total scores on the two tests, and are estimated unconditionally, given the 

test parameters. 

 

2.1 Estimating test parameters  

The test parameters are estimated as in the first PRM method, conditional on total scores. 

In the first method, the conditional probability of the responses of person  to two tests, 

for the total score , is provided in Chapter 2 and given by Eq. (2.3.4) in 

which the normalising factor is calculated using all possible response pairs  with 

a total score of . In the case of more than two tests, the number of test score combinations 

that sum to a total score , is large. Therefore the implementation of a normalising factor 

equation with more than two tests becomes almost impossible. It will be recalled from 

Chapter 2 that the pairwise method of estimation of the test parameters requires only a 

symmetric function of the tests in pairs. 

 

2.2 Estimating person parameters given the test parameters 

Estimation of the expected values of test scores, given the total score, involves the 

symmetric functions as shown for the case of just two tests in equations Eq. (2.4.2) and 

Eq. (2.3.4) of Chapter 2. These become complex in the case of more than two tests and 

in the estimation of the test parameters. This complexity is avoided using the pairwise 

conditional method of estimation which means that the symmetric functions of just two 

tests at a time are required. Estimates of person parameters, as shown below, do not 

involve symmetric functions. 
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All persons  with the same total score  get the same person estimate, notated  with 

subscript  rather than . This is because the person total score  is a sufficient statistic 

for the person parameter . The subscript  in  is used for efficiency in the relevant 

equation below. 

 

Given the tests’ parameters , the maximum likelihood equation for the 

person parameters  for each total score , is given by 

   (5.2.1) 

where  is the response of a person with a total score r  to test i  

with a maximum possible score ,  is the proficiency estimate of a person with a total 

score r ,  are coefficients for scores , and test, and 

 is a normalising factor that ensures the probabilities 

 sum to 1. 

 

2.3 Expected values based on person parameters 

Given the person estimate , the expected value on test i  is given by 

     (5.2.2) 

Eq. (5.2.2) provides a link between the person parameter and the expected score on each 

of the tests. 
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2.4 Equating two tests based on the expected values given the person parameters 

For any total score, given the test parameters, person parameters are calculated using Eq. 

(5.2.1). 

Given the person parameter from Eq. (5.2.2), the expected values on each test are 

calculated.  

Conversion of person parameters to the expected values on any of the tests i  and  gives 

the expected values curves that are used for equating tests. The advantage of this method 

is that, given person estimate ˆ
r  expected score on each test can be calculated readily 

from Eq. (5.2.2). This means that, in general, multiple tests can be equated using this 

method. 

The results from equating using this method are shown in the following sections. 

 

3. Comparison of the equating functions and expected values of the 

two PRM methods  

In this study, the second PRM method conditional on person parameter estimates is 

applied in equating Test A and Test B scores simulated for the three analyses described 

in the study in Chapter 4. In that study we confirmed that, conditional on total score, the 

PRM is successful in equating two test even in the presence of total scores with zero 

frequencies, when the correlation between the equated tests is as low as 0.5, and when the 

test scores’ distributions have different skewnesses. 

In each method, the final step of equating is through the expected value curve of each test 

given by each test’s threshold parameter estimates. 

  

j
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3.1 Comparison of the equating functions 

Figure 5.3.1, Figure 5.3.2 and Figure 5.3.3 show the equating functions, [ | ]AE X r  and 

[ | ]BE X r  of Eq. (2.3.3) for Test A and Test B respectively, equated conditioning on total 

score when between-test correlations are ,  and . The same 

figures also show the equating functions, ˆ[ | ]A rE X   and ˆ[ | ]B rE X  , of Eq. (5.2.2) for 

Test A and Test B respectively, equated conditioning on person estimates when 

correlations are 1AB  ,  and . The results confirm that the equating 

function of two tests, Test A and Test B, for latent correlations of 1.00, 0.75 and 0.5, 

equated conditional on total score and then conditional on person estimates, are virtually 

identical. 

  

 

Figure 5.3.1 - [ | ]AE X r , [ | ]BE X r , ˆ[ | ]A rE X   and ˆ[ | ]B rE X   for 1AB  . 

 

1AB  0.75AC  0.5BC 

0.75AC  0.5BC 
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Figure 5.3.2 - [ | ]AE X r , [ | ]BE X r , ˆ[ | ]A rE X   and ˆ[ | ]B rE X   for 0.75AB  . 

 

 

Figure 5.3.3 - [ | ]AE X r , [ | ]BE X r , ˆ[ | ]A rE X   and ˆ[ | ]B rE X   for 0.5AB  . 

 

The three figures also suggest that a relationship between the correlation between two 

tests and the person estimates can be found. Two studies in Chapter 3 and Chapter 4 

confirmed a relationship between the correlation between two tests and estimated standard 

deviations of the estimated thresholds. The greater the correlation, the smaller the standard 

deviation of the thresholds is. As a result, a relationship between the correlation between 

two tests and the standard deviation of the person estimates is expected also from the 

second method. This is expected because the thresholds are estimated first and then the 
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person parameters are estimated using the estimated thresholds. Table 5.3.1 provides the 

means and the standard deviations of the person estimates in each of the three analyses 

completed in Chapter 4. 

Table 5.3.1 – The mean and standard deviation of person estimates in equating simulated 

Test A and Test B scores simulated in Chapter 4 

Persons estimates  Mean Standard deviation 

Simulated  0.300 0.750 

Estimated 1AB   0.350 0.749 

 0.75AB   0.102 0.189 

 0.50AB   0.061 0.100 

 

Person estimates were simulated with a mean of 0.3 and standard deviation of 0.75 in each 

of the three simulations. The estimated mean and standard deviation of the person 

estimates in equating Test A and Test B with 1AB  , were 0.3503 and 0.7492 

respectively, which are almost the same as the simulated mean and standard deviation. In 

the analyses where 0.75AB   and 0.5AB  , the means and standard deviations of the 

person estimates decrease. The means are, respectively, 0.1015 and 0.0616 and the 

standard deviations are 0.1893 and 0.1003. The effect of a decreasing correlation between 

two tests on the person distribution is to reduce the standard deviation of the person 

estimates, in parallel to the reduction of the standard deviation of the threshold estimates, 

which has been already explained in previous chapters. 

 

3.2 Comparison of the expected values  

It will be recalled that the expected values [ | ]AE X r  and [ | ]BE X r  on Test A and Test B, 

for every integer total score  in a range from 0 to 200, are calculated using the first PRM 

equating method. This section shows the comparison between the expected values 

[ | ]AE X r  and [ | ]rAE X   for each test. 

Figure 5.3.4, Figure 5.3.5 and Figure 5.3.6 show the expected values ( [ | ]AE X r ,

[ | ]rAE X  ) of Test A, when correlations are 1AB  , 0.75AB   and 0.5AB  . 

r
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Figure 5.3.4 - [ | ]AE X r , ˆ[ | ]A rE X   for 1AB   

 

 

Figure 5.3.5 - [ | ]AE X r , ˆ[ | ]A rE X   for 0.75AB   
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Figure 5.3.6 - [ | ]AE X r , ˆ[ | ]A rE X   for 0.5AB   

 

Figure 5.3.4, Figure 5.3.5 and Figure 5.3.6 confirm that the expected values calculated 

using two different PRM methods are almost identical when correlations are 1AB  , 

0.75AB   and 0.5AB  .  

 

4. Comparison of the equated test scores using two PRM methods  

In the previous section, the equated scores were presented in terms of expected values, 

given the person total scores, and the person estimates. This section shows the results of 

the equating of the actual distributions of Test A and Test B scores simulated with latent 

correlations 1AB  , 0.75AB   and 0.5AB   that were previously analysed in Chapter 

3, using the first methods. 

4.1 Comparison of the equated scores when AB 1   

Figure 5.4.1 shows the cumulative percentage distributions of Test A, Test B and equated 

Test B scores, using the two PRM methods for the simulated data when 1.AB   For 

completeness, Figure 5.4.2 shows the percentage frequency distributions of observed Test 

A and Test B scores, and Test B scores equated to Test A, calculated using two PRM 

methods. Frequencies in Figure 5.4.2 are calculated in class intervals of five. 
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Figure 5.4.1 – Cumulative percentage distributions of the Test A, Test B and the 

equated Test B on Test A scores using two PRM methods. 

 

 

Figure 5.4.2 – Percentage frequency distributions of Test A, Test B and the equated 

Test B on Test A scores using two PRM methods. 

 

Table 5.4.1 shows the statistical details of the two tests and the equated scores calculated 

using two different PRM methods. 
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Table 5.4.1 – Summary statistics of two tests together with Test B equated to Test A 

scores 

1AB   Test A Test B 
Test B* 

(tot.sc.) 

Test B* 

(prs.est.) 

Mean 50.58 64.46 50.69 50.79 

Standard deviation 15.80 16.25 15.92 15.96 

Minimum 9 16 8.80 8.74 

Maximum 99 98 98.11 97.86 

Skewness 0.11 -0.55 0.18 0.17 

Kurtosis -0.19 -0.14 -0.11 -0.12 

R Test A with 
 

0.903 0.914 0.915 

R Test B with   
 

0.980 0.981 

Test B*: equated scores of Test B to Test A.  

 

The virtually complete overlap of the two cumulative distributions of the equated Test B 

scores using two different methods suggests that the second PRM method, conditional on 

person estimates, gives almost equivalent equated scores in the case when the latent 

correlation is 1AB  , and even if the two tests have differently-shaped distributions. 

This suggestion is confirmed by the statistics shown in Table 5.4.1, which show almost 

identical values for the means, standard deviations, minimum, maximum, skewnesses and 

kurtoses of the equated scores of Test B calculated using the two different methods. In 

particular, the mean of the equated Test B scores using the PRM conditional on total score 

was 50.69, while the mean of the equated Test B scores using the PRM conditional on 

person estimates was 50.79. The skewness of the equated Test B scores using the PRM 

conditional on total score was 0.18, while the skewness of the equated Test B scores using 

the PRM conditional on person estimates was 0.17. 

 

The equivalence of the equated scores calculated by the two methods is evident not only 

at the level of distributions, but at the person level. With a same sample t-test, the mean 

difference could indicate the mean of the differences between the equated scores of the 

same person calculated with the two methods, however, the sample size of 1 000 persons 

is large and the t-test would show significance even for small mean differences. The 

calculate t-values in each analysis are 0.132, 0.549, and 1.003, with each probability equal 

to 0. 

0.125RMS 
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A common statistic used to compare sets of scores that should be equivalent is the root 

mean square (RMS) difference. It is a relevant statistic to use to compare the equated 

values of Test B to Test A from the two methods of equating, conditional on the total 

score, and conditional on the person estimate, therefore, this statistic, 

 is reported. The very small value of 

0.125 confirms the equivalence of the equated scores calculated by the two methods. 

 

4.2 Comparison of the equated scores when .AB 0 75   

Figure 5.4.3 shows the cumulative percentage distributions of Test A, Test B and equated 

Test B scores using two PRM methods when 0.75AB  . Again for completeness, Figure 

5.4.4 shows the percentage frequency distributions of observed Test A and Test B scores 

and the Test B scores equated to Test As calculated using two PRM methods, in class 

intervals of five. 

 

 

Figure 5.4.3 – Cumulative percentage distributions of Test A, Test B and the 

equated Test B on Test A scores using two PRM methods. 
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Figure 5.4.4 – Percentage frequency distributions of Test A, Test B and the equated 

Test B on Test A scores using two PRM methods. 

 

Table 5.4.2 shows the statistical details of the two tests and the equated scores, which 

confirm that equating using either of the two PRM methods will gives equivalent equated 

scores. 

Table 5.4.2 – Summary statistics of two tests together with Test B equated to Test A 

scores 

0.75AB   Test A Test B 
Test B* 

(tot.sc.) 

Test B* 

(prs.est.) 

Mean 50.85 64.32 51.36 51.76 

Standard deviation 15.56 16.08 16.15 16.39 

Minimum 6 18 10.63 10.77 

Maximum 93 98 98.39 98.34 

Skewness 0.09 -0.54 0.34 0.26 

Kurtosis -0.25 -0.19 -0.01 -0.11 

R Test A with 
 

0.676 0.673 0.675 

R Test B with   
 

0.971 0.976 

Test B*: equated scores of Test B to Test A.  

 

The virtually complete overlap of the two cumulative distributions of the equated Test B 

on Test A scores using two different methods suggests that the second PRM method 

0.580RMS 
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conditional on person estimates results in almost identical equated scores when the latent 

correlation is 0.75AB  , even if the two tests have differently-skewed distributions. 

This conclusion is confirmed by the statistics in Table 5.4.2 which show almost identical 

values for the means, standard deviations, minimum, maximum, skewnesses and kurtoses 

of the equated scores of Test B calculated using the two different methods. In particular, 

the mean of the equated Test B scores using the PRM conditional on total score was 51.36, 

while the mean of the equated Test B scores using the PRM conditional on person 

estimates was 51.76. The standard deviations, minima and maxima of the equated scores 

in the two equating methods were identical in integer values. The skewness of the equated 

Test B scores using the PRM conditional on total score was 0.34, while the skewness of 

the equated Test B scores using the PRM conditional on person estimates was 0.26. 

 

Similar to the previous analysis, the equivalence of the equated scores calculated by the 

two methods is also confirmed by the root mean square difference between the pairs of 

equated scores. In this analysis this index is 0.580. Although it is a very small value - less 

than half a score point from a maximum of 100 - it is a little larger than , the value 

when 1AB   

 

4.3 Comparison of the equated scores when .AB 0 5   

Figure 5.4.5 shows the cumulative percentage distributions of Test A, Test B and the 

equated Test B scores using the two PRM methods when 0.5AB  . For completeness, 

Figure 5.4.6 shows the percentage frequency distributions of Test A and Test B scores, 

and the Test B scores equated to Test A calculated in class intervals of five. 

 

0.125
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Figure 5.4.5 – Cumulative percentage distributions of the Test A, Test B and the 

equated Test B on Test A scores using two PRM methods. 

 

 

Figure 5.4.6 – Percentage frequency distributions of Test A, Test B and the equated 

Test B on Test A scores using two PRM methods. 

 

Table 5.4.3 shows the statistical details of the two tests and the equated scores, and 

confirms that equating using either of the two PRM methods will give equivalent equated 

scores. 
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Table 5.4.3 – Summary statistics of two tests together with Test B equated to Test A 

0.5AB   Test A Test B 
Test B* 

(tot.sc.) 

Test B* 

(prs.est.) 

Mean 50.63 64.47 51.70 52.44 

Standard deviation 15.47 16.09 16.50 16.61 

Minimum 7 15 9.08 9.30 

Maximum 95 98 98.33 98.31 

Skewness 0.07 -0.53 0.49 0.32 

Kurtosis -0.29 -0.20 0.03 -0.15 

R Test A with 
 

0.438 0.425 0.430 

R Test B with   
 

0.960 0.973 

Test B*: equated scores of Test B to Test A.  

 

The virtually complete overlap of the two cumulative distributions of the equated Test B 

scores using two different methods suggests that the second PRM method conditional on 

person estimates calculates almost identical equated scores in the case where the latent 

correlation is , even if the two tests have differently-skewed distributions. 

 

This conclusion is confirmed by the statistics in Table 5.4.3, which show almost identical 

values for the means, standard deviations, minimum, maximum, skewnesses and kurtoses 

of the equated scores of Test B calculated using two different methods. In particular, the 

mean of the equated Test B scores using the PRM conditional on total score was 51.70, 

while the mean of the equated Test B scores using the PRM conditional on person 

estimates was 52.44. The standard deviation, minima and maxima of the equated scores 

from the two equating methods were identical to the nearest integer value. The skewness 

of the equated Test B scores using the PRM conditional on total score was 0.49, while the 

skewness of the equated Test B scores using the PRM conditional on person estimates 

was 0.32. The RMS is 1.133, which is larger than in the analyses when the correlation 

between test scores was 1AB   and 0.75AB  . The RMS values when the correlations 

between test scores were 1.0, 0.75 and 0.5, are 0.125, 0.580 and 1.133, respectively. This 

successive increase with decreasing values of the correlation is expected, but it is evident 

that even when the correlation is relatively small, the RMS is of the order of only 1 score 

point. 

1.133RMS 

0.5AB 
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5. Graphical test of fit of items conditional on person estimate 

The graphical test of fit compares expected values calculated conditional on person 

estimate and the observed means of the scores for 10 class intervals approximately of 

equal size. Figures 5.5.1 to 5.5.3 were generated in the software RUMM2030 for each of 

the three analyses with latent correlations between the test scores of 1, 0.75 and 0.50. 

 

 

Figure 5.5.1 – Test A and Test B estimated and simulated scores against person 

estimates when 1AB  . 

 

 

Figure 5.5.2 – Test A and Test B estimated and simulated scores against person 

estimates when 0.75AB  . 
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Figure 5.5.3 – Test A and Test B estimated and simulated scores against person 

estimates when 0.5AB  . 

Figures 5.5.1 and 5.5.2 above show that the expected values and the test scores are almost 

identical for each of the 10 class intervals when 1AB 
 
and 0.75AB  . 

 

Figure 5.5.3 shows that although the expected values and the test scores are similar, they 

do not perfectly overlap in all 10 class intervals as happened with higher correlations 

between the tests. In the case of a low correlation between the test scores, it is typical that, 

for example, some persons may achieve a high score on the first test and a low score on 

the second test. 

 

A common useful statistic that is a counterpart to the information in Figures to 5.5.1 to 

5.5.3, is an approximate Chi-square statistic calculated as 

      (5.5.1) 

on  degrees of freedom for class intervals . The Chi-square 

statistics with 10 class intervals, calculated in RUMM2030, under each condition are 

shown in Table 5.4.4. 
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Table 5.4.4 – Fit statistics from each of the three analyses completed using RUMM2030 

software 

 1AB   0.75AB   0.5AB   

Overall Item Chi Squ 10.70 7.66 17.35 

Deg of Freedom 18 18 18 

Chi Squ Prob 0.907 0.983 0.499 

 

The Chi-square statistics that appear in Table 4.5.4 of Chapter 4, and in Table 5.4.4, are 

calculated in the same analysis with the difference that the statistics in Table 4.5.4 were 

calculated using Eq. (3.5.11) and total scores, and the statistics shown in Table 5.4.4 were 

calculated using Eq. (5.5.1) and the expected and observed values of the class intervals. 

As indicated in Chapter 4, values calculated in Table 4.5.4 depend on the number of total 

scores with zero frequency and on the frequency of total scores with non-zero frequencies. 

Data provided in Table 5.4.4 suggest that the fit statistics calculated with 10 class 

intervals, were not affected by the low frequencies of some total scores when using the 

Eq. (3.5.11). Although the values in Table 5.4.4 confirm the fit of the data, the statistics 

of the third analysis suggests a less good fit than that of the other two analyses. 

For completeness, the Chi-square statistics of Test A and Test B of all 10 class intervals 

in each of the three analyses, are provided in Table 5.4.5. 

Table 5.4.5 – Fit statistics of each Test A and Test B from each of the three analyses 

calculated in RUMM2030 software 

 1AB   0.75AB   0.5AB   

 Test A Test B Test A Test B Test A Test B 

Total Item Chi-Squ 5.036 5.664 3.678 3.978 7.879 9.879 

Deg of Freedom 9 9 9 9 9 9 

Chi-Squ Prob 0.831 0.773 0.931 0.913 0.546 0.395 

 

The values in Table 5.4.5 confirm the data shown in Figures 5.5.1 to 5.5.3, and the 

differences (which are not significant) between the means of the expected values and the 

observed scores in the third analysis. 
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6. Summary 

This chapter investigated a different PRM method for test equating. In this method, the 

test parameters are estimated by conditioning on the sufficient statistics of the person 

parameters. The person estimates are then obtained using the test parameter estimates, 

and the expected values are calculated, given the person estimates. 

The quality of the equating function and the equated scores derived from the second PRM 

method, was assessed by comparing equating functions from the two methods and also 

by comparing the equated scores from a sample of data using the two methods. 

Figures 5.3.1 to 5.3.3 show an almost perfect overlap of the equating functions derived 

from using two methods to equate Test A and Test B. 

Figures 5.4.1 to 5.4.6 and Tables 5.4.1 to 5.4.3 confirm almost identical Test B equated 

to Test A scores calculated using two different methods to equate Test A and Test B. Test 

A and Test B scores were simulated for the analysis shown in Chapter 4 that investigated 

the effects of different correlations between test scores, and the equating of two tests 

whose shapes were different. 

The study in Chapter 4 confirmed that the PRM method conditional on total score is 

successful in equating two tests regardless of the correlation between the two tests and 

the shape of the test scores. Results provided in this chapter confirm that the second PRM 

method conditioning on person estimates is also a reliable method of equating two tests. 

The importance of confirming that using the PRM conditioning on person estimates is a 

valid and reliable method for equating tests is significant because this method can 

simultaneously equate multiple tests. Multiple test-equating is frequently required in 

many analyses such as equating students’ scores for the purpose of establishing student 

ranking for university entry in Western Australia. 

So far it has been confirmed that the PRM methods are successful in equating two tests 

in the presence of varying correlations and when the equated test scores have different 

shapes. The study in this chapter introduced a new PRM method that generates the same 

equating functions as the theoretically ideal PRM method and that therefore can be 

applied in test-equating. The following chapter studies the equating of more than two 

tests, again in the presence of varying correlations and when the equated test score 

distributions have different shapes. 
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Chapter 6 

Equating three tests with varying correlations between the test pairs, 

using the polytomous Rasch model 

 

1. Introduction 

As indicted in Chapter 1, it is generally assumed that equated tests assess the same content 

variable, having a true, latent correlation of 1. The context for test equating illustrated in 

this thesis, and described in Chapter 2, is that of selection of students for entry into 

university based on their performances on tests assessing a range of content variables in 

which it is not expected that the latent correlation between each pairs of tests will be 1. 

Instead, a range of positive correlations is expected among different pairs of tests with 

the majority of correlations noticeably less than 1. Chapters 3 and 4 considered the cases 

of equating only pairs of tests with latent correlations less than 1 using a method that 

derived equating functions conditional only on the total scores of the two tests. It was 

indicated that this procedure is complex to implement directly when more than two tests 

are to be equated simultaneously. Therefore Chapter 5 described a second method for 

generating equating functions which is readily implemented for the equating of more than 

two tests simultaneously. Rather than conditioning on the total score, which requires the 

calculation of symmetric functions that become complex with many tests with large 

maximum scores, the equating function is generated by conditioning on the person 

estimate for each total score. This person is calculated simply from an equation, given the 

test threshold estimates. Chapter 5 showed that the second method gave equivalent results 

to the first method in the case of just two tests, and therefore the second method is worth 

studying when more than two tests are to be equated simultaneously. This Chapter studies 

the simultaneous equating of more than two tests using the second method. 

It is considered that whereas there is a major, qualitative jump in moving from equating 

two tests to three tests, the generalisation from equating three tests to more than three 

tests is relatively straightforward. Therefore, this Chapter concentrates on equating three 

tests with varying correlations between pairs of tests. The Chapter shows that the equating 

is relatively successful for the range of correlations investigated. Nevertheless, the 

findings lead to a second approach for equating multiple tests - one which involves two 
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stages, and two perspectives on the use of equating tests, and of obtaining summary scores 

for each person. 

The rest of the chapter is structured as follows. Section 2 shows the application of the 

PRM for equating three tests where the latent correlation between each pair of tests is 1. 

This section demonstrates that the simultaneous equating of more than two tests is readily 

carried out, and the results provide a frame of reference for equating tests when the latent 

correlations between pairs of tests are less than 1. The success of equating three tests 

simultaneously, relative to two tests, is carried out by comparing its equating functions to 

those derived from the analysis of just two tests at a time. Section 3 shows the equating 

of three tests simultaneously when the latent correlation between each pair of tests is less 

than 1 and when the correlations between the pairs are different. 

Section 4 explains the relative success of the equating procedures carried out in the 

previous sections. Section 5 contains a summary of the whole Chapter.  

 

2. Equating three tests when the latent correlation between 

the test pairs is 1.0 

2.1 Simulation of test scores when each pair of tests scores has a correlation of 1.0 

The three simulated tests are referred as Test A, Test B and Test C, and the latent, true 

correlations between the pairs are referred as AB , AC , and BC . 

For generating students’ scores, the software used was the same as in all previous studies. 

For the simulation reported in this chapter, the next sub-section 2.2 describes how the 

thresholds of the tests were specified. 

 

2.2 Simulated test scores with latent correlation 1   between each test pair 

To obtain realistic distributions of simulated responses, properties of three real tests from 

the analysis of the two mathematic tests used in the previous Chapters, and one 

Economics test, were used. The Economics test was administered, together with other 

tests, to the same cohort of students applying for entry into universities as the cohort who 

sat the two mathematics tests. The Economics test was selected for the purpose of 

generating thresholds because it was known to have a lower correlation with the two 

mathematics tests than the two mathematics tests have with each other. The three real 
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tests had observed correlations of , , and  , with Test 

A being more difficult than the other two.  

 

The two mathematics tests, Test A and Test B, have the same thresholds as in the studies 

reported in Chapter 4. It will be recalled that the thresholds of Tests A and B were such 

that they generated a symmetrical and a skewed distribution of the observed test scores, 

respectively. The thresholds for Test C were estimated from a RUMM2030 analysis 

which included the two mathematics tests and the Economics test. The respective mean 

difficulties of the thresholds for the three tests were 0.2915, -0.2915 and 0.0, with standard 

deviations of 1.4509, 1.5423 and 1.4821, and skewnesses of 0.0188, 0.0935 and 0.0389. 

 

Data were generated with a common latent normal distribution for the persons specified 

to have a mean of 0.30 and a standard deviation of 0.75 on each test, as was done in 

Chapter 4. This ensured that a few, if any, persons had a maximum score of 100 while 

generating means, standard deviations, and distributions similar to the real data. It was 

expected that there would be scores with zero frequencies in the region of low scores. The 

mean difficulties of the thresholds of tests were specified to be 0.2910, -0.2910 and 

0.0000, equivalent to those from the real tests. Clearly, the test with the highest threshold 

mean, Test A, is the most difficult test. 

 

Scores of 1 000 pseudo-persons for the three tests were generated with the above 

threshold and person distribution specifications. Although the latent correlation of the 

simulated test scores in pairs was set to 1.0, the observed (empirical) correlations of the 

test scores were ,
 
and . These correlations are 

smaller than 1.0 because of random error in the simulated scores. 

Figure 6.2.1 shows the cumulative percentage distributions of the three tests at every 

integer score point, and Figure 6.2.2 shows their percentage frequency distributions with 

class intervals of five adjacent score points. 

Table 6.2.1 gives the statistical details of the three tests. The standard deviations of the 

three tests are similar to one another; as in Chapters 3 and 4, Test B has negative 

skewness; and the mean of Test C is in-between the means of Tests A and B. Unlike Test 

B, Test C is not skewed. Thus the distributions are suitable for assessing the method of 

equating the three tests simultaneously using the PRM when the latent correlation among 

all tests is 1, and when the data conform to the model. 

0.87ABR  0.63ACR  0.59BCR 

0.9072ABR  0.9174ACR  0.9107BCR 
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Figure 6.2.1 – Cumulative percentage distributions of Test A, Test B and Test C 

scores when 1AB AC BC     . 

 

 

Figure 6.2.2 – Percentage frequency distributions of Test A, Test B and Test C 

scores when 1AB AC BC     . 
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Table 6.2.1 – Summary statistics of three tests, Test A, Test B and Test C 

1AB AC BC      Test A Test B Test C 

Mean 50.88 64.26 56.35 

Std.dev. 15.97 16.04 16.47 

Minimum 9 17 13 

Maximum 97 99 98 

Skewness 0.11 -0.49 -0.03 

Kurtosis -0.26 -0.26 -0.56 

R Test A with 1 0.907 0.917 

R Test B with  1 0.911 

 

2.3 Equating test scores conditional on person estimates 

The test parameters are estimated conditioning on the sufficient statistics of the person 

parameters and the expected values of a person’s test score are then expressed given the 

test parameter estimates and the person estimates from the total score on all three tests. 

Using Eq. (5.2.2), person parameters  derived from all three tests, can be converted to 

the expected values on any of the tests. This equating provides conversion of any Test  

score to any Test  score, where . 

Test A is used as the standard test to which the other two tests are equated. Figure 6.2.2 

shows the cumulative percentages of Test A, Test B, Test C, and Test B and Test C scores 

equated to Test A scores for the simulated data. For completeness, Figure 6.2.4 shows the 

percentage frequency distributions of observed Test A, Test B, Test C, and Test B and 

Test C scores equated to Test A. 
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Figure 6.2.3 – Cumulative percentage distributions of Test A, Test B, Test C, and 

Test B and Test C scores equated to Test A. 

 

 

Figure 6.2.4 – Percentage frequency distributions of Test A, Test B, Test C, and 

Test B and Test C scores equated to Test A. 

 

Table 6.2.2 shows the statistical details of the three tests and the scores equated to Test A. 

Although the original standard deviations of three tests are not very different, it is clear 

that the original tests have very different means and skewnesses. 
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Table 6.2.2 – Summary statistics of three tests together with Test B and Test C equated 

to Test A 

1AB AC BC      Test A Test B Test C Test B* Test C* 

Mean 50.88 64.26 56.35 51.07 50.92 

SD 15.97 16.04 16.47 16.14 16.05 

Minimum 9 17 13 8.03 6.69 

Maximum 97 99 98 99.29 98.24 

Skewness 0.11 -0.49 -0.03 0.16 0.13 

Kurtosis -0.26 -0.26 -0.56 -0.21 -0.23 

R Test A with 1 0.907 0.917 0.917 0.918 

R Test B with  1 0.911 0.983 0.904 

RMS (with Test A scores) 0.000 15.052 8.582 6.549 6.469 

Test B* and Test C*: equated Test B and Test C scores to Test A. 

 

The virtually complete overlap of the three cumulative percentage distributions of Test A 

and the scores of Test B and Test C equated to Test A suggests that the PRM method 

adjusts the differences between the means, standard deviations, skewnesses and kurtoses 

of the equated tests, Test B and Test C, to the distribution of Test A scores. This suggestion 

is confirmed by the statistics in Table 6.2.2, which show almost identical means, standard 

deviations, skewnesses and kurtoses of the original scores of Test A, and the equated 

scores of Test B and Test C. 

 

In this study, data are simulated to fit the PRM and therefore presenting fit statistics is 

redundant. 

The RMS difference is used to compare each of the Test B and Test C scores with Test A 

scores, and then to compare the equated values of Test B and Test C (Test B* and Test 

C*) with Test A. In the case of both B and C tests, the equated test scores on Test A have 

smaller RMS values than the original test scores, relative to Test A scores. It will be 

recalled that the magnitude of these values, obtained when the latent correlation between 

pairs of tests is 1 and the data fit the model, are used as a frame of reference when studying 

the quality of equating when the latent correlation between pairs of tests is less than 1. 

They reflect the RMS difference that can be expected due only to the random component 

of the data, according to the model. In the case of correlations between tests that are 

different from 1, they reflect both the random component and the effect of the correlation. 
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3. Equating three tests when the latent correlation between the test 

pairs are different 

Having established the effectiveness of the equating of three differently-shaped test 

scores distributions in the case when the latent correlation between each pair of tests is 

1.0, this section describes the equating of three differently-shaped distributions of test 

scores when the latent correlation between each pair of tests is different and less than 1.0. 

 

3.1 Simulation of test scores when each test pair has a correlation different from 1.0.  

The test and person parameters (the same as for the previous simulation when 

) were used to simulate scores of 1 000 pseudo-persons on three 

tests (Test A, Test B and Test C). The maximum possible score on each of the three tests 

was again 100. The only difference from the data used in the first analysis in this chapter, 

was that the latent correlation between each test pair was different. The coefficients, , 

,and  equal to 0.6, 0.0, and 0.9, were specified in the simulation software. Then, 

given the Eq. (3.3.3), the latent correlations of test pairs are , , and 

. 

The observed (empirical) correlations between the simulated test scores were 

, ,and , which, as expected, are less than the 

latent correlations. 

Figure 6.3.1 shows the cumulative percentage distributions of the three tests at every 

integer score point, and Figure 6.3.2 shows their percentage frequency distributions with 

class intervals of five adjacent score points. 

  

0.1 BCACAB 

Ac

Bc Cc

0.86AB  64.0AC

74.0BC

0.7912ABR  0.5681ACR  0.6571BCR 
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Figure 6.3.1 – Cumulative percentage distributions of Test A, Test B and Test C 

scores. 

 

 

Figure 6.3.2 – Percentage frequency distributions of Test A, Test B and Test C scores. 

 

Table 6.3.1 gives the statistical details of the three tests. The standard deviations of the 

three tests are not very different while, as in the previous analysis, the means and 

skewnesses of the three tests are different. 
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3.2 Equating test scores 

The tests’ scores were equated using the PRM method conditional on person estimates 

that can be applied for simultaneous equating of multiple tests as shown in Chapter 4. 

Table 6.3.1 gives the statistical details of the three tests and the equated Test B* and Test 

C* scores. 

Table 6.3.1 – Summary statistics of three tests, Test A, Test B and Test C, together with 

the equated scores Test B* and Test C* 

0.86, 0.74, 0.64AB BC AC      Test A Test B Test C 
Test 

B* 

Test 

C* 

Mean 50.97 64.26 56.53 51.67 51.02 

SD 15.98 16.04 16.73 16.69 15.95 

Minimum 3 17 16 7.95 9.72 

Maximum 96 99 97 98.95 96.65 

Skewness 0 -0.49 -0.09 0.08 0.03 

Kurtosis -0.35 -0.26 -0.65 -0.36 -0.21 

R Test A with 1 0.791 0.568 0.798 0.570 

R Test B with  1 0.657 0.986 0.655 

RMS (with Test A scores) 0 16.838 16.197 10.435 14.816 

RMS (with Test A scores),  0 15.052 8.582 6.549 6.469 

Test B*: equated scores of Test B to Test A and Test C*: equated scores of Test C 

to Test A. 

It is evident from Table 6.3.1, that equating using the PRM has effectively and 

simultaneously equated the means and skewnesses of the equated test Test B (Test B*) to 

Test A, and of the equated Test C (Test C*) to Test A. Although the means and standard 

deviations are not identical - as they would be with linear equating – the shape of the 

distributions have been made equivalent – which would not be with linear equating. The 

RMS difference is used to compare each of the Test B and Test C scores to Test A scores, 

and then to compare the equated values of Test B and Test C (Test B* and Test C*) to 

Test A. In the case of both B and C tests, the test scores equated to Test A this statistic is 

smaller than it was with the original test scores relative to Test A scores. For the purpose 

of comparison, Table 6.3.1 provides the respective RMS values calculated in the analysis 

when latent correlations between the pair of tests are 1. These values are smaller – and, 

in particular, the RMS values of the Test B* and Test C* with Test A are significantly 

1 
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smaller - than RMS values calculated in the analysis of test scores with varying 

correlations between the pair of tests. 

Figure 6.3.3 shows the cumulative percentage distributions of Test A, Test B, Test C, and 

equated Test B* and Test C* scores for the simulated data, confirming that the equating 

was successful across the range of scores. For completeness, Figure 6.3.4 shows the 

percentage frequency distributions of observed Test A, Test B and Test C scores, and the 

Test B* scores (Test B scores equated to Test A) and Test C* scores (Test C scores 

equated to Test A). 

 

 

Figure 6.3.3 – Cumulative percentage distributions of Test A, Test B, Test C, and 

Test B and Test C scores equated to Test A, using the PRM method. 
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Figure 6.3.4 – Percentage frequency distributions of Test A, Test B, Test C, and 

equated Test B and Test C scores to Test A, using the PRM method. 

 

4. Explanation of the success of equating in the presence of 

different correlations between test pairs and different 

skewnesses of score distributions 

In this study, the scores from three tests Test A, Test B and Test C with different mean-

deviated thresholds, and different means and skewnesses, were first simulated with the 

same latent correlation of 1.00 between each pair of tests, and then simulated with 

different latent correlations between the test pairs of 0.86, 0.74 and 0.64. Analyses 

completed in previous chapters of this thesis confirmed that the equating of just two tests, 

independently of the shape of the score distributions of equated tests using the PRM 

method, does not depend on the correlation between equated tests. This section provides 

an explanation for the relative success of equating three tests whose distributions have 

different shapes and where the scores on test pairs do not necessarily have a correlation 

of 1. 

 

4.1 The two simulations and thresholds 

The thresholds of three real tests with different mean-deviated thresholds and different 

threshold means (the tests’ difficulties) were used in the simulations in this study. 

 

The means and standard deviations of Test A, Test B and Test C of the simulated 

thresholds and the estimated thresholds are shown in Table 6.4.1. In addition, the slopes 
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of the regression line of the estimated mean-deviated thresholds with the simulated 

thresholds for each of the two simulation studies are shown. 

In the first simulated data set, with the latent correlation between each pair of tests equal 

to 1.00, the estimated mean-deviated thresholds of Test A, Test B and Test C are almost 

the same as the simulated thresholds. The slopes of the estimated Test A, Test B and Test 

C thresholds regressed on the simulated values are 0.946, 0.936, and 0.972, respectively, 

while the intercepts are 0. This confirms that the mean-deviated estimated thresholds are 

virtually the same as the known simulated, mean-deviated thresholds of the three tests. 

Table 6.4.1 shows that as the latent correlation between each pair of the three tests 

decreases, the standard deviation of the estimated thresholds also decreases. For example, 

the equating of three tests with a correlation between each pair equal to 1.00, and the 

equating of three tests with the correlation between each test pair being different, give the 

standard deviations of the estimated Test A thresholds of 1.37 and 0.47, respectively. In 

the first analysis with all latent correlations between the tests pairs equal to 1.0, the means 

of the estimated thresholds for Test A, Test B and Test C were also almost the same as the 

means of the simulated thresholds. As the correlation between test pairs decreases, the 

means of the estimated thresholds also decreases. Table 6.4.1 also indicates that as the 

correlation between pairs of tests decreases, the difference between the means of the 

thresholds of the tests becomes smaller. This is important because a decrease in the 

standard deviation of the thresholds suggests a change in the units, and therefore a 

numerical change in the difference between the threshold means. Finally, although the 

standard deviations decrease when the latent correlation between each test pair decreases, 

the correlations between the simulated and estimated values of the thresholds in both 

analyses is virtually 1.00.  
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Table 6.4.1 – Distribution of thresholds of Test A, Test B and Test C, estimated under 

three conditions 

Study 3 Test Mean SD Skewness Correlation Slope  

Simulated A 0.291 1.451 0.019   

 

B -0.291 1.542 0.094   

 

C 0 1.482 -0.039   

Estimated       

 A 0.256 1.376 0.051 0.999 0.946 

 B -0.263 1.447 0.047 0.996 0.936 

 

C 0.007 1.442 0.073 0.998 0.972 

Estimated       

 A 0.092 0.407 0.213 0.991 0.278 

0.74BC   B -0.086 0.464 -0.065 0.991 0.299 

0.64AC   C -0.006 0.451 -0.148 0.984 0.302 

 

Figure 6.4.1, Figure 6.4.2 and Figure 6.4.3 show the estimated Test A, Test B and Test C 

mean-deviated thresholds from the two analyses plotted against the known simulated 

mean deviated thresholds, which are the same in both analyses. They confirm the 

information provided in Table 6.4.1. 

  

1AB 

1BC
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Figure 6.4.1 – Thresholds of Test A in each of the two simulation studies. 

 

 

Figure 6.4.2 – Thresholds of Test B in each of the two simulation studies.  
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Figure 6.4.3 – Thresholds of Test C in each of the two simulation studies.  

 

4.2 Zero frequency 

It was demonstrated and confirmed in Chapter 3 and Chapter 4 that the PRM method can 

handle the presence of scores with zero frequency. Table 6.4.2 shows that with three test 

equated, all three tests had many scores with zero frequency. The more difficult test Test 

A had many scores above 90 with zero frequencies, while the other two, less difficult tests, 

Test B and Test C, had many zero frequencies for scores less than 20. The number of 

scores with zero frequency did not impact on the equating of the tests in any of the two 

analyses in this Chapter. 

Table 6.4.2 – Number of test scores and total scores with zero frequency 

Simulation Test A Test B Test C Total score 

1AB AC BC      16 23 22 94 

0.86AB  , 0.74BC  , 0.64AC   20 23 21 111 

 

The number of scores with zero frequencies in each of the equated tests does not seem to 

vary as a function of the correlation between the tests. However, the number of total 

scores on the three tests with zero frequency - provided in Table 6.4.2 - suggests that the 

number of total scores with zero frequency increases as the correlation between two tests 

decreases. 



 

140 
 

Figure 6.4.4 and Figure 6.4.5 show the cumulative percentage and percentage frequency 

distributions of the sum of the total scores on Test A, Test B and Test C in each of the two 

analyses. Both figures suggest that the scores with zero frequency are towards the 

extremes total scores, zero and 300. 

 

 

Figure 6.4.4 – Cumulative percentage distributions of total scores. 

 

 

Figure 6.4.5 – Percentage frequency distributions of total scores. 

 

Table 6.4.3 provides summary statistics for Test A, Test B, Test C, and their total score in 

each of the two analyses. These statistics show that for the same tests, the mean of the 

total scores, truncated to their integer values, remains the same but the standard deviation 

of the total scores changes, and becomes smaller. Also, the minimum observed total score 

becomes higher and the maximum observed total score becomes smaller, which confirms 
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that the scores with zero frequency appears to be at the low and high end of the possible 

total scores range of zero to 300. 

 

Table 6.4.3 – Summary statistics of Test A, Test B, Test C, and their total scores in each 

of the two analyses 

 
Mean SD Min Max Skewness Kurtosis 

1         

Test A 50.88 15.97 9 97 0.11 -0.26 

Test B 64.26 16.04 17 99 -0.49 -0.26 

Test C 56.36 16.47 13 98 -0.03 -0.56 

Total score 171.48 47.03 40 289 -0.14 -0.45 

1         

Test A 50.97 15.98 3 96 0 -0.35 

Test B 64.26 16.04 17 99 -0.49 -0.26 

Test C 56.53 16.73 16 97 -0.09 -0.65 

Total score 171.76 43.06 51 282 -0.15 -0.46 

 

4.3 Test of fit 

It was indicated in the introduction that traditional mechanisms for equating do not 

consider the fit of data to the model used. Fit of data to the model in the case of the PRM, 

appears routinely from an analysis. Two tests of fit are considered in this chapter. The first 

is graphical, comparing observed values with the expected values for each test in class 

intervals. The second test of fit uses the Chi-square statistics calculated for each test. 

The graphical test of fit using the item characteristic curves (ICC) compares the observed 

mean,  of each tests ,  with its expected value . Figure 

6.4.6 and Figure 6.4.7 provide graphical tests of fit for the three tests in each of the two 

analyses. The graphs show the observed mean and the expected value for each class 

interval. 
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Figure 6.4.6 – Observed means |iX   and expected values  of ten class 

intervals when 1AB AC BC      and . 

 

 

Figure 6.4.7 – Observed means  and expected values  of ten class 

intervals when 0.86AB  , 0.74BC  , 0.64AC   , and . 

 

Figure 6.4.6 and Figure 6.4.7 show that the data fit the model. 

Figure 6.4.6 shows that the observed means and expected values for each class interval 

are almost the same when the correlation between each test pair is equal to 1.0. Figure 

6.4.7 indicates that some difference between the observed means and expected values 

]|[ iXE
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exists (in particular, for Test B and Test C) when the latent correlation between each test 

pair is different from 1.0. 

The second test of fit uses Chi-square ( ) statistics calculated as in Eq. (5.5.1) with the 

mean expected values and mean observed scores of 10 class intervals. These statistics 

summarise the differences between the observed means and expected values of each test 

from each of the two analyses which are shown in Table 6.4.4. 

Table 6.4.4 – Fit statistics of Test A, Test B and Test C from each of the two analyses 

completed using RUMM2030 software 

 1AB AC BC      0.86, 0.74, 0.64AB BC AC      

 Test A Test B Test C Test A Test B Test C 

Total Item Chi Squ 2.232 5.883 5.307 2.573 23.678 23.581 

Deg of Freedom 9 9 9 9 9 9 

Chi Squ Prob 0.988 0.752 0.807 0.979 0.005 0.005 

 

Table 6.4.4 shows that the fit of data to the model decreases as the correlation between 

the two tests decreases. This is, in particular, evident for Test B and Test C. The correlation 

between Test A and Test C is the lowest of the correlations of all possible test pairs. The 

fit statistics provided in Table 6.4.4 show excellent fit of data to the model in the first 

analysis when the latent correlation between the pairs is equal to 1, which is consistent 

with the graphical tests of fit described above. The fit statistics for Test B and Test C in 

the second analysis are not as good as the fit statistics of Test A from the same analysis. 

One of the reasons for this is that the correlation between Test C and each of the other two 

tests, was low. The correlation between Test B and Test A was higher than the correlation 

between Test C and Test A, but still the fit of Test B was not as good. Fit statistics provided 

in Table 6.4.4 confirm the differences between the means of the expected values and 

observed scores of Test B and Test C which are shown on the Figure 6.4.7. 

 

4.4 Equating function in both analyses 

Finally, Figure 6.4.8 shows the equating functions of Test B and Test C to Test A scores 

using the equation Eq. (5.2.2) when 1   and 1  . Table 6.4.5 shows selected Test A 

scores and their equivalent Test B and Test C scores, when 1   and 1  . Figure 6.4.8 

shows the overlap of the equated scores calculated in two analyses. Table 6.4.5 also shows 

2
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two RMS values. One RMS value is calculated between Test B scores from two analyses, 

equivalent to each possible Test A integer score. The second RMS value is calculated 

between Test C scores from the two analyses, equivalent to each possible integer Test A 

score. Both RMS values are less than one score point. 

 

This confirms that the equating of three tests, Test A, Test B and Test C, with different 

latent correlations between each test pair, are almost the same. The results indicate that 

two or more tests can be equated using the PRM even in the case when correlations 

between test pairs are different and substantially less than 1, and when the skewnesses of 

the equated tests are different. When the correlation between two tests is not 1.0, a high 

score on one test does not necessarily mean a high score on another test. In particular, 

when equating more than two tests, the correlation of one test with other tests can be quite 

low. This is usually because tests involved in equating may assess different contents. In 

this case, it is expected that the difference between an observed score and its expected 

value on the test that has low correlation with other tests, will be large for some persons. 

Traditionally, various techniques and data-processing practices are applied prior to 

equating in order to improve the quality of the data (Dorans, Moses & Eignor, 2010). 

These, for example, include sample selection and pre-smoothing of test scores. This 

suggests possibility that profile editing such as removing scores with poor fit, or even 

removing persons with scores with poor fit, may increase the correlations between test 

pairs. Profile editing may lead to an increase in the correlations between the tests and 

therefore the improvement of the fit statistics. A study concerning persons’ profiles will 

be shown in the next chapter. 
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Figure 6.4.8 – Equating Test B and Test C to Test A when 1   and 1  . 

 

Table 6.4.5 –Test B and Test C scores equivalent to selected Test A scores in two analyses 

Test A Test B 

(R=1) 

Test B 

(R<1) 

Test C 

(R=1) 

Test C 

(R<1) 

diff. 

between 

Test B  

diff. 

between 

Test C 

10 18.74 19.33 15.93 16.28 -0.59 -0.35 

20 28.07 29.25 24.26 24.73 -1.18 -0.47 

30 40.30 40.62 33.87 33.44 -0.32 0.43 

40 54.09 53.80 44.72 43.94 0.29 0.78 

50 65.89 65.32 56 55.97 0.57 0.03 

60 74.93 73.97 66.72 67.31 0.96 -0.59 

70 82.04 80.96 76.25 76.77 1.08 -0.52 

80 87.86 87.23 84.51 84.85 0.63 -0.34 

90 92.79 93.07 91.65 92.12 -0.28 -0.47 

99 98.63 99.05 98.82 99.02 -0.42 -0.20 

RMS     0.852 0.536 
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5. Summary 

 

The study in this Chapter investigated the equating of three tests using the PRM when test 

scores ranged from 0 to 100. The first point of this study was to compare equating 

functions when two tests are equated on their own, and when the same two tests are 

equated in the analysis of three tests. Data provided in this chapter confirm that the 

equating of two tests is not affected by having a third test included in the analysis. The 

second point of this study was to analyse the effect that different correlations between the 

test pairs may have on equating. The study demonstrated that in equating more than two 

tests, different correlations between pairs of tests did not lower the quality of the equating. 

As a result of this study, the conclusion is that the PRM is reliable and can be used for 

equating two or more tests, even when the correlation between each pair of tests is not 

1.0, and when the tests’ score distributions are not normal. The test of fit analysis suggests 

that profile analysis - including profile editing - may possibly increase the correlation 

between tests and therefore improve the fit statistics. A study concerning persons’ profiles 

is shown in the next chapter. 
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Chapter 7 

Analysis of Profiles 

 

1. Introduction 

It is generally assumed that equated tests assess the same content variable. It is then 

assumed that although measurement error will produce an observed correlation between 

tests which is less than 1, the true, latent correlation between the tests is 1. As indicated 

in Chapter 2, this assumption contrasts with test scores for university entry where students 

who want to continue their studies after their secondary education, may take different 

subjects of study in their final school year, Year 12 (for example, subjects such as English 

Literature, History, Mathematics, Chemistry). In this example it is not expected that the 

latent correlation between each pair of tests will be 1, rather a range of positive 

correlations is expected among different pairs of tests assessing different subjects. For 

example, the correlation between Mathematics and English Literature is expected to be 

different from the correlation between Mathematics and Chemistry. In the real data 

example these correlations are 0.40 and 0.78, respectively. In other contexts, a range of 

correlations among the tests to be equated might be expected. 

The studies in the previous chapters confirmed that the polytomous Rasch model (PRM) 

can equate multiple tests in which the maximum sores of each test can be as large as 100 

and when the correlation between two tests is different from 1, and also when the 

distributions of test scores are not normal. In particular, the equating function is fully 

stable with varying correlations and skewnesses in the case of just two tests, and relatively 

stable in the case of more than two tests, though they are affected by varying correlations 

between the test pairs. 

An alternative perspective on the effect of varying correlations is to focus on the person 

profiles. This perspective becomes more relevant as more tests need to be equated 

simultaneously. 

Specifically, the focus is on the effect that as the correlations between pairs of tests 

decrease, then the number of homogeneous person profiles decreases. This has two 

implications relevant to the context of test equating. First, in the construction of a 

common scale for the equated tests, and second, for the implication of the total score as a 

summary of the information in each profile. The previous chapters showed that although 
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the equating function is relatively stable when the latent correlations are different, the 

quality of fit reduces and the RMS between equated scores which are expected to be 

equivalent, increases. In addition the standard deviation of the thresholds and the 

difference between the difficulties of the tests decrease and do not reflect their actual 

values. 

In addition, although having a profile of scores on the same scale is relevant and 

convenient when decisions are made at the profile level, it is often the case that - as in the 

context of this thesis - the reason for equating test scores is to calculate each student’s 

single summary score. In general, the single summary score is each person’s total score 

on the tests, which assumes, often only implicitly, that the person’s profile is relatively 

homogeneous. 

Conveniently from a methodological point of view, when the PRM is applied and the data 

fit the model, the total score contains all the information that is available in a profile. In 

this Chapter, advantage is taken of this point. Formally recognising two stages of the 

analysis of a set of test scores that require test equating, leads to one analysis that defines 

the equating functions, and a second analysis that involves the estimation of each person’s 

summary measure, given the equating functions. Analysis of the profiles provides 

evidence as to whether or not a single measure, based on the total score, satisfactorily 

summarises the profile. 

These two stages have a substantive analogy in their implications for making decisions 

and interpreting profiles (Tognolini, 1989; Verhelst, 2012). That is, the first order of 

decision-making involves the single person estimate based on the scores of a profile. This 

decision would involve a comparison with some standard such as a minimum score for 

entry to university. In this comparison, the informal conceptualisation is that of a 

compensatory mechanism to take account of the variations among the profiles, that is, 

that a lower score on one test is compensated for by a higher score on one or more of the 

other tests. An aspect of this conceptualisation (perhaps even more informal and without 

the definition of statistical sufficiency in mind as indicated above) is that the total score 

essentially summarises the information in the profile. 

However, with this conceptualisation, and from a substantive, decision-making 

perspective, it is important to know when all the information in a profile’s scores is not 

captured by the total score. It may be relevant then to recognise that the compensatory 

mechanism does not work with such profiles and that a second level of decision-making 

based on the whole profile may be more satisfactory. For example, it might be that a 
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minimum score in some tests is required, and that some relevant, very high scores on 

other tests are satisfactory for selection, even though the total score from all tests might 

be below the general cut-off for selection at the first level of decision-making.  

 

1.1 Distinguishing between scale construction and person measurement 

In much of instrument construction, two stages of instrumentation - scale construction 

and measurement using the instrument - are separated empirically. This was the case in 

the early work of Thurstone (1928) in the measurement of attitudes. In large scale 

assessments of achievement or in standardising tests for general administration, items are 

trialled, and then a final version of a test is administered for formal assessment. The data 

from the trial may involve modifying or editing items. Unfortunately, in many cases of 

educational assessment (exemplified in the case of examinations for university entry), for 

security reasons the test questions cannot be trialled. Therefore the same data needs to be 

used for both scale construction and person assessment. Often, where the same data are 

used for scale construction and for person measurement, these two stages are not 

distinguished. However, separating the two stages conceptually, leads to the concept of 

editing the available data (that is, the profiles) during the construction of equating 

functions, but then retaining the original profile for use in the stage of decision-making 

about the profiles. It will be seen in this Chapter that distinguishing the two stages in such 

a way can change the equating functions and the decisions made at the person profile 

level. 

Two other examples of editing data during the stage of scale construction in educational 

assessment are noted below, thus showing the approach is not unique. First, it is important 

that items with differential item functioning (DIF) are not used as link items in test 

equating. Therefore it may be necessary to resolve items that show DIF into group-

specific items or to eliminate such items from data. Andrich & Hagquist (2012) and 

Looveer & Mulligan (2009), show such examples. This is a common approach in large 

scale test equating in which different groups are assessed such as NAPLAN in Australia 

where scores for students in Years 3, 5, 7 and 9 of schooling are placed on the same scale 

using common items for adjacent year groups.  

Second, the editing of profiles of responses in order to reduce bias in the difficulty 

estimates of multiple-choice items for assessing proficiency, is illustrated in Andrich, 

Marais and Humphry (2012), and Andrich and Marais (2014). In these examples, 
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responses that are likely to have been guessed are converted into missing data, with the 

effect that the estimates of item difficulties are improved in the sense that the effect of 

bias is substantially removed. 

In this thesis, the aim is to create equating functions which are minimally affected by non-

homogeneous profiles that result from non-homogeneous correlations among tests. 

Therefore the profiles are edited in order to increase their homogeneity and, as a result, 

to increase the correlations between the tests. This Chapter studies the process of editing 

profiles in order to increase the latent correlation among tests during the stage of obtaining 

equating functions, and then considers the effect on the person measures and profiles on 

the new scale. The next Section briefly provides justifications specifically for editing 

profiles in the example of university selection which provides the context for this thesis. 

These justifications for editing profiles is based on Tognolini’s (1989) summary of such 

an action in educational assessment settings. 

 

2. The editing of profiles and scale construction 

The reasons that profiles might be non-homogeneous, may be in part because pairs of 

subjects have inherently different correlations, but also because of factors that do not bear 

directly on the relationships among the subjects. Some of these are now considered. First, 

although students are given the option of selecting subjects they want to study in the final 

years of schooling, they will select some subjects as the prerequisites for the university 

courses they want to study. These prerequisites may not be their best subjects. Second, 

they are required to take an English subject and English may not be a subject they would 

have chosen if free not to do so. Third, they may take more subjects than the minimum 

required and therefore not strive to the same degree in each subject. Fourth, they may be 

proficient in a specific subject such as a language in which they have background 

knowledge. 

There are other reasons for a score of a profile to be anomalous. For example, a score in 

some one subject can be affected by some misadventure like the sickness on the day of 

the examination, or a student’s score in one subject may be penalised as the result of some 

security breach. In each case, the source of the non-homogeneous profile is considered to 

contaminate the estimates of the equating functions, and therefore should be removed. 

The above factors are relevant in the context of this thesis, however, similar factors which 

affect the correlations among tests, may appear in other contexts. It is stressed that these 
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factors, which reduce the correlations among profiles, will affect the equating functions 

of all methods that might be used, but, the manifestation of these effects is particularly 

evident in the application of the PRM for the purpose of equating. 

Options for editing profiles and the consequences of doing so are illustrated in this 

chapter. The rest of the chapter is structured as follows. Section 3 explains the profile 

editing procedures and studies the degree to which the profiles should be edited to 

improve their homogeneity. This includes identifying anomalous test scores and the 

options for editing profiles. Section 4 shows the application of the PRM for equating three 

tests with edited profiles. This section also compares the equating of three tests using the 

tests of fit and equating functions derived before and after profile editing. Section 5 shows 

the implications of constructing and using equating functions based on the edited profiles, 

in making decisions at the person profile level. Section 6 is a summary. 

 

3. Equating three tests and profiles 

3.1 Data used in this study and test of fit 

This study uses the data of three tests (A, B, and C) already analysed in Chapter 6, where 

the latent correlations of test pairs are 0.86AB  , 0.74BC  , and 0.64AC  . The 

parameters used for the simulation of test scores are provided in the previous chapter. The 

observed (empirical) correlations between the simulated test scores are , 

, and , which, as expected, are smaller than the specified 

latent correlations. 

Table 7.2.1 provides the fit statistics from equating three tests when the correlations of 

the test pairs are not equal to 1.0. Data provided in Table 7.2.1 are already provided in 

Table 6.4.4 in Chapter 6, but they are repeated for the convenience of the comparison 

with data from the analysis in this Chapter. It is evident that Tests B and C do not fit the 

model as well as Test A. As a comparison, and as a frame of reference for the order of 

magnitude of the fit statistics, the same statistics when the latent correlation among pairs 

is 1, are shown. 

  

0.7912ABR 

0.6571BCR  0.5681ACR 
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Table 7.2.1 – Fit statistics of Test A, Test B and Test C 

 1   1   

 Chi Squ 
Deg of 

Freedom 

Chi Squ 

Prob 
Chi Squ 

Deg of 

Freedom 

Chi Squ 

Prob 

Test A 2.573 9 0.979 2.232 9 0.988 

Test B 23.678 9 0.005 5.883 9 0.752 

Test C 23.581 9 0.005 5.307 9 0.807 

Total 49.833 27 0.005 13.421 27 0.986 

 

The Chi-square values and probabilities from the analysis of three tests with varying 

correlations between test pairs do not show the same fit as they do in the analysis of three 

tests when the correlation between each test pair is 1.0. 

For the purpose of an analysis of graphical fit, persons are divided into class intervals 

1,2,...,c C  for test and the observed mean  and the expected value  

of the class intervals are compared. In the data in Table 7.2.1, the number of class intervals 

was 10. In the case of excellent fit, the observed mean of a class interval is close 

to its expected value . When the observed means are less steep than the expected 

values, it indicates that the test does not discriminate as well as expected from the model 

parameter estimates. In contrast, if the observed means are steeper than the expected 

values, then the test discriminates among persons more than expected from the model 

parameter estimates.  

For convenience, Figure 7.2.1 repeats the graphical tests of fit of three tests analysed in 

the previous chapter. 
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Figure 7.2.1 – Observed means  and expected values  of ten class 

intervals when , ,  and . 

 

Figure 7.2.1 confirms that the data generally fit the model for each test, but also indicates 

some differences between the observed means and the expected values (in particular on 

Test B and Test C) when the latent correlation between each test pair is different from 

1.0. These are reflected in the Chi Square statistics of Table 7.2.1 where Test B and C 

show marginal misfit. 

 

3.2 Profiles and homogeneity 

In the case where the latent correlations between tests have varying correlations less than 

1, it is expected that there will be a substantial number of students who have relatively 

high or low scores on two tests and a low or high score on the third test, or have a high 

score on one test and relatively lower scores on another test, with a middle score on the 

third test. As was seen in previous chapters, correlations less than 1 which generate non-

homogeneous profiles, may affect the differences between the relative difficulties of the 

tests and therefore will affect the equating functions. The profile analysis in this chapter 

studies the degree to which the profiles should be edited post hoc to improve their 

homogeneity in order to obtain equating functions which reflect better the inherent 

equivalence between test scores. This includes methods for identifying anomalous scores 

on a profile, and then the options for editing such scores. 

|iX  [ | ]iE X 

0.86AB  0.74BC  0.64AC  },,{ CBAi
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An anomalous score is defined using the person’s standardised residual for the test. Given 

the person and test parameter estimates, the expected value  for person  on 

test  is calculated and then the standardised residual is given by  

 ,     (7.2.1) 

where  is the variance of the random variable  and . Both 

 and  are calculated from the PRM, given the estimates of the test 

parameters and the scalar person parameter:  

,       (7.2.2) 

.     (7.2.3) 

If the value of the standardised residual  is outside a chosen range (for example, 

), then it means that the observed score deviates substantially from the expected score. 

The method of editing involves converting this score into missing data. 

As summarised above, there may be reasons, other than non-homogeneous profiles for 

excluding scores or even students from the sample used for equating. However, this study 

compares the effect on test equating when profiles are edited to improve their 

homogeneity, rather than employing other methods. The profiles are edited only to obtain 

more accurate equating functions for the equated tests. The implications of using the 

equating functions established before and after the profile editing are studied below. 

 

3.3 Profile editing and a cut-off residual 

The equating functions are non-linear and therefore the range of the differences between 

the observed and expected scores for a selected standardised residual will be different for 

different scores between 0 and 100. 

Test A described earlier, a test which has a relatively normal distribution, is used as a 

basis for guiding the choice of a cut-off point in editing profiles. The average distance 

between each of two successive thresholds of Test A was 0.052. The difficulty of Test A 

was set to 0.291 in all simulations in previous chapters. Using these values and Eq. (7.2.2), 

the expected values on Test A are calculated for varying person parameter values. Table 
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7.2.2 provides the absolute range of the observed scores for specific expected values that 

will be accepted, based on the residuals being equal to 1.0, 1.1, 1.5, and 2.0. 

Table 7.2.2 – Absolute difference between the expected values and observed scores that 

will be accepted, for standardised residuals equal to 1.0, 1.1, 1.5, and 2.0 

 Standardised residuals  

Expected value  1.00 1.10 1.50 2.00 

 Score points below or above the  

95 3.43 3.78 5.15 6.87 

90 4.26 4.68 6.39 8.51 

80 4.39 4.82 6.58 8.77 

70 4.39 4.82 6.58 8.77 

50 4.39 4.82 6.58 8.77 

30 4.39 4.82 6.58 8.77 

20 4.39 4.82 6.58 8.77 

10 4.26 4.68 6.39 8.51 

5 3.43 3.78 5.15 6.87 

 

For the parameter values specified above, and assuming the normal distribution of Test 

A, a standardised residual of 1.10 allows the observed scores to be about 4.8 score points 

above or below the expected values for an expected value range of between 20 and 80. 

For a standardised residual of 1.00, this absolute difference will be about 4.4 score points, 

while for standardised residual of 1.5 this absolute difference will be more than 6 score 

points. 

For example, in case of the standardised residual of 1.1 and expected value of 70, all 

observed scores below 65.18 or above 74.82 are removed from the analysis. 

This absolute difference is smaller for expected values below 20 and above 80, that is, 

closer to the extreme ends of 0 and 100. For a standardised residual of 1.5 and expected 

value of 95, this range even exceeds the maximum possible score, 100. 

Because of non-linearity, and the general goal to retain a score range of about 10 marks 

for expected values between 20 and 80, a standardised residual of 1.10 was selected to be 

the cut-off residual for profile editing in the following studies. It is stressed that this 

rationale can be applied in general, but the selection of the specific cut-off value will 

z
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depend on the context, including the number of tests and the latent correlation between 

pairs of tests. The example in this Chapter is illustrative. 

 

4. Equating three tests with edited profiles 

This study uses the same data as the previous study in equating three tests when the 

correlation between the pair of tests is different from 1.0. 

 

4.1 Editing profiles in equating three tests  

The person-by-item residuals are standard output from the software RUMM2030 that is 

used for all analyses in this thesis. A cut-off residual equal to 1.10 was used to identify 

anomalous scores in each test of each profile. Table 7.3.1 provides the number of scores 

identified as anomalous. 

Table 7.3.1 – Number of scores with a standardised residual above 1.10 and below -1.10 

for  

  Test A Test B Test C Total 

Number of scores with  87 58 131 276 

Number of scores with  100 52 143 295 

Total  or  187 110 274 571 

 

Scores identified as anomalous are then removed from the analysis. It is stressed that only 

specific scores of profiles are converted to missing data, and not a whole profile. Most of 

the anomalous scores identified were in Test C. This is expected because Test A and Test 

B scores are simulated using thresholds of two mathematics subjects that have a high 

correlation, and both tests have a lower correlation with Test C which uses thresholds 

from the Economics subject. This explains the lack of homogeneity of the profiles 

occurring mostly in Test C. Following the conversion of anomalous scores to missing 

data, the remaining data are referred to as edited profiles. 

A total of 571 anomalous scores were removed (converted to missing data) and the edited 

profiles of the three tests reanalysed. Table 7.3.2 shows the results of this analysis. The 



1 

1.10z 

1.10z  

1.10z  1.10z  
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equating equations obtained from edited profiles are referred to as edited equating 

functions. 

Table 7.3.2 – Summary statistics of three tests, Test A, Test B and Test C before and after 

profile editing 

 Original profiles Edited profiles 

 Test A Test B Test C Test A’ Test B’ Test C’ 

Mean 50.97 64.26 56.53 50.77 64.16 56.98 

SD 15.98 16.04 16.73 14.98 15.32 15.89 

Minimum 3 17 16 11 17 19 

Maximum 96 99 97 96 96 96 

Skewness 0 -0.49 -0.09 0.06 -0.53 -0.07 

Kurtosis -0.35 -0.26 -0.65 -0.32 -0.19 -0.70 

Correlation Test A with 1 0.791 0.568 1 0.869 0.830 

Correlation Test B with  1 0.657  1 0.837 

Test A’, Test B’ and Test C’ are edited scores of Test A, Test B and Test C using cut-off 

residual of | | 1.10niz   

 

The data provided in Table 7.3.2 show that the means of the tests did not change 

substantially after profile editing, but the standard deviation of each test did decrease. 

This results from the removal of many high or low scores that were identified as 

anomalous for a particular profile. This is confirmed by the difference between the 

maximum scores, and also between the minimum scores on each test before and after 

profile editing. 

Importantly, the empirical correlations between each pair of tests have substantially 

increased and becomes more similar after profile editing. The trend of the difference 

between the latent and observed correlations in previous analyses, suggests that the latent 

correlations of edited data are of the order of , , and 

. The latent correlations in Table 7.3.2 are high enough to suggest that the 

profiles of the edited data are sufficiently homogeneous to construct new equating 

functions. To achieve a latent correlation closer to 1.0, the residual cut-point could be set 

to less than 1.1. For example, if the cut-off residual is 1.0, the observed correlations are 

0.9533AB  0.9191AC 

0.9116BC 
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, , and , and the inferred latent correlations are 

, , and . 

 

4.2 Analysis of three tests after profile editing 

Figure 7.3.1 and Figure 7.3.2 show person and item distributions from each of the two 

analyses, and the analysis of test scores before and after profile editing. 

 

 

Figure 7.3.1 – Persons and test difficulty distributions of original test scores. 

 

 

Figure 7.3.2 – Persons and test difficulty distributions after profile editing. 

 

0.8829ABR  0.8591ACR  0.8620BCR 

0.9683AB  0.9426AC  0.9458BC 
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The two figures Figure 7.3.1 and Figure 7.3.2, show that after profile editing, the tests’ 

difficulties and the person estimates are differentiated more accurately, and better reflect 

the known simulated differences. The person separation index (PSI), of 0.927 compared 

to 0.865 confirms a better differentiation among person estimates after profile editing. 

Table 7.3.3 shows the means and standard deviations of the person estimates from the 

analysis of original and edited data compared to the mean and standard deviation of the 

simulated person estimates. It is evident that the analysis of edited profiles provides 

person estimates that are more similar to the simulated person estimates than the person 

estimates from the original profiles analysis. 

Table 7.3.3 – Mean and standard deviation of person estimates 

 Simulated Original profiles Edited profiles ( ) 

Mean 0.300 0.086 0.236 

Std. dev. 0.750 0.178 0.479 

PSI  0.865 0.927 

 

Table 7.3.4 shows the estimated test difficulties and the spread of the thresholds of each 

test in the analyses of original and edited profiles and in the simulated data analysis. 

Table 7.3.4 – Difficulty estimates of each test in the analyses of Test A, Test B and Test 

C scores before and after profile editing 

 Simulated Original profiles Edited profiles 

 Difficulty Std.dev. of 

thresholds 
Difficulty 

Std.dev. of 

thresholds 
Difficulty 

Std.dev. of 

thresholds 

Test A 0.291 1.451 0.092 0.407 0.227 1.066 

Test B -0.291 1.542 -0.086 0.463 -0.180 1.113 

Test C 0.0 1.482 -0.006 0.451 -0.047 1.226 

 

Data in Table 7.3.3 confirm the increase in the spread of person estimates and a better 

differentiation between test difficulties after the profiles were edited. Data in Table 7.3.4 

also show an increase in the standard deviation of the thresholds. This results directly 

from an increase in the correlations between the test pairs after profile editing. This also 

supports the finding from the analyses in Chapters 3 and 4 that as the correlation between 

the tests decreases, the spread of the thresholds and of the person estimates also decreases. 

The estimated difficulties of the tests and the standard deviations of the thresholds after 

10.1|| z
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profile editing are closer to corresponding statistics for the simulated data. Either the 

process of editing could be repeated or the residual cut-point set to less than 1.1, in order 

to obtain a correlation even closer to 1.0. This is not carried out in this Chapter where the 

process is essentially illustrative. 

 

4.3 Fit analysis of three tests after profile editing 

As shown in Figure 7.2.1, when correlations between each pair of tests are not equal to 

1.0 and although data fit the model reasonably well, they also show some differences 

between observed means and expected values. This is particularly evident in Test B and 

Test C. 

Figure 7.3.3 provides a graphical test of fit of the three tests analysed after profile editing 

using a cut-off for the standardised residuals equal to 1.10 ( | | 1.10z  ). The figures show 

very little misfit. 

 

 

Figure 7.3.3 – Observed means  and expected values  of the ten 

class intervals of Test A’, Test B’, and Test C’. 

 

Table 7.3.5 provides fit statistics from the three tests analysed before and after profile 

editing. Statistics provided in this table indicate improvement of the fit with edited 

profiles, and confirms the fit of data to the model which is presented graphically in Figure 

7.3.3.  
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Table 7.3.5 – Fit statistics of Test A, Test B and Test C before and after profile editing 

 Original profiles Edited profiles 

 Chi Squ 
Deg of 

Freedom 

Chi Squ 

Prob 
Chi Squ 

Deg of 

Freedom 

Chi Squ 

Prob 

Test A 2.573 9 0.979 2.151 9 0.989 

Test B 23.678 9 0.005 10.878 9 0.284 

Test C 23.581 9 0.005 6.428 9 0.694 

Total 49.833 27 0.005 19.457 27 0.853 

 

4.4 The equating function after profile editing 

Figure 7.3.4 shows the equating functions of Test A to Test B and Test C scores before 

and after profile editing, using equation Eq. (5.2.2) for calculating expected values and a 

cut-off residual of | | 1.10z  . Table 7.3.6 shows some Test A scores equated to Test B and 

Test C scores (with 0.86, 0.74, 0.64AB BC AC     ) before and after profile editing. 

Figure 7.3.4 shows the almost perfect overlap of equated scores for all Test A scores in a 

range between 0 and 100, calculated before and after profile editing. The difference 

between equated scores calculated in the two analyses (before and after profile editing) is 

smaller than one score point for all scores from 0 to 100. However, the equating function 

derived from the analysis after profile editing, differentiated the equated test scores better 

towards the extremes. This is particularly evident in equating Test B and Test C to Test A 

before and after profile editing. For example, the Test A score of 90 was equivalent to a 

Test B score of 93.37, and then to a Test B score of 94.25 after profile editing. 
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Figure 7.3.4 – Equating Test B and Test C to Test A scores before and after profile 

editing. 

 

Table 7.3.6 shows selected equated scores before and after profile editing with differences 

greater than 1 score in magnitude highlighted in bold. The RMS values shown in Table 

7.3.6 are different, but only by 0.07. 

Table 7.3.6 – Equivalent expected values on Test B, Test C, and Test A before and after 

profile editing 

Test A Test B*   

( ) 

 Test B**       

( ,

| | 1.1z  ) 

 Test C*    

( ) 

to Test C** 

( ,

| | 1.1z  ) 

difference 

Test B* - 

Test B** 

difference 

Test C* - 

Test C** 

10 19.33 17.74 16.28 17.59 1.59 -1.31 

20 29.25 27.17 24.73 24.81 2.08 -0.08 

30 40.62 38.95 33.44 32.94 1.67 0.50 

40 53.80 53.19 43.94 43.20 0.61 0.74 

50 65.32 65.39 55.97 56 -0.07 -0.03 

60 73.97 74.27 67.31 67.96 -0.30 -0.65 

70 80.96 81.48 76.77 77.31 -0.52 -0.54 

80 87.23 88.04 84.85 85.12 -0.81 -0.27 

90 93.07 94.25 92.12 92.24 -1.18 -0.12 

99 99.05 99.23 99.02 98.97 -0.18 0.05 

RMS     1.1292 1.0616 

1  1  1  1 
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Table 7.3.7 shows the RMS values between the expected values of Test B and the expected 

values of Test C before and after profile editing, calculated for ten class intervals. 

Table 7.3.7 – The RMS values in class intervals 

Test A RMS of Test B, Test B edited for 

|z|=1.1 

RMS of Test C, Test C edited for 

|z|=1.1 

0-9 1.0597 3.0449 

10-19 1.9594 0.7229 

20-29 1.9427 0.2530 

30-39 1.2631 0.6717 

40-49 0.3119 0.5160 

50-59 0.1928 0.4297 

60-69 0.3962 0.6325 

70-79 0.6445 0.4243 

80-89 1.0121 0.1973 

90-99 0.9025 0.0672 

0-99 1.1291 1.0616 

 

Data in Table 7.3.7 suggest that the difference between the expected values calculated 

before and after profile editing is not uniform. The RMS values are calculated for class 

intervals of 10 score points, with the RMS greater than 1 score in magnitude highlighted 

in bold. In this analysis of just three tests, the degree of difference in expected values is 

not large, but in the real tests where equating of more than three test is necessary, changes 

in equating functions after profile editing may become greater. This is studied in an 

analysis of real data in Chapter 9. 

 

5. Interpretation of profiles 

5.1 The person fit statistic 

The degree of homogeneity of a person’s profile according to the PRM in RUMM2030, 

is evident in the person statistic referred to as a fit residual. For convenience the person 

fit residual is referred to as person fit statistic in this thesis. Persons’ fit statistics are 

standard output from RUMM2030 software. The person fit statistic used to study the 

homogeneity of profiles here, is based on the residual 



 

164 
 

      (7.5.1) 

where 

        (7.5.2) 

Where niz  is the person n  by test i  standardised residual given in Eq. (7.2.1) for 

. The distribution of nZ  in Eq. (7.5.1) is positively skewed with a 

minimum value when , that gives the observed values equal to the expected values. 

To make the distribution of person statistics more symmetrical, the nZ  for 

are transformed by the log transformation 

    (7.5.3) 

where  is the degrees of freedom in the estimation and where and [ ] 1.V T   

A detailed explanation of the standardised residuals and person fit statistic is provided in 

the RUMM2030 manuals Part I: Dichotomous Data, Part II: Polytomous Data, and Part 

III: Estimation and Statistical Techniques. 

Because  is a minimum when  and all observed values are equal to their 

expected values, a large positive fit statistic indicates a non-homogeneous set of scores, 

while a negative value which is high in magnitude indicates a very homogeneous profile. 

The test parameters are estimated using the total score on the tests, which is a sufficient 

statistic for the person proficiency estimate, providing the data fit the model. Therefore, 

the homogeneity of profiles is important for obtaining accurate estimates. 

The method for profile editing and the results from the analyses before and after profile 

editing are shown in the previous sections of this Chapter. The first purpose of profile 

editing, particularly in the context of this thesis, is to obtain accurate equating functions. 

In this section, test estimates from the analysis with edited profiles and improved equating 

functions, are used for estimating person parameters using the original data. 

The data below compares the results from two analysis of the three tests with latent 

correlations between the test pairs of less than 1. The first is the analysis of three tests 
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before profile editing. The second is the analysis of all test scores using the edited 

equating functions. 

Because a negative person fit statistic indicates that the person’s response pattern fits the 

model well (meaning the profile is homogeneous and the total score summarises the 

profile) we study the patterns of those persons with a positive fit statistic. 

 

5.2 Example of identifying a cut-off value for the person fit statistic 

Inspection of person fit statistics from the analysis with edited equating functions, 

suggested there is a relationship with the number of anomalous scores identified for a 

person in the profile analysis. Figure 7.5.1 shows the number of persons without any 

anomalous scores, and the numbers with one and with two scores identified as anomalous, 

using a cut-off residual of 1.1. For a better visual presentation of anomalous scores, Figure 

7.5.1 displays their frequencies for the person fit statistics starting from 0.1, with the 

frequencies calculated for each of the increments of 0.1. 

 

 

Figure 7.5.1 – Frequency distributions of persons by the person fit statistics (with edited 

functions) and by the number of a person’s anomalous scores (original data). 

 

Visual inspection of Figure 7.5.1 suggests that the last person without any anomalous 

score, had a fit statistic of less than 1.0. The same figure also shows that all persons with 

a person fit statistic greater than 1.0 had a score on at least one of the three tests identified 
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as anomalous, using a cut-off person-by-test standardised residual of 1.1 in the original 

profiles analysis. Also, the inspection of person fit statistics in the analysis of three tests 

with latent correlations of 1, suggested that less than 5% of persons had a fit statistic 

above 1.0, and all these persons had at least one anomalous score identified in their 

profile. For this reason, the cut-off value for the persons fit statistic in this analysis was 

set to 1.0. That is, a cut-off value of 1.0 is used to decide that a profile is not homogeneous 

and is taken as not fitting the PRM. 

Table 7.5.1 provides the data for person fit statistics from -6 to 2.6 and confirms the data 

shown in Figure 7.5.1. As explained in this Chapter, a negative person fit statistic means 

that the person’s responses are very homogeneous and therefore not relevant for 

identifying the cut-off person fit statistic where the persons with non-homogeneous scores 

are starting to be more frequent. For that reason, frequency distributions for negative 

values of the person statistics are provided in increments of 1 score point. 

Table 7.5.1 – Frequency distributions of persons by number of anomalous scores and by 

the person fit statistics 

Person fit statistic 
Zero anomalous 

scores 

One anomalous 

score 

Two anomalous 

scores 

[-4.0; -3.0] 16 
  

[-3.0; -2.0] 32 
  

[-2.0; -1.0] 133 
  

[-1.0; 0.0] 136 
  

[0.0; 0.5] 196 1 
 

[0.5; 1.0] 92 98 8 

[1.0; 1.5] 
 

98 113 

[1.5; 2.0] 
 

6 52 

[2.0; 2.5] 
  

5 

Total 615 203 178 

 

Table 7.5.1 does not include four persons with all test scores identified as anomalous. For 

presentation in a table the positive fit statistics are clustered into intervals of 0.5 score 

points. 

For comparison, the tables below include the statistics calculated in the analysis of three 

tests when the latent correlation between test pairs was equal to 1.0. 
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Table 7.5.2 shows the person fit statistics, and the number of the persons with a person 

fit statistic above 1.0, for each of the analyses. 

Table 7.5.2 – Person’s fit statistics for the total score with different equating functions 

 1    1    

  
Original 

profiles 

Edited 

profiles 

(818) 

Original profiles 

with edited 

equating functions 

Fit statistics mean -0.494 -0.445 -0.435 0.303 

Fit statistics std. dev. 1.093 1.093 1.018 1.109 

Number of persons with 

a fit statistic above 1.0 
42 30 0 294 

Percentage of persons 

with a fit statistic above 

1.0 

0.04 0.03 0.00 0.29 

PSI 0.971 0.865 0.943 0.946 

 

Edited profiles had 818 persons (615+203) with two or more test scores retained. Scores 

of persons with only one test score are not used in estimation in the analysis of edited 

profiles and therefore, the mean and standard deviation of the person fit statistics for this 

analysis was calculated using only the scores of 818 persons. 

It is evident that the person separation index (PSI) increased after profile editing. Also, 

the PSI indicates a better discrimination of the person estimates in the analysis of all test 

scores when equating functions from the analysis of edited profiles are used (anchored). 

The number of persons with a fit statistic above 1.0 is noticeably greater in the analysis of 

all test scores using the edited equating function than in the analysis of the original 

unedited data. This is because the non-homogeneity of profiles is absorbed in the threshold 

parameters and therefore is reflected in the fit statistic. The increase in the number of 

persons identified as having a non-homogeneous profile using the more accurate equating 

functions from the edited profiles, indicates that for the purpose of, for example, university 

admission, the full profile analysis, rather than only the use of the total score, is necessary. 

In the example analysed, the original equating functions are contaminated by a total of 

571 anomalous scores and the profiles of 294 persons are not summarised by their total 

score. 
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Table 7.5.3 provides observed and expected values of three groups of persons having the 

same total score but different profiles. 

Table 7.5.3 – Expected values and observed scores of some persons with different profiles  

  Test A Test B Test C Fit statistic 

(original 

equating 

functions)  

Fit statistic 

(edited 

equating 

functions) 

Three persons with total score of 221 

Expected 

values: 
66.95 79.38 74.67  

 

 Person 1 84  88  49  1.624 2.427 

 Person 2 73  79  69  -0.609 0.214 

 Person 3 73  87  61  0.652 1.429 

Three persons with total score of 260 

Expected 

values: 
82.89 89.89 87.23  

 

 Person 4 91  94  75  0.949 1.634 

 Person 5 80  92  88  -1.076 -0.736 

 Person 6 81 83 96 0.491 1.242 

Three persons with total score 167  

Expected 

values: 
48.69 64.02 54.28  

 

 Person 7 42  45  80  1.381 2.114 

 Person 8 59  69  39  0.501 1.239 

 Person 9 48  60  59  -1.398 -0.618 

 

The data shown in Table 7.5.3 confirm that profile analysis is relevant, in addition to the 

ranking of persons by the person estimates, in making decisions at the profile level. For 

example, in the selection of one of the three persons with the same total score of 221, 

Person 1 is the best person if the scores on Test A and Test B are more relevant in the 

selection process than the score on Test C. Also, between Persons 4, 5 and 6, Person 4 is 

exceptionally better than Persons 5 and 6, based on their scores on Test A, if the score on 

Test C is not relevant to the selection. In contrast, if Test C is important in the selection 

process, then Person 7 is the best of the three persons with the same total score of 167 on 

all three tests. 
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The data suggest that the expected values from the original equating functions and those 

from the edited equating functions are not very different. Nevertheless, the data in Table 

7.5.2 and Table 7.5.3 show that the two equating functions have different implications for 

the person fit statistics and the misfit of profiles. The number of persons with large positive 

fit statistics significantly increase when using the edited equating functions. In particular, 

the profiles of persons in Table 7.5.3 are non-homogeneous, but may not be identified 

from the statistics of the original equating functions. The analysis of profiles confirmed 

that the fit statistics calculated using the edited equating functions, more accurately 

identify non-homogenous profiles and that the person fit statistics calculated using the 

original equating functions hide the non-homogeneity of many profiles. This is because, 

as shown in earlier chapters, the non-homogeneity of profiles is absorbed in the thresholds 

of the equating functions. This confirms that the edited equating functions are more 

accurate than the original equating functions. 

 

6. Summary 

The effects that different correlations between pairs of tests may have on test equating 

functions were analysed in previous chapters. This Chapter studied the equating of three 

tests when correlations between each test pair were different from each other. The studies 

focused on the feature that the non-homogeneity of profiles increases as the correlation 

between the test pairs decreases. The profile analyses involved converting anomalous 

scores of a profile into missing responses. Such profile editing increases the correlation 

between the tests and therefore improves the equating functions.  

The first part of the Chapter explained the procedure for identifying anomalous scores in 

a profile based on the standardised residuals. This procedure also explained the selection 

of the cut-off for the standardised residual value used to decide whether a score is 

anomalous. The second part of this study showed the results of actual profile editing using 

the scores from three tests - the same tests that were used for studies in the previous 

Chapter. The empirical correlation between pairs of tests increased substantially to be 

above 0.9 after profile editing using the standardised residual of 1.1 as the cut-off. This 

analysis showed that the equating functions from the analysis of edited data are more 

accurate relative to their simulated values, than the equating functions before editing. 

The equating functions in the three tests showed that the equating functions before and 

after profile editing gave similar scores. The difference is small, with the differences 
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varying across the range of scores. However, the fit statistics show substantial 

improvement in the analysis done after profile editing. The fit is important because it 

reflects whether or not the total score does indeed summarise a profile. 

The results from this analysis of equating the original scores, before profile editing and 

after profile editing as shown in this Chapter, confirms that profile editing such as 

removing scores with poor fit (anomalous scores), increases the correlations between test 

pairs, improves the fit statistics, and finally, provides a better differentiation between tests 

and also between persons. Most importantly, the edited equating functions identify non-

homogeneous profiles more accurately than the equating functions of the original data. 

These non-homogeneous profiles are the ones whose total score does not summarise the 

information of test scores in the profile. Accuracy in this identification is important for 

implementing two levels of decision- making, one at the level of the total score, and the 

second at the profile level when the total score is not sufficient. 

It is expected that the analysis of more than three tests using real data will show a 

substantial improvement in equating after profile editing. This will be demonstrated in 

Chapter 9. In all analyses provided in previous chapters, test scores were equated to a test 

already involved in equating. The following Chapter will explain how to generate a 

theoretical test, and then use that test for equating scores in tests included in an analysis. 
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Chapter 8 

The theoretical equating test 

 

1. Introduction 

In the analysis of observed scores in tests of proficiency, it is generally assumed that the 

latent distributions are normal. If they are not normal, then they are often normalised 

(Gulliksen, 1950). This assumption of normality can and has been queried, but it has a 

long history in test equating. Debate on this assumption is outside the scope of this thesis. 

However, in equating tests, there are advantages if the scores are normally distributed on 

each test. One of the major advantages is that the distribution of the sum of the scores is 

then also normal. Prior to summing, another advantage is that in the summed scores, the 

weights of the tests are equal. Linear transformation can then be used to change the 

weights of the tests if necessary. 

As a result, if one of the tests to be equated is relatively normal, it may be convenient for 

this to be the equating test, that is, the test to which all other tests are equated. This 

approach was applied in equating tests in all studies shown in the previous chapters of 

this thesis. In equating two tests, Test B scores were equated to Test A, and in equating 

three tests, Test B and Test C scores were equated to Test A, the test whose distribution 

was closest to a normal distribution. However, it might be possible to use a psychometric 

perspective to construct a theoretical equating test which has desirable properties and to 

which all other tests are equated. It is recalled that in equating tests using the same 

population of persons, it is assumed that the differences in the observed distributions of 

tests (different means, standard deviations, skewnesses and kurtoses) are seen as 

properties of the tests, not of the proficiencies of the persons. As indicated in Chapter 4, 

different means imply different difficulties, different standard deviations imply different 

units of the tests, and values for the skewnesses and kurtoses can imply different units 

across different parts of the continuum. It will be shown in this Chapter how a 

theoretically derived equating test might be constructed to control these differences in 

unit by providing an interval level of measurement of successive equated scores across 

most of the scores of the test, except at the extremes, without assuming normality of the 

distributions. Then an approach which adjusts the successive equated intervals to be 

approximately the same across the whole scale, including the extremes, is described. 
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The rest of the chapter is structured as follows. Section 2 explains the theory and method 

for calculating the parameters of a theoretical equating test. Section 3 provides the results 

from equating, using Test A as the equating test and comparing them to equated scores 

calculated using the theoretical equating test developed as explained in Section 2. Section 

4 provides a summary of this Chapter. 

 

2. Theoretical rationale for an equating test 

The rationale for a theoretical equating test with desirable properties is now considered 

in relation to the example of the three tests analysed in the previous chapters. This 

rationale is then applied to an example with real data in Chapter 9. It will be recalled that 

in the simulation of the three tests of the previous chapters, the observed distributions of 

Tests A and C were relatively normal and that of Test B was relatively skewed. In 

generating distributions of test scores for Tests A, B, and C, it will also be recalled that 

the latent distribution of the persons was normal, and specified to have a mean of 0.30 

and a standard deviation of 0.75, that is  on each test. Further, the 

skewness of the observed distribution of Test B was generated by a skewed distribution 

of its thresholds. This suggests that a non-skewed distribution of thresholds might recover 

a non-skewed distribution of persons. It might of course be possible that a latent 

distribution of persons is somewhat skewed, irrespective of the thresholds. In that case, it 

might be expected that the skewed distribution of persons is a genuine property of the 

persons, and not of the thresholds of the test. However, because of its historical and 

practical roles, we focus on the case of a normal distribution of persons. 

 

2.1 The theoretical equating test – equidistant integer test scores 

In addition to assuming or imposing a normal distribution of persons, this section 

considers another aspect of equated tests that might be considered important but is seldom 

checked or even considered explicitly. This is that test equating practices generally 

operate at the level of test scores, and researchers and practitioners wish to be able to 

calculate means and standard deviations, as well as other statistics for equated test scores. 

This implies having an interval level of measurement. However, from a theoretical 

perspective, it is generally considered that this is an assumption unlikely to be fulfilled 

completely by raw scores, and imposing a normal distribution of persons is seen to create 

2(0.30,0.75 )N
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some kind of interval level measurement. Glass and Stanley refer to tests such as IQ tests 

which are normalised within age groups as “quasi-interval” (Glass & Stanley, 1970, p.13). 

This Section shows that, using the PRM, it is possible to create a theoretical test in which 

successive integer scores can be taken as interval level measurements over a substantial 

range of the test, and that this range can be identified. In addition to achieving interval 

level of measurement, it simultaneously achieves normalisation of the equated 

distributions. This feature is a distinctive part of equating test scores using the PRM, and 

of the demonstration in this thesis. 

 

2.2 Equidistant thresholds 

It can be recalled from Chapter 2 that the PRM can be written in form 

,   (8.2.1) 

where  is the maximum score of test . 

Eq. (8.2.1) can be written in the form 

     (8.2.2) 

where the coefficients  are defined by 

        (8.2.3) 

In the form of principal components , the category coefficients are given by  

       (8.2.4) 

where  is the polynomial coefficient of principal component . 

Let  be the  principal component with respect to the score . 

Then 
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In tests with a maximum score of 100, it is possible to calculate 100 principal components. 

However, in general this is neither operationally feasible nor necessary. Instead, only four 

principal components are estimated. Andrich & Surla, (2013) showed that four principal 

components of thresholds were more than sufficient to obtain excellent fit in real data. In 

particular, the skewness estimate was required to obtain acceptable fit. It will be recalled 

from Chapter 2 that the polynomial coefficients of the first four principal components are: 
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    (8.2.6)

 

These four principal components summarise the difficulty, spread, skewness and kurtosis 

of the thresholds. 

With just two principal components, Eq. (8.2.5) has the form 

,   (8.2.7) 

where is the first principal component - the average of the thresholds, referred to as 

the test difficulty . The second principal component  is the spread of the thresholds, 

which is the summary half-distance between successive thresholds, 

 

As indicated above, the skewed distribution of Test B was generated with a skewed 

distribution of thresholds. This suggests that a non-skewed distribution of thresholds 

might generate a non-skewed distribution of observed scores. A special case of a non-

skewed distribution of thresholds is when the thresholds are equidistant. 

In the special case when test thresholds are equidistant with distance ( 1)i k i ki     for 

each ,  (Andrich, 1978), substituting i  and i  into 

Eq.(8.2.7) gives 

   (8.2.8) 
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The remainder of the section studies features of the PRM of Eq. (8.2.8) which follow 

when its thresholds are equidistant.  

 

2.3 Interval level measurement from a theoretical equating test T 

This sub-section illustrates the interval level measurement of integer scores of a 

theoretical equating test, and therefore the interval level measurement of the expected 

values. As shown in earlier chapters, expected values are calculated using the person 

estimate . Expected values conditional on the person estimate using only two principal 

components are calculated as 

  (8.2.9) 

In anticipation of a later point in the chapter, the distance  is referred to as the unit of the 

test, and it is necessary that . For the purposes of the first study in this Chapter, the 

theoretical equating test, referred to as Test T, is developed with equidistant thresholds 

using the three tests with correlations between the test pairs equal to 1.0, as analysed in 

previous chapters. Table 8.2.1 provides the difficulty  and unit  of the three tests, 

estimated with just the first two principal components. The table also shows the slope of 

 at , and is elaborated later in this section. 

Table 8.2.1 – The difficulty  and unit  of each of three tests 

Test  Slope  

Test A 0.2696 22.895 0.0436 

Test B -0.3088 23.201 0.0431 

Test C 0.0392 23.708 0.0422 

Mean 0  0.0430 

 

In order to have the properties of the Test T similar to the equated tests, the difficulty  

and unit  of Test T were set to be the average of the difficulties and units of the three 
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equated tests, as provided in Table 8.2.1. Therefore the difficulty of Test T is  and 

the distance between each pair of successive thresholds is  Given the person 

estimate  and Eq. (8.2.9) for  and , the expected values on Test T are 

calculated. Figure 8.2.1 shows the expected value curve of Test T for a range of 

. 

 

 

Figure 8.2.1 –.Expected values  of Test T with equidistant thresholds when 

0.0430T  . 

The slope of the expected value curve is given by . Visual 

inspection suggests that the equating function of equating Test T - the transformation 

from person estimates to expected values - is constant and linear for most of the range of 

the expected values. It is not linear on only a small number of score segments towards the 

extremes, that is, for scores below 10 and above 90. 

When the person estimate equals the test difficulty , the slope  is equal to 

23.26 which, as explained below, is given by . 

To confirm the linear relationship between the person estimates  and Test T scores, we 

inspect these values for successive pairs for Test T scores. Although expected values are 

calculated using the person estimates and are not likely to be integers, equation Eq. (8.2.9) 
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can be solved for any Test T score  to calculate a finite person estimate  that satisfies 

equation Eq. (8.2.10): 

 (8.2.10) 

For example, with , 0.0430T  , and , Eq. (8.2.10) gives the person 

estimate 
(0.043)

80 1.2896  . The same equation, for the Test T score , gives the 

person estimate 
(0.043)

79 1.2466  . The difference between these two person estimates is 

(0.043) (0.043)

80 79 1.2896 1.2466 0.043      which is exactly the same as the distance 

between two successive thresholds of Test T, . Similarly, it can be shown that the 

difference between all person estimates that are solutions to Eq. (8.2.10) for two 

successive integer Test T scores, is 0.043 over the range where the relationship between 

 and  is linear. 

Figure 8.2.2 shows graphically the person estimates that give the Test T integer scores 

from 74 to 83. In particular Test T scores of 79 and 80 are highlighted. 

 

 

Figure 8.2.2 – Expected values 79 and 80, [ | ]E X   on test with equidistant 

thresholds when 0.0430T  . 
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In summary, the relationship between Test T scores and person estimates, seen in Figure 

8.2.2, is linear with a slope of  (Andrich, 2019). This slope is 

the same except in the extremes of the score range. 

We now formally evaluate the range of scores, 0 to 100, in which unit differences between 

successive person estimates give successive integer scores on Test T. When , 

the distribution of Test T is entirely symmetric, in which case the solution of Eq. (8.2.10) 

gives  We therefore create 50 person estimates, starting from  in increments 

of 0.043 in both directions, and apply Eq. (8.2.9) to calculate  

The second column of Table 8.2.2 shows values of  generated with increment 0.043. 

The mean of the person estimates is equal to the mean of the Test T thresholds 

. Thus the expected values are calculated using  and . 
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Table 8.2.2 – Person estimates  in increments of  with a mean of zero, and their 

expected values on Test T,  

Difference between 

person estimates 

Person 

estimate 
Expected value 

Difference between 

expected values 

0.043 -1.719 10.18 0.9 

0.043 -1.676 11.11 0.93 

0.043 -1.633 12.07 0.96 

0.043 -1.590 13.04 0.97 

0.043 -1.547 14.02 0.98 

0.042 -1.505 15.01 0.99 

0.043 -1.462 16.01 1 

0.043 -1.419 17 0.99 

0.043 -1.376 18 1 

0.043 -1.333 19 1 

0.043 -1.290 20 1 

0.043 -1.247 21 1 

… … … … 

0.043 0 50 1 

… … … … 

0.043 1.290 80 1 

0.043 1.333 81 1 

0.043 1.376 82 1 

0.043 1.419 83 1 

0.043 1.462 83.99 0.99 

0.043 1.505 84.99 1 

0.042 1.547 85.98 0.99 

0.043 1.59 86.96 0.98 

0.043 1.633 87.93 0.97 

0.043 1.676 88.89 0.96 

0.043 1.719 89.82 0.93 

0.043 1.762 90.72 0.9 

 

 T

[ | ]TE X 
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The data in Table 8.2.2 confirm that person estimates created in increments of  give 

expected values with a difference of 1 effectively in the range from 10 to 90. In general, 

using Eq. (8.2.9) with two person estimates that have a difference of  will give Test T 

expected values, integer or non-integer, with a constant difference of 1, with a condition 

that the expected values fall within a range from 10 to 90. For example, the difference 

between the expected values of two person estimates with a difference of 0.043,

 and 
,
 is equal to 1. Thus the results 

of equating tests to Test T in terms of their expected values defined above, give interval 

level scores or measurements in the range 10 to 90. 

Figure 8.2.3 shows the differences between expected values calculated using Eq. (8.2.9) 

and equidistant person estimates. It shows in an alternative way, the range of  within 

which expected value scores are in equal intervals. Figure 8.2.4 is another depiction of 

the same relationship. 

 

 

Figure 8.2.3 – Differences between successive expected values [ | ]TE X   on test 

with equidistant thresholds when 0.0430T   and equidistant person estimates. 

 

  

,T

T

[ | 1.130] 76.29TE X    [ | 1.173] 77.29TE X   
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Figure 8.2.4 – Differences between successive person estimates with integer expected 

values [ | ]TE X   from 0 to 100 on Test T with equidistant thresholds when

0.0430T  . 

 

In theory, any factor of  can be applied in the same way. For example, we can double 

the distance between the thresholds of Test T to be 0.0860T   and calculate the 

expected values using these new thresholds. Figure 8.2.5 shows the expected value curve 

with such a unit. 

 
Figure 8.2.5 – Expected values [ | ]TE X   on test with equidistant thresholds when

0.0860T  . 

 

T
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It is evident from Figure 8.2.5 that the range of person estimates is twice the range of 

person estimates in Figure 8.2.2. The person estimates that give expected values of 79 

and 80 are 
(0.086)

79 2.4932   and 
(0.086)

80 2.5792  , respectively. The difference between 

these two person estimates is 
(0.086) (0.086)

80 79 2.5792 2.4932 0.086 T       ,
 
which is 

the same as the distance between successive thresholds of the equating test. 

In summary, Test T with a constant unit distance between thresholds, which can be set at 

some desired size, gives interval level measurements in the range 10 to 90. This justifies 

the use of standard statistical operations such as calculating means and standard 

deviations on the equated scores. 

It is convenient if the theoretical equating test has a spread of scores similar to the spread 

of the equated tests. To ensure this, the unit distance between thresholds of the theoretical 

equating test can be made to be the average of the distance between thresholds of all the 

equated tests. This was the choice of unit made in this section. 

 

3. Equating to the theoretical equating test 

3.1 Data used in this study 

This study uses data of three tests with a latent correlation between each two tests equal 

to 1.0. The simulated person and item parameters of the tests are provided in the first 

study in Chapter 6. The observed (empirical) correlations between simulated test scores 

were 0.9072ABR  , 0.9174ACR   and 0.9107BCR  . The most difficult test, Test A, has 

a slightly positively skewed distribution while Test B has a very negatively skewed 

distribution. Thus these three tests are suitable for assessing whether the equating to a 

theoretical equating test with equidistant thresholds is also successful in transforming a 

skewed score distribution to a more normal distribution of equated scores. Because the 

latent correlation between the pairs of tests was 1.0, profile editing was not applied prior 

to equating. 
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3.2 The equated test scores 

The scores of persons on the three tests,  were equated to scores on the 

theoretical equating test, Test T, with  and 0.0430T  . To obtain each person’s 

score , on Test T from the person’s observed score  on test , two steps were taken. 

First, the value of  for each score  on test  needs to be estimated. For this purpose 

the observed score  is equated to its expected value on test  from its estimated four 

principal component parameters. That is |
ˆ

i x  is given as the solution to 

0

| 1 1 2 2 3 3 4 4

0

Pr{ }

1 ˆexp( ( ) ( ) ( ) ( ) )

i

i

m

i i

x

m

i x i i i i i i i i

x i

x x X x

x x g x g x g x g x    






 

    





  (8.2.11) 

Second, given the proficiency |
ˆ

i x  for the person on test , the equated score  on Test 

T was obtained from Eq. (8.2.9) as the expected value on test T. We name Test A*, B*, 

and C* the equated scores of Tests A, B and C to the theoretical equating Test T. 

It is noted that in these two steps the person estimate |
ˆ

i x  is not the same as the person 

estimate from the total score on all tests. However, it will be recalled from Chapter 5 that 

the person parameter which governs the responses to all tests is conditioned out in the 

estimation of the four principal components of each of the tests. 

Table 8.3.1 shows the statistical details of the three tests and the scores equated to Test 

T. It is evident that all three equated scores’ distributions have almost the same means, 

standard deviations, skewnesses and kurtoses. 

  

, ,i A B C

0T 

Tx ix i

|i x
ix i

ix i
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Table 8.3.1 – Summary statistics of three tests together with Test A, Test B and Test C 

equated to theoretical equating Test T when  

 Test A Test B Test C Test A* Test B* Test C* M** S** 

Mean 50.88 64.26 56.35 56.39 56.57 56.42 56.46 0.08 

SD 15.97 16.04 16.47 17.71 17.82 17.76 17.76 0.04 

Minimum 9 17 13 11.21 10.14 8.61   

Maximum 97 99 98 98.94 99.65 99.29   

Skewness 0.11 -0.49 -0.03 0.10 0.13 0.12   

Kurtosis -0.26 -0.26 -0.56 -0.44 -0.44 -0.42   

Test A*, Test B*, and Test C*: equated scores of Test A, Test B and Test C to 

theoretical equating Test T. 

M** and S** are the means and standard deviations of the means and SDs of tests 

A*, B*, and C*. 

 

Figure 8.3.1 shows the cumulative percentage distributions of Test A and Test A* scores 

at every integer score point, and Figure 8.3.2 shows their percentage frequency 

distributions with class intervals of five adjacent score points. 

 

 

Figure 8.3.1 – Cumulative percentage distribution of Test A and Test A* scores. 

 

1AB BC AC    
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Figure 8.3.2 – Percentage frequency distributions of Test A and Test A* scores. 

 

Figure 8.3.3 shows the cumulative percentage distributions of Test B and Test B* scores 

at every integer score point, and Figure 8.3.4 shows their percentage frequency 

distributions with class intervals of five adjacent score points. 

 

 

Figure 8.3.3 – Cumulative percentage distributions of Test B and Test B* scores. 
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Figure 8.3.4 – Percentage frequency distributions of Test B and Test B* scores. 

 

Figure 8.3.5 shows the cumulative percentage distributions of Test C and Test C* scores 

at every integer score point, and Figure 8.3.6 shows their percentage frequency 

distributions with class intervals of five adjacent score points. 

 

 

Figure 8.3.5 – Cumulative percentage distributions of Test C and Test C* scores. 
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Figure 8.3.6 – Percentage frequency distributions of Test C and Test C* scores. 

 

Figure 8.3.5 suggests that the cumulative frequency distributions of Test C scores and the 

equated Test C* scores are almost identical. This is because the skewness of Test C scores 

was almost zero, and the means and standard deviations of Test C and Test C* were 

almost identical. The other two tests, Test A and Test B, were more positively and 

negatively skewed respectively, resulting in a greater change to their skewness value in 

the tests Test A* and B*, making them more symmetrical and normal-like. In addition, 

the means and standard deviations of Tests A and B had a greater change to their 

respective values in Tests A* and B*. As a result, the difference between the cumulative 

percentage distributions of Test A and Test A*, and Test B and Test B* in Figures 8.3.5 

and 8.3.7, are more noticeable. 

Finally, Figure 8.3.7 shows the cumulative percentage distributions of the Tests A*, B* 

and C* at every integer score point, and Figure 8.3.8 shows their percentage frequency 

distribution, with class interval of five adjacent score points. 
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Figure 8.3.7 – Cumulative percentage distributions of Test A*, Test B* and Test C* 

scores. 

 

 

Figure 8.3.8 – Percentage frequency distributions of Test A*, Test B* and Test C* 

scores. 

 

Figure 8.3.7 shows a virtually complete overlap of the three cumulative percentage 

distributions of Test A*, Test B* and Test C* scores which again suggest that the PRM 

method adjusts the differences between the means, standard deviations, skewnesses and 

kurtoses of the equated tests, Test A, Test B and Test C. This is confirmed by the statistics 
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in Table 8.3.1, which show almost identical mean, standard deviation, skewness and 

kurtosis values for the equated scores of Test A, Test B and Test C. 

As mentioned, in this study data are simulated to fit the PRM and therefore presenting fit 

statistics is redundant.  

 

3.3 The shape of equated test scores relative to a normal distribution 

Table 8.3.1 shows that the skewness of the very negatively skewed Test B scores changes 

from -0.49 to 0.13. Table 8.3.1 also shows that the skewnesses of all three equated tests 

are similar and close to 0. This is because the equated test scores take the properties of 

the equating Test T. As confirmed by Figure 8.3.7 and Figure 8.3.8, the distributions of 

all three equated tests are almost identical. 

The normality of the equated scores’ distribution is tested graphically. A graphical test of 

the normality of the distribution of scores is based on a comparison of the distributions of 

tests A*, B*, and C*, and the best fitting, normally distributed scores. For reference, we 

name this normally distributed test, Test N. Score frequencies for Test N are obtained 

using the mean and standard deviation of the equated tests A*, B* and C*. The method 

to calculate the frequency distribution of the best fitting, normally distributed test is 

described by Guilford (1965). The mean of Test N is set to 56.46 and its standard 

deviation to 17.76 - the values shown in Table 8.3.1 which are the average of the equated 

tests’ means and standard deviations. 

Figure 8.3.9 and Figure 8.3.10 provide the cumulative percentage and percentage 

frequency distributions of the three equated tests and the normally distributed Test N. 
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Figure 8.3.9 – Cumulative percentage distributions of three tests Test A*, Test B*, 

and Test C*, and of the normally distributed Test N.  

 

 

Figure 8.3.10 – Percentage frequency distribution, of three tests Test A*, Test B*, 

and Test C*, and of the normally distributed Test N. 

 

Figure 8.3.9 shows the almost perfect overlap of Test N and the equated tests on Test T. 

Figure 8.3.10 does not show quite the same overlap of the equated tests for Test B*, but 

the difference is minimal. This suggests that equating to the theoretical equating tests with 

equidistant thresholds, not only provides interval level measurement over the majority of 

the range of the test scores, but assures an almost perfect normal distribution of the 

equated test scores. 
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3.4 Person estimates and equated test scores at the extremes 

The data in sub-section 3.4 of this Chapter confirmed that the equated scores on Test T 

do not have skewed distributions, and that the distribution is more normal-like. Studies 

in this Chapter highlighted that the relationship between the person estimates  and their 

corresponding expected values on Test T is linear for scores between 10 and 90, with the 

chosen values of  and unit . It was also shown that outside this range, 

the estimated  values and their expected values were not linear. This is particularly 

relevant for scores from 90 to 100, the range in which scholarships, prizes, and so on, are 

given, and where averages across subjects may be calculated and ranks used. This 

subsection is concerned with how the scores in the range from 0 to 100 might be linearized 

to a greater extent than simply equating to a test with  and a unit which is the 

average of the units of the original tests. 

The simplest option for doing so is to take advantage of the property of linearity of the 

estimates of  either on each test or from the total score from the tests that any person 

has answered. To demonstrate the way this linearity can be used in the case of the three 

tests analysed so far, we use estimates of  based on the total score of each of the three 

tests. Any linear transformation of the  values will retain their linearity. In choosing 

the constants for the transformation, which give the desired mean and standard deviation 

of the scores, it is recognised that it is preferable to have equated scores which are of the 

same order of magnitude, and which are within a similar range as the original scores. The 

choice of transformation constants can help in constraining the range of scores, though in 

principle there is the problem that equated scores may be outside the desired range which 

in the example of this thesis, is outside the range 0 to 100. This section studies this effect 

and considers possible alternatives in constraining the range of scores while making the 

scores 90 to 100 more linear in relation to the estimates of . 

To illustrate the choice of constants and to compare transformed  with the expected 

values from the theoretical Test T, the mean and standard deviation of person estimates 

are equated to the mean ( ) and standard deviation ( ) of their expected values on 

Test T. Therefore, we begin by transforming  estimates for the 1000 persons, based on 

all three tests from the original analysis with four principal components, to have the mean 

 and standard deviation  as their expected values on Test T, equal to 56.49 and 

17.33. 



0T  0.043T 



0T 











T T



( )T ( )T
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Table 8.3.2 provides statistics for the person estimates , expected values [ | ]TE X   of 

person estimates on Test T, and the transformed person estimates 2( , )T T   . The values 

 provide a frame of reference for studying the linearity of the expected values, 

[ | ]TE X  . 

 

Table 8.3.2 – Summary statistics for person estimates  , [ | ]TE X   and 2( , )T T    

   

2( , )T T    [ | ]TE X   on Test T 

Mean 0.28 56.55 56.49 

Std.Dev 0.75 17.43 17.33 

Minimum -1.71 10.42 10.30 

Maximum 2.82 115.25 99.13 

 

Data in Table 8.3.2 show that while the expected values on Test T are within the range 0 

to 100, the linearly transformed scores are outside this range. The slight differences 

between the means and standard deviations of 2( , )T T    and [ | ]TE X   are due to 

rounding errors. For a visual comparison, Figure 8.3.11 shows the expected values 

 on Test T of the 1000 persons plotted against the linearly transformed values 

. 

  



2( , )T T  





[ | ]TE X 

2( , )T T  
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Figure 8.3.11 – Expected values on Test T  and linearly transformed 

person estimates . 

 

Figure 8.3.11 confirms the linear relation between person estimates and their expected 

values on Test T, for scores between 10 and 90. It also indicates that there is a substantial 

difference between the transformed person estimates and the expected values above 90. 

Figure 8.3.11 also shows that towards the top scores, persons are not as well separated by 

their expected values on Test T as they are by their person estimates. However, in this 

context, the linear transformation would be considered to separate the students by 

differences that are too large. For example, total scores of 285, 290, and 295 have  

values equal to 2.481, 2.684, and 3.047, and their transformed  values are 

respectively 107.35, 112.04, and 120.04. It would be considered that a difference of 8.39 

between  and  is too large compared to a difference of 4.69 between  and 

. 

The person estimates, and all other estimates used in this Thesis are calculated in 

RUMM2030. In this software, same as in other software, the person estimate   for the 

minimum and maximum score for the item or for the total score on all items is technically 

infinite. Therefore a finite person estimate for the extreme scores of 0  and 100  are 

calculated using some general principle. In RUMM2030 the principle considers the 

differences between estimates of successive adjacent scores leading to the extreme scores. 

[ | ]TE X 

2( , )T T  



( , )T T  

295 290 290

285
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Thus consider an extreme maximum score 0m  . It is observed that, because of the “S” 

shaped expected value curve, that the successive differences and 98 97   increase 

giving 99 98 98 97( ) / ( ) 1.       The principle that is used to give an estimate of 100  is 

that the 100 99 99 98 99 98 98 97( ) / ( ) ( ) / ( )             for the three successive adjacent 

integer scores up to 100. Then for the test i  with maximum possible score of 100im  , 

2

99 98
100 99

98 97

( )

( )

 
 

 


 


. By analogy, for the score of zero the person estimate is given 

by 
2

1 2
0 1

2 3

( )

( )

 
 

 


 


. 

Even though finite, these person estimates for extreme scores can be considered to still 

be inflated in some cases. In this Thesis we consider a solution to control the inflation of 

the extreme score on the theoretically derived equating test with equidistant thresholds. 

The transformations studied below provide a compromise between these two 

extremes - that of the complete linearity of the equated scores using , and the 

constrained linearity in the range 90 to 100 of the equated scores using expected values. 

One solution for improving the linearity of scores between 90 and 100, while retaining 

the linearity for scores between 10 and 90, is to increase the difficulty of the theoretical 

equating test T. For an analysis of the effect that the change in test difficulty may have 

on this relationship, the thresholds of Test T are adjusted to have difficulty  and 

then , while retaining the same unit of . We refer to those two tests 

as Test (1)T  and Test (2)T . 

As the difficulty of Test T increases, the means (1)[ | ]
T

E X  , and  decrease, 

and becomes substantially less than 50, which would be perceived as too harsh. As a 

result, the means of these distributions are increased by the addition of a constant to make 

their mean equal to the mean of expected values  on Test T, in which . For this 

purpose, the additive increments of 6.92 and 11.54 were applied to Test (1)T  and Test 

(2)T , respectively. 

Figure 8.3.12 shows the linearly transformed person estimates and their expected values 

when Test T has difficulties of 0, 0.3, and 0.5 after the increments of 6.92 and 11.54 were 

added to the expected values. 



0.3T 

0.5T  0.043T 

( 2 )[ | ]
T

E X 

T 0T 
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Figure 8.3.12 – Expected values on Test T, expected values on Test (1)T  increased by 

6.92, expected values on Tests (2)T  increased by 11.54, and the transformed person 

estimates . 

 

Figure 8.3.12 shows that the expected values ( 2 )[ | ]
T

E X   on Test (2)T  with increment of 

11.54, are linear for a greater range than the expected values on Test T or Test (1)T  Figure 

8.3.13 shows the same distributions as Figure 8.3.12 but using expected values above 80 

for purpose of better visualisation of the differences in linearity of these distributions. It 

is clear from Figure 8.3.13 that scores from  provide a 

compromise between the full linearity of  and the non-linearity of  

in the range of 90 to 100. 

  

2( , )T T  

( 2)[ | ] 11.54, 0.5TT
E X   

2( , )T T   [ | ]TE X 
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Figure 8.3.13 – Expected values on Test T, expected values on Test (1)T  increased by 

6.92, expected values on Tests (2)T  increased by 11.54, and the transformed person 

estimates 
,
 for scores above 80. 

 

Table 8.3.3 provides statistics for the person estimates and expected values of these on 

the three equating tests when the distance between the equidistant thresholds in each 

equating test is 0.043, and with the different difficulties of 0.0, 0.3, and 0.5. This table 

also shows the statistics for tests (1)T  and (2)T with their means increased by 6.92 and 

11.54, respectively. 

  

2( , )T T  
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Table 8.3.3 – Summary statistics for the transformed person estimates and expected 

values calculated using equidistant thresholds with the same  but different 

difficulties 

 
 

Test T Test (1)T  Test (2)T  

Test 

(1)T  + 

6.54 

Test 

(2)T  + 

11.54 

Mean 56.55 56.49 49.57 44.95 56.49 56.49 

Std.dev 17.43 17.33 17.46 17.47 17.46 17.47 

Min 10.42 10.30 5.02 3.02 11.94 14.56 

Max 115.25 99.13 98.49 97.67 105.41 109.21 

Skewness 0.20 0.12 0.17 0.20 0.17 0.20 

Kurtosis -0.24 -0.45 -0.35 -0.33 -0.35 -0.33 

Nbr>90 30 29 12 4 30 30 

Nbr>100 5 0 0 0 5 6 

 

Table 8.3.3 confirms that the most difficult of the three theoretical equating tests, (2)T , 

while having the same unit of 0.043, has only 4 equated scores above 90, showing that 

the equated scores on this test, (2)T , are linear across almost all scores, and, in particular, 

towards the highest scores between 90 and 100. This is also shown in Figure 8.3.12 and 

Figure 8.3.13. For comparison, the less difficult test (1)T  for the same person estimates 

has 12 equated scores above 90. 

The increment of 11.54 does not affect the linearity of equated scores, but creates scores 

above 100 - the same as the linear transformation of person estimates . Although, with 

the adjustment of 11.54, there are 30 equated scores which are above 90 there are still 

996 scores that are linear as in the on Test (2)T . 

It should be noted that the increase of test difficulty can create more scores below 10 and 

therefore the linearity of scores towards zero can be affected. Considering that the 

equating in usually applied for ranking students for university selection, or for selection 

for awards, the fine level of equating of the least able students should not be of concern, 

and the approach that best discriminates average and the most able students should be 

used. 

 

0.043 

2( , )T T  
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4. Summary 

In the studies presented in earlier chapters, one of the equated tests was always selected 

to be the equating test to which other tests were equated. The test chosen was the one with 

the most symmetric and normal-like distribution, where the preference for a normal 

distribution is based on its advantages and on the historical role of the normal distribution 

in equating. This preference can be applied if one test is normal-like. However, there is 

another feature of test scores which is important in equating scores - that of having an 

interval level of measurement of the equated scores. This permits arithmetical operations 

such as the calculation of the mean and standard deviation of the equated test scores. 

This Chapter showed that it is possible to construct an equating test which simultaneously 

provides interval level measurement over a substantial range of the test scores between 0 

and 100, and in the example, provides a normal distribution of test scores. For this 

purpose, the equating test was defined by only the first two principal components of its 

thresholds, which ensured that its thresholds were equidistant. By analogy to 

measurement, this distance was referred to as the unit. This study provided a 

demonstration as to how to select the origin and unit for the theoretical equating test. To 

ensure that the order of magnitude of the scores of the tests is similar to the original test, 

it may be convenient to choose as the unit of the equating test, the average of the distances 

between thresholds of all of the tests. This was illustrated in the equating of three tests to 

a theoretical equating test. The mean of the thresholds, which defines the arbitrary origin 

of the test, can be set to zero or to other values that might be desired. Greater or smaller 

values of the mean of the thresholds provide greater and smaller values of the mean of 

the distribution of equated test scores. Because of the structure of the expected values of 

the PRM, differences in the mean of the thresholds will not cause overflow, that is, they 

will always fall within the specified range defined by the number of thresholds. However, 

in addition to the mean, a large enough value of the mean of the thresholds may affect the 

skewness of the equated distribution. 

The use of an equating test with equidistant thresholds provides an interval level of 

measurement in the unit of the instrument, that is, the distance between thresholds. 

However, because the maximum and minimum scores are constrained between 0 and m,  

the linearity in terms of the observed score scale required for interval level measurement 

is constrained to the middle of the range of scores. In the example studied in this Chapter, 

the theoretical test provided interval level measurement in the range between 10 and 90. 
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A linear transformation of the latent estimates  of the persons, which would provide a 

suitable origin and unit, would provide interval level measurement throughout the range, 

but it has two properties that are undesirable from a practical point of view. First, with a 

mean that is considered convenient, many scores might have a value greater than 100. 

Second, the differences between the scores at the very extreme, say between 99 and 98, 

are very large and considered too large when used in calculating means and standard 

deviations. A method which involves modifying the mean of the thresholds and then 

carrying out a linear transformation of the scores, was shown to provide a compromise 

between the extremes with the transformed values of   having total linearity and the 

constraint imposed that the expected values be no greater than 100.  

The studies in the previous chapters, which provided a theoretical basis for using the PRM 

in test equating, had person parameters which were normally distributed - the typical 

assumption of distributions. However, by varying the distribution of the thresholds of the 

tests (for example by having skewed thresholds), the simulated scores were also skewed. 

The studies confirmed that making the thresholds of the equating test equidistant, and by 

choosing a mean for the thresholds that was not too difficult or easy, the distributions of 

the equated scores on all tests were normal. These features of the theory of test equating, 

described in this and previous chapters, are applied in a comprehensive way to equate a 

set of tests with real data. The real data have the added complication that not all persons 

had scores on all tests. 
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Chapter 9 

Equating real tests using the polytomous Rasch model 

 

1. Introduction 

Previous chapters confirmed that using the PRM is a viable method that can be applied 

for equating tests. They demonstrated that equating using the PRM, conditional on the 

person parameters estimates, is not affected by the number of scores with zero frequency 

and that it can be applied when correlations between test pairs are not homogeneous. 

These demonstrations also provided evidence that the PRM can successfully equate 

scores towards the maximum possible score, which in the case of tests in this thesis is 

equal to 100. Fit of data to the model was also addressed. Studies in Chapter 7 provided 

a rationale and method for editing profiles in order to ensure that only those that are 

relatively homogeneous are used to obtain the equating functions for the tests. Finally, 

the studies in Chapter 8 explained how to create a theoretical equating test which provides 

an interval level of measurement of the equated scores across a substantial range of the 

scale. 

This Chapter uses the whole range of theoretical features of equating using the PRM 

explained in the previous chapters to illustrate its application using real examination data 

provided by the School Curriculum and Standards Authority of Western Australia. The 

rest of this Chapter is structured as follows. Section 2 explains the data used in this study, 

and provides the equating functions and the statistics of equated scores of the original 

data. Section 3 shows the equating functions with edited profiles and statistics of equated 

scores using these functions, and provides a comparison between the equating functions 

from the original and edited profiles, and the equated scores calculated using these two 

sets of equating functions. Section 4 provides test of fit statistics. Section 5 demonstrates 

the linearity of equated scores and the degree to which interval level of measurement of 

the equated scores has been achieved. Section 6 illustrates the effect of profile editing and 

equating using specific profiles. Section 7 is a summary. 
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2. The real data 

There are about 50 subjects available for students in Western Australia to study in the 

final year of their secondary education, and which can be used towards university entry. 

It is recalled that students need to study a minimum of four subjects and that one of the 

English subjects is required. In addition, for many courses of study at university, a 

mathematics subject is required. At the first level of selection, a person’s total score on 

the subjects studied, following the equating of the tests of the subjects, is the relevant 

statistic for ranking students. It is appropriate at this point to expand on the data from the 

perspective of the distinction between two kinds of variables, causal and index. 

Causal variables are typically found in the natural sciences and in much of education, 

psychology, and the social sciences, where the property of the object being measured 

causes the performance on the instrument or test. For example, a person’s temperature 

causes the value read on a thermometer, and a person’s proficiency in the subject English 

causes the score obtained on the test of English. If there are multiple questions on the 

English test, then it is assumed that the same proficiency governs the performance on all 

questions. As a consequence, and in principle, the questions of a test are exchangeable; 

they are not unique for assessing proficiency on the variable. 

Index variables are typically found in the social sciences including education, 

psychology, and health assessment where the chosen indicators define and form a 

composite variable. Stenner, Burdick, and Stone (2008) used socioeconomic status (SES) 

to illustrate the definition of a composite variable: they defined a person’s SES by the 

level of education, occupational prestige, level of income, and the desirability of the 

neighborhood in which he or she lived. Although these indicators are positively 

correlated, and in general are required to be correlated in order to be amalgamated into a 

single index, the indicators together define SES rather than the other way around. As a 

consequence, the components of SES are not exchangeable and if one of them is deleted 

(for example, income), then there is an important sense in which the variable would be 

changed. Similarly if a new indicator, for example total personal consumption, were 

added, then the variable would be changed. 

Andrich (2014) and Tesio (2014) showed respectively that in education and in health 

assessment, variables can be a combination of causal and index variables. Taking an 

educational example, Andrich considered that a definition of the subject physics in terms 



 

202 
 

of the topics of electricity and magnetism, sound, light, heat and mechanics, constituted 

an index variable. However, the subtests composed of items assessing each of these topics 

may be considered causal variables. The subject of physics was taken to be of a higher 

order than each of the topics. 

The case of selection into university provides a further combination and generalisation of 

a mixture of causal and index variables. At the causal level, it can be considered that the 

proficiency on a subject causes the performance on the relevant test. Then the 

combination of tests provides a composite variable which defines preparation for 

university entry. In this case, even at the level of the composite value, there is a sense in 

which the component tests are exchangeable. Thus any four of a range of subjects - with 

some restrictions within disciplines of subjects - maybe chosen. Even within English, one 

of three subjects and generally two, maybe chosen by a student, and therefore the two 

subjects are exchangeable in defining a tertiary entrance score. 

In principle, it is because the variable of interest has largely an index characteristic rather 

than only a causal one, that the correlation among the indicators - the tests - are less than 

1 and not homogenous. The application of the PRM demonstrated with the real data below 

in forming a single summary score, shows a particular handling of this mixture of causal 

and index variables. 

 

2.1 Properties of the data in the illustrative analysis 

Some subjects have more than 1000 students, with English having more than 10,000. 

There are also subjects with less than 500 students. These latter ones will not be used in 

this illustrative analysis. 

There are 14 of 50 subjects with more than 1000 students. This number of students per 

test gives stability in estimating person and test parameters, and provides a rationale for 

selecting a subset of available subjects for efficient exposition. The equating of subjects 

with less than 1000 students and all 50 subjects can be carried out by the model and the 

software, but that would become too broad in the exposition of this thesis. In addition to 

selecting a subset of subjects, only those students with a score in three or more of the 14 

subjects are selected to assure that the links across subjects are adequate. This leaves 8094 

students with at least three scores in the 14 subjects. These are Biology (BIO), Chemistry 

(CHE), Economics (ECO), English (ENG), Geography (GEO), Human Biology (HBS), 
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Modern History (HIM), English Literature (LIT), three mathematics subjects (MAS), 

(MAT) and (MMT) at different difficulty, Physical Education Study (PES), Physics 

(PHY) and Religion (REL). This range of subject disciplines is considered wide enough 

to illustrate the equating carried out using the PRM. The selection includes three 

mathematics subjects of different difficulty which are selected by students according to 

their perceived proficiency and further study plans. Retaining all three mathematics 

subjects is useful in making comparisons between the expected relative difficulties among 

these subjects and the populations sitting them. 

Table 9.2.1 provides the summary statistics of the 14 tests. This summary shows that tests 

are different at least according to their difficulty for their relative populations. Thus MAS 

is relatively more difficult for its population than is MAT for its population. However, 

because these statistics are based on different populations, they cannot be compared 

directly, which confirms the need for equating. 

 

Table 9.2.1 – Summary statistics of 14 tests 

Test N Mean SD Min. Max. Skew. Subject 

BIO 1129 61.95 12.53 16 89 -0.38 Biology 

CHE 4380 55.81 17.35 5 98 -0.17 Chemistry 

ECO 1452 57.87 15.40 9 96 -0.21 Economics 

ENG 5871 58.77 11.49 1 96 -0.10 English 

GEO 1265 60.88 10.55 23 91 -0.25 Geography 

HBS 2635 55.56 13.67 8 90 -0.28 Human Biology 

HIM 1623 58.79 12.26 6 91 -0.38 Modern History 

LIT 1359 63.42 10.58 4 94 -0.52 English Literature 

MAS 1387 55.64 16.77 4 99 -0.14 Advanced* 

MAT 3406 64.55 17.40 0 99 -0.55 Intermediate* 

MMT 3510 56.45 15.38 3 93 -0.26 Basic* 

PES 1337 67.46 10.48 20 91 -0.59 Physical Education 

PHY 3300 60.79 15.76 3 97 -0.58 Physics 

REL 1367 60.05 10.66 10 92 -0.07 Religion 

 Mathematics subjects with names created for the purpose of this thesis 

In confirming the success of equating to a theoretical test with equidistant thresholds, in 

this study we focus on the mean, standard deviation and skewness, which are the main 

*
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properties of the distributions. For simplicity of presentation, the kurtosis of scores is 

omitted from the tables in this Chapter. From Table 9.2.1, it is clear that most distributions 

are negatively skewed, meaning there are some very low scores and large frequencies of 

some high scores in some subjects. 

Students may select to study any subject combination but, as mentioned earlier, must take 

one of three English subjects - English (ENG), English Literature (LIT), and English as a 

Second Language (ELD). The ELD subject is not included in these 14 selected subjects. 

In addition, to fulfil the eligibility criteria for entry to universities, students usually take 

four or more subjects. For each of the subjects, students receive a school mark. In each 

subject, students also sit an external examination that is developed and marked by the 

Authority and not by the school. Therefore, the external examination marks of all students 

within the same subject are on the same scale. Only external examination marks in each 

of these 14 subjects are used in this Chapter. 

Each examination has a maximum possible score of 100, and for convenience we will 

refer to these examinations as tests. Table 9.2.2 provides the number of students taking 

each test. For purposes of demonstrating the strength of the link between the tests, Table 

9.2.2 also shows the number of scores in each pair of tests, and their correlation. There 

are no students who selected all 14 subjects and as a result the matrix of student profiles 

has, technically, structurally missing data. 
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Table 9.2.2 – Correlations between each pair of tests and number of students in each pair 

of tests 

n\R BIO CHE ECO ENG GEO  HBS HIM LIT MAS MAT MMT PES PHY REL 

BIO  0.77 0.58 0.46 0.65  0.42 0.46 0.37 0.46 0.67 0.62 0.55 0.75 0.62 

CHE 604  0.70 0.42 0.60  0.70 0.59 0.43 0.78 0.73 0.68 0.54 0.84 0.34 

ECO 114 555  0.49 0.61  0.64 0.59 0.62 0.60 0.56 0.44 0.52 0.69 0.40 

ENG 755 2899 1058  0.51  0.44 0.64  0.30 0.27 0.33 0.42 0.40 0.50 

GEO 253 317 161 1065   0.58 0.64 0.61 0.31 0.48 0.44 0.51 0.58 0.53 

HBS 16 1083 246 2099 359   0.60 0.41 0.66 0.56 0.55 0.62 0.68 0.52 

HIM 182 335 261 1150 300  579  0.63 0.24 0.29 0.38 0.43 0.58 0.55 

LIT 157 756 258 0 144  380 434  0.40 0.28 0.25 0.35 0.41 0.47 

MAS 26 1214 155 788 24  59 33 250  0.85 0.83 0.16 0.80 0.25 

MAT 339 2859 526 2167 207  613 258 675 1351   0.42 0.78 0.22 

MMT 611 1364 691 2731 680  1421 749 497 16 0  0.53 0.67 0.27 

PES 100 294 136 1192 210  735 201 88 26 244 746  0.59 0.38 

PHY 273 2768 402 2147 196  458 168 526 1236 2527 705 204  0.31 

REL 118 459 217 997 166  430 327 336 139 396 583 247 335  

Total  1129 4380 1452 5871 1265  2635 1623 1359 1387 3406 3510 1337 3300 1367 

 

Table 9.2.2 shows that the number of students common to two pairs of tests is zero. These 

pairs are English (ENG) and English Literature (LIT), and Basic Mathematics (MMT) 

and Intermediate Mathematics (MAT). ENG is easier than LIT and because one English 

subject is required for university entry, though they cannot use both, the very few students 

who study both are not included in these data. Most students select ENG, the easier 

subject. The three mathematics subjects are of different difficulty and mathematics 

students are permitted to study any combination of these three subjects. The best students 

study the Advanced (MAS) and Intermediate (MAT) leaving few who also study Basic 

Mathematics (MMT). In this data set, MMT has only 16 students in common with MAS 

and 0 in common with MAT. 

 

Each test is marked by two markers who give an integer score but the student’s test scores 

are calculated as the average of these two scores. As a result, test scores are not necessarily 

integer values. For this study, these are rounded to the nearest integer for the PRM 

analysis. Because of the range of scores, 0 to 100, it is considered that rounding to the 

nearest integer does not result in any loss of precision in obtaining the equating functions. 
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As indicated in earlier Chapters, equating usually assumes that the tests involved in 

equating assess the same content. This is clearly not the case in this data set. For example, 

Advanced Mathematics (MAS) and Physics (PHY) have more in common than 

Mathematics (MAS) and English (ENG). As a result, correlations between test pairs are 

very different from each other. Table 9.2.2 confirms a high correlation of 0.80 between 

MAS and PHY and a low correlation of 0.30 between MAS and ENG. The remaining 

pairs have a range of correlations. 

 

The population of 8094 students did not sit the same subjects nor the same number of 

subjects. Table 9.2.3 shows the population size by number of tests taken by students in 

the data set analysed. 

Table 9.2.3 – Number of students per number of scores they have in their profile 

No. of Students 1610 3631 2451 402 
Total 

8094 

No. of tests 3 4 5 6  

 

2.2 Data analysis according to the PRM 

Scores of the 8094 students in the 14 tests were analysed according to the PRM using 

RUMM2030 software. The initial analysis provides the initial equating function and also 

provides the frame of reference for studying the effect of profile editing on equating 

functions in real data. As mentioned earlier, and even though the assumption is implied 

in general, when equating real test data, the assumption of the homogeneity of profiles is 

not considered. 

The standard output from RUMM2030 in Figure 9.2.1, shows the person distribution and 

the distributions of the tests’ thresholds. These estimates involve all four principal 

components of the thresholds according to Eq. (5.2.2). The mean person parameter 

(0.048) is only a little greater than the mean of the average of the tests’ difficulties which 

is constrained to 0. It is noticeable that the standard deviation of the persons is very low 

(0.142), which from the analyses in the previous chapters, can in part be attributed to 

some low correlations among the tests. 

 



 

207 
 

 

Figure 9.2.1 – Person estimates and test thresholds frequency distribution of 8094 

persons and 14 tests. 

 

To simplify the display of equating functions in the figures and tables below, results of 

only six of the 14 tests are presented in detail. These six tests cover different disciplines 

and have students from different ranges of proficiency. The six selected tests are CHE, 

MAS, MAT, PES, BIO and ENG. ENG is selected because the majority of students have 

a score on this test. In addition, because many students have a score in English for reasons 

explained earlier, it is potentially the most sensitive to profile editing. 

Figures 9.2.2 and Figure 9.2.3 show graphically the equating functions for the six tests. 

The equating functions are differentiated by the shape which is affected by the difficulty, 

and the slope defined at the difficulty of the test. Because the same difference in raw 

scores implies a greater difference in estimated  values, a lower slope provides a better 

differentiation of expected values. In addition, an increase of the test difficulty shifts the 

curve to the right. These figures also provide scores in six tests equivalent to Chemistry 

scores of 80 and 40, respectively. Both figures show that the test in the mathematics MAS 

subject was more difficult than the other five tests used in this figure, and that PES was 

the easiest. In addition, in the midrange where CHE is 40, there is greater differentiation 

than among the high scores where CHE is 80. This is expected because of the ceiling 

effect on a score of 80. 
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Figure 9.2.2 – Scores in five tests, MAS, MAT, PES, BIO and ENG equivalent to 

Chemistry test score of 80. 

 

 

Figure 9.2.3 – Scores in five tests, MAS, MAT, PES, BIO and ENG equivalent to 

Chemistry test score of 40. 

 

Equivalent expected values shown in Figures 9.2.2 and 9.2.3 will be used later in this 

Section for confirming the accuracy of equating to a theoretical test with equidistant 

thresholds.  
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2.3 The theoretical equating test 

As indicated above, in the first analysis, and to obtain person estimates, all 14 tests were 

analysed using the first four principal components of the PRM. However, to set the unit for 

the theoretical equating test, the data were reanalysed using just the first two principal 

components. Then, applying the approach studied in Chapter 8, an arbitrary but convenient 

unit was set as the mean of the estimated units from the second principal component. This 

equating test is referred to as Test T1. Table 9.2.4 provides the values of the first two 

principal components, the difficulties ( ), and the units ( ) of the tests. 

 

Table 9.2.4 – The difficulty  and unit  of each of 14 tests estimated with two 

principal components 

. Tests 
 

 

 . Tests   

1 BIO -0.0670 0.0138  8 LIT -0.0236 0.0163 

2 CHE 0.0991 0.0091  9 MAS 0.1620 0.0093 

3 ECO 0.0506 0.0102  10 MAT 0.0564 0.0081 

4 ENG -0.0074 0.0143  11 MMT 0.0283 0.0092 

5 GEO -0.1033 0.0170  12 PES -0.2123 0.0163 

6 HBS 0.0229 0.0119  13 PHY 0.0382 0.0106 

7 HIM -0.0238 0.0147  14 REL -0.0202 0.0153 
 

Mean      0 0.0126 
 

Std.Dev.      0.0872 0.0030 

 

From Table 9.2.4, the unit of the Test T1 is taken as , with its origin  

 

2.4 The equating functions and the equated scores on Test T1 

Using the method described in Chapter 8, scores on each of the 14 tests were equated to 

the theoretical equating test, Test T1. Given the person parameter estimates  

calculated for each total score  on the test , and estimated with four principal 

components, the equated score on Test T1 is calculated as its expected value using Eq. 

(9.2.1): 
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   (9.2.1) 

The equated test scores in the six selected tests shown on Figures 9.2.2 and 9.2.3 are used 

to confirm the accuracy of the equating to the theoretical equating test. As shown in 

Figure 9.2.2, the test scores of 80, 74.41, 85.81, 83.75, 80.92 and 81.60 in CHE, MAS, 

MAT, PES, BIO and ENG, respectively, are equivalent and are to be equated to the same 

score. Therefore, the equated scores of these tests scores should be the same on the 

theoretical equating test T1. 

Table 9.2.5 provides scores from five tests that are equivalent to the Chemistry scores of 

80 and 40 respectively, including the scores of 80 and 40 on Chemistry. The Table also 

includes the equivalent scores from four principal components shown in Figures 9.2.2 

and 9.2.3. 

Table 9.2.5 – Scores in five tests equivalent to Chemistry scores 80 and 40, respectively, 

and their equated scores on test T1 

CHE Score Test Equivalent test scores from 

four principal components 

Equated scores on Test T1  

40 BIO 56.13 43.22 

40 CHE 40 43.19 

40 MAS 34.66 43.22 

40 MAT 43 43.19 

40 PES 64.62 43.23 

40 PHY 51.96 43.22 
    

80 BIO 80.92 79.63 

80 CHE 80 79.62 

80 ENG 81.60 79.63 

80 MAS 74.41 79.63 

80 MAT 85.81 79.63 

80 PES 83.75 79.62 
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Table 9.2.5 confirms that all six equivalent scores as shown in Figures 9.2.2 and 9.2.3 are 

equated to essentially the same score on Test T1. These scores are within a difference of 

0.05%. 

Table 9.2.6 provides descriptive statistics of the original scores and the equated scores on 

Test T1 with a ranking of the tests in terms of relative easiness. 

 

Table 9.2.6– Summary statistics of 14 tests and equated on Test T1 

  Test scores Equated test scores on Test T1 

Test N Mean StdDev Rank Mean StdDev Rank 

BIO 1129 61.95 12.53 4 52.60 14.28 10 

CHE 4380 55.81 17.35 12 56.65 14.34 5 

ECO 1452 57.87 15.40 10 54.98 13.57 6 

ENG 5871 58.77 11.49 9 53.21 12.54 8 

GEO 1265 60.88 10.55 5 51.38 13.98 12 

HBS 2635 55.56 13.67 14 51.81 13.64 11 

HIM 1623 58.79 12.26 8 53.18 14.05 9 

LIT 1359 63.42 10.58 3 60.21 13.90 2 

MAS 1387 55.64 16.77 13 61.91 14.15 1 

MAT 3406 64.55 17.40 2 59.18 13.65 3 

MMT 3510 56.45 15.38 11 51.32 12.03 13 

PES 1337 67.46 10.48 1 51.10 13.53 14 

PHY 3300 60.79 15.76 6 57.47 14.98 4 

REL 1367 60.05 10.66 7 54.64 12.50 7 

Mean  59.86 13.59  54.97 13.65  

SD  3.48 2.59  3.44 0.78  

 

It is evident that the ranking by test means changes after equating. The original scores 

and ranks are on different scales and reflect different populations in terms of comparative 

proficiency. For example a very low mean of Advanced Mathematics, MAS (55.64), for 

its population becomes the highest equated mean (61.91) of all 14 equated tests. In 

addition, the easiest of the three mathematics tests, Basic Mathematics, MMT taken by 

the least able students, with an original mean of 56.45, has the lowest equated mean 

(51.32). Intermediate Mathematics, MAT has its mean reduced from 64.55 to 59.18 and 
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ranks as second of the three mathematics subjects. This is consistent with expectations. 

English Literature, LIT, is taken by the most able students in the discipline, and has the 

second highest equated mean (60.21). Physical Education, PES, is ranked first before 

equating, while it is ranked last after equating. The differences in ranking by their raw 

scores and by their equated means confirm the need for test equating, in particular when 

the test scores need to be summed into a summary score. It is also evident that the standard 

deviations of the equated scores are different among tests, and that these change their 

values from the original scores. The overall ranking of the tests after equating is consistent 

with expectations and with the currently applied method for equating in Western 

Australia. Because of the confidentiality of some information, the comparison between 

the equated scores calculated using currently applied method in Western Australia and 

the PRM method is not provided in this thesis. 

 

2.5 Equated score distributions 

For completeness and illustrative purposes, Figure 9.2.4 provides the cumulative 

percentage distribution of test scores and the equated MAS scores on Test T1. MAS is 

chosen simply because its population has the highest mean on the common, equated scale 

on Test T1. Figure 9.2.5 provides the percentage frequency distributions of the same score 

distributions. 
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Figure 9.2.4 – Cumulative percentage of MAS scores and MAS scores equated to the 

theoretical equating test. 

 

 

 

Figure 9.2.5 – Percentage frequency distribution of MAS scores and MAS scores 

equated to the theoretical equating test. 

 

The increase in scores after equating is evident in Figures 9.2.4 and 9.2.5. The difference 

between the original and equated distributions is that the number of scores below 60 is 

less and the number above 50 and above 60 is greater on the equated test. Figure 9.2.5 

confirms visually the smaller standard deviation and the greater mean of the equated 

scores compared to the mean of the original MAS scores. Similar graphs showing the 

effect of profile editing on the equating of tests are shown in the next Section. 

 

3. Profile editing 

3.1 Non-homogeneity of profiles 

Chapter 7 described the rationale and process for editing profiles which have very non-

homogeneous scores. In summary, there are two related reasons for editing profiles, one 

based on the assumption of the PRM, the other based on the substantive context in which 

the tests are equated. First, the single, scalar person parameter and the sufficiency of the 

total score for this parameter, together imply that the person profiles are relatively 

homogenous. This also implies a relatively high and homogeneous correlation among the 
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tests. Second, the context generates some artificially low correlations among subjects and 

therefore non-homogeneous profiles for reasons that do not reflect their inherent, relative 

properties - in particular their relative difficulties - and therefore are not consistent with 

the purpose of equating tests. For example, although students choose which subjects they 

study in their final year of schooling, they may also select some subjects that are 

prerequisites for university courses they want to study, some that are compulsory (such 

as a subject of English), and some that they choose to broaden their knowledge even 

though they do not expect to use the score in that subject for their selection into university. 

In the present context, the best four subjects for students are taken for selection. In 

addition, subjects such as English Literature, Mathematics, and Physics will have 

inherently different correlations. 

It is considered that these features that affect the scores the students receive, and therefore 

affect the equating of the tests, should be controlled. This control is carried out through 

the editing of profiles. It is argued here that because students with relatively homogeneous 

profiles may be considered equally able or proficient in the subjects of their profiles, these 

profiles are the best from which to construct equating functions. Then for purposes of 

selection, the full set of profiles are analysed from two perspectives using the equating 

functions: first, those whose total score summarises the profile; second, those whose total 

score does not summarise the profile and where the profile needs to be considered 

specifically for further interpretation. 

Table 9.2.2 shows that the original correlations between some of the pairs of tests are 

quite low. A low correlation indicates that a substantial number of students have a high 

score on one of the tests and a low score on the other. It should be noted that non-

homogeneous profiles, and therefore non-homogeneous correlations among tests, which 

are properties of the data, will affect any method of equating (other than the equipercentile 

method), including those based on linear transformations. 

In general, as the correlation between pairs of tests decreases, then the number of 

homogeneous person profiles decreases and therefore the number of scores edited from 

profiles will increase. These effects are studied in the rest of the Chapter. 
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3.2 Profile editing and edited tests 

Profile editing includes identification of anomalous scores - those significantly higher or 

lower than expected, given the person parameter estimate and the parameter estimates of 

a test - and then deleting these scores from the person’s profile in estimating the equating 

functions. As indicated in Chapter 7, this editing ensures a profile’s remaining scores are 

more homogeneous than they were originally. 

An anomalous score is identified using the person’s standardised residual for the test. 

Given the person estimate and the test parameter estimates, the expected value  

for person  on each test  with the person score is calculated. The standardised residual 

for person  with a score on test  is given by 

{ [ | ]}/ [ | ]]ni ni ni niz X E X V X   ,    (8.3.1) 

where  is the variance of the random variable niX  and . 

As explained in Chapter 7, the cut-off residual of 1.1 allows the observed scores to be 

about 4.8 score points above or below the expected values within the range between 20 

and 80. After editing, as in the initial analysis, students with less than three test scores 

were also removed from the equating data. 

It is stressed that the value of 1.1 for the cut-off is illustrative in this Chapter, and that 

different values maybe chosen depending on the context. The Chapter examines 

illustratively the effect that this particular value generates for the equating function and 

the analysis of profiles. 

Two further relevant points emerge from the conceptualisation of editing profiles to 

enhance their homogeneity. First, in typical equipercentile equating, when non-highly 

correlated tests are equated, or other methods when highly correlated tests are equated, 

the persons on the tests are either the same or from the same population. By analogy, 

when the profiles are edited as described in this thesis, it can be inferred, as argued earlier, 

that the persons are relatively equally proficient on the subjects retained in the profile. 

Second, an important generalisation of the application of PRM in equating also emerges. 

Although the retained profiles reflect equivalent proficiency across retained scores, the 

set of profiles across different tests have different combinations of tests and represent 

populations which are different both qualitatively and quantitatively. For example, some 

profiles emphasise proficiency in the humanities and others in the natural sciences and 

]|[ niXE

n i

n i

[ | ]niV X  {1,2,...,14}i
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mathematics, and some profiles show more or less overall proficiency. Such a 

generalisation contributes greatly to the efficiency of equating multiple tests 

simultaneously. 

Table 9.3.1 provides the number of scores per test with a standardised residual | | 1.1.niz   

Table 9.3.1 also provides initial sizes, sizes after removing anomalous scores (6538 of 34 

021, 19.22%), and then the sizes after removing students with less than three tests in their 

profile. After applying these two steps the number of students retained out of 8094, was 

6534 students (80.73%). It is noted that this gives a high proportion of the original number 

of students in each subject. 

Table 9.3.1 – Summary of edited profiles and number of test scores in each test 

Test 
Scores 

1.1niz   

Scores 

1.1niz    

Total 

| | 1.1niz   
% scores 

removed 
Initial N 

Edited  

N 

Final* 

edited N 

BIO 86 97 183 16.21 1129 946 846 

CHE 227 344 571 13.04 4380 3809 3552 

ECO 129 134 263 18.11 1452 1189 1020 

ENG 926 821 1747 29.76 5871 4124 3760 

GEO 124 110 234 18.50 1265 1031 900 

HBS 202 232 434 16.47 2635 2201 1952 

HIM 166 139 305 18.79 1623 1318 1030 

LIT 207 157 364 26.78 1359 995 875 

MAS 80 87 167 12.04 1387 1220 1147 

MAT 252 343 595 17.47 3406 2811 2663 

MMT 383 411 794 22.62 3510 2716 2434 

PES 109 107 216 16.16 1337 1121 994 

PHY 164 188 352 10.67 3300 2948 2742 

REL 158 155 313 22.90 1367 1054 932 

Total 3213 3325 6538  8094 8047 6534 

 profiles with three or more scores 

The percentage of scores converted to missing data is greatest in English (29.76%). As 

indicated earlier, this is a symptom of the requirement that all students study an English 

subject, and for most students, this subject is not chosen freely in the same sense in which 

the other 13 subjects are chosen. For example, it is likely that students who choose mostly 

science subjects will have their English score converted into missing data. Without profile 

*
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editing, a relatively lower score on English than on other subjects - which is lower for 

extraneous reasons rather than the inherent relative difficulty of the tests -- will tend to 

make English appear relatively more difficult. The English Literature subject has the 

second highest percentage (26.78%) of anomalous scores. This is also because of the 

literacy requirement. Many science students study this course trying to get the best 

equated scores. However, the English Literature course is taken by the most able English 

students which in general are above the midrange ability of all students. Therefore, it is 

likely that anomalous scores in English Literature are identified in profiles of students 

studying mostly science subjects. 

For almost all university courses, at least one mathematics subject is a prerequisite. Those 

least mathematically able students study Basic Mathematics, MMT, but even then they 

do not achieve results at the same standard as in their other, mostly non-science, subjects. 

For that reason MMT also has many anomalous scores (22.62%). The subject Religion, 

REL, is compulsory for all students enrolled in Catholic schools, which represents about 

20% of the Year 12 students studying for university entrance. This course involves 

writing essays which, for similar reasons as ENG and LIT, will not be a preferred subject 

for all science students, and therefore has many anomalous scores (22.90%). The smallest 

percentage of anomalous scores is identified in Physics (PHY), followed by Advanced 

Mathematics (MAS), and then Chemistry (CHE). These three subjects, and in particular 

PHY and MAS, are almost always selected as preferred subjects by students who are 

really proficient in science and mathematics, and also have a score in at least one other 

science subject. The CHE course is taken by some non-science students, which explains 

why the percentage of anomalous scores is this subject is slightly greater than in PHY and 

MAS. 

Table 9.3.2 provides the number of scores in each pair of the original data and with edited 

profiles shown above and below the diagonal, respectively. 
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Table 9.3.2 – Number of students in each test and the pair of tests of the original data 

(B) and with profiles edited (A) at a residual of | | 1.1niz   and with removed profiles 

with less than tree test scores. 

A\B BIO CHE ECO ENG GEO HBS HIM LIT MAS MAT MMT PES PHY REL 

BIO 
 

604 114 755 253 16 182 157 26 339 611 100 273 118 

CHE 444 
 

555 2899 317 1083 335 756 1214 2859 1364 294 2768 459 

ECO 70 388 
 

1058 161 246 261 258 155 526 691 136 402 217 

ENG 457 1696 612 
 

1065 2099 1150 0 788 2167  2731 192 2147 997 

GEO 169 214 112 653 
 

359 300 144 24 207 680 210 196 166 

HBS 8 786 159 1297 223 
 

579 380 59 613 1421 735 458 430 

HIM 103 184 153 611 184 360 
 

434 33 258 749 201 168 327 

LIT 93 471 144 0 86 230 238 
 

250 675 497 88 526 336 

MAS 19 928 95 359 16 42 16 130 
 

1351 16 26 1236 139 

MAT 231 2127 325 1182 130 405 117 390 994 
 

0 244 2527 396 

MMT 424 929 416 1612 422 953 402 284 1 0 
 

746 705 583 

PES 75 194 83 737 139 494 130 55 14 146 498 
 

204 247 

PHY 212 2177 280 1208 129 324 101 332 961 1953 439 142 
 

335 

REL 75 275 134 570 112 276 192 176 73 220 351 161 196 
 

Total:               

After 846 3552 1020 3760 900 1952 1030 875 1147 2663 2434 994 2742 932 

Before 1129 4380 1452 5871 1265 2635 1623 1359 1387 3406 3510 1337 3300 1367 

% diff 25.07 18.90 29.80 35.96 28.90 25.90 36.50 35.60 17.30 21.80 30.70 25.70 16.90 31.80 

 

The pairs of test in which the number of persons with scores in both tests is reduced by 

at least 45% are shown in red. Although there were only 16 students with both MMT and 

MAS scores, 15 (94%) scores were removed. This is expected because for the MAS 

students, the MMT test was very easy and their scores in MMT were very high. Also 48% 

of scores were removed for the pair MAS and LIT, for reasons explained earlier. As 

already indicated, the greatest number of scores was removed in English. Table 9.3.2 

shows that more than 50% of scores were removed for students who study MAS and HIM 

(Modern History), and MAT and HIM. This is because most of the non-science students 

who study HIM and are generally very able, study a mathematics course and they usually 

do not select the easiest MMT but the more difficult MAT, or occasionally, MAS. 

It was indicated that the increase of the homogeneity of profiles will provide higher 

correlations between the tests. Table 9.3.3 provides the correlations between tests in pairs 
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of the original data and with edited profiles shown above and below the diagonal 

respectively. 

Table 9.3.3 – Correlation of test in pairs of the original data (B) and with profiles edited 

(A) at a residual of |𝑧𝑛𝑖| = 1.1 and with removed profiles with less than three test scores. 

A\B BIO CHE ECO ENG GEO HBS HIM LIT MAS MAT MMT PES PHY REL 

BIO  0.77 0.58 0.46 0.65 0.42 0.46 0.37 0.46 0.67 0.62 0.55 0.75 0.62 

CHE 0.85  0.70 0.42 0.60 0.70 0.59 0.43 0.78 0.73 0.68 0.54 0.84 0.34 

ECO 0.85 0.85  0.49 0.61 0.64 0.59 0.62 0.60 0.56 0.44 0.52 0.69 0.40 

ENG 0.76 0.77 0.76  0.51 0.44 0.64  0.30 0.27 0.33 0.42 0.40 0.50 

GEO 0.75 0.80 0.82 0.74  0.58 0.64 0.61 0.31 0.48 0.44 0.51 0.58 0.53 

HBS 0.91 0.83 0.80 0.73 0.80  0.60 0.41 0.66 0.56 0.55 0.62 0.68 0.52 

HIM 0.75 0.83 0.85 0.81 0.76 0.79  0.63 0.24 0.29 0.38 0.43 0.58 0.55 

LIT 0.74 0.78 0.80  0.80 0.71 0.78  0.40 0.28 0.25 0.35 0.41 0.47 

MAS 0.77 0.87 0.82 0.76 0.76 0.84 0.83 0.84  0.85 0.83 0.16 0.80 0.25 

MAT 0.85 0.86 0.82 0.74 0.78 0.79 0.84 0.73 0.90   0.42 0.78 0.22 

MMT 0.82 0.83 0.76 0.71 0.77 0.79 0.76 0.68    0.53 0.67 0.27 

PES 0.71 0.72 0.73 0.67 0.74 0.77 0.72 0.59 0.67 0.72 0.75  0.59 0.38 

PHY 0.83 0.88 0.84 0.76 0.81 0.84 0.77 0.77 0.86 0.86 0.82 0.77  0.31 

REL 0.76 0.72 0.66 0.70 0.70 0.73 0.80 0.72 0.76 0.68 0.68 0.67 0.67  

 

It is evident that the correlation between every pair of tests increases with edited profiles. 

The range of correlations from the edited profiles is from 0.59 to 0.91 compared to the 

range from 0.16 to 0.85 in the original profiles. This range could be decreased with a 

minimum greater than 0.59 by having a cut score smaller than | | 1.1,niz   such as 

| | 1.0.niz   Some correlations are worth noting. The smallest initial correlation, 0.16, was 

between REL and MMT, and this increased to 0.59 with edited profiles. The initial 

correlations between ENG and the three science and mathematics subjects CHE, MAS, 

and MAT were 0.42, 0.30 and 0.27, respectively, and with edited profiles they increased 

to 0.76, 0.76, and 0.74, respectively. Because ENG consistently shows idiosyncratic 

properties, these correlations with ENG in Table 9.3.3 are highlighted in bold. The 

increase in correlations with the more homogeneous profiles, suggests that the equating 

functions calculated with edited profiles should provide more equitable equating 

functions which, in particular, take better account of the relative difficulties of the tests. 
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3.3 Equivalent scores with edited profiles 

Figure 9.3.1 shows the frequency distributions of the 6534 person estimates with edited 

profiles, and the threshold estimates of the 14 tests. The standard deviation of these 

estimates (0.441) increased substantially (three times) relative to these values estimated 

using the original test scores (0.142) shown on Figure 9.2.1. The standard deviation of 

the thresholds, shown in Figures 9.2.1 and 9.3.1, indicates that it increased from 0.385 to 

1.288. 

 

 

Figure 9.3.1 – Person estimates and test thresholds frequency distribution of 6534 

persons and 14 tests (profiles edited at a residual of |𝑧𝑛𝑖| = 1.1). 

 

The mean of the edited profile estimates, 0.211 (with standard deviation 0.441), also has 

regressed less compared to the mean of original data 0.048 (with standard deviation 

0.142). This further confirms a better person differentiation with edited profiles. The 

coefficient of reliability of the original and edited scores, which is the ratio of true 

variance and the sum of the true variance and error variance and which is referred to as a 

person separation index (PSI), were 0.8521 and 0.9903, respectively. The increase shows 

that the variance among students of the edited profiles increased at a greater rate than the 

error variance. 

Figure 9.3.2 and Figure 9.3.3 provide the equating functions generated for six of the 14 

tests with the edited profiles shown earlier in Figures 9.2.2 and 9.2.3. Figures 9.3.2 and 

9.3.3 also provide scores in five tests equivalent to Chemistry scores of 80 and 40, 
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respectively. Again, both figures show that the test in Advanced Mathematics MAS 

subject was more difficult than the other five tests. 

 

 

Figure 9.3.2 – Scores in five tests, MAS, MAT, PES, BIO and ENG equivalent to 

Chemistry test score of 80 (profiles edited at a residual of |𝑧𝑛𝑖| = 1.1). 
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Figure 9.3.3 – Scores in five tests, MAS, MAT, PES, BIO and ENG equivalent to 

Chemistry test score of 40 (profiles edited at a residual of |𝑧𝑛𝑖| = 1.1). 

 

Visual inspection of these two figures indicates a greater separation of the expected value 

curves - both in location and in slope - than before the profiles were edited. For example, 

for CHE scores 40 and 80 the person estimates in the original data were 0.0630  (Figure 

9.2.3) and 0.3590 (Figure 9.2.2), respectively, while after profile editing these are -0.1091 

(Figure 9.3.3) and 1.0833 (Figure 9.3.2), indicating a better separation. Figures 9.3.2 and 

9.3.3 show a better differentiation of the tests using the edited profiles to construct the 

equating functions which explains the increase in the standard deviations of both person 

estimates and thresholds shown on Figure 9.3.1. 

 

3.4 The theoretical equating test T with edited profiles 

This section describes the equating of the tests to a theoretical test which is intended to give 

an interval level of measurement for a wide range of the scores of each of the tests. Such a 

test has equidistant thresholds. First, as described above, the 14 tests, with edited profiles, 

were analysed and their four principal components estimated. From this analysis, the 

person estimates were obtained on each test. Then using the procedure described in Chapter 

8, these person estimates and tests were equated to the equating test. The results of this 

process are described below. 
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For the purpose of calculating the equal distance between the thresholds (the unit of the 

theoretical equating test) of the 14 tests were analysed with just two principal 

components - the difficulty and the unit. Table 9.3.4 provides the difficulty and unit 

estimates from this analysis. The differences between tests’ difficulty after profile editing, 

and with two principal components, are again greater than those from the original analysis. 

These are shown in Table 9.2.4, which shows that the unit  of each test increases. As a 

result, the unit of the theoretical equating Test T (0.0355) increases relative to Test T1 

(0.0126). This increase results from the removal of anomalous scores. The presence of 

anomalous scores made profiles non-homogeneous, reduced the correlations between test 

pairs, and decreased the distance between the thresholds. It is recalled from Chapter 4 that 

the spread of thresholds and person estimates decreased with a decrease in correlations 

between the test scores. 

 

Table 9.3.4 – The difficulty  and unit  of 14 tests with profiles edited estimated with 

two principal components 

Tests   

  Tests   

BIO -0.1787 0.0380   LIT -0.0833 0.0474 

CHE 0.2875 0.0254   MAS 0.5059 0.0248 

ECO 0.1283 0.0296   MAT 0.1657 0.0234 

ENG -0.0519 0.0433   MMT 0.0614 0.0266 

GEO -0.2965 0.0477   PES -0.5943 0.0445 

HBS 0.0543 0.0330   PHY 0.1353 0.0291 

HIM -0.0607 0.0406   REL -0.0731 0.0436 

Mean 
 

    0 0.0355 

Std.Dev. 
 

 
   0.2630 0.0087 

 

  

i

i i

i i i i
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3.5 Equated tests scores on the theoretical equating test T with original profiles 

Profiles are edited for the purpose of obtaining equating functions, but all scores of the 

original profiles need to be equated. Given the equating function of the theoretical test T, 

the equated scores of the original profiles were calculated as explained in sub-section 3.2 

in Chapter 8. Table 9.3.5 provides statistics of the equated scores on the Test T1 and on 

the Test T, before and after editing profiles. 

Table 9.3.5 – Summary statistics of equated scores of 14 tests on Test T1 and on Test T 

of original data 

  
Test scores equated on Test 

T1 

Test scores equated on Test T 

with profiles edited  

 

Test N Mean SD Min Max Mean SD Min Max Rank 

BIO 1129 52.60 14.28 5.88 92.86 53.99 14.26 2.48 96.26 10 

CHE 4380 56.65 14.34 6.59 98.63 58.42 14.66 5.45 99.39 5 

ECO 1452 54.98 13.57 11.4 97.27 56.24 14.57 3.29 99.05 6 

ENG 5871 53.21 12.54 2.00 94.55 54.81 14.08 1.39 97.10 8 

GEO 1265 51.38 13.98 16.74 96.27 52.58 14.60 7.83 99.13 12 

HBS 2635 51.81 13.64 5.22 96.43 52.85 13.58 2.74 98.71 11 

HIM 1623 53.18 14.05 12.43 94.82 54.79 14.78 8.44 98.6 9 

LIT 1359 60.21 13.90 27.89 96.45 62.72 15.67 29.29 99.33 2 

MAS 1387 61.91 14.15 11.27 99.18 65.22 14.46 18.77 99.58 1 

MAT 3406 59.18 13.65 0.39 99.06 61.04 13.91 0.51 99.33 3 

MMT 3510 51.32 12.03 3.27 92.85 52.36 12.34 1.92 95.86 13 

PES 1337 51.10 13.53 9.91 93.62 51.66 13.18 2.82 95.71 14 

PHY 3300 57.47 14.98 2.25 98.83 59.39 15.24 0.91 99.63 4 

REL 1367 54.64 12.50 22.92 91.56 56.13 13.46 16.28 97.26 7 

Mean  54.97 13.65   56.59 14.20    

SD  3.44 0.78   4.04 0.83    

 

The means of the equated scores on Tests T and T1, and the increases in the overall means 

and standard deviations of all 14 tests, are shown in Table 9.3.5. Although the means 

increase, the ranking of the means on test T1 remains the same as it was on test T. 

However, the standard deviation of the means of equated scores on Test T increased from 
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3.44 to 4.04 which shows a better differentiation of the means. This is also confirmed by 

respectively lower and greater values of the minimum and maximum equated scores 

compared with those on Test T1, further confirming a better differentiation of equated 

scores using edited profiles. 

Figures 9.3.2 and 9.3.3, and confirmed by Table 9.4.1, showed that the MAS test with 

0.437i   was more difficult than the other 13 equated tests. As a consequence, the mean 

of the observed MAS score of 56.15 was equated to the highest mean score, 65.22, among 

all tests. 

For completeness, Figure 9.3.4 provides the cumulative percentage distributions of test 

scores and the equated test scores in MAS. It shows that the relative difficulty on the scale 

from 0 to 100 of the test increases on equated test T1, and further increases on Test T. For 

example, a score of 50 has a cumulative percentage of 37.35 on the original scores, 21.20 

on test T1 and 15.28 on Test T. Figure 9.3.5 provides the percentage frequency 

distributions of the same scores. 

 

 

Figure 9.3.4 – Cumulative percentage of MAS scores and MAS scores equated to 

theoretical equating test using original data and data with edited profiles at a residual 

of |𝑧𝑛𝑖| = 1.1. 
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Figure 9.3.5 – Percentage frequency distributions of MAS scores and scores equated to 

theoretical equating test using original data and data with edited profiles at a residual 

equal to |𝑧𝑛𝑖| = 1.1. 

 

4. Test of fit 

It is expected that the fit between the data and the model will improve with edited profiles. 

In addition, with the change in the difficulties and slopes of the expected value curves, 

the graphical tests of fit are likely to reveal key results of profile editing. 

The fit of data to the model following profile editing is first shown graphically at the test 

level, and then statistically. For this purpose, four tests are selected based on the 

percentage of anomalous scores that were converted into missing data (Table 9.3.1).  Low 

percentages of anomalous scores, 10.67% and 12.04%, were in PHY and MAS 

respectively, and high percentages of anomalous scores, 29.76% and 22.62%, were in 

ENG and MMT, respectively. Based on these percentages, these four tests PHY (Physics), 

MAS (Advanced Mathematics), ENG (English), and MMT (Basic Mathematics), are used 

to illustrate the effect of profile editing on the graphical tests of fit. 

The graphical test of fit shows the observed mean score in 10 class intervals in comparison 

to their expected values provided by their expected value curves (EVC). These 

comparisons use the PRM analysis of profiles with four principal components, and not 

with equated scores. 
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Figure 9.4.1 and Figure 9.4.2 show the estimated and the observed scores in Mathematics 

(MAS) and Physics (PHY) in the analysis before and after profile editing with dots ( ) 

showing the observed means in the 10 class intervals. 

 

 

Figure 9.4.1 – Graphical test of fit for Mathematics (MAS) and Physics (PHY) with 

original profiles. 

 

 

 

Figure 9.4.2 – Graphical test of fit for Mathematics (MAS) and Physics (PHY) with 

edited profiles. 
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With the original profiles, the MAS test over-discriminated relative to the model, with 

the scores of the least able students being below their expected values and those of the 

most able being above their expected values. Figure 9.4.2 shows improved, and excellent, 

fit of MAS and PHY scores. The slope in both tests decreases, which confirms a better 

differentiation of expected values. That is, for one unit increase on the test score scale, 

,  is greater with edited profiles. 

A better fit is also evident in the other two selected tests, MMM and ENG. Figure 9.4.3 

and Figure 9.4.4 show the graphical fit in English (ENG) and Basic Mathematics (MMT) 

in the analysis before and after profile editing. 

 

 

Figure 9.4.3 – Graphical test of fit for English (ENG) and Basic Mathematics (MMT) 

with original profiles. 
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Figure 9.4.4 – Graphical test of fit for English (ENG) and Basic Mathematics (MMT) 

with edited profiles. 

 

Visual inspection confirms improvement of fit of the data to the model in each of four 

selected tests. ENG scores did not originally discriminate well, with the observed means 

of the more able students being noticeably lower than their expected values and those of 

the least able being above their expected values. With edited profiles, ENG shows 

excellent fit to the model. In anticipation of a point to be made in conjunction with 

transforming their scores to the equating test, it is noted that the ENG and MMT curves 

show similar relative difficulty, but very different and intersecting slopes. 

The statistical test of fit to the model uses the approximate Chi-square statistics of each 

test. Table 9.4.1 provides these values calculated in the analysis of the original and edited 

data with the greatest Chi-square values from the original profiles highlighted in bold. 
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Table 9.4.1 – Chi-square statistics before and after profile editing on 9 degrees of freedom 

and four principal components 

 
Equated test scores 

original profiles 

Equated test scores  

with edited profiles 

Test No. 
 

ChiSq Prob No. 
 

ChiSq Prob 

BIO 1129 -0.114 21.63 0.010 846 -0.315 3.53 0.939 

CHE 4380 0.044 92.56 0.000 3552 0.171 4.25 0.895 

ECO 1452 0.009 16.60 0.054 1020 -0.016 6.14 0.726 

ENG 5871 -0.024 459.55 0.000 3760 -0.094 16.87 0.051 

GEO 1265 -0.036 12.64 0.180 900 -0.239 12.35 0.194 

HBS 2635 0.015 35.20 0.000 1952 0.070 3.22 0.955 

HIM 1623 0.019 12.97 0.164 1030 0.09 5.95 0.745 

LIT 1359 0.097 53.67 0.000 875 0.319 8.04 0.530 

MAS 1387 0.116 37.15 0.000 1147 0.437 6.77 0.661 

MAT 3406 0.007 18.40 0.031 2663 0.090 10.03 0.348 

MMT 3510 -0.019 38.09 0.000 2434 -0.034 3.53 0.940 

PES 1337 -0.155 18.02 0.035 994 -0.608 7.83 0.551 

PHY 3300 0.024 87.70 0.000 2742 0.089 4.33 0.889 

REL 1367 0.018 18.29 0.032 932 0.040 3.98 0.913 

 

As expected, Table 9.4.1 confirms a substantially better fit of data to the model with 

edited profiles. For example, the Chi-square value and the probability of no misfit in 

Mathematics (MAS) were 37.15 and 0.000 respectively before, and 6.77 and 0.661 after, 

profile editing. It will be recalled that English (ENG) had the highest number of 

anomalous scores in profiles. As expected, therefore, ENG shows by far the greatest 

misfit in the original analysis. However, after profile editing, ENG shows adequate fit 

with p=0.051. 

Table 9.4.2 shows a summary, of the joint tests of fit of all tests to the model with the 

original and edited profiles. This joint test of fit shows large misfit with the original 

profiles and no evidence of misfit with edited profiles. In addition, the Person separation 

index, also shown in Table 9.4.2, confirms a better separation of persons with edited 

profiles, graphically shown in Figure 9.3.1, in comparison to Figure 9.2.1. 

 

i i
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Table 9.4.2 – Summary fit statistics of all tests 

Statistics Original profiles  Edited profiles 

Chi-Square 922.547 96.817 

Degree of freedom 126 126 

Probability 0.000 0.975 

Person Separation index 0.852 0.950 

 

5. Properties of the theoretical test 

5.1 Equivalent scores 

Previous sub-sections confirmed a better fit of the data to the model with edited profiles. 

The effect of profile editing on the equating is analysed further using the differences 

between equivalent scores on tests before and after profile editing. For illustrative 

purposes, six tests are selected based on the magnitude of the Chi-square difference 

between the analysis of the original and edited profiles, and also based on the number of 

students in common with other tests. To show relevant effects, scores equivalent to 

Modern History (HIM) in intervals of 10 marks from both analyses, before and after 

profile editing, are provided in Table 9.5.1. HIM is chosen as a reference because it has 

an origin close to 0, it has the second lowest change in the Chi-square, and has a 

reasonable number of students common to other tests as shown in Table 9.3.2. Although 

MAT and MAS mathematics tests have a large Chi-square difference, only the MAS test 

is selected illustratively. Test MMT is not included. 
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Table 9.5.1 – Equivalent scores before and after profile editing of subjects with the 

greatest improvement of fit 

 Equivalent test scores  

(original profiles) 

Equivalent test scores  

(edited profiles) 

HIM ENG CHE HBS MAS PHY ENG CHE HBS MAS PHY 

10 11.37 10.98 18.10 5.96 14.33 17.20 9.05 15.62 2.25 13.56 

20 23.64 15.18 23.10 9.17 18.62 28.47 13.69 20.60 4.83 17.80 

30 33.03 19.16 27.70 12.95 22.67 35.92 18.59 26.11 9.86 22.41 

40 40.96 24.93 34.20 19.22 28.90 42.68 24.90 33.70 17.87 28.76 

50 49.17 35.35 45.20 30.27 41.30 49.88 34.82 45.44 28.65 40.12 

60 58.62 52.40 59.00 45.31 59.26 58.42 51.72 59.51 42.87 58.41 

70 70.16 69.78 70.40 61.79 72.33 69.23 69.91 71.05 60.04 72.25 

80 85.16 82.57 79.20 78.00 81.22 83.87 83.52 80.47 78.01 82.18 

90 95.65 92.05 86.90 91.67 88.70 97.76 94.38 88.87 94.39 90.63 

95 97.90 95.94 91.70 96.28 93.11 99.21 97.83 93.05 98.26 94.70 

StDev 28.67 31.41 26.14 33.01 28.98 27.20 32.59 27.59 35.01 29.80 

 

Table 9.5.1 also shows the standard deviation calculated using the test scores equivalent 

to chosen HIM scores, using original and then edited profiles. 

For a simpler interpretation, and for the interpretation at different score ranges, Table 

9.5.2 shows the differences between the equivalent scores calculated for equating tests 

before and after profile editing. It is stressed that the unit is different in the two set of 

analyses and the difference in scores reflects this. 
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Table 9.5.2 – Difference between equivalent scores calculated before and after profile 

editing and the difference between standard deviations within a subject and the mean 

difference of the equivalent scores 

At 

HIM 

score 

HIM ENG CHE HBS MAS PHY 

Diff of Mean 

With 

ENG 

Without 

ENG 

10 0 5.83 -1.93 -2.45 -3.71 -0.77 -0.61 -2.22 

20 0 4.83 -1.49 -2.48 -4.34 -0.82 -0.86 -2.28 

30 0 2.89 -0.57 -1.55 -3.09 -0.26 -0.51 -1.37 

40 0 1.72 -0.03 -0.52 -1.35 -0.14 -0.07 -0.51 

50 0 0.71 -0.53 0.25 -1.62 -1.18 -0.48 -0.77 

60 0 -0.20 -0.68 0.55 -2.44 -0.85 -0.72 -0.85 

70 0 -0.93 0.13 0.66 -1.75 -0.08 -0.39 -0.26 

80 0 -1.29 0.95 1.30 0.01 0.96 0.39 0.81 

90 0 2.11 2.33 1.99 2.72 1.93 2.22 2.24 

95 0 1.31 1.89 1.37 1.98 1.59 1.63 1.71 

Diff of 

SD 
0 -1.47 1.18 1.45 2.00 0.82  

 

 

The magnitude of the difference in the equivalent scores equated in the analysis before 

and after profile editing is not substantial. However, there is a clear pattern that in total 

has an effect, which is further elaborated in Section 6. Positive differences between 

equivalent scores appear to be towards the higher scores and negative differences appear 

towards zero in all selected subjects except English (ENG). This is consistent with Figure 

9.4.3 which shows that ENG did not fit the model due to discriminating less than its 

expected value curve. This stretching of the extremes, in tests other than English, is 

expected because of the greater unit with edited profiles. The different pattern in ENG 

again shows that it behaves differently from the other tests. Table 9.5.2 also shows the 

mean of the differences between equivalent scores for each selected HIM score, and the 

difference between the standard deviations of the test, using these equivalent scores 

before and after editing. The increase in the standard deviation of the shown equivalent 

scores is evident in four tests, and ENG is the only test with a decrease in its standard 

deviation using edited profiles. The standard deviation of the shown equivalent ENG 

scores decreases by 1.47 from 28.67 to 27.20, and, for example, that for MAS increases 
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by 2.00 from 33.01 to 35.01. The two mean scores shown in Table 9.5.2, calculated with 

and without ENG, confirm the difference between ENG and the other four subjects. 

 

5.2 Equating to Test T 

To demonstrate further the properties of equated scores to a theoretical equating test, four 

tests are chosen, the same ones as in sub-section 3.6, MAS, PHY, ENG, and MMT. Each 

of the four tests is equated to the equating Test T which has the unit T 0.0355   but the 

difficulty , the same as the equated test , obtained from an analysis of the edited 

profiles with four principal components. Equating the unit but retaining the original 

difficulties permits showing the effect of equating to a test with a constant unit 

(equidistant thresholds). 

Figure 9.5.1 shows the MAS and PHY equated scores on Test T with difficulty . 

 

 

 

Figure 9.5.1 – Expected values in MAS and PHY after profile editing and their equated 

scores of Test T when . 
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Unlike the original EVCs, the equated EVCs are parallel and linear for most of the 

equated scores, approximately between 10 and 90. These features confirm an interval 

level of measurement of the equated scores on most of the score range. 

Figure 9.5.2 shows ENG and MMT equated scores on Test T when . 

 

Figure 9.5.2 – Expected values in ENG and MMT after profile editing and their equated 

scores of Test T when . 

 

The intersecting of the expected value curves of ENG and MMT provides an opportunity 

to consolidate how the application of the PRM accounts for a substantial non-linear 

relationship. In this sense it is again similar to equipercentile equating and contrasts with 

simple linear equating. Figure 9.5.2 shows the equating of these two tests. The two EVCs 

on the equated test are parallel and linear, thus overcoming the intersection of the original 

EVCs. Unlike the difference between the difficulty of MAS and PHY (0.348), the 

difference between the difficulties between ENG and MMT is almost 0 (0.060). As a 

result, the ENG and MMT equated scores almost totally overlap. If the four equating tests 

used in this sub-section had the same difficulty, for example the same as Test T ( ), the 

EVC of each of the four equated scores’ distribution would overlap completely. Although 

there is a sense in which the equating of scores described here is similar to equipercentile 

equating in being non-linear, equating to a test with a constant unit is very different. 

  

T i 

T i 

T



 

236 
 

5.3 Linearity of equated scores for a test 

As already shown on Figures 9.5.3 and 9.5.4, the equated scores on Test T are linearized 

across a substantial part of the continuum, giving effectively an interval level of 

measurement of the equated scores. However, scores towards extremes, and in particular 

those close to 100 which is relevant for selection, do not retain a linear relationship and 

are not differentiated sufficiently to justify use in further arithmetic calculations. Studies 

in Chapter 8 showed an approach to obtaining equated scores that retain substantial 

linearity of equated scores close to 100. For the purpose of illustrating the approach 

provided in Chapter 8 with real tests, the MAS with 1387 observed scores from the 

original data is used. MAS is chosen because it has the highest mean of the equated scores 

and therefore is affected most by non-linearity of the expected values close to 100. Thus 

if MAS scores close to 100 can be made adequately linear, then it immediately implies 

that the scores close to 100 of the other tests would also be adequately linear. 

It can be recalled that in equating with the PRM using person estimates obtained from all 

the tests for which a person has a score, the observed score on MAS is first transformed 

to the person estimate on MAS, notated for convenience here as  . Then, using these 

estimates, the equated MAS scores on Test T are calculated as expected values 

. As shown in Table 9.3.5 the mean  and standard deviation  of the 

1387 MAS equated scores on Test T are 65.22 and 14.46, respectively. Figure 9.5.3 shows 

the [ | ]T MASE X   for 1387 persons. Although Figure 9.5.2 has all the 1387 persons plotted, 

because each proficiency estimate  is transformed to an expected value with a single 

function, the plot appears as a curve, which could be viewed as a cumulative percentage 

curve. However, for purposes of exposition of the linearising of scores close to 100 

(essentially 90 to 100), the focus is on the expected scores. 
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Figure 9.5.3 – Equated scores on Test T [ | ]T MASE X   of 1387 observed MAS scores. 

 

Figure 9.5.3 shows the linearity of [ | ]T MASE X   between 18.77, which was the minimum 

equated MAS score on Test T, and 90. The MAS equated scores above 90 are not linear 

and indeed they are not well differentiated. There are 80 observed MAS scores which 

involve 18 score points between 90 and 100. In order to increase the range on which the 

equated scores retain the linearity and to increase the differentiation between the scores 

close to 100, the difficulty of the equating Test T, , is set to a value greater than 0. As 

in Chapter 8, and for illustrative purposes, two new equating tests with greater difficulty 

than Test T are created. These two tests which have the same unit as Test T are named 

Test  and Test  respectively. Recall that the difficulty of Test T is . The 

difficulty of Test  is set to be equal to  which is 0.1 above the mean of all 

persons (0.211), and the difficulty of Test is set to  which is more than 

double the mean of the proficiency estimate of all persons. 

Because of the greater difficulty of tests  and , their means are less than the mean 

on the original equating Test T. Now there are only 17 of the 1387 equated scores above 

90 on Test  and involve only 8 different score points. As a consequence, almost all 

equated scores on Test are now linear. These scores, which have a maximum of 100, 

could be used in further arithmetical calculations by providing a single score for each 

person on the tests for which they have scores. 

T
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However, for public reporting purposes, the mean of equated scores on tests  and 

 would be considered too low. For that reason the equated scores on tests  and 

 are increased by the addition of a constant to make their means  and equal 

to the mean  of MAS equated scores on Test T in which . For this purpose, the 

additive constants of 8.27 and 13.85 were applied to tests  and Test  respectively. 

Because the addition to all scores is the same constant, the same linearity of the scores 

holds as for the tests  and . 

Figure 9.5.4 shows the MAS equated scores on tests T, and Test  and Test  after 

the constants of 8.27 and 13.84 respectively, are added. 

 

 

Figure 9.5.4 – MAS equated scores on Test T, on Test  increased by 8.27, and 

equated scores on Tests  increased by 13.85. 

 

Figure 9.5.4 also confirms that the MAS equated scores ( 2) MAST
E[X | ]  on Test  are 

linear over a greater range than on both test T and Test . Figure 9.5.5 shows the same 

information as Figure 9.5.4 but for purposes of better visualisation, only scores greater 

than 80 are shown. It is clear from Figure 9.5.5 that scores from ( 2)[ | ] 13.85 MAST
E X  

when  provides a compromise between the full linearity of  on MAS and the 

non-linearity of  in the range of 90 to 100. It is stressed that the difficulty of 

 and the additive constant are arbitrary and chosen for convenience, and that other 

constants could have been chosen. 
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Figure 9.5.5 – MAS equated scores on Test T, equated scores on Test  increased 

by 8.27, and equated scores on Tests  increased by 13.85 for scores above 80. 

 

Table 9.5.3 provides MAS scores of 90 or above and their expected values on tests T, 

 and  before an additive constant is applied. It will be recalled that from an 

application perspective, the stretch of the estimates of  between successive scores close 

to 100, which are perfectly linear across the full range of estimates, are considered too 

large. The choice of difficulty of the equating test shrinks these successive differences. 
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Table 9.5.3 – Equated MAS scores on tests T, (1)T and (2)T , and the difference between 

successive scores 

MAS 

score 

[ | ]T MASE X   Successive scores difference 

   MAS    

90 96.70 92.41 87.60 1 0.51 1.14 1.42 

91 97.14 93.48 89.04 1 0.44 1.07 1.44 

92 97.53 94.46 90.48 1 0.39 0.98 1.44 

93 97.87 95.36 91.90 1 0.34 0.90 1.42 

94 98.18 96.17 93.30 1 0.31 0.81 1.40 

95 98.47 96.90 94.64 1 0.29 0.73 1.34 

96 98.74 97.57 95.90 1 0.27 0.67 1.26 

97 99.00 98.19 97.07 1 0.26 0.62 1.17 

98 99.27 98.77 98.13 1 0.27 0.58 1.06 

99 99.58 99.35 99.10 1 0.31 0.58 0.97 

100 99.83 99.76 99.69 1 0.25 0.41 0.59 

 

Table 9.5.3 confirms that the most difficult Test  ( ) gives the best estimates 

in the sense of differentiating with a relative constant between the scores between 90 and 

100. 

It is evident that for the two successive integer MAS observed scores, the difference 

between their equated scores on Test T ( ) is very small and therefore that the 

difference in the proficiency of the best students is distorted. The equated scores on Test 

 ( ) also appear not to differentiate well between the highest scores. It is 

demonstrated in the much smaller differences between the successive scores close to 100 

compared with the differences between successive MAS scores below 93. The most 

constant differences between the equated scores appear with Test  . The 

differences reduce at a much slower rate and give a differentiation of a half score point 

between 99 and 100. The example confirms that the equating on a test with equidistant 

thresholds with an appropriate test difficulty provides an interval level of measurement 

across a substantial range of the observed scores, 10 to 90 and almost interval level 

measurement between 90 and 100. 
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Table 9.5.4 provides the statistics of person estimates , the equated values of tests 

 and  and their means which are increased by 8.27 and 13.85, respectively. The 

Table also shows that with Test , there are only eight observed score points above 90 

and that there are only 17 persons with these scores. This is much smaller than those 

shown for the other four equating options described. 

 

Table 9.5.4 – Summary statistics of MAS equated scores on tests with the same 

 but different difficulties 

  
MAS  Test T 

Test 

 

Test 

 

Test  

+ 8.27 

Test  

+ 13.85 

Mean 0.55 65.22 51.37 56.95 65.22 65.22 

SD 0.54 14.46 15.01 14.87 14.87 15.01 

Max 2.94 99.58 99.1 99.35 107.62 112.95 

Min -1.11 18.77 6.26 10.59 18.86 20.11 

Skewness 0.39 0.09 0.30 0.24 0.24 0.30 

Kurtosis 0.60 -0.20 0.24 0.08 0.08 0.24 

N of persons with 

non-linear MAS 

equated scores   

80 38 17 38 17 

N of score points  18 12 8 12 8 

 

The additive constant of 13.85  used to make the mean of the test for reporting more 

acceptable, does not affect the linearity of scores but does create scores above 100. The 

few scores above 100 can be tolerated and reported for the purpose for which they are 

used, though ideally there should not be too many of these. 

The studies in Chapter 8 and in this Chapter suggested that the difficulty of the theoretical 

equating test can usefully be set close to the average of all person estimates or close to 

the average of person estimates on a more difficult test. For example, the average person 

estimate of all persons, shown on Figure 9.3.1 after profile editing, is 0.211 and the MAS 

population of 1387 persons was the most able population and has an average person 

estimate of 0.55, as shown in Table 9.5.4. If Test is selected, then in the MAS test 

with the most able group of students there will be only 17 equated scores that will not 

retain a fully linear relationship with other MAS equated scores. Because the MAS 

MAS

(1)T (2)T
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persons were the most able persons, it is expected that in the other tests, most equated test 

scores on Test  will be linear. 

 

6. Profiles and sufficient statistics 

The analysis completed in Section 5 of Chapter 7 demonstrated that a person fit statistic 

characterises the degree of homogeneity of profiles and that it could be used to identify 

non-homogenous profiles. This fit statistic was summarised in Eq. (7.5.3) of Chapter 7. 

Before proceeding with identifying such profiles, it seems relevant to emphasise again 

the purpose of doing so in the context of the real data. 

The total score of a profile in the PRM is the sufficient statistic for the proficiency 

parameter of the profile. Statistically, there is no further information in the profile beyond 

that available from the total score. However, this is true only if the profile fits the model, 

that is, the profile’s scores are homogeneous with no anomalous ones. Therefore, from a 

statistical point of view, a non-homogeneous profile has further information beyond that 

provided by the total score. The substantive counterpart is that for purposes of selection, 

and even with scores equated to the same theoretical test, there is further information in 

the profile. Therefore, in selection, but perhaps also in other statistical analyses that might 

provide feedback to universities and test designers, such profiles should be considered, 

not only in terms of their total score, but also in terms of fit to the model, that is, their 

homogeneity. 

This Section provides analyses of fit statistics for the profiles using the equating functions 

from edited profiles, but then applied to the original data. Because these equating 

functions were obtained from edited profiles, the number of non-homogeneous profiles 

from the original data will be greater than if the equating functions were themselves 

obtained from the original data. 

  

(2)T
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6.1 The person fit statistic 

In the analyses of simulated data in Section 5 of Chapter 7, the cut-off value of 1.0 for the 

person fit statistics calculated using original data and equating functions from edited 

profiles, was used to identify persons with likely non-homogeneous profiles. This value 

is applied in the analyses below. 

A profile may have one or more anomalous scores. However, even one anomalous score 

indicates that a profile should be examined for information beyond the total score. 

Therefore, in the analyses below, the focus is on the comparison of the distributions of 

the fit statistic for profiles with no anomalous scores and those with at least one 

anomalous score. The anomalous scores within a profile were identified with a 

standardised residual of 1.1. 

Figure 9.6.1 shows the frequency distribution of the fit statistic for profiles with no 

anomalous scores and for those with at least one anomalous score. For purposes of the 

visual interpretation, the frequencies for the fit statistics are calculated in increments of 

0.4. 

 

 

Figure 9.6.1 – Frequency distribution of all persons (N=8094) by person fit statistics 

with edited functions and original data. 

 

A relevant and useful observation from Figure 9.6.1 is that the distribution of the fit 

statistic for profiles with no anomalous scores is relatively symmetrical in the 

approximate range of . Thus it can be interpreted as a guideline, more or less as a 3.5
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standardised normal score. Figure 9.6.1 also shows that a fit statistic greater than 0.8 has 

a higher chance of having at least one anomalous score than having no anomalous scores. 

The fit statistics in Figure 9.6.1 are of all the profiles, and these profiles have different 

number of scores, varying from 3 to 6. In order to assess if the number of scores in a 

profile affects the value of the fit statistic at which a profiles is more likely to have than 

not to have an anomalous score, the frequency distributions of the fit statistic are separated 

by number of scores of a profile and displayed in Figures 9.6.2 to Figure 9.6.5. 

 

 

Figure 9.6.2 – Frequency distribution of persons with three scores (N=1610) by fit 

statistics with edited functions and original data. 

 

Figure 9.6.2 shows that the fit statistics greater than approximately 1.0 indicate at least 

one anomalous score in profiles with only three scores. 
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Figure 9.6.3 – Frequency distribution of persons with four scores (N=3631) by person 

fit statistics with edited functions and original data. 

 

Figure 9.6.3 also shows that a fit statistic greater than 1.0 indicates at least one anomalous 

score for profiles with four scores, and Figure 9.6.4 shows that the equivalent value for 

profiles with five scores is approximately 0.8, the same as the approximate value for 

profiles with only three scores. Figure 9.6.5 shows that the equivalent value for the fit 

statistic for profiles with six scores is approximately 0.9. Thus in all cases, the range of 

the fit statistic value where the profile is more likely to have an anomalous score than not, 

is in the range from 0.8 to 1.0. In any practical case the profiles can be ordered by their 

fit statistic and the degree of non-homogeneity assessed by examining the individual 

profile and making a decision relevant to the context, for example which subject or 

subjects have anomalous scores relative to which other subjects are in the profile. 
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Figure 9.6.4 – Frequency distribution of persons with five scores (N=2451) by fit 

statistics with edited functions and original data. 

 

It also noted that as with profiles with only three scores, the distributions of persons with 

zero anomalous scores and profiles with four and five scores, continue to be almost 

symmetric although they become progressively more negatively skewed with an 

increasing number of scores in a profile. The profiles with negative fit residuals of large 

magnitude are relatively very homogeneous. 

Figures 9.6.2 to Figures 9.6.5 also show that the number and proportion of profiles with 

at least one anomalous score increases with the number of scores in the profile. This can 

be expected. 
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Figure 9.6.5 – Frequency distribution of persons with six scores (N=402) by fit statistics 

with edited functions and original data. 

 

For example, there are only 402 persons with six scores in the original data. However, it 

is expected that a large proportion of these will have an anomalous score because the 

students may be taking subjects in their studies that for various reasons they do not expect 

to use for university selection. It is recalled that a minimum of only four subjects is 

required in Western Australia.  

Generally, the most able students study more subjects than the minimum. 

The displays shown on Figures 9.6.2 to 9.6.5 indicate the importance of a profile analysis 

for selecting the most able students. This importance is further explored and illustrated 

with specific profiles below. 

Before doing so, the effect of using equating functions based on edited profiles with the 

original data to identify anomalous profiles compared to using equating functions from 

the original data, is summarised in Table 9.6.1 using 1.0 for the criterion value of the 

person fit statistics. The Table shows that the mean of the former (-0.470) is less than that 

of the latter (0.674), with similar standard deviations, indicating that the edited equating 

functions show anomalies which the original equating functions hide. 

It is also evident, as indicated earlier, that many more profiles (41.54%) are identified as 

anomalous with the former compared to the latter (7.43%). As explained in various 

aspects throughout the thesis, this is because the effect of the anomalous scores, those 
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that make the correlations between pairs of tests substantially smaller than 1, is absorbed 

in the threshold estimates of the tests and is hidden in the calculations of expected values 

in the equating functions. The editing of the profiles removes this effect on the thresholds. 

Table 9.6.1 – Person fit statistics of all 8094 profiles with different equating functions 

 Original profiles 

 
with original equating 

functions 

with edited equating 

functions 

Fit statistic mean -0.470 0.674 

Fit statistics std. dev. 1.128 1.177 

Number of persons with a 

fit statistics above 1.0 
601 3362 

Percentage of persons with 

a fit statistic above 1.0 
7.43 41.54 

 

The increase in the number of persons identified to have non-homogeneous profiles using 

the more accurate equating functions from edited profiles indicates that for the purpose 

of, for example university selection, the full profile analysis rather than only the use of the 

total score, is necessary for a substantial proportion of students. 

 

6.2 Examples of individual profiles and their interpretation 

In order to make concrete the implications of the profile analysis with different equating 

functions, four specific profiles are considered. Three of the profiles are chosen because 

they have the same total score on the same five subjects, and the fourth profile is chosen 

because it has a similar total score and proficiency estimate, but has one subject different 

from the other three. 

Table 9.6.2 provides observed scores and expected values of these profiles calculated 

using equated functions with edited profiles. It also provides two fit statistics, one 

calculated with the original functions and the other with edited functions of the original 

profiles. 
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Table 9.6.2 – Expected values and observed scores of four original profiles 

  
Person 1 Person 2 Person 3 

 
Person 4 

Total   430 430 430 
 

434 

 

 
1.434 1.434 1.434 

 
1.430 

Fit statistics original 

functions 2.274 0.828 -0.455 
 

0.096 

Fit statistics edited 

functions 3.308 1.762 0.151 
 

0.943 

Observed scores of the four persons: 

Test i       

CHE 85.89 94 90 86 85.83 89 

ECO 
    

85.79 89 

ENG 87.49 57 72 81 87.39 77 

MAS 81.53 99 88 81 
  

MAT 91.14 96 90 97 91.09 90 

PHY 83.95 84 90 85 83.91 89 

 

Because Persons 1, 2, and 3 have the same total score on the same tests, they have the 

same estimate  and therefore have the same expected value,  for each test. 

However, because they have different scores on the same tests, they have different fit 

statistic values.  

Person 1 is a strong science student choosing the two most difficult mathematics subjects, 

the most difficult MAS and Intermediate MAT subjects, and the science subjects of 

Chemistry CHE and Physics PHY. Three of the four scores are in the 90s, and PHY is 84. 

However, the first person’s English score is only 57, more than 30 score points less than 

its expected value of 87.49. This anomalous English score in this profile is indicated by 

fit statistics from both equating functions with original profiles, 2.274 and 3.308. Clearly, 

the latter statistic is greater and indicates a profile with at least one substantially 

anomalous score. 

Person 2 is also strong on the same mathematics and science subjects, but not quite as 

strong as Person 1. However, Person 2 has a better score in English, a sound score of 72 

compared to a more marginally satisfactory score of 57, and has the same total score and 

̂

(2)
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the same proficiency estimate as Person 1. These features lead to a noticeable difference 

between the fit statistics from the two equating functions. The fit statistic value of 0.828 

from the equating function with the original profiles is only on the margin of suggesting 

the profile has any anomalous scores. In contrast, the fit statistic value of 1.762 from the 

equating function with the edited profiles strongly indicates that the profile has at least 

one anomalous score. Although the English score of 72 for Person 2 is greater than the 

57 of Person 1, it nevertheless is more than 15 score points below its expected value of 

87.49 on the same scale. Such a difference from expectation would indicate an anomalous 

score which would not be signalled by the fit statistic from the equating function from the 

original profiles. 

Person 3 with the same subjects and same total score in the profile has a much more 

homogeneous profile with neither fit statistic indicating an anomalous score. The person 

is very proficient in the science and mathematics subjects but not quite as proficient as 

Persons 1 and 2, and compensates with a much better score in English. The greatest 

difference between the observed and expected value is again for English, but the 

difference is less than seven score points on the same scale.  

Person 4, with expected values , has studied economics ECO instead of the 

most difficult mathematics subject MAS, and has a very high score on it. The fit statistic 

of 0.943 (close to 1.0) from the edited equating function suggests a possible anomalous 

score, while the value of 0.096 from the original equating function would not provide 

such a signal. The most anomalous score is again English, where the difference from its 

expected value is more than 10 score points on the same scale. 

The examples in Table 9.6.2 confirm that unless a firm compensatory mechanism is 

required in forming a total score, then the person estimate calculated from the total score 

cannot be the only index for ranking students, and that there is value in ranking them also 

by their fit statistic calculated from the edited equating function, and consideration given 

to their full profiles. This value seems particularly relevant in the substantive context for 

university selection where the total score is formed from a variable which is substantially 

an index variable but one which has exchangeable components. Here, some of the 

components might need only a minimum proficiency score, and the components with high 

proficiency recognised. An example of such components might be English, especially for 

an excellent science student, or the least demanding mathematics subject MMT for an 

excellent humanities student. 

(2)

4
ˆ[ | ]iE X 
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7. Summary 

This chapter illustrated the analysis according to the PRM of a real set of data with 14 

tests with scores ranging from 0 to 100 used for university selection in Western Australia. 

The analysis focussed on creating equating functions which provided an interval level of 

measurement across a wide range of scores for the tests and almost the same interval for 

scores close the maximum of 100, permitting arithmetical calculations such as a total score 

to be interpreted. Two equating functions were compared, one with original profiles and 

one with profiles edited to remove anomalous scores which reduced the separation of the 

equating functions of the different tests. The removal of the anomalous scores was 

justified because the subjects chosen by the students were not always based on their 

preferences nor were they always based on their best efforts to obtain as high a score as 

they could. 

In addition to showing improved equating functions when profiles were edited, the 

Chapter showed the application of a fit statistic to identify those profiles that had 

anomalous scores and for which the total score, both statistically and substantively, did 

not contain all the information. The additional information beyond the total score was 

considered to be potentially relevant in the illustrative context of selection into university. 

Specific profiles, which illustrated the use of the total score and the fit statistic in 

conjunction with each other, were studied. 
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Chapter 10 

The significance of studies completed in this thesis and possible 

further research 

This Chapter summarises the thesis as a whole. First, it reviews and summarises the 

complex nature of test data to be equated at the observed score level, and the challenges 

that this thesis has addressed and met. Second, it summarises the features of the PRM and 

its operationalisation that make it amenable to using it with the data set. Third, it reviews 

the steps and explanations taken in the thesis to bring the PRM and the test data together 

to demonstrate an efficient approach to equating tests where only total scores on tests can 

be used. Finally, it summarises areas for further research. 

 

1. The context for equating many tests 

To demonstrate its complexity the context is contrasted with typical cases which apply 

principles of modern test theory to equate scores at the observed test score level. 

Typically, tests assess the same variable and even if the samples are not identical, they 

are referenced to the same population. These cases, though requiring theory to provide a 

method of equating, arise from practical settings. 

The theoretical work of the present thesis also arises from a practical context. This is the 

selection of students into universities in Australia in general, but using as a specific 

example that of Western Australia. The context embodies the following complexities for 

the tests to be equated. First, although each test can be considered a causal variable, the 

tests’ scores are summed, and together they form an index variable. Without immediately 

specifying the specific area of study, the variable is a very general variable considered to 

provide evidence of a capacity for university study. 

Second, therefore, although a combination of tests define the index variable, the 

combination of tests is not unique. Thus many more than two tests, and as many as 50 or 

so, are to be equated. Third, because the tests assess different subject or discipline areas, 

and though all pairs of tests are expected to be correlated positively, the correlations are 

not, and not expected to be, homogeneous. Fourth, the students have a choice of subjects 

to study and therefore take different numbers of subjects, generally between four and six, 

and choose different combinations of subjects. Therefore, there are many students with 
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almost mutually exclusive combinations of subjects. Fifth, however, most students do 

take the subject English because they must take one of three subjects available in that 

discipline. This creates its own complexities. Sixth, the students who take each test 

provide a different sample which does not come from the same population. For example, 

students studying primarily humanities subjects can be considered to come from a 

different population from those studying primarily mathematics and natural science 

subjects. This is considered a sufficiently complex context that most others contexts in 

which test equating is required, can be considered special cases. Thus the studies in this 

thesis can be applicable to a range of contexts not concerned with university selection in 

Australia. 

The practical requirement in this context is that tests need to be equated and that, for 

reporting and communication, the equated scores need to be of the same order of 

magnitude as the scores of the original tests. That is, that tests need to be equated in terms 

of observed scores. These are from 0 to 100 with typically slightly negatively skewed 

distributions with means of groups in the range from 50 to 65. The reason for equating of 

the tests, that is, placing them on the same scale, is that as the first order of information 

for selection into a university, the sum of the best four scores on the tests is taken for each 

student. Taking the sum, and ranking students on this sum, implies that both 

unidimensionality and an interval level of measurement are satisfied to a sufficient degree 

of approximation. The current method employed in Australia and Western Australia is 

essentially one of linear transformations of distributions within each sample. These 

assumptions, that the scores can be considered on a linear scale, and that the 

dimensionality of the tests in the scaling hold, are two of the major concerns with which 

the method addressed in this thesis is concerned. 

It is intended that the work in this thesis shows the strength, efficiency, and potential of 

the approach. It extends the work in Tognolini (1989) and Tognolini and Andrich (1996) 

in two main directions. First, it provides added theoretical explanations with illustrations 

as to how the PRM permits the equating of tests which do not have a latent correlation of 

1, and second, it shows the equating of all tests to a theoretical equating test which 

provides an interval level of measurement in terms of observed scores across a wide range 

of scores. 

  



 

254 
 

2. Key relevant properties of the PRM and its operationalisation 

This section summarises the properties of PRM that make it viable and relevant to the 

task of observed score equating, and because it is relevant, the operationalisation of the 

PRM in the specific software used. 

 

2.1 Properties of the PRM relevant for the task 

First, the sufficiency of the total score across items for each person’s parameter, and in 

this case across tests, is used for the basis of equating tests. Specifically, the parameter is 

conditioned out in estimating the test parameters, and then for any person parameter 

value, the expected value on each test gives equated scores. Second, specifying a single 

real valued parameter for the persons, immediately specifies a unidimensional variable 

on a single, common linear scale. Third, tests of fit are available, and used, to check the 

assumptions of the model which reflect the requirements of the equating. Fourth, in the 

application of the Rasch class of models, it is not necessary that all persons have data on 

the same items - in this case, tests. This feature was important for the thesis. All that is 

necessary to provide links across the tests is that there are persons who have scores in 

common on more than one test. Fifth, methods of test equating, including the method of 

kernel equating, requires explicit concern with smoothing of the distributions. This is 

automatically carried out with the formation of expected values on a test for any given 

real valued person parameter on the single scale. 

Finally, in typical test equating, the arbitrary origin and unit are specified by setting a 

mean and variance of the distribution of observed scores to particular, desirable values. 

Often this is carried out after normalising the distribution with the assumption that this 

provides an interval level of measurement. As shown in the thesis, a scale which provides 

interval level of measurement at the observed score level can be constructed directly in 

terms of the properties of a theoretical equating test. 

 

2.2 Properties of the software relevant to the task 

Although the model has the relevant features above, the algorithms for the estimation of 

parameters require specific operationalisation, and not all software packages could be 

expected to be immediately up to the task. There are two specific features of the software 

used in this study to note. First, it uses a conditional pairwise algorithm in which data are 
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rearranged into a matrix in which the cells of the matrix are persons who have done a pair 

of tests in common. Then the algorithm uses the sufficiency property of the total score of 

a person on the two tests to condition out the person parameter in the estimation. The 

conditional pairwise algorithm estimates all the test parameters independently of the 

distribution of persons and as the number of persons increases, the parameter estimates 

converge to their theoretical value (Zwinderman, 1995). This is a distinctive feature of 

the method because most methods of equating rely on assumptions regarding distributions 

of persons. Given any person estimate then, and using the test parameters, an expected 

observed score can be calculated. 

Second, in upscaling from using items in which scores range generally from 0 to 3 or 4, 

there is usually not a concern with zero frequencies. However, with test scores ranging 

from 0 to 100, most tests have many zero frequencies, especially in lower scores. The 

way the algorithm deals with this problem is not to estimate the threshold parameters of 

the tests directly, but to estimate the principal components of the thresholds. In addition, 

instead of estimating up to 100 possible principal components, it estimates just the first 

four, the mean, spread, skewness, and kurtosis of the thresholds. Only one constraint, the 

mean of the first principal component of the tests, is required, and this is set to zero. 

 

3. The contents of the thesis  

This thesis provided multiple studies to assess if the PRM method is successful in 

equating multiple tests which assess multiple variables when test scores range from 0 to 

100. The studies began with the simplest of cases that of two tests with different 

properties, and concluded with an example of real data. 

Chapter 1 reviewed the main methods of test equating, including modern methods such 

as kernel equating, and linear and equipercentile methods indicating some of the 

weaknesses of these methods including the effect of discrete scores and the need to carry 

out some form of smoothing. Because linear methods are typically employed for equating 

tests used for university entry in Australia, and because equipercentile methods can be 

used when tests do not assess the same variable, these are reviewed more closely. Then, 

to provide a frame of reference for the application of the PRM, as part of the review 

Chapter 1 applied and compared the equating from these two methods, linear and 

equipercentile, in detail. 
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The main point of these initial studies was to assess the quality of the equating when the 

latent correlation between the tests assessing the same students is not 1.00. For this 

purpose a study was completed using the tests with correlations between test scores of 

1.00, 0.75 and 0.50. In the first instance, to control the influence that different shapes of 

distribution may have on the equating, while studying the effect of the correlations, the 

test scores were simulated and in the first instance, the distributions were simulated to be 

almost normal. The first set of studies, which involved just two tests, addressed the effects 

of different correlations among pairs, any effects of zero frequencies of scores and 

smoothing, and the fit of data to the model for such tests. 

Chapter 2 reviewed the equations and properties of the PRM with the thresholds of the 

model playing a key role, and then Chapter 3 applied the method to the same data used in 

Chapter 1 for linear and equipercentile equating, and results were compared. In the PRM, 

the equating can be carried out by equating expected values on two tests conditional on 

the total score on the two tests, or conditional on the estimate of the total score. The 

former, which does not involve any test parameters directly, is the more ideal 

theoretically, and for the set of studies in this Chapter, the equating was done conditional 

on the total score. 

The investigation demonstrated that the PRM equated the means and standard deviations 

of the two tests with varying correlations and that equating functions estimated for these 

three different correlations are virtually the same. The tests had similar skewness and 

kurtosis and therefore the equating of shapes of scores’ distributions was not analysed in 

that study. In all cases the equated tests had total scores with zero frequencies. The 

number of total scores with zero frequencies was greater when the correlation between 

the tests was low rather than high. For this reason a subsidiary point investigated was 

whether scores with zero frequency, especially those with high and low scores, mitigated 

against using the PRM for equating. Because of the method for parameter estimation, the 

equating was not affected by the presence of zero frequencies. Importantly, no artificial, 

ad hoc adjustments or smoothing had to be carried out. 

Tests of fit were also conducted and showed that even when correlations between the two 

tests were substantially less than 1, there was no evidence of misfit even though, in 

principle, the model’s requirement of unidimensionality was violated. This required 

explanation, and therefore a mathematical explanation was provided in terms of how the 

thresholds absorbed the violation of initial unidimensionality, thus retaining the form of 

the model and success in the equating. 



 

257 
 

After confirming that the PRM successfully equates tests when the correlation between 

tests’ scores vary and also in the presence of many total scores with zero frequencies, a 

similar study of equating two tests that have different shapes of  the distributions of 

scores, was completed in Chapter 4. The study confirmed the success of equating using 

the PRM even in cases when score distributions of equating tests have different shapes. 

The studies in Chapter 3 and Chapter 4 confirmed a quantitative relationship between the 

correlation between two tests and the estimated standard deviations of the estimated 

thresholds. In absorbing the violation of initial unidimensionality, the smaller the 

correlation, the smaller the standard deviation of the thresholds. 

Although theoretically ideal, the method of equating conditional on the total score in 

which the person parameters are totally eliminated, becomes inefficient for equating 

multiple tests with a maximum score of the order of 100. Estimation of the expected 

values of test scores, given the total score, involves symmetric functions. These become 

complex in the case of more than two tests and, in the estimation of the test parameters, 

this complexity is avoided using the pairwise conditional method of estimation which 

means that the symmetric functions of just two tests at a time are required. The 

simultaneous equating of more than two tests is also a limitation of the classic 

equipercentile method. As a result, the second PRM method in which the test parameters 

are estimated conditioning on the sufficient statistics of the person parameters, and then 

the expected value is written given the person estimate for any total score, is explained 

and studied in Chapter 5. This second method contrasts with the first method in which the 

expected value is written given the person total score. This second PRM is applied in 

equating Test A and Test B scores simulated for the three analyses of study of Chapter 4. 

For the evaluation of the second PRM method, the equated functions using the first 

method [ | ]AE X r  and [ | ]BE X r , and the equated functions using the second method 

ˆ[ | ]A rE X   and ˆ[ | ]B rE X   when correlations are 1AB  , 0.75AB   and 0.5AB  , 

are compared. 

Comparisons confirmed that the equating function of two tests, Test A and Test B, for 

latent correlations of 1.00, 0.75 and 0.5, equated conditional on total score and conditional 

on person estimates, are virtually identical. In parallel to the reduction of the standard 

deviation of the threshold estimates in the first method, a relationship between the 

correlation between two tests and person estimates can be found in the second method. 

The effect on the person distribution of a decrease in the correlation between two tests, is 
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to reduce the standard deviations of the person estimates. This is because the thresholds 

are estimated first, and then the person parameters are estimated using the estimated 

thresholds. The evaluation of the second PRM method was based on the comparison of 

the equated scores when the test correlations are 1AB  , 0.75AB   and 0.5AB  . The 

standard deviation, minimum and maximum of equated scores using two PRM methods 

were identical to the nearest integer value. The importance of confirming that the PRM 

conditional on person estimates is successful in equating tests is significant because this 

method can simultaneously equate multiple tests. Therefore, after confirming the success 

of the second PRM method in equating two tests, the simultaneous equating of more than 

two tests using the second method was analysed. This was carried out in Chapter 6 with 

the equating of three tests which had different correlations and different skewnesses. The 

studies demonstrated that in equating three tests, different correlations between pairs of 

tests did not lower the quality of the equating. As a result of this study, the conclusion 

was that the PRM is reliable and can be used for equating two or more tests, even when 

the correlation between each pair of tests is not 1.0, and when the tests’ score distributions 

are not normal. The test of fit analysis suggests that profile analysis, including profile 

editing, would increase the correlation between tests and therefore improve the fit 

statistics. The methodological and practical justification for the editing of anomalous 

scores in profiles to make them more homogeneous and increase the correlation among 

tests was made in Chapter 7. The Chapter also explained the procedure for identifying 

anomalous scores in a profile based on standardised residuals between observed and 

expected values given the parameter estimates of the tests and the person estimate. This 

procedure also explained the selection of the cut-off for the standardised residual value 

used to decide whether a score is anomalous. Analysis of the profiles provided evidence 

as to whether or not a single measure, based on the total score, satisfactorily summarises 

the profile. 

The equating functions in the three tests showed that the equating functions before and 

after profile editing gave similar scores. The difference is small, with the differences 

varying across the range of scores. However, the fit statistics show substantial 

improvement in the analysis carried out after profile editing. The fit is important because 

it reflects whether or not the total score does indeed summarise a profile. 

The results from this analysis of equating the original scores before profile editing and 

after profile editing, confirmed that profile editing such as removing scores with poor fit 

(anomalous scores), increases the correlations between test pairs, improves the fit 
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statistics, and finally, provides a better differentiation between tests and also between 

persons. Most importantly, the edited equating functions identify non-homogeneous 

profiles more accurately than the equating functions of the original data. These non-

homogeneous profiles are the ones whose total score does not summarise the information 

of test scores in the profile. Accuracy in this identification is important for implementing 

two levels of decision-making, one at the level of the total score, and the second at the 

profile level when the total score is not sufficient. Here, practical and theoretical 

implications of the total score converge. Profile analysis also indicated that a person fit 

statistic, which summarises the residuals within a profile, can identify profiles with non-

homogeneous scores. 

As indicated in the introduction to this Chapter, in observed scored score equating, it is 

generally either assumed or preliminary transformations are made to normalise 

distributions and to fix a mean and standard deviation. It is generally assumed that a 

normal distribution implies interval level of measurement. 

Chapter 8 explained how to generate a theoretical test in which the origin and unit were 

fixed as a property of the test, rather than that of the distribution of persons, and in which 

the observed scores immediately provide interval level measurement over a substantial 

range of the test scores between 0 and 100. This proves convenient for policy and practical 

purposes where equated scores of the order of magnitude of the original scores (in this 

case between 0 and 100) are summed. For this purpose, the equating test was defined 

using only the first two principal components of its thresholds, which ensured that its 

thresholds were equidistant. By analogy to measurement, this distance was referred to as 

the unit. The study provided a demonstration as to how to select a convenient origin and 

unit for the theoretical equating test. 

The justification of the use of the total score to characterise a profile in which the scores 

are homogeneous rests on the property of the model, namely, that the total score is 

sufficient for the parameter estimate and that there is no further information in the profile 

for this estimate. Therefore, the summing of scores is not justified by the properties of the 

distributions among persons in any of the tests. This is convenient because the different 

tests do not have the same sample, nor are the samples drawn theoretically from the same 

population. The thesis showed that the use of an equating test with equidistant thresholds 

provides an interval level of measurement in the unit of the instrument without making 

any assumptions about the normality of distributions. 
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To illustrate the generality of the theoretical work shown in the previous chapters, Chapter 

9 showed the application of the PRM method to the equating of test scores in 14 real tests 

where many test scores have zero frequency. The correlations between the tests in pairs 

using the original scores, ranged from 0.22 to 0.85. The test of fit suggested a misfit of 

data to the model in some class intervals for some subjects. In most subjects, this was 

usually identified in the class intervals towards the minimum and maximum scores of 0 

and 100. However, the subject of English showed considerable misfit, and a greater misfit 

than any other subject. This was expected because of the requirements of an English 

subject for university entry, and because most students took this particular English 

subject. Because it has more students than any other subject, and because it misfits 

noticeably, unless it is given further consideration, the subject can have an undue 

influence on the equating functions. 

The role of English was one of the reasons for applying the profile editing described in 

Chapter 7. After the original profiles were edited, the correlations between the test pairs 

significantly increased and ranged from 0.67 to 0.91. The scores in 14 tests were then 

equated to the theoretical test with equidistant thresholds which provided an interval 

measurement unit in the observed score scale, on almost the full range of scores. 

The studies in Chapter 9 included a comparison of the equating functions estimated with 

original profiles and with edited profiles. 

The analysis of profiles and of fit statistics in Chapter 8 and Chapter 9 shows that in the 

case of university selection when the tests involved in equating do not necessarily assess 

the same content and when the profiles include scores in different subjects, other 

measures such as profile analysis of fit statistics should be used together with the person 

proficiency which is provided by the total score. The significance of this thesis is that it 

provides a solution to simultaneous multiple test equating, a solution for developing the 

equating test that obtains interval level of measurement on almost full range of scores, 

and the use of fit statistics additional to total scores. The thesis provided strong evidence 

of the success of PRM in test equating. 
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4. Areas for further research 

As with any new approach to a problem, there are areas for further research. First, a study 

of the effects of fit to the model, not commonly addressed in linear equating, could be 

extended. The thesis provided comparisons between the scores in subjects chosen by 

students and those that are required, such as English. The analysis showed that English 

did not fit the model and had the highest number of anomalous scores. When subjects 

such as English, which misfits and which has a large number of students, are included in 

simultaneous equating, the effects on the equating functions can, and should be, studied 

further. 

Second, the use of a theoretical equating test with equidistant thresholds, which can 

produce an interval level of measurement at the observed score level, is novel. The origin 

and unit (the distance between the thresholds) is arbitrary, and their choice affects the 

range in which the scores are at an interval level in the observed score scale. In principle, 

it is possible to change these so that the observed maximum and minimum scores of 

distributions of the equated test are in a smaller range than 0 to 100 and, in this range, all 

scores may be at an interval level. This further justifies using the total score across a 

profile to characterise a homogeneous profile, and it is particularly important when the 

total score is used for ranking students and for prizes and awards. Further study of the 

choice of an arbitrary origin and unit for a theoretical equating test is justified. 

Third, there was not the space in this thesis to compare in detail the results of equating 

real data using current methods and the proposed method of equating. Instead, the thesis 

focussed on presenting the principles and implementation of applying the PRM at the test 

score level, showed its relative success in doing so with simulated data, and illustrated a 

successful application to a set of real data. Making formal comparisons at both the level 

of distributions and chosen individual profiles is an important subject for further research. 

This would illustrate concretely the advantages and disadvantages of the different 

methods. In particular, most other methods involve some kind of smoothing of equating 

functions, which, because the proficiency parameter of the persons is a real valued 

variable, seems to be carried out automatically. 

Finally, given that is possible, with an appropriate choice of origin and unit and without 

normalising distributions, to obtain an interval level of measurement, it may be relevant 

to study the shape of the distributions in different subjects which thus becomes an 
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empirical question rather than an assumption. For example, some distributions, in subjects 

like English which is required and others that are very selective, may not be normal. 
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