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Abstract

Recent work on quantum gravity (QG) suggests that neither spacetime nor spatiotem-
porally located entites exist at a fundamental level. The loss of both brings with it the
threat of empirical incoherence. A theory is empirically incoherent when the truth of
that theory undermines the empirical justification for believing it. If neither spacetime
nor spatiotemporally located entities exist as a part of a fundamental theory of QG,
then such a theory seems to imply that there are no observables and so no way that
the theory can be confirmed. The threat of empirical incoherence can be addressed
by treating spacetime and spatiotemporally located entities as emergent. The ques-
tion then arises as to what the metaphysical nature of this emergence might be. In
this paper, I explore a functionalist approach to this kind of emergence in the context
of Loop Quantum Gravity (LQG). I begin by rehearsing the spacetime functionalist’s
account of emergence, clarifying the view along the way. I proceed to sketch out a
functionalist treatment of spatiotemporally located entities and combine the two forms
of functionalism into a double functionalism, according to which both spacetime and
matter have the same functional realisers.

1. I

Recent work on quantum gravity (QG) suggests that, at the fundamental level, there ex-
ists neither spacetime nor spatiotemporally located entities. The loss of both gives rise to
a threat of empirical incoherence. A theory is empirically incoherent when the truth of
that theory undermines the empirical justification for believing it.1 Empirical justification
comes in the form of observations of what Bell calls ‘local beables’, where a beable is “lo-
cal if the degrees of freedom describing it are associated with an open region of spacetime”
(Huggett and Wüthrich, 2013, p. 276).2

The threat of empirical incoherence decomposes into two related problems. First, there
is the location problem. In order to make an observation of a spatiotemporally located
entity, we must be able to recover a notion of location from a given theory of QG that can
support observables—local beables. If spacetime does not exist as a part of a fundamental
theory of QG, then such a theory seems to imply that there are no local beables in this
sense. As a consequence, if such a theory is true, then it would seem to undermine the
possibility of there being any observation that supports it.

*Department of Philosophy, University of Western Australia. Email: samuel.baron@uwa.edu.au
1See Barrett (1999) and Huggett and Wüthrich (2013, p. 276).
2This notion of ‘local’ is very weak: something that is distributed across a region of spacetime that spans

several galaxies is a local beable in this sense. Thus, ‘local’ means something like located rather than locality
in the technical sense.
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The most promising way to avoid the location problem is if “spacetime were in some
way derived or (to use the term in a very general sense, as physicists do) ‘emergent’ from
the theory” (Huggett and Wüthrich, 2013, p. 277). Huggett and Wüthrich (2013) go on
to suggest that, for many theories of QG, there is enough spatiotemporal (or spacetime-
like) structure in the theory to be able to locate beables. They then argue that even for
more radical theories which lack such structure, “it still may be the case that the question
of deriving some formal structure that mirrors local beables can be answered rather more
readily than one might expect” (Huggett and Wüthrich, 2013, p. 277).

Solving the location problem gets us the ‘local’ part of ‘local beables’. But an observa-
tion is an observation of an entity or phenomenon that is located within spacetime. So we
also need the ‘beable’ part. This brings us to the second problem, the entity problem. In
some theories of QG—such as Loop Quantum Gravity (LQG)—the fundamental ontology
of the theory does not feature any spatiotemporally located entities. Thus, even if one can
recover spacetime from the theory, this may not be enough to ensure empirical coherence.
For if the theory does away with spatiotemporally located entities as well, then the truth
of that theory would seem to preclude any empirical confirmation of it via the observation
of a located entity or phenomenon. Spatiotemporally located entities, like spacetime itself,
must be emergent if the threat of empirical incoherence is to be avoided.3

Thus far, the discussion of empirical incoherence has focused on the emergence of
spacetime. The emergence of spatiotemporally located entities has not really been dis-
cussed. One might think that this is unsurprising, maintaining that the emergence of spa-
tiotemporally located enitities comes for free with the emergence of the spatiotemporal
metric and thus of spacetime. After all, the spacetime metric involves the coupling of the
metric tensor and the stress-energy tensor. The metric tensor gives us the ‘location’ part of
spacetime, while the stress-energy tensor describes the mass-energy distribution. Together
the stress-energy tensor and the metric tensor give us the curved spatiotemporal metric of
GR. Because themetric already says something about matter, demonstrating the emergence
of the metric appears to be sufficient for demonstrating the emergence of spatiotemporally
located entities as well.

However, GR is not an account of matter. It only tells us how matter and spacetime
interact on the assumption that there is matter distributed across the manifold. When we
derive GRwhat we do is derive a description of the interaction. The interaction can then be
used to explain and predict both the curvature of spacetime and the way that matter moves
for a given matter distribution. What we don’t ever get from the theory is a description of
what matter is, or how it is distributed across the manifold. There are, after all, vacuum
solutions to the field equations: solutions that provide a metric, but where there is no
matter at all. Because GR does not entail that there is matter, deriving GR does not enable
us to recover matter in any obvious sense. Rather, in order to recover matter and thus
spatiotemporally located entities, we need to derive quantum field theory (QFT), which is
our current best account of what matter is. Since we cannot derive QFT from GR, it is
unclear how matter might ‘come for free’ with emergent spacetime.

One might concede the point but remain unconvinced. Granted, an account of matter
(and thus QFT) is required for the empirical coherence of a theory of QG, but, one might
argue, there is no need to treat matter as emergent. Assuming that spacetime exists at

3While Huggett and Wüthrich consider the problem of empirical incoherence as it arises for LQG, it
is reasonable to suppose that what they have in mind is an extended theory—LQG+—that contains matter
fields.
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an emergent level, we can account for matter by simply propagating matter fields over
emergent spacetime. For this, we can use QFT in precisely the way that we already do:
to give us an account of the relevant matter fields; there is no need to derive QFT from
a more fundamental theory. In short, the threat of empirical incoherence for a theory of
QG can be avoided by adopting the combination of the emergent spacetime of GR with the
fundamental entities described by QFT.

To see the difficulty with this kind of response, it is useful to compare the GR and QG
cases in a bit more detail. For present purposes, andwithout loss of generality, when talking
of matter fields I will speak simply of particles (e.g., fermions), with the understanding
that particles are to be identified with excitations in fields. Distributing a matter field over
spacetime is thus a matter of ‘pinning’ particles from the standard model to open regions of
spacetime. Now, consider GR on its own terms, and not in the context of deriving GR from
a theory of QG. Why does GR appear to be empirically coherent? For two broad reasons.
First, it provides us with spacetime locations, so we can get the ‘local’ part of local beables.
Second, we can get the ‘beable’ part by simply assuming that there are particles distributed
over those locations, which in turn give us matter. The interaction between matter and
spacetime gives us empirical predictions about how matter behaves, which in turn makes
the theory empirically coherent.

We can potentially tell the same story in the case of QG by appealing to fundamental
particles in the same way. Suppose that the emergence of spacetime can be secured. Then
we have spacetime locations, so we can get the ‘local’ part of local beables. We can then
get the ‘beable’ part by distributing fundamental particles over non-fundamental space-
time, which in turn gives us matter. The interaction between matter and emergent space-
time gives us empirical predictions, just as in the GR case. It may even give us different
empirical predictions, depending on the nature of the emergent spacetime (or, indeed, the
nature of the emergence).

The difficulty with this picture is that, in a mature theory of QG, the matter-field of GR
should be derivable from some more fundamental structure, just as much as the metric-
field. While some approaches to QG can be construed as quantizations of the spacetime
metric only—such as standard LQG—this is seen as a stepping stone toward a more com-
plete theory in which the relationship between the spacetime geometry and matter is itself
quantized. Thus, far from providing a way to get the emergence of matter for free, the
coupling of the metric and stress-energy tensors is what partly motivates the emergence of
matter in QG. A full quantization of GR can be expected to provide a quantum theory of
the interaction between geometry and matter as enshrined in these equations. So it is not
clear that a theory of QG will ultimately support a picture in which matter is fundamental,
but spacetime is emergent, since this seems to cleave matter from geometry in a manner
that does not really reflect what we know about GR. Rather, we should expect both matter
and metric to be emergent phenomena, and we should expect their emergence to be unified
in a manner that reflects the relationship between them.4

The two types of emergence outlined above—roughly, the emergence of locations and
the emergence of located entities—raise two related philosophical issues, depending on
what one means by ‘emergence’.5 First, there is ‘emergence’ in the inter-theoretic sense.
This notion of emergence sits entirely at the level of theories. Spacetime or spatiotempo-

4I am grateful to a referee for suggesting this line of thought.
5I take the following distinction between the two types of emergence from Wüthrich (2019, p. 4).
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rally located entities emerge in the sense that the laws of GR or QFT emerge from the laws
of a more fundamental theory. This raises the philosophical question of what the nature of
this emergence might be. Crowther (2017, pp. 7–11) provides a compelling answer, ar-
guing that emergence of the inter-theoretic kind is compatible with reduction and, in part,
involves specifying the way in which the laws of one theory can be derived from the laws
of another theory via bridge laws (see also Crowther (2016); Butterfield and Isham (1999)).

The second conception of emergence is a metaphysical relation “that is supposed to
generically hold between the physical structures of quantum gravity and relativistic space-
times” (Wüthrich, 2019, pp. 1–3) and, in this case, spatiotemporally located entities.6 If
some x emerges in this sense, then the existence of x depends on the existence of some
more fundamental structure, y. So if spacetime is metaphysically emergent, then its ex-
istence depends on the existence of a more fundamental, non-spatiotemporal structure.
Similarly, if spatiotemporally located entities are metaphysically emergent, then they de-
pend for their existence on something more fundamental. This style of emergence raises
an analogous question to the inter-theoretic style of emergence, namely: what is the nature
of the metaphysical emergence of spacetime and of spatiotemporally located entities?7

Note that answering this question is not a matter of showing how spacetime or spa-
tiotemporally located entities emerge—that is a question for physics. Rather, answering
this question is a matter of providing a metaphysical model that makes sense of this kind
of emergence. To understand what I mean, consider a different case, namely: the meta-
physical relationship between the mind and the brain. Suppose neuroscience reveals that
the mind emerges from neural states. We can then ask: what is the nature of this emer-
gence? Are mental states identical to neural states? Or are they irreducible, higher-order
properties of neural states? Or is there is some other way to think of the relationship? A
model of the emergence of mental states goes some way toward answering these questions
by modelling the relationship between minds and brains. A similar set of questions can be
asked and answered in the case of spacetime and spatiotemporally located entities.8

As Lam and Wüthrich note, one natural approach to metaphysical emergence—what
they call the ‘building blocks’ approach—appears to be inapplicable to spacetime emer-
gence. Very roughly, according to a building blocks approach spacetime is ‘built’ out of
non-spatiotemporal entities. The emergence of spacetime is therefore understood in terms
of more familiar metaphysical relations that underpin emergence in other cases, relations
like mereological composition or constitution. The trouble is that such relations appear to
bemost naturally applicablewithin a spatiotemporal context, and it is not clear how to apply
these notions beyond that context. A similar difficulty arises with respect to spatiotempo-
rally located entities. If these ‘building’ relations are only applicable in a spatiotemporal
context, then it is not clear how to use them to model the emergence of particles from

6Lam and Esfeld (2013, p. 291) call this ‘ontological emergence’, though this is not to be confused with
the notion of ‘strong emergence’ that one sometimes finds in metaphysics of mind, which implies the failure
of deducibility and thus would imply the failure of the first kind of emergence.

7On one interpretation, Maudlin (2007) puts pressure on the need to provide some answer to this question.
8The two kinds of emergence are no doubt connected. Exactly what the relationship between the two

kinds of emergence might be is unclear, however. One possibility, and the option that I will assume in what
follows, is to treat the second kind of emergence as the metaphysical corollary of the first kind of emergence.
Thus the first kind of emergence tells us about the relationship between two different theories which have
distinct ontologies. The second kind of emergence is the relation in the world that connects the two ontologies
of the two different theories, and is thus the physical structure that the first kind of emergence represents.
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more fundamental entities that are not, themselves, located in spacetime.9 In this respect,
the challenge of providing a metaphysical picture of particle emergence is similar to the
challenge of providing a metaphysical picture of spacetime emergence. The spacetime
emergence challenge may be harder to meet, however, since it is conceptually more dif-
ficult to see how to get spatiotemporal notions from a non-spatiotemporal ontology than
it is to get particles. There is something about our concepts of space and time that make
spacetime emergence particularly hard to understand. Nonetheless, both challenges must
be met if we are to fully address the problem of empirical incoherence. My aim, then, is to
take an account of spacetime emergence and flesh it out into a picture of matter emergence
as well.

In what remains, I will focus exclusively on the metaphysical question of emergence
as it arises in the context of LQG.10,11 Recently, Lam and Wüthrich (2018, p. 7) have
suggested a functionalist approach to the emergence of spacetime in LQG. My goal is not
to defend the broad functionalist line that Lam and Wüthrich (2018) take. Rather, my aim
is to flesh out Lam andWüthrich’s functionalist approach by extending it to the emergence
of particles.12 I will begin by briefly rehearsing the spacetime functionalist’s account of
the emergence of spacetime locations, clarifying the particular version of the view that I
will be assuming. I will then sketch out a functionalist approach to matter in the context
of QFT, providing an example of how this functionalism might be applied to LQG using
Bilson-Thompson’s (2005) helon model of particles. After that, I will combine the two
forms of functionalism into a double functionalism, according to which both spacetime
and matter have the same functional realisers.

2. S F

The fundamental posits of LQG are spin-networks. At the most abstract level, spin-
networks can be represented by directed graphs consisting of interconnected lines and

9It may be possible to develop a viable version of the building blocks approach, see fn. 16.
10In philosophy, LQG is usually treated as a theory of QG in a more restricted sense than the one just

described: as a quantum theory of the gravitational field that can be used to derive GR but not necessarily
QFT. In this paper, I will focus on a more ambitious version of LQG that aims at QFT as well. This more
ambitious version of the view appears to carry the hopes of at least some physicists working in this area.

11Note that there appear to be a number of viable interpretations of LQG available (some of which seem
more friendly to the fundamental existence of spacetime than others, see Norton (ms.)). Because I will work
with a particular account of LQG, what I say may not hold generally for all versions of LQG. Still, this
interpretation-bound discussion remains useful as a way of modelling a particular case in which spacetime
goes missing. So even if the interpretation is not the ‘correct’ one, the modelling itself has merit as a basis for
understanding emergence. The methodology here is thus broadly in line with the naturalistic methodology
for metaphysics described by Paul (2012b).

12I have framed the importance of these metaphysical questions in terms of the empirical coherence of
a theory of QG. It is worth noting, however, that the questions may arise independently of concerns about
empirical coherence. On one conception of what it is to provide a theory of QG, such a theory is simply
a more fundamental theory that is applicable at high energy scales, from which both GR and QFT emerge
as effective theories. Assuming that GR and QFT are correct at low energy scales, and that a theory of QG
is correct at high energy scales and that all three theories have different ontologies, the question then arises
as to what the metaphysical relationship might be between the entities posited by the various theories. If
the fundamental ontology of the relevant theory of QG is not spatiotemporal, then we must explain how
both spacetime and particles emerge from a non-spatiotemporal foundation. Thus, even if there is a way to
show that a theory of QG is empirically coherent without saying much about the metaphysics of QFT, the
relationship between QG and QFT forces us to do so eventually.

5



nodes. Each edge of a spin-network represents a volume of three-dimensional space, and
each node represents a spatial surface. Each network represents a quantum state of space
(much as the original spin-networks represented the quantum states of particles).13 Funda-
mental reality can be represented by a superposition of spin-networks and so can be thought
of, loosely, as an interwoven mesh of spin-network states.

It is tempting to treat spin-networks as a new kind of physical entity—something like
an ‘atom of space’. The fundamental ontology then consists of the bare manifoldM—the
spacetimemanifold ⟨M, g⟩ stripped of themetric—with embedded physical spin networks.
Such an interpretation of LQG retains the idea that the world, at the fundamental level, in-
volves a container—the bare manifold—and so is friendly to substantivalist interpretations
(though, clearly, of a different kind to standard substantivalism about spacetime). A rather
more extreme interpretation of LQG is to treat physical spin-networks as entities that can
be represented purely algebraically, without any need to appeal to geometric or topologi-
cal features. Rovelli (2004; 2011), for instance, seems to think of the spin-networks in this
way (as the directed graphs of group SU2).

On both interpretations, there is nometric structure at the fundamental level.14 Physical
spin-networks are not at any spatial or temporal distance from one another; and the edges
and nodes within a spin-network do not represent distance relations between regions of
space. A metric structure is, however, needed for there to be anything like an open region
of spacetime. Given that there are no open regions of spacetime, nothing can be located in
the sense needed for observation. In order to recover local beables, spacetime is therefore
treated as an emergent phenomenon in LQG. This is typically demonstrated by showing
that, at low energy scales, enough structure emerges from spin-networks to be able to re-
cover a mathematical expression that numerically agrees with the metric expression of the
manifold ⟨M, g⟩.15

For present purposes, I will simply assume that spacetime can be recovered from spin-
networks and thus that spacetime emerges. As noted, the emergence relation that I am
interested in is a worldly relation that connects spacetime to a more fundamental physical
structure, rather than a relation between theories. The question, then, is how does the emer-
gence of spacetime in this sense work? Is the emergence of spacetime like the emergence
of other worldly phenomena? Or is the emergence of spacetime to be understood in some
other way? Is a new metaphysics of emergence required?

Spacetime functionalism offers an interesting answer to this set of questions.16 It pro-
poses to understand the relationship between spacetime and the underlying spin-network

13The networks are called ‘spin’ networks because of the way that each edge is labelled by a number that
is, mathematically speaking, related to the spin-value from particle physics (spin-networks were originally
used to represent the splitting and joining of particles, and thus the edges represented ‘spin states’ of particles,
but the spin-networks of LQG should not be taken to represent particle world-lines in the same way).

14The first interpretation corresponds to one of the ‘naïve’ interpretations outlined by Norton (ms.) in
which there is a pre-spatiotemporal structure in which spin-networks are embedded. The second interpreta-
tion corresponds to the Rovellian interpretation that Norton (ms.) specifies.

15Note that while it is relatively easy to see how to recover space from spin-networks – spin-networks do,
after all, represent volumes of space – it is harder to see how spacetime might arise. This is partly because
the dynamics of LQG are not as well understood.

16See Ney (2015) for a criticism of a standard mereological approach in the context of wave function
realist approaches to quantum mechanics. Although Ney is not considering gravity, some of her criticisms
may carry over to the case of emergent spacetime in QG. See Le Bihan (2018,?) for a more promising
mereological approach to the emergence of spacetime in the context of quantum gravity. Le Bihan uses the
mereological theory of Paul (2002, 2012a) as opposed to the more standard mereology that Ney criticises.
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ontology in functionalist terms. Thus, just as certain neural states play the pain-role, which
is how pains come to exist in the world, so too do spin-networks play the spacetime role,
which is how spacetime emerges.

A presupposition of the spacetime functionalist project is that spatiotemporal properties
can be reduced to functional specifications. This is a non-trivial assumption. Consider the
analogous assumption in the philosophy of mind: that mental states can be reduced to func-
tional states. A range of arguments suggest that no functional reduction along these lines
will be successful. What these arguments purport to show is that functionalist reductions
of the mind leave something out, namely the phenomenal or felt character of experience.
However, Lam and Wüthrich (2018, p. 43) argue that the conceivability arguments that
appear to establish the inadequacy of functionalism about the mind are not clearly appli-
cable to the spatiotemporal case. They argue that there is nothing analogous to qualia that
one can imagine being ‘left over’ after a functional specification of spatiotemporal prop-
erties has been given. No doubt there is room to argue with Lam and Wüthrich about this
but, for present purposes at least, I will assume that they are right and that spatiotemporal
properties can be functionally reduced without loss.

Constructing a functionalist account of spacetime proceeds in two stages. One be-
gins by specifying the functional role for spacetime. As Lam and Wüthrich (2018, p. 40)
note, specifying the functional role for spacetime is different from specifying the functional
role of a mental state. Mental states are individuated by their causal roles: a network of
causal relations that specifies the causal inputs, outputs and interactions for a given mental
state. In the spacetime case, however, we should avoid specifying the functional role for
spacetime by appealing to causation. The worry is that causal notions may presuppose spa-
tiotemporal notions. If we specify the functional role for spacetime in causal terms, then,
we may end up presupposing the very thing that we are trying to functionally analyse. This
opens up the further question of how we functionally analyse the spatiotemporal relations
used to functionally analyse spacetime, which brings us around in a tight circle.

Fortunately, functionalism does not require the specification of functional roles
causally (see, for instance, Polger’s (2007, p. 251) analysis of functional realisation, which
is non-causal). We can, instead analyse a functional role in rather abstract terms as a net-
work of relations such that, when an entity stands in certain x-relations that entity just is
an x, since what it is to be an x is to stand in the relevant relations.

Exactly what the functional role for spacetime might be is up for debate. Knox (2013,
2019) suggests that it is sufficient for something to play the spacetime role if it describes
the structure of inertial frames in coordinate terms. Lam and Wüthrich (2018) suggest that
spatiotemporal localization, spatial distance, temporal duration and the topological aspect
of spacetime should all enter into the functional role. Because my interest lies with the
empirical coherence of LQG, I will assume that the functional role for spacetime is the
localizing role: it provides locations for entities by, for instance, relating them to each
other via metric relations. So, to take a toy example, suppose that there exist two entities:
a and b. Some third entity c plays the localizing role with respect to a and b when it stands
in the following kinds of relations to both entities: a is spatiotemporally connected to b by
c.

The second stage of the functionalist project is to then provide an account of what plays
this particular functional role in LQG. Lam and Wüthrich (2018, p. 7) summarise the two
stages of the functionalist project as follows:
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(FR-1) The higher-level properties or entities, which are the target of the re-
duction, are ‘functionalized’, that is, they are given a functional definition in
terms of their causal or functional role.
(FR-2)An explanation is provided of how the lower-level properties or entities
can fill this functional role.

The second dimension of the project is still in its early stages and will need to be de-
veloped in close parallel with physics. That being said, Lam and Wüthrich (2018, p. 10)
have recently argued that the localizing role of spacetime can be realised in LQG by weave
states (based on the work of Rovelli (2004, 2011), see also Wüthrich (2017)).17,18 Aweave
state is a spin-network that meets the following formal condition:

Â(S)|S⟩ = (A[g;S] +O(lP = l))|S⟩,
V̂(R)|S⟩ = (V [g;R] +O(lP = l))|S⟩

Where |S⟩ is a spin-network state; l is a scale such that l ≫ Planck scale; S is a
macroscopic 2-surface;R is a macroscopi 3-region; Â(S) and V̂(R) are area and volume
operators over S and R respectively; O(lP = l) is a correction term where O specifies
the order of the corrections and A[g;S] and V [g;R] are classical, spacetime area and vol-
ume operators. What the formal condition encodes is the fact that at certain scales, the
volume and area operators over a weave state approximate the volume and area operators
over spacetime. If the formal condition is satisfied by a spin-network, then, at low energy
regimes, the weave state will achieve numerical agreement with the metric expression of
GR. At high energy regimes, the higher order terms of the numerical expression of the
weave state diverge from the metric.

The approach that Lam andWüthrich take is mathematical in nature. They show how to
make mathematical sense of the functional relationship between spin-networks and space-
time. The relationship should also make physical sense: the derivation should be ‘physi-
cally salient’. Huggett and Wüthrich (2013, p. 283) differentiate two approaches to phys-
ical salience: a ‘top down’ approach and a ‘bottom up’ approach.19

In the ‘bottom up’ approach we come to our physical theories with a pre-theoretic
notion of physical salience, and suppose that physical salience ‘flows up’ the mathematical
derivations only. The mathematically derived structure can be physically salient only if the
fundamental theory itself is physically salient. On this bottom up approach, the numerical
agreement of the weave state with the metric expression of GR is not physically salient. If
what ‘physical salience’ means is ‘being located in spacetime’, then the derived structure
will never be physically salient in this sense, because the fundamental posits of the theory
are not spatiotemporal.

17This assumes a particular approach to the classical limit of the theory, see Oriti (2014) for an alternative.
18The equation below is the end-point of the analysis. The demonstration that spacetime is emergent in

LQG is much more detailed, and involves a good deal more mathematics. However, since the details of this
aspect of LQG have already been outlined elsewhere (see Wüthrich (2017)) I have omitted them to keep the
discussion short.

19Huggett and Wüthrich outline these notions of physical salience in response to a concern identified by
Maudlin (2007). As a referee has pointed out to me, it is not obvious that the worry about physical salience
that Huggett andWüthrich attribute to Maudlin is in fact the worry that Maudlin raises. Maudlin’s concern is
an under-determination worry. Local beables seem to be underdetermined by the mathematical structure that
one can derive. Huggett and Wüthrich don’t seem to frame Maudlin’s worry in terms of underdetermination.
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In the ‘top down’ approach, by contrast, we let the theory tell us what physical salience
is. We do this by assuming that the things we can observe empirically—local beables—
are physically salient and then letting that empirical salience flow from any mathematical
derivation of structures that are isomorphic to local beables down to the fundamental ontol-
ogy of the theory. The very fact that we can derive something that we take to be empirically
relevant is evidence of the physical salience of the theory overall and of the derivation. As
Huggett and Wüthrich (2013, p. 283) argue:

If the supposed derivation from a theory without spacetime produces quantitative
agreement with the observed properties of local beables—and hence derived math-
ematical counterparts of local beables and their observable properties— then that is
evidence both for the theory and the physical salience of the derivation.

There is more to say about the notion of physical salience, but for present purposes I
will bracket this discussion and adopt Huggett andWüthrich’s approach. I will thus assume
that the mathematical derivation outlined by Lam and Wüthrich in the context of LQG is
physically salient because it shows that spin-networks can play the localizing role, which
in turn provides a basis for thinking that functionalism about spacetime makes physical
sense as well as mathematical sense.

Numerical agreement between the weave state and the metric expression of GR is just
the beginning and so the functionalist project is ongoing. Later on I will extend the func-
tionalist project in a new direction toward QFT, in order to show how to capture both matter
and spacetime in a single functionalist framework. First, however, it is important to clarify
the broad functionalist approach in order to better understand the metaphysical model of
emergence that I will be working with.

What kind of functionalism is spacetime functionalism? If we think about function-
alism in the mental case, we can discern two views: role functionalism and realiser func-
tionalism.20 To see the difference between these two functionalist theories, consider a par-
ticular mental state, such as a pain, had by a particular person. The realiser functionalist
identifies pains with whatever it is that plays the pain role. Thus, if the pain role is played
by a neural state, then that state just is a pain. The role functionalist, by contrast, identifies
pains with a higher-order relational property (possessed by persons) of being in a state that
plays the functional role for pain. Accordingly, if a person has a neural state that plays the
pain role, then the person has the property of being in pain. Equally, however, if a person
has some electrical circuit implanted in their arm that plays the pain role, then the person
is in pain. So long as something is playing the pain role, then we can say that the person is
in pain.

The difference between the two views can be highlighted by considering further the
relationship between a neural state and a pain. On the first view, neural states just are
pains. Realiser functionalism is thus quite close to a straightforward identification of pains
with neural states (a feature for which it has been criticised). On the second view, neural
states are not identical to pains: a pain is a distinct functional kind that gets realised by
many different kinds of thing. Neural states can’t be identical to pains on this second view,
because then an electrical circuit implanted in a person’s arm could never play the pain
role, because it is not a neural state.

20See Yates (forthcoming) for further discussion of these two versions of spacetime functionalism.
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The same two broad options are available in the case of spacetime functionalism. The
realiser spacetime functionalist identifies spacetime with whatever plays the spacetime
role. The role spacetime functionalist, by contrast, identifies spacetime with the higher-
order relational property of a physical system being in a state that plays the spacetime role.
Call this higher-order property: the property of ‘being spatiotemporal’.

In the context of spacetime emergence, realiser functionalism appears to face a prob-
lem. Suppose that a physical spin-network plays the spacetime role because it is modelled
by a weave state. It follows that the relevant spin-network just is spacetime. The whole
point, however, is to try and account for the way in which spacetime emerges from some
non-spatiotemporal ontology. Realiser functionalism appears to ‘flatten’ the picture of
emergence we were trying to develop, by forcing spatiotemporal properties down onto
spin-networks, and thus onto the ontology of LQG.

Whether this is a genuine problem depends a bit on how we conceive of spacetime
emergence in the context of LQG. There are a number of ways to interpret the emergence
of spacetime, but I will focus on just two options.21 First, there is a ‘flat’ approach to space-
time emergence. According to this approach, the emergence of spacetime is not associated
with any new entity. Rather, the emergence of spacetime is analogous to the way in which
classical trajectories emerge from relativistic ones at suitably low velocities.22 In order to
make sense of this we don’t need to posit a ‘Newtonian’ spacetime and then show how it
emerges, metaphysically speaking, from a distinct entity—a relativistic spacetime. Rather,
we need just one entity: Minkowski spacetime, which resembles Newtonian spacetime at
certain scales. Similarly, in the case of QG and GR we need only one entity: quantum
spacetime, which resembles Minkowski spacetime at certain energy scales. Since quan-
tum spacetime just is describable by GR at low energies there is no metaphysical problem
with the way that realiser spacetime functionalism identifies classical spacetime with a
physical spin-network modelled by a weave state.

In contrast to the flat view of spacetime emergence in LQG there is a ‘stratified’ view.
According to the stratified view, the emergence of spacetime does involve the emergence
of a new entity, and so the case is disanalogous to the case of relativity. This is not to say
that, mathematically, we cannot derive GR using various limit-taking or approximation
procedures (though, arguably, no simple limit-taking procedure will work, see Wüthrich
(2019, 2017)). The point, rather, is that there is a strong metaphysical sense in which
spacetime emerges, because the fundamental ontology is not spatiotemporal. The stratified
view of spacetime emergence is undermined by the realiser functionalist picture. That’s
because, were spacetime to be metaphysically emergent in the manner required by the
stratified view, weave states could not literally model spacetime.

In what follows, I will adopt the flat view. According to Le Bihan, however, there are
two versions of the flat approach: a reductionist approach (Le Bihan, 2018, p. 85) and
an eliminativist approach (Le Bihan, 2018, p. 73). Roughly, the difference is this: in the
reductionist approach, the spacetime described by GR exists, but is reduced to a structure
in QG. GR spacetime can thus be viewed as a kind of ‘coarse-graining’ of the structure
described by QG. In the eliminativist approach, by contrast, the spacetime described by

21These are based on Norton’s (ms.) interpretations, but I don’t wish to attribute them directly to him, as
he may disagree with the way I divide up the terrain. The distinction is drawn explicitly in Le Bihan (2018)
who provides an excellent discussion of the distinction between flat and stratified views.

22I am grateful to a referee for pressing me on this point, and for suggesting this interpretation of spacetime
emergence.
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GR does not exist. Instead, it is eliminated in favour of something else. Because only
the reductionist believes in the existence of spacetime, reductionism alone seems to have
the proper scope to address concerns about empirical coherence, and so it is a reductionist
version of the flat view that will be assumed throughout.

There is more to say about the flat versus stratified distinction. However, because my
primary interest lies with matter, I will leave discussion of this issue for for another time.
Of course, as noted, there is still work to be done in showing that there is something that can
play the spacetime role in LQG, and there is work to be done in specifying the functional
role of spacetime itself. But, at least with respect to the metaphysical question of the nature
of spacetime emergence, a ‘flat’ version of realiser spacetime functionalism appears to
provide a promising way to develop a functionalist approach to spacetime emergence in
the context of LQG.

3. M F

Spacetime functionalism provides an account of the emergence of spacetime locations. We
also require an account of the emergence of spatiotemporally located entities. As noted, I
am treating the emergence of spatiotemporally located entities in terms of the emergence
of particles and thus matter. Exploring the emergence of spatiotemporally located entities
in this sense is doubly difficult because the relationship between LQG and QFT has not
been explored in as much detail as the relationship between LQG and GR. Thus, in this
section, I will consider a model of particles—the Bilson-Thompson model—that provides
a basis for deriving QFT. I will then explain why we can, and perhaps should, think of this
model in broadly functionalist terms, before outlining a functionalist approach to matter
that reflects the spacetime functionalist’s account of spacetime. In the next section, I will
then combine the two forms of functionalism together.

Note that the account that I will provide is, of necessity, only a partial account. That is
because standard LQG does not contain matter fields, and so the theory I am considering
below is a modified version of the theory that adds matter. While, as we shall see, there is
a version of LQG that proceeds in this fashion, the view is still in its early stages and so
it is sensible to proceed cautiously. All I hope to do, then, is give a broad feel for how a
functional approach to the metaphysical relationship between spin-networks and particles
might be developed. This basic starting point can then be used as a foundation for a more
detailed functionalisation of matter in a version of LQG that includes matter fields.

I will begin by providing a detailed overview of Bilson-Thompson’s model. I do this
for three reasons. First, in order to offer a functionalist interpretation, it is necessary to
highlight certain features of the model that are relational in nature. The fact that these
aspects are relational is easy to gloss over when describing the model informally, but are
relatively easy to see with the formal details in hand. Second, some readers may be scep-
tical that there is a way to derive QFT from a version of LQG, and so may want for a more
detailed account of how this goes. Third, to my knowledge the Bilson-Thompson model
has not been discussed within philosophy, and so it is useful to have a broad introduction
to the model for a technically-minded philosophical audience, one that can then be used as
a basis for future discussions of QFT and LQG.
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3.1. T H M

Bilson-Thompson’s helon model of particles is based on early preon models of particles,
developed in the 1970’s.23 The physicists who developed these models sought to provide
an account of the particles in the standardmodel in terms ofmore fundamantal entities: pre-
ons. The name ‘preon’ is really just a placeholder for whatever it is that ‘makes up’ leptons,
quarks and gluons (the suffix ‘pre’ is used because they are before other particles). Preon
models were largely abandoned, after it was discovered that they faced serious technical
difficulties in the derivation of standard model particle interactions. Bilson’s helon model
takes old preon models and applies new mathematical techniques from the mathematical
study of knots and braids to overcome these difficulties.24

Bilson-Thompson’s model treats each preon as a ‘helon’, which can be modeled as a
ribbon. A ribbon is a mathematical object that can be used to represent the winding of a
two-dimensional surface around an axis (see Figure 1).25 Each ribbon is governed by three
properties: link, which is the number of times the ribbon curves around its axis; twist,
which is the rate of the ribbon’s rotation, and writhe, which gives the shape of the ribbon’s
curve by providing ameasure of its non-planarity (and thus its three-dimensional structure).

Figure 1: A ribbon. The ribbon has 0 writhe, since each curve winds around the axis into a
two-dimensional circle. Altering the writhe is a matter of ‘tilting’ the circle.

A helon is twisted through ±π, with two kinds of twist possible: a twist through π
(U) and a twist through –π (E).26 Twists combine in pairs to give a helon a total twist of 0
modulo 2π. There are three possible twist patterns for a helon: UU = +2π, EE = −2π and
UE= 0 (which is equivalent to EU).27 The three twist patterns give us three types of Helon:
H+, H− andH0 respectively.28 Charge is reduced to the topological properties of helons, in
the following way: a twist through±2π corresponds to an electric charge of±e/3. Helons
combine in groups of three, which allows for the formation of integer charges. The two
ends of a helon group are nodes at which the three helons are all connected to one another
(see Figure 2).

23See Harari (1979); Pati and Salam (1974); Shupe (1979).
24Bilson-Thompson’s model builds on the Rishon model of leptons, see Harari and Seiberg (1981).
25My overview draws heavily on the model in Bilson-Thompson (2005), rather than the later incarnations

in Bilson-Thompson et al. (2007, 2009, 2012).
26Imagine taking a ribbon and ‘winding it’ by twisting the ribbon through a full rotation of the circle. A

twist through+π is, roughly, a full rotation in one direction and a twist through−π is a full rotation in other
direction. 2π means the ribbon is twice wound.

27Differently ordered twist patterns are not distinct helons because they yield the same total twist.
28Note that to say a helon is composed of two twists does not mean that the ribbon has a link of 2. Rather,

what this means is that the rotation of the twist can be characterised by a particular repeating function cor-
responding to the rotation. Roughly, the sign of the twist pair (±2π) gives the orientation of the rotation of
the ribbon (to the ‘left’ or to the ‘right’).
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Figure 2: A helon triplet.

Helon triplets are used to build particles. With just three helons connected to nodes
there are not enough configurations to produce all of the particles, even taking account of
twists. That’s because, through rotating or mirror-reflecting a helon triplet, we can show
that many of what appear to be distinct configurations are not, in fact, distinct (for instance
if wemodel the above helon as an ordered triplet: H+, H+, H0 then this is the same triplet as
H0, H+, H+ under reflection). In order to get the right number of configurations, we treat
each helon triplet as one in which the three strands are passed over and under one another
to form a braid. Because the trivial braid (a case where there is no overlapping of strands)
is considered to be a braid there are thus two types of helon groups: braided and unbraided
(see Figure 3). Note that the same braid cannot have two helons of opposite charge (i.e.,
there is no charge mixing). There are, however, no other constraints on combinations of
helons for braids.29

Figure 3: Two groups of helons. The group on the left is unbraided. The group on the right
is braided and corresponds to a positron (the charge is 1e because we have three helons each
with two twists through +π which means that the group has 3× 1

3e charge = 1e).

With braiding, we are able to differentiate more configurations, which – when com-
bined with twists – can be used to model a range of particles. So, for example, an up quark
can be formed by any combination of twoH+ helons and anH0 helon. This yields a quark
with charge 2

3
e. Since there are three ways to produce this kind of quark depending on

the ordering of the helons in a unit triplet, the helon model allows for the construction of
29Note that the charge of unbraided triplets is quantized, and so the charge is always an integer charge.
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distinct quarks of the same charge (see Figure 4).30 Leptons can be constructed in the same
way.

Figure 4: Two distinct anti-down quarks constructed via the helon model. Note that the
distinctness of the quarks is carried enitrely by the braiding of the helons (the two braids are
not isomorphic).

The ‘construction’ of particles from helons is really just an exercise in combinato-
rial mathematics, given certain assumptions on the entities to be recombined. As Bilson-
Thompson recognises, it is not enough to show that one can, combinatorially, produce
entities that have the right charges (and no entities with the wrong charges). One must also
show that what one is constructing is a good candidate to be a quark or a lepton. To do
this, one must show that the entities one has constructed out of helons behave like particles.
Bilson-Thompson thus extends his model to capture particle interactions.

Colour interaction in the helon model corresponds to the stacking of braided and un-
braided helon triplets. The total energy of these larger structures is a summation across
the total energy of each layer of the stack. To ensure that the right space of combinato-
rial options are produced via stacking, Bilson-Thompson requires that when two or more
braids are stacked, every vertical column of the stack must sum to the same charge (see,
for example, [2] and [3] below). The stacking of two braided or unbraided triplets models
the way that two particles are held together by the strong force. We can see this by the way
in which the total energy of a stack of particles corresponds to the total energy of the cor-
responding hadron. Bilson-Thompson provides an example of this in terms of the stacking
of a braid that corresponds to a red up quark, and a braid that corresponds to an anti-red,
anti-up quark. The resulting pancake structure has a zero-net charge, and so corresponds to
the neutral pion. This can be modeled by representing each braid as a permutation matrix
of order 3:31

30The combinatorial options allow for the production of the red, green and blue quarks of QCD. Each
particle can be expressed as a triplet, each triplet corresponds to a distinct braid. See Bilson-Thompson
(2005, p. 2) for the full list of particles and anti-particles that can be constructed, and their corresponding
charge and colour. See Bilson-Thompson et al. (2007, 2012) for more extensive models in which a larger
range of particles can be constructed.

31A permutation matrix is a permutation of the identity matrix of order n, where each permutation is, itself,
an identity matrix. So, for instance, the identity matrix of order 2, I2, is given as:[

1 0
0 1

]
Yielding two possible permutations:
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 0 0 H0

H+ 0 0
0 H+ 0

 Up quark

 0 0 H0

H− 0 0
0 H− 0

 Anti-up quark

Matrix summation yields a braid with 0 net charge because H0 has 0 charge, and H+ and
H− have +e/3 and −e/3 charge respectively: 0 0 H0

H+ 0 0
0 H+ 0

+
 0 0 H0

H− 0 0
0 H− 0

=
 0 0 H0 +H0

H+ +H− 0 0
0 H+ +H− 0

[1]
Using the same technique, the positive pion can be formed using the summation of an up
quark and an anti-down quark, yielding a pion with charge e [2], and negative pion can be
formed using the summation of a down quark and an anti-up quark, yielding a pion with
charge −e [3]. 0 0 H0

H+ 0 0
0 H+ 0

+
 0 0 H+

H0 0 0
0 H0 0

=
 0 0 H+ +H0

H+ +H0 0 0
0 H+ +H0 0

 [2]

 0 0 H−
H0 0 0
0 H0 0

+
 0 0 H0

H− 0 0
0 H− 0

=
 0 0 H0 +H−
H0 +H− 0 0

0 H0 +H− 0

 [3]

The remaining colour interactions can be modeled in the same way: by using a stacking
procedure, which is mathematically described via a permutation matrix. In this way, it is
possible to account for the way in which particles combine to form larger structures.

In addition to the colour interaction, Bilson-Thompson shows how to produce the elec-
troweak interaction. To produce this further interaction, he adds a dynamical element to the
picture: a splitting and joining procedure. Very roughly, the splitting procedure involves
taking a braid and cutting it to form two distinct braids. The joining procedure involves
tieing the ends of two distinct braids together to form a new braid (see Figure 5).[

1 0
0 1

]
,

[
0 1
1 0

]
When we model a braid as a permutation matrix, we treat the ‘1’ in the identity matrix as representing

a helon. Note that these are not ordinary permutation matrices, since standard permutation matrices have
only a single possible type of ‘1’. Since there are three different types of helon, the permutation matrices
that Bilson-Thompson appeals to use three different ‘types’ of ‘1’. The point, however, is that permutation
matricesmodel the right combinatorial options, and so it is the combinations that are yielded by thesematrices
that Bilson-Thompson is using, and not the fact that the resulting permutations have the same basic properties
as an identity matrix (i.e., playing the role of a multiplicative identity).
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Figure 5: The splitting of a braid into an unbraided helon triplet and a braided helon triplet.
The braided triplet has no charge because the helons that constitute it are topologically equiv-
alent to the untwist. The unbraided triplet has the charge of the original particle, but the loss
of the braid makes it a distinct charged particle to the original.

When braids are split and joined, their helons can exchange twists. So, for instance,
suppose that we have a braid with three helons: {H0, H0, H0}. This braid can be split into
{H+, H+, H+} and {H−, H−, H−} by, first, taking {H0, H0, H0} and separating out all of
the +π twists to produce new helons. When the +π twists are cut away, leaving behind
the −π twists, the new helons are left with only +π twists, making them H+ helons. The
−π twists that are left behind also produce new helons that have only −π twists leaving
only H− helons.

The gain and loss of twists can be used to model electroweak interactions. For
instance, consider the transformation of an up quark into a down quark, which results
in the emission of a boson. First, we need to construct the bosons. The bosons are all
constructed from trivial braids, each with different twist patterns. So, for instance,W+ is
the trivial braid that corresponds to the triple {H+, H+, H+} and W− is the trivial braid
{H−, H−, H−}. The loss of the boson W+ can then be modeled as a splitting procedure
in which the helons of the up quark {H+, H+, H0} each lose their +π twists, which are
cleaved off to produce three newH+ helons, which form the trivial braid that corresponds
to W+. Without their +π twists, the H+ helons of the original up quark become H0

helons, because they are now untwisted. When the H0 loses an +π twist, this means
that it has only −π twisting left. In other words, the loss of all +π twisting for an H0

helon is equivalent to the gain of overall −π twisting. The remaining H0 helon from the
up quark thus becomes an H− helon. The three remaining helons thus form the triplet
{H0, H0, H−} which is a down quark. By modelling the point at which a split or a join
happens for each helon as a vertex, and then layering these vertices three deep, we can
produce a model for braid interactions that corresponds to the electroweak interaction.
If we collapse these layered vertices, treating each vertex triple as a braid, we can then
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convert them into Feynman diagrams (see Figure 6).

H+

H0

H+

H+

H0

H+

H0

H−

H+

u

d

W+

Figure 6: Electroweak interactions. Helon vertices layered three deep are collapsed into braid
vertices. The red line in the diagram is a braid corresponding to an up quark; the blue line is
a braid vertice corresponding to a down quark and the black line is a braid corresponding to
W+. The diagram represents the transformation of an up quark into a down quark in which
a boson is emitted.

Bilson-Thompson’s helonmodel does not come packagedwith a physical interpretation
of what helons are. It is, rather, an abstract mathematical derivation of the particles in
the standard model from a more fundamental theory, in which the fundamental entities
are represented by braids. This will become important in a moment when I consider the
relationship between the helon model and functionalism. One possibility for what helons
are, however, and which has been developed in a recent series of papers, is to interpret
helons as the edges of spin-networks and to interpret the nodes where helon triplets are
connected to one another as the nodes in a spin-network (this approach is developed in
Bilson-Thompson et al. (2007, 2012); Hackett (2007); Hackett and Wan (2009); He and
Wan (2008a,b); Smolin and Wan (2008); Wan (2009)). The need for overlap and twisting
suggests embedding spin-networks in a bare manifold of three-dimensions. This would fit
with the interpretation of LQG discussed in §2, in which the spin-networks are embedded
in a pre-spatiotemporal structure – the bare manifold M. This is the view that Bilson-
Thompson favours, but it is not clear that it is strictly required. If, for instance, we wanted
to preserve Rovelli’s insistence that the fundamantal posits of LQG can be represented
purely algebraically without appealing to any geometric properties, we may be able to
capture the relationship between spin-networks and helons in purely algebraic terms, by
appealing to an algebra over the braid group.

In the helon model, twists in helons can be used to model charge. In the spin-network
interpretation, twists in the edges of spin-networks also correspond to charge. We can get
the colour interaction by stacking spin-networks. Additional work is required to recover
the spin and mass properties of particles. The dynamics of particle interactions, such as
particle decay, also requires further work. One reason for this is that the dynamics of
LQG—the spin-foam approach—is still under development. Another reason is that it is
unclear what, if anything, in the spin-foam approach corresponds to the splitting and joining
procedures that Bilson-Thompson uses to handle particle interactions. In recent work,
however, Smolin and Wan (2008) have developed Bilson-Thompson’s work to provide
a model of particle interaction where particles are modeled as four-dimensional braided
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spin-networks. In this model, braided spin-networks come together to form more complex
braided networks in the manner envisaged by Bilson-Thompson. The result is a model of
particle interaction that promises to reconcile spin-foam models with helon models. In a
similar vein, Bilson-Thompson et al. (2007) have also developed the helon model into a
dynamical form, which overcomes some of the limitations of the basic picture (such as
only being able to account for the first generation of particles).

3.2. H F

It is fair to say that the emergence of particles from spin-networks has not been fully demon-
strated yet. Bilson-Thompson’s model focuses primarily on charge, which means it is not
a full-blown derivation of all of the properties of particles. To fully recover the particles
of the standard model, we must derive mass and spin properties from braided helons as
well. Bilson-Thompson is hopeful, however, that “mass, spin and other quantities emerge
dynamically, just like electric charge, as we arrange helons into more complex patterns”
(Bilson-Thompson, 2005, p. 2). Whether that is correct remains an open question, but
some progress has been made toward generalising the picture (see Bilson-Thompson et al.
(2007)). And so the helon model is still very much a work in progress. It is well-enough
developed, however, to provide a broad sense of how an emergentist account of matter
in the context of LQG might proceed. The question that then arises is: why think that
the helon model should be interpreted as a functionalist account of emergence? And, as-
suming that the helon model should be interpreted in this way, what kind of functionalism
does it recommend? I will address these two questions in turn, before returning to broader
questions about functionalism and LQG.

There are some suggestive remarks made by Bilson-Thompson that recommend a func-
tionalist reading of the helon model. First, when introducing the helon model he compares
it to earlier preon models and remarks that:

...this is not a preon model per se, based upon point-like particles, but rather a preon-
inspired model, which may be realised as a topological feature of some more com-
prehensive theory. (Bilson-Thompson, 2005, p. 1)

This appeal to realisation by a more comprehensive theory has at least the outward form
of a functionalist account. Second, after introducing the model, Bilson-Thompson further
emphasises the distinction between the helon model and earlier preon models:

...we have chosen to describe the properties of composite fermions and bosons not in
terms of fundamental properties of the preons themselves (e.g. hypercolour), but in
the interrelations between the preons. (Bilson-Thompson, 2005, p.5)

Bilson-Thompson’s claim that the helon model appeals not to fundamental properties of
preons, but to interrelations between them also suggests a functionalist interpretation.

Once we drill down into the details of the model, the apparent functionalism embedded
in Bilson-Thompson’s remarks becomes clearer. Bilson-Thompson never tells us anything
about the intrinsic character of helons. Rather, helons are characterised in terms of six
relational properties.

First, helons are twisted. Twist, in the mathematical sense used here, is the rate of
rotation of a ribbon wound around an axis (more precisely: a curve). This means that an
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object that is twisted, may not have twist in the mathematical sense, because it may not be
related to any curve. Having a twist thus appears to be a relational property: x has twist t iff
x is wound around y at rate R, where x is the ribbon and y is the curve and R is a function
of x and y. Having a particular twist is a matter of standing in the right winding relation.
Only ribbons that stand in the right winding relations to the right curves will qualify as
helons.

Second, a helon is always bound into a triplet with other helons. This sharply differen-
tiates helons from ‘strands’—physical entities that might be twisted, but that are not bound
to other strands in the way that helons are. If a helon is uncoupled from the relations that
it stands in to other helons, then it simply ceases to be a helon. A helon is thus defined in
terms of its relation to other similarly twisted structures.

Third, a helon must not only be bound to other helons but also braided with them. Since
braiding is a relation between three helons, being a helon is amatter of being related to other
strands in the right way, topologically speaking. Indeed, as Bilson-Thompson argues, in
order to be able to individuate helons from one other, helons must be formed into braids
of at least three strands, “if we allow braiding, the strands (and hence permutations) be-
come distinct, in general.” (Bilson-Thompson, 2005, p. 2) Without braiding, permutation
arguments can be used to identify helons with one another.

Fourth, the way that a given helon is twisted is, partly, a matter of how other helons are
twisted. This is captured in the constraint of no charge mixing. If, for any braid, one of the
helons is twisted through +π then the other helons also have to be twisted through +π or
not at all. There cannot be a braid that contains a helon that is twisted through +π and a
helon that is twisted through−π. The way that helons are twisted also depends on how the
helons are braided with one another. All unbraided triplets are constrained to have integer
charge. This means that for an unbraided helon all of the helons must either be twisted the
same way, or must all lack any twist, since a twist in a helon is equivalent to a charge of
±e/3. The addition of any braiding thus opens up further options for how helons can be
twisted.

Fifth, for something to be a helon it must ‘interact’ with other helons in a particular way
during joining operations. In particular, it must be the case that when two helons are joined,
they exchange twists with one another. So, for instance if a helon that is twisted through
+π is joined to a helon that is twisted though −π then the helons must exchange twists
so that the resulting helon is topologically equivalent to an untwisted helon. If strands are
joined and they fail to exchange twists, then they are not helons. Note that the relevant
notion of ‘interaction’ is not meant to invoke causal interaction.

Sixth and finally, helons must stack in a certain way. In any stack of helon triplets, the
charges of the helons that are arranged vertically are summed using matrix summation. In
any given stack, the summation of the chargesmust all be the same along every vertical. For
example, if we imagine a stack of three helon triplets, then we have nine helons in total,
arranged into three vertical stacks of three helons each. When three helons are stacked
in this way, the summation of the charges along each of the vertical stacks must be the
same. Thus, if the first vertical sums to 0, then the same must be true for each of the other
vertical summations. This constrains the ways in which helons can come together into
stacks which, in turn, means that being a helon is partly a matter of how helons stack with
one another. Twisted strands that are arranged into triplets like helons can thus fail to be
helons if they stack in the wrong way.

Because helons are characterised in terms of a system of relations in this way, the
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helon model looks like a functional-role specification. What the model does is spell out a
role that something can play—the helon role—by standing in the right kinds of relations.
Of course, the fact that helons are characterised relationally also makes the helon model
compatible with some version of structuralism about sub-subatomic particles. However,
in a pure structuralism the nature of an entity that stands in the relevant system of relations
is exhausted by that system of relations. Functionalism, by contrast, typically allows that
an entity that stands in a system of relations that corresponds to a functional role can have
a nature over and above the relevant system of relations. So, for instance, a functionalist
about the mind will say that a neural state can stand in all of the right relations to play
the pain role, without itself being constituted by those relations. Being a neural state has
a nature that goes beyond the relations it comes to stand in that enable it to realise pain.
A structuralist, by contrast, about, say, the number 2, will maintain that the nature of the
number 2 is completely exhausted by standing in a certain network of number-theoretic
relations. Bilson-Thompson’s account of helons appears to reflect standard functionalism
in this respect. While helons are characterised in relational terms, he allows that spin-
networks can ‘realise’ helons by standing in the relevant relations, even though the nature
of a spin-network is not exhausted by the system of relations specified in the helon model.

There is a a further reason for interpreting Bilson-Thompson’s relational specification
of helons functionally. When reflecting on the question of what helons are, physically
speaking, Bilson-Thompson notes that one could interpret helons as corresponding to the
posits of topological M-theory, or, equally, as corresponding to the posits of LQG. Indeed,
he suggests that anything with the right structure (presumably at the right energy scale)
could be a helon, thus echoing his initial claims about the way in which helons may be
realised by the topological features of some more fundamental theory. This suggests that
helons are multiply realisable. Multiple realisability is another good indication that we are
dealing with a functionalist picture.

The question then arises as to what kind of functionalism we are dealing with. Recall
the basic idea behind spacetime functionalism. As discussed, spacetime functionalism pro-
ceeds in two stages. First, we functionalise spacetime by providing a functional definition
of spatiotemporal properties. Second, we identify some entity, or entities that are capable
of playing the spacetime role.

In the case of particles, we could proceed in a similar way. First, we could provide a
functional characterisation of the particles in the standard model. This might involve func-
tionalising the fundamental properties of those particles—charge, mass and spin—by look-
ing at how particles behave with respect to interactions like the colour interaction and the
electroweak interaction. We could then identify some entity or entities in the fundamental
ontology of LQG capable of playing the right functional roles. However, particle func-
tionalism does not seem like the right fit for Bilson-Thompson’s model. The helon model
does not functionalise particles, so much as identify them with braids by showing that the
properties of particles can be derived from braid structures. The functionalist dimension
of the picture enters into the specification of the constituents of particles. Functionalism
is, as it were, being applied one level deeper than we might expect, to the sub-subatomic
components of sub-atomic particles. Sub-atomic particles are then made out of these sub-
subatomic components, in virtue of those components being braided.

Let us thus call this: helon functionalism. Helon functionalism and particle function-
alism can be subsumed under a more general kind of functionalism, that I will call matter
functionalism. According to matter functionalism, the most basic constituents of matter—
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whatever those might be—are given a functional definition. If the particles of the standard
model are the most basic constituents of matter, then matter functionalism reduces to par-
ticle functionalism. If the most basic constituents of matter are helons, then matter func-
tionalism reduces to helon functionalism. The umbrella concept of matter functionalism
is useful because, in the end, the helon model may be false or irredemably incomplete. In
this situation, some other functional approach may be needed. Matter functionalism pro-
vides a broad framework within which to situate different functionalist approaches to the
relationship between LQG and QFT.

4. D F

In what remains I will focus on matter functionalism in the guise of helon functionalism.
My goal is to integrate this functionalist approach to matter with spacetime functionalism.
To do this, we can interpret matter functionalism in the same functionalist terms introduced
for spacetime in §2. At high-energies, spin-networks do not form helons. At low-energies,
however, spin-networks do form helons, by playing the helon role. Thus, just as we can
imagine classical spacetime as a coarse-graining of some more fundamental structure, so
too can we imagine particles as a coarse-graining of the same fundamental structure. In
short, helons themselves are emergent entities from an underlying spin-network ontology,
and it is via the functional emergence of helons that we get the emergence of particles.

Having functionalised both helons and spacetime in a similar way, via a particular kind
of role functionalism, it makes sense to then unify these two pictures into a single, ‘double
functionalism’. According to double functionalism, the same spin-networks that play the
spacetime role also play the helon role. The picture is nicely unified because the very
same entities fill the two functional roles. Double functionalism thus provides a unified
treatment of the metaphysics of emergence in QG.

As with spacetime functionalism and matter functionalism, we must be careful in how
double functionalism is interpreted. As noted, we need to say that particles are spatiotem-
porally located. Since particles are identified with triplets of helons, helons themselves
need to be spatiotemporally located in order for particles to be located. If helons are not
spatiotemporally located and helon triplets are, then we once again face the question of
how spatiotemporally located entities emerge. What we should say then is that helons are
spatiotemporally located in virtue of the fact that the entities that play the helon role are
related to the entities that play the spacetime role in the right way. One way to understand
this relationship is in terms of identity. Helons are located in spacetime because the very
same entities that play the helon role also play the spacetime role.

In the resulting view, location works in a manner that is analogous to how location
works in certain versions of super-substantivalism, in particular Schaffer’s identity the-
ory of super-substantivalism.32 Schaffer’s (2009) identity theory of super-substantivalism,
“identifies every spacetime region with a material object” (Schaffer, 2009, p. 134). As
Schaffer (2009, p. 134) notes, on this view “there is no distinction between the container
and the contained”. To say that a particle is located in spacetime thus amounts to identi-
fying the particle with an open region of spacetime. Identification and location are inti-

32This is to be differentiated from versions of substantivalism that take material entities to be grounded
in spacetime regions, rather than identical to them. See Lehmkuhl (2016) for a discussion of this ‘priority’
conception of super-substantivalism.
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mately tied together in a double functionalist view, in much the same manner that location
and identification are tied together in Schaffer’s view. However, rather than saying that a
helon is located at a spacetime region R because it is identical with R, (as we might under
Schaffer’s view), we say that a helons is located at R in virtue of the fact that what realises
the helon is identical to what realises R.

In order to spell this out a bit more, it is tempting to go functionalist once again. In
addition to having a functional role for helons, and a functional role for spacetime, we
can functionalise the relationship between helons and spacetime. In other words, having
already functionalised the location and the located, we can also functionalise the location
relation that connects them. If functionalism is applied to the location relation, an account
of the functional role for that relation must be given. At a minimum, a location relation
should support a notion of exact location. Very roughly, an entity x is exactly located at a
regionR, when the whole of x is located atR and none of x is located at any regionR∗ that
is disjoint from R. A location relation should also support individuation and arrangement.
That is, we should be able to individuate entities based on where they are located, and
we should be able to use location relations to consider different arrangements of the same
group of entities.

The idea is that what realises both helons and spacetime also realises the location re-
lation between them. Recall that what plays the spacetime role is a physical spin-network
modelled by aweave state. Oneway of thinking of theweave state is as a kind of ‘spacetime
cloth’ that is woven from groups of three-dimensional objects—quanta of space—which
correspond to the nodes in a spin-network. The spatial areas and volumes that correspond
to a spin-network can thus be moved by moving the network itself. If we now imagine a
distribution of helons through spacetime which is also realised by the same physical spin-
network, then we can equally move the helons by moving the spin-network.

In addition, a particular helonwill be realised by a particular group of nodes and braided
lines within the spin-network. These nodes will also realise particular quanta of space,
which are woven into the spacetime cloth. If we imagine rearranging the nodes and lines
that realise a helon by altering the adjacency relations specified by their links to other nodes,
then we will also end up rearranging the quanta of space that those nodes correspond to.
In virtue of their common realisation, a token helon and one or more spatial quanta will
seem to ‘go around together’ with any such imagined rearrangement. Moreover, the token
helon won’t be realised by a part of the physical spin-network that is responsible for some
other spatial quanta, and so it can’t plausibly ‘go around’ with some other spatial region.

Of course, I am not suggesting that we can literally rearrange physical spin-networks
in this way. This is just a thought experiment, the point of which is to show that the way in
which helons and spatial regions ‘go around together’ seems to give us an exact location
for helons. For we can use it uniquely map helons onto particular regions of space that are
woven into the spacetime cloth. This behaviour can also be used to support notions of ar-
rangement and individuation. We can individuate helons based on the fact that the different
helons ‘go around’ with different regions in virtue of their common realisers. Similarly,
we can speak of arrangements of the very same helons based on the way that different
arrangements of their realisers correspond to different spatiotemporal configurations. The
common realisation of helons and spacetime thus seems to give us everything we need to
have a location relation as well.

To be clear, my claim is not that double functionalism is a version of Schaffer’s view.
Double functionalism, at least against the backdrop of the particular implementation of
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the helon model in LQG, is not obviously a version of substantivalism at all. As noted,
the most natural way to implement the helon model in LQG is to take spin-networks that
are situated in a bare manifold to be the functional realisers for helons. A substantivalist
would naturally view the bare manifold itself as the substance, and the spin-networks as
imbuing the manifold with its geometric structure. The fact that spin-networks realise both
the geometrical properties of spacetime and the basic constituents of matter doesn’t change
the fact that the manifold itself appears to be the more fundamental entity.

That being said, if we were to shift to an interpretation of LQG that does not appeal to
a bare manifold, but that appeals only to the spin-networks themselves, perhaps expressed
algebraically as Rovelli suggests, then what emerges may be closer to a version of Schaf-
fer’s identity theory. For, on such an interpretation, it would be more natural to treat the
spin-networks as being themselves fundamental, and not merely as the physical structure
that defines the geometrical properties of the fundament. Then the version of double func-
tionalism sketched above that locates helons by virtue of the fact that they are realised by
the very same things that realise spacetime regions could be interpreted as something close
to an identity version of super-substantivalism. But even that seems a bit too quick. One
could treat the spin-networks not as a substance, but as defining a relational structure, which
would open up the possibility of an identity version of super-relationalism too. While the
version of double functionalism developed here may seem somewhat substantivalist in
spirit, the double functionalist framework is broadly compatible with substantivalist or re-
lationionalist pictures (and maybe even eliminativist relationist accounts, such as the one
defended by Le Bihan (2016)).

5. C

It is time to take stock. I began by differentiating two versions of the problem of em-
pirical incoherence: the location problem and the entity problem. To solve the location
problem one must show how spacetime emerges from LQG. To solve the entity problem,
one must show how spatiotemporally located entities emerge. LQG has something to say
on both counts. Spacetime is emergent from a super-position of spin-networks, and par-
ticles are identified with helon triplets which are emergent from the topological features
of spin-networks. Philosophically speaking, we can ask what the nature of this emergence
might be. Spacetime functionalists characterise the emergence in functional terms, and
I have outlined one version of the functionalist’s position. I then generalised spacetime
functionalism to the entity case by considering Bilson-Thompson’s helon model of parti-
cles. The resulting picture is a double functionalism in which both spacetime and helons
are functionally realised by spin-networks.

There are two limitations to the foregoing discussion. First, I have said a bit about how
charge properties can be functionally realised by spin-networks, but I have not attempted to
generalise the case tomass or spin. This is in large part because the physics is not quite there
yet. And so, in this respect at least, the material dimension of double functionalism requires
further work; work that must be conducted in close association with onging physical work
on the topic. Second, the dynamical dimension of matter remains a problem for material
functionalism, just as it remains a sticking point for spacetime functionalism. Again, this
is because of the state of the art in physics with respect to spin-foam models. And so,
the development of the dynamical dimension of double functionalism will also need to be
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