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Abstract

Safe design and operations in o↵shore engineering depend on quantification of the e↵ects

of meteorological and oceanographic (metocean) forcings on structures. These forcings

have inherent spatio-temporal variabilities, generating uncertainty in structural response

estimates. This thesis develops approaches for the quantification and propagation of

metocean uncertainty in o↵shore engineering.

This thesis has two research objectives: firstly, to quantify unknown metocean inputs

when little, or no, data are available; and secondly, to propagate uncertain metocean inputs

in near-real time through computationally expensive numerical simulations of an o↵shore

structure’s response. Each objective is discussed with application to a Floating Production

Storage O✏oading (FPSO) vessel moored at the Exmouth Plateau, one of Australia’s most

economically significant maritime regions.

The first objective is addressed utilising expert elicitation, a statistical framework used

to extract the belief of subject matter experts in the form of a quantitative probability dis-

tribution. The expert elicitation process is extended to allow for circular (a.k.a. directional)

quantities. The roulette method is used to assign probabilistic values to congruence classes

defined on the circle. Three circular distributions are considered, each of which allows

for di↵erent degrees of flexibility in the elicited distribution. The developed framework is

subsequently demonstrated with the elicitation of the seasonal joint distributions of surface

current magnitude and direction from a panel of experts.

The second objective models mean and extremal outputs using statistical emulation, a

methodology used to approximate computationally intensive simulators with cheaper surro-

gates. Emulation embeds knowledge from the numerical simulator into fast computational

calculations to yield reliable predictions in near-real time. A Gaussian process emulator

is built to model the mean o↵set amplitude of a FPSO over a ten dimensional input

space, of which four of the dimensions are circular. C4–Wendland covariance functions
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are incorporated via a product of kernels to represent the circular inputs. Next, extremal

values of FPSO roll, pitch, and heave are modelled as a function of peak wave period using

a combination of latent variable modelling, extreme value theory, and quantile regression.

This approach allows for the inclusion of prior information of the extremal behaviour.

The Gaussian process and extremal emulators execute ⇠60,000 and ⇠15,000 times faster,

respectively, allowing for thousands of metocean samples to be executed in a matter of

seconds. A suite of diagnostics is presented to demonstrate the emulators’ accuracy.

The framework presented in this dissertation would be used by metocean and o↵shore

engineers to incorporate uncertainty into the prediction of o↵shore structural responses.

This will assist with decision making under uncertainty, for instance, in go or no-go decisions

in response to cyclonic events, and the prediction of safe o✏oading events.
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The primary symbols and acronyms used in this dissertation are listed in below in al-

phabetical order. Note that some symbols have slightly varied meanings throughout

the dissertation, but retain approximate meaning. For instance, x describes input vari-

ables throughout the document, although the physical definitions of the inputs change

between chapters. All symbols are defined in text and this is not expected to e↵ect the

comprehension of the document.
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Bi Bin interval for roulette elicitation
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simulation run

Y t Matrix of threshold exceedance points given by multiple time-

domain simulation runs

y⇤ Prediction of unobserved data.

z, z Maxima data

zp Return period calculated from the GEV distribution

↵ Amplitude parameter of the squared-exponential covariance

function

� Vectors of regression coe�cients
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Chapter 1

Introduction

1.1 Motivation

The Australian energy and resources sectors are expected to contribute over AU$252 billion

dollars to the economy over the 2018–2019 financial year; of this AU$59 billion dollars

are expected to come from the o↵shore energy sector [Department of Industry, Innovation

and Science, 2018]. To maintain economic profitability nascent projects are impelled to

increase asset complexity and look to operate in deeper waters [Pedersen, 2015]. Further,

active projects are being driven to reduce costs in operations.

The o↵shore energy sector is a huge and multi-disciplinary industry. Expertise from all

engineering disciplines, and the involvement of oceanographers, naval architects, computer

scientists, and others, is necessary as safe and economic resource exploitation becomes more

challenging. The o↵shore energy sector has been responsible for some of the most significant

industrial environmental disasters, such as Deep Water Horizon [Reddy et al., 2012], Piper

Alpha [Paté-Cornell, 1993], and Exxon Valdez [Peterson et al., 2003]. The identification,

assessment, and mitigation of risk is paramount to safe operation, but this is di�cult due

to the many uncertainties a↵ecting decision making for o↵shore assets. From a technical

standpoint, new analysis techniques are required to match the increasing complexity of

o↵shore assets, the more hazardous and variable regions in which they operate, and the

market drive for more e�cient operations.

Metocean forcings (wind, current, and wave) are responsible for the majority of struc-

tural motions, and hence influence many operational and design decisions. Thus, under-
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CHAPTER 1. INTRODUCTION

standing the e↵ects of meteorological and oceanographic (metocean) forcings is crucial for

safe design and operation in all o↵shore engineering projects [Bitner-Gregersen et al., 2014].

When modelling metocean forcings, there exist a number of challenges for o↵shore projects;

for instance, the incorporation of directionality into traditional mathematical frameworks,

and the quantification of the spatio-temporal variations (in the metocean parameters) so

as to better understand the local behaviours. Despite the importance of understanding

the e↵ects of metocean forcings, there are no industry standards for the propagation of

metocean uncertainties through engineering models.

The mathematics of modern probability theory provides a precise framework to quantify

and propagate uncertainty [O’Hagan and Oakley, 2004]. To date, however, the integration

of probabilistic systems to quantify and integrate uncertainty into industrial o↵shore

operational practice has been limited. This is due to many reasons, for instance, the large

number of error sources that must be accounted for, budget and time constraints that

limit modelling resources, the challenge of integrating many data streams into cohesive

centralised databases, and the complicated physics that must be incorporated into the

numerical models.

This thesis discusses several key issues common to metocean uncertainty integration in

o↵shore engineering. Namely they are quantification of input uncertainties when no, or

insu�cient, data are available; incorporation of input directionality into elicitation and

emulation; fast quantification of predictive uncertainty from computationally expensive

models of vessel motions; and, modelling non-stationary extremal data from stochastic time-

domain simulators. The contributions of these concepts are detailed further in Section 1.5.

The approaches developed herein are appropriate for many marine operations, such as

shipping and oil and gas industries. This is especially true for applications that consider

directional metocean forcings as inputs or covariates. Using a case study and real industry

data, this thesis demonstrates the quantification and propagation of metocean uncertainty

for Floating Production Storage and O✏oading (FPSO) vessel motions.

FPSOs are utilised in many o↵shore projects due to their storage capacity and deck

space [Tahar and Kim, 2003]. At the time of writing over 180 FPSOs are operational

worldwide [Barton, 2018], 9 of which are mooring in Australian waters. A further 55 FPSOs

are expected to start operations by 2022 [O↵shore Technology, 2018]. The majority of

2
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operational FPSOs are weathervaning turret-moored vessels. This allows the vessels to

rotate 360° about their moorings. Whilst turret-moored FPSOs have been operational

since the 1980s [Key, 1993], the increasing number of deployments in deeper waters and

harsher operating environments, coupled with the need for optimisation of operational

procedures, provides motivation to better understand and predict the vessels’ dynamics.

Further, with the emergence of Floating Liquid Natural Gas (FLNG) technologies [Shell

Australia, 2018], FPSOs provide a good case study to better understand and model the

behaviour of ship-hulled vessels.

1.2 Hydrodynamic modelling of FPSO vessel motions

Broadly there are two classes of FPSO, permanent and disconnectable [Luo and Wang, 2009].

Predicting the impact of the metocean conditions on the vessel is equally as important for

each class, although the motivating reasons may vary. Permanent, or fixed, moored FPSOs

are permanently moored for the duration of their lifetime and hence must safely withstand

all environmental conditions that occur. Ensuring safe operation over the duration of

the vessel’s operational life is a task primarily addressed during design. Disconnectable

FPSOs have the option to leave their moorings during unfavourable weather events. This

results in extended periods of lost production. Forecasting the short-term FPSO response

to impending weather conditions will inform the FPSO’s disconnect go or no-go decision.

The prediction of vessel response to expected metocean forcing further aids both classes of

FPSO in two ways. First, the prediction of successful o✏oading events aids planning and

cost optimisation; and second, the prognostication of “stop-work/tools-down” conditions.

FPSO motions are described in terms of high- or low- frequency responses. High-

frequency responses arise from the fundamental wave frequency range. FPSOs exhibit

a six-degree-of-freedom high-frequency response categorised into translational responses

(heave, surge, and sway), and rotational responses (roll, pitch, and yaw) — these are shown

in Figure 1.1a. Low-frequency responses are driven by second-order loadings, such as

frequency di↵erence e↵ects (slowly varying wave drift), and non-linearities arising from

properties of the mooring system such as the sti↵ness. Turret-moored FPSOs show two

main types of low-frequency response: an o↵set described by a magnitude and direction,

3
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(a) Local (b) Global

Figure 1.1: Local and global FPSO responses.

defined by the lateral departure from the vessels geometric mooring centre; and a heading,

defined by the bearing of the vessel’s bow relative to compass North, as shown Figure 1.1b

where the o↵set position is given by coordinates (XEast, XNorth), and the heading is

described by  . Predicting vessel heading and high-frequency motions is important to

describe operability conditions; and understanding vessel o↵set helps to determine asset

integrity.

The vessel considered in this research is a disconnectable weathervaning turret-moored

FPSO moored in the Australian North–West Shelf — one of Australia’s most economically

significant maritime regions. The production capacity of the vessel is 120,000 barrels per

day. At the average 2018 crude oil pricing, this equates to over $11 million dollars of

potential production revenue per day. The region is subject to tropical cyclones, strong

and sporadic eddies, and perennial swell. These metocean conditions are faced by many

o↵shore assets worldwide, thus providing the study with an industry relevant problem.

1.3 Uncertainty in FPSO motion modelling

Modelling of FPSO motions should incorporate di↵erent sources of uncertainty, so as

to accurately reflect the uncertainties in the modelling process in the confidence of the

predictions. Uncertainty can be classified into two categories: aleatory and epistemic.

Aleatory uncertainty is the inherent variability present due to the intrinsic randomness

of a process. For example, the variability of the result of a coin toss or a roll of a

die. Aleatory uncertainty is irreducible, and thus ever-present in analysis. Epistemic

4
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uncertainty arises from a lack of knowledge and may be reduced as more knowledge is

obtained. Distinguishing between these two types is important to understand the reducible

and irreducible uncertainties in modelling [Hora, 1996]. It then becomes possible to explore

which sources of uncertainty are significant and identify how epistemic uncertainties may

be reduced [Guo and Du, 2007]. Furthermore, classic statistics is principally concerned

with aleatory uncertainties, and so practitioners must be aware for situations when the use

of traditional statistical methods are applicable and when they are not.

Relevant sources of uncertainty to consider in o↵shore engineering modelling are the

metocean forecasts, measurement error, model uncertainty, and parameter uncertainty.

The e↵ects of these uncertainties in the modelling of FPSO motions is shown in Figure 1.2.

Definitive classification of these uncertainties into aleatory and epistemic is di�cult as the

boundaries between these two classifications can be fluid [Der Kiureghian and Ditlevsen,

2009]. Of the uncertainties listed, the only one that may be unequivocally considered

aleatory is the input uncertainty attributed to the intrinsic randomness of the metocean

forecasts. Furthermore, when considering FPSO vessel modelling, uncertainty in the

predicted vessel motions is primarily driven by the predictive metocean uncertainty [Luo

et al., 2003]. This is due to the intrinsic metocean variability, the di�culty with which

accurate metocean forecasts can be made, and the complications associated with measuring

certain metocean processes, for instance, surface current.

Vessel and
metocean inputs

Model of vessel
movements

Vessel re-
sponse outputs

Model validation
Vessel re-

sponse data

Model calibration

Operational
decision making

Metocean
uncertainty

Model
uncertainty

Probabilistic
predictions Measurement

uncertainty

Parameter
uncertainty

Figure 1.2: Stages for the modelling of FPSO vessel motions. Key sources of uncertainty
are labelled in red.
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The integration of these uncertainties into the modelling process is seldom seen in

o↵shore industrial modelling practice. Take, for example, the FPSO vessel motion model

presented above. Figure 1.2 depicts the probabilistic predictive process, whereby a model

of FPSO vessel movements is used to predict the expected vessel motions from a set of

inputs. The main influences of the aforementioned uncertainties are labelled. Note that

the process shown in Figure 1.2 is generalisable to many problems, and is robust to the

inclusion or substitution of more sophisticated vessel motion models as they are developed.

Fundamentally, Figure 1.2 depicts the propagation of input uncertainty, through a model,

to obtain probabilistic outputs to inform decision making. Validation and calibration stages

should be completed using the available theoretical knowledge prior to the deployment

of the model. Upon deployment of the asset statistical frameworks may be utilised for

further calibration as measured data are made available during the asset’s life [Kennedy

and O’Hagan, 2001].

Should the metocean uncertainty be probabilistically quantified, then it is a theoretically

simple process to propagate uncertainty through the simulator, for instance, via a Monte

Carlo sampling scheme (for more information see Section 2.2.4). Although, in practice

di�culties arise as the required time to execute the model becomes prohibitive. Suitable

characterisation of the metocean uncertainty may require thousands of vessel motion model

evaluations; for numerical simulators each of these evaluations may be in the order of

minutes to hours, and for scale models it is simply impracticable. This prohibits the use of

existing models and methods for uncertainty quantification in operational decision making,

and further prevents the use of more advanced statistical techniques during design, such as

sensitivity analysis, where millions of evaluations may be required.

The propagation of the uncertainties through to a probabilistic prediction requires

careful consideration of the quantification of uncertainty at each level. Bayesian statistics

incorporates both aleatory and epistemic uncertainties, allows for the incorporation of

prior beliefs, employs computational methods such as Markov-chain-Monte-Carlo (MCMC)

sampling to allow for flexible distributional assumptions, and provides a natural framework

to quantify and propagate uncertainty. This thesis acts within the Bayesian statistical

paradigm, an introduction whereof is available in Section 2.2.
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1.4 Research objectives and scope

1.4.1 Objectives

This research marries methodologies and applications from statistics and o↵shore engineer-

ing. The overarching goal is to investigate the quantification and propagation of metocean

uncertainty in o↵shore engineering. Specifically, this is separated into two objectives:

• the quantification of unknown inputs when little, or no, data are available, and

• the propagation of uncertainty through computationally expensive numerical simula-

tors of vessel motions.

The first of these objectives is addressed in Chapter 3, and the second in Chapters 4 and 5.

The novel contributions of this research are highlighted in Section 1.5.

1.4.2 Scope

Each of these objectives have been addressed for the application of a turret-moored

FPSO moored at the Exmouth Plateau. It is important to mention that a number of

the contributions are generally applicable to a wide array of applications both within and

outside of o↵shore engineering.

1.5 Original contributions

This research makes contributions to both the o↵shore engineering and statistics communi-

ties, these are enumerated below:

1. A framework for the expert elicitation of directional parameters is developed (Chap-

ter 3). The roulette method is used to assign probabilistic values to congruence

classes defined on the circle and three probability distributions — the asymmetric

generalised, generalised and standard von Mises distributions — are considered to

reflect the degree of knowledge of the experts.

2. The directional elicitation framework is demonstrated with participation from aca-

demic and industrial experts to elicit the joint distribution of surface current mag-

nitude and direction at the Exmouth Plateau (Chapter 3). Temporal e↵ects are
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considered, and the results are seasonal distributions of surface current and direction

that are used to augment an existing hindcast database.

3. A statistical methodology is developed to incorporate directional inputs into Gaussian

process (GP) emulation (Chapter 4). This is achieved via the specification of the

C
4–Wendland covariance function for the directional inputs, and linear inputs are

incorporated via a product of squared-exponential kernels.

4. GP emulation is used to accurately model the mean o↵set amplitude of a time-

domain simulator of FPSO vessel motions (Chapter 4). A suite of diagnostics is

presented to diagnose the emulator performance over the high-dimensional input

space. The trained emulator o↵ers run-time decrease of ⇠60 000 times. This is the

first comprehensive instance of emulation published for an o↵shore vessel motion

model.

5. Latent variable modelling, combined with quantile regression, is used to develop

a methodology for the prediction of non-stationary extremal outputs from a time-

domain simulator (Chapter 5). Flexible hyperparameter structures are specified,

and sampling of the high-dimensional posterior distribution is implemented via

Hamiltonian Monte Carlo sampling within RStan.

6. Extremal motions of FPSO roll, pitch, and heave are modelled as a function of the

peak wave period (Chapter 5). This includes analysis of the time-domain simulation

maxima, quantiles, and threshold exceedance data. A run-time decrease of ⇠15 000

times is seen, and a framework for the probabilistic quantification of the extremal

data — not available from the original simulator — is provided.

1.6 Thesis structure

This thesis is primarily structured as a series of papers and aligns with The University

of Western Australia (UWA) Doctor of Philosophy Rules for the content and format of a

thesis. The structure of this thesis is provided below.

Chapter 2 provides background information pertaining to this thesis and a justification

of methodology. The background information includes some discussion on the numerical
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modelling of FPSO vessel motions, and a primer on Bayesian statistical methodologies.

Some review of literature is provided; however, the majority of literature review appears in

the introductions of the published chapters.

Chapter 3 presents the first of the published articles: “Expert elicitation of directional

metocean parameters”, published in Ocean Engineering. This research aims to quantify the

input uncertainty of a quantity where no measurements are available but there exists the

availability of knowledge via subject matter experts. Complicating the expert elicitation

procedure is the fact that the quantity of interest is directional, and so it must be elicited

on the circle. Previous to this work there existed no framework for directional elicitation.

A framework is developed and applied to panel of industry and academic experts to elicit

the surface current direction and magnitude atop the Exmouth Plateau.

Chapter 4 contains the second of the published articles: “Emulation of vessel motion

simulators for computationally e�cient uncertainty quantification”, published in Ocean

Engineering. This article statistically emulates a computer simulation of FPSO movements

to provide near-real time uncertainty quantification of the vessel’s mean o↵set amplitude

subject to metocean forcings. As seen in Chapter 3, complications again arise with the

presence of directional metocean parameters. A methodology is thus developed to allow

for the inclusion of the directional parameters: novel both in theory and application. It is

shown that mean o↵set amplitude may be accurately and e�ciently modelled.

Chapter 5 documents the third article, currently under review: “A Bayesian approach

to the quantification of extremal responses in dynamic structures”, submitted to Ocean

Engineering. The goal of this work is to quantify the non-stationary extremal outputs of the

simulator of FPSO vessel motions, dependent on input parameters defined on a continuous

domain. This complicates the emulation procedure as we are concerned with extreme

outputs, and so may not appeal to Gaussian statistics to directly model the outputs. A

latent variable model is built, in conjunction with quantile regression, to quantify the

maxima, quantiles, and threshold exceedance data of the FPSO time-domain simulation.

Chapter 6 discusses the research provided in this thesis. The contributions of the work

are re-iterated, with a focus on the research contributions and the implications of the

findings to industry. Brief overviews of three future bodies of work are further discussed;

this includes considerations for spectral and circular model outputs, and the sensitivity
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analysis of dependent inputs. The investigation of these proposed projects is planned in

conjunction with The Alan Turing Institute.

Finally, Chapter 7 o↵ers the conclusions of this work.

Bibliographies and appendices, where appropriate, are included separately for each

chapter. To maintain this convention, bibliographies for the introduction, fundamentals

and methodology, and discussion are also provided at the end of the respective chapters.

All published works have be typeset to align with the thesis, and some notation has been

altered from the original publication as to present consistent nomenclature throughout the

manuscript. The format of this thesis is in agreement with the UWA Style and Formatting

Guide for Ph.D. Theses.

The data used by this thesis are confidential. However, synthetic datasets and code are

available from the GitHub repository https://github.com/astfalckl to demonstrate

the methodologies presented. Further details on the contents of this repository are found

in Appendix A.
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Chapter 2

Fundamentals and methodology

2.1 Numerical simulation of FPSO vessel motions

The models of FPSO motions may be developed either by asset observation, scale-model

testing, or via numerical simulations. Out of these options, numerical simulation provides

the only plausible avenue to model the FPSO motions at a su�cient number of sea states

with the possibility of incorporating e↵ects from all metocean forcing such as surface

currents, wind, wave, and swell, and mooring properties. For complex regions such as the

North–West Shelf large numbers of simulation load cases are required so experimental

testing is very expensive and impractical. The use of numerical simulation to understand

vessel motions is widely accepted throughout the o↵shore industry [Duggal et al., 2007;

Fan et al., 2017; Guan et al., 2018].

Numerical simulators compute vessel response in either the frequency domain, time

domain, or a combination of the two. Frequency-domain analysis is preferred for fast,

approximate results where the assumptions of linearity are appropriate, and is often used

when many simulations are required, or for operations when results are needed promptly

[Taghipour et al., 2008]. When improved accuracy is desired, as in this research, analysis

in the time domain is recommended so that the non-linear e↵ects of the vessel motion are

accounted for [Ferrant et al., 2003].

There are several commercial simulators commonly employed by industry for the

simulation of moored vessel motions, for instance, Orcaflex [Orcina, 2014] and Ariane7

[Bureau Veritas, 2007]. This research utilises the commercially available software, Ariane7,
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CHAPTER 2. FUNDAMENTALS AND METHODOLOGY

an industrial simulator, developed by Bureau Veritas, widely used for analysing mooring

dynamics for o↵shore assets.

2.1.1 Ariane7

Ariane7 is a multi-body mooring software simulator developed by Bureau Veritas [Bureau

Veritas, 2007]. Ariane7 models floating structures as a rigid body, and the subsea moorings

as a spring-mass-damper system. Calculations may either be performed in the frequency or

time domains. Analyses in the frequency domain decouple the low-frequency wave e↵ects

and linearise the non-linear restoring and damping terms. The equilibrium position of the

vessel is calculated taking into consideration the mooring, external and metocean forcings.

Analysis in the time-domain solves motions for discrete time steps, accounting for the

non-linear e↵ects within the software — this is often at the cost of increased computational

expense [Kim et al., 2011].

There are two types of time-domain simulation in Ariane7, both of which generalise the

fundamental principle of dynamics such that the vectorial equilibrium di↵erential equation

[M ]{Ẍ} =
nX

i=1

{F (t)}

is calculated for each time step. Here, [M ] is the horizontal mass matrix of the vessel, {X}

is the horizontal position of vessel, and {F (t)} is a vector of the n horizontal loads; each of

these is defined for the vessel’s centre of gravity.

The first method calculates in the low-frequency three degree-of-freedom free surface

plane (surge, sway, and yaw), with the additional e↵ects due to the high-frequency six

degree-of-freedom movements added to the low-frequency solution in post processing. The

low-frequency response only considers factors that excite the vessel in the low-frequency

domain, thus only incorporates the slow drift motions. The high-frequency motions are

then calculated from the response amplitude operators (RAOs) and superimposed at each

time step. This method assumes that the wave frequency response does not influence the

low-frequency response, and is not influenced by the mooring sti↵ness — wave frequency

motions are thus calculated for the average mooring sti↵ness.

The second method incorporates both the high- and low-frequency e↵ects into the time
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domain solver. This complexity and the inclusion of more variables into the numerical

algorithm comes at the cost of greater computational expense, but the results are, in

general, more accurate [Heurtier et al., 2001]. The former method is suitable for vessels

with resonant frequencies lower or higher than the wave frequency range, however for

vessels such as moored FPSOs, it is inappropriate to make this assumption. Thus, the

FPSO response is computed using the second method. Further details on the theory may

be found in Ariane7’s Theoretical Manual.

There are inherent assumptions in the modelling approaches used by Ariane7, which

should be considered. Primarily these are related to the modelling of the mooring lines.

The dynamic e↵ects and the environmental loadings on the mooring lines are not included

in the analyses. Consequently, the dynamic loading from the mooring lines is neglected.

Furthermore, Ariane7 does not incorporate risers or any other subsea infrastructure into

analysis. Omission of mooring line calculations and the e↵ects of subsea infrastructure

poses a limitation when simulating the motions of vessels moored in deep waters; however,

it has been shown [Aamo and Fossen, 2000; Ormberg et al., 1997] that for vessels moored

in waters up to ⇠1000m depth, the e↵ects of these assumptions is minimal. The FPSO

considered herein is moored at a depth of ⇠350m, and so the use of Ariane7 is appropriate.

2.1.2 Vessel properties

The FPSO considered in this research is a converted Very Large Crude Carrier (VLCC)

moored o↵ the North–West coast of Australia, at the Vincent Plateau. The mooring

system is disconnectable, and has a three by three mooring line configuration fixed to

the seabed via drag embedment anchors. The mooring system allows the FPSO to freely

weathervane, and in the event of a cyclone, the FPSO will shutdown facilities, disconnect,

and relocate to sheltered waters. The FPSO is moored in a depth of 339m relative to the

lowest astronomical tide. Vessel simulations used by this research correspond to a mean

draft of 12m and displacement of 180,000 Te (tonnes metric).

2.1.3 Metocean hindcast dataset

A 34 year hindcast database of hourly estimates of wind, wave, and swell magnitude and

direction at the mooring location of the FPSO was made available to the research to
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characterise the uncertainty in the metocean input space. The data were generated from

multiple sources. The NCEP Climate Forecast System Reanalsys (CFSRv2) [Saha et al.,

2010] was used to generate the wind data, and the third generation WaveWatch III spectral

model [Tolman, 2014] used to generate the waves and the swell. Wind data are described

in terms of magnitude and direction, and the wave and swell data described in terms of the

JOint North Sea WAve Project (JONSWAP) parameters [Hasselmann et al., 1973]. Both

models assimilate metocean measurements with numerical modelling techniques, and have

previously been verified against field measurements. As the data were generated using

numerical models, there are no missing values. Hindcast data for surface current were not

available as the models of current are not deemed reliable at the Exmouth Plateau, due to

the high spatial and temporal variability.

To provide some insight on the metocean input space, the correlation coe�cients of the

eight parameters described in the hindcast database were calculated. Parameters describing

the directionality of the wind, wave, and swell are circular — that is, defined on ✓ 2 [0, 2⇡)

where ✓ = 0 and ✓ = 2⇡ are the same point — and so this must be accounted for in the

calculation. Correlations between any two linear parameters xm and xn are calculated

using Pearson’s correlation coe�cient:

⇢xm,xn =
E[(xm � µxm)(xn � µxn)]

�xm�xn

, (2.1)

where µxm , µxn , �xm and �xn are the means and standard deviations of parameters xm and

xn, respectively. Correlations between any two circular parameters ✓i and ✓j are calculated

according to Jammalamadaka and Sarma [1988]:

⇢✓i,✓j =
E[sin(✓i � µ✓i) sin(✓j � µ✓j )]q

E(sin2(✓i � µ✓i))E(sin2(✓i � µ✓i))

where µ✓i , and µ✓j correspond to the circular mean directions. Finally, correlations between

a linear, xm, and circular, ✓i, parameter are calculated according to Mardia [1976]:

⇢xm,✓i =

s
r2xc + r2xs � 2rxcrxsrcs

1� r2cs

where rxc = cor(xm, cos(✓i)), rxs = cor(xm, sin(✓i)), and rcs = cor(cos(✓i), sin(✓i)). Here,
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cor(·, ·) denotes the calculation of Pearson coe�cients using Equation 2.1. The correlation

matrix of the hindcast inputs are shown in Figure 2.1. Some key aspects to note are the

high correlation between significant wave height and peak wave period for both wave and

swell, the high correlation between wind magnitude and wave height and period, and high

correlation between wind direction and wave direction. The complicated dependencies of

the metocean input space motivates certain design choices presented in Chapter 4.

2.2 A primer on statistical concepts

This Section discusses frequentist and subjectivist probabilities, Bayesian inference, Markov

chain Monte Carlo sampling (MCMC), and uncertainty propagation. The information

included within this Section does not completely describe the statistical methodologies

used by the research, rather, it forms the basis for many of the techniques discussed in

subsequent chapters.

2.2.1 Frequentist and subjective probability

Probability theory provides a rigorous mathematical framework, through the expression of

axioms, in which to define, quantify and propagate uncertainty [Fisher, 1956]. To this day,

however, there exists substantial disagreement amongst statisticians on the interpretation

of probability [Bayarri and Berger, 2004]. There are two dominant paradigms: the first is

derived from long-run limiting frequencies of repeated events and is known as frequentist

probability; the second — subjective probability — is roughly synonymous with plausibility

and references a degree of belief [Menges, 1970].

Consider a series of trials in which an event may or may not occur. The Frequentist

probability of such an event is the limiting proportion of the trials in which the event

occurs [Neyman, 1977]. An example of this is the tossing of an unbiased coin whereby

the frequency of occurrence for, say, a head, will converge to 0.5 as n!1. Frequentist

probability is the foundation on which classical statistics is built. In classical statistics

parameter quantities, such as the mean of a population, are considered deterministic but

unknown; consequently, is has been argued that classical statistics can not include epistemic

uncertainty into analysis [O’Hagan, 2004].
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Tp,wave 0.395 4.18⇥ 10�3 0.767 1.00 9.21⇥ 10�3 �0.611 �0.500 1.12⇥ 10�2

✓wave 2.27⇥ 10�2 0.702 3.12⇥ 10�2 9.21⇥ 10�3 1.00 2.38⇥ 10�2 6.53⇥ 10�3 0.145
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✓swell 2.45⇥ 10�3 2.66⇥ 10�2 1.21⇥ 10�2 1.12⇥ 10�2 0.145 1.05⇥ 10�2 1.47⇥ 10�2 1.00
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Figure 2.1: Correlations of the eight parameters available in the hindcast database.
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Subjective probabilities are associated with the degree of belief that may be assigned

to a proposition, supported by existing knowledge and the available evidence [De Finetti,

1972]. Due to the subjectivity, di↵erent people may form di↵ering inference about the

uncertainty of a proposition. Returning to the coin toss example. Consider the inference

that may be formed on the probability of occurrence of a head where 9 heads were observed

from 10 tosses. An observer with a su�ciently strong existing knowledge, or prior belief,

that the coin is unbiased could reason that 9 out of 10 heads is not su�cient evidence to

convince them that the coin is biased. Conversely, an observer with a weak prior belief as

to the behaviour of the coin may find this outcome convincing evidence that the coin is

biased. Subjective probabilities are not founded on the repeatability of an event and can

be used to describe any uncertain proposition, independent on whether the uncertainties

present are aleatory, epistemic, or both [Cooke et al., 1991]. Bayesian statistics adopts

this definition of probability and consequently may be used to quantify both types of

uncertainty.

Each type of probability, and by extension the statistical paradigms that adopt them,

expresses parameter uncertainty di↵erently. In classical statistics inference uncertainty is

expressed in terms of the data rather than the unknown parameter — often in the form of a

confidence interval [Hinkley and Cox, 1974]. A common misconception is that a confidence

interval of ↵% states that the unknown parameter will lie within that interval with ↵

probability. This is not correct, rather, a confidence interval relates to the reliability of the

estimation procedure and asserts that ↵% of repeated samples and tests will capture the

true parameter [Wasserstein et al., 2016]. As the expressed uncertainty does not directly

reference the unknown parameter, it is di�cult to propagate parameter uncertainty through

engineering models to assess the uncertainty of the output. This problem can be overcome

by adopting a subjective, and thus Bayesian, view of probability.

In Bayesian statistics the unknown parameters are not considered deterministic but

are themselves treated as random variables [Smith and Gelfand, 1992]. This enables

probabilistic statements to be formed directly on the parameters, often in the form of

credible intervals. The resulting interpretation is that a ↵% credible interval describes the

(subjective) probability that the unknown parameter lies within that interval [Jaynes and

Kempthorne, 1976]. This facilitates the subsequent propagation of uncertainty from the
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unknown parameter through the engineering models. Accordingly, this thesis adopts the

subjectivist definition of probability and operates within the Bayesian paradigm.

2.2.2 Fundamentals of Bayesian inference

Bayesian inference, named after the 18th century mathematician and theologian Reverend

Thomas Bayes, assimilates prior knowledge and information obtained through measurement

or experimentation to construct a probability distribution for unknown parameters or future

observations [Bernado and Smith, 1994]. In a sense it is analogous to human reasoning

whereby our preconceived notions are combined with experiences and observations to

update our beliefs. Probability densities over an unknown parameter are formed via the

use of Bayes’ theorem, defined by

p(✓ | y) = f(y | ✓) p(✓)
m(y)

where

m(y) =

Z
p(y | ✓) p(✓) d✓.

Here, f(y | ✓) is the likelihood function from which we assume the (possibly multivariate)

data, y, to be generated given the (possibly multivariate) parameters, ✓; p(✓) is the prior

density representing the knowledge of ✓ before the data are analysed; m(y) is the marginal

density of the data, this acts as a normalising constant; and, p(✓ | y) is the posterior density

of ✓ given the prior beliefs and the data, y. Often the integral in the normalising constant,

m(y), is analytically intractable and so Bayes’ theorem is expressed as a proportionality:

p(✓ | y) / f(y | ✓) p(✓).

Sometimes in analysis conjugate prior distributions may be specified to return a posterior

distribution of the same functional form as the prior. This simplifies analysis as m(y) need

not be calculated. Prior distributions should, however, provide an accurate representation

of the prior beliefs and not only be chosen for the simplification of analysis. Furthermore,

for many problems a conjugate prior distribution simply does not exist. In the cases where

m(y) is infeasible to calculate, or it is inappropriate/impossible to specify a conjugate prior
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distribution, numerical methods such as MCMC can be used to approximate summaries of

the posterior. This is detailed further in Section 2.2.3.

For situations when the goal of analysis is to predict unobserved values of the data,

y⇤, we may integrate over the posterior distribution of ✓ to obtain the posterior predictive

distribution:

p(y⇤ | y) =
Z

f(y⇤ | ✓) p(✓ | y) d✓. (2.2)

In integrating the sampling distribution f(y⇤ | ✓) over all the possible values of ✓, predictions

of y⇤ are formed by accounting for all of the uncertainty in ✓. As ✓ is integrated out, the

posterior predictive distribution is independent of ✓ and only dependent on the data y

and the assumed model structure. Performing the integration in Equation 2.2 is often

impossible, either due to analytical intractability, or the unavailability of an analytical

expression for p(✓ | y). Where this is the case numerical methods for the estimation of

p(✓ | y) and p(y⇤ | y) are used, as detailed in the following section.

2.2.3 Introduction to Markov chain Monte Carlo sampling

For many years Bayesian statistics was hampered by the mathematical complexities of the

marginalisations and integrations required. This prevented the application of Bayesian

modelling techniques to many real-word problems. That was, until, the wide-spread advent

of MCMC algorithms in the late 1980s and early 1990s [Robert and Casella, 2011]. MCMC

algorithms are a class of computational methods used in Bayesian statistics to generate

dependent draws from the posterior distribution. As the MCMC algorithm explores the

distribution of interest, the various regions of the parameter space are visited proportionally

to their posterior probabilities. What results is an irreducible Markov chain that converges

on the posterior distribution as its stationary distribution.

There exist a vast number of types and variants of MCMC algorithms. A brief

introduction on MCMC methods is presented herein — for the interested reader, see

Gilks et al. [1995], Brooks et al. [2011], and Robert and Casella [2013], for more thorough

treatments of the topic. Common to all MCMC algorithms is the generation of a dependent

sample of parameter values, ✓(1)
, . . . ,✓(N), for N samples. The algorithms’ Markovian

property states that the proposal of a new parameter value, ✓(⇤) is only dependent on
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its previous value, ✓(s�1). A benefit of the generation of samples ✓(1)
, . . . ,✓(N) from the

posterior distribution, p(✓ | y), is that the samples may be used to numerically approximate

the predictive integrals (such as Equation 2.2) via Monte Carlo techniques [Hammersley

and Handscomb, 1964].

The method by which ✓⇤ is proposed distinguishes the di↵erent types of MCMC

algorithms. This section reviews three types of MCMC algorithm: the Metropolis-Hastings

(MH) algorithm, the Gibbs sampler, and the Hamiltonian Monte Carlo (HMC) sampler. Of

these algorithms, only HMC is reported within this thesis — used in Chapter 5 — however,

the MH algorithm and Gibbs sampler have been extensively used throughout the research

in smaller models or for exploration. For completeness, their details have been included.

The Metropolis-Hastings algorithm

Initially conceived by Metropolis et al. [1953], and later generalised by Hastings [1970]

to allow for non-symmetrical proposal distributions, the MH algorithm utilises a random

walk procedure to explore the distribution of interest. For continuous-valued components

a proposal, ✓⇤, from ✓(s�1) is generated from the proposal density f(✓⇤ | ✓(s�1)). For

a probability density to be used as a proposal density three criteria must be satisfied:

first, the density must facilitate for the movement to any parameter region from any

location in the posterior; second, the proposal density must not be periodic; and third,

0 <
f(✓⇤|✓(s�1))

f(✓(s�1)|✓⇤)
<1 for all values of ✓(s�1) and ✓⇤. Given a proposed sample, the sample

is accepted with probability, r, where

r = min

 
1,

p(✓⇤ | y) f(✓(s�1) | ✓⇤)

p(✓(s�1) | y) f(✓⇤ | ✓(s�1))

!
(2.3)

and ✓(s) = ✓⇤, or rejected and ✓(s) = ✓(s�1). This sampling process is fully described

in Algorithm 1. Note that p(✓⇤ | y) and p(✓(s�1) | y) need only be calculated up to the

proportionality constant as they are regularised in the quotient in Equation 2.3.

MH algorithms provide a flexible method for sampling from posterior distributions,

and the choice of proposal density is crucial to the success of the method. The e↵ective

selection of a proposal density can be di�cult and two problems are often seen [Chib

and Greenberg, 1995]. First, if the proposal density is too di↵use then the sampler will
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Algorithm 1: The Metropolis-Hastings Algorithm

Sample a starting point ✓0 ⇠ p0(✓).
for s = 1,2,...,S do

Sample ✓⇤ ⇠ f(✓⇤|✓(s�1))
Calculate the acceptance probability r as:

r = min

 
1,

p(✓⇤ | y) f(✓(s�1) | ✓⇤)

p(✓(s�1) | y) f(✓⇤ | ✓(s�1))

!

Set

✓(s) =

(
✓⇤ with probability r

✓(s�1) otherwise

become stuck at values for many iterations, thus generating very few unique proposals of

the parameters. Second, if the proposal density is too narrow it will take the sampler a

long time to explore the entire parameter space. The generated proposals will then be

highly correlated resulting in a small e↵ective sample size. These issues can be resolved

with more informed selection of proposal densities — an example of which is found in the

Gibbs sampler.

The Gibbs sampler

The Gibbs sampler, first described in Geman and Geman [1984], generates proposals from

the conditional distributions of the individual parameter components. Suppose ✓ is d

dimensional and can be decomposed into its components such that ✓ = (✓1, . . . , ✓d). The

conditional posterior distributions of each of these components may be written as

p1(✓1 | ✓2, ✓3, . . . , ✓d,y)

p2(✓2 | ✓1, ✓3, . . . , ✓d,y)
...

pd(✓d | ✓1, ✓2, . . . , ✓d�1,y).

A new value of ✓ is obtained from iterating through each of the d conditional posterior

distributions and element-wise generating a new sample. By using the conditional posterior

distributions as the proposal densities the acceptance rate is 1. The algorithm for the

Gibbs sampler is shown in Algorithm 2.
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Algorithm 2: The Gibbs sampler

Sample a starting point ✓0 ⇠ p0(✓).
for s = 1,2,...,S do

Generate ✓(s) from ✓(s�1) with d sub-iterations:

✓
(s)
1 ⇠ p1(✓1|✓(s�1)

2 , ✓
(s�1)
3 , ..., ✓

(s�1)
d ,y)

✓
(s)
2 ⇠ p2(✓2|✓(s)1 , ✓

(s�1)
3 , ..., ✓

(s�1)
d ,y)

...

✓
(s)
d ⇠ pd(✓d|✓(s)1 , ✓

(s)
2 , ..., ✓

(s)
d�1,y)

Due to the guaranteed acceptance rate of 1, the Gibbs sampler can be a desirable

algorithm to utilise for sampling from the posterior distribution. There are, however, two

main setbacks with the methodology. First, is the derivation of the conditional posterior

distributions as for many modelling choices these are not able to be specified; and second,

due to the random-walk behaviour of the sampler, exploration of high-dimensional or

highly-correlated posterior distributions is di�cult [Roberts and Sahu, 1997].

Hamiltonian Monte Carlo sampling

HMC sampling, first reported in Duane et al. [1987], borrows the concept of Hamiltonian

movement from physics to generate a proposal. Hamiltonian movement ensures that

a dynamic system maintains constant energy, dependent on both the potential energy

(location) and the kinetic energy (momentum). HMC sampling treats values of ✓ as the

location argument and augments the posterior with an independent auxiliary momentum

variable, �M . The posterior is hence written as p(✓,�M |y) = p(�M )p(✓|y). Standard

practice sees �M specified as a d-dimensional multivariate normal distribution with mean

0 and covariance set to a specified mass matrix M [Betancourt, 2017]. The mass matrix

is used to update the introduced momentum variable and is commonly specified as a

diagonal matrix such that the components of �M are distributed �M,j ⇠ N(0,Mjj) for

j 2 {1, . . . , d}. Finally, HMC requires the gradient of the log-posterior density, d log p(✓|y)
d✓ =

⇣
d log p(✓|y)

d✓1
, ...,

d log p(✓|y)
d✓d

⌘
. As this is not often analytically available a numerical method

known as the leapfrog integrator, defined by a step-size ✏ and number of steps L, is used.

The step-size needs to be tuned such that it is not so big that divergence occurs, or too

small such that computational cost is increased. Further, ✏L must be su�ciently large to
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e�ciently explore the posterior distribution.

HMC is tuned in three places: the probability distribution for the momentum variables

�M ; the scaling factor ✏ of the leapfrog steps; and, the number of leapfrog steps L per

iteration. HMC proposes a new value by forcing the current location ✓ with random

momenta �M for a finite number of steps. The proposal occurs at the end of this path

with acceptance rate min(1, r), where r =
p(✓⇤|y)p(�⇤

M )

p(✓(s�1)|y)p(�(s�1)
M )

. The algorithm for the HMC

sampler is shown in Algorithm 3. This method is more complicated than more traditional

MCMC techniques; however, the use of probabilistic programming languages, for instance

RStan and PyMC3, aid the implementation.

Algorithm 3: Hamiltonian Monte Carlo sampling

Sample a starting point ✓0 ⇠ p0(✓).
for s = 1,2,...,S do

Update �M ⇠ N(0,M)
for l=1,2,...,L do

Use the gradient (the vector derivative) of the log-posterior density of ✓ to
make a half-step of �M :

�M  �M +
1

2
✏
d log p(✓|y)

d✓

Use the ‘momentum’ vector �M to update the ‘location’ vector ✓:

✓  ✓ + ✏M�1�M

Again use the gradient of ✓ to half-update �M :

�M  �M +
1

2
✏
d log p(✓|y)

d✓

Calculate the ratio of densities r as:

r =
p(✓⇤|y)p(�⇤

M )

p(✓(s�1)|y)p(�(s�1)
M )

Set

✓(s) =

(
✓⇤ with probability min(r,1)

✓(s�1) otherwise

2.2.4 Uncertainty propagation

Given uncertain estimates of an input x, this uncertainty may be propagated through a

model or function to describe uncertainty in the outputs, y. Define by g(x) a function
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such that g : x ! y for an output y. Given a probabilistic estimate of x, the goal

for uncertainty propagation is to calculate the cumulative density function (cdf) of y,

Fy(y) =
R
g(x)<y fx(x) dx, where fx(x) is the probability density function (pdf) of x. There

are a number of methods for the estimation of Fy(y); the appropriateness of their application

is dependent on factors in the modelling procedure. Broadly, there exist five methodological

families for uncertainty propagation [Lee and Chen, 2009; Smith, 2013]: pseudo-random

sampling methods, local expansion methods, functional expansion methods, most probable

point methods, and numerical integration methods. Further, within each of these families

are multiple approaches, some of which are listed in Table 2.1, along with references on

their uses with regard to uncertainty propagation.

Table 2.1: Methods for uncertainty propagation.

Family Methodology Reference

Pseudo-
random
sampling

Monte Carlo sampling Hammersley and Hand-
scomb [1964]

Latin hypercube sampling Stein [1987]
Importance sampling Melchers [1989]
Stratified sampling Krewski and Rao [1981]
Adaptive sampling Bucher [1988]

Local
expansion

Taylor series Wilson and Smith [2013]
Perturbation method Bender and Orszag

[2013]

Functional
expansion

Karhunen-Loeve expansions Ghanem and Red-Horse
[1999]

Neumann expansion Yamazaki et al. [1988]
Polynomial chaos expansion Najm [2009]
Wavelet expansions Yamada and Ohkitani

[1990]

Most probable
point

First-order reliability method Choi et al. [2017]; Jensen
and Capul [2006]

Second-order reliability method Hohenbichler et al.
[1987]

Numerical
integration

Full factorial numerical integration Evans [1972]
Dimension reduction Xu and Rahman [2004]

This research utilises Monte Carlo sampling, a pseudo-random sampling methodology

[Hammersley and Handscomb, 1964]. Crucial to this sampling scheme is the pseudo-random

generation of samples from the input distribution. For common distributions this is achieved

through numerical algorithms available in many scientific programming languages, for
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instance, rnorm() in R. For the distributions elicited in Chapter 3 rejection sampling

[Von Neumann et al., 1951] is used to provide independent samples. Reasons for these

modelling choices are presented in the justification of methodology in Section 2.3. Monte

Carlo and rejection sampling are briefly defined below.

Rejection sampling

Consider a target density p(x) from which we wish to generate a random sample. Should

p(x) be di�cult to sample from, for example, due to the lack of algorithmic sampling results,

then rejection sampling provides an e↵ective methodology as long as p(x) is reasonably

low dimensional [MacKay, 1998]. Consider an alternative distribution q(x), the candidate

density, from which it is easy to sample. By generating samples from q(x) and “rejecting”

them in a formulaic way, we may generate exact draws from p(x). There are two stipulations

for the selection of q(x). First, the support of p(x), Xp, must be a subset of the support of

q(x), Xq — such that Xp ⇢ Xq. Second, we must be able to calculate some value c such

that

c = sup
x2Xp

p(x)

q(x)
<1.

The rejection sampler then proceeds as outlined in Algorithm 4.

Algorithm 4: The rejection sampler

for n = 1,2,...,N do
accept = FALSE
while accept = FALSE do

Generate a sample u ⇠ U(0, 1);
Generate a candidate sample x ⇠ q(x);

if u  p(x)
cq(x) then

xn  x;
accept = TRUE ;

Monte Carlo sampling

Monte Carlo sampling forms part of the family of pseudo-random sampling methods,

considered the most accurate methods for uncertainty propagation as no simplifying

assumptions on the distributional forms are required. Monte Carlo sampling generates

samples xi, from fx(x) and propagates the sample through a function or transformation,
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g(·), to form a numerical estimate of Fy(y), calculated by

F̂y(y) =
1

n

nX

i=1

1(g(xi) < y),

where 1(·) denotes the indicator function. Depending on the distributional form of fx(x)

generating the xi is not always straightforward. As detailed above, we use rejection

sampling where existing distributional random sample generators do not exist. The main

criticism of Monte Carlo sampling is that it can be computationally demanding, and often

requires many samples for the cdf estimate F̂y(y) to converge within the allowed accuracy.

This can be troublesome when g(·) is computationally expensive.

2.3 Justification of the proposed methodology

As motivated in Chapter 1, there is industry interest in developing methodologies to

quantify and predict uncertainty in FPSO vessel motion modelling. This research utilises a

numerical simulator of the FPSO vessel motions as a proxy to the real process. This enables

the expected vessel behaviour for any combination of metocean inputs to be investigated,

without reliance on scale models or the availability of historical data. Table 2.1 lists

approaches for uncertainty propagation. Selection of an appropriate approach depends on

modelling context; for instance, the degree of simulator linearity, number and distribution

of input parameters, desired accuracy, and computational e�ciency. Of the options listed

in Table 2.1, pseudo-random sampling is the only family of methods that do not require

the assumption of input parameter independence [Lee and Chen, 2009]. Further, many

of the other methods perform poorly for highly non-linear functions. Thus, this thesis

considers pseudo-random sampling methods for uncertainty propagation.

Common to all pseudo-random sampling methods is the reliance of (pseudo) random

samples being generated from the input space. Monte Carlo sampling is the most readily

implemented of these methods as knowledge of F�1
x (u) is not needed, rather, only samples

from fx(x) are required. Monte Carlo sampling is widely considered to be the most general

method for uncertainty propagation [Lee and Chen, 2009]. A schematic of the process is

shown in Figure 2.2. The top row describes the process in terms of FPSO vessel motion

modelling, and the bottom row provides mathematical explanation. The metocean inputs
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and vessel response outputs are denoted by x and y, respectively. The simulator of vessel

movements is considered a black-box function, g(·), such that g : x! y.

Uncertain
metocean inputs

Simulator of
vessel movements

Vessel re-
sponse outputs

x1, . . . ,xn ⇠ fx g(·) F̂y(y) =
1
n

Pn
i=1 1(g(xi) < y)

Figure 2.2: Monte Carlo uncertainty propagation through the model of vessel movements.

The distribution fx is not immediately available to the research. One solution is to form

an estimate f̂x from the hindcast data reported in Section 2.1.3. This seeds another source

of uncertainty as distributional characterisation of the metocean conditions is di�cult due

to the presence of complex correlations and directional variables. Alternatively, we may

ignore the theoretical structure of fx, sample randomly from the hindcast data, and treat

these samples a draws from the joint distribution of wind, wave, and swell. What remains

problematic, however, is the inclusion of surface current into this random sample.

This motivates the first body of work, presented in Chapter 3, “Expert elicitation

of directional metocean parameters”. Expert elicitation is used to elicit seasonal joint

distributions of surface current magnitude and direction from a panel of industrial and

academic experts. This requires the extension of the elicitation framework to allow for the

incorporation of directional knowledge. Samples of surface current direction and magnitude,

in conjunction with the sampled hindcast data, are then used to form random draws from

the full joint distribution of the metocean parameters.

The next challenge faced is the computational cost of Monte Carlo sampling. The main

criticism of Monte Carlo is its slow convergence to the target distribution Fy(y). Consider

the sample mean:

E[g] = µg ' µ̂g =
1

N

NX

i=1

g(x(i)).

The central limit theorem implies that µ̂g ! N (µ̂g,�
2
g/N) as N ! 1. The standard

deviation of the mean estimator, �g/
p
N , represents the error of the Monte Carlo approx-

imation to the mean, and decreases in O(N�1/2) time. This slow convergence becomes

problematic when g(·) is costly to execute. The numerical simulator used to model the

FPSO motions, Ariane7, has an approximate run-time of ⇠30 sec. Whilst this allows for
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a global uncertainty analysis of the vessel to be conducted over a period of hours, it is

prohibitive for operational predictions, where results are required in near-real time.

This motivates the next body of work, presented in Chapter 4, “Emulation of vessel

motion simulators for computationally e�cient uncertainty quantification”. To enable

near-real time Monte Carlo predictions a GP emulator is built. Samples from the hindcast

data, augmented with the elicited distributions of surface current, are used to inform the

design of the emulator’s training locations. As an example the mean o↵set amplitude is

modelled. Again, the traditional methodology is extended to allow for directionality in the

inputs. The assumption of Gaussian behaviour in the outputs is suitable for well behaved

parameters, such as the mean o↵set amplitude. Literature has shown, however, that GP

regression performs poorly for highly non-Gaussian outputs such as extremal data [Davison

et al., 2012]. Whilst modelling mean values is important, the o↵shore industry would also

benefit from a methodology to predict extremal motions for operations.

The modelling of extremal outputs from Ariane7 thus motivates the final body of

work — presented in Chapter 5, “A Bayesian approach to the quantification of extremal

responses in simulated dynamic structures”. A latent variable model is built, in conjunction

with quantile regression, to characterise two types of extremal behaviour: maxima, and

threshold exceedance. These behaviours are all non-stationary over the input space. The

vessel motions, roll, pitch, and heave are examined. Importantly, this process allows for

the incorporation of extreme value knowledge into the conditional output distributions,

allowing us to accurately model the maxima, quantiles, and quantile exceedance data.
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P. Ferrant, D. L. Touzé, and K. Pelletier. Non-linear time-domain models for irregular wave

di↵raction about o↵shore structures. International Journal for Numerical Methods in

Fluids, 43(10-11):1257–1277, 2003.

R. A. Fisher. Statistical methods and scientific inference. Oxford, England: Hafner

Publishing Co., 1956.

S. Geman and D. Geman. Stochastic relaxation, gibbs distributions, and the bayesian

restoration of images. IEEE Transactions on pattern analysis and machine intelligence,

(6):721–741, 1984.

R. Ghanem and J. Red-Horse. Propagation of probabilistic uncertainty in complex physical

systems using a stochastic finite element approach. Physica D: Nonlinear Phenomena,

133(1-4):137–144, 1999.

W. R. Gilks, S. Richardson, and D. Spiegelhalter. Markov chain Monte Carlo in practice.

Chapman and Hall/CRC, 1995.

34



BIBLIOGRAPHY

M. Guan, M. Osman, and C. Y. Ng. Prediction of deepwater FPSO responses using

di↵erent numerical analysis methods. In E3S Web of Conferences, volume 34, page

02032. EDP Sciences, 2018.

J. Hammersley and D. Handscomb. Monte Carlo methods. John Wiley & Sons, 1964.

K. Hasselmann, T. P. Barnett, E. Bouws, H. Carlson, D. E. Cartwright, K. Enke, J. Ewing,

H. Gienapp, D. E. Hasselmann, P. Kruseman, et al. Measurements of wind-wave growth

and swell decay during the Joint North Sea Wave Project (JONSWAP). Ergänzungsheft

8-12, 1973.

W. K. Hastings. Monte carlo sampling methods using markov chains and their applications.

Biometrika, 57(1):97–109, 1970.

J. Heurtier, P. Le Buhan, E. Fontaine, C. Le Cun↵, F. Biolley, C. Berhault, et al. Coupled

dynamic response of moored FPSO with risers. In The Eleventh International O↵-

shore and Polar Engineering Conference. International Society of O↵shore and Polar

Engineers, 2001.

D. V. Hinkley and D. Cox. Theoretical statistics. Chapman and Hall/CRC, 1974.

M. Hohenbichler, S. Gollwitzer, W. Kruse, and R. Rackwitz. New light on first-and

second-order reliability methods. Structural Safety, 4(4):267–284, 1987.

S. R. Jammalamadaka and Y. Sarma. A correlation coe�cient for angular variables.

Statistical theory and data analysis II, pages 349–364, 1988.

E. T. Jaynes and O. Kempthorne. Confidence intervals vs Bayesian intervals. In Foundations

of Probability Theory, Statistical Inference, and Statistical Theories of Science, pages

175–257. Springer, 1976.

J. J. Jensen and J. Capul. Extreme response predictions for jack-up units in second order

stochastic waves by form. Probabilistic Engineering Mechanics, 21(4):330–337, 2006.

Y. Kim, K.-H. Kim, J.-H. Kim, T. Kim, M.-G. Seo, and Y. Kim. Time-domain analysis

of nonlinear motion responses and structural loads on ships and o↵shore structures:

development of WISH programs. International Journal of Naval Architecture and

Ocean Engineering, 3(1):37–52, 2011.

35



BIBLIOGRAPHY

D. Krewski and J. Rao. Inference from stratified samples: properties of the linearization,

jackknife and balanced repeated replication methods. The Annals of Statistics, pages

1010–1019, 1981.

S. H. Lee and W. Chen. A comparative study of uncertainty propagation methods for

black-box-type problems. Structural and Multidisciplinary Optimization, 37(3):239,

2009.

D. J. MacKay. Introduction to monte carlo methods. In Learning in graphical models,

pages 175–204. Springer, 1998.

K. Mardia. Linear-circular correlation coe�cients and rhythmometry. Biometrika, pages

403–405, 1976.

R. Melchers. Importance sampling in structural systems. Structural safety, 6(1):3–10, 1989.

G. Menges. On subjective probability and related problems. Theory and Decision, 1(1):

40–60, 1970.

N. Metropolis, A. W. Rosenbluth, M. N. Rosenbluth, A. H. Teller, and E. Teller. Equation

of state calculations by fast computing machines. The journal of chemical physics, 21

(6):1087–1092, 1953.

H. N. Najm. Uncertainty quantification and polynomial chaos techniques in computational

fluid dynamics. Annual Review of Fluid Mechanics, 41:35–52, 2009.

J. Neyman. Frequentist probability and frequentist statistics. Synthese, 36(1):97–131, 1977.

T. O’Hagan. Dicing with the unknown. Significance, 1(3):132–133, 2004.

Orcina. OrcaFlex user manual, version 9.7 a, 2014.

H. Ormberg, I. J. Fylling, K. Larsen, and N. Sødahl. Coupled analysis of vessel motions and

mooring and riser system dynamics. In Proceedings of the International Conference

on O↵shore Mechanics and Arctic Engineering, pages 91–100. American Society of

Mechanical Engineers, 1997.

C. Robert and G. Casella. A short history of MCMC: Subjective recollections from

incomplete data. Handbook of Markov Chain Monte Carlo, 49, 2011.

36



BIBLIOGRAPHY

C. Robert and G. Casella. Monte Carlo statistical methods. Springer Science & Business

Media, 2013.

G. O. Roberts and S. K. Sahu. Updating schemes, correlation structure, blocking and

parameterization for the gibbs sampler. Journal of the Royal Statistical Society: Series

B (Statistical Methodology), 59(2):291–317, 1997.

S. Saha, S. Moorthi, H.-L. Pan, X. Wu, J. Wang, S. Nadiga, P. Tripp, R. Kistler, J. Woollen,

D. Behringer, et al. The NCEP climate forecast system reanalysis. Bulletin of the

American Meteorological Society, 91(8):1015–1058, 2010.

A. F. Smith and A. E. Gelfand. Bayesian statistics without tears: a sampling–resampling

perspective. The American Statistician, 46(2):84–88, 1992.

R. C. Smith. Uncertainty quantification: theory, implementation, and applications, vol-

ume 12. Siam, 2013.

M. Stein. Large sample properties of simulations using Latin hypercube sampling. Techno-

metrics, 29(2):143–151, 1987.

R. Taghipour, T. Perez, and T. Moan. Hybrid frequency–time domain models for dynamic

response analysis of marine structures. Ocean Engineering, 35(7):685–705, 2008.

H. L. Tolman. User manual and system documentation of WAVEWATCH III version 4.18.,

2014.

J. Von Neumann et al. Various techniques used in connection with random digits. Applied

Math Series, 12(36-38):1, 1951.

R. L. Wasserstein, N. A. Lazar, et al. The ASA’s statement on p-values: context, process,

and purpose. The American Statistician, 70(2):129–133, 2016.

B. M. Wilson and B. L. Smith. Taylor-series and Monte-Carlo-method uncertainty estima-

tion of the width of a probability distribution based on varying bias and random error.

Measurement Science and Technology, 24(3):035301, 2013.

37



BIBLIOGRAPHY

H. Xu and S. Rahman. A generalized dimension-reduction method for multidimensional

integration in stochastic mechanics. International Journal for Numerical Methods in

Engineering, 61(12):1992–2019, 2004.

M. Yamada and K. Ohkitani. Orthonormal wavelet expansion and its application to

turbulence. Progress of Theoretical Physics, 83(5):819–823, 1990.

F. Yamazaki, M. Shinozuka, and G. Dasgupta. Neumann expansion for stochastic finite

element analysis. Journal of Engineering Mechanics, 114(8):1335–1354, 1988.

38



Chapter 3

Expert elicitation of directional

metocean parameters

ABSTRACT

Probability distributions that describe metocean conditions are essential for design

and operational decision making in o↵shore engineering. When data are insu�cient to

estimate these distributions an alternative is expert elicitation – a collection of techniques

that translate personal qualitative knowledge into subjective probability distributions. We

discuss elicitation of surface currents on the Exmouth Plateau, North-Western Australia, a

region of intense oil and gas drilling and exploration. Metocean and o↵shore engineering

experts agree that surface currents on the plateau exhibit large spatio-temporal variation,

and that recorded observations do not fully capture this variability. Combining such experts’

knowledge, we elicit the joint distribution of magnitude and direction by first focusing on

the marginal distribution of direction, followed by the conditional distribution of magnitude

given direction. Although we focus on surface currents, the direction/magnitude components

are common to many metocean processes. The directional component complicates the

problem by introducing circular probability distributions. The subjectivity of elicitation

demands caution and transparency, and this is addressed by embedding our method into

the established elicitation protocol, the She�eld Elicitation Framework. The result is a

general framework for eliciting metocean conditions when data are insu�cient to estimate

probabilistic summaries.
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3.1 Introduction

Complex interactions between waves, winds and currents are central to design and operation

decision making in o↵shore engineering. For example, metocean conditions are used for

design risk assessments associated with extreme events [Jonathan and Ewans, 2013], to

identify important relationships for condition maintenance [Xia, 2012], to estimate expected

operation time windows [Chen et al., 2002], and to assess computational modelling of

physical systems [Tahar and Kim, 2003]. Since metocean conditions are inherently uncertain,

probabilistic descriptions are necessary to formalise such design and decision issues [Bitner-

Gregersen et al., 2014]. Ideally, recorded observations would be available, but sometimes

this is not the case, as when proceeding with design analyses for new exploration projects.

In these situations, alternate sources of information must be harnessed, and the knowledge

belonging to subject-matter experts is a natural choice.

The o↵shore engineering literature has reported on the use of expert knowledge and

judgement to inform Bayesian networks for the risk assessment of shipping accidents

[Afenyo et al., 2017; Hänninen, 2014; Hänninen et al., 2014; Zhang and Thai, 2016], utility

curve construction in structural shipping design [Knight et al., 2015], and ‘abandon ship’

procedures [Akyuz, 2016]. However, the above literature concentrates on point estimates

and is not concerned with quantifying probability distributions that also describe the

experts’ uncertainty.

The process of translating experts’ qualitative knowledge and uncertainties into subjec-

tive quantitative probability distributions is known in the literature as expert elicitation

[Cooke, 1991; Meyer and Booker, 1981]. It normally involves the interaction of a facilita-

tor knowledgeable in uncertainty, probability and statistics and domain specific experts

[Goossens et al., 2008; O’Hagan et al., 2006]. The interaction can be complex, often lasting

days, until both the facilitator and experts are content with the outcome [Garthwaite et al.,

2005]. In short, the role of the facilitator is to (a) extract knowledge from the experts in the

form of probabilistic judgements and (b) fit probability distributions to their judgements.

Experts are often untrained in probabilistic reasoning, impelling the facilitator to pose

questions in terms of basic statistical summaries such as ranges and quantiles, as opposed

to more obscure summaries such as variances and expected values. The potential of loose
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vocabulary to distort results is real and when experts gather as a group, social dynamics

come into play [O’Hagan et al., 2006]. More subtle problems stem from cognitive heuristics

and biases when individuals estimate probabilities (for a review see Kynn [2008]).

Expert elicitation researchers have provided protocols to optimise the elicitation process

and stress the need for transparent documentation of the interactions between the facilitator

and experts that led to the results. The current state of a↵airs is that, when carefully

prosecuted, elicitation can be a very powerful tool. Evidence of this claim can be found in

the publications, across many disciplines, that usefully employ elicitation. It has found its

way into reliability engineering [Ioannou et al., 2017], energy [Chan et al., 2011], meteorology

[Johnson et al., 2015], agriculture [Krayer von Krauss et al., 2004], health [Batz et al.,

2012], conservation biology [Runge et al., 2011], ecology [Murray et al., 2009], geology [Lark

et al., 2015], decision making for public policy [Gosling et al., 2012] and climate science

[Kennedy et al., 2008]. O’Hagan et al. [2006] provides an excellent review of the many

more applications prior to 2006. However, to the best of our knowledge, elicitation has not

been applied to metocean quantities.

We elicit surface currents (defined here as up to 10m below the mean water level) at

the Exmouth Plateau, in North-Western Australia. The Exmouth Plateau is a region

of intense oil and gas drilling and exploration where distributions of winds, waves and

currents are vital, for example, when characterising the input space to physical models

such as vessel motions [Milne et al., 2016], side-by-side o✏oading [Zhao et al., 2014], and

oceanographic studies [Rayson et al., 2011]. Of these metocean conditions, surface currents

have proved to be the most di�cult to numerically model [Dhanak and Xiros, 2016] and to

comprehensively measure because the Exmouth Plateau’s large spatio-temporal variability

necessitates an extensive and costly implementation of mooring monitors. High spatial

variability implies many mooring monitors are required to yield representative data. High

temporal variability over seasons and years necessitates lengthy measurement campaigns.

We gathered six metocoean and o↵shore engineering experts drawn from both industry

and academia. The experts agreed that surface currents on the Exmouth Plateau exhibit

large spatio-temporal variation, exacerbated by extreme local eddies, internal waves,

cyclonic forcing, and multiple generative processes counteracting or reinforcing one another,

but that recorded observations do not fully capture this variability. The elicitation workshop
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was conducted over two days at The University of Western Australia, facilitated by a

statistician experienced in the elicitation process.

Similar to wind and waves, surface currents are most commonly described in terms of

magnitude (denoted by �) and direction (denoted by ✓). Although modelling Cartesian

coordinates can be more straightforward statistically, the experts preferred discussing �

in meters per second, and ✓ as measured clockwise from North on [0, 360). The article

therefore elicits the joint probability of ✓ and �, p(✓, �). For reasons given in the article’s

main body, the experts were most comfortable with first discussing direction, followed by

the magnitude associated with that direction. The problem was therefore decomposed into

p(✓, �) = p(✓)p(�|✓). Marginalising over ✓ yields p(�). On the advice of the experts, we

elicited p(✓, �) for the Wet (November–April) and Dry (May–October) seasons separately.

For magnitude, the experts were asked to make plausible range and quantile judgements.

This is known as the variable interval method, and is common practice in the elicitation

literature [Garthwaite et al., 2005]. We then fitted gamma and log-normal distributions to

these judgements. Directional quantities have not yet been elicited in the literature and are

more di�cult because ✓ = 0 and ✓ = 360 are equivalent. We describe a variant of roulette

elicitation [Gore, 1987], a graphical method whereby experts are asked to deposit chips into

intervals to represent the probabilities of each interval’s occurrence. Circular distributions

are then required to fit the directional judgements. We allow for the possibility of the

von Mises [Fisher, 1995], generalised von Mises [Gatto and Jammalamadaka, 2007] and

asymmetric generalised von Mises [Kim and SenGupta, 2013] distributions. The final

results are presented as the asymmetric generalised von Mises distribution.

The elicitation protocol described in this article follows the SHe�eld ELicitation

Framework (SHELF) [Gosling, 2018] and its accompanying software [Oakley and O’Hagan,

2010]. SHELF has been successfully implemented in many other studies: for instance,

Lark et al. [2015] and Ren and Oakley [2014]. However, SHELF does not yet include

circular distributions. In this paper, we present a general method to elicit distributions

of directional quantities, where the joint distribution of the angle and the magnitude is

desired, that can be used when quantitative characterisations of uncertain metocean inputs

is required.

The article proceeds as follows. Section 3.2 provides a review of the surface currents at
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(a) (b)

Figure 3.1: (a) Mean surface paths of the Leeuwin and Holloway currents on the West
Australian coast. (b) The bathymetry of the Exmouth Plateau in metres (image adapted
from Exon et al. [1992]). The marked cross at the bottom of Figure 3.1b shows the location
of the moorings in Lowe et al. [2012].

the Exmouth Plateau. Section 3.3 describes the design of the elicitation and workshop

process, with an emphasis on how the directional component is elicited. Section 3.4 presents

the elicitation results and distributional fits, and Section 3.5 o↵ers the conclusions from

this research.

3.2 The Exmouth Plateau

The Exmouth Plateau forms part of the North–West Shelf of Australia as shown in

Figure 3.1a. It is the second largest marginal plateau of o↵shore Australia with an area of

150 000 km2 located approximately 300 km o↵shore from North–Western Australia [Exon

and Willcox, 1980]. The water depth varies from 3500m along its base, to 1500m atop the

plateau, and as shallow as 100m on the Eastern shelf-slope (see Figure 3.1b). It is one

of the most economically significant maritime regions in Australia. Over 86 wells have

been drilled since hydrocarbon exploration commenced in the late 1940s [NOPTA, 2017]

and future activity is expected. The majority of the FPSO facilities, which are utilised for

much of the hydrocarbon production in the region, weathervane in response to the local

meteorological and oceanic conditions. Critical to the design and safe operation of these

facilities is an understanding of local surface current conditions and their variability.

On a global scale, the Exmouth Plateau is a↵ected by the Leeuwin and Holloway
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currents. The Holloway Current originates North of the Exmouth Plateau from the

Indonesian Throughflow, and flows southward to meet the head of Leeuwin Current at

the Exmouth Plateau region [D’Adamo et al., 2009]. In this region the global currents

predominately flow towards the South–West, however seasonal flow reversals are common

[Holloway and Nye, 1985]. Localised temporal variation at the Exmouth Plateau stems

from multiple sources. Semi-diurnal tidal currents govern short term variability [Holloway,

1988]. Mid-term variability comes from the Wet/Dry seasonal e↵ects of meteorological

conditions such as winds, waves and tropical cyclones [Condie and Andrewartha, 2008].

Climate drivers such as El Nino/La Niña cycles inject long term variability [Feng et al.,

2003]. The natural spatial variation is complicated by steep regional bathymetry. Internal

waves are generated resulting from the interaction of the shelf slope and the barotropic

tidal currents [Van Gastel et al., 2009], and extreme localised eddies can persist for several

days [Morrow et al., 2003].

To install, maintain and record data from a single mooring monitor on the Exmouth

Plateau for a year will cost in the order of hundreds of thousands of dollars. This factor

coupled with the size of the Exmouth Plateau means that comprehensively observing

the spatio-temporal variability the region’s surface currents is di�cult. However, some

observational and modelling studies have been conducted in attempt to capture surface

current behaviour on the Exmouth Plateau and in surrounding regions. As these studies

inevitably inform our experts’ opinions, some of these results are now discussed.

Indications of the magnitudes of the contributions of the global currents in the region

can be inferred from measurements by Lowe et al. [2012]. Two moorings were deployed on

the 50m and 100m isobaths at the inner shelf of the North–West Cape immediately South

of the Exmouth Plateau (marked by the cross at the bottom of Figure 3.1b) and data were

measured over a six year period from 2004 to 2009. Currents were measured at roughly 5m

and 8m above the seabed for the 50m and 100m moorings, respectively. Measurements of

the Leeuwin Current predominately ranged from 0.1 and 0.2m s�1; however, currents were

subject to large transient flow reversals due to wind forcing, and speeds of over 0.5m s�1

were measured in the Wet season. The semi-diurnal tidal component is generally well

understood from numeric modelling [Condie and Andrewartha, 2008; Holloway, 2001], with

Brewer et al. [2007] estimating average magnitudes varying from 45mms�1 in the Wet
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season to 57mms�1 in the Dry season.

In contrast, the contributions to the surface currents from other phenomena in the

region are more challenging to ascertain. Holloway [1988] measured currents across the

Exmouth Plateau over a three month period at four distinct mooring locations, providing

one of most comprehensive studies of the plateau’s current dynamics. This study reinforces

the notion that the surface currents are spatially highly variable, providing evidence that

the current directions can change by up to 90° between moorings 100 km from each other.

Holloway [1988] further measured persistent high-frequency internal waves, noting they are

highly variable across measurement locations.

More recent studies have measured internal waves to induce currents of over 0.6m s�1

at neighbouring locations on the North–West Shelf [Lowe et al., 2012; Van Gastel et al.,

2009]. Eddies in the region can persist for several days and have been measured to give rise

to surface currents greater than 0.8m s�1 [Morrow et al., 2003]. Whilst these eddies were

previously believed to occur only during the Wet season when wind-driven currents caused

upwelling events, recent studies have shown that they can be present throughout the year

[Rossi et al., 2013]. Cyclones further contribute to the surface current extremes. Since

the 1940’s at least 126 tropical cyclones have been recorded passing through the region

[Australian Bureau of Meteorology, 2017]. An average of five cyclones form in the warmer

North-West sea of Australia during the Wet season, of which typically two cyclones make

landfall.

These studies only provide a guide to the behaviour of the surface currents at the

Exmouth Plateau. None of these reported measurement campaigns are fully representative

as they are either too short in duration to capture seasonal and inter-annual e↵ects, such

as Holloway [1988], or were spatially located near but not on the Exmouth Plateau, such

as Lowe et al. [2012]. Further, many of the current generating phenomena exhibit localised

complex dynamics, so numerical modelling is not accurate in describing this behaviour.

Due to these di�culties, reliably measuring current at the Exmouth Plateau would be a

timely and costly process.

Lastly, it is important to acknowledge that longer duration private monitoring campaigns

on the Exmouth Plateau have been undertaken by exploration companies, but these data

are not publicly accessible. These private monitoring campaigns are generally site specific
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and individually do not capture the spatial variation of surface currents across the Exmouth

Plateau.

3.3 The elicitation process

This section proceeds in three stages. First, we outline some of the ideas and theory behind

expert elicitation and why we chose to follow the SHELF protocol. Second, the design of

our process is discussed, including the development of eliciting directional quantities. While

it is vital to prepare thoroughly for an elicitation workshop, it important to understand

that once the workshop has commenced strategies may evolve, depending on how the

experts are most comfortable expressing their judgements. The last stage of this section

therefore summarises how the execution of the workshop contributed to finalising our goals.

3.3.1 Expert elicitation and the SHELF protocol

Expert elicitation is the structured process of translating expert knowledge about an

uncertain quantity into a probability distribution. The science, however, is not exact.

Elicited probabilities from one expert may well be di↵erent from that obtained from another

and in group settings social dynamics may influence the outcome [O’Hagan et al., 2006].

Experts are also prone to cognitive heuristics and biases when it comes to probabilistic

reasoning [Kynn, 2008]. The three main biases considered in the elicitation literature are

the tendencies of experts to (1) over-emphasise an initial judgement, biasing all subsequent

judgements (described in Winkler [1967] as anchoring and adjustment), (2) link the

probabilities of an event to the frequency with which the individual can recall it (described

in Tversky and Kahneman [1973] as availability) and (3) inadequately assess the tails of a

distribution (described in Wallsten and Budescu [1983] as overconfidence). Finally, the

fact that an expert in the specified domain is usually not an expert in probability and

uncertainty means the process must proceed with caution, lest the experts be uncomfortable

with, or misunderstand, the language used to elicit the quantities [Kadane and Wolfson,

1998].

To mitigate the above problems, the establishment of elicitation protocols has received

a lot attention, based on the experiences of statistical pioneers in the field, often in

46



3.3. THE ELICITATION PROCESS

collaboration with psychologists [Garthwaite et al., 2005]. This article opts for the SHELF

protocol and accompanying software because of the following reasons. First, to instil

confidence in the results we included an experienced facilitator – Dr Gosling, an author of

this article – to manage the workshop. Second, to minimise the potential loss of information

we gathered a group of experts, as opposed to an individual expert. Third, we wished for

the method to be generalisable to other metocean quantities so as to be useful to further

o↵shore engineering research. The SHELF protocol meets these requirements and has been

successfully implemented in multiple studies (for example, see Higgins et al. [2012]; Lark

et al. [2015]; Lee et al. [2013]; Ren and Oakley [2014]). Gosling [2018] distinguishes SHELF

from other elicitation frameworks by five essential elements:

1. Judgement aggregation - SHELF aggregates expert judgements via behavioural

aggregation, as opposed to mathematical aggregation. Experts first make individual

judgements, and then are provided with the opportunity to discuss their di↵erences

and share opinions and expertise. Finally a consensus judgement is made as a group.

2. The SHELF workshop - The discussion and group consensus phases of the elicitation

require the group of experts to be together. Typically, experts are organised together

in a room, though other arrangements such as video conferencing are acceptable.

3. The rational impartial observer (RIO) - It is not expected that the group will be

able to reach complete agreement. Instead the group is asked what an RIO may

believe after viewing their individual judgements and hearing their discussion. By

taking the perspective of the RIO, experts can reach agreement on a distribution

that represents a rational impartial view of their combined knowledge.

4. The facilitator - The elicitation is lead by an experienced facilitator, who aids the

experts in obtaining accurate judgements, manages the group discussion, and helps

experts apply the RIO perspective.

5. SHELF templates - SHELF templates are documents that help structure the elicitation

workshop, direct individual and group elicitations, and document the elicitation

process. They are based on extensive practical elicitation experience, and employ

findings from research in the psychology of judgement to reduce the e↵ect of biases.
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3.3.2 The design of surface current elicitation process

A direct application of the SHELF protocol to surface currents constitutes defining the

quantities of interest, eliciting magnitude, interactions with the experts and the execution

of the workshop. However, eliciting directional quantities is new, and this section provides

a method to do so.

Defining the quantities of interest

First, we defined our quantities of interest as follows. Denote by � the random variable

describing surface current magnitude, � > 0, and by ✓ the random variable describing

surface current direction, ✓ 2 [0, 360). � and ✓ describe those aspects of surface currents

that exist in the top 10m of the water column. The spatial and temporal domains of � and

✓ are the Exmouth Plateau as described in Section 3.2. Since it is unlikely that ✓ and �

are independent, it was necessary to consider their joint distribution. Factorising the joint

distribution as the product of marginal and conditional distributions, we opted to ask the

experts during the workshop which form they would prefer to elicit, p(✓, �) = p(✓)p(�|✓) or

p(✓, �) = p(�)p(✓|�).

Eliciting surface current magnitude

Two methods are available to elicit judgements about continuous quantities: fixed interval

and variable interval methods [Garthwaite et al., 2005]. Fixed interval methods require

the facilitator to ask experts to state their probabilities that a quantity will lie within

a defined interval. Variable interval methods ask experts to make quantile judgements,

such as providing medians, quartiles, and plausible limits (often defined as the 1st and

99th quantiles). For �, we decided to follow Hora et al. [1992], which argues that the

variable interval method is more appropriate for assessing tails or extremes of continuous

quantities. Experts are first asked to establish a range of plausible limits that � may take,

then to bisect this range into regions of equal probability, obtaining an estimate of the

median. Further bisection of the lower and upper regions provide lower and upper quartile

judgements. Using a least squares procedure, SHELF has a variety of common distributions

such as the gamma, log-normal, log-Student-t, exponential, Weibull, truncated normal and

truncated Student-t that can be fit to these judgements.
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Eliciting surface current direction

As ✓ is directional, and defined on the circle, eliciting quantiles is far from intuitive. Instead,

we decided upon a variant of the fixed interval method known as roulette elicitation

[Gore, 1987]. Translating roulette elicitation to a directional quantity, the support of ✓ is

partitioned into k distinct wedges (or bins) on the circle. For example, if k = 4 the bins

may correspond to the four standard quadrants of a circle. Experts are asked to distribute

n chips between the bins. The choice of k and the location of the bins are determined by

the experts, with the first bin centred on the experts’ most likely value of ✓ (i.e. its mode,

✓mode) and all bins are of equal size. We write

Bi =


✓mode + (i� 1)

360

k
� 360

2k
, ✓mode + (i� 1)

360

k
+

360

2k

◆
, (3.1)

for i 2 {1, ..., k}, and denote by [Bi] the congruence class of all numbers in Bi, modulo 360.

The proportion of chips allocated to each bin represents the probability of ✓ lying in that

bin. To fit distributions to the experts’ allocation of chips, we must consider families of

circular probability distributions [Mardia, 2014].

The choice of a suitable distribution relies on the number of bins that are elicited and

the flexibility required. The von Mises distribution (vM) [Fisher, 1995] is a possibility. The

vM is described by

p(✓) / exp [ cos(✓ � !)] , (3.2)

where ! 2 [0, 360) and  > 0. Here, ! is a measure of location,  is a measure of

concentration (or 1/ a measure analogous to the variance) around !. If  = 0 then ✓ is

uniformly distributed. However, the vM distribution is symmetric and unimodal and there

must be strong prior belief in these characteristics to use the vM distribution in elicitation.

Extensions to the vM that allow for bi-modality and asymmetry are the three parameter

asymmetric generalised von Mises distribution (AGvM) [Kim and SenGupta, 2013] and

the four parameter generalised von Mises distribution (GvM) [Gatto and Jammalamadaka,

2007]. The AGvM is described by

p(✓) / exp [1 cos(✓ � !) + 2 sin 2(✓ � !)] , (3.3)
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for ! 2 [0, 360), 1 > 0, 2 2 [�1, 1]. If 2 = 0 the parameters ! and 1 have a similar

interpretation to the vM. Asymmetry, or skewness, of the AGvM is measured by 2.

The mode(s) are the solutions to 1 sin(✓ � !) = 22 cos 2(✓ � !) when 1 cos(✓ � !) >

�42 sin 2(✓ � !). For 2 6= 0, when 1 � 2|2| the AGvM is unimodal but asymmetric.

In this case, when 2 > 0 probability mass is moved clockwise from ! and when 2 < 0

mass is moved anti-clockwise from !. If 1 < 2|2|, the AGvM is bi-modal.

The GvM is described by

p(✓) / exp [1 cos(✓ � !1) + 2 sin 2(✓ � !2)] , (3.4)

where !1,!2 2 [0, 360) are two location parameters and 1 > 0, and 2 2 R are shape

parameters. Obviously, if 2 = 0 we again obtain the vM described by Equation 3.2 and

when 1 = 2 = 0 the uniform distribution results. The mode(s) of Equation 3.4 are the

solutions to 1 sin(✓�!1) = 22 cos 2(✓�!2) when 1 cos(✓�!1) > �42 sin 2(✓�!2). The

GvM supports a vast array of shapes and the reader is referred to Gatto and Jammalamadaka

[2007] for more details.

As circular distributions are not supported by SHELF, an adaptive quadrature algo-

rithm was written to estimate the cumulative distribution functions that correspond to

Equations 3.2, 3.3 and 3.4. These were then fitted to the experts roulette judgements using

least squares. The number of elicited bins and parameters in each distribution dictates

which distribution can be fit. The vM can be fit when k � 3, the AGvM when k � 4, and

the GvM when k � 5.

Selection, briefing and debriefing of the experts

The experts were chosen on the criteria that each individual had su�cient knowledge to

express reliable judgements on the quantities of interest and that the range of expertise was

such that a suitable coverage of opinion could be achieved. The second criterion is shown

to be important in Clemen and Winkler [1999]: they demonstrate that experts who are

similar in discipline tend to provide redundant information, which may induce bias. The

final panel comprised two industry metocean engineers, two academics researching internal

wave monitoring, all with field experience at the Exmouth Plateau, and two academics
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researching wave-structure interactions for vessels located on the Exmouth Plateau.

Prior to the elicitation workshop, a briefing package, including an evidence dossier,

was released to all experts, who were invited to provide additional material. Many of

the articles presented in the finalised dossier are discussed in Section 3.2. The evidence

dossier was made available during the workshop to help ensure that no relevant material

was overlooked. The industry representatives may have seen privatised measurements

not available in the evidence dossier. As such, their opinions may be informed by more

comprehensive measurements than are available in the public domain. After completion

of the workshop, a document outlining the experts’ reasoning and distributional fits was

released to the participating experts to invite feedback and confirm that they were satisfied

with the results.

3.3.3 Execution of the elicitation workshop

The elicitation workshop was held over two days at The University of Western Australia in

May 2017. In the introductory stage, the experts stated their role within industry/academia,

declared potential conflicts of interest, and shared their expertise relevant to the elicitation.

The group was then asked to identify its strengths and weaknesses as a collective. This

information is solely used to help experts understand the characteristics of the group, and

recognise their own expertise. It is not used to weight experts’ judgements, as in elicitation

protocols that use mathematical aggregation (for example, Cooke and Goossens [2000]).

Following the introductions, experts were provided with a primer on basic probability

concepts including medians, quantiles, and plausible limits and a training elicitation, based

on net rainfall for the month of May in Perth, Western Australia. Net rainfall was chosen

due to its similarities with surface current, in the sense that it is a skewed and highly

uncertain meteorological quantity. This provided the group with the opportunity to review

their judgements. The facilitator used the training exercise to highlight and explain biases

and heuristics that can a↵ect the quality of elicitations (see Section 3.3.1), so that the

experts could be cognisant of these e↵ects during the actual elicitation.

Next, in conjunction with the experts, the scope of the elicitation was defined. Spatially,

experts agreed to divide the Exmouth Plateau into two regions: the ‘shelf-slope’ region,

defined as water depths less than 500m, and the ‘blue-water’ region, defined as water
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depths more than 500m. The elicitation was restricted to the ‘shelf-slope’ region as it is the

region of primary industrial interest. Temporally, experts believed it optimal to distinguish

between the Wet and the Dry seasons, for reasons discussed in Section 3.4 below. It was

agreed that � and ✓ were not independent and that is was most natural to discuss the

seasonal e↵ects first on surface current direction, then on magnitude given direction for that

particular season. To clarify, denote by p
w(✓, �) and p

d(✓, �) the joint distribution for the

Wet and Dry season respectively. The experts chose to consider pw(✓, �) = p
w(✓)pw(�|✓)

and p
d(✓, �) = p

d(✓)pd(�|✓).

After each round of individual judgements, each expert was invited by the facilitator

to share their reasoning. A group discussion was then held to reach a consensus on what

would be a rational impartial view of their combined knowledge. The facilitator took care

to manage the group discussion so that each expert was engaged in the process and to

ensure that no single expert dominated the conversation.

3.4 Elicitation results

The experts were asked to identify and consider the e↵ects of the main phenomena which

contribute to the surface currents. Four key phenomena were identified as eddies, internal

waves, global currents, and wind-driven currents. Figure 3.2 shows the most common

directions toward which they act in the Wet and Dry seasons. The diagrams in Figure 3.2

are excerpts from the workshop, and were used to help experts form a common mental

model of the behaviour of the current generating phenomena.

In both the Dry and Wet seasons, the experts believed that the global current acts most

commonly towards the South–West and wind driven currents most commonly towards

the North–East, as a result of the transient South–West wind. In the Dry season, the

opinion was that wind-driven currents are very infrequent and comparatively weak. In

the Wet season, transient South–West wind-driven currents were thought to be frequent,

comparatively strong and tending a little more North than the Dry season due to frequent

depressions in the East. The result of the seasonal e↵ects of these opposing forces suggested

greater variability in the Wet than the Dry season, and the experts being more uncertain

about eliciting overall surface current direction in the Wet season.
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Figure 3.2: Prevalent identified phenomena contributing to the dominant directions for
the Dry and Wet seasons. Phenomena act towards these directions.

Directional e↵ects of both internal waves and eddies were thought to be constant year-

round. Internal waves predominantly act toward both the North–West and South–East

quadrants. Eddies were considered to be quite unpredictable, but contributing to the

extremes of surface current magnitude when in operation. Finally, cyclonic activity was

believed to produce extreme currents shifts, both in direction and magnitude, and occurred

during the Wet season.

3.4.1 Surface current direction

Experts identified the seasonal modal current directions as 225°during the Dry season,

driven by the global current, and 45° for the Wet season, driven by the wind-driven currents.

At first, 8 bins were considered but the experts were not comfortable eliciting surface

current direction at such fine resolutions. Therefore, 4 bins were used throughout the

workshop. In conjunction with the modal values, 4 bins result in the compass quadrants.

Over a series of questions the experts were asked to distribute 100 chips among the bins.

Table 3.1 reports the elicited modes and bin probability judgements for each season.

These results, as well as the bin orientations, are graphically shown in Figures 3.3a and 3.3b.

Note that bin labels start at the quadrant containing ✓mode and proceeds clockwise. For

example, the Dry season reports a mode of 225° so B1 = [180, 270) with p
d(✓ 2 [B1]) = 0.525

and B2 = [270, 360) with p
d(✓ 2 [B2]) = 0.25. Similarly, the Wet season reports a mode of

45° so B1 = [0, 90) with p
w(✓ 2 [B1]) = 0.28 and B2 = [90, 180) with p

d(✓ 2 [B2]) = 0.22.

The elicited judgements were considered by the experts to be a satisfactory representation
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of the distribution of the directional e↵ects of the main phenomena identified above.

p(✓ 2 [Bi])
Season ✓mode i = 1 i = 2 i = 3 i = 4
Dry 225° 0.525 0.25 0.075 0.15
Wet 45° 0.28 0.22 0.23 0.27

Table 3.1: Seasonal modes and bin probabilities elicited by the roulette method. The
range of each bin is calculated by Equation 3.1.

(a) (b)

Figure 3.3: Elicitation results of the current direction in the (a) Dry season, and (b) Wet
season.

As the elicitation was conducted with 4 bins, we used the AGvM to provide a fit

to the experts’ judgements. The blue dashed lines in Figures 3.4a and 3.4b show p
d(✓)

and p
w(✓) as fitted by the AGvM to the roulette elicitation results in Figures 3.3a and

3.3b. The parameter estimates resulting from the optimisation routine that give rise to

p
d(✓) and p

w(✓) are reported in Table 3.2. Values of 1 are larger for p
d(✓) than p

w(✓),

which represents higher concentration of probability mass about the mode in the Dry

season. This reflects both the smaller variability of currents, and the higher degree of

certainty held by the experts in their judgements for the Dry season. For the Dry season,

2 = �0.166 indicates skewness clockwise from the mode, with more mass allocated towards

the North–West than the South–East. For the Wet season, skewness is not so pronounced

with 2 = 0.0279. In both seasons 1 � 2|2|, indicating that both seasons are unimodal.
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(a) (b)

Figure 3.4: AGvM fits to the experts’ judgements. Panel (a) reports pd(✓) and panel (b)
reports pw(✓). The black solid line marks zero.

! 1 2

p
d(✓) 242 1.14 -0.166

p
w(✓) 0.00 0.158 0.0279

Table 3.2: Parameters for the AGvM fits of surface current direction for each season.
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3.4.2 Surface current magnitude

The conditional distribution of surface current magnitude, given direction, was elicited for

each of the 4 bins for each season. Experts defined the plausible limits of all of distributions

to be from 0 to 1.5m s�1. The common upper limit is indicative of the year round

contribution of eddies. Although comparatively infrequent, eddies were thought capable

of generating very large magnitudes. For pd(�|✓ 2 [Bi]) and p
w(�|✓ 2 [Bi]), i = 1, . . . , 4,

expert judgements of medians (p0.50), and lower (p0.25) and upper (p0.75) quartiles were

elicited and are shown in Table 3.3. All judgements were skewed to the right, such that

that the majority of the probability mass is concentrated around lower values, with heavy

tails representing the possibility of large surface current magnitudes.

Using the SHELF software, the fitted distributions were presented to the experts in

the workshop. This allowed the facilitator to further question the experts on their quantile

beliefs. For instance, the 1st/5th and 95th/99th quantiles were frequently used to assess

the probabilities of unlikely events. When the experts believed the tails were unrealistic,

their judgements were adjusted so that the fitted tails were deemed representative of their

beliefs. Questioning the experts on the tail probabilities frequently lead them to revise

their judgements, suggesting that value was gained by having immediate access to the

fitted distributions in the workshop. The quantile judgements presented in Table 3.3 are

the finalised judgements, after revision of the fitted distributions.

Season Direction Bin p0.25 p0.50 p0.75

Dry

NE B3 0.05 0.15 0.25
SE B4 0.12 0.15 0.22
SW B1 0.15 0.25 0.33
NW B2 0.12 0.21 0.33

Wet

NE B1 0.12 0.2 0.3
SE B2 0.1 0.18 0.4
SW B3 0.15 0.2 0.4
NW B4 0.12 0.2 0.3

Table 3.3: Elicited quartile estimates for pd(�|✓ 2 [Bi]) and p
w(�|✓ 2 [Bi]).

Gamma, log-normal, log-Student-t and truncated normal distributions were all shown

to the experts for every set of judgements. Depending on the results, experts then selected

the distribution they felt most appropriate. The gamma and log-normal distributions were
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su�cient to represent all of the experts elicited judgements. The log-normal is written as

p(�) =
1

��
p
2⇡

exp

✓
�(ln � � µ)2

2�2

◆
, � > 0, µ 2 R, � > 0,

with E[�] = exp
⇣
µ+ �2

2

⌘
and Var[�] = [exp(�2)� 1] exp(2µ+ �

2). We parameterise the

gamma distribution as

p(�) =
�
↵

�(↵)
�
↵�1

e
���

, � > 0, ↵ > 0, � > 0,

with E[�] = ↵
� and Var[�] = ↵

�2 . The resulting fitted distributions are shown in Table 3.4.

For the log-normal distributions “Para 1” denotes µ and “Para 2” �. For the gamma

distribution “Para 1” denotes ↵ and “Para 2” �.

Season Direction Bin Distribution Para 1 Para 2 E[�] Var[�]

Dry

NE B3 Gamma 0.976 4.99 0.196 0.039
SE B4 Gamma 4.83 28.4 0.170 0.0060
SW B1 Log-Normal -1.45 0.601 0.281 0.034
NW B2 Gamma 2.07 8.38 0.247 0.029

Wet

NE B1 Gamma 2.47 10.8 0.228 0.021
SE B2 Log-Normal -1.66 1.04 0.372 0.207
SW B3 Gamma 1.81 6.46 0.280 0.043
NW B4 Gamma 2.47 10.8 0.228 0.021

Table 3.4: Distributional fits, expected values and variances of �|✓ 2 [Bi] for the Wet and
Dry seasons.

Comparison of the expected behaviour of � between quadrants and seasons can be

made from the statistical summaries shown in Table 3.4. For instance, expected values and

variances of � towards the North–East are Ed[�|✓ 2 [B3]] = 0.196, Ew[�|✓ 2 [B1]] = 0.228,

Vard[�|✓ 2 [B3]] = 0.039 and Varw[�|✓ 2 [B1]] = 0.021. This implies that current magnitude

towards the North–East is on average lower but more variable in the Dry season than the

Wet season.
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3.4.3 Marginal distribution of surface current magnitude

We also present pd(�) and p
w(�) by marginalising p

d(✓, �) and p
w(✓, �), over ✓. For binned

values of ✓, the marginal distribution in the Dry season is

p
d(�) =

mX

i=1

p
d(✓ 2 [Bi])p

d(�|✓ 2 [Bi]).

We calculate p
w(�) similarly.

Figure 3.5 plots pd(�) and p
w(�) and shows pd(�) allocates more mass to the interval

(0.10,0.37) than p
w(�). Conversely, pw(�) has higher density for � < 0.10 and � > 0.37.

Statistical summaries are provided in Table 3.5. Quantiles are found computationally via

Monte Carlo estimates, and the expected values and variances are calculated analytically.

The statistical summaries presented in Table 3.5 show that Ew[�] > Ed[�] and Varw[�] >

Vard[�]. This implies that the Wet season experiences on average higher, more variable

surface currents than the Dry season. This is further reflected in the percentile judgements

listed in Table 3.5. Whilst the Dry and Wet seasons have very similar medians of 0.207m s�1

and 0.204m s�1, respectively, the larger variance in the Wet season is most clearly seen by

examining the tails of the distributions. The 5th percentile reports values of 0.059m s�1

and 0.045m s�1, and the 95th percentile reports values of 0.584m s�1 and 0.642m s�1, for

the Dry and Wet seasons. The higher concentration of mass around the median in the Dry

season reflects less variability of surface current magnitude than the Wet season.

Figure 3.5: Seasonal marginal distributions of surface current, pd(�) and p
w(�). The

expected values of the distributions are marked by the dotted lines.
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Season E[�] Var[�] p0.05 p0.25 p0.50 p0.75 p0.95

Dry 0.249 0.031 0.059 0.132 0.207 0.318 0.584
Wet 0.262 0.069 0.045 0.117 0.204 0.332 0.642

Table 3.5: Statistical summaries of pd(�) and p
w(�).

3.5 Concluding remarks

This article considers the use of expert knowledge in o↵shore engineering with an em-

phasis on quantifying the associated uncertainty and likelihood of events via probability.

Directional metocean parameters are the quantities of interest as in o↵shore engineering

their probability distributions are central to Monte Carlo analysis, probabilistic decision

making, risk assessment and constructing prior distributions in Bayesian modelling. Al-

though direct measurements or metocean model outputs may be used to estimate these

distributions, there are many situations when neither are adequate. This is particularly

the case for localised currents because obtaining comprehensive measurements is expensive

and numeric modelling of complex processes such as eddies, solitons and internal tides

remains a challenge [Dhanak and Xiros, 2016].

It is important to recognise that the elicitation process specifically addresses the experts’

subjective beliefs, at the time of the workshop. The results would very likely di↵er for a

di↵erent group of experts or for the same group of experts on another occasion. However,

quantification of the uncertainty or reliability associated with the resulting probability

distributions is di�cult. Rather, the success of the process is gauged by whether the experts

are satisfied with the outcome and whether the outcome is useful. We argue this research

meets both criteria. After eliciting surface currents on the Exmouth Plateau, we provided a

document summarising the results for feedback from the experts. All experts indicated that

the group elicitation workshop added to their own knowledge of surface current behaviour

on the Exmouth Plateau. Furthermore, the experts were content that the results were

satisfactory for use in Monte Carlo analyses of numeric models of vessel motions evaluated

for the Exmouth Plateau. Ongoing research has commenced that combines hindcast data

of winds and waves on the Exmouth Plateau with the elicited surface currents to provide a

joint distribution of these model inputs.

By following the SHELF protocol and including an experienced facilitator, the process
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of eliciting magnitude was routine, albeit novel in o↵shore engineering. Direction, obviously

important when describing many metocean parameters, has not yet been considered in the

elicitation literature. We used a variant of roulette elicitation to elicit expert judgements for

direction, and fitted these judgements using the AGvM distribution, although other circular

distributions may be used. For metocean parameters that are commonly understood to a

higher resolution (for example, wind) experts may be comfortable eliciting more than 4 bins.

In such cases it is possible to harness the additional flexibility of the GvM distribution. The

methodology is transferable to suit any directional metocean parameter and we embedded

the process into the SHELF protocol. The result is a framework with which directional

metocean parameters may be elicited.
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Chapter 4

Emulation of vessel motion

simulators for computationally

e�cient uncertainty quantification

ABSTRACT

The development and use of numerical simulators to predict vessel motions is essential to

design and operational decision making in o↵shore engineering. Increasingly, probabilistic

analyses of these simulators are being used to quantify prediction uncertainty. In practice,

obtaining the required number of model evaluations may be prohibited by time and

computational constraints. Emulation reduces the computational burden by forming a

statistical surrogate of the model. The method is Bayesian and treats the numerical

simulator as an unknown function modelled by a GP prior, with covariances of the

model outputs constructed as a function of the covariances of the inputs. In o↵shore

engineering, simulator inputs include directional quantities and we describe a way to build

this information into the covariance structure. The methodology is discussed with reference

to a numerical simulator which computes the mean turret o↵set amplitude of a FPSO

in response to environmental forcing. It is demonstrated through statistical diagnostics

that the emulator is well designed, with evaluations executed around 60,000 times faster

than the numeric simulator. The method is generalisable to many o↵shore engineering

numerical simulators that require directional inputs and is widely applicable to industry.
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4.1 Introduction

Using numerical simulators to represent the behaviour of complex physical systems is

central to design and operational decision making in o↵shore engineering. For example,

simulating the hydrodynamic responses of floating facilities is used to assess the motions

of spread-moored vessels during squalls [Legerstee et al., 2006], predict the heading and

motions of vessels given steady metocean conditions [Milne and Zed, 2018; Milne et al.,

2016], model ship stability due to roll motions [Surendran and Reddy, 2003], and understand

the hydrodynamics of side-by-side o✏oading [Zhao et al., 2018]. While capable of providing

valuable point predictions such simulators would also benefit from a common statistical

framework to quantify the simulator’s uncertainty to produce statistical predictions. By

propagating the distributions of the input parameters through a simulator, Monte Carlo

techniques are readily available [Saltelli et al., 2000, 2004] but at the cost of many thousands

of simulator runs. This becomes challenging when each simulator run is expensive and/or

results are needed quickly [O’Hagan, 2006], as in operational phases where decisions must

regularly be made reactively and promptly to changing conditions. This article describes

a method to quantify vessel motion simulators’ predictive uncertainties at significantly

reduced computational cost by approximating the simulator with a statistical surrogate.

The process of approximating a computationally intensive simulator with a cheaper

model is known in the literature as emulation [Oakley and O’Hagan, 2002]. The idea is to

model comparatively few simulator outputs from a data analytic perspective and use the

results to predict the behaviour of the simulator at unobserved locations. Many techniques

are available, including neural networks [Knutti et al., 2006; Sanderson et al., 2008; Schiller

and Doer↵er, 1999], regression models [Rougier et al., 2009; Sexton et al., 2011; Williamson

et al., 2013] and GPs [Conti et al., 2009; Oakley and O’Hagan, 2002; O’Hagan, 2006; Sacks

et al., 1989]. Within the statistics community the principal technique used for emulation

involves GPs 1 [Bastos and O’Hagan, 2009], a stochastic process similar to kriging in spatial

statistics. Marrel et al. [2008] compare GPs to other emulation techniques and conclude

that it is a good and judicious alternative to both simple linear regression models, and

more complex methods such as neural networks and boosting trees. We adopt a Bayesian

1
Here the term “Gaussian process” refers to the statistical process, and not the wave description as it

has been used in other o↵shore engineering literature.
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approach by treating the simulator as an unknown function whose prior distribution is

a GP. Updating the prior with simulator outputs yields posterior predictive densities at

unobserved input locations. The attractions of Bayesian GP emulation are their flexibility,

analytic tractability, proved model e�ciency, and probabilistic quantification of uncertainty

(see O’Hagan [2006] for a tutorial).

When appropriately designed, the cheaper model, herein referred to as the emulator,

requires orders of magnitude less runs than what is typically needed by a Monte Carlo

based analysis [Kennedy and O’Hagan, 2001]. Emulation has been successfully employed

across many disciplines, including contributions to research in climate science [Johnson

et al., 2015], cosmology [Vernon et al., 2014], complex fluid dynamics modelling [Moonen

and Allegrini, 2015], epidemiology [Andrianakis et al., 2015], hydrology [Rajabi et al.,

2015], water resources [Razavi et al., 2012], petroleum engineering [Craig et al., 2001],

and environmental engineering [Petropoulos et al., 2013]. In contrast, to the best of our

knowledge, emulation in the o↵shore engineering literature has only been addressed in Green

et al. [2016], who emulate a univariate linear finite element simulator of an o↵shore platform

as part of a Bayesian calibration exercise. We extend this work and o↵er a comprehensive

overview of the topic, methodological advances to allow for multi-dimensional circular and

linear inputs, and provide a suite of diagnostic tools.

Under a GP framework, the simulator’s outputs are modelled as a (infinite dimensional)

multivariate Gaussian distribution, of which any finite subset also has a multivariate

Gaussian distribution. In practice, this implies that (given the parameter estimates) the

posterior predictive densities are also multivariate Gaussian, updated conditionally on the

simulator outputs. The covariance of the GP is typically constructed such that simulator

outputs that are close together have higher correlation than outputs that are further apart.

An important characteristic of GP emulation is that “close together” and “further apart”

are specified by distances in the simulator’s input space. This introduces an additional layer

of complexity for many o↵shore engineering processes where simulators require not only

inputs defined on the real number line but also directional inputs, known in the statistical

literature as “linear” and “circular” inputs, respectively, [Fisher, 1995]. The inclusion of

both circular and linear inputs in emulation is novel both in theory and application and

we demonstrate how they are incorporated into the covariance structure.
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We develop a GP emulator to predict the response for a turret-moored FPSO vessel, as

simulated by a function of environmental forcing. The FPSO of interest is currently mooring

in the Australian North–West Shelf, one of Australia’s most economically significant mar-

itime regions. This problem is selected due to both the recent industry interest in mooring

integrity monitoring [Prislin et al., 2017], and the computational cost of the simulator.

The emulation methodology presented can theoretically be used to predict any continuous

univariate output from the simulator, of which we analyse the mean o↵set amplitude from

the simulator’s stochastic time-domain output. The output stochasticity necessitates an

additional noise term within the emulator and we do so following methodologies provided

in previous research [Andrianakis and Challenor, 2012; Andrianakis et al., 2015; Johnson

et al., 2011]. The model input space is defined by the metocean parameters describing the

wind, wind-wave, swell and surface currents that result in a ten dimensional input space

comprising four circular and six linear variables over which the emulator is constructed.

The covariance matrix is constructed as a product of squared exponential functions for

linear inputs and C
4–Wendland functions for circular inputs [Gneiting, 2013].

In total 3,000 time-domain simulation runs are used, of which 2,500 are used to train

the emulator and 500 are withheld for validation. To capture the joint probability structure

of the wind, wind-wave, and swell-wave input parameters we sample them jointly from

a 34 year hindcast dataset over the region of interest. Unfortunately, surface current

hindcasts were not available over this time span. Instead, we augment the hindcast dataset

with samples from the distributional results of a recent expert elicitation workshop on

surface currents on the North–West Shelf’s Exmouth Plateau as described in Astfalck et al.

[2018]. It is vital to confirm the emulator is a reasonable surrogate of the simulator and

the statistical diagnostics presented in Bastos and O’Hagan [2009] are used to assess the

emulator performance. The diagnostics indicate satisfactory performance. Furthermore,

the emulator o↵ers a run-time decrease of ⇠60,000 times, with a single emulator run

executing in ⇠0.5 ms as compared to a single simulation run of ⇠30 s. Furthermore, the

predictive variances are su�ciently small to be meaningful in application. The method

presented herein is generalisable and may be applied to many numerical models with

univariate and continuous outputs in o↵shore engineering.

The paper proceeds as follows. Section 4.2 describes the underlying numerical simulator
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and the required inputs. Section 4.3 reviews the concepts behind GP emulation, including

the additional considerations required by this application. Section 4.4 presents the results

of the emulation together with the validation diagnostics. Section 4.5 discusses the

significance of the results and outlines some further uses of emulation when analysing

simulator performance, and Section 4.6 summarises the key conclusions of the study.

Appendix 4.A provides a more detailed derivation of Bayesian GP emulation for the

interested reader. Code used within this paper, and non-confidential synthetic data

with which it may be used, have been uploaded to the first author’s GitHub repository

https://github.com/astfalckl/emulation.

4.2 Description of the numerical simulations

4.2.1 Simulation methodology

The dynamic response of a turret-moored FPSO to environmental forcing was simulated in

the time domain using Ariane7 developed by Bureau Veritas [Bureau Veritas, 2007]. The

commercial multi-body hydrodynamic software was utilised to compute the turret-o↵set

from a 6 degree-of-freedom coupled analysis of the vessel and its moorings in response to

wind, waves and currents. The analyses accounted for the inherent non-linearities and

inertias associated with the combined low and high wave frequency dynamic responses

of the vessel. The simulations were three hours in duration, which excluded a 3,000 s

initialisation period and used a time step of one second. The mean turret-o↵set amplitude

was computed from the time histories through the relation | 1T
PT

t=1 rt|, where rt is a vector

position in terms of Easting and Northing, referenced to a fixed global reference, for each

time measurement, t. A screen shot of a single Ariane7 output time-series is shown in

Figure 4.1; the left section of the graph denotes the initialisation period where data was

not used in training the emulator. Figure 4.2 shows the frequency domain response of the

FPSO’s mean o↵set amplitudes. It is seen that the FPSO mooring response is dominated

by the low frequency responses, with the higher wave frequency components having a

comparatively smaller influence — indicative of a relatively compliant mooring system.

Nevertheless, the Ariane time-domain simulation is set-up to ensure that both constituents

are accounted for in the calculation of mean o↵set amplitude.
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Figure 4.1: A single Ariane7 output time-series of o↵set amplitude, generated with a
randomly sampled metocean state from the hindcast data.

Figure 4.2: Frequency domain responses of the FPSO’s o↵set amplitudes.

4.2.2 Vessel properties

The FPSO considered in the study has a length of approximately 350m, a beam of 60m and

is moored in a water depth of approximately 350m in the North–West Shelf of Australia.

The internal turret mooring system comprises steel chain lines arranged in a three-by-three

configuration which are fixed to the seabed using drag anchors, as seen in Figure 4.3. The

simulations were performed for typical (non-extreme) operating conditions corresponding

to a mean draft of 12m and displacement of 180,000 Te.

4.2.3 Site properties

The environmental conditions at the facility include temporally variable surface currents,

wind, wind-waves, and swell. The dominant swell primarily originates from the South–West,

and wind, surface currents, and wind-waves exhibit large directional variation. The wind

and wave parameters which describe the environment at the site were acquired from

a numerical hindcast dataset based on the NCEP Climate Forecast System Reanalysis

(CFSRv2) [Saha et al., 2010] and the third generation WaveWatch III spectral wave model

[Tolman, 2014], which had previously been verified against field measurements. The wind
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Figure 4.3: Mooring configuration of the turret-moored FPSO.

data comprised the mean wind speed and direction at 10m elevation. The wind-waves

and swell are individually described in terms of JONSWAP parameters (i.e. significant

wave height, peak spectral period, mean direction and the peak enhancement factor)

[Hasselmann et al., 1973]. Hindcast data of surface currents were however deemed to not

be reliable, owing to their particularly high spatial and temporal variability. In lieu of field

measurement of the currents, results of a recent expert elicitation of the surface currents at

the site were utilised [Astfalck et al., 2018]. Severe tropical cyclones are expected during

the Wet season, during which the vessel is expected to disconnect. As such, simulating the

vessel response in cyclonic conditions is not considered.

4.2.4 Input parameters

Ten input parameters represent the variable environmental input space of Ariane7. Each

of these inputs is listed in Table 4.1. Directional and magnitude components of wind and

surface current are used. Each wave state is described by a direction, significant wave height,

and peak crossing period and the other JONSWAP parameters are assumed temporally

constant. The circular inputs, x1:4, are normalised on [0, 2⇡), and the linear inputs, x5:10,

are normalised on (0, 1]. Normalisation aids both the numerical stability of the emulator

and serves to confidentialise the data for publication. A-priori, all parameters listed in

Table 4.1 are considered to a↵ect the FPSO mean o↵set amplitude and are therefore

included for consideration in modelling.
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Table 4.1: Model input parameters. The symbol ° denotes angular measurements in
degrees relative to compass North.

Parameter Unit

x1 Surface current direction °
x2 Wind direction °
x3 Swell direction °
x4 Wind–wave direction °
x5 Surface current magnitude m s�1

x6 Wind magnitude m s�1

x7 Swell significant wave height m
x8 Swell peak period s
x9 Wind-wave significant wave height m
x10 Wind-wave peak period s

4.3 Gaussian process emulation

GP emulation considers the simulator to be an unknown function g(·), modelled by a GP

prior, where g(·) returns univariate output, y, from a set of p–dimensional inputs, x 2X .

Herein the mean o↵set amplitude is represented by y and the inputs in Table 4.1 are

represented by x. The GP prior represents the belief that the predictive distribution of

any output y, conditioned on its input x, is Gaussian. Furthermore, the joint distribution

of the outputs of any finite collection of elements in the input space follows a multivariate

Gaussian distribution. If X is continuous, the set of all possible inputs in X results in a

infinite-dimensional Gaussian distribution from which a realisation of the function may

be sampled. In practice, we only consider the finite collection of training and prediction

locations. Mathematically, this prior belief is expressed as

g(·)|⇥ ⇠ GP(m0(·),�0(·, ·))

where m0(·) is the mean function, �0(·, ·) is the covariance function, and ⇥ = [�,�2,✓] is

a vector of all unknown parameters. The mean function models the global trends in the

data, and is most commonly represented as the linear regression model m0(x) = h(x)T�.

Here, h(·) is a vector of m known regression functions, h1(·), . . . , hm(·), and � is an

unknown vector of coe�cients. More advanced mean structures have been used (for

instance in Vernon et al. [2010]); however, due to the satisfactory results seen in Section 4.4

these structures are deemed not necessary herein. The covariance function is defined as
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�0(x,x0) = �
2
c(x,x0;✓), where �2 is an unknown amplitude parameter, and c(·, ·) is a

known correlation function dependent on unknown parameters ✓. The correlation function

controls important aspects of the emulator, such as smoothness and periodicity; further

details pertinent to our application are discussed in Section 4.3.1.

Given a set of training data, where the simulator has been run n times producing

outputs y = {y1, . . . , yn} from corresponding inputs x1, . . . ,xn 2X , the likelihood of the

data can be expressed as

y|�,�2,✓ ⇠MN (H�,�2⌃), (4.1)

whereH = [h(x1), . . . ,h(xn)]T , and ⌃ is a matrix with i,jth elements ⌃i,j = c(xi,xj ;✓), i, j 2

{1, . . . , n}. As detailed in Appendix 4.A, by setting a prior over the parameters and in-

voking Bayes’ theorem we can first make inference about the posterior distribution of

the parameters (Equation 4.7). Subsequently the posterior predictive distribution can

be calculated using Equations 4.5 and 4.6 to predict simulator outputs for any input in

X . It is the posterior predictive distribution that forms the emulator. Because sampling

from the posterior predictive distribution involves straightforward linear algebra, emulator

predictions are orders of magnitude faster than executing the simulator.

Despite its simplicity, the GP emulator is highly flexible and capable of capturing very

non-linear model behaviour (see O’Hagan [1978] for early work on flexible curve fitting

using GPs). The emulation literature has shown that these assumptions are generally

appropriate. In any case, a collection of statistical diagnostics are employed in Section 4.4

to validate the emulator. For the sake of clarity and brevity we have omitted much of the

mathematics from the main body of this text and provide a more thorough mathematical

description of GP emulation in Appendix 4.A.

4.3.1 Adapting emulation for application to vessel motion modelling

The above methodology can be applied to the emulation of vessel motion simulations

with two important extensions. The first is the specification of a correlation function

to incorporate knowledge about both the circular and linear inputs. The second is to

incorporate stochasticity in the model outputs—this is to reflect the knowledge that

repeated executions of Ariane7 at the same inputs result in randomly varying outputs due
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to random wave-state sampling in the time-domain.

Specification of the correlation function

By selecting an appropriate correlation function, c(·, ·;✓), we can incorporate our knowledge

about the emulator properties, such as output smoothness and periodicity. When multiplied

by the amplitude parameter, �2, this yields a non-negative definite variance-covariance

matrix for any set of inputs in X . Generally, in emulation, the correlation function

reflects that “nearness” in the input space implies high correlation in the outputs and the

converse. Figure 4.4 shows the evident change in model behaviour from di↵erent correlation

functions. Rasmussen [2004] provides a comprehensive review of correlation functions and

their applications.

In the present application, the input space is defined by four circular and six linear

parameters; hence, we define c(·, ·;✓) for both types of inputs. This is achieved by specifying

the global correlation function as a product of correlation functions for each dimension in

X . We define c(·, ·;✓) as

c(x,x0;✓) =
4Y

m=1

cC4(xm, x
0
m;✓)

10Y

n=5

cSE(xn, x
0
n;✓).

Here, cSE(·, ·;✓) and cC4(·, ·;✓) denote the families of squared exponential and C
4–Wendland

correlation functions respectively. An implication of the squared exponential function is

that samples from the GP are infinitely di↵erentiable. As we wish to model the belief

that a small change in inputs imparts a small change in the outputs, this assumption of

smoothness is appropriate. The squared exponential correlation function is defined as

cSE(xn, x
0
n; ⇢n) = exp

✓
� |xn � x

0
n|2

2⇢n

◆
, ⇢n > 0,

where ⇢n is a length-scale parameter governing output smoothness for each linear input

n. Larger values of ⇢n reflect a smoother output surface. This e↵ect is demonstrated

in Figure 4.4 with a simple toy simulator containing one input parameter and emulated

using the squared exponential correlation function. Figures 4.4a and 4.4b show the GP

emulator results when ⇢1 = 1 and ⇢1 = 0.05. The underlying true function is denoted

by the black dashed line and the red dots are the training points for the emulator. For
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each case a single sample from the GP is shown by the blue solid line, and 0.95 predictive

intervals are shaded in grey. Smoother estimates of the underlying function and tighter

predictive densities are apparent for ⇢1 = 1 than ⇢1 = 0.05. Note also in Figure 4.4 that at

the training points the emulator’s predictive uncertainties are zero. This is because the

toy simulator is deterministic so the underlying function is known exactly at these points.

In this sense the mathematical foundation of the simulator is encoded into the emulator,

which in turn uses standard results of multivariate Gaussian random variables to quantify

posterior predictions at unobserved locations.

The C4–Wendland function is a class of circular correlation function, defined in Gneiting

[1999] as

cC4(xm, x
0
m; ⌧m) =

✓
1 + ⌧m

d(xm, x
0
m)

⇡
+

(⌧2m � 1)

3

d(xm, x
0
m)2

⇡2

◆✓
1� d(xm, x

0
m)

⇡

◆⌧m

+

,

where ⌧m � 6, (t)+ = max(t, 0), and d(xm, x
0
m) is the geodesic distance, d(xm, x

0
m) =

arccos
⇣
cos
⇣
xj � x

0
j

⌘⌘
, between two angles on the unit circle. Similar to the squared

exponential function, ⌧m governs the output smoothness for each circular input m, with

larger values of ⌧m reflecting a rougher output surface.

By defining the correlation function as such, we assume that the underlying function

is homogeneous along each dimension, but as a higher dimensional surface is anisotropic.

This means that di↵ering degrees of smoothness can be used to describe response change

between dimensions, but this smoothness does not change within dimensions. Methods

for building GPs over heterogeneous models is an ongoing topic of discussion within the

statistics community (for example see Pope et al. [2018]), but we do not require such

methodologies herein.

Allowance for output stochasticity

The majority of the emulation literature deals with functions that are deterministic, such

that repeated evaluations of the model with identical inputs results in identical outputs.

However, for time-domain simulations such as Ariane7, repeated executions of the same

inputs result in slight variations in output due to di↵erent wave train histories with varying

seeds. Thus, an allowance should be made for the fact that we can not observe the
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(a) ⇢ = 1 (b) ⇢ = .05

Figure 4.4: E↵ect of varying length-scale, ⇢, on the GP predictions. The true function
(black dashed line), the 95% prediction intervals (grey boundary), and a single sample
(blue solid line) are given for both GPs. The red points were provided to both GPs as
training points. The approximation in (a), where the appropriate values have been used is
clearly more suitable than that shown in (b).

true output value. There are many approaches to the emulation of stochastic simulators

[Andrianakis and Challenor, 2012; Andrianakis et al., 2015; Johnson et al., 2011]. Here, we

add a term to the diagonal of the prior distribution’s variance–covariance matrix, such that

⌃̃ = ⌃+ ⌫I, as in Rasmussen [2004]. This addition changes the likelihood in Equation 4.1

to be

y|�,�2,✓ ⇠MN (H�,�2(⌃+ ⌫I)).

The addition of ⌫ in the prior distribution accounts for noise in the observed data

but without further augmentations it would not account for noise in the predictions.

As emulation is concerned with predicting simulation outputs, rather than modelling

the underlying process, we must include prediction noise. To do this we substitute

⌃̃⇤⇤ = ⌃⇤⇤ + ⌫I in the posterior variance, where ⌃⇤⇤ is a matrix with i, jth elements

⌃⇤⇤i,j = c(x⇤
i ,x

⇤
j ;✓), i, j 2 {1, . . . , n⇤}. Here, we use ⇤ to denote predictive quantities,

such that the x⇤
i ’s are the locations of the prediction inputs, and n

⇤ is the number of

predictions. The e↵ects that the addition of ⌫ has on the emulator are demonstrated in

Figure 4.5, which shows the same toy example as in Figure 4.4 with and without the e↵ects

of including ⌫ in prediction. The values of ⇢1 are constant in both Figures. By including
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⌫, rather than interpolating the points (Figure 4.5a), the emulator will approximate the

points with uncertainty (Figure 4.5b). In emulation, this addition is only suitable when

the simulator outputs are stochastic, as the false inclusion of a noise term may lead to

unsuitable estimates of the other parameters.

De Oliveira [2007] shows that after the addition of the noise term in ⌃̃ and ⌃̃⇤⇤, the

non-informative prior p(�,�2) / �
�2 remains conjugate. Following the procedure in

Appendix 4.A, similar results are produced to that of Equations 4.5 and 4.6, di↵ering only

in that ⌃ and ⌃⇤⇤ are replaced by ⌃̃ and ⌃̃⇤⇤. The value that ⌫ takes may be estimated

along with ✓. Equation 4.7 is adapted to incorporate ⌫ such that

p(✓, ⌫|y) / p(✓, ⌫)|⌃̃|�1/2|HT ⌃̃�1
H|�1/2(�̂2)�(n�q)/2

.

A maximum-a-posteriori estimate is then made on the parameters ⌫ and ✓.

(a) ⌫ = 0 (b) ⌫ = 0.05

Figure 4.5: The e↵ects of including the noise term, ⌫, in the GPs. The true function
(black dashed line), and the 95% prediction intervals (grey boundary) are shown for both
GPs. The red points were provided to both GPs as training points. E↵ects of ⌫ can be
seen where in (a) when it is zero, training points are interpolated exactly. Conversely, in
(b) where ⌫ is non-zero, the training points have an associated noise.
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4.4 Emulation results and diagnostics

4.4.1 Model specification and results

Calculations of mean o↵set amplitude resulting from a series of numerical simulations of

FPSO trajectories in response to varying environmental conditions are emulated using the

methodology presented in Section 4.3. Table 4.1 lists the considered inputs; this results

in a ten dimensional input space with both circular and linear variables. A numerical

hindcast dataset is used to inform wind, wind-wave, and swell parameters, and the results

of an expert elicitation workshop are used to inform surface current parameters [Astfalck

et al., 2018].

As with many other o↵shore engineering applications, the input space is highly correlated

and complex. Fortunately, a 34 year dataset of hourly hindcast observations for wind, wind-

wave and swell is available. We note that whilst the hindcast data are not real observations,

it is widely understood that these data form good approximations to the real metocean

processes [Chawla et al., 2013]. To prevent designing the emulator in regions of negligible

probability, we select our training data by uniformly randomly sampling time-measurements

from the hindcast dataset. This exploits the inherent correlated structure present in the

inputs, allowing us to obtain random draws from the joint distribution of wind, wind-wave,

and swell. The elicitation results in Astfalck et al. [2018] present seasonal distributions

for surface current magnitude and direction, at the location of the FPSO. We augment

the training samples from the hindcast dataset with seasonally matched samples from the

elicited distributions of surface current. This method of design o↵ers a pragmatic approach

for designing the emulator, without the requirement to specify a priori the complicated,

dependent probability distributions of the input parameters. Furthermore, this reduces the

e↵ective size of the input space over which the emulator is to be constructed. A consequence

of this design method is the loss of space filling a↵orded by other popular methods such as

Latin hyper-cube sampling. However, given the highly correlated and complex structure of

the input space, this is deemed as acceptable. We iteratively generated training points

and monitored the root mean squared error, and the average prediction variance — both

as a function of the number of training points. These results are shown in Figure 4.6.

Relatively little increases in accuracy and precision are seen after 2500 training points, and
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thus we deem this as an acceptable sample size for our training data. In total we use 2,500

Ariane7 executions for training and 500 for validation. The design process of the emulator

is illustrated in Figure 4.7.

Figure 4.6: The average root mean squared error between the emulator and the simulator,
and the average prediction variance of the emulator.

Expert Elicitation
of Surface Currents

Hindcast Dataset
of Wind and Waves

GP Emulator Ariane7

Mean o↵set am-
plitude prediction

Training Inputs

Figure 4.7: Flowchart depicting the emulation methodology. The results of an expert
elicitation are used to augment the the hindcast dataset. Training inputs are then run
through Ariane7, and the resulting outputs are used to train the emulator. Once the
emulator is trained predictions of mean o↵set amplitude, given a metocean condition, are
made.

With regard to the primary motivation of reducing simulation time, the trained emulator

o↵ers a run-time decrease of ⇠60,000 times, where a single emulator run requires ⇠0.5 ms

compared to a single Ariane7 run of ⇠30 s. As an initial indicator of performance we
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conduct an uncertainty analysis on the mean o↵set amplitude and compare validation

(unobserved) data obtained from the simulator with outputs of the emulator run at the

same locations. Figure 4.8 provides histograms of the distribution of the mean o↵set

amplitude (measured in metres) from the Ariane7 training runs (Figure 4.8a), and the

emulator (Figure 4.8b). In general, the agreement is favourable, with relatively small

di↵erences in the tails which is attributable to emulator uncertainty. However, the total

simulation run times required to produce these histograms are 14,700 s for Ariane7, and

0.27 s for the emulator. This reinforces the advantages that emulation holds, as estimated

predictive values, and their uncertainty, are able to be obtained in near-real time. For

instance, this would be useful in informing predictions of vessel motions during operational

phases.

(a) (b)

Figure 4.8: Histograms to show the distribution of the mean o↵set amplitude (measured
in metres) from (a) the Ariane7 training runs, and (b) the emulator.

4.4.2 Validation diagnostics

Due to the input dimensionality, validation of the emulator by simple inspection is challeng-

ing, as visualisation of high-dimensional surfaces is di�cult and often impossible. Rather,

we utilise a collection of statistical diagnostics presented in Bastos and O’Hagan [2009],

to analyse the emulator performance. We examine the prediction variances, individual

prediction errors, coverage, and prediction intervals, defined later in this section. Visual pre-

sentations of these diagnostics are shown in Figure 4.9. These measures are selected as they
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diagnose common issues in emulation and are easily interpretable. A more comprehensive

overview of emulator diagnostics is available in Bastos and O’Hagan [2009].

The diagnostics presented in Bastos and O’Hagan [2009] assume that the simulator

is deterministic, meaning that the true simulator outputs can be observed. As discussed

in Section 4.3.1 this is not the case with Ariane7. Its inherent stochasticity is however

quantified by ⌫ — with maximum-a-posteriori estimate ⌫ = 5 ⇥ 10�3. As this value is

several orders of magnitude less than the simulation outputs, for the purpose of diagnostic

calculations, we consider the simulator stochasticity to be negligible.

Prediction variances

Figure 4.9a plots the empirical density of the variances, Var[y⇤|x⇤
i ], of the predicted

outputs y⇤ with corresponding inputs x⇤. This is calculated by Equation 4.6. For emulator

predictions to be useful, the predictive variances must be smaller than a stipulated threshold,

often determined as a percentage of the total output variance of the simulator, Var[y]. The

requisite precision is application specific, as more critical applications may necessitate more

precise predictions. We use the threshold 0.1Var[y], and Figure 4.9a shows that 91.4% of the

data lies underneath this bound, which is indicated by the dotted line. This suggests that

the majority of emulator predictions are precise enough to be meaningful, at this threshold.

Large prediction variances are symptomatic of validation points lying far from the training

points. The implemented random sampling design of the training and validation points

makes covering the entire input space with the training data di�cult. Despite this, we find

by using a random sampling design the emulator is in general acceptably meaningful in its

predictions.

Individual prediction errors

The standardised individual prediction errors are calculated as the di↵erence between the

simulator’s outputs and the emulator’s mean predictions, standardised by the predictive

standard deviations. Mathematically this is defined as

D
I
i (y

⇤) =
y
⇤
i �M2(x⇤

i |✓)p
⇤2(x,x⇤

i ;✓)
,

85



CHAPTER 4. EMULATION OF VESSEL MOTION SIMULATORS FOR
COMPUTATIONALLY EFFICIENT UNCERTAINTY QUANTIFICATION

for each validation point, i, where M2(x⇤
i |✓) and ⇤2(x,x⇤

i ;✓) are defined in Equations 4.5

and 4.6 as

M2(x
⇤;✓) = H

⇤�̂ + ⌃T
⇤ ⌃

�1
⇤⇤ (y�H�), and

⇤2(x,x
⇤;✓) = �̂

2[⌃⇤⇤ � ⌃T
⇤ ⌃

�1⌃⇤ + (H � ⌃T
⇤ ⌃

�1
H)(⌃T

⇤ ⌃
�1⌃⇤)

�1(H � ⌃T
⇤ ⌃

�1
H)T ].

Given the emulator’s Gaussian assumption, the D
I
i (y

⇤) have standard Student-t distri-

butions with n � 1 degrees of freedom, where n is the number of training points. As n

is large in this case, we can approximate the errors to be normally distributed. Thus,

values of DI
i (y

⇤) located far outside regions of reasonable probability for a standard normal

distribution indicate disagreement between the emulator and the simulator. This is useful to

diagnose issues in emulation, possibly indicating an inappropriate choice of mean function,

poor estimation of parameters, false assumption of model homogeneity, or non-Gaussian

distributed outputs.

Figure 4.9b compares the empirical density of the D
I
i (y

⇤) (solid black line) to the

standard normal distribution (grey dashed line). The small excess mass in the tails of

the empirical distribution suggests minor disagreement between the emulator and the

simulator. We calculate 97% of the validation data to be bounded by [�3, 3], where 99%

is expected. Investigation into the locations of the points not bounded by [�3, 3] show

them to be isolated and random, suggesting no significant structure in the error. It is

noted that this does not necessarily diagnose a fault in the emulator, as complex simulators

can be highly non-linear and may behave erroneously, thus breaking the assumption of

simulator homogeneity. This point is further discussed in Section 4.4.2 in the context of

the prediction intervals of the emulator.

Coverage

Emulator coverage, also known as the D
↵ diagnostic, calculates the proportion of the

validation points lying within the emulator’s marginal prediction intervals of size ↵. For a

given nominal coverage, ↵, the diagnostic is evaluated as

D
↵(y⇤) =

1

m

mX

i=1

1(y⇤
i 2 PIi(↵)),
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where 1(·) is an indicator function, PIi(↵) denotes the predictive interval bounding ↵

probability at input i, and m is the total number of validation points. Should the emulator

accurately approximate the simulator we expect the value of ↵ and D
↵ to be close. When

D
↵
> ↵, this indicates accurate prediction of the true values, however with excessive

uncertainty. Conversely, should D
↵
< ↵ the emulator does not predict the true values; this

may either be due to too-small prediction variance or a more fundamental disagreement

between the emulator and the simulator.

Figure 4.9c plots the nominal coverage, ↵, against the empirical coverage, D↵. It

can be seen that the emulator slightly over-predicts the simulator outputs in the interval

↵ 2 [0.25, 0.75], and slightly under-predicts towards the tail values. Due to random

sampling variation, slight deviation from the diagonal is expected—especially towards

higher values of ↵. The discrepancy between ↵ and D
↵ is minor, and we conclude that the

emulator predicts with reasonable accuracy throughout its entire predictive distribution.

Prediction intervals

Finally, in Figure 4.9d, we plot the Ariane7 outputs against the emulator’s 50% prediction

intervals. This may help diagnose structure in the error of the emulator, as a function of

the output value. An example of where this is useful would be to diagnose an emulator

that regularly under-predicts large values. As we analyse the 50% prediction intervals,

under the assumption of output independence, we expect that half of the plotted lines

intersect the diagonal, with all lines being close. However, there are three locations where

there is a serious discrepancy between the emulator and the simulator. These points are

all located towards low Ariane7 output values. Again, this does not necessarily diagnose a

fault in the emulator, as many computationally expensive models are complicated, and

often unexpected and erratic behaviour may occur. In such situations, it is unreasonable

for the emulator to predict this behaviour. When the emulator is expected to perform

well, and there are large disagreements, a simulation developer may be notified to aid

with further exploration. This is especially salient for simulators with high-dimensional

input spaces, as dimensionality may prevent assiduous exploration of the simulator. Thus,

further to e�cient computation we may also use emulation to help diagnose erroneous

simulator outputs.
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(a) (b)

(c) (d)

Figure 4.9: Emulation diagnostics adapted from Bastos and O’Hagan [2009]. (a) Empirical
prediction variance density at the locations of the validation points. The vertical dotted
line represents the desired threshold, calculated as 0.1Var[y], of the predictive variances.
(b) Comparison of the empirical density of the individual prediction errors (solid black
line) and the standard normal distribution (grey dashed line). (c) The D

↵ coverage plot
showing the proportion of validation points lying within the emulator’s marginal predictive
intervals. (d) Ariane7 outputs plotted against the emulator’s 50% prediction intervals. All
diagnostics have been calculated using the validation points.
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4.5 Discussion

With the goal of increasing the computational e�ciency of predicting mean o↵set amplitude

from Ariane7, we demonstrate the application of a Gaussian process emulator. We achieve

a time decrease of ⇠60,000 times, and diagnostic results indicate that the emulator predicts

Ariane7 accurately and precisely. The mean o↵set amplitude is of particular interest to the

ocean engineering community for assessing mooring integrity. The theory presented is the

same for any continuous univariate output, and thus may be adapted to a wide range of

applications. We note that the emulation methodology presented within is not capable of

simulating full time-series outputs, but rather predicts univariate statistical summaries of

the simulation. Though information from the simulation time-series output may be lost (for

instance the turret-position rate of change), many statistical summaries remain that are

important to decision making and to capturing the hydrodynamic non-linearities. Should

more complicated output structures be required, extensions to to allow for multivariate

[Conti and O’Hagan, 2010], functional [Bayarri et al., 2009], and time-series outputs [Conti

et al., 2009] are available. Whilst the run time of Ariane7 is not prohibitive to some

statistical analyses, for instance the global uncertainty analysis shown in Figure 4.8a,

emulation enables a much richer class of analyses; this may include short-term uncertainty

analysis for operational decisions based on simulator predictions, sensitivity analysis, and

Bayesian model calibration—all of which are of increasing importance to the o↵shore

engineering industry, as discussed below.

A natural extension of this theory is to use the emulator for operational predictions

with near-real time uncertainty quantification. For instance, given an uncertain and

impending weather forecast, samples may be propagated through the emulator to provide

an uncertain output prediction. Such a Monte Carlo based uncertainty analysis may require

thousands of runs, which the emulator can perform in a matter of seconds. Further, this

may be computed on-board the vessel using fairly standard desktop computers, mitigating

data security concerns associated with advanced computing techniques if data must be

transmitted to shore for analysis. The current state-of-the-art for vessel motion prediction

relies either on heavily simplified models, more advanced simulations that require substantial

computational resources—typically external to the ship, or the vessel-captain’s subjective
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experience. Emulation can allow for the information embedded in complex numerical

simulators to be used locally, at low cost and e�ciently.

Sensitivity analysis calculates the relative importance of each simulator input via

examination of their influence on the simulator output. Examples of sensitivity analysis

being implemented in the o↵shore engineering community may be found in Huang et al.

[2017], Eldin and Kim [2016], and Xu et al. [2015]. Many techniques are available, however

we provide discussion with respect to variance-based sensitivity analysis [Chan et al.,

1997; Oakley and O’Hagan, 2004; Saltelli et al., 2000]: the most widely implemented

method for sensitivity analysis amongst the statistics community (see Saltelli and Annoni

[2010] for a tutorial). To ensure this is done e�caciously, Saltelli and Annoni [2010]

advocate for over 10,000k model runs to be used, where k is the input dimensionality

of the model. This estimation is under the assumption of independent inputs; note that

for dependent inputs—as demanded by many metocean processes—this number may be

orders of magnitude larger as the assumptions made in Saltelli et al. [2010], for the e�cient

sampling of model runs, are violated. Computationally less intensive methodologies for

sensitivity analysis are available, however many of these are not as meaningful in their

results as their variance-based brethren. Furthermore, to the best of the authors knowledge,

variance-based methods have been the only methods proposed that may allow for dependent

inputs—as necessitated by o↵shore modelling. Thus, the use of emulation to facilitate

variance-based methods for sensitivity analysis is desirable.

Model calibration has always been of importance to numerical simulation developers.

For the o↵shore engineering community this plays a particularly important role when

model-scale or field data are incorporated in the simulations (for example in Jiao et al.

[2018] and Hifi and Barltrop [2015]). The model uncertainty due to uncertain input

parameter estimates is often challenging to capture. Kennedy and O’Hagan [2001] present

a Bayesian method to calibrate numerical simulators, whereby all sources of uncertainty

are included in the calibration. This has since become a standard practice amongst

the statistics community [Santner et al., 2003]. The method demonstrated in Kennedy

and O’Hagan [2001] however requires MCMC sampling of the simulator, with changing

input parameter values. MCMC sampling frequently involves hundreds of thousands of

iterations—where a larger input space often necessitates more samples—and the simulator
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must be re-evaluated each time. Bayesian calibration is thus generally not feasible for

use with expensive simulators. Combining emulation with Bayesian calibration o↵ers an

attractive means to overcome this hurdle in o↵shore engineering applications such vessel

motion prediction.

By increasing the breadth of application for Ariane7, and other numerical simulators,

more detailed insights and predictions may be garnered. Complex numerical simulators

are predominantly used in design phases, and not in operations, primarily due to their

computational expense. Whilst many design analyses are enabled by emulation, so to are a

range of operational applications. Emulation builds upon the information contained inside

of complex simulators, and embeds this knowledge into a e�cient modelling framework

to probabilistically predict at unobserved locations. Thus, the use of emulation does not

supplant the need for numerical simulators; instead, emulation may ultimately lead to the

wider uptake of both existing and new simulators.

4.6 Conclusion

Motivated by the need to overcome the burden of prohibitive simulation run times, emulation

has been applied to model the turret o↵set of a FPSO in response to environmental

forcing. The requirements for incorporating directional inputs and stochastic outputs

are identified. Both the theoretical development of a covariance structure to account for

input directionality, and the application of emulation, are particularly novel to o↵shore

engineering. The trained emulator o↵ers a run-time decrease of ⇠60,000 times, where a

single emulator run requires ⇠0.5 ms compared to a single Ariane7 run of ⇠30 s. Four

diagnostics are used to assess the appropriateness of the emulator design, and they indicate

satisfactory performance. Reduction of the computational burden induced by numerical

simulators may enable a collection of di↵erent analyses, including probabilistic analyses

such as near-real time uncertainty quantification, sensitivity analysis, and Bayesian model

calibration. It is demonstrated that emulation o↵ers a new and robust technique to reduce

computational expense and is generally applicable to a wide range of o↵shore engineering

problems.
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Appendices

4.A Gaussian process emulation

Consider a function, g(·), returning univariate outputs, y, from a set of p–dimensional

inputs, x 2X ✓ Rp. Despite the function outputs, y, being theoretically known for any

x 2X , in practice, we must execute software to evaluate g(·); this is often computationally

intensive. From a Bayesian perspective, we thus consider the function g(·) to be unknown,

and assign it a prior distribution. When observations from g(·) are available, the prior

belief of the function is updated to form a posterior distribution, where the uncertainty is

zero at the observed locations. Output predictions, y⇤, are obtained from the posterior

predictive distribution, p(y⇤|y), for inputs x⇤ 2 X . Following the recommendations of

Oakley and O’Hagan [2002] we implement a GP prior over g(·).

The GP prior is a generalisation of the multivariate Gaussian distribution to infinitely

many variables, where any finite collection of variables is distributed as a multivariate

Gaussian distribution. When representing a function, each variable in the multivariate

Gaussian distribution represents a single element in the input space. Mathematically, we

represent our prior belief about g(·) as

g(·)|�,�2,✓ ⇠ GP(m0(·;�),�0(·, ·;�)),

where the mean function m0(·) is given by m0(x) = h(x)T� and �0(·, ·;�) denotes the

covariance function with parameters � = [�2,✓]. Here, h(·) is a vector of m known

regression functions, h1(·), . . . , hm(·), and � is an unknown vector of coe�cients. The

non–zero mean function is designed to represent the global trends of the model output over

the input space, and is commonly defined as h = (1,x)T . The covariance function �0(·, ·;�)
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is defined as �0(x,x0;�) = �
2
c(x,x0;✓), where �2 is an unknown scale parameter and

c(·, ·;✓) is a known correlation function with a vector of unknown parameters ✓. The choice

of c(·, ·;✓) determines properties of the emulator’s structure, for instance, smoothness and

periodicity.

Given n realisations from g(·), y = [y1, . . . , yn], corresponding to inputs x1, . . . ,xn 2X ,

the likelihood of the observed data is given by the multivariate Gaussian distribution

y|�,�2,✓ ⇠MN (H�,�2⌃), (4.2)

whereH = [h(x1), . . . ,h(xn)]T , and ⌃ is a matrix with i,jth elements ⌃i,j = c(xi,xj ;✓), i, j 2

{1, . . . , n}. Given n
⇤ inputs [x⇤

1, . . . ,x
⇤
n⇤ ] where the function has not been observed, with

corresponding unknown outputs y⇤, the joint distribution of y and y⇤ is the multivariate

Gaussian distribution

2

4 y

y⇤

3

5 ⇠MN

0

@

2

4H�

H
⇤�

3

5 ,�
2

2

4 ⌃ ⌃⇤

⌃T
⇤ ⌃⇤⇤

3

5

1

A , (4.3)

whereH⇤ = [h(x⇤
1), . . . ,h(x

⇤
n⇤)]T , ⌃⇤ is the n⇥n⇤ matrix with elements ⌃i,j = c(xi,x⇤

j ;✓), i 2

{1, . . . , n}, j 2 {1, . . . , n⇤}, and ⌃⇤⇤ is the n⇤⇥n⇤ matrix with elements ⌃i,j = c(x⇤
i ,x

⇤
j ;✓), i, j 2

{1, . . . , n⇤}. By conditioning on y the full conditional distribution is given by

y⇤|y,�,�2,✓ ⇠MN (M1(x
⇤;�,�),⇤1(x,x

⇤;�)), (4.4)

where

M1(x
⇤;�,�) = H

⇤� + ⌃T
⇤ ⌃

�1(y�H�), and

⇤1(x,x
⇤;�) = �

2(⌃⇤⇤ � ⌃T
⇤ ⌃

�1⌃⇤).

To make inference about the unobserved outputs y⇤, we must first account for the

unknown parameters �,�2 and ✓. Following Kennedy and O’Hagan [2001] and Oakley

and O’Hagan [2002], we specify the prior distribution of � and �
2 as p(�,�2) / �

�2.

Combining this with Equation 4.1 using Bayes’ theorem, the posterior distribution is a
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normal inverse-gamma distribution, given by

�|y,�2,✓ ⇠MN (�̂,�2(HT⌃�1
H)), and

�
2|y,✓ ⇠ IG

✓
n� q

2
,
(n� q � 2)�̂2

2

◆
,

where �̂ = (HT⌃�1
H)�1

H
T⌃�1y and �̂

2 = yT (⌃�1�⌃�1⌃⇤(⌃T
⇤ ⌃�1⌃⇤)�1⌃T

⇤ ⌃�1)y
n�q�2 . Equa-

tion 5.8 may now be expressed independent of � and �2 by integrating them out, where

p(y⇤|y,✓) =
Z Z

p(y⇤|y,�,�2,✓)p(�|y,�2,✓), p(�2|y,✓)d�d�2.

This yields the multivariate t distribution

y⇤|y,✓ ⇠MT n�q(M2(x
⇤;✓),⇤2(x,x

⇤;✓)),

where

M2(x
⇤;✓) = H

⇤�̂ + ⌃T
⇤ ⌃

�1(y�H�̂), and (4.5)

⇤2(x,x
⇤;✓) = �̂

2[⌃⇤⇤�⌃T
⇤ ⌃

�1⌃⇤+(H�⌃T
⇤ ⌃

�1
H)(⌃T

⇤ ⌃
�1⌃⇤)

�1(H�⌃T
⇤ ⌃

�1
H)T ]. (4.6)

Finally, we must estimate the unknown parameters, ✓, in the correlation function,

c(·, ·;✓). Due to the analytically intractable structure of the correlation function, there exist

no analytical solutions for ✓. A fully Bayesian analysis would estimate ✓ probabilistically

using computational techniques such as MCMC sampling. Alternatively, an estimate of ✓

is made, and then assumed to be the truth. For any prior belief p(✓), it can be shown that

p(✓|y) / p(✓)

Z Z
p(y|�,�2,✓)p(�,�2)d�d�2

/ p(✓)|⌃|�1/2|HT⌃�1
H|�1/2(�̂2)�(n�q)/2

, (4.7)

where ⌃ and �̂2 are functions of ✓. To estimate ✓ we take a maximum-a-posteriori estimate

by finding the value of ✓ for which Equation 4.7 is maximised. This does not e↵ect

Equations 4.5 and 4.6 as ✓ is only required to calculate values of ⌃, ⌃⇤ and ⌃⇤⇤.
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Chapter 5

A Bayesian approach to the

quantification of extremal

responses in dynamic structures

ABSTRACT

Prediction of the extremal responses of dynamic structures is a vital step in the risk

management of o↵shore assets. Often when modelling structural response the outputs

are dependent on covariates defined on a continuous input domain. We demonstrate a

methodology to allow for continuous covariates in extremal modelling by building latent

variable models, whereby output dependencies are incorporated by smooth processes in the

latent parameters. This allows information from close-by input regions to be shared when

forming inference at unseen inputs. We illustrate the methodology using a computational

simulation of FPSO vessel motions, modelled as functions of the peak wave period. We

provide methodologies and diagnostics for the modelling of the time-domain maxima,

quantiles, and threshold exceedance data. There are three contributions made by this

research: a methodology to predict the extremal outputs from a time-domain simulator,

with incorporation of continuous covariate knowledge; significant speed increase when using

the developed methodology as a computational proxy to the simulator; and a framework

for the probabilistic quantification of the output uncertainty of the extremal data.
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5.1 Introduction

Existing frameworks for the analysis of extremal data in o↵shore engineering primarily

focus on the prediction of extreme environmental conditions (e.g. Jonathan and Ewans

[2013]). In parallel, there is a growing need for methodologies to predict and quantify

uncertainty surrounding extremal structural motions for operational risk management and

decision making. Operational strategies frequently rely upon simulated structural dynamics

that are the outputs of complex functions, the inputs of which are metocean parameters

[Bitner-Gregersen, 2015]. Although technological advances have meant near-real time

predictive tools are increasingly desired in industrial settings [Khan et al., 2016], this

can be infeasible with some simulators. Astfalck et al. [2018b] describe how a statistical

surrogate of a simulator (a.k.a an emulator) can execute evaluations ⇠ 60, 000 times faster

than a simulator of mean turret o↵set and produce reliable predictions. This article extends

the work of Astfalck et al. [2018b] to a methodology that emulates extremal features of

outputs from a simulator that requires only the parsimonious usage of training data to

provide fast and accurate predictive performance.

We model the extremal realisations from the time-domain computer simulation of

a turret-moored FPSO vessel, with inputs specified by the environmental forcing. To

align with industry standards [DNV, 2014], 3-hour time-domain simulations of the vessel

motions are used. The vessel of interest is currently mooring in the Australian North–West

Shelf, one of Australia’s most economically significant maritime regions. The Australian

North–West Shelf is subject to metocean conditions with high spatio-temporal variation

due to phenomena such as frequent internal waves, strong and sporadic eddies, tropical

cyclones, and perennial swell [Astfalck et al., 2018a]. It is vital to the safety of the vessel

to predict when metocean conditions are expected to lead to unfavourable local motions as

work may become unsafe and subsequently halted until the vessel stabilises. The decision to

halt work is costly, and must be balanced with the risk of injury and asset damage [McBride,

2012]. Over-caution leads to superfluous economic loss. Conversely, under-caution may

lead to economic, social, and environmental consequences. This research is motivated by

the need to predict the distributions of vessel extreme behaviours in a timely and accurate

manner.
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Statistical extreme value (EV) theory provides a mathematical framework in which to

quantify the extremal behaviour of measured quantities [Coles et al., 2001]. Asymptotic

arguments allow for the distributions of maxima and threshold exceedance data to be

quantified, without the need to model the main body of the data [De Haan and Ferreira,

2007]. Modelling the maxima is immediately possible from the time-series data. However,

modelling the threshold exceedance evaluations relies on the specification of a threshold. It

is seldom clear what value this threshold should take, as it is required to be high enough

for the asymptotic arguments to hold, but low enough to leverage su�cient data [Ross

et al., 2017]. Alternatively, thresholds may be specified by domain experts to provide

values that are meaningful for operations. In the absence of such criteria we use quantile

regression to set a threshold to correspond to a high covariate dependent quantile of the

time-series data. Quantile regression is used to estimate the quantile values, providing a

meaningful threshold in the modelling of the threshold exceedance data. This modelling

process yields predictions for three extremal quantities: maxima, threshold exceedance

motions, and quantiles.

The simulator’s maxima and threshold exceedance outputs are assumed to either be

realisations of generalised extreme value (GEV) or generalised Pareto (GenP) distributions,

the paramaters of which are functions of the input space. Simulator output dependencies

are induced by modelling the GEV and GenP parameters as smooth functions over the

input space. We implement the latent variable model in a Bayesian framework. This allows

for the inclusion of prior beliefs, and the use of MCMC sampling to numerically integrate

over the analytically intractable latent space [Hastings, 1970; Metropolis et al., 1953].

Three motions key to vessel operability are analysed as a function of the peak-wave

period: heave, pitch, and roll. To assess model performance two diagnostics are introduced.

We utilise coverage plots and Quantile-Quantile (QQ) density plots to examine the models of

maxima and threshold exceedance over the entire predictive distribution. For the quantiles,

the resulting fit from minimising leave-one-out-cross-validation over both the training

and validation data is used as a measure of truth and the quantile regression results are

compared to this fit using the root-mean-squared error. The demonstrated methodologies

provide a good basis for the fast and accurate modelling of extremal data over a continuous

input space. Due to the specification of covariance between inputs, relatively small numbers
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of simulations are required by the modelling. The scope of the research has been developed

in conjunction with industry, and future avenues for deployment are being investigated.

The paper proceeds as follows. Section 5.2 reviews the simulator of vessel motions,

and presents the maxima data. Section 5.3 defines the three analysed tail behaviours.

Section 5.4 describes the background statistical knowledge. Section 5.5 specifies the

latent variable models. Section 5.6 presents the results with diagnostics. Section 5.7

provides discussion and outlines future avenues of development, and Section 5.8 o↵ers

conclusions from the research. Code used in the research is available on the first author’s

GitHub repository https://github.com/astfalckl/extreme. As the analysed data are

confidential, a synthetic dataset has been generated and uploaded to be used with the

developed code.

5.2 Simulator of FPSO vessel motions

The dynamic responses of a turret-moored FPSO — subject to environmental forcing —

is simulated using Ariane7, commercially available software developed by Bureau Veritas

[Bureau Veritas, 2007]. Ariane7 is a multi-body hydrodynamic software, commonly used

by o↵shore oil and gas industry to assess vessel mooring integrity. We utilise Ariane7 to

simulate vessel roll, pitch, and heave from a six-degree-of-freedom coupled analysis of the

vessel and its moorings. Each simulation randomly generates a wave-train, and so the

simulation output is stochastic. Consequently, each simulation run provides us with a

single realisation of the vessel’s maximum response. Thus, in its current form, probabilistic

understanding of the maximum responses requires many executions of the simulator.

Each simulation is run for an equivalent of three-hours, as in practice wave spectra may

generally only be considered stationary for this time [DNV, 2014]. An initialisation period

of 3,000 sec is specified to allow the vessel to come to equilibrium and a recording time-step

of 1 sec is used; a single time-domain execution is shown in Figure 1. In real time, each

simulation run requires ⇠30 sec to execute, so when quantification of output uncertainty is

needed, the propagation of thousands of input samples through the simulator is infeasible

for operations. Vessel operating conditions correspond to the mean operating draft of 12 m

and displacement of 180,000 Te. To illustrate the methodology presented herein, we analyse
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Figure 1: Roll response from a single Ariane7 execution. The initial 3000 sec indicates
the initialisation period where no recordings are made. The blue diamond at ⇠7500 sec
marks the maximum value of the time-series, the red dashed line denotes the 95th quantile,
and the purple points represent the threshold exceedance data.

the vessel response as a function of peak wave period, Tp, with a constant significant wave

height and incident wave angle. In total 500 simulation runs are used, of which we assign

60 for training and the remaining 440 for model validation. The location of these runs are

generated from a Latin hypercube space filling design. No two runs are executed at the

same location. Although the simulator is stochastic, thus resulting in a di↵erent output for

each execution, the results modelled over the input domain will account for this uncertainty.

Depiction of the maxima from the training and validation runs for roll, pitch, and heave,

are shown in Figure 2. For confidentiality, the peak wave period has been normalised onto

(0, 1].

5.3 Definition of tail behaviours

This research looks at three important extremal quantities: the maxima, the threshold

exceedance data, and the quantiles. Given a series of time-domain measurements, t1, . . . , tn,

the maxima is defined as

Mn = max{t1, . . . , tn},

the set of threshold exceedance points as

yt = {ti : ti � u}
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Figure 2: Simulation maxima for FPSO roll, pitch, and heave. The training points are
denoted by the blue diamonds, and the validation data is denoted by the grey dots. Roll
and pitch are measured in degrees, and heave is measured in metres.
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for some threshold u, and the ↵% quantile as

Q̃↵(x) = inf

(
t :

nX

i=1

1(ti(x)  t) � n↵

)
.

To highlight the distinctions, roll response from a single run of the time-domain simulator

is shown in Figure 1. The maximum value is marked by the blue diamond at ⇠7500 sec,

the 95th quantile is shown by the dashed red line, and the threshold exceedance data is

represented by the purple points above the threshold. To aid clarity this colour scheme

is upheld throughout the exposition. Industrial interpretations for these models are as

follows; the model of simulation maxima allows us to predict the distribution of maximum

occurrence for the given simulation length, quantile regression of the ↵-quantile estimates

the value that will be exceeded ↵% of the time, and the model for quantile exceedance

quantifies the expected distribution of the data given the data exceeds the ↵ quantile. The

di↵erences between these models may seem subtle, however their interpretations are key to

providing industry with a complete view of the extremal processes at hand.

5.4 Statistical theory

The following section explains the requisite statistical theory required to understand the

methodology presented in Section 5.5. First, Section 5.4.1 presents basic EV theory,

including quantile regression; and second, Section 5.4.2 gives an overview of GP modelling,

the methodology used to induce dependency over the inputs. Methods and ideas presented

within this section have been adapted from many sources. Most notably background

information in Section 5.4.1 relies on De Haan and Ferreira [2007], Sang and Gelfand [2009]

and Coles et al. [2001] for traditional EV theory; Koenker [2005] and Yu and Moyeed

[2001] for quantile regression; and Section 5.4.2 relies on Sacks et al. [1989], Kennedy and

O’Hagan [2001] and Rasmussen [2004].

5.4.1 Extreme value theory

The statistics of extremes has grown into a vast area of research, both from a methodological

and applied standpoint. When inference is required in the distributional tails beyond what

is available by the data, one may appeal to the asymptotic results of EV theory. Initial
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findings of asymptotic limiting distributions for extremal data were separately conceived

by Fréchet [1928], Fisher and Tippett [1928] and von Mises [1936], however, it was not

until the 1980’s that the field reached a level of maturity — as documented by De Haan

and Ferreira [2007]. Since these developments EV theory has become integral to many

research fields with, for example, recent work seen in environmental modelling [Joyce et al.,

2018], econometrics [Martins-Filho et al., 2018], naval architecture [Gaidai et al., 2018],

medical science [Chiu et al., 2018], and solar physics [De la Luz et al., 2018].

Consider a series of identical and independently distributed (iid) measurements,

t1, . . . , tn, from a distribution, F . To model the single most extreme value of the n

measurements we focus on the behaviour of

Mn = max{t1, . . . , tn}.

In theory we may derive the distribution of Mn as

P (Mn  t) = P (t1  t, . . . , tn  t)

= P (t1  t)⇥ · · ·⇥ P (tn  t)

= Fn(t). (5.1)

This is, however, not accessible when F is unknown. One technique is to estimate F and

substitute it into Equation 5.1, although problems arise when n is large as small errors in

the estimation of F can lead to significant discrepancies in Fn. Instead EV theory asks

if there exist distributional families for Fn that may be estimated only by the extreme

values, Mn. Note that this is the extreme value analogy of the central limit theorem, where

distributional means may be approximated by a normal distribution [Coles et al., 2001].

Consider z < z+, where z+ is the smallest value of z such that F(z) = 1. As n!1,

Fn(z) ! 0, and the distribution of Mn degenerates to a point mass at z+. This is not

useful to empirical modelling of extreme data. The problem of degeneracy is avoided by

rescaling Mn such that

M
⇤
n =

Mn � bn

an

for an > 0 and bn 2 R. The extremal types theorem then states that for constants an and
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bn if

P

✓
Mn � bn

an
< z

◆
! G(z) as n!1 (5.2)

where G is a non-degenerate function, then G must be a member of the GEV family. A

brief proof of this is included in Section 3.1.4 of Coles et al. [2001].

Generalised extreme value distribution

The GEV distribution is defined as

G(z) = exp

"
�
✓
1 + ⇠

z � µ

�z

◆�1/⇠
#

(5.3)

for ⇠ 6= 0 and

G(z) = exp


� exp

✓
�z � µ

�z

◆�
(5.4)

for ⇠ = 0 where z is defined on the set {z : 1 + ⇠(z � µ)/�z > 0} with location parameter

µ 2 R, scale parameter �z > 0, and shape parameter ⇠ 2 R. The GEV distribution is a

generalisation of the three EV distributions: the Weibull, Gumbel and Frechet distributions.

Unification of the three EV distributions leads to a more robust approach to statistical

inference, as estimation of the shape parameter ⇠ naturally selects the distribution most

suited to the data. The GEV distribution is the only distribution that satisfies Equation 5.2,

regardless of the data-generating distribution F .

Generalised Pareto distribution

Often we are concerned not only with modelling the maxima but also in modelling threshold

exceedance events. By utilising more than just the most extreme point, modelling peaks-

over-thresholds allows more data to be incorporated into the analysis. We describe the

threshold exceedance distribution by

H(t) = P (T < t | t > u) =
F(t)� F(u)

1� F(u)

for a threshold u. As with the GEV distribution, if the distribution F were known then

modelling the threshold exceedance is trivial, although, this is rarely the case. However,

approximations of H may be made as the threshold u increases to a su�ciently high level.
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Suppose that F satisfies the extremal types theorem, such that

P (Mn  z) ⇡ G(z)

for some µ,�z and ⇠. Then, for large enough u, the distribution H(t) is approximated by

the GenP distribution

H(t) = 1�
✓
1 + ⇠

t� u

�̃z

◆�1/⇠

, t > u (5.5)

for ⇠ 6= 0, and

H(t) = 1� exp

✓
� t� u

�̃z

◆
, t > u (5.6)

for ⇠ = 0, where �̃z = �z + ⇠(u� µ). Proof of this is included in the appendix of Jonathan

and Ewans [2013].

It is important to note that in many instances of exceedance modelling the threshold

value is pre-specified, however we wish to incorporate covariate e↵ects such as in Jonathan

et al. [2014a]. In this work the threshold is to be defined by a high quantile, as estimated via

a quantile regression procedure. Results shown herein consider the top 5% of the time-series

data. There is no guaranteed selection of the threshold, u, such that the exceedance data

will be GenP distributed [Northrop and Coleman, 2014]. The choice of u must thus be

validated after the modelling stages with appropriate diagnostics to confirm that the choice

of a GenP distribution for the exceedance data is appropriate. More discussion on the

selection of u is found in Scarrott and MacDonald [2012], Thompson et al. [2009], Guillou

and Hall [2001] and Tancredi et al. [2006].

Quantile regression

Quantile regression is an extension of classical regression modelling of conditional mean

models to the estimation of models for conditional quantile functions [Koenker, 2005].

Here, we follow the recommendations of Jonathan et al. [2013] and Northrop et al. [2016]

and use the upper quantiles to provide a meaningful threshold for modelling the threshold

exceedance data. We define Q↵(x) as the true ↵ quantile of the distribution of the
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time-domain measurements t1(x), . . . , tn(x), with input x, such that

Q↵(x) = inf {t : P (F(x)  t) � ↵} .

Due to the inherent stochasticity of the time-domain simulation, Q↵(x) is an unknown

function that varies with input x. Should the distribution of the outputs, F , be known

then Q↵ can be estimated. However, as discussed in Section 5.4.1 we do not wish to specify

a parametric class for F . Rather, we propose the use of the empirical quantile estimates:

Q̃↵(x) = inf

(
t :

nX

i=1

1(ti(x)  t) � n↵

)
, (5.7)

for the n data at each observed input location. We then obtain predictions of the quantiles,

Q̂↵(x), by modelling the empirical estimates Q̃↵(x), as further detailed in Section 5.5.1.

5.4.2 Gaussian process modelling

GPs are a non-parametric approach to modelling unknown functions. They are widely

implemented to solve a variety of regression and classification problems [Rasmussen, 2004].

Within the Bayesian paradigm the modelling approach specifies a prior and predicts directly

in the function space, with the function properties determined by the governing parameters

in the mean and covariance functions. Define by g(x) an unknown function on the domain

x 2 X . Suppose n observations of g(·) are made at locations x = (x1, . . . , xn). The goal is to

use these observations to predict at n⇤ unobserved input locations, x⇤ = (x⇤1, . . . , x
⇤
n⇤). The

GP prior assumes the observed data are realisations of a multivariate normal distribution:

(g(x) | ⇥) ⇠MN (M,⌃).

M is a column matrix with i, 1th elements Mi = m0(xi), i 2 {1, . . . , n}, and ⌃ is a matrix

with i, jth elements ⌃i,j = �0(xi, xj), i, j 2 {1, . . . , n}. Here m0(·) and �0(·, ·) represent the

mean and covariance functions, respectively, and are both known functions with unknown

parameters, ⇥. More generally, the GP prior may be written is terms of the mean and

covariance function:

(g(·) | ⇥) ⇠ GP(m0(·),�0(·, ·)).
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The GP prior specifies that the conditional distribution of any single output g(x), given

an input x, is Gaussian. Furthermore, the joint distribution of any finite collection of outputs

given corresponding elements in the input space is multivariate Gaussian (theoretically

extended to an infinite number of elements in X ). Given the unobserved input locations,

x⇤, we may express the joint distribution of the observed and the unobserved data as

0

@

2

4 g(x)

g(x⇤)

3

5

������
⇥

1

A ⇠MN

0

@

2

4M

M
⇤

3

5 ,

2

4 ⌃ ⌃⇤

⌃T
⇤ ⌃⇤⇤

3

5

1

A ,

where M
⇤ is a column matrix with i, 1th elements M

⇤
i = m(x⇤i ), i 2 {1, . . . , n⇤}, ⌃⇤ is

a matrix with i, jth elements ⌃i,j = �0(xi, x⇤j ), i 2 {1, . . . , n}, j 2 {1, . . . , n⇤} and ⌃⇤⇤

is a matrix with i, jth elements ⌃i,j = �0(x⇤i , x
⇤
j ), i, j 2 {1, . . . , n⇤}. Following O’Hagan

[1978] we appeal to multivariate normal theory, and condition the unobserved points on

the observed points, yielding

(g(x⇤) | g(x),⇥) ⇠MN (M1(x
⇤;⇥),⇤1(x,x

⇤;⇥)), (5.8)

where

M1(x
⇤;⇥) = M

⇤ + ⌃T
⇤ ⌃

�1(yt �M), and

⇤1(x,x
⇤;⇥) = ⌃⇤⇤ � ⌃T

⇤ ⌃
�1⌃⇤.

Thus, inference on g(·) at any unobserved region in X may be made, conditional on

the observed data. The posterior predictive density can be obtained by marginalising

Equation 5.8 over the uncertain estimates of ⇥.

5.5 Proposed methodology

5.5.1 Model specification

We demonstrate three methodologies for the analysis of di↵erent types of extremal data.

The maxima and quantiles are able to be immediately modelled from the data. However,

the threshold exceedance model is dependent on the quantile estimates. The three method-

ologies are included as follows. First, we build a latent variable model of the simulation
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maxima. Then, we use quantile regression to obtain estimates of the quantiles. Finally, we

use the results of the quantile regression to model the threshold exceedance data, also with

a latent variable model. A summary of this modelling process is seen in Figure 3.

Time-domain
Simulation Data

Quantification
of Maxima

Quantile Regression

Quantile Ex-
ceedance

Figure 3: Flowchart depicting the modelling process from the raw time-series measure-
ments. Quantification of the maxima, and quantile regression may be done in parallel
given the time-series data. Modelling high-quantile data uses results from the quantile
regression.

Simulation maxima

We begin by modelling the simulation maxima. We impose two requirements: first, the

conditional distributions of the maxima given an input x must be modelled by a GEV

distribution; and second, parameters at locations close in the input space must have higher

correlation than points far away. Maxima, z = [z1, . . . , zn]T , are assumed to be GEV

distributed and independent, conditioned on the corresponding inputs x = [x1, . . . , xn]T .

The location parameter µ is modelled by a GP, the scale parameter �z by a log-linear

function, and the shape parameter ⇠z is assumed to be constant over X . Mathematically

we express this model as

(z(xi) | µ(xi),�z(xi), ⇠z) ⇠ GEV (µ(xi),�z(xi), ⇠z | ✓,�z)

(µ | ✓) ⇠ GP(0,�1(·, · | ✓))

(�z | �z) = exp(X�z)

X = [1,x,x2
,x3]

p(⇠z,✓,�z) = p(⇠z)p(✓)p(�z),
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where µ = {µ(xi)} and �z = {�z(xi)} for i = {1, . . . , n}, �1(xi, xj) = ↵
2
1 exp((xi�xj)2/2⇢1)

is the squared-exponential covariance function defined by parameters ✓ = [↵2
1, ⇢1], �z is a

vector of regression coe�cients, and p(⇠z), p(✓), and p(�z) are the prior distributions for

⇠z, ✓, and �z, respectively. Prior distributions are specified as ⇠z ⇠ N (0, 1), ✓m ⇠ C+(0, 1),

and �z,n ⇠ C(0, 1), where N is the univariate normal distribution, C+ and C are the half and

full Cauchy distributions, respectively, and ✓m and �z,n denote the mth and nth elements

in ✓ and �z where m 2 {1, . . . , dim(✓)} and n 2 {1, . . . , dim(�z)}. The structure of the

design matrix X was selected after some exploratory data analysis as it provided good

balance of flexibility and model simplicity. Given the data, z, the posterior is expressed as

p(µ,�z, ⇠z,✓ | z) / p(z | µ,�z, ⇠z) p(µ | ✓) p(⇠z,✓,�z),

with the posterior predictive distribution for a maxima z
⇤ at location x

⇤ defined by

p(z⇤ | z) =
Z Z

· · ·
Z

p(z⇤ | µ(x⇤),�z, ⇠z) p(µ(x
⇤) | ✓,µ)

p(µ,�z, ⇠z,✓ | z) dµ(x⇤) dµ d�z d⇠z d✓.

(5.9)

Quantile Estimates

Quantile estimates, Q̃↵(·), are made at each of the observed inputs, x1, . . . , xn — as

specified in Equation 5.7. We impose the belief that closeness in the input domain

impels high correlation in the estimates Q̃↵(x). Thus the stipulation of a GP prior with

appropriate covariance function is reasonable, as detailed in Section 5.4.2. For a zero-mean

GP, predictions of the quantiles, Q̂↵(·), at an input x⇤ are made following

Q̂↵(x
⇤) | Q̃↵(x),� ⇠MN (M2(x

⇤;�),⇤2(x, x
⇤;�)) (5.10)

where

M2(x
⇤;�) = ⌃T

⇤ (⌃+ ⌫I)�1
Q̃↵(x), and

⇤2(x, x
⇤;�) = ⌃⇤⇤ � ⌃T

⇤ (⌃+ ⌫I)�1⌃⇤.

Matrices ⌃, ⌃⇤, and ⌃⇤⇤ are specified by a squared-exponential function �2(xi, xj) =

↵
2
2 exp((xi � xj)2/2⇢2) where � = [↵2

2, ⇢2]. The additional parameter ⌫ accounts for the
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variation of Q↵(x)� Q̃↵(x). Note that ⌫ is only applied to the variance-covariance matrix

of the observed data, ⌃, and not with the variance-covariance matrix of the unobserved

data, ⌃⇤⇤. This is so the true quantiles, Q↵(·), are estimated and not the noisy estimates,

Q̃↵(·).

Threshold exceedance

Quantile regression results are used to model the quantile exceedance data, such that

the threshold, u(·), is specified by the posterior fitted mean values of Q̂↵(x⇤) such that

u(·) = E[M2(·;�)]. We further define by yt,i the set of time-series measurements, t(xi),

exceeding the threshold, u(xi), such that yt,i = {t(xi) : t(xi) > u(xi)}. Appealing

to the statistical methodology in Section 5.4.1 we assume the exceedance data Y t =

[yt,1, . . . ,yt,n]
T , conditioned on the corresponding inputs x = [x1, . . . , xn]T , to be GenP

distributed. As in Section 5.5.1, we model �̃z by a log-linear function, and the shape

parameter ⇠y as a constant over X . The model is defined as

(yt,i | u(xi), �̃z(xi), ⇠y) ⇠ GP (u(xi), �̃z(xi), ⇠y | �,�y)

(u(·) | Q̃↵(x),�) ⇠ GP(0,�2(·, · | �))

(�̃z | �y) = exp(X�y)

X = [1,x,x2
,x3]

p(⇠y,�,�y) = p(⇠y)p(�)p(�y),

where �, and �2(·, · | �) are as defined in Section 5.5.1, �y is a vector of regression

coe�cients, and p(⇠y), p(�), and p(�y) are the prior distributions on ⇠y, �, and �y,

respectively defined as ⇠y ⇠ N (0, 1), �m ⇠ C+(0, 1), and �y,n ⇠ C(0, 1), where �m

and �y,n denote the mth and nth elements in � and �y for m 2 {1, . . . , dim(�)} and

n 2 {1, . . . , dim(�y)}. In theory the shape parameters ⇠z and ⇠y should be the same,

however, as di↵erent types of data are used to inform the models for maxima and threshold

exceedance, some variation is expected. Given the observed data, Y t, and quantile

estimates, Q̃↵(x), the posterior distribution of the unknown parameters is

p(u,�y, ⇠y,� | Y t, Q̃↵(x)) / p(Y t | u,�y, ⇠y) p(u | Q̃↵(x),�) p(⇠y,�,�y),
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with the posterior predictive distribution for a measurement of threshold exceedance y
⇤
t at

location x
⇤ defined by

p(y⇤t | Y t) =

Z Z
· · ·
Z
p(y⇤t | u(x⇤),�y, ⇠y) p(u(x

⇤) | u,�)

p(u,�y, ⇠y,� | Y t, Q̃↵(x)) du(x
⇤) du d�y d⇠y d�.

(5.11)

5.5.2 Sampling details

For all models the posterior is analytically intractable, and so may not be directly sampled

from. Recent advances in MCMC sampling are used to estimate the posterior quantities of

interest. We implement a No-U-Turns (NUTS) sampling scheme [Ho↵man and Gelman,

2014] embedded in the probabilistic programming language, RStan [Carpenter et al., 2017].

All RStan models are available on the first author’s GitHub Repo https://github.com/

astfalckl/extreme. RStan relies on HMC sampling [Neal et al., 2011] to explore the

posterior. This has the advantages of using information on the posterior’s gradient to

explore the space, and has been seen to be more e�cient in highly constrained correlated

spaces than traditional MCMC algorithms [Girolami and Calderhead, 2011].

5.6 Results with application to FPSO vessel motions

5.6.1 Diagnostics of model performance

As the developed models are mainly a tool for prediction, the model diagnostics used herein

focus on the models’ predictive performance. For the maxima and threshold exceedance

models we wish to assess the entire predictive distribution rather than some central feature.

Appropriate diagnostics should allow for this; and so we utilise coverage and QQ density

plots: explained in Section 5.6.1. Appropriate validation of the modelled quantiles is less

obvious, as we aim to model and validate an unobservable quantity. Following Plumlee and

Tuo [2014] we find the set of parameters whose corresponding mean function minimises the

leave-one-out cross validation index using all the data, both training and validation. We

then use this mean function as an indication of the truth for validation. The leave-one-out

cross validation index is defined in Section 5.6.1.
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Coverage plots

Diagnostic plots for emulation were first described in Bastos and O’Hagan [2009], and

demonstrated in the context of o↵shore engineering in Astfalck et al. [2018b]. We adapt

from this the coverage diagnostic, also known as the D
↵ diagnostic [Bastos and O’Hagan,

2009]. Coverage calculates the proportion of validation points lying within the predictive

intervals of width ↵. Given an expected, or nominal, coverage, the diagnostic is evaluated

by

D
↵(y⇤

t ) =
1

r

rX

i=1

1(y⇤
t,i 2 PIi(↵)),

where PIi(↵) denotes the predictive interval bounding ↵ probability at input i, and r is

the total number of validation points. For an accurate model, we expect the value of ↵

and D
↵ to be close. When D

↵
< ↵ the model is lacking in predictive performance, and

when D
↵
> ↵ the model predicts with excessive uncertainty.

Quantile-quantile density plots

Whilst coverage provides a measure of predictive performance of the model over its entire

posterior predictive distribution, it does not include knowledge of the specified distributional

assumptions. When the distributional form of the posterior predictive distribution is known

QQ plots may be utilised, so that the empirical quantiles of the data may be compared

to the distributional quantiles. For the models of maxima and threshold exceedance we

know that when conditioned on the parameters and an input, the posterior predictive

distributions are GEV and GenP distributed, respectively. However, when we integrate

over the parameters, as in Equations 5.9 and 5.11, the resulting distributions do not retain

their respective GEV and GenP distributional forms. Past research has evaded this issue

by taking single estimates of the parameters — we do not do this as we are concerned

with the full propagation of uncertainty in our predictive estimates. Rather, for every

parameter sample, the conditional predictive distributions at every validation location are

normalised, and the QQ plot calculated. This information is then collated into a single

plot, and the quantile densities are calculated for each theoretical quantile. We expect

that, for accurate distributional assumptions, the majority of the mass should bound the

45-degree line through the origin.
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Leave-one-out cross validation index

For the zero-mean GP described in Equation 5.10 the leave-one-out cross-validation index

for each observation is calculated by

eij(�) =
(⌃�1(�))j
(⌃�1(�))jj

Q̃↵(x),

⌃, �, and Q̃↵(x) are as defined in Equation 5.10, (·)j denotes the jth row, and (·)jj denotes

the jth diagonal element. To obtain an estimate of the true quantile process we find the

point prediction of the parameters �̂ such that the leave-one-out cross-validation index is

minimised:

�̂ = argmin
nX

i=1

mX

j=1

e
2
ij(�).

Note that �̂ is estimated using all the data, both training and validation.

5.6.2 Modelling maxima

Results corresponding to the model for maxima, specified in Section 5.5.1, are seen in

Figure 4. The darkest banded intervals denote the 90% credible interval of the location

parameter, µ, the medium grey intervals represent the 90% prediction interval of the

maxima, and the lightest grey intervals represent the 99% prediction interval of the

maxima. For all motions, the model shows clear asymmetry with a heavier tail towards

the more extreme values, reflecting the generally positive samples of ⇠z from the MCMC

scheme. Coverage plots and QQ density plots are shown in Figure 5. For all motions

prediction of the larger quantiles sees slightly excessive uncertainty, however it is acceptable.

The 90% density bounds, marked by the dashed lines, in the QQ density plots bound the

theoretical GEV quantiles through the whole domain, indicating that the specification of

GEV distributions on the data is appropriate.

5.6.3 Modelling quantiles

The fitted 95% quantiles, modelled as per Section 5.5.1, are shown in Figure 6. The dotted

line indicates the leave-one-out cross-validation fit using both training and validation data,

treated as an indication of the truth. The solid black line represents the fitted posterior
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Figure 4: Posterior predictive distributions of the simulation maxima. The training
points are denoted by the blue diamonds, the validation data is denoted by the grey dots.
The dark grey band shows the 90% credible intervals for the location parameters, µ, the
medium grey bands denotes the 90% prediction intervals of the maxima, and the light grey
bands represents the 99% prediction intervals of the maxima.
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(a) Roll (b) Roll

(c) Pitch (d) Pitch

(e) Heave (f) Heave

Figure 5: Coverage plots (Figures 5a, 5c and 5e) and QQ density plots (Figures 5b, 5d
and 5f) are shown for the fitted time-domain maxima. The predictive coverages of the
models are good, with a small — yet acceptable — excess in predictive uncertainty for
all motions. Further, the QQ density plots suggest that the distributional assumptions of
the model are appropriate. The dashed lines in the QQ density plots represent the 90%
credible intervals of the empirical quantiles for each theoretical quantile.
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mean values for the 95% quantiles, trained from the quantile estimates at the training

locations — denoted by the red crosses. It is apparent that the resulting fit is close to the

leave-one-out cross-validation fit, with root-mean-square errors of 0.026, 0.015 and 0.016

for roll, pitch, and heave, respectively.

5.6.4 Modelling threshold exceedance

Data exceeding the 95th quantiles are modelled as per Section 5.5.1, the results are shown

in Figure 7. The purple points represent the exceedance data from which the threshold

exceedance model is estimated. The light grey intervals represent the 99% prediction bounds,

and the dark grey intervals represent the 90% prediction bounds. To aid plotting clarity

the data has been thinned by a factor of 100. Note that these data have only been thinned

for plotting purposes, but the analysis incorporated the entire dataset. Diagnostics for this

model are available in Figure 8. The coverage plots indicate good predictive capabilities of

the model. For roll the 90% quantile intervals bound the theoretical quantiles through the

whole domain. For pitch and heave, some minor deviations are seen towards the upper

quantiles. The uncertainty in the QQ density plots for the threshold exceedance data is

much less than for maxima data. This is due to more data being available in the fitting of

the model, and thus a better prediction of the underlying process.

5.7 Discussion

5.7.1 Near-real time inputs to decision analysis

A fundamental motivation of this paper is to provide predictions of the extremal vessel

motions to inform decision analysis. Particularly in the o↵shore engineering industries,

decision making for operations often needs to be made swiftly and reactively to changing

metocean input conditions. It is thus imperative for any predictive tool to be fast and

accurate in its execution. Accuracy of the methodology is demonstrated in the results in

Section 5.6. Execution of the methodology involves simple computational tasks, including

the numerical integrations in Equations 5.9 and 5.11. Given a sample from the distributions

of inputs and the parameters, distributions of the vessel’s maxima and threshold exceedance

models are estimated in ⇠2 ms. Thus, the numerical integration over the predictive
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Figure 6: Fits of the 95% quantiles. The dashed line represents the approximation of
the truth by utilising a leave-one-out cross-validation fit of all of the data. It is apparent
that both fits are extremely close. The red crosses represent the calculated quantiles at
the training locations, and grey dots are calculated quantiles at the validation locations.
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Figure 7: Posterior predictive distributions of the top 5% of the data. The training data
is denoted by the purple points, and the exceedance data at the validation locations is
denoted by the grey dots. For plotting, data has been thinned by a factor of 1000. The
dark grey interval denotes the 90% prediction interval, and the light grey interval denotes
the 99% prediction interval. The red dashed lines denote the mean estimates of the 95%
quantiles.
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(a) Roll (b) Roll

(c) Pitch (d) Pitch

(e) Heave (f) Heave

Figure 8: Coverage plots (Figures 8a, 8c and 8e) and QQ density plots (Figures 8b,
8d and 8f) for the fitted threshold exceedance model, respectively. Both the predictive
coverage and QQ density plot suggest good fits. The dashed lines in the QQ density plot
represent the 90% credible intervals of the empirical quantiles for each theoretical quantile.
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input density and the uncertain parameters is executable in a matter of seconds. When

compared to the original simulator, the demonstrated methodology predicts the extremal

motions ⇠15,000 times faster. We note that the run time of the statistical methodology

is independent of the computational cost of the simulator, and so may be expected to be

constant regardless of the choice of simulator.

5.7.2 Probabilistic estimation of return periods

Often in industrial settings, quantification of extremes is described in terms of return

periods, calculated either non-parametrically or parametrically [Jonathan et al., 2014b].

Return periods provide an estimated time interval between events of a similar magnitude.

For example, the return period of an 100-year wave describes the wave that occurs annually

with probability 0.01. Typically return periods of extreme inputs are discussed in the

order of tens to thousands of years and act as inputs into survival analyses during design

[Salvadori et al., 2015]. The application of return periods does not, however, prevent

their use for shorter-term extreme value predictions. For example, say we wish to model

the maximum expected vessel motion over a five-day cyclone event. The data from the

three-hour simulations may be used to predict the five-day return period and subsequently

used to inform the go or no-go decision of the vessel. With the specification of a parametric

distribution, the calculation of the return period is mathematically available. Here, the

return periods for the extremal distributions of vessel motions, corresponding to a period

T = 1/p, are defined as

zp = µ� �z

⇠z

 
1�

✓
� log

✓
1� p

nt

◆◆�1/⇠z
!

(5.12)

and

tp = u+
�̃z

⇠y

"✓
np

p
⇣u

◆⇠y

� 1

#
(5.13)

for the GEV and GenP distributions, respectively. Here nt is the number of time-domain

simulation lengths tn per unit T , np is the number of time-steps ti � ti�1 per unit T ,

⇣u = P (t > u) with estimator ⇣̂u = k
n where k is the number of exceedances from a

simulation of n time-steps, and the remaining parameters are as defined in Sections 5.4.1

and 5.4.1. Uncertainty in the parameters in Equations 5.12 and 5.13 yields uncertainty
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in the estimated return periods. To form a probabilistic prediction of the return period

there are two uncertainty sources that must be accounted for: uncertainty in the model

parameters, and uncertainty in the predicted inputs. The return periods zp and tp may

be probabilistically estimated as follows. Consider random samples of an environmental

forecast x̂1, . . . , x̂n̂ where each x̂i is drawn from a predictive distribution (x̂i) ⇠ q(x̂).

Equations 5.12 and 5.13 may be re-written to be dependent on an input value x̂i such that

zp(x̂i) = µ(x̂i)�
�z(x̂i)

⇠z

 
1�

✓
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✓
1� p

nt

◆◆�1/⇠z
!

and

tp(x̂i) = u(x̂i) +
�̃z(x̂i)

⇠y

"✓
np

p
⇣u

◆⇠y

� 1

#
.

Note that µ, u, �z, �̃z, ⇠z and ⇠y are all themselves uncertain, with predictive densities given

by their MCMC samples as described in Section 5.5. To provide marginal probabilistic

descriptions of zp and tp we integrate over the distributions of the parameters and the

environmental forecast q(x̂), such that

p(zp | z) =
Z Z

· · ·
Z

p(zp | µ̂,�z, ⇠z) p(µ̂ | ✓,µ, x̂)

p(µ,�z, ⇠z,✓ | z) q(x̂) dµ̂ dµ d�z d⇠z d✓ dx̂

and

p(tp | yt) =

Z Z
· · ·
Z

p(tp | û,�y, ⇠y) p(û | �,u, x̂)

p(u,�y, ⇠y,� | yt) q(x̂) dû du d�y d⇠y d� dx̂

where µ̂ = {µ(x̂i)} and û = {u(x̂i)} for i = {1, . . . , n̂}. This yields probabilistic estimates,

p(zp) and p(tp), for a specified return period T .

5.7.3 Methodology for multivariate inputs

This work analyses the e↵ects of peak wave period on the maximum vessel motions. This

univariate analysis has allowed the visual demonstration of the methodology. Extension of

the models to multivariate inputs is possible, where the parameter structures are described

by multivariate inputs: trivial for GP and log-linear functions. As the size of the input
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space grows with increasing dimensions, more data are needed to accurately model the

extremal processes. Especially for the models of maxima, this will increase the posterior

dimensionality. Future work is ongoing to extend the methodology presented to model

vessel response as a function of significant wave height, peak wave period, and incident

wave direction.

5.7.4 Alternate method for modelling threshold exceedance data

In our industrial experience, often we do not have access to the full time-domain simulation

output, historical or otherwise. Rather, simulation runs are recorded by their statistical

summaries. Where this is the case, estimates of threshold exceedance may still be provided

from knowledge of the quantiles and the maxima. As is shown in Section 5.4.1, ⇠y and �̃z

may be obtained from the GEV parameter estimates of ⇠z, �z, µ. The threshold values,

u(·), are obtained from the results of the quantile regression, given by u(·) = Q̂↵(·). As

all required parameters are theoretically known functions of existing parameter estimates,

prediction of the quantile exceedance data requires no further probabilistic parameter

quantification. The predictive posterior distribution of y⇤t , at an input x⇤, may thus be

expressed as

p(y⇤t | z) =
Z Z

· · ·
Z

p(y⇤t | Q̂↵(x
⇤), µ(x⇤),�z, ⇠z) p(Q̂↵(x

⇤) | Q̃↵(x),�, ⌫)

p(µ(x⇤) | µ,✓) p(µ,�z, ⇠z,✓,�, ⌫ | z) dµ d�z d⇠z d✓ d� d⌫,

(5.14)

where

(y⇤t | Q̂↵(x
⇤), µ(x⇤),�z, ⇠z) ⇠ GP (u(x⇤), �̃z(x

⇤), ⇠z | �,✓,�z, ⌫,µ).

As an example, diagnostic results of this model for roll are seen in Figure 9. The model

retains good predictive performance, as seen in the coverage plot, however, the QQ density

plot indicates that there is far more uncertainty in the parameter estimates. This is to be

expected as there is far less data available to the model, as only the 60 maximum values are

utilised as opposed to the 32,400 exceedance points used in Section 5.6.4. Where possible

we recommend the use of the method presented in Section 5.5.1 as more data are available

for accurate modelling, however should historical simulator runs only be recorded by the
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(a) (b)

Figure 9: Figures 9a and 9b show the coverage plot, and QQ density plot for the threshold
exceedance model fitted from the maxima and the quantiles for roll. Both the predictive
coverage and QQ density plot suggest decent fits, however, the QQ density plot indicates
far more uncertainty in the distributional assumptions. The dashed lines in the QQ density
plot represent the 90% credible intervals of the empirical quantiles for each theoretical
quantile.

statistical summaries, this alternate method is a possibility.

5.8 Conclusion

Extremal data from a time-domain simulation of FPSO vessel motions is modelled as a

function of the peak wave period. The incorporation of covariate e↵ects to the extremal

modelling of dynamic structures is novel to o↵shore engineering. Frameworks for the fast

and accurate analysis of time-domain maxima, quantiles, and quantile exceedance data are

provided. Two diagnostics are introduced to assess the maxima and threshold exceedance

models, coverage plots and QQ density plots. Analysis of the diagnostics suggest that the

developed models and assumptions are satisfactory. A speed increase of ⇠15,000 times is

seen when comparing the developed models to the original simulator, enabling the use of

the techniques demonstrated herein for operational decision making. Understanding each

type of extremal output, with uncertainty, contributes to forming a complete picture of

the predicted extremal behaviour of the vessel. It is demonstrated that latent variable

modelling combined with quantile regression o↵ers an an accurate and e�cient technique
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Chapter 6

Discussion and Future Work

6.1 Summary of contributions

The goal of this thesis is to investigate the quantification and propagation of metocean

uncertainty in o↵shore engineering. The research is separated into two objectives: firstly, to

quantify unknown metocean inputs when little, or no, data are available; and secondly, to

propagate uncertain metocean inputs in near-real time through computationally expensive

numerical simulations of an o↵shore structure’s response. Chapter 3 demonstrates the

achievement of the first objective and Chapters 4 and 5 the second. This section summarises

the research contributions made by this thesis and reflects on lessons learnt.

6.1.1 Summary of research contributions

This thesis describes a framework whereby uncertain metocean parameters are quantified

and propagated through a simulator of vessel motions to obtain probabilistic outputs.

These probabilistic outputs can be used to inform decision making under uncertainty. The

combination of elicitation to quantify uncertainty, and emulation to enable uncertainty

propagation is novel in o↵shore engineering. The need for approaches to propagate

uncertainty for complex modelling is exemplified by bodies of research in fields such as

climate science [Johnson et al., 2015], and fluid dynamics [Mak et al., 2016]. This thesis

builds upon these examples and presents what the author believes to be the first detailed

investigation of the combined use of elicitation and emulation in o↵shore engineering.

Further, there are specific research contributions made by each of the three individual
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bodies of work. These are summarised below.

First, this thesis develops a methodology for the expert elicitation of circular parameters.

The roulette method is used to assign probabilistic values to congruence classes defined on

the circle. Three circular distributions are considered to model the elicited quantities. By

developing a framework to incorporate circular parameters into expert elicitation, it is now

possible to elicit metocean parameters that are most intuitively discussed in terms of a

magnitude and direction. The elicitation methodology is demonstrated with participation

from academic and industrial experts to elicit the seasonal joint distributions of surface

current magnitude and direction at the Exmouth Plateau, thus providing industry with a

useful new resource in lieu of measured data. Elicitation is considered to be a powerful tool

for o↵shore engineering to quantitatively describe the wisdom of subject matter experts.

Furthermore, the applicability of directional elicitation extends to wider contexts and

applications.

Second, GP emulation is used to model the mean o↵set amplitude resulting from

the time-domain Ariane7 simulation of an FPSO with inputs defined by the metocean

forcings. Four of the metocean inputs are circular, so a statistical framework is developed

to incorporate this knowledge. A C
4–Wendland covariance function is specified over the

circular inputs, and the remaining linear inputs are incorporated via a product of squared-

exponential kernels. A significant outcome of this is the resultant speed increase of ⇠60 000

times, with a sample of 500 simulator runs propagated through the emulator in 0.27 s as

compared to 14,700 s in Ariane7. A suite of diagnostics are presented to rigorously validate

the emulator performance. For industrial scenarios where sampling based methodologies

are required, this GP emulation may be applied in conjunction with Monte Carlo methods,

preventing the need for model simplification. This use of GP emulation thus allows for the

most accurate models to be utilised for analysis, independent of computational cost. It

may be seen as an alternative to recent research such as Low and Huang [2017] and Leong

et al. [2018] where dimension reduction techniques are used.

Finally, this thesis extends the GP emulation to allow for the modelling of extremal

outputs. Due to the heavy tail behaviour, extreme value outputs violate the assumptions

required by standard GP emulation. Latent variable models are adapted from spatial

and environmental statistics and used to model the FPSO high-frequency motions of roll,
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pitch, and heave. Three types of outputs from the time-domain simulations are analysed:

maxima, threshold exceedances, and quantiles. It is important to appreciate that the latent

variable framework is not limited to extremal outputs, but is generalisable to any type

of output whose conditional distribution given an input may be assumed or known. A

significant speed increase of ⇠15,000 times is seen when compared to the original simulator,

Ariane7. Additionally, probabilistic estimates of the stochastic outputs of Ariane7 are

provided for every sample — not currently possible in Ariane7. This work extends the

advantages of GP emulation to understanding, modelling, and predicting extremal values.

The framework is generalisable to simulator outputs of any distribution, and so may be

adapted to a wide array of modelling problems.

6.1.2 Contributions for industry

These research contributions may also be framed in terms of industry impact in four areas:

(i) consideration and inclusion of circular data, (ii) near-real time uncertainty propagation

without numerical simulator simplification, (iii) enabling of post-design model validation,

and (iv) demonstration of probabilistic modelling for statistically informed decision making.

Each of these is described further below.

Metocean inputs are generally described in terms of a magnitude and a direction.

Whilst it is possible to describe these quantities in terms of their vector components, it is

often more desirable to study the e↵ects of magnitude and direction separately, for instance,

when analysing a vessel’s direction dependent responses. This research demonstrates

methodologies for the consideration and inclusion of circular data into o↵shore engineering

modelling. First, in the elicitation framework in Chapter 3, and second in the GP emulation

in Chapter 4. By using the results presented in Chapter 4 it is also trivial to extend the

work of Chapter 5 to incorporate circular inputs. The statistical inclusion of directionality

is not widely reported in o↵shore engineering, although Shell have produced work that

do this, for instance Feld et al. [2015] and Ross et al. [2017]. Most commonly, the work

from Shell incorporates directionality via parametric regression. From an emulation, or

regression, point of view, this research adds to the field by incorporating directionality into

non-parametric modelling methods such as GPs. Further, the incorporation of directionality

into expert elicitation is novel both in theory and practice. As a field of statistics, circular
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statistics has seen many recent advances, such as the work contained in Ley and Verdebout

[2018]. The implementation of these methods for o↵shore engineering projects should be

more widely considered.

This research demonstrates methodologies to propagate uncertainty through complex

engineering simulators without the need for simulator simplifications in Chapters 4 and 5.

This enables the use of computationally expensive time-domain simulations in situations

where simulator evaluations are required to be rapid. Emulating simulator outputs so as

to enable thousands of samples to be propagated through the model is advantageous for

both design and operations in o↵shore engineering. From a design point of view, the use of

emulation techniques to speed modelling will enable naval architects to more thoroughly

explore expected vessel behaviours as a function of the metocean inputs and can particularly

aid in concept selection and vessel screening. Previously this has been challenging due

to the high numbers of simulations demanded by the high-dimensional metocean input

space. In operations, the current state of the art for vessel response prediction relies either

on expert knowledge, simplified models that may be run on local desktops, or on the use

of expensive cloud-based computational architecture. With the techniques demonstrated

in Chapters 4 and 5 the knowledge embedded in complex numerical simulators may be

harnessed on site, in near-real time, using commonly available computational hardware.

It is often di�cult in practice for the performance of numerical models used for design

to be reviewed by operators once the asset is in service. Whilst numerical modellers validate

models with respect to theoretical results, it is not yet apparent for which conditions the

theoretical assumptions hold. Disadvantages of this lack of feedback are that modellers

are infrequently o↵ered the opportunity to review assets model accuracy using field

measurements, and operators are unsure of the accuracy of design premises. The lack

of data-model comparison during operations largely stems from the discontinuation of

expensive subscriptions to numerical packages after the design stage, and the computational

expense demanded from such simulators. The results presented in Chapters 4 and 5 therefore

can overcome these issues as the emulators only require basic publicly available software

environments, and results are available in near-real time for immediate comparison.

The statistical frameworks and methodologies presented in this thesis are ultimately

envisaged to to better inform industrial decision making. The Harvard Business Review
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notes that “[r]isk is an inescapable part of every decision. For most of the everyday choices

people make, the risks are small. But on a corporate scale, the implications (both upside

and downside) can be enormous.” [Buchanan and O’Connell, 2006]. With the advent of

‘big-data’ technologies, industry is increasingly faced with the problem of what data to

use to inform decision making under uncertainty. This is reflected in the increase of data-

centric engineering research, where mathematical and statistical models are synthesised

with physical asset measurements to inform decision making [Lau et al., 2018]. The

mathematics of modern statistics provides a natural framework to incorporate uncertainty

into large-scale industrial decision making [Benjamin and Cornell, 2014]. An aspiration

of this research is to further extend the applications of probabilistic methods to decision

making in o↵shore engineering. The elicitation demonstrated in Chapter 3 provides a

methodology to understand the whole life-time e↵ects of the metocean processes, allowing

for better decisions to be made in design. Furthermore, the emulation models built in

Chapters 4 and 5 allow for metocean predictions to be propagated through a simulator

of vessel motions in near-real time, providing decision makers with accurate uncertain

forecasts of vessel behaviour, aiding operational decision making.

6.1.3 Learnings from industry-academic collaboration

This research involved close collaboration with o↵shore operators and service providers.

Through this collaboration valuable insights to real design and operational challenges has

been gained. Two key learnings from this collaboration are identified: the value of quality

data and knowledge sharing.

Due to the commercial and competitive nature of o↵shore engineering industry, the

sharing of metocean data and computational models is not routine. This research was

made possible due to access to commercially sensitive data of metocean conditions, FPSO

motion models, and commercial software. Access to these resources greatly facilitated the

development of novel methods. As a third party academic institution, with no interest

in privatisation of methodologies and findings, this research was well placed to receive

confidential information under legal agreements, and subsequently provide academic insights.

The success of this research acts an example of the benefits that may continue to arise

from further academic–industrial collaborations.
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This research is a synthesis of real industrial problems and academically interesting

statistical solutions. Communication between the industrial and academic parties was vital

for the research’s success. This presented an opportunity for academia to garner insights

on new and interesting problems, and for industry to leverage newly developed research.

Exposure for industry employees to new modelling techniques and methods enables other

approaches to be identified. Furthermore, continuing communication from industry on new

and pressing issues will provide academic research with motivation for the development of

further novel methods.

6.2 Future research directions

Three avenues for future work have been identified from this work: they are, emulation

of circular outputs, emulation of spectral outputs, and sensitivity analysis of dependent

inputs.

6.2.1 Emulation of circular outputs

An issue often faced in industry is the inclusion of directional data using appropriate

mathematical methods. This research considers e↵ects of directionality in terms of the

model inputs. Also important, however, is the prediction of circular outputs. An example of

the need for this is in the heading prediction of weathervaning FPSOs. Heading prediction

informs the expected incident directions of the metocean forcings, this in turn aids in the

prediction of the wave forcing on the vessel and therefore the operability of the vessel. The

incorporation of directionality in model outputs has, however, been seen to be significantly

more di�cult than in model inputs.

Wang and Gelfand [2013] and Mastrantonio et al. [2016] demonstrate methodologies

whereby GPs may be transformed to predict on the circle. The first methodology projects

a bivariate normal distribution from R2 to S, where S denotes a univariate circular domain.

Application of this methodology is demonstrated by Wang and Gelfand [2014]. The second

methodology “wraps” the outputs of the GP about a circle. The current research is

demonstrated for low-dimensional input spaces, and it is not clear if these methodologies

are computationally plausible for the dimensionality required to fully describe the metocean
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input space. Application of either the projection or the wrapping of GP outputs to enable

prediction of FPSO simulation heading poses an interesting avenue for future research.

6.2.2 Emulation of spectral outputs

Chapters 4 and 5 o↵er methodologies to predict the mean and tail behaviour of a time-

domain output. These quantities are statistical summaries of the real process. The

methodology would benefit from being generalised to be able to generate a representative

time-series output conditioned on an input. The statistics literature refers to this as

functional emulation (for instance see Morris [2012]). Methods for emulating functional

outputs have been shown for relatively simple functions, but as Guillas et al. [2018] notes,

high-frequency time-series outputs pose a significant problem for the current state of the

art.

An alternate method to predicting the time-series output itself is to predict its spectral

density. Given a spectral density, a random time-series signal may be sampled. This will

not produce an exact representation of the simulator output, but o↵shore simulators are

generally stochastic due to the randomly generated wave train. Should the approximation

to the spectral density be accurate, then the randomly drawn time-series output will posses

the same behaviour as that drawn from the simulator. Wilson [2014] describe a class of

GP covariance functions for spectral mixtures, to describe a time-series output. It may be

possible to emulate the simulator’s spectral outputs should the parameters governing the

spectral mixtures themselves be a function of the input domain.

6.2.3 Sensitivity analysis of dependent directional inputs

Sensitivity analysis apportions the contribution to the variance of an output to each of its

input variables. Sensitivity analysis is used in many fields to rank the input variables by

the level of variance contribution or importance. In the context of o↵shore engineering,

sensitivity analysis would enable the understanding of which metocean variables are

responsible for the largest proportion of the output variance. In some operational locations

this is apparent, such as in swell dominated fields, but this is not always the case. Multiple

methods for sensitivity analysis have been developed, from basic gradient analysis in

regression, to the more sophisticated variance decomposition methods [Saltelli et al., 2000].
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Of these methods, variance-based methodologies have been shown to be one of the most

appropriate frameworks for sensitivity analysis [Saltelli et al., 2010].

The presence of dependent and directional inputs hinders the implementation of variance-

based sensitivity analysis in o↵shore engineering. The issue of input dependence prevents

standard methods — for instance those seen in Song et al. [2012] and Cosenza et al. [2014]

— to be used. Recent research has o↵ered some solutions to this problem [Ge and Menendez,

2017; Mara and Tarantola, 2012; Mara et al., 2015], but these methods rely on the inputs

being specified over a rectangular Cartesian domain. This becomes di�cult with the

presence of directional inputs. Lagona and Picone [2016] describe methods to describe

dependent circular and linear data via copulas. This combined with the methodologies of

Mara and Tarantola [2012], Mara et al. [2015], and Ge and Menendez [2017] may allow for

the sensitivity analysis of dependent directional data, but more investigation is required.
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Chapter 7

Conclusion

This thesis develops approaches for the quantification and propagation of metocean un-

certainty in o↵shore engineering. Two specific research objectives are addressed: first, to

quantify uncertain metocean inputs when little, or no, data are available; and second, to

propagate uncertain metocean inputs in near-real time through computationally expensive

numerical simulations of an o↵shore structure’s response. The first objective is addressed

utilising expert elicitation in Chapter 3, and the second objective is addressed for di↵erent

types of data using two variants of statistical emulation in Chapters 4 and 5.

This research presents the first detailed investigation of the combined uses of expert

elicitation and statistical emulation in o↵shore engineering. Each of the three individual

bodies of work make novel contributions — explored in detail in Sections 1.5 and 6.1 —

and briefly listed below:

• A novel framework for the expert elicitation of directional parameters has been

developed and demonstrated.

• Surface current magnitude and direction, which were essential missing data, were

elicited using the developed framework, together with industrial and academic experts.

This is the first publicly recorded instance of expert elicitation in o↵shore engineering.

A key contribution of this work is the provision of seasonal distributions of surface

current direction and magnitude, accounting for the complex physical oceanographic

phenomena.

• A statistical methodology is developed and demonstrated to incorporate directional

151



CHAPTER 7. CONCLUSION

inputs into GP emulation, thus allowing the most accurate numerical simulators to

now be routinely used, regardless of computational expense.

• GP emulation has been demonstrated to model the mean o↵set amplitude of a

turret-moored FPSO subject to complex metocean forcings. A significant speed

increase has been demonstrated. GP emulation thus provides a means of modelling

complex simulator results in a mater of milliseconds. This is the first comprehensive

instance of emulation published for an o↵shore vessel motion model.

• Latent variable modelling in conjunction with quantile regression is used to develop

a framework for the emulation of simulators with non-Gaussian outputs, typical in

extreme value analyses. This extends the theory of emulation to a much broader

class of numerical simulator.

• The developed framework for the emulation of non-Gaussian data is used to model

the extremal motions of FPSO roll, pitch, and heave, a prevalent concern for o↵shore

engineers. This allows for the e↵ects of continuous covariates to be included in

o↵shore extremal response modelling for the first time.

This research addresses the need for uncertainty quantification and fast uncertainty

propagation in o↵shore engineering. Elicitation introduces a method to quantitatively

describe the knowledge of subject matter experts so that this knowledge may be included in

modelling decisions. Emulation introduces a framework to propagate uncertainty through

complex engineering simulators without the need for simulator simplification. This allows

for complex numerical models, traditionally only used in design, to be used for operations.

The methodologies presented within this research are generalisable and are easily adapted

to suit many needs within o↵shore engineering. It is envisaged that the presentation of these

methods to the o↵shore engineering community will enable safer design and operations

through the inclusion of metocean uncertainty in modelling and decision making.

152



Appendix A

GitHub repositories

Appendices for this thesis are provided in digital format, located at the GitHub repository

https://github.com/astfalckl. Three individual repositories are included to demon-

strate the code and theory for each of the three published chapters. html documents,

generated by RMarkdown, are provided for each of the chapters. Code presented in all

documents is executable in an R environment, allowing the interested user to explore

alternative inputs and associated visualisations.

Demonstration of the procedure described in Chapter 3 is found at https://github.

com/astfalckl/elicitation. This includes details on the adaptive quadrature and

optimisation routines used to fit the AGvM distribution to the elicited quantities.

Due to the confidential nature of the data utilised in Chapter 4 code walk-through

and demonstration is completed using synthetically generated data. The details of the

generation of this data, along with GP emulation optimisation routines, predictive sampling,

and diagnostics is found at https://github.com/astfalckl/emulation.

Finally, https://github.com/astfalckl/extreme documents the code for Chapter 5.

As above, the data used by the research are confidential, and so a synthetic dataset is

generated. Details of the generation of the synthetic data, Stan models for maxima, quantile

regression, and threshold exceedance modelling, and predictive sampling schemes using

these models are all available.
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