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Abstract 

 

While much attention in safety and reliability management is always given 

to the prevention of errors and other failures, additional benefits can still be 

gained from focussing on what can be done after a failure has occurred, but 

before this leads to negative consequences. This paper examines the 

processes followed to recover from failures. Incident and near miss data 

collected in an exploratory pilot study at a chemical process plant indicate, 

in agreement with literature survey findings, that three main types of 

recovery actions exist, corresponding with the phases recovery processes go 

through: actions aimed at failure or problem detection, actions aimed at 

explanation of the causes, and corrective actions. The data also show that the 

explanation and correction phases can be repeated and do not necessarily 

occur in that order. The insights discussed in this paper provide a first step 

towards guidelines for organisation and system (re)design aimed at 

promoting recovery possibilities. 

 

 

Introduction 

 

The basic focus until now of safety and reliability management has been on 

the prevention of errors and other failures. But in fact it is rather the 

negative consequences of a failure that we want to prevent, than the 

occurrence of the failure itself. In many areas of work / industry, after an 

initial error (human failure) or other type of failure has occurred, there is in 

most cases still a chance to recover from the failure through the timely and 

effective application of countermeasures. The aim of these countermeasures 

is to avoid the negative consequences to which the failure would otherwise 

lead. Depending on their effectiveness and timeliness, the countermeasures 

can be completely successful (a near miss results) or only partially (which 



still results in an accident, but the severity of the outcome may well have 

been reduced by the countermeasures). The detection that a failure has 

occurred, combined with problem diagnosis and the identification and 

application of countermeasures, is called the recovery process or failure 

compensation process. 

  In failure compensation processes, three phases can be distinguished, about 

which general agreement exists among researchers in this domain (e.g. Zapf 

& Reason, 1994; Kontogiannis, 1999; Van der Schaaf, 1988): detection (of 

the fact that something has gone wrong, a failure has occurred), explanation 

or localisation (of the causes of this failure) and correction (of the problem 

through planning and execution of structural or ad-hoc countermeasures). 

Most of the existing research (see also Kanse & Van der Schaaf, 2000) has 

focussed on the detection phase (e.g. Sellen, 1994), which is important 

since, after all, no corrective actions will be initiated for failures that remain 

undetected. 

  A distinction can be made in failure compensation processes between 

planned and unplanned counteractions applied to avoid negative 

consequences of failures. For foreseen problems and failures, counteractions 

can be planned and can be built-in in the system as automatic safety 

controls, or procedures to follow under certain conditions, and so on. These 

planned counteractions are referred to as defences, or barriers. A detailed 

discussion of barrier systems (how the barrier is implemented) and functions 

(what is the aim of the barrier, how does it work) is given by Hollnagel 

(1999). Svenson (1991) has also provided more insight in barrier functions. 

For those cases where no defences are available or when the defences don’t 

work properly, there is still the possibility for unplanned counteractions that 

have not been foreseen in the system. These counteractions are referred to as 

recovery actions and most often involve ad-hoc, creative thinking and 

actions by the human operator(s) in a system. 

  This paper is based on the first steps undertaken in an ongoing research 

project aimed at a better understanding of the failure compensation process 

and all the factors influencing this process. This insight can serve as the 

basis for the development of new, additional methods to improve safety, 

reliability and system performance, through which recovery will be 

optimally supported. The first steps of this research project include a survey 

of relevant scientific publications and a pilot case study performed at a 

chemical process plant involving near miss and incident data, both aimed at  



finding a preliminary answer to the following questions:  

• how does the process followed for failure compensation work? 

• which factors influence this failure compensation process? 

This paper mainly focuses on the first of those two questions. 

  Based on insights gained in the literature survey, including previous 

attempts at modelling failure compensation processes or parts thereof (e.g. 

Kontogiannis, 1999; Van der Schaaf, 1992), and the analysis of a small 

number cases involving recovery processes, collected at the start of the pilot 

study, a preliminary, general failure compensation process model has been 

developed (see figure 1). 

 
Figure 1 Failure compensation process model 

 

Figure 1 shows which function the failure compensation process has in cases 

where a failure process (any possible combination of technical and/or 

organizational and/or human failure factors) (see Van der Schaaf, 1992) has 

resulted in a dangerous, unwanted situation. Detection of this situation is 

always the first failure compensation phase to occur. This can be either 

planned (in case of a foreseen problem for which detection methods are 

‘built in’) or unplanned detection (no predefined procedures, tools or 

methods are used). After the detection phase an immediate corrective action 

can be performed (a quick fix), for example when this is necessary as a 

result of time pressure, or an explanation or localisation phase follows first, 

before any corrective measures are planned and executed. Corrections aimed 

at the longer term, for example to prevent problem recurrence, or to be 

better prepared next time, form also part of the correction phase. Repetitions 

of the explanation/localisation- and correction phases, as indicated with the 

arrows in figure 1, can continue until the problem is solved or nothing more 



can be done. In the localisation- and correction phases, again both planned, 

foreseen (sometimes even pre-programmed) actions and unplanned actions 

(decided and executed on the moment itself) can be taken. Following such 

failure compensation actions, the question whether the failure compensation 

process has been successful or not should be asked. If this process was 

successful, the overall result is a near miss. But in cases where the 

counteractions were not entirely timely or effective, negative consequences 

remain (which means an accident, but probably less serious than it could 

have been). A final question that needs to be asked in either case, is whether 

there were any unwanted, unintended adverse effects of the counteractions 

(cases where the original problem is solved but a new problem created). If 

so, then the complete process starts all over again from the beginning, where 

the unintended adverse effects influence the failure process. 

  The preliminary, general failure compensation process model as shown in 

figure 1 and described above, has played a central role in the data collection 

and analysis processes used in the pilot study. In the next section, the 

methods used during the pilot study for data collection and analysis are 

discussed. After that, the findings resulting so far from the data analysis are 

presented and their value and implications are discussed. The last section of 

this paper contains some concluding remarks regarding the need for 

additional research in the domain of failure compensation. 

 

 

Methods used in data collection and analysis 

 

Data collection 

The chemical process plant where incident and near miss data was collected 

during the pilot study, has successfully established a near miss reporting 

system that has been operational for seven years. Via this system, near 

misses, dangerous situations and incidents are reported using reporting 

forms on which time, date, and location of the incident, and a few lines 

containing a description of what happened, how this could happen, potential 

consequences, actions taken and recommendations are recorded. The reports 

are entered into a computer based incident and near miss database by safety 

department members. This database is also used by the safety department to 

identify areas in need of attention, based on the analysis of factors that 

played a role in larger sets of near misses and incidents combined over a 

longer period of time. Other examples of the use of this database include the 

assessment of the effects of implemented safety measures. Key factors for 

the success of this system are the ‘no blame’-culture of this company 



regarding errors, the anonymity of the reports once analysed for their root 

causes and entered into the database, and the quick follow-up by the 

appropriate personnel in response to the reports. 

  The incident/near miss reporting forms that are used in this company 

formed the basis for the data collection process. After the research project 

was introduced to plant personnel, follow-up interviews were held with 

those involved in the reported incidents or near misses to obtain additional 

information. A data collection proforma was developed to structure and 

document the analysis of an incident or near miss. This was to ensure that 

the same type of data was collected for each incident. 

  For further data analysis all the near misses and incidents reported within a 

time frame of 24 days in the year 2000 were included, a total of 50 cases. 

During this time period no unusual events such as plant shut downs were 

scheduled, just normal plant operation. On average two near 

misses/incidents per day are reported via the reporting system in this 

company (this has been so for the last four years), so the amount of 50 cases 

in 24 days is not different from what could be expected. The reports 

included in the pilot study cover a wide variety of types of incidents. The 50 

selected cases can be considered representative, they do not include 

anything that would not ordinarily be reported via the reporting system. 

 

Data analysis 

A number of variables, each summarizing important aspects or elements of 

the failure compensation process, was defined to facilitate comparison of the 

cases with each other and to create the possibility to generate overall 

insights based on all cases together. To facilitate analysis of the phases of 

failure compensation process, the decision was made treat the localisation 

and correction phases as if only a maximum of two instances of each of 

them can occur – a simplification of the model in figure 1, which allows 

almost endless recurrences. But since in the 50 selected cases not one case 

occurred which does not fit this simplification, no arguments were found 

against this decision. 

  The variables used in the analyses described in this paper include: 

• the types of failures causing the dangerous situation from which recovery 

was needed (technical, organizational, human, and other (incl. external) 

failures are distinguished) (more failure types are possible within a case) 

• for each recovery process phase: 

✓ amount & type of people involved (same or different than in previous 

phase; for detection phase: same or different than in failure process) 

✓ time spent on this phase 



✓ whether the actions were planned, using tools or methods specifically 

designed for this purpose (such as computer alarms, or standard 

‘emergency’ response procedures); or unplanned, using no 

specifically designed methods or tools; or a combination of both 

unplanned and planned actions 

• total amount of time between detection of the failure or problem, until the 

problem had been solved 

• time available for recovery tasks given all other tasks requiring attention 

• time until the earliest possible occurrence of potential consequences if the 

failures would not be recovered 

• type and severity of possible consequences in the absence of recovery 

• type and severity of remaining consequences after recovery actions 

• unintended adverse effects of recovery actions: presence and severity 

• type of recovery process followed, based on the understanding that all 

processes start with detection, and after that, in theory 2*2*2*2=16 

possible varieties of the process are possible, depending on the occurrence 

(or absence) of (a) immediate localisation actions (quick analysis), (b) 

immediate corrective actions (quick fix), (c) later (more in-depth) 

localisation actions, and (d) later/long term corrective actions (e.g. aimed 

at a permanent fix, or recurrence prevention or preparedness). 

Next to these variables, the time between occurrence of the preceding 

failure(s) and the detection was included. Also, for an extensive list of 

potential recovery influencing factors (identified during the literature survey 

and/or the pilot study), per case an evaluation was made whether that 

recovery influencing factor had either a positive or negative or no effect on 

the recovery process in the case in question. As the research project is still 

ongoing, no results from analysis of these data are available yet. 

  A spreadsheet was made with the variables listed above in columns, and 

each row representing one of the 50 cases from the pilot study. The software 

package SPSS was used to explore and analyse the data. The findings which 

are most worth mentioning, are presented in the next section. 

 

 

Findings and discussion 

 

Recovery process types and failures involved 

As indicated already in the previous section, in theory 16 recovery process 

types can be distinguished, based on which phases occur in which order: 

 

 



d  d lc d il ll d il ic lc 

d il d il ic d il lc d il ll lc 

d ic d ic ll d ic lc d ic ll lc 

d ll d ll lc d il ic ll d il ic ll lc 

where d = detection, il = immediate localisation, ic = immediate correction, 

ll = later localisation, and lc = later/long term correction. 

  In practice, not every recovery process type is equally likely to happen. For 

example cases where no corrective actions are taken, and the process stops 

after detection, or after detection and a localisation attempt, are not the most 

successful types, and are not expected to occur very often. Figure 2 provides 

an overview of the occurrence frequencies of the different recovery process 

types observed in the 50 cases.  
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Figure 2 Observed recovery process types 

 

Note that the recovery process types that did not occur are left out of the 

graph. Most observations involve the more elaborate types of recovery 

processes, especially those with both immediate and later corrective actions. 

For the three most often observed types, the only difference is the amount 

and time of localisation actions. 

  The distribution of the failures involved in the 50 cases over the categories 

technical, organizational, human and external/other failures, was 27, 28, 28 

and 3 respectively, again a distribution not so uncommon for this process 

plant. Note that this adds up to 86 failures, which is more than the total 

amount of cases, but different failure types may be involved in one case. For 

each case was simply noted whether or not any failures of a particular type 

were involved, not how many. 

 

Time-related issues 

With regard to the time that passed from the moment of detection until the 

problem was solved, based on the case study data it is difficult to say if there 



were differences between recovery process types. The simple processes 

(with only a few phases occurring) simply did not occur often enough or not 

al all. For the more complex processes that did occur in the pilot study, a 

fairly random scattering over all time periods, from less than five minutes, to 

more than four weeks, was found. As for time spent per process phase: on d 

and il hardly ever more than five minutes per phase is spent. Half of the ic 

phases take not more than five minutes, half between five minutes and one 

hour. Most often, between five minutes and one hour is spent on ll, and one 

to eight hours on lc phases. The ‘later’ phases apparently take more time but 

as by then (at least in the pilot study cases) an immediate correction has 

already been implemented, that time should be available without the risk of 

negative consequences occurring soon. 

 

Number and type of persons involved 

A relationship was found between recovery process type and number and 

type of persons involved in the process: during d, almost always just one 

person was involved, occasionally two; for il and ic the same was observed, 

but with a slightly increased amount of times when two persons were 

involved (e.g. a colleague was asked for assistance). In il and ic, most often 

the same (and same amount) of people were involved as in the preceding 

recovery process phase, or at least one person from the previous phase was 

still involved. Most often three or four persons were involved in the ll phase, 

and five or more in the lc phase. Remarkably, in roughly half of the ll 

phases, all persons involved were new (had not been involved in the earlier 

phases). The same was observed for the lc phase or otherwise, people from 

the ll phase continued in the last step of the recovery process. An 

explanation for these observations is that an operator’s job is mainly to 

control processes (most cases were reported by operators), so tasks up to 

quick problem analysis and a quick, temporary correction to stabilise a 

situation (and to ‘buy’ time for a more permanent solution) are still part of 

their job, but more time-consuming analytic or corrective actions that can 

only be done off-line are part of other personnel’s responsibilities, such as 

maintenance staff and engineers, or even suppliers outside the company. 

These people each have their own role and tasks in the ll and lc phases, 

which leads to more people being involved (which is also related to more 

time spent on that phase, as can be seen in the previous sub section). 

 

Planned, unplanned or both types of recovery actions 

In the pilot study cases, for detection mainly unplanned, ad-hoc actions were 

taken, as persons came across a dangerous or undesirable situation during 



their work. Occasionally detection was supported with tools/techniques 

specifically designed for that purpose (such as process alarms). Also for 

both immediate and later localisation, almost exclusively unplanned actions 

were taken, which makes sense, since every event has its unique 

circumstances and one can not easily pre-plan the analysis of such situations 

without already knowing all important details surrounding the event. For 

immediate and later correction, every type of action occurred: ad-hoc, pre-

planned, or a combination of both. This indicates that as soon as it is known 

what the problem is, there is a good chance that at least some tools or 

methods are available that can help correcting the problem, even though 

situations still remain where the appropriate corrective actions need to be 

planned from scratch and then implemented. 

 

Prioritising recovery actions 

We expected that for establishing the priority of recovery actions a number 

of factors were important, namely type and severity of potential 

consequences if no recovery occurs, time until earliest occurrence of 

potential consequences if no recovery occurs, and time available for 

recovery actions in relation to other tasks requiring attention. In the pilot 

study cases, often it was very difficult for an operator to indicate how soon 

exactly consequences would occur, and almost always operators indicated 

that all other tasks could wait if recovery actions were necessary. This 

apparently leaves the type and severity of potential consequences the most 

practical factor in deciding which priority recovery actions have. 

 

 

Conclusions 

 

Even though so far just one study has been performed within the recovery 

process research project of which the first steps were described above, some 

interesting insights have already been gained, as was shown in the previous 

section.  

  One specific change that will be made in the future to the currently used 

data collection approach, is that the failure types will be broken down in 

more detail. This is necessary to be able to identify differences in preceding 

failure types between different recovery process types. With only the high 

level distinction between technical, organizational, human, and other 

failures which was used in the pilot study, no remarkable differences were 

found. It would be most interesting (even though more complicated) to also 

pay attention to the combinations in which preceding failure types occur. 



  Some effort will be spent, too, on finding an appropriate way to also 

include cases in the collected data where the preceding failure involves an 

error made by the same person(s) as the person(s) involved in the recovery 

process. None of the cases in the pilot study reported recovery from a 

person’s own errors, but this does not mean those cases did not occur, it 

merely indicates that these cases are usually not reported. 

  Future research activities will also be directed towards identification of 

factors that influence recovery and also generalisation of the insights in how 

recovery processes work. For this last purpose, not just the domain of 

chemical process industry will be included, but recovery processes in 

hospital settings and logistics/production planning will be investigated too.   
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