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0.1 Abstract

A pair of high-stability optical frequency references has been developed. The devices are based

on room temperature Fabry-Perot cavities with mirrors spaced apart by a hollow single-crystal

sapphire element. The sapphire element delivers mechanical stiffness that provides improved

immunity to vibrational perturbations compared with the more common spacers made from

ultra-low expansion glass. The system is housed in an vacuum chamber designed to provide

isolation from environmental perturbations through the use of an active thermal control system,

suspension legs and a unique beam alignment system.

The dimensional stability of the Fabry-Perot was translated into a highly stable laser fre-

quency by frequency locking a 1064 nm Nd:YAG laser to the centre of a mode of the cavity.

This frequency lock was implemented by the Pound-Drever-Hall scheme. By careful design,

this control system was able to hold the frequency of the laser to within parts in 1016 of the

frequency of the fundamental cavity mode. The minimum fractional frequency stability of the

laser frequency was measured at 2.1×10−14 for integration times of 0.8 s, limited by the residual

instability of the Fabry-Perot cavity.

The experimental methods used to measure the performance of the system have also been

considered in depth. For example, the most common way of characterizing the frequency stability

of a frequency standard is the Allan variance. It is demonstrated that, without care, data taken

with modern frequency counters can produce erroneous and distorted results when their output

is supplied to this algorithm. The method to avoid or account for these errors is also presented.

The Fabry-Perot cavity performance is limited on long timescales by residual temperature

fluctuations, which can be ameliorated in future by enhancing the design of the thermal control

system. At short timescales, the system is limited by vibration-induced fluctuations together with

a white noise source, that is yet to be identified, but may relate to fundamental thermodynamic

temperature fluctuations of the sapphire spacer.

This system was used to measure the stability of an optical signal synthesised from a cryogenic

microwave sapphire oscillator using an wide-band optical frequency comb. This was the first

demonstration of a multiplication of an ultra-stable signal from the microwave frequency domain

into the optical frequency domain, without loss of fidelity at the level of 2× 10−14.
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0.2 Preface

This thesis reports the development of a scientific tool: an optical frequency reference based

on a room-temperature sapphire Fabry-Perot resonator. The material presented consists of

an introductory chapter, together with three chapters detailing the construction, design and

theoretical considerations of this device. The subsequent chapters are presented in the form of

peer-reviewed journal papers. These are, in order:

1. S.T. Dawkins and A.N. Luiten, “Single Actuator Alignment Control for Improved Fre-

quency Stability of a Cavity-Based Optical Frequency Reference,” Applied Optics, vol. 47, no.

9, pp. 1239-1246, March 2008.

2. S.T. Dawkins, J.J. McFerran and A.N. Luiten, “Considerations on the Measurement of

Stability of Oscillators with Frequency Counters,” IEEE Transactions on Ultrasonics, Ferro-

electrics, and Frequency Control, vol. 54, no. 5, pp. 918-925, May 2007.

3. J.J. McFerran, S.T. Dawkins, P.L. Stanwix, M.E. Tobar and A.N. Luiten, “Optical

Frequency Synthesis from a cryogenic microwave sapphire oscillator,” Optics Express, vol. 14,

no. 10, pp. 4316-4327, May 2006.

These publications have been inserted verbatim (with the permission of their copyright

owners), together with a preface that outlines their significance and the respective contribution

of the authors. As a result these papers have their own self-consistent bibliographies, which are

not included in the bibliography of the whole thesis.
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Chapter 1

Introduction

1.1 Optical Frequency References

The importance of frequency references and standards in the modern technological landscape

stems from the desire to improve the precision and accuracy of the world’s best measurement

tools. In industry, this capacity is important for the development of burgeoning navigational and

computing technologies such as GPS navigation. In science, such tools present an opportunity

to investigate some of the unresolved questions about the universe. For example, the best

frequency references are presently playing a role in the search for a grand unifying theory (GUT)

of physics [Herrmann 05, Antonini 05, Zavattini 06, Marklund 06]. Many proposed GUT’s, such

as string theory, allow for violations of the Standard Model of Physics, but only at levels that

are at the limits of our current technological precision. Particle accelerators, such as those at

CERN, attempt to address this problem by contriving high energy scenarios in order to make

the violations large enough to see. The alternative offered by modern frequency standards is to

test the world around us with ever-increasing precision and accuracy, in the anticipation that

a tiny violation, in the form of a small frequency deviation, might be observed. The detection

of a violation of the Standard Model would confirm the requirement of a new all encompassing

theory, whilst also giving much needed direction to the efforts of theoretical physicists who are

searching for an applicable GUT. Alternatively, the absence of any effect at lower and lower levels

serves to place increasingly tight restrictions on the allowable set of possibilities, and in doing

so, eliminates theories that are not in agreement. This is an area of science where experiment

outcomes lag theoretical predictions, so any new empirical information would provide a much

needed reality check to the vast array of theories, many involving highly abstract concepts such
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CHAPTER 1: INTRODUCTION

as higher dimensional space, and multiple universes.

Beginning with the first pendulum-based clocks, frequency references have long been used

as a tool for precision measurements. Frequency measurements have an inherent resolution

advantage over other types of comparative measurements; in principle it is always possible

to count for longer in order to achieve a desired resolution. Further, it happens that nature

provides some amazingly pure resonant phenomena that can be harnessed as extremely precise

frequency references. These phenomena can, in addition, be extremely well isolated from random

perturbations of the environment.

In the last 50 years the best frequency references have operated in the microwave domain.

However, there is general agreement in the frequency and time community that the best fre-

quency standards of the future will operate in the optical domain. In the last few years,

optical standards have equalled the accuracy and surpassed the stability performance of the

best microwave clocks [Bize 05, Peik 06, Boyd 07]. This trend is based on the knowledge that

optical systems, both quantum and macroscopic, can deliver higher quality factors than their

microwave equivalents, and therefore deliver a better capacity to resolve frequency. Additionally,

the technical utility of optical-based frequency references has rapidly increased because of recent

technological advances, particularly those in laser technology. These are exemplified by the

development of the frequency comb technology that allows translation of optical signal coherence

throughout the optical domain and even down to the microwave domain. A recent demonstration

of an optical clock operating with absolute uncertainties below in the 10−17 range [Oskay 06]

has given confidence that the near future will provide optical references with factional frequency

stabilities in the 10−18 range [Takamoto 05, Katori 03].

1.2 Fabry-Perot Resonators as Optical References

An essential part of modern optical clocks based on an atom or ion is the need for a high

stability interrogation system. The interrogation oscillator provides an optical signal that is

stable enough to stay within the range of the atomic or ion resonance over the time-scales required

for an interrogation sequence of ultra-stable atomic transitions. Furthermore, and particularly

in pulsed interrogation schemes, it is necessary to maintain phase coherence between atom-light

interactions to avoid noise contributions from high-frequency noise aliased via the (optical) Dick

effect and thus to approach the quantum projection limit [Quessada 03]. In most cases, this

signal is provided by optical references based on Fabry-Perot1 resonating cavities.

1Often spelt as “Fabry-Pérot”. See discussion by Orr [Orr 06].

2



1.3: RECENT DEVELOPMENTS IN FABRY-PEROT RESONATORS

Since their discovery in 1897 [Fabry 97], Fabry-Perot cavities have become a widely used

tool of research, particularly in the fields of optics and spectroscopy [Paldus 05]. Recent appli-

cations include, for example, cavity ring-down spectroscopy [Berden 00], molecular fingerprint-

ing [Diddams 07] and macroscopic quantum superposition [Metzger 04]. Essentially, a Fabry-

Perot cavity is a type of interferometer, traditionally comprised of two high-reflectivity mirrors,

separated by some well controlled distance. By judicious arrangement of the input wavelength,

it is possible for an external light source to leak through one of the mirrors and build up an

intense circulating field of light between the two mirrors, which is known as cavity resonance.

As a research tool, Fabry-Perot cavities are used to perform a variety of functions such as power

build-up, mode-cleaning and frequency discrimination. In this work, we utilise a Fabry-Perot

cavity to define a set of optical modes that have frequencies stable enough to facilitate some of

the world’s most sensitive measurements. Specifically, the high signal-to-noise afforded by the

high quality factor of Fabry-Perot systems combined with the excellent dimensional stability of

the materials used to build them, ultimately leads to excellent frequency stability on short time-

scales, as required by optical atomic clock interrogation schemes. Indeed, the basic motivation

of this work was to build a stable optical reference to serve as the interrogation oscillator for

an optical clock, whilst also providing a signal for use with other precision experiments in our

laboratory.

1.3 Recent Developments in Fabry-Perot Resonators

1.3.1 Cryogenic Fabry-Perot Resonators

The potential stability of an oscillator based on a laser locked to a mode of a Fabry-Perot

resonator ultimately depends on two key factors: the mode finesse (or quality factor) which

determines the achievable frequency resolution, and the stability of the resonator’s optical path

length, which sets the achievable frequency stability. Accordingly, much research on Fabry-

Perot resonators has focussed on producing systems with low optical loss and low susceptibility

to ambient conditions. The most obvious of these environmental susceptibilities is temperature

– it affects the geometric size of most materials, which in turn changes the distance between

the mirrors of the cavity, and therefore the frequency of resonance. In general, this is ad-

dressed by suppressing the environmental temperature fluctuations or by using materials that

are relatively impervious to temperature fluctuations, such as those based on materials like Invar

and ultra-low thermal expansion (ULE) glass that are designed to have a near-zero coefficient

3



CHAPTER 1: INTRODUCTION

of thermal expansion at some temperatures [Jacobs 70, Berthold 76]. Many efforts have been

made to operate Fabry-Perot resonators at stabilised cryogenic temperatures where crystalline

materials exhibit intrinsic length stability and low sensitivity to environmental temperature

changes [Seel 97, Storz 98], the latter of which can be further enhanced through the use of

temperature compensation [Wong 97]. With this approach, Fabry-Perot cavities have achieved

fractional frequency stabilities in the realm of 10−16, with recent application to testing the

Standard Model of Physics [Herrmann 05, Antonini 05].

Cryogenic systems, however, are notoriously labour-intensive and expensive to operate. Fur-

thermore, the necessity to replace the cryogenic fluid make long measurements hard to achieve,

whilst the periodic nature of the refills can add unwanted systematic errors to the output signal.

For these reasons, room temperature systems are generally favoured and recent demonstrations

have shown that they can reach similar or better levels of performance than cryogenic systems.

Young et al. [Young 99] achieved the first room-temperature result in the 10−16 range, which was

based on Fabry-Perot cavities built from ULE. This system employed a dye-laser with two-stages

of Fabry-Perot stabilization and a substantial vibration isolation system.

Further gains in terms of reliability and simplicity have come with modern solid-state lasers

[Nevsky 02, Eichenseer 03, Webster 04, Notcutt 05] that emit radiation with much reduced

linewidths that remove the need for a first Fabry-Perot stage as was used in the NIST sys-

tem [Young 99]. The likelihood of the widespread use of Fabry-Perot frequency references has

been increased with recent demonstrations of diode lasers with residual fractional frequency

instabilities in the 10−15 range [Stoehr 06, Ludlow 07].

1.3.2 Reduced Vibration Sensitivity

Over the last few yeats, efforts have been directed towards reducing the effect of seismic and

acoustic vibrations by careful design of cavity geometry and mounting. By holding the cav-

ity about its plane of symmetry with its cylindrical axis aligned with gravity, Notcutt et

al. [Notcutt 05] managed to reduce the acceleration sensitivity of the frequency of a cavity

mode to around 10 kHz/ms−2. Subsequently, a number of studies used finite-element analysis

to assist the design and mounting of cavities. A detailed description of finite-element analysis of

cavity deformation under the influence of vibration noise is presented by Chen et al. [Chen 06].

Nazarova et al. [Nazarova 06] designed a four-point-support mounting approach whereby the

positioning of the supports was optimised through the use of finite-element analysis, reducing

the vibration sensitivity to approximately 1.5 kHz/ms−2. Webster et al. [Webster 07], refined
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1.4: ALL-SAPPHIRE ROOM TEMPERATURE FABRY-PEROT CAVITIES

this approach by removing material from the underside of the cavity spacer to give a vertical

vibration sensitivity to less than 0.1 kHz/ms−2 and a horizontal sensitivity of 3.7 kHz/ms−2.

1.3.3 Thermomechanical Noise

A further thrust of effort has spawned from the definitive measurement of mechanical thermal

noise limitations in rigid Fabry-Perot cavities [Notcutt 06]. Thermal noise causes continuous

fundamental fluctuations of the mirror surfaces away from their equilibrium positions. The source

of the noise is thermodynamical fluctuations relating to the mechanical loss of either the mirror

substrate or the mirror reflective coatings [Braginsky 03]. The effect of these thermodynamical

fluctuations was first directly observed in a suspended Fabry-Perot used in relation to the gravi-

tational wave detection [Black 04b]. A similar analysis was used by Numata et al. [Numata 04] to

show that the effect is also a limitation of rigid Fabry-Perot cavities used as frequency references.

This prediction was subsequently confirmed experimentally [Notcutt 06, Ludlow 07].

1.4 All-Sapphire Room Temperature Fabry-Perot Cavities

The motivation of the work described in this thesis was to provide a stable optical signal to act

as the frequency reference for our optical clock project as well as other precision experiments in

our laboratory. To meet this need, we have built a convenient and robust system, operating at

room-temperature, and driven by reliable low-noise solid state lasers at 1064 nm. The lasers

are based on a commercial non-planar ring oscillator design (NPRO) of neodymium-doped

yttrium aluminium garnet (Nd:YAG). The Fabry-Perot reference cavities are constructed from

crystalline sapphire, which has superior mechanical properties to ULE; for example, sapphire has

a Young’s modulus about 5 times higher than glass providing greater immunity to environmental

vibrations, and it is also not subject to mechanical creep. To account for sapphire’s greater

thermal expansion coefficient, we built a temperature controlled vacuum chamber to keep the

cavity thermally stable at the level of a few nK. This system was composed of both active and

passive control: two actively controlled shielding stages, combined with the high thermal mass

of the cavity on low conductivity supports provide a very stable thermal environment over the

short term.

This thesis details the physical realisation of this approach. It presents the careful design and

construction of the system (see Chapter 2), including careful control of alignment fluctuations

(see Chapter 5). The laser was tightly frequency locked (see Chapter 3) and the performance

of the system was evaluated (see Chapter 4), with careful consideration to the measurement
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CHAPTER 1: INTRODUCTION

process (see Chapter 6). The system produced an optical signal with a best fractional frequency

stability of 2.1 × 10−14 over integration times of a few seconds. This signal was then used to

test the ability of an built optical frequency synthesiser to transfer ultra-stable signals from the

microwave domain to the optical domain (see Chapter 7).

6



Chapter 2

Design and Construction

2.1 Approach

The goal of this project was to build an ultra-stable optical frequency reference aimed at being

the most stable optical reference in our laboratory on short timescales, with a target of 1 Hz

stabilisation. However, in order to quantify its frequency stability, it is necessary to compare its

output against another reference of equivalent or better performance, and so we undertook to

build two identical systems in separate vacuum chambers. Ultimately this was essential in order

to facilitate the rigorous testing and trouble-shooting required to optimise the performance whilst

also improving the functionality of the instrument. Not only are two optical signals available,

but it is also possible to compare the two in order to verify that the systems are performing as

intended at any given moment. The first generation optical frequency reference is referred to as

OFR1 (unofficially known as “Anna”), with the second generation reference referred to as OFR2

(unofficially known as “Maria”).

2.2 Fabry-Perot Cavity Design

2.2.1 Analysis of Resonance

To understand the resonant properties of our cavity, we consider its function in terms of the

interaction of the internal and external fields of the cavity. We follow the approach laid out

by Siegman [Siegman 86], which focuses on the steady-state response; i.e. when the inci-

dent, circulating, reflected and transmitted fields (see Fig. 2.1) have come to a steady-state.

Mathematically, we write this condition by equating the field that leaks in via the front mirror

7



CHAPTER 2: DESIGN AND CONSTRUCTION

Incident Field
Reflected Field Circulating Field

Transmitted Field

Ẽinc

Ẽrefl Ẽcirc

Ẽtrans

Figure 2.1: At equilibrium, a Fabry-Perot has four composite fields: incident, circulating,
reflected and transmitted.

of the cavity with the field that has made a round trip of the cavity (i.e. reflected off both

mirrors):

Ẽcirc = g̃rtẼcirc + i
√
T1Ẽinc, (2.1)

where Ẽinc is the continuous wave laser field incident on the cavity, Ẽcirc is the field that circulates

at steady state and g̃rt is the round trip gain. The imaginary number, i, in Eq.2.1 arises because

we choose to model the mirrors with reflections in-phase with the incident field and transmissions

phase-shifted by 90◦. For our analysis we assert that the cavity can be adequately described in

terms of only three loss parameters: the power transmission at the front mirror, T1, the power

transmission at the back mirror, T2, and a generic power loss term, δ0, which includes the effect

of all other losses that the circulating field encounters. The sum of all three parameters we

call δtot. The reflectivity of the mirrors is conventionally given by R = 1 − T − S − A, where

S is the fraction of scattering in a mirror and A is the fraction of absorption. However, in

this analysis we lump the S and A terms into the δ0 term, which expresses the losses for the

circulating fields and ignores the small effect of these particular losses on fields transmitting

through the mirrors. Given that all three parameters are very small in a high-finesse cavity,

we employ the first order approximation e−x ' 1 − x, for small x. This gives us relationships

involving exponentials, which are more mathematically flexible: R1 = 1−T1 ' e−T1 and likewise,

R2 = 1 − T2 ' e−T2 . We also write the round trip gain in terms of the total power loss term,

δtot, as: g̃rt = e−δtot/2 = e−T1/2−T2/2−δ0/2.

With this approach, various properties of a cavity on resonance (i.e. when the incident laser

field frequency is equal to the cavity resonance frequency: fl = fr) can be calculated easily. We

present here a list of the some of these results:

Ẽcirc

Ẽinc

∣∣∣∣
fl=fr

= i
2
√
T1

δtot
, (2.2)

Ẽrefl

Ẽinc

∣∣∣∣
fl=fr

=
δtot − 2T1

δtot
, (2.3)

8



2.2: FABRY-PEROT CAVITY DESIGN

Ẽtrans

Ẽinc

∣∣∣∣
fl=fr

=
2
√
T1

√
T2

δtot
, (2.4)

Power Build-up Factor =
4T1

δ2
tot

, (2.5)

F =
2π
δtot

=
λ

2L
Q, (2.6)

C =
4T1(δtot − T1)

δ2
tot

. (2.7)

The last two quantities, finesse, F , and contrast, C, can be measured easily as demonstrated in

Section 2.2.2. Manipulation of Eqs. 2.6 and 2.7 predicts the mirror parameters through

T1 =
(1±√1− C)π

F (2.8)

and

δtot =
2π
F (2.9)

In order to find the back mirror transmission, T2, we can make a third measurement of R, the

ratio of the transmitted field to the difference of the incident and reflected fields of the cavity:

R =
Ẽtrans

Ẽinc − Ẽrefl

∣∣∣∣
fl=fr

=
T2

T1
. (2.10)

The ambiguity in Eq. 2.8 reflects the two possible physical conditions: undercoupling, when

the field leaking out of cavity’s front mirror is less than the directly reflected field ((1−√1− C
in the numerator), and overcoupling, when the leaking field is more than the directly reflected

field ((1+
√

1− C in the numerator). This ambiguity can be resolved through a phase-dependent

measurement, such as the PDH technique discussed in Chapter 3.

We can also include the dependence of these parameters on frequency by including an extra

term in the round trip gain to give g̃rt = e−δtot/2 = e−δtot/2e−i2πf
2L
c , where f = fl − fr is the

deviation of the frequency of the incident field from resonance. This extra term simply evolves

the phase by 2π for each wavelength λ in the round trip distance of 2L. With this included we

recalculate the reflected amplitude to be:

Γ(f) =
Ẽrefl

Ẽinc
=
δtot − 2T1 + 8ifLπ

c

δtot + 8ifLπ
c

, (2.11)

where f is the frequency of the field. Fig. 2.2 shows that the square of the reflected amplitude,

|Γ(f)|2, produces a Lorentzian-shaped curve in frequency space.

9
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Figure 2.2: The frequency dependence of the fundamental cavity mode using the parameters
determined for OFR1 in Section 2.2.2.

2.2.2 Mirrors

The key measure of a Fabry-Perot cavity’s ability to discriminate between frequencies is given

by the finesse, which is defined as [Siegman 86]

F ≡ FSR
∆ν

, (2.12)

where FSR is the free spectral range (or axial mode spacing) of the cavity and ∆ν is the full

width at half maximum (or bandwidth) of the modes. The finesse indicates the limit of precision

in frequency space and therefore how well one can determine the location of another signal with

respect to that resonance. In other words, a high finesse enables one to achieve the very high

signal-to-noise ratio (SNR) required to accurately determine the central frequency of the cavity

resonance.

The mirrors in both OFR1 and OFR2 were sourced from the Australian Commonwealth

Scientific and Research Organisation (CSIRO) [Blair 97]. They comprise a low-loss dielectric

multi-layer coating on a fused silica substrate for OFR1 and a sapphire substrate for OFR2. The

fused silica mirrors in OFR1 are nominally 98.95 % reflective by power, one having a radius of

curvature of 500 mm with the other being flat, both with a diameter of 40 mm and a thickness

of 10 mm. The substrate of the curved mirror includes a platform (the mirror coating is on a

central raised area) of height 0.9 mm and diameter 4.8 mm, designed to fit inside the core of the

sapphire spacer, as shown in Fig. 1a of Wong et al. [Wong 97], reproduced here for clarity as

Fig. 2.3. The sapphire mirrors in OFR2 are nominally 99.99 % reflective by power, one (Part No.

10



2.2: FABRY-PEROT CAVITY DESIGN

97169/13) having a radius of curvature of 222 mm with the other (Part No. 97169/11) being

optically flat. The sapphire mirrors have a 25.4 mm diameter with a thickness of about 6 mm

and a 1.5◦ wedge.

40 mm

4.8 mm
0.9 mm

AR coating
10 mm

Figure 2.3: Schematic of the platform on the curved fused silica mirror.

The specific mirror parameters for OFR1 have been previously measured (and tabulated by

Wong [Wong 99]) to be T1 = T2 = 2360 ppm, S1 = S2 = 8112 ppm and A1 = A2 < 0 ppm.

Following the analysis in Section 2.2.1, we calculate the total cavity loss δtot = T1 + T2 + (S1 +

A1 +S2 +A2) = 2× 2360 + 2× 8112 = 20944 ppm. Substitution into Eqs. 2.6 and 2.7 then gives

a predicted finesse of

F =
2π
δtot

=
2π

20944× 10−6
' 300

and a predicted contrast of

C =
4T1(δtot − T1)

δ2
tot

=
4× 2360(20944− 2360)

209442
' 0.4.

Similarly for OFR2, T1 = T2 = 69 ppm, S1 = 80 ppm, S2 = 41 ppm and A1 = A2 = 1.9 ppm,

which gives δtot = 2× 69 + 80 + 41 + 2× 1.9 = 262.8 ppm and a predicted finesse of

F =
2π
δtot

=
2π

262.8× 10−6
' 24000

and a predicted contrast of

C =
4T1(δtot − T1)

δ2
tot

=
469(262.8− 69)

262.82
' 0.77.

Experimentally, we estimated the finesse by measuring the free spectral range and the

resonance bandwidth, and using Eq. 2.12. ∆ν was measured by linearly sweeping the frequency

of the laser through the cavity resonance by using the piezoelectric crystal mounted on each of the

laser cavities. For frequency calibration, we turned on the frequency modulation required for the

frequency lock (discussed in Chapter 3), such that the sweep produced three overlaid Lorentzian

peaks as shown in Fig. 2.4 for OFR1. The modulation sidebands are separated from the carrier by

11
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Figure 2.4: Scan of the frequency modulated laser (fmod = 8.322 MHz) across an axial mode of
OFR1. Is this case, the modulation sidebands are well outside the cavity bandwidth.

the modulation frequency, fmod, which allows us to calibrate the time axis in terms of frequency.

As will be discussed in Chapter 3, we decided to operate with the modulation sidebands within

the bandwidth of the cavity mode resonance. In this case, we fitted three Lorentzian peaks to

the curve as shown in Fig. 2.5 to determine a bandwidth of 811 kHz for OFR1 and 170 kHz for

OFR2. The modulation index, which is relevant to Chapter 3, was found to be 0.55 rad for OFR1

and 0.54 rad for OFR2.

To accurately measure the free spectral range, we locked two lasers to adjacent axial modes

of the same cavity. The difference frequency between the two lasers is therefore a measurement

of the FSR. The FSR was found to be 1.009580 GHz for for OFR1, giving a finesse of 1260

(predicted 300), and 1.000209 GHz for OFR2, give a finesse of 5880 (predicted 24000).

The finesse for OFR1 was higher than that calculated for the measured mirror properties,

which probably arises because they were cleaned between their use in previous work [Wong 99]

and their use in this work. The cleaning involved a 30 minute immersion of the mirrors in

an ultrasonically agitated bath of acetone, followed by a rinsing in methanol. The measured

finesse of OFR2 on the other hand is somewhat lower than that predicted, which we attribute
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Figure 2.5: A fit (green line) of three Lorentzian peaks (thin blue lines) to a scan (red dots) of a
frequency modulated laser across an axial mode of (a) OFR1 (fmod = 487.3 kHz) and (b) OFR2

(fmod= 211 kHz).
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2.2: FABRY-PEROT CAVITY DESIGN

to contamination during their previous use in cryogenic systems [Wong 99].

Experimental measurements of contrast were achieved through measurements of reflected

light intensity with the unmodulated laser beam frequency on and off resonance as per:

C =
Ioff − Ion

Ioff
.

In practice this measurement will always make an underestimate of C because the beam is never

perfectly matched to cavity mode. However, the magnitude of the error can be estimated by

accounting for the degree of mismatch, as shown in Section 2.4.2, where we estimate a contrast

of 90 % for OFR1 and 30 % for OFR2, which again differs from the calculated values. Similarly,

we measured the transmitted power to determine R in Eq. 2.10 of 0.22 for OFR1 and 0.28 for

OFR2.

Given the suspect validity of the mirror parameters in [Wong 99], in future we will make use

of the parameters calculated using Eqs. 2.8, 2.9 and 2.10 combined with our measurements of

F , C and R. For OFR1, we get (assuming the undercoupled case as determined in Chapter 3):

T1 ' (1−√1− 0.90)π
1260

= 0.00170,

T2 ' 0.22T1 = 0.000383,

and

δtot ' 2π
1260

= 0.00499.

For OFR2, we get (assuming undercoupled):

T1 ' (1−√1− 0.30)π
5880

= 0.0000873,

T2 ' 0.28T1 = 0.0000247,

and

δtot ' 2π
5880

= 0.00107.

2.2.3 Sapphire Spacers

While the mirrors of a Fabry-Perot determine the ability to resolve frequencies, the optical

separation of the mirrors, or cavity length, Lo = nL, determines the absolute frequency, where

n is the refractive index of the medium between the mirrors. The frequency of the mth axial

13
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mode is then determined by the formula:

fm =
mc

n2L
, (2.13)

where c is the speed of light in a vacuum. The separation of adjacent axial modes, or the FSR,

is then:

FSR =
c

n2L
. (2.14)

The corresponding cavity length is then L = c
2FSR = 149.90 mm, where we have used the value

of n for vacuum equal to unity. Subtracting the extra 0.36 mm due to the bow of the curved

mirror yields a spacer length of about 149.53 mm, which corresponds well with a pre-installation

mechanical measurement with a vernier of 149.70 mm. Similarly, the OFR1 cavity length is

about 147.0 mm, making the spacer length about 147.9 mm, accounting for the mirror platform.

Eq. 2.13 also means that any fluctuation in the length of the cavity translates directly into

fluctuations of the mode frequencies, as per the derivative [Siegman 86]:

∆f =
∂fm
∂L

∆L = − mc

n2L2
∆L, (2.15)

where ∆f is the small perturbation of the resonator frequency corresponding to a small change

in spacer length, ∆L. In fractional terms, the fractional change of the resonator frequency is

given by
∆f
f

= −∆L
L
, (2.16)

where ∆L
L is a fractional change in spacer length. Therefore, one of the key elements in the

construction of a stable frequency reference is the means by which the mirrors are held apart,

which is the role of the cavity spacer. Our approach was to use spacers constructed from a

single piece of mono-crystalline sapphire, which is known for its mechanical stability and its

immunity to creep (pictured in Fig. 2.6). We note that OFR1 has a lengthwise crack sustained

in an accident before this project, which might have been expected to compromise it’s long

term mechanical stability, but has not produced any noticeable effect to date. The stiffness

of sapphire is also very high (Young’s modulus of 400 GPa) [Black 04b] which gives it inherent

vibration immunity. The importance of this is revealed by a simple static analysis of the spacer’s

response to the accelerations caused by mechanical vibrations, which reveals that the fractional

14



2.2: FABRY-PEROT CAVITY DESIGN

length change is inversely proportional to the Young’s Modulus, E [Chen 06]:

∆L
L

= − ρL
2E

a, (2.17)

where a is the acceleration and ρ is the density of the spacer. The ratio ρ/E for sapphire is

about 1× 10−8 s2/m2, which is approximately three times less than that of more commonly used

spacer materials such as ultra-low expansion glass (ULE) and fused silica.

The spacers are cylindrical with a diameter of about 50 mm to allow for the clamping of

either 25 mm-diameter or 50 mm mirrors to the ends. The ends are polished to ensure a smooth

conjunction with the mirrors. In order to achieve a convenient mode-spacing of 1 GHz, the

spacers were made to be 150 mm in length. To avoid the optical loss associated with room-

temperature sapphire (12 ppm/cm [Baurès 93]), the spacers feature a 6 mm bore along the central

axis, which also connects to a vacuum release hole, intended to allow any gas to be evacuated

from the bore by a vacuum system.

The drawback of choosing sapphire for the cavity spacer is its susceptibility to thermally-

driven length changes. The thermal expansion coefficient is high (5.5 × 10−6 K−1 [Black 04a])

when compared to ULE, which is designed to have a turning-point in its temperature dependence

at about 300 K. On the other hand, sapphire has a high specific heat (64W m−1K−1 [Black 04a])

and therefore high thermal inertia, which contributes to increasing the thermal time constants

of the thermal system described in Section 2.3.

2.2.4 Assembly

In both cavities, the mirrors were spring loaded onto the spacers using metallic clamps. Operating

the spacer in compression may compromise the mechanical stability of the spacer through the

influence of the clamping material. OFR1 was connected with copper clamps that were originally

Figure 2.6: Picture of the sapphire spacer used in OFR2 showing the central bore and vacuum
release hole.
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intended for use with cryogenics, but were considered to be adequate for the first generation

cavity.

For OFR2, a set of custom-made aluminium clamps were designed to minimise the amount

of force applied down the axis of spacer. The pre-load was made to be large enough to ensure

that peak vibrations in the environment are not able to dislodge the mirrors from the spacer.

Although background seismic accelerations in the laboratory are typically less than the order of

1 mm/s2 (see Fig. 4.6), we estimated that 10 N of preload will account for peak accelerations of

work-related vibrations common to the laboratory and a nearby workshop. The three springs

on the clamp were then designed to apply this force with a 500µm deflection to ensure the force

is distributed evenly over the wedged mirror. This requirement determines the spring geometry

(length L, breadth b and height h) through the deflection of a cantilever,

δ =
4L3W

bh3E
,

while also choosing to keep the maximum stress,

σmax =
6LW
bh2

,

less than 60 MPa, well within elastic range of aluminium (yield stress of 270 MPa) in order to

avoid plastic deformation associated with stress concentrations. The physical realisation is shown

in Fig. 2.7.

We note that a subsequent finite element analysis (using the package FlexPDE) of the cavity

has shown that the deflection due to the spring forces is of the order of 10−8 m, producing a
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Figure 2.7: The clamps used for OFR2 shown (a) photographically and (b) schematically
(dimensions in Appendix C).
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2.3: THERMAL SYSTEM

deviation of the cavity resonance by about 40 MHz. This means the cavity is susceptible to

changes of the spring force at a rate of around 4 MHz/N.

To avoid contamination of the mirrors, the assembly of the OFR2 cavity was carried out

in a Class 100 cleanroom, and the spacer and clamps were cleaned by ultrasonic agitation in

an immersion of a 1:1 mix of trichloroethylene and acetone, followed by rinsing in propanol.

The assembled cavities were held with two copper clamps approximately one third the length

of the spacer from the ends (see Fig. 2.8). These clamps were in turn supported in the

centre of a temperature controlled vacuum chamber by a mounting structure made from G-

10 posts for OFR1 and thin-walled stainless steel for OFR2. The high stiffness of the mounting

structures means that the cavities are susceptible to the vibrations of the optical table. Therefore,

we suspended the optical table on air-legs with a low resonance frequency (2.5 Hz) in order

to provide isolation from the seismic vibrations coming from the laboratory floor. We note

that this approach does not help to isolate the system from acoustic vibrations, although this

could be achieved by replacing the mounting structure inside the vacuum chamber with a high

performance suspension system.

2.3 Thermal System

2.3.1 Thermal Stability Requirements

The primary goal of the thermal control system to keep thermal fluctuations at a level below

that at which they will cause 1 Hz frequency fluctuations. This requirement places a tight limit

on the temperature fluctuations of the sapphire spacer since it has a high coefficient of thermal

expansion (α= 5.5 × 10−6 K−1). The length of the spacer depends on the temperature by the

linear model:

L = L0(1 + αT ), (2.18)

where α is the thermal expansion coefficient and L0 is the length of the spacer at absolute

zero. When combined with Eq. 2.13, we get the dependence of the mode frequency, fm, on

temperature:

fm(L) =
mc

n2L0(1 + αT )
. (2.19)
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(a) Crack (b)

Figure 2.8: The assembled Fabry-Perot resonator of (a) OFR1 including fused-silica mirrors and
sapphire spacer, copper clamps and G-10 posts and of (b) OFR2 including sapphire mirrors and
spacer, aluminium clamps and stainless steel mounting.

To find the frequency perturbation of the mode, ∆f , in response to a fluctuation of the temper-

ature of the spacer, ∆T , we use the partial derivative:

∆f =
∂fm
∂T

∆T = − αfm
(1 + αT )

∆T. (2.20)

We substitute fm=281.63 THz (measured with a wavemeter), αSapphire=5.5× 10−6 /K and the

approximate temperature of 302 K to get a coefficient of ∂f
∂T =-1.55 GHz/K. This result reveals

that fluctuations of the bulk temperature of the spacer must be less than 0.6 nK in order to

ensure that fluctuations in the mode frequency are under 1 Hz.

2.3.2 Thermal Control System

In order to suppress temperature fluctuations to this level, we combine the long-term performance

of active temperature control with the short-term performance of passive attenuation. The

design comprises two stages of actively controlled copper shielding, separated from the ambient

environment, the cavity and each other by vacuum in order to deliver passive filtering, as shown in

Fig. 2.9. Fig. 2.10 shows a picture of the stainless steel vacuum chamber that encloses the shields,

complete with anti-reflection coated optical windows to transmit the incident and transmitted

cavity fields. The control shields are each equipped with resistive heaters to facilitate the even

application of heat to the shields by the injection of an electrical current. For OFR1 the heat is

delivered to each shield with a single 20 m length of resistance wire (Minalpha) coiled around the

shield and held on with varnish (GE 7031). For the OFR2 shields, four ceramic resistors were
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Inner Far Thermistor Outer Far Thermistor

Cavity Thermistor

Cavity

Inner Close

Inner Control 

Outer Close

Outer Control

Stainless Steel

G10

Radiation

Conduction

Conduction
from bench

µTorr - no conduction
Filtered
radiation

Figure 2.9: Schematic of the design of the thermal control system for OFR1, comprised of two
actively controlled copper shields housed inside a vacuum chamber.

OFR1
OFR2

Figure 2.10: Picture of the assembled temperature controlled vacuum chambers for OFR1 and
OFR2.
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used in order to avoid the outgassing problems that were initially encountered with varnish.

Each resistor was screwed to the shield with a small sheet of copper intended to assist with

distributing the heat into the shield so as to avoid forming hot spots at the resistor locations.

The shields were made of copper, which has a very high thermally conductivity (386 W/m.K

[Holman 97]), in order to distribute the heat evenly around the shields and thus creating a shell

of material that is held stably with a relatively even temperature distribution. The temperature

of each shield is measured with a 10 kΩ thermistor at the top of the shield, which is used as

the control input. Two other thermistors were fitted to each shield to measure the temperature

stability both near (within a few millimeters) and far (on the side of the shield) from the control

thermistor, in order to provide an out-of-loop assessment of the control performance. The

control thermistor is wired to a Wheatstone bridge, as shown in Fig. 2.11. The role of the

control system is to hold the temperature such that the voltage across the bridge (from terminal

A to B in Fig. 2.11) is zero and the thermistor resistance, RT , is equal to the reference resistor,

RR. Mathematically, the control error, δR = RT −RR, gives rise to a change in bridge voltage,

δV , according to:

δV =
R

(RT +R)2
Vrail δR,

where Vrail is the voltage supplied to the bridge rail. When all the resistors involved are of

similar magnitude, this reduces to
δV

Vrail
' 1

4
δR

RT
,

which says that the fractional change in voltage is about a quarter of the fractional change in

the resistance of the thermistor.

For both OFR1 and OFR2, we have set the reference resistor to 8.3 kΩ (302.4 K) on the inner

shield and 8.66 kΩ (301.4 K) on the outer shield. The other bridge resistors used were 10 kΩ

with a bridge rail voltage of 2.5 V. Therefore, when the control system is in operation with the

RT

vacuum chamber

Vrail

RR

R R

A B

Figure 2.11: Schematic of the Wheatstone bridge used for a null measurement of the control
thermistor resistance. The voltage difference between terminals A and B provides the error
signal for the digital controller.
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thermistor resistance held close to reference resistor, the current flowing through each resistor is

about 0.27 mA, delivering only 600µW to the thermistor. This is small compared with the heat

supplied to the shield heaters during operation, which is about 0.4 W on the inner shield and

1.5 W on the outer shield.

The bridge voltage signal on the bridge was fed to the differential inputs of a low-noise

instrumentation amplifier with programmable gain (Analog Devices 524AD) required to handle

the large dynamic range necessary for the control on start-up. The output of the amplifier is a

voltage between 0 and 5 V, where 2.5 V indicates the null condition of the bridge. This voltage

is sampled at 4 Hz by an analog to digital converter onboard a MicroPac M180 microprocessor,

and then used in an infinite impulse response (IIR) algorithm to calculate the required control

response. The output yn is given by:

yn =
M∑
k=0

akxn−k +
N∑
j=0

bjyn−j , (2.21)

where xn is the nth sample of the error voltage and the coefficients can be found by applying the

Bilinear transform. For our system we calculated values of b0=1.63373, b1=-1.85296, a0=0.21941,

a1=-0.585771 and a2=-0.414207, which corresponds to a PID filter with the integrator domi-

nating below 0.08 mHz and the differentiator dominating above 0.8 Hz, chosen to match the

measured thermal time constants of the shields and control thermistors of approximately 3.5 hrs

and 1.2 s respectively. The control output calculated by the IIR is delivered to the shield heaters

via the 0 to 5 V analog output of the microprocessor and an external amplifier in order to keep

the shield thermistor temperature at the set-point. Appendix A shows a schematic of the control

electronics.

2.3.3 Thermal Modeling

We can model the thermal system by using the simple analogy of a capacitor-resistor net-

work [Holman 97]. Here capacitance corresponds to the product of the mass, M , and thermal

heat capacity, cp, of any discrete objects in the system, whilst the resistors correspond the thermal

resistance between the objects. By considering our system as a network of three discrete bodies

– the cavity and the two stages of shielding – we derive the circuit model shown in Fig. 2.12.

Transfer of heat between the lumped bodies is allowed through either radiation between

the shields or conduction through the support structure (convection and conduction through

the vacuum is negligible). The radiative heat, Qrad transferred from a body of temperature T ,

emissivity ε and surface area A, to a surrounding body at temperature T −∆T can be estimated
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Cavity
Optical heat ~ 0 W

Inner 
shield

Outer 
shield

Inner heater 
= 0.5 W
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= 1.5 W
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TambTin Tout

QoutQin

QambQcav

Tcav

Rc-i Ri-o Ro-a

Cin CoutCcav

Figure 2.12: A lumped model of the thermal system, composed of three bodies, each with a
thermal capacitance and connected to each other through a heat path with thermal resistance.
The vacuum chamber walls are assumed to be at ambient.

from the equation

Qrad = σAε[T 4 − (T −∆T )4]

' σAε4T 3∆T, (2.22)

where the second line is the first order approximation based on the assumption that the temper-

ature difference is small compared with the absolute temperatures. This is valid for our situation

in which we have at most a 6 K temperature difference between objects near or above the room

temperature of about 295 K. Rearranging Eq. 2.22 gives an estimation of the thermal resistance

of the radiation path:

Rrad =
∆T
Qrad

=
1

4σAεT 3
.

The thermal resistance due to conduction through an object connecting the shields can be

estimated using

Rcond =
∆T
Qcond

=
∆x
kA

,

where ∆x is the conduction length, k is the conductivity of the material and A is its cross-

sectional area.

By performing a parallel summation of the radiative and conductive contributions, Rrad=

28 K/W and Rcond=3.2 K/W, we calculate that the thermal resistance for the heat path between

the outer shield and ambient of Ro-a=6.7 K/W. This is similar in magnitude to a measurement

of 3.3 K/W, derived from the ratio of Tout−Tamb=6 K and Qamb = Qin +Qout=1.8 W. Similarly,
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we compare the calculation of Ri-o=2.8 K/W with a measurement of 3.3 K/W. Whilst we did

not measure Rc-i, we estimate that is dominated by the G-10 post for OFR1 and the thin-walled

stainless steel post in OFR2, which are estimated by calculation to be over 100 K/W.

It is clear from these numbers that the dominant heat path is conduction through the stainless

steel post that support the base-plates. This means that the isolation of the inner and outer

stages is compromised by the leakage of ambient temperature fluctuations through the support

structure. The leakage will necessarily create a temperature gradient from top to bottom of each

shield, further accentuating the existing asymmetry due to the lack of a heating element on the

base-plate. This is compounded by the fact that the control thermistor is located on top of the

shields, which is the position least affected by this heat leakage, therefore inhibiting the control

system’s ability to respond to temperature fluctuations. The intention is that this flaw in the

thermal system will be rectified in the near future by both re-manufacturing the posts with a

less conductive material (or by using thin-walled stainless steel) and including a heater on the

base-plates.

The frequency response of the thermal system to heat input is derived through phasor analysis

of the circuit model in Fig. 2.12. The temperature of the outer shield acts like a low-pass filter

in response to the outer shield heaters (assuming no heat is applied to the cavity):

Tout

Qout
=

Ro-a

1 + iωRo-aCout
,

where ω is the angular Fourier frequency and i is
√−1. The inner shield temperature on the other

hand has a more complicated dependence on both the inner and outer heaters (for simplicity,

we ignore the contribution of the heat path from the inner shield to the cavity):

Tin =
(ωCoutRo-aRi-o − iRi-o)Qin − iRo-aQout

(1 + iωRi-oCin)(1 + iωRo-aCout)
.

These responses are shown in Fig. 2.13 for the measured thermal resistances and by estimating

the heat capacities of Cout '5800 J/K and Cin '5000 J/K, from the mass of the copper shields

and base-plates and using cp,Cu=383 J/kg.K and cp,Al=896 J/kg.K. Fig. 2.13 demonstrates math-

ematically the concept of using thermal insulation to passively attenuate any fluctuations of the

heat flowing throughout the system, particularly those that remain unsuppressed by the active

control of the shields.

Finally, the temperature fluctuations at the cavity are simply the residual temperature

fluctuations of the inner shield, filtered by the final stage of insulation. From the model in
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Figure 2.13: Response of inner shield temperature (a) and outer shield temperature (b) to
perturbations of heat, as calculated using the lumped thermal model.

Fig. 2.12, the ratio of these to temperatures is given by

Tcav

Tin
=

1
1 + iωRc-iCcav

, (2.23)

which is a low-pass filter with a corner frequency of about 10−6 Hz, using an estimate of the heat

capacity, Ccav '900 J/K, for 1.2 kg spacer made from sapphire (cp,Sapphire=760 J/kg.K).

2.3.4 Residual Temperature Fluctuations

To assess the performance of the thermal control system, the temperature of the cavity was

measured with a thermistor mounted directly on the sapphire spacer. Fig. 2.14 shows a sample

of the temperature logged over a few days, as well as the corresponding Allan deviation. The

temperature is clearly affected in the long-term by unwanted diurnal fluctuations, which are

due to the leakage of heat into the system via the conduction paths discussed above. On

shorter time-scales, the measurement is obscured by the white noise floor of the thermistor

measurement of 11µK/
√

Hz, as can be seen from the power spectral density of the cavity

temperature shown Fig. 2.15. We estimate that the residual fluctuations are about 13 nK/
√

Hz

at 1 Hz by extrapolating the last measurable temperature fluctuations with the assumption that
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Figure 2.14: a: The temperature of the cavity of OFR1, logged over 4 days with a 10 kΩ
thermistor. b: The Allan deviation of the temperature over 4 days (solid line) and over a 4
hour segment (dotted line). The dashed line indicates the limit of the temperature measurement
(7.8/

√
τ µK).
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Figure 2.15: Power spectral density of the cavity temperature (red trace). The green line
extrapolates the spectrum by assuming it falls with 1/f . The dotted line indicates the limit of
the temperature measurement (11µK/

√
Hz).

the temperature follows the high frequency regime of a low-pass filter as per Eq. 2.23. The

temperature stability of the cavity can also be inferred from the measurement of the frequency

stability of the reference. As described in a later section (see Fig. 4.3), we show that the short-

term frequency stability is as low as 2 × 10−14, which, by inference using Eq. 2.20, indicates

that the temperature stability is better than 7 nK below 0.8 s.

2.3.5 Vacuum system

The previous section demonstrated the importance of maintaining good thermal insulation for

the effective operation of the thermal control system. A key component of this was to ensure

that the chamber was held at high vacuum to mitigate convection and conduction through the

gas. However, an additional requirement is placed on the vacuum system due to the dependence

of the resonance frequency of the cavity on the refractive index of the medium between the

cavity mirrors, as expressed in Eq. 2.13. A simple confirmation of the importance of pressure

was observed when fluctuations of the beat-note were dramatically reduced as the pressure was

pulled below a few torr to prevent the formation of convection cells. Specifically, we saw the

fractional frequency instability drop by an order of magnitude from 10−11 at a pressure of 12 Torr

to below 10−12 after the vacuum was rapidly lowered to below 0.2 Torr.
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However, even at low pressures, the resonance frequency is affected by the pressure in the

medium since it is in direct proportion to the refractive index. Following Ref. [Birch 94]:

n = 1 +
(ns − 1)p
95095.43

1 + 10−8(0.601− 0.00972t)p
1 + 0.0036610t

' 1 +
(ns − 1)p

95095.43(1 + 0.0036610t)
, (2.24)

where ns is the refractive index of air under standard conditions, p is the pressure in Pa, and t

is the temperature in ◦C. In the second line we have taken the first order approximation since

p is much less than unity. Substituting Eq. 2.24 into Eq. 2.13 and taking the partial derivative,

leads to
∂f

∂p
' (ns − 1)

95095.43(1 + 0.0036610t)
f0, (2.25)

where f0 is the average frequency of the field. For air, ns for 1064.5 nm radiation at 22 ◦C

is 1.000274, which gives a coefficient of ∂f
∂p = 90.08 MHz/Torr, using an average frequency of

281.63 THz, as previously measured. We checked this coefficient experimentally by back-filling

the vacuum chamber with dry nitrogen gas (which has a slightly higher refractive index than air)

and monitoring the beat-note and the pressure with a Digiquartz 745 pressure gauge (accuracy

of 0.06 Torr). A series of measurements gave an average coefficient of 99.0 MHz/Torr.

To mitigate the effect of pressure fluctuations, the chamber was held below 10−5 Torr through

the use of a 20 L/s ion pump (diode pump for OFR1 and a triode pump for OFR2). Before

engaging the ion pumps, it was necessary to bake the chambers whilst connected to a turbo

vacuum pump in order to release moisture and gases embedded on the surfaces. After some

settling time, both vacuum chambers reached a stable vacuum pressure below 10−5 Torr. The

ion pump current on the OFR1 vacuum chamber was noted to vary over long time-scales within

a range of 1.5 mA and 2 mA, which corresponds to a range of 5× 10−6 Torr and 6.7× 10−6 Torr.

However, on short time-scales, the fluctuation was less than 0.1 mA, corresponding to a pressure

fluctuation of less than 3× 10−7 Torr (corresponding to . 30 Hz).

To test the stability of the OFR2 vacuum, the vacuum current monitor available on the

vacuum controller (Varian 921-0062) was logged for 5 days, showing that the pressure was always

less than 2.6× 10−6 Torr. The corresponding stability of the OFR2 vacuum pressure, expressed

as the Allan deviation, is presented in Fig. 2.16. The right hand axis of Fig. 2.16 shows the

frequency instability due to pressure fluctuations as inferred from Eq. 2.25. We note that in

practice the ion pump can induce fluctuations of pressure due an to internal out-gassing process

caused by self-heating. Furthermore, the out-gassing of the vacuum chamber walls is dependent
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Figure 2.16: The stability, in terms of Allan deviation, of the vacuum in the OFR2 chamber.

on the ambient temperature Furthermore, the volume of gas in the vacuum is fixed, so there is

a direct coupling between the temperature of the gas and the pressure of the gas. Since the gas

has exposure to the ambient temperature at the walls of the vacuum chamber, there is a weak

dependence on ambient temperature. In addition, temperature fluctuations of vacuum chamber

walls change the amount of out-gassing, which in turn changes the pressure. Such effects may

account for the worsening pressure stability at long time-scales that is apparent in Fig. 2.16. In

future designs, these issues could be avoided by using two separate vacuums: one for the thermal

system and one for the Fabry-Perot cavity.

2.4 Optical System

2.4.1 Layout

The layout of the optics on the optical table is shown schematically in Fig. 2.17. The optical

source of each reference is a Nd:YAG laser based on a non-planar ring oscillator. The laser

generates infrared radiation with a nominal wavelength of 1064 nm. The OFR1 source is a

Lightwave Electronics 124 (Laser1), which produces about 50 mW of radiation whilst the source

for OFR2 is an Innolight Prometheus 20NE (Laser2), which produces up to 1 W. The Laser2

is also equipped with a frequency doubling stage that delivers a green laser output at 532 nm,

which can be used as an alternate read-out of the reference (see Section 4.2). Both sources offer

low frequency noise, as supplied, with the Laser1 having a specified linewidth of 10 kHz/ms and

drift of 50 MHz/hr and the Laser2 having a linewidth of 1 kHz/100 ms and a drift of 2 MHz/min.

Both lasers were mounted on an optical table and the light from each laser was directed to the

Fabry-Perot cavity through a series of preparatory optics. Several optical isolators are used to

ensure that no instability is induced in the lasing process by retro-reflections from the external
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Figure 2.17: Schematic of the Optical Table.

optics back into the laser cavity.

2.4.2 Mode-Matching

Mode-matching optics are used to ensure the that the beam shape matches to that of the

fundamental cavity mode. The shape of the cavity mode is a function of the mirror curvatures

and the length of the beam [Siegman 86]. Both Fabry-Perot cavities employ a half-symmetric

cavity, which has a waist at the flat mirror given by:

w2
0 =

λ

π

√
L(R− L), (2.26)

For OFR1, R is 0.5 m, giving a waist of 278µm; for OFR2, R is 0.222 m giving a waist of 188µm.

By orienting the cavities with the flat mirror facing the incident beam, we simplify the mode-

matching specification since it becomes a matter of simply ensuring that the incident beam has

a waist at the front of the cavity, with a size that matches the above value. For simplicity, we

allowed the beam produced by the laser to expand to a few millimeters in diameter, at which

point we use a lens to collimate the beam with a Rayleigh range of a few meters. In this way,

a single additional lens can be placed one focal length in front of the cavity, with its focal

length chosen such that it produces a waist of the right size at the front mirror of the cavity, as
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depicted in Fig. 2.18. The size of the waist depends on the focal length of the lens, according to

the formula (proven in Appendix D):

f =
πwcavwcol

λ
, (2.27)

where wcol is the spot-size of the collimated beam and wcav is the cavity waist.

In practice we have a limited selection of lenses, but the process is relatively forgiving. For

example, for OFR2 we used a 1 m lens to produce a collimated beam with a spot-size of 1.5 mm.

The collimating lens was tilted slightly to reduce a beam astigmatism which was observed with

a beam analyzer. The focal length of the lens required for mode-matching according to Eq. 2.27

is 828 mm. In practice, we used a 750 mm focal length and adjusted the position of the lens

to achieve a compromise between the waist size and the waist position. The calculation was

checked with a more rigorous approach by modeling the optical system with ABCD matrices.

Similarly, for OFR1 the collimated spot-size was about 1 mm and the mode-matching lens had

a focal length of 500 mm.

An estimate of the effectiveness of mode-matching can be achieved by measuring the power

in all the modes by scanning the laser across one FSR. For OFR2, we found the fundamental

mode had 93 % of the total power available to the modes. An alternative approach is to compare

the shape of the beam reflected from the cavity between the locked and unlocked conditions.

The reflected beam when resonant with the fundamental mode is simply the incident beam

with the resonant component removed as discussed in Chapter 5. Therefore, the difference of

the resonant beam and the non-resonant beam indicates the size and position of the resonant

component. Comparison with the incident beam therefore indicates how closely the size and

position of the incident beam matches that of the resonant component. Fig. 2.19 shows an

example measurement of the resonant and non-resonant beams for OFR2 using a beam analyzer

(BeamPro). The difference of the two measurements (green trace), in comparison with the non-

resonant beam shape (red trace), shows that in this example the beam is well matched in the

vertical axis, but for the horizontal axis it is 6% too narrow and 4% misaligned to the left in terms

Optic Axis
LASER

Collimated Beam fmmfcol

Collimation Lens, fcol Mode-matching lens, fmm

Fabry-Perot

Figure 2.18: A simple approach is to mode-matching is to use only two lenses; one for collimation
and one for matching to the cavity waist (not to scale).
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of the beam width of the resonant component. The lateral misalignment is easily rectified by

adjusting a beam-steering mirror, whereas the beam width can be improved through adjustment

of the mode-matching lenses.
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(bottom panel) cross-sections of the unlocked (red line) and locked (blue line) condition, together
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Chapter 3

Frequency Locking

3.1 Introduction

In order to transfer the stability of the Fabry-Perot cavity to the frequency of the laser, we must

ensure that the frequency of the laser is locked to the central frequency of a cavity resonance.

It is the role of the frequency locking system to perform this function: to suppress the free-

running frequency noise of the laser by forcing it to track the stable frequency of the cavity

resonance. In doing so, the frequency lock must impose the intrinsic noise of the cavity on the

laser frequency, whilst rejecting the variety of other extraneous sources of noise that arise in

either the plant, detection system or the controller electronics, as indicated in Fig. 3.1. Here, we

consider the plant to be the control path through the laser, optics, cavity and detection system

but not including the controller electronics. The feed-forward gain, Gplant, (which is the transfer

function of the plant shown in Fig. 3.1 when the cavity is on resonance) is therefore given by

Gplant = XlasXcavXdet, (3.1)

where Xlas (Hz/V), Xcav (W/Hz) and Xdet (V/W) are the transfer functions of the laser

(frequency tuning via a piezoelectric crystal), cavity and the detection system respectively.

Including the gain of the controller gives the open loop gain

GOL = XlasXcavXdetGcon. (3.2)

The role of the controller is to introduce the appropriate transfer function, Gcon, such that noise

on the frequency reference output signal is suppressed when the loop has been closed. When
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Figure 3.1: Schematic of the dominant noise sources in the frequency locking scheme. Here, Slas

the free-running frequency noise of the laser, Sint is the intensity noise on the beam (intensity
fluctuations from the laser, unintended amplitude modulations or any other source), Sdet is the
noise floor of the detection system and Scon is the noise of the controller. Scav is the residual
fluctuation of the stabilised cavity resonance that is to be imposed on Sout.

closed, the power spectral density of the frequency noise at the reference output, Sout, is given

by [Ogata 97]

Sout =
1

(1 +GOL)2
[Slas + SconX

2
las + SdetG

2
conX

2
las

+SintX
2
detG

2
conX

2
las + ScavX

2
cavX

2
detG

2
conX

2
las]

' Scav + (Sdet/(X2
detX

2
cav) + Sint/X

2
cav), (3.3)

where we have used the quantities indicated in Fig. 3.1 and in the second line we have approxi-

mated for the case where the controller gain, Gcon, is much larger than unity, thus, G2
OL

(1+GOL)2 → 1

and 1
(1+GOL)2 → 0. In this case, the laser noise, Slas, is suppressed, and the reference output

becomes the summation of the intrinsic cavity noise with the other extraneous sources of noise

in the plant. In this chapter we detail the approach to frequency locking including the efforts

made to reduce the extraneous noise sources in order that the reference output is dominated by

the intrinsic noise of the cavity (i.e. when Eq. 3.3 reduces to Sout ' Scav).
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3.2 Pound-Drever-Hall Detection

To derive a locking signal from the cavity (and to generate Xcav), we follow the very suc-

cessful detection scheme first demonstrated by Drever et al. [Drever 83], and well reviewed by

Black [Black 01]. The Pound-Drever-Hall (PDH) technique involves frequency modulating the

laser radiation, such that the laser can derive a monotonic error function when the carrier (or

average) frequency is in the vicinity of the resonant mode. Mathematically, we use consider the

unmodulated beam from the laser as a phasor,

Ẽ = E0e
i2πνct,

then add a modulation to the phase:

Ẽmod = E0e
i2πνct+iφm sin(2πfmodt),

where φm is the modulation depth and fmod is the modulation frequency. Trigonometric

expansion leads to an expression:

Ẽmod(t) = E0[J0(φm)ei2πνct

+J1(φm)ei2π(νc+fmod)t − J1(φm)ei2π(νc−fmod)t

+J2(φm)ei2π(νc+2fmod)t − J2(φm)ei2π(νc−2fmod)t

+...], (3.4)

where we have introduced the Bessel functions of the first kind, Jn(x), by substituting the

following expansions [Robins 82]:

sin(x cos(φ)) =
∞∑
n=0

2J2n+1(x) sin((2n+ 1)φ)

and

cos(x cos(φ)) =
∞∑
n=0

J2n(x) cos(2nφ).

By inspection one can see that Eq. 3.4 is composed of a field at the carrier frequency, νc, plus a

series of sidebands at harmonics of the modulation frequency, fmod, both above and below νc.

We can demonstrate this more explicitly by taking the Fourier transform of this expression to

33



CHAPTER 3: FREQUENCY LOCKING

get:

Ẽmod(ν) = E0[J0(φm)δ(ν − νc)

+J1(φm)δ(ν − (νc + fmod))− J1(φm)δ(ν − (νc − fmod))

+J2(φm)δ(ν − (νc + 2fmod))− J2(φm)δ(ν − (νc − 2fmod))

+...], (3.5)

where δ(ν) is the Dirac delta at Fourier frequency ν. When Ẽmod is incident on the Fabry-Perot

cavity, each component of the field can resonate, depending on whether its frequency is near

that of a mode.

To find the average DC intensity seen by the photodetector, PDC, we square the time-domain

amplitude of the reflected signal, Ẽrefl = Γ(f)Ẽinc, and collect the non-oscillatory terms, giving

(including contributions from the first 4 side-bands only):

PDC(f) = E2
0 [J0(φm)2|Γ(f)|2

+J1(φm)2(|Γ(f + fmod)|2 + |Γ(f − fmod)|2)

+J2(φm)2(|Γ(f + 2fmod)|2 + |Γ(f − 2fmod)|2)

+J3(φm)2(|Γ(f + 3fmod)|2 + |Γ(f − 3fmod)|2)

+J4(φm)2(|Γ(f + 4fmod)|2 + |Γ(f − 4fmod)|2)

+...], (3.6)

where f = νc−fr is the difference of the laser’s carrier frequency from the centre of resonance and

Γ(f) is the reflected amplitude defined in Eq. 2.11 of Section 2.2.1. Fig. 3.2 shows a calculation

of the response of the cavity to a frequency modulated beam the OFR1 cavity parameters.

The PDH signal is detected by mixing the signal from the photodetector with the modulation

frequency, fmod. Mathematically, we achieve this by collecting the terms involving sin(2πfmodt).

Xcav = 2E2
0

3∑
k=0

Jk(φm)Jk+1(φm)

[
1∑
l=0

=(Γ(f + (−1)lkfmod)Γ∗(f + (−1)l(k + 1)fmod))

]
, (3.7)

where < and = indicate the real and imaginary components respectively, and ∗ indicates the

complex conjugate. The terms represent all the possible combinations of peaks that produce a

beat at the modulation frequency, fmod. Similarly, we can derive the quadrature phase signal
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Figure 3.2: The normalised intensity of the reflected signal as calculated by Eq. 3.6 for OFR1

with modulation parameters of φm = 1 and fmod = 3 MHz.

by collecting terms involving cos(2πfmodt):

Xcav

∣∣
90◦ = 2E2

0

3∑
k=0

Jk(φm)Jk+1(φm)

[
1∑
l=0

(−1)l<(Γ(f + (−1)lkfmod)Γ∗(f + (−1)l(k + 1)fmod))

]
.

(3.8)

For the case where the modulation frequency is much greater than the bandwidth of the

cavity resonance, the value of the contribution of each peak to its neighbouring peaks tends to

unity (i.e. <(Γ(f+nfmod))→ 1 and =(Γ(f+nfmod))→ 0), which yields the particularly simple

form

Xcav = 4E2
0J0(φm)J1(φm)=(Γ(f))

= 4E2
0J0(φm)J1(φm)

16cfLπT1

64f2L2π2 + c2δ2
tot

, (3.9)

where we have substituted the cavity parameters in the second line. The quadrature signal

Xcav

∣∣
90◦ is zero in this case.

Both the in-phase signal and the quadrature phase signal are shown in Fig. 3.3 for typical

parameters. The key feature of the PDH signal is that it gives a monotonic signal that passes

through zero at the location of the centre of cavity resonance. The slope of the signal at the

zero crossing determines how well we can locate the centre of resonance, or alternatively, the

potential SNR, when combined with the measurement noise of the system.

In practice, the frequency modulation was initially produced with an electro-optic modulator

(EOM), also known as a Pockels cell. It was found, however, that this approach produced
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Figure 3.3: The in-phase PDH signal (a) and the in-quadrature PDH signal (b), calculated from
the cavity parameters for OFR1 with φm = 1, fmod = 3 MHz and E0 = 1.

unintended modulation of the polarisation of the laser beam in addition to frequency modulation.

Polarisation modulation converts to amplitude modulation when passing any optic that selects

light based on polarisation, such as the polarising beam splitter used to pick-off the light reflected

from the cavity. This polarization-induced relative amplitude modulation (RAM) falsely presents

as a contribution to the PDH signal and therefore compromises the locking performance. One can

reduce the level of RAM by including a carefully adjusted polariser at the output of the EOM,

but ultimately we found more success by modulating with the piezoelectric crystal mounted on

the laser cavity [Cantatore 95]. In this case, RAM is produced internally to the laser, but at

our chosen modulation frequencies of 487.3 kHz for OFR2 and 211 kHz for OFR1, the RAM was

about 15 dB lower and more stable than that produced by the EOM modulation.

These frequencies imply that the modulation sidebands are inside the bandwidth of the

cavity resonance, unlike the usual approach which ensures the maximum PDH error signal. Due

to the limited bandwidth of the laser’s piezoelectric crystal (Xlas ∼ 1 MHz/V and has a -3 dB

bandwidth of less than 100 kHz) and the large-area and high sensitivity photodetector used (Xdet

has a -3 dB bandwidth of about ∼150 kHz), we aimed to achieve the maximum PDH error signal

by striking a balance between being too far inside the cavity bandwidth and too far outside

the piezoelectric crystal and photodetector bandwidths (the reasoning behind the photodetector

choice is discussed further in the following sections).

In practice, we measured the frequency slope of the PDH signal by scanning through the

resonance, as displayed for OFR1 in Fig. 3.4. We note that substituting the cavity parameters

into the derivative of Eq. 3.7 yields a complicated dependence on the modulation frequency,

fmod. Since the value of T1 depends on whether the cavity is overcoupled or undercoupled,

as per Eq. 2.8, the dependence can follow two starkly different curves, as shown in Fig. 3.5.

The existence of these different curves provides the opportunity to determine whether each of

the cavities is undercoupled or overcoupled. For OFR1, we scanned the laser frequency across
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Figure 3.4: The PDH signal measured on the OFR1 system with a modulation frequency of
1.2283 MHz. The dashed line is the PDH signal calculated from the known cavity properties,
and adjusted for the gain of the detection system.
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Figure 3.5: The slope of the OFR1 PDH signal at the centre of resonance as a function of the
modulation frequency normalised by the cavity bandwidth, for the undercoupled case (a) and
overcoupled case (b) normalised to 1 W of incident power. The dots are the signal measured on
OFR1, accounting for the gain and the amount of incident power.
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the cavity resonance whilst monitoring the voltage output of the detection apparatus shown in

Fig 3.12, including a photodetector (New Focus 2031), an RF amplifier (Minicircuits ZFL-500LN)

and a phase detector. The slope at the centre of resonance corresponds to the derivative of the

PDH signal (as in Fig. 3.5) with some extra scaling due to the responsivity of the photodiode,

the sensitivity of the phase detector and the sum of the electrical gain. This procedure was

repeated for a series of different modulation frequencies and the values are plotted in Fig. 3.5

after removing the gain of the electronics, including the frequency response of the photodetector

which has a 1 MHz bandwidth. The approximate agreement between the curve calculated for

the undercoupled case and the experimentally measured PDH signal confirms that the OFR1

cavity is undercoupled, as assumed in Section 2.2.2. By a similar measurement, the OFR2 cavity

was also found to be undercoupled.

3.2.1 Choice of Photodetectors: Avoiding Spurious PDH Signals

We found it was necessary to choose large-area photodiodes to avoid the generation of a spurious

signal caused by incomplete spatial integration of the Hermite-Gaussian components in the

beam reflected from the cavity. The effect is seen on the photodiode signal when there is some

spatial asymmetry in the reflected beam, caused by any residual imperfections in alignment or

mode-matching. Subsequent propagation of the beam allows the Guoy phase of the various

Hermite-Gaussian modes to evolve, producing in interference that gives rise to an additional

frequency-dependent effect on the photodiode signal [Chow 04].

More explicitly, we consider the normalised 3-dimensional form of the set of Hermite-Gaussian

cavity modes:

ũm,n(x, y, z) =

√
21−m−n

w(z)2πm!n!
Hm

(√
2x

w(z)

)
Hn

(√
2y

w(z)

)
e
i(m+n+1)φ(z)−π(x2+y2)

πw2
0−izλ , (3.10)

where Hm is the Hermite polynomial, w(z) = w2
0 + z2λ2

π2w2
0
, is the beam spot-size, φ(z) =

tan−1( zλ
πw2

0
), is the Guoy phase shift, and m and n are the mode numbers. The form of the

field that is resonant with some mode of the cavity, ũcav, is given by:

ũres =
∫ ∞
−∞

∫ ∞
−∞

ũincũ
∗
cav dxdy ũcav, (3.11)

where the asterisk denotes the complex conjugate. The non-resonant field is simply the difference

of the incident field and the resonant field, as such: ũnon = ũinc− ũres. Therefore, the beam that

returns from the cavity is just a summation of the non-resonant beam with the resonant beam
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multiplied by the cavity resonance function from Section 2.2.1, Γ(f) = δtot−2T1
δtot

:

ũrefl = Γ(f)ũres + ũnon = ũinc + (Γ(f)− 1)
∫ ∞
−∞

∫ ∞
−∞

ũincũ
∗
cav dxdy ũcav. (3.12)

For example, we consider the case of a simple lateral misalignment of a in the x-direction of an

otherwise perfectly aligned beam, ũinc = E0ũ0,0(x − a, y, z) (such misalignments are discussed

in more depth in Chapter 5). The total power in the beam (i.e. the power that would be

measured by a large-area photodiode) reduces to Prefl = E2
0(1− e−

a2

w2
0 Γ(f)), which is symmetric

with respect to the laser frequency, f .

To model the scenario of measuring the optical power in this reflected beam with a small

photodiode (i.e. with a limited aperture), we integrate the intensity of the beam only within a

limited radius of r:

Paperture =
∫ r

0

∫ r

0

ũreflũ
∗
refl dxdy. (3.13)

Fig. 3.6 shows the distortion to the shape of cavity resonance as measured on the OFR1

cavity, which matches well with the calculated curve using the cavity parameters for OFR1

(determined in Section 2.2.2) for the reflected beam with a lateral cavity misalignment of 70µm,

propagated 0.9 m to an off-centre restricted aperture (set to be 0.8 mm, the same as the diameter

of the photodiode, a New Focus Model 6121). The PDH error signal is similarly affected, as

shown in Fig. 3.7.

We note that similarly shaped asymmetric resonances are also seen when the reflected

beam interacts with a parasitic interferometer caused by unintended reflections from optical

components in the lead up to the cavity [Tobar 93]. In our case the resonances regained the

normal symmetry after switching to a large-area photodiode, which confirms that in this case

the problem arises from chopping of the reflected beam by the small-area photodiode.

3.2.2 Choice of Photodetectors: Signal to Noise Ratio

The choice of photodetector was a key consideration in ensuring that we were able to achieve the

high signal to noise ratio (SNR) required to frequency lock each laser to its cavity with a residual

frequency error below 1 Hz. The size of the detected signal is affected by the responsivity and the

bandwidth of the photodetector, whilst the noise is determined by the photocurrent noise and

voltage noise of the circuitry. We trialled two commercially available low noise photoreceivers

from New Focus, namely the silicon-based Model 2031 and the germanium-based Model 2033.

Both photoreceivers are based on a large-area photodiodes combined with an amplification stage
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Figure 3.6: Distortion of the shape of the cavity resonance due to a restricted aperture at the
photodiode, as measured on OFR1 (red dots) and as calculated (blue line). We show for reference
the shape of a normal symmetric Lorentzian-shaped resonance (green dashed line). All three
curves are normalised to be unity when off-resonance.
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Figure 3.7: Distortion of the shape of the PDH signal due to a restricted aperture at the
photodiode, as measured on OFR1 (red dots) and as calculated with a lateral misalignment
of 70µm, propagated 0.9 m to an off-centre small-area photodiode with diameter 0.8 mm (blue
line). We show for reference the shape of a normal symmetric PDH signal (green dashed line).
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that has three settings to choose a trade-off between noise and bandwidth.

In order to decide which photoreceiver and which setting gives the highest SNR, we considered

the Noise Equivalent Power (NEP), which is a measure of the weakest optical signal the pho-

toreceiver can detect. Fig. 3.8 shows the photocurrent noise plots supplied by the manufacturer

for the medium gain setting of the two different models of photoreceiver (the low and high gain

settings have higher or similar noise levels, respectively). We have also included the NEP (in

brackets in Fig. 3.8) by adjusting for the responsivity at 1064 nm of 0.18 A/W for the silicon-

based Model 2031 and 0.45 A/W for the germanium-based Model 2033, as indicated in Fig. 3.9

and confirmed to within 10% with a power meter (New Focus 3803). It is clear from Fig. 3.8

that approaching DC, the NEP of the Model 2031 is a factor of 5.8 lower than the noise of the

Model 2033. The peak NEP is also far worse on the Model 2033, being 15 times higher. Indeed,

when employed in the the PDH detection system, the Model 2031 produced about 3 times less

noise than the Model 2033. Given the compromise between the noise and the bandwidth of

these photodetectors, the best performance would be achieved by producing a custom-designed

photodetector in which this balance is chosen to match the modulation frequencies. However,

for the performance obtained with the Model 2031 delivered sufficient locking performance, as

demonstrated in Section 3.4.

3.3 Control Electronics

As outlined in the previous section, the role of PDH detection is to induce a modulation in the

power of the light reflected from the cavity, whose magnitude depends on the frequency difference

between the carrier frequency of the laser light and the centre of resonance. We down-convert

this signal to DC through the use of a phase detector (Mini-Circuits Model ZRPD-1). The local
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Figure 3.8: Frequency response and photocurrent noise (with NEP in brackets) of the New
Focus photoreceivers in the medium gain setting at 1064 nm. (Figure supplied by New
Focus. [New Focus Inc. 01])
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Figure 3.9: The responsivity of the photodiodes is wavelength dependent; the dashed
line indicates the operating wavelength of our laser, 1064 nm. (Figure supplied by New
Focus. [New Focus Inc. 01])

oscillator (LO) port of this phase detector is driven by a second synthesiser that is phase-locked

to the synthesiser driving the modulation, which allows the phase and amplitude adjustment of

the LO signal to give an optimal discriminator curve. The result is that we derive an electronic

signal that is proportional to the amount of intensity modulation (i.e. Xdet). The result is a

signal proportional to the PDH signal which is monotonic in the vicinity of the resonance where

zero represents the control set-point as shown in Fig 3.4 (typically XcavXdet ∼2.5 V/MHz for

OFR1 and 15 V/MHz for OFR2 and Xcav ∼1 nW/Hz for an incident field of 1 mW).

The control action of the system is invoked by supplying the error signal to the piezoelectric

crystal of the laser via the controller (a loop filter with transfer function, Gcon) followed by a

bias-tee which allows the introduction of the modulation signal. The loop filter was designed to

achieve sufficient gain to suppress the frequency fluctuations below the 1 Hz-level. In order to

measure the free running noise of the whole system, we made a preliminary frequency lock and

delivered the control signal (the signal fed back to the laser) to a spectrum analyser to measure

Vcon. In this case, the control signal is given by the first line of Eq. 3.3 multiplied by G2
OL/X

2
las,

which gives

Vcon = Slas/X
2
las,

where we assume the gain Gcon is large and also use the knowledge that the other noise

contributions are small compared to Slas. The result (displayed in Fig. 3.10) shows that the

free running laser fluctuations are as much as 4 orders of magnitude above the target level of

1 Hz/
√

Hz at 1 Hz.
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Figure 3.10: Free running noise of Laser2 (red line) and Laser1 (blue line).

From the first term of the first line in Eq. 3.3, the residual noise due to the laser is given by

Sres =
Slas

(1 +GOL)2
.

Rearrangement reveals that the gain required is

GOL =
Slas

Sres
− 1

& Slas/(Hz2/Hz), (3.14)

where in the second line we have substituted a target residual noise level of Sres 61 Hz2/Hz and

approximated for the case of high gain. This shows that open loop gain must exceed the free

running laser noise (divided by 1 Hz2/Hz) in order to meet the target noise level. The shape of

the open loop gain that we require is therefore revealed by the curve in Fig. 3.10, which decreases

as 1/f2 above 10 Hz, steepening to between 1/f3 and 1/f4 for lower frequencies.

We measured the transfer function of the plant (shown with more detail in Fig. 3.11) by

driving it with a white noise source and measuring the frequency response (from point A to

point B shown in Fig. 3.12) with an FFT spectrum analyzer (Agilent 89410A). The system was

kept in its operational condition (i.e. with the laser on resonance) by engaging a lock with very

low controller gain. In this way, the noise injected by the spectrum analyzer was not significantly

suppressed and a good level of coherence was achieved.

The controller gain, Gcon, required to produce a given open loop gain, GOL ∼ 104/f2, is then
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Figure 3.11: The frequency response (magnitude - solid lines, phase - dotted lines) of the plant
for (a) OFR2 and (b) OFR1.
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Figure 3.12: Schematic of plant and loop filter.

given by

Gcon =
GOL

Gplant
' Slas

Gplant
.

Using the results measured for Slas and Gplant, we estimate the required loop gain, as shown in

Fig. 3.13.

The resulting shape shows that at low frequencies, the required electronic gain is steeper

than a single integrator. Therefore, to ensure that we have enough gain, we design the loop filter

with two integrators in series, as depicted in Fig. 3.12. The result is approximately two linear

segments, as shown by the dashed lines in Fig. 3.13, where the second integrator takes effect

below about 700 Hz for OFR2 and 1 kHz for OFR1. With two integrators, a two step locking

sequence is required to ensure that the system is stable before the second integrator is turned

on.

At very long timescales, the feedback signal can reach the voltage output limits of the control

servo (about ±14 V which equates to a ∼47 MHz range for OFR1 and a ∼30 MHz range for

OFR2), due to the drift of the laser and/or cavity (depending the performance of the cavity

thermal control at the time). In order to avoid this problem we also fed the correction signal

to a data acquisition system (National Instruments PXI 8186) and adjusted the temperature of
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Figure 3.13: The ratio of the open loop noise and the open loop gain of the plant for (a) OFR2 and
(b) OFR1. The dashed lines indicate the approximate shape of our chosen loop filter composed
of two integrators.

the laser crystal to keep it in range. Due to speed limitations of the data acquisition system,

this was a step-wise algorithm which only acted when the voltage had drifted outside of a ±1 V

range. This combination of control systems allowed the laser to stay locked for periods of up to

a couple of weeks.

3.4 Lock Performance

The performance of the frequency lock was verified by measuring the residual in-loop error signal

at the input to the controller (shown in Fig. 3.1), which has a voltage power spectrum, Verr,

given by

Verr, in =
1

(1 +GOL)2
[Sdet + SintX

2
det + ScavX

2
cavX

2
det

+SlasX
2
cavX

2
det + SconX

2
lasX

2
cavX

2
det]

' X2
detX

2
cav

(1 +GOL)2
Slas, (3.15)

where in the second line we have dropped all terms other than the laser noise since it dominates

at low frequencies (up to 104Hz/
√

Hz as shown in Fig. 3.10).

We also measured the error signal seen by the detection system when the system is unlocked

and off-resonance (leaving the PDH modulation on). We take care to ensure the laser frequency

is far de-tuned from the cavity resonances such that the cavity behaves like a high reflectivity

mirror. In this configuration, the cavity is insensitive to frequency fluctuations, which allows

us to measure the effect on the error signal from amplitude noise sources present in the plant,
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namely Sint and Sdet, according to

Verr, out ' Sdet + SintX
2
det, (3.16)

The summation of Eq. 3.15 and Eq. 3.16 then gives a measure of the total residual noise,

including the extraneous noise sources together with the residual laser noise

Verr,res ' 1
(1 +GOL)2

Slas + Sdet/(X2
detX

2
cav) + Sint/X

2
cav, (3.17)

where we have expressed this in terms of frequency by dividing through by X2
cavX

2
det. These

measurements, made for both OFR1 and OFR2, are shown in Fig. 3.14 showing that Verr,res is

well below 1 Hz/
√

Hz up to a few kHz.
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Figure 3.14: The residual noise of the PDH error signal on OFR1 (blue lines) and OFR2 (red
lines) with the laser either locked (solid lines) or off-resonance (dotted lines). The sum of these
noise contributions for both OFR1 and OFR2 (orange line) is well below the beat-note, as
measured in Section 4.2 (green dotted line).

An alternative approach to assess the lock performance is to lock two lasers to adjacent

fundamental modes of the same cavity in order to achieve common mode rejection of cavity

fluctuations [Salomon 88]. The beat-note between them (as discussed in Section 4.2) is then

determined by the FSR described by Eq. 2.14. Absolute frequency fluctuations of the FSR are

of the order of 105 times smaller than the mode frequency fluctuations (c.f. Eq. 2.13), which
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give rise to the cavity noise, Scav. For our system, Scav is well below 100 Hz, which results in

fluctuations of the FSR of less than a few millihertz, thus allowing the frequency fluctuations

in the beat-note to be dominated by all the spurious sources. This approach, in contrast to

the off-resonance measurement described above, has the advantage of being sensitive to noise

sources that only arise when the laser is on resonance. These include those such as the spurious

PDH signals discussed in Section 3.2.1.

We took this approach by shining two lasers, combined with a non-polarising beam splitter,

on the same cavity and detecting the separate PDH signals for each laser on the same photodiode.

This technique was applied at an early stage to diagnose the origin of some prominent sources

of noise in the locking system, such as that described in Section 3.2.1. However, it was found

to be difficult to distinguish clearly between two different PDH signals on the same photodiode,

particularly in the case where the modulation frequencies are close in the frequency domain.

Ultimately, a comparison of the two independent references was preferred for diagnosis purposes.
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Chapter 4

Frequency Reference

Performance and Limitations

4.1 Introduction

The previous chapter showed that the frequency locking system holds the laser to the central

frequency of the cavity mode with residual differential fluctuations of much less than 1 Hz/
√

Hz.

Fluctuations observed above this level are therefore due to intrinsic fluctuations of the optical

length of the Fabry-Perot cavity. These can be caused by any factor that can change the

physical dimensions of the cavity or the refractive index of the medium between the mirrors. In

this chapter, we assess the performance of OFR1 and OFR2 by examining the difference between

their frequency reference outputs.

Furthermore, we consider phenomena that can limit the potential frequency stability perfor-

mance of the Fabry-Perot resonators, as distinct from the technical noise sources of the locking

system that may have limited the ability to lock the laser to the central frequency of the mode.

These include some external technical sources of noise that can in principle be improved by

technical improvements, as well as the noise sources that are intrinsic to the design of our

system.
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4.2 Frequency Reference Performance

The physical output that is desired from a frequency reference is a beam of light with a stable

optical frequency. Mathematically, we consider that this beam has an output signal of the form

V (t) = A sin(2π y(t)ν0 t), (4.1)

where ν0 is the average frequency of the oscillator over the entire measurement period and y(t)

is the instantaneous fractional frequency of the oscillator, and A is assumed to be independent of

frequency. The performance of the reference is quantified in terms of the degree of fluctuation, or

instability, of y(t). In the frequency control community, the predominant measure of this is the

Allan variance, σ2
A; a time domain approach which estimates the variance between consecutive

frequency measurements, averaged over an integration time, τ , and separated by a measurement

time, T [Barnes 71]. Alternatively, one can analyze the signal in the frequency domain by

estimating the power spectral density of the frequency, Sy(f). Both of these options are discussed

in more depth in Chapter 6.

For our frequency references, the reference beam is picked off just after the optical isolator,

as shown in Fig. 2.17. In order to derive a signal related to the instantaneous frequency of each

beam, we direct both to the same photodiode (Electro-Optics Technology ET-3000A) to form

a heterodyned beat-note. The beat-note is a result of interference, so one must ensure that the

two beams have a high degree of spatial overlap and possess the same polarization. The action

of the photodiode is to deliver a signal proportional to the power resulting from the interference

of the two fields according to:

PPD = |V1(t) + V2(t)|2

∝ [sin(2π y1(t)ν0,1 t) + sin(2π y2(t)ν0,2 t)]2

∝ cos(2π [y1(t)ν0,1 − y2(t)ν0,2] t), (4.2)

where the final line has been trigonometrically reduced, keeping only the frequency difference

term. We ignore the DC term which reports the average power on the photodiode, and we drop

the high-frequency carrier and frequency summation terms, which are outside the photodiode’s

bandwidth of 1.5 GHz. Since the FSR of both Fabry-Perot cavities is 1 GHz, a mode on one cavity

is always within 500 MHz of a mode on the other, which is well within the 1.5 GHz bandwidth

of the ET-3000A.
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The frequency of the photodiode signal is equal to the modulus of the difference of the

frequencies of the two references, and its fluctuations are therefore a sum of the instability

of both references. If we assume that the noise of the two sources are uncorrelated, but of

similar magnitude, then we can estimate the instability of a single device by dividing the noise

estimate by two, whether it be the Allan variance, σ2
A or the spectral density of fractional

frequency fluctuations, Sy [Barnes 71]. In the case where the contribution from each oscillator

is substantially different, the measure of frequency stability (σ2
A or Sy) is dominated by one of

the sources, with the other contributing less than half of the total. In this sense, the assumption

that they are of similar magnitude is a worst-case estimate of the stability of a single oscillator.

In order to measure the Allan variance, the photodiode signal was delivered to a frequency

counter (Agilent 53131A or 53132A), producing a series of frequency measurements separated

by the gate-time of the counter (plus any dead-time involved in the measurement process). In

both OFR1 and OFR2, there are long-term frequency variations due to temperature drifts of

each cavity resulting from residual leakage of ambient fluctuations through the cavity mounting

structure. In order to prevent this slow variation from corrupting the Allan variance calculation

for short time-scales, we subtract a polynomial fit from the series of frequency points before

implementing the Allan variance algorithm (see Fig. 4.1). This approach has a similar effect

to applying a high-pass filter in the frequency domain, as is demonstrated by the blue lines in

Fig. 4.1. The approximate cuttoff-frequency of the equivalent filter is (n − 2)α/T , where n is

the order of the polynomial fit, T is the time length of the data set and α is an exponent that

appears to be about 3. We also note that when the frequency counter is in timed-arming mode,

the measurement is not strictly the Allan variance but the Triangle variance as demonstrated in

Chapter 6. However, we find that the frequency noise of OFR1 compared to OFR2 is dominated

by relatively flat noise sources, so the difference between them is of the order of 30%, as shown

in that chapter.

In order to measure the power spectral density of the frequency fluctuations, we delivered

the photodiode signal to a phase-locked-loop (PLL) as depicted in Fig. 4.2. The output is a

signal in direct proportion to the frequency fluctuations, which can then be analyzed on an FFT

spectrum analyzer to estimate Sy(f). The sensitivity of the PLL was limited by the stability of

the low-noise microwave synthesiser (Agilent E4428C). We estimated this, by comparison against

another low-noise microwave synthesiser (Agilent E8257C), to be a little below 1 Hz/
√

Hz on the

highest frequency deviation setting of the frequency modulation input of 2 MHz/V (see dotted

trace in Fig. 4.3). This noise floor was a factor of two to three below the smallest frequency

fluctuations in our system of a few Hz/
√

Hz. This noise floor was seen to be proportional to the
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Figure 4.1: The Allan deviation of the beat-note comparison between OFR1 and OFR2 (green)
compared with the Allan deviation after the subtraction of a polynomial fit from the time-series
data (red). Also shown is the Allan deviation after a high-pass filter has been applied to the
time-series data. The data set is 5000 points long with a gate time of 0.5 s, and the frequency
indicated is the characteristic frequency of the high-pass filter applied.

setting of the frequency deviation, so we checked it was not limiting the measurement reducing

the setting on the PLL and observing no change to Sy(f).

We compared OFR1 and OFR2 in both the time-domain and frequency-domain approach,

with the best results achieved shown in Fig. 4.3. Also shown is the conversion from the spectrum

measured with the spectrum analyzer to the square-root variance calculated by the method given

in Chapter 6. The results indicate a minimum of 1.8 Hz/
√

Hz on the power spectral density

and 2.1×10−14 at 0.8 s on the square root variance. This level of stability was independently

confirmed by comparison to a high stability microwave sources as outlined in Chapter 7, which

also provides confirmation that the signals produced by OFR1 and OFR2 are uncorrelated on

this timescale.

We also consider the suitability of the frequency reference output for the interrogation of

neutral calcium atoms in an optical atomic clock. The frequency noise of the reference is

Microwave 
Synthesizer 

(Agilent E4428C)

Frequency 
Counter

(Agilent 53132A)

Gain RF

LO

FMIF

Spectrum
Analyzer

(Agilent 89410A)

Photodiode
(EOT ET-3000A)

OFR1

OFR2

Figure 4.2: The frequency stability was assessed using both a spectrum analyzer with a phase-
locked-loop and a frequency counter.
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Figure 4.3: The frequency noise as measured on the beat-note with a spectrum analyzer (red
trace in Panel a) and a frequency counter (green trace in Panel b). Also shown are the square-
root variances calculated from the power spectral density (red trace in Panel b). The blue dotted
line in Panel b is the limit that would be imposed by the frequency reference on the interrogation
of a calcium optical clock, calculated as per the optical Dick effect. This is comparable with
the long-term performance of the best calcium optical clock reported (brown trace). The black
dotted trace in Panel a is the worst-case noise floor of the PLL measurement. As is standard
practice for comparisons between two independent frequency references, a factor of

√
2 has been

removed from these curves.

imposed on the clock interrogation according to the optical Dick effect [Quessada 03]. We

consider, for example, a typical Ramsey-Bordé interrogation scheme used in a calcium-based

optical clock [Curtis 98, Wilpers 06], where the two pairs of pulses are separated by 10 ms,

the pulses in each pair are separated by 1.5 ms and each pulse lasts for a duration of 3µs.

For a cycle repetition every 25 ms, we calculate that the frequency reference limits the Allan

deviation of the interrogation scheme to 2.0×10−14/
√
τ . This level (shown as the dotted line in

Fig. 4.3b) is comparable to the long-term performance of the best calcium-based optical clock

reported [Oskay 06, Hollberg 05].

4.3 External Noise Sources

4.3.1 Vibrational Noise

One obvious mechanism by which the dimensions of the cavity can change is through the

application of mechanical forces. For our cavity assembly, there is only one externally applied

mechanical force – that provided by the support structure required to hold it up against its

own weight. As shown in Fig. 2.8, this force is applied to the sapphire spacer at two points

approximately one third the length of the spacer from each end. The distributed load due to

the weight of the spacer results in a moment around the pivots provided by the two supports,

which causes the spacer to sag [Chen 06, Nazarova 06]. Furthermore, dynamic forces such as

those caused by vibrations transmitted from the environment through the mounting structure to
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the cavity, can degrade the length stability by causing temporary compressions and expansions

of the spacer material. It is for this reason that a relatively stiff, incompressible material (i.e.

with a high Young’s modulus, E) is preferred for the spacer. For a spacer of density ρ, vertically

supported at one of its ends, the fractional length change (and therefore fractional frequency

change as shown in Eq. 2.16) invoked by a vertical acceleration a, is given by [Chen 06]:

∆L
L

= − ρL
2E

a, (4.3)

which demonstrates mathematically that the sensitivity to vibrations is reduced with higher E.

For more complicated mounting structures, such as our case, where the spacer is mounted

at two locations, the relationship is more complicated. For accelerations perpendicular to the

axis of the spacer, the bending of the spacer brings the mirrors closer together. The cavity is

particularly sensitive in the vertical direction due to the sag of cavity giving a slight angle to the

mirrors [Chen 06]. For accelerations down the central axis of the spacer, one half is compressed

and the other in tension, so the overall strain undergoes some cancellation. Fig. 4.4 shows the

modeled situation for OFR1 using a finite element analysis (FEA) package (FlexPDE). The

sensitivity of the cavity to vibrations was determined by calculating the deflection of the mirrors

in response to an acceleration of 1 m s−2 applied by the support clamps. Table 4.1 presents the

results for an approximation to the mounting for our cavities: two clamps in contact with the

spacer 180◦ around its circumference. Also included is the case of a single clamp, and the case

of two clamps with only 10◦ of contact on the bottom of the spacer, the latter case indicating a

much reduced vibration sensitivity in the vertical direction.

In practice we found that the stiffness of our cavity assembly was compromised by the

(a)

Support clamps horizontally accelerated Support clamps vertically accelerated

(b)

Figure 4.4: Displacement map of the cavity in response to a vertical (left panel) and an axial
horizontal (right panel) acceleration of 1 m s−2 through two support clamps making contact with
180◦ of the spacer circumference.
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Table 4.1: Mirror deflections in response to a 1 m s−2 accelerations of the cavity supports,
calculated with FEA for OFR1.

Direction Combined mirror deflection Frequency Response

10−14 m Hz/m.s−2

Two clamps, 180◦ of contact

Vertical 1000 19000

Horizontal (transverse) 8 150

Horizontal (axial) 1 19

Two clamps, 10◦ of contact

Vertical 54 1000

Horizontal (transverse) 4 75

Horizontal (axial) 22 410

One clamp, 180◦ of contact

Vertical 1600 30000

Horizontal (transverse) 4 75

Horizontal (axial) 3 56

method of clamping the mirrors onto the spacer. In order to test the mechanical integrity of the

mirror/spacer/clamp assembly, we applied a known force, F , by pushing a spring against the

clamp of the curved mirror (the mirror with a central raised area used in OFR1). A deflection

of the cavity resonance of 27 MHz was observed in response to a force of 9 N. By using the

stress-strain relation, ∆L
L = F

EA , and Eq. 2.16, we derive an estimate of the lumped stiffness of

the mirror/spacer/clamp assembly of 47 GPa, which is an order of magnitude lower than the

Young’s modulus of sapphire which is 400 GPa. Alternatively, we can express the stiffness in

terms of vibrations, by assuming that a 9 N force is equivalent to a 9 ms−2 acceleration of the

approximately 1 kg cavity, which indicates a vibration sensitivity of about 3 MHz/ms−2.

We suspect that this effect is due to bending of the fused silica mirror (Young’s modulus

72 GPa), which is possibly exacerbated by the rough, uneven finish caused in the manufacture of

the platform. We tested whether it were feasible that bending of the mirror could give rise to this

effect by modeling the cavity with a finite element analysis package (FlexPDE). The difficulty

with the analysis was deciding which point the mirror bends around, so we tested a number of

different scenarios. The worst case, where the mirror is subjected to a 9 N force at its centre,

whilst being supported at its edge, gives a 3 × 10−9 m deflection at the centre of the mirror

(see Fig. 4.5). From Eq. 2.16 this equates to a 50 MHz shift of the mode frequency, which is of

similar magnitude to the shift of 27 MHz measured above. As a more conservative estimate, the

analysis was repeated with the force at 10 mm from the mirror centre and the support at 12 mm
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(a) Crack

1 N

Mirror centre

Figure 4.5: Displacement map of the fused silica mirrors in bending in response to a 1 N force.
The analysis makes use of the cylindrical symmetry of the mirror, so we show here half the
mirror cross-section.

from the centre, which indicates a shift of 9 MHz. The analysis showed that, as expected, the

deflection of the central area of the mirror was mostly sensitive to relative location of the force

and support, rather than the size of the area of application of each. This analysis confirms that

a bending mechanism of the mirror compromises the stiffness of the cavity assembly in response

to a force applied into a small area of the mirror. This analysis gives an over-estimate of the

sensitivity of the cavity to vibration-induced accelerations because they would be equivalent to

a distributed load over the entire body of the mirror, rather than over a specific area.

The magnitude of environmental vibrations were estimated by monitoring a seismometer

(Guralp CMG-6TD) positioned on the laboratory floor. The vibrations in each spatial dimension

were logged over time and the power spectral density was calculated for each, and then combined

by vector summation to give the total as shown in Fig. 4.6a.

In order to attenuate the vibrations at the cavity, we placed air suspension legs (Newport

I-2000) under the optical table. By re-positioning the seismometer on the table we measured

a modest level of suppression above the table’s resonance frequency at 2.5 Hz (see Fig. 4.6a).

The suppression reported by the manufacture of the air-suspension legs (shown as a dashed line

in Fig. 4.6a) would indicate that vibrations transmitted from the floor should be dramatically

reduced above 10 Hz. We attribute the discrepancy to acoustic vibrations, incident on the table

and its contents, such as the vacuum cans, all of which are in contact with the air, with a
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Figure 4.6: a. The vibrations measured on the laboratory floor (blue dotted line) and on the
optical table with the air suspension legs (red solid line), with the dashed line representing
the approximate shape of the transmissibility of the suspension system as indicated by the
manufacturer. The noise floor of the seismometer is below 10−7 m s−2/

√
Hz. b. The optical

beat-note between OFR1 and OFR2 before (blue dotted line) and after (red solid line) the air
suspension legs were installed.

combined surface area of more than 10 m2. Although, the vacuum inside the chamber prevents

any direct acoustic vibrations on the Fabry-Perot cavity itself, the acoustic noises are able

to vibrate the whole optical table, and consequently the Fabry-Perot cavity. We verified this

qualitatively by feeding the real-time phase fluctuations between OFR1 and OFR2 (as delivered

by the phase-locked-loop circuit described in Section 4.2) to an audio amplifier and speaker. This

also provided a convenient means of identifying parts of the apparatus that were susceptible to

vibrations.

As shown in Fig. 4.6b, the installation of the air suspension legs led to a similarly modest

amount of suppression in the frequency noise of the two systems as measured by the beat-

note between OFR1 and OFR2. With minimal agitation, the motion of the optical table at its

resonance frequency could be observed, which provided a check of the vibration sensitivity of the

cavities, found to be about 200 kHz/ms−2 which is substantially less than indicated by the direct

forcing method used above, but substantially higher than predicted for a vertical acceleration

via the FEA model. This shows that the cavity is not only sensitive to vibrations, but that the

background level of environmental-induced vibrations is high enough to be a potential limiting

factor. It is proposed that the residual acoustic and seismic noise sources be addressed by

the future replacement of the mounting structure with a passive suspension device such as is

available commercially (e.g. the 10BM-10 Vibration Isolation Platform produced by Minus-K

Technology). Nonetheless, although one can probably explain the acoustic peaks seen in terms of

residual sensitivity, it seems that the residual floor at 1 Hz/
√

Hzcannot be explained by seismic

noise.
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4.3.2 Optical Power Noise

Photothermal Responsivity

The resonance frequency of each Fabry-Perot cavity was also found to respond to changes of

the in-coupled power. The corresponding fluctuations of the power interacting with the cavity

mirrors lead to fluctuations of the amount of heat absorbed by the reflection coatings of the

mirrors. This heat is then able to flow through the cavity materials and change the temperature

distribution, which in turn affects the dimensions of the cavity through thermal expansion.

We quantified the dependence of OFR1’s resonance frequency on power fluctuations with

four different measurements. The first was performed by inserting a variable optical attenuator

produced by actuating a circular neutral density filter in the beam’s approach to the cavity.

The power of the incident beam was modulated such that the corresponding modulation of the

beat-note between OFR1 and OFR2 could be measured with a frequency counter. Due to speed

limitations of the stepper motor used to turn the filter, the maximum frequency measured was

2.5 Hz.

This was repeated with a Meadowlark LCD optical attenuator for frequencies up to 30 Hz. For

higher frequencies, the beat-note was down-converted with a PLL (as described in Section 4.2)

so that the peak in frequency could be compared with the peak in the transmitted cavity power.

A third check was performed by making a step change of the optical power in the cavity.

This was done by locking two lasers to adjacent modes of the OFR1 cavity, and blocking the

power of one to reduce the incident power by 1.7 mW. The corresponding change in resonance

frequency was measured against a microwave reference, as described in Chapter 7. Fig. 4.7a

shows that the response in the time domain of the cavity resonance frequency to a step change

of cavity power is mediated by two competing mechanisms - one fast mechanism and one slow

with the opposite sign. The frequency response, also shown in Fig. 4.7b, was calculated by the

ratio of the Fourier transforms of each set of time series data.
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Figure 4.7: The frequency response (b) of the OFR1 cavity to power fluctuations, measured by
subjecting the cavity to a step response in the time domain (a).
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The three separate measurements of the dependence of OFR1 cavity’s resonant frequency

on the level of incident power are presented in Fig. 4.8. In the region above a few Hz, the

measurements made with the PLL indicate a flat response, which we believe is due to a technical

issue to do with offsets in the frequency locking servo which results in a spurious error signal being

generated when the power level on the detection photodiode changes. A similar flat response at

the level of 120 MHz/W was also measured on OFR2. We note that although the flat section is

not caused by a photothermal mechanism, it is necessary to include this in our estimates of the

frequency noise since power fluctuations will indeed induce frequency fluctuations in this range

through this spurious mode.

A model of the photothermal sensitivity of high finesse cavity mirrors has been developed

by Cerdonio et al. [Cerdonio 01], which is an extension of a model proposed by Braginsky et

al. [Braginsky 99]. This latter model removes the reliance on the assumption that the spot size

is much more than the thermal diffusion length, lt =
√

κ
ρCf , using the thermal conductivity

κ, the density ρ, heat capacity C and the characteristic frequency. This model must be used

for our scenario because for frequencies near 1 Hz, the diffusion length for sapphire and fused

silica mirrors at room temperature is 10−4 m and 10−5 m respectively, which is comparable to

the 10−4 m beam spot sizes used. This model is applied to Fabry-Perot mirrors by [de Rosa 02]

GPT(f) =
1
π2

(1 + σ)2α
2

κ2
SabsK(f/fc), (4.4)

where GPT(f) is the spectral density of the Fabry-Perot cavity length, which depends on the

spectral density of the power absorbed by the cavity mirrors, Sabs, with a shaping function,

K(f/fc), given by

K(f/fc) =
∣∣∣∣ 1π
∫ ∞

0

du

∫ ∞
−∞

dv
u2e−u

2/2

(u2 + v2)(u2 + v2 + if/fc)

∣∣∣∣2. (4.5)

De Rosa et al. measured the sensitivity of two Fabry-Perot cavities to a modulation of the

incident power and showed that the result is consistent with the model. By fitting this model to

their measurements (the other parameters were known), they derived an estimate of δPabs, the

power absorbed by their cavities.

From previous measurements, we have all the relevant parameters for the model for OFR1,

except for δPabs. Fig. 4.9 shows the model together with the experimental results present above.

Here, we have substituted δPabs = 0.2δtot ∼ 900 ppm, shared between the two mirrors. This

would imply that, aside from scattering, the mirrors also suffer from a relatively significant
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Figure 4.8: The response of the OFR1 cavity to power fluctuations, as measured through the use
of an LCD power attenuator (blue lines), a rotating neutral density filter (dotted red line) and
a step response (dashed red line). The frequency measurement was performed with a counter,
except for the faster measurements with the power attenuator, which were performed with a
PLL and spectrum analyzer (dashed blue line).

amount of absorption, which we attribute, as previously noted, to contamination during their

former application in cryogenics.

We also checked the above model (given in Eq. 4.4) with a time-dependent FEA package

(FlexPDE). An FEA model of the cavity was subjected to a sinusoidal heat flux applied at

the centre of the mirror. Due to the non-zero thermal expansion coefficients of the mirror and

spacer, the position of the mirror surface gives a sinusoidal response, the magnitude and phase of

which is frequency dependent. Fig. 4.10 shows the displacement modulation of the mirror surface

calculated for heat modulation of at 0.1 Hz, 1 Hz and 10 Hz. The predicted frequency modulation,

as calculated from Eq. 2.16, divided by the total heat absorbed (56 mW), gives the frequency

response, which is included as the orange line in Fig. 4.9, showing reasonable agreement with

the de Rosa model and the experimental results. For computations in the following sections,

we translate power fluctuations into frequency fluctuations with a modified version of the model

based on the results actually measured, by doubling the absorption of the mirrors to 2000 ppm,

reducing the thermal conductivity by an order of magnitude and including a flat sensitivity

above 1 Hz in the model (see the green dashed line in Fig. 4.9).

Power Fluctuations

Power fluctuations of the laser beam incident on the cavity can arise due to a number of technical

reasons such as laser output power fluctuations, beam pointing fluctuations on optics with

spatially in-homogenous transmission of reflectivity, interference, or polarisation fluctuations on

polarisation dependent optics. From Fig. 4.8 we can see that we require the power fluctuations

to be below 10−8 W in order to keep the corresponding frequency fluctuations below 1 Hz. As
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Figure 4.9: The response of the OFR1 cavity to power fluctuations, as calculated with both
Eq. 4.4 (blue line) and an FEA model (orange line), compared with measurements using an
LCD power attenuator (dots). The dashed green line is an approximation to the experimental
results.
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Figure 4.10: a: Displacement map in response to a constant heat flux at the mirror surface. The
FEA model utilises the cylindrical symmetry of the cavity, so we present a quarter of the axial
cross-section of the cavity. b: Modulations of the midpoint of the mirror surface in response to
a 28 mW modulation of the heat applied to the mirror at 0.1 Hz, 1 Hz and 10 Hz.
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shown in Fig. 4.11, the relative intensity noise (RIN) of the laser itself was measured to be

below about 10−4 Hz−1/2. By operating with an incident DC power level of about 0.1 mW, the

incident power fluctuations were kept below at the level of 10−8 W, which equates to frequency

fluctuations well below 1 Hz/
√

Hz (see the right axis of Fig. 4.11).

However, the cavity is a highly spatially selective optic, which means, as described in Chap-

ter 5, that it is very effective at converting alignment fluctuations into fluctuations of the

circulating power of the cavity. This gives rise to additional RIN, which is most clearly observed

in the transmitted light, as opposed to the reflected light, since it is directly proportional to

the power circulating in the cavity and unobscured by other issues such as the quality of mode

matching or unintended interference. Fig. 4.12a shows that the RIN in the transmitted light is

increased with respect to the RIN in the incident light, indicating that the alignment fluctuations

are being converted into intensity noise by the OFR1 cavity.

To demonstrate this effect another way, we deliberately added an obstruction to block half

the beam in its approach to the OFR2 cavity. Variations in the beam pointing changes the

amount of beam that can pass by the obstruction, which gives rise to power fluctuations that

were measured on a photodiode in front of the cavity (see Fig.4.12b). By blocking the beam, we

derive an estimate of the level of beam pointing fluctuations ( 10−7 m/
√

Hz at 10 Hz) and also

to confirm the level of fluctuations in the transmitted beam.

We have installed an additional control system in order to suppress these important fluctu-

ations, which would otherwise limit the performance of the frequency reference. This will be

dealt with at length in Chapter 5.

Fig. 4.13 shows the RIN of the transmitted power for both cavities, measured over a wider

frequency range than that shown in Fig.4.12a. The frequency fluctuations inferred from this

measurement, by using the sensitivity in Fig. 4.9 are shown to be below 1 Hz/
√

Hz.
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Figure 4.11: The RIN of Laser1 on OFR1 (red dotted line) and Laser2 on OFR2 (blue solid line).
The right axis is the approximate frequency noise inferred by using the dashed line in Fig. 4.9.
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Figure 4.12: a: The RIN of the incident (dotted line) and transmitted (solid line) light on OFR1.
b: The RIN of the unblocked incident beam on OFR2 (dotted line) compared with the sum of
the relative intensities for the two cases of the beam half-blocked horizontally and vertically
(solid line). NB: The large peaks in the right panel are associated with deliberate alignment
modulations.
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Figure 4.13: The RIN (red solid line) and the frequency noise inferred using the dashed line in
Fig. 4.9 (blue dotted line) of the transmitted light for OFR1 (a) and OFR2 (b).
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Photomechanical Responsitivity

Where there is variation of the circulating field of the cavity, there is also potential for a

perturbation through the change of force on the mirrors due to the radiation pressure of the

light. We can calculate the fluctuation of force, δF , corresponding to a perturbation of circulating

power, δPcirc:

δF =
2
c
δPcirc =

8T1

cδ2
tot

δPinc,

where the second form is expressed in terms of the incident power using Eq. 2.5. We can find

the fractional frequency from the mechanical strain (as shown by Eq. 2.16), which is assumed to

be uniform strain along the sapphire spacer:

δf

f
=

δF

EsapphireAspacer
=

8T1

cδ2
totEsapphireAspacer

δPinc.

In view of the results shown in Fig. 4.13, a worst case power fluctuation of 1 % of the incident

power of 0.1 mW (at 10−2 Hz), together with the mirror and spacer parameters, gives a fractional

frequency fluctuation of 1×10−20 for OFR1 and 3×10−20 for OFR2. Clearly this shows that

radiation pressure is negligible for our resonators.

4.4 Intrinsic Noise Sources

In this section we consider a collection of intrinsic noise sources that cause fundamental fluctua-

tions of the cavity mode frequency. These sources are unavoidable, but may be unimportant in

practical situations. For example, we note that the inherent uncertainty in the mirror position

due to Heisenberg’s uncertainty principle, is negligible for our system because the effective masses

are so large. We will thus not present any further consideration of that source.

The contributions of intrinsic noise are considered in the frequency domain (with respect

to Fourier frequency, f) in order to most effectively distinguish between the inherent nature

of each. We calculate the one-sided power spectrum of the mirror position (or the equivalent

perturbation to the optical path length), G(f), for each mechanism, and then derive the induced

frequency noise, S(f), with the appropriate scaling:

S(f) =
G(f)
L2

f2
l , (4.6)

where L is the cavity length and fl is the frequency of the laser (locked to the cavity resonance

frequency, fr), for which we use 281.63 THz.
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4.4.1 Quantum Limit

For an optimally designed Fabry-Perot cavity, the best possible sensitivity is set by the quantum-

limited shot noise of the photodetector. The shot noise has a flat spectral density given

by [Black 01, Salomon 88]

SQL(f) =
2hflηPdet

X2
cav

, (4.7)

where Pdet ∼ 0.1 mW is the average power landing on the photodetector (our reflected signal),

Xcav ∼ 10−6Pdet is the discriminator sensitivity (i.e. the slope of the PDH curve at fr), h

is Heisenberg’s constant and η ∼ 0.2 is the quantum efficiency of the photodetector. A more

rigorous approach can be taken in order to account for the non-stationary nature of phase-

modulated light [Lyons 00], but Eq. 4.7 provides an order of magnitude estimate of 0.02 Hz/
√

Hz,

well below the target level of 1 Hz/
√

Hz. We note that the noise floor of the frequency locking

system presented in Chapter 3 is only one order of magnitude above this quantum shot noise

limit.

4.4.2 Brownian Noise

Brownian noise is the conventional term given to variations of the mirror surface due to the

inherent thermodynamic volume fluctuations in a material at some temperature, T . The mag-

nitude of this effect is mediated by the mechanical (or acoustic) loss of the material, φ, which

is equivalent to the reciprocal of the mechanical quality factor. For this reason, materials with

low mechanical loss tend to suffer less from Brownian noise. The mechanical loss of sapphire is

approximately two orders of magnitude lower than that of fused silica and is therefore preferred

in terms of dimensional stability in the context of Brownian noise.

Early work by Saulson [Saulson 90] has shown that in the low frequency domain, mechanical

loss appears to follow a structural damping model with the loss being inversely proportional

to the Fourier frequency, rather than a viscous damping model, where loss is independent of

frequency. Following the analysis of Numata [Numata 04], we consider the Brownian motion of

the spacer, mirror substrate and mirror coating separately. For a cylindrical spacer of length L

and radius R, we use

GBN, spacer(f) ' 4kBT
2πf

L

3πER2
φspacer, (4.8)

where kB is Boltzmann’s constant, T is the average temperature, E is Young’s modulus and
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φspacer is the mechanical loss angle of the spacer. For the mirror substrate, we use

GBN, sub(f) ' 4kBT
2πf

1− σ2

√
πEw0

φsub, (4.9)

where σ is Poisson’s ratio, w0 is the beam spot size at the mirror and φsub is the angle of loss

of the substrate material. The mirror coating is expressed in terms of the mirror substrate

expression as

GBN, coat(f) ' GBN, sub(f)(1 +
2√
π

1− 2σ
1− σ

φcoat

φsub

d

w0
), (4.10)

where d is the thickness of the coating and φcoat is the angle of loss of the coating material.

Combining the contributions from both ends of the spacer and the two mirrors with coat-

ings, and using Eq. 4.6 with the assumption that all noise sources are uncorrelated, we get a

total Sf (f) of 0.08 Hz/
√

Hz at 1 Hz for OFR1, where we have used the parameters listed in

Appendix B. Of this total, we note that the spacer contributes less than 1 %, with the rest

shared approximately evenly between the mirror substrate and coating. For OFR2, the total

Sf (f) comes to 0.1 Hz/
√

Hz at 1 Hz, which is dominated (98 %) by the mirror coating, since the

other components are made from sapphire, which has low mechanical loss.

We note that any element of the cavity assembly that adds to the mechanical loss of the

structure has the potential to increase the contribution of the mechanical damping-induced

noise. In particular, the spring loading of the mirrors could be far more lossy, but the noise in

the springs only affects the amount of pre-loading force, which does not dramatically effect on

the cavity length (see Section 2.2.4). The crack in the OFR1 spacer could also have some effect

on the mechanical loss, but since the calculated effect of the spacer is more than two orders of

magnitude below that of the mirrors, we suggest that this effect is likely to be negligible.

4.4.3 Photo-Thermal Shot Noise

As discussed in Section 4.3.2, any mechanism that causes fluctuations of temperature also causes

fluctuations of the cavity dimensions, and thus, the cavity resonance frequency. In addition to

power fluctuations of a technical origin, the cavity is also susceptible to the power fluctuations

caused by shot noise. The spectral density of circulating power fluctuations due to shot noise

is given by 2hflWcirc, which equivalent to a RIN of approximately 2hfl ∼ 10−9 Hz/
√

Hz. By

comparison with the power fluctuations shown in Fig. 4.13, we see that the shot noise induced

fluctuations are several orders of magnitude below those caused by technical sources.
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4.4.4 Thermodynamic Temperature Fluctuations

In addition to thermodynamic fluctuations of volume elements in the material, which is responsi-

ble for Brownian noise, the materials used in the cavities are also susceptible to thermodynamic

fluctuations of temperature (also known as thermoelastic damping). These two sources of

fluctuations will cause two statistically independent fluctuations in the length of materials that

have a non-zero thermal expansion coefficient. By modeling the mirror substrates used in the

gravity wave detectors as infinite half-planes, the contribution of this noise was determined to

be [Braginsky 99]

GTD,sub(f) ' 8√
2π
α2(1 + σ)2 kBT

2

(ρC)2

κ

(w0/
√

2)3

1
(2πf)2

, (4.11)

where α is the coefficient of thermal expansion, κ is the thermal conductivity, ρ is the density

and C is the specific heat.

Furthermore, Cerdonio et al. [Cerdonio 01] have refined the model so that it is also valid

below the adiabatic limit, fc = κ
πρCw2

0
(corresponding to when the beam spot size equals the

thermal diffusion length), yielding

GTD,sub(f) =
8√
2π
α2(1 + σ)2 kBT

2w0√
2κ

J(f/fc), (4.12)

where the shaping function, J(f/fc), is given by

J(f/fc) =

√
2
π

∫ ∞
0

du

∫ ∞
−∞

dv
u3e−u

2/2

(u2 + v2)[(u2 + v2)2 + (f/fc)2]
. (4.13)

The shaping function reduces the magnitude of the effect (as predicted with Eq. 4.11) at

frequencies below the adiabatic limit, which gives fc ' 4 Hz for the fused silica mirrors of

OFR1 and fc ' 180 Hz for the sapphire mirrors of OFR2. The magnitude of the effect at 1 Hz

for each case is 0.03 Hz/
√

Hz and 0.1 Hz/
√

Hz respectively.

In addition to the mirror substrate, consideration of the mirror coatings is necessary given

their typically high thermal expansion coefficients, combined with a smaller effective volume [Braginsky 03].

GTD,coat(f) ' 8√
2π
α2(1 + σ)2 2kBT 2d2

w2
0

√
κρC

1√
2πf

, (4.14)

where d is the coating thickness. Lui and Thorne [Liu 00] also included the effect of the finite

size of the mirrors, but in our case the ratio of the mirror radius to the spot size and the mirror

thickness to the spot size are both more than 50, so this correction is small.
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In our case, we must also consider the effect of thermodynamic fluctuations in the spacer

material, because sapphire has a substantial thermal expansion coefficient. This is in contrast

to the work of many other groups with high stability Fabry-Perot cavities that make use of ULE

glass for the spacer. Following the semi-qualitative approach of Braginsky et al. [Braginsky 03],

we consider that the temperature of an element of the spacer of volume r3
T , fluctuates as

∆T '
√
kBT 2

ρCr3
T

, (4.15)

where rT =
√
κτ/(ρC) is the diffusive heat transfer length in a time τ and ∆T is the root-

mean square thermodynamic fluctuation of temperature, as described in by Landau and Lif-

shitz [Landau 69]. In response to this temperature change, the volume element expands along

the length of the spacer by

∆xT = α∆TrT ' αrT
√
kBT 2

ρCr3
T

. (4.16)

If we consider the temperature fluctuation of such volume elements to be independent, then we

accumulate the length fluctuation of each volume element by a factor of X̄
∆xT

=
√

L
rT

to the

arrive at the total fluctuation between the ends of the spacer of

X̄ '
√
kBT 2Lα2

ρCr2
T

. (4.17)

The spectral density can be estimated by

GTD,spacer(f) ' X̄2

2π∆f
=
kBT

2α2L

κ
, (4.18)

where we have assumed that τ ∼ 1/(2π∆f). The result is independent of frequency (i.e. a white

noise floor) and strongly dependent on the coefficient of thermal expansion, α.

We compare this with the result of Wanser [Wanser 92], which concerns the phase fluctuations

of light induced by the thermal noise of optical fibre. We omit the dependence on refractive index

and heat diffusivity in their expression, since our beam is in a vacuum, and scale by (c/(2πfl)2

to covert from phase to position, which yields

GTD,spacer(f) ' kBT
2α2L

8π2κ
. (4.19)

This result takes the same form as the semi-qualitative result, but differs by a factor of 1/(8π2).

Substitution of the properties of the spacers used in this thesis gives a white frequency floor
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at 0.6 Hz/
√

Hz if we use the semi-qualitative approach, and 0.06 Hz/
√

Hz if we use the Wanser

result. We note that this analysis is still a point of conjecture. To the author’s knowledge a

more formal analysis of this effect, in the specific case of a Fabry-Perot cavity spacer, has never

been performed.

4.5 Comparison with Performance

In Fig. 4.14, we present a wide-band measurement of the system performance in the form of the

spectral density of the beat-note between OFR1 and OFR2 measured with the PLL described in

Section 4.2. Fig. 4.14a also shows a collection of the less significant of the noise floors discussed

above, all being more than an order of magnitude below the current level of performance.

Fig. 4.14b, however, shows what we believe to be the three most significant contributions and

therefore the three key noise sources to be addressed in future alterations to the system: the

residual environmental temperature fluctuations of the cavity (see Section 2.3), the seismic and

acoustic vibrations (see Section 4.3.1) and the thermodynamic temperature fluctuations of the

spacer (see Section 4.4.4).

The first of these is being addressed with an upgrade to the thermal control system. The

leakage of ambient temperature fluctuations will be reduced by blocking heat conduction paths

(specifically by replacing the support post for the shields) and by installing an extra thermal

control system at the base-plate of each heating stage. We expect that in addition to improving

the long term stability of the frequency reference signal, this will also bring about a reduction

in the 1/f2 noise floor that limits the performance below 1 Hz as shown on Fig. 4.14.

The second will be addressed by the installation of a high performance vibration isolation

system inside the vacuum chamber. Strong suppression of vibrations is readily achievable above

1Ḣz, and since the isolation will occur inside a vacuum there is no possibility for acoustic

vibrations to short-circuit the isolation system.

The third noise floor cannot be reduced by technical improvements because it is an intrinsic

limit associated with using a spacer material with a finite coefficient of thermal expansion.

Although the precise magnitude of this effect is yet to be formally quantified, the analysis above

indicates that it may be large enough to be observed given performance enhancements of less

than an order of magnitude. Although it may be interesting in its own right, the observation

of this floor would put a hard limit on the ultimate performance of this system, in its current

form.
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Figure 4.14: a. Spectral density of the beat-note between OFR1 and OFR2 (green: measured
with the PLL) compared with some of the less significant noise sources discussed in this chapter:
the optical power noise (blue), Brownian noise (brown), thermoelastic mirror noise (red) and
photothermal shot noise (purple). Solid lines are for OFR1 and dashed lines are for OFR2. b.
Spectral density of the beat-note between OFR1 and OFR2 (green: measured with the PLL;
orange: measured with frequency counter) compared with noise sources caused by vibrations
(red trace), intrinsic thermodynamic temperature fluctuations of the spacer (purple trace) and
an extrapolation of temperature fluctuations (blue dashed).
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Chapter 5

Alignment Control

The paper presented in this chapter demonstrates a method to control alignment of a laser beam

to a Fabry-Perot cavity, for the express purpose of improving the frequency stability of an optical

frequency reference. The method is based on an intentional modulation of the alignment and

the subsequent synchronous detection of the optical power coupled into the cavity. The paper

details the theory of operation of the method and reports an experimental demonstration of the

system, showing significant improvement in frequency stability.

The author’s contribution to this paper included the generation of the experimental results,

the computational modeling of the effect and the writing of the paper. A. N. Luiten suggested

the original idea and also provided supervisory and intellectual input.

© 2008 OSA. Reprinted, with permission, from S.T. Dawkins and A.N. Luiten, “Single Ac-

tuator Alignment Control for Improved Frequency Stability of a Cavity-Based Optical Frequency

Reference,” Applied Optics, vol. 47, no. 9, pp. 1239-1246, March 2008.
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We demonstrate a method of controlling the alignment of a laser beam to a Fabry–Perot resonator
through synchronous detection of the misalignment arising from modulating the orientation of a single
beam-steering mirror. The horizontal and vertical tilt of the mirror are modulated in quadrature to drive
a circular motion of the beam orientation. A corresponding modulation of the intensity of the optical field
circulating in the cavity is measured at either the reflected or transmitted port and demodulated syn-
chronously to derive two error signals to indicate the vertical and horizontal misalignment. These signals
are fed back to the beam-steering mirror to suppress fluctuations below 30Hz. This method avoids the
complexity of monitoring off-axis cavity modes and is particularly effective in the case where unwanted
pointing fluctuations are introduced by one or two elements in the optical setup. We have applied the
technique to two Fabry–Perot resonators in use as precision frequency references, delivering a result of
10dB suppression of alignment fluctuations at 1Hz and an improvement in frequency stability by up to a
factor of 4. © 2008 Optical Society of America

OCIS codes: 120.2230, 120.3940, 220.1140.

1. Introduction

Fabry–Perot resonators are widely used for both their
capacity to store and intensify radiation as well as to
discriminate between optical frequencies. One of the
technical challenges in exploiting these capabilities is
the need to optimize alignment between the external
optical beam and the modes of the cavity. For a laser
beam to optimally couple power into a mode of a
Fabry–Perot cavity, it must match both the frequency
and the spatial configuration of the mode. The latter
includes the size andwavefront curvature of the beam
in addition to its position and direction. One example
inwhich controlling the alignment of a laser beam to a
cavity is of importance is the use of Fabry–Perot
cavities to stabilize the frequency of a laser [1–4].
Fluctuations of the alignment of the external laser

with respect to the cavity modes can produce errors
in the frequency locking system [5], but, more funda-
mentally, they can perturb the frequency of themodes
of the references through fluctuations in the power
coupled into the resonator. This can occur through ra-
diation pressure [6,7], but here we consider the more
dominant effect of temperature changes of the compo-
nents of the cavity, referred to as photothermal effects
[6,8,9]. These fluctuations drive changes in the geo-
metry of the cavity and thus unwanted frequency fluc-
tuations. Our particular interest is to stabilize the
power coupled into the resonator to address these
types of effect.

We present a technique to actively control the lat-
eral and angular alignment of the incident laser beam
in two dimensions so that it is efficiently and stably
coupled into the fundamental cavity mode. We ignore
issues associated with incorrect matching of beam
size and wavefront curvature conditions, which are
assumed to be adequately met by the appropriate

0003-6935/08/091239-08$15.00/0
© 2008 Optical Society of America
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beam shaping with lenses. A simple extension of this
technique could be used to control these parameters
aswell.Wealso assume that the frequency of the laser
beam is held at the resonant frequency of the funda-
mental mode using a frequency locking technique
such as the Pound–Drever–Hall method [10].
As Anderson [11] has pointed out, we can model a

misalignment by decomposing the incident beam
shape, UincðxÞ, into a basis set of one dimensional
Hermite–Gaussian modes of the cavity:U0ðxÞ;U1ðxÞ;
U2ðxÞ;…, where U0ðxÞ ¼ ð2=πx20Þ1=4 exp½�ðx=x0Þ2� is
the fundamental Gaussian mode with a waist size
of x0. More generally, UnðxÞ ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2�n=n!

p
Hnð

ffiffiffi
2

p
x=x0Þ

U0ðxÞ is the nth order transverse mode in the x direc-
tion andHn is the nth order Hermite polynomial [12].
We calculate the amplitude of the nth mode via the
integral

cn ¼
Z

∞

�∞

UincðxÞU�
nðxÞdx; ð1Þ

where cn tells us the potential excitation of each of the
cavity modes and the asterisk indicates the complex
conjugate. In a general resonator, the resonant fre-
quency of the various transverse spatial modes is
not to degenerate and hence for a fixed input fre-
quency it will only couple to a single member of this
mode family.
For the case of a positional misalignment between

the centers of the incident laser beam and the reso-
nant mode, we can use Eq. (1) to rewrite the incident
field as a decomposition in terms of the cavity modes

UincðxÞ ¼ EincU0ðx� axÞ
¼ Einc½e�1=2ðax=x0Þ2U0ðxÞ
þ ðax=x0Þe�1

2ðax=x0Þ2U1ðxÞ þ…�; ð2Þ

wherewehavedefined thexaxisas thedirectionalong
whichadisplacementax hasoccurredwith respect toa
cavitymode thathasawaistofx0 in thatdimension [as
depicted inFig. 1(a)], whileEinc is the amplitude of the
incident field. The fraction of incident power that
would enter the fundamental mode U0ðxÞ, given the
appropriate frequency tuning, is just the integral of
the squaredmagnitude of the relevant part of the field

P0ðaxÞ ¼
Z

∞

�∞

jEince�1=2ðax=x0Þ2U0ðxÞj2dx

¼ E2
ince

�ðax=x0Þ2

≃ E2
inc½1� ðax=x0Þ2�; ð3Þ

where the final line is approximated to the second or-
der in ax. Similarly, the power of the field alignedwith
the first transverse mode, U1ðxÞ, is given by

P1ðaxÞ ¼ E2
incðax=x0Þ2e�ðax=x0Þ2

≃ E2
incðax=x0Þ2: ð4Þ

For an angular misalignment, we can write

UincðxÞ≃ Einc½e�1=2ðαx=α0Þ2U0ðxÞ
þ iðαx=α0Þe�1=2ðαx=α0Þ2U1ðxÞ þ…�; ð5Þ

where αx is a horizontal tilt [depicted in Fig. 1(b)], and
we define α0 ≡ λ

πx0, where λ is the wavelength of the
light. The potential excitation of the first transverse
mode (with appropriate frequency tuning) is then

P0ðαxÞ≃
Z

∞

�∞

jEince�1=2ðαx=α0Þ2U0ðxÞj2dx

≃ E2
inc½1� ðαx=α0Þ2�; ð6Þ

P1ðαxÞ≃
Z

∞

�∞

jEinciðαx=α0Þe�1=2ðαx=α0Þ2U1ðxÞj2dx

≃ E2
incðαx=α0Þ2: ð7Þ

Equations (3), (4), (6), and (7), show that a small lat-
eral or angular misalignment effectively transfers
some of the optical power available to couple the fun-
damental mode into the first transverse mode. This
means that a detection of power coupled into the first
transverse mode would imply a misalignment. How-
ever, inmostapplicationsthelaserfield isnotresonant
with these transversemodes as its frequencyhasbeen
actively controlled to be resonant with the fundamen-
tal Gaussian mode of a nondegenerate cavity.

Sampas and Anderson [13] overcame this problem
by frequency modulating the incident light field to
shiftsomeopticalpowertothefrequenciescorrespond-
ing to off-axis modes. By monitoring the amplitude of
the light transmitted through these transversemodes
they were able to monitor and reduce the degree of
misalignment. Another way to detect the presence of
a misaligned (and therefore nonresonant) field is to
measure the spatial asymmetry resulting from the in-
terferenceof its reflection fromtheFabry–Perot cavity
with the leaked resonant field [14–17]. This approach
avoids the need for modulation but requires multiple
wavefront sensors and complicated detection electro-
nics to extract the relevant control signals.

An alternative to measuring the increase of power
in the transversemodes [13] is to detect the reduction
of power in the fundamentalmode [as per Eqs. (3) and
(6)]. Kawabe et al. [18] did this with a suspended

Fig. 1. We consider (a) the lateral and (b) the angular misalign-
ment in the horizontal x direction of a hemispherical optical cavity.
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Fabry–Perot in a gravitational wave detector by lat-
erally modulating the Fabry–Perot mirrors them-
selves. By measuring the modulation in the power
coupled into the fundamental mode, this technique
detects the misalignment in terms of the lateral posi-
tion of each mirror and corrects it. Similarly, Logan et
al. [19] controlled the alignment in a displacement-
measuring retroreflector-based interferometer by
modulating the angle of the launcher optics to keep
the beam measuring along the correct optical path.
A similar approach is also used for the commercial
automation of the alignment of optical fiber, in which
the vertical and horizontal position of a fiber is modu-
lated by a piezoelectric mount to maximize the trans-
mission through the fiber [20].
In this paper we propose and implement a simple

technique for the alignment of a beam to the mode of
a fixed Fabry–Perot cavity; we modulate the orienta-
tion of a single beam-steeringmirror and detect its ef-
fect on thepower coupled into the resonator.Wederive
a measure of the beam’s alignment to the cavity in
terms of the mirror’s orientation and use this signal
to suppress a combination of lateral and angular mis-
alignment. We note that this approach does not give
the possibility to distinguish between lateral and an-
gularmisalignments separately; however, there is fre-
quently a strong correlation between the angular and
the positional noise (arising because a single optical
element causes both), and in this case a judicious
positioningof theactuatingmirror caneffectively sup-
press theeffectsofbothtypesofalignment fluctuation.
The modulation is applied to two axes of the beam-
steering mirror at the same frequency but with an in-
tentional 90° phase shift to produce a circularmotion.
By using a synchronous two-phase detection, we send
feedback to the actuator to correct for angular and po-
sitional noise,which causes fluctuations of circulating
power in the cavity.Through the optimizationandsta-
bilization of the circulating power, power-driven tem-
perature fluctuations of the cavity are suppressed
togetherwiththe frequency fluctuationsof theresona-
tor originating from these effects. The novelty of our
approach is its simplicity when compared to alterna-
tive techniques. In addition, the technique actively
locks onto the cavity mode and not to just some fixed
point on the optical table.

2. Optical Resonators

In this paper we control the beam alignment of a pre-
cision optical frequency reference for the purpose of
improving its frequency stability.We have implemen-
ted this control algorithm on two separate references
that we can measure the improvement in frequency
fluctuations resulting from this control. The two opti-
cal frequency references are very similar and will be
referred to as OFR1 and OFR2. At the heart of each
reference is a Fabry–Perot resonator comprised of
twohigh-finessemirrors separated by a 15 cm long cy-
lindrical sapphire spacer (pictured in Fig. 2). Both re-
sonators are hemispherical, having a flat frontmirror
and a concave back mirror with a radius of curvature

of 500mm for OFR1 and 222mm for OFR2. The mir-
rors are coated with a low-loss dielectric to produce a
finesse of 1380 for OFR1 and 5650 for OFR2. In both
cavities the mirrors have been spring loaded onto the
spacers using metallic clamps. Both references have
been mounted onto low thermal conductivity rigid
posts to support them in the center of a thermally con-
trolled vacuum chamber.

These chambers have two stages of temperature-
controlled shielding (shown schematically for OFR1
in Fig. 3). The intent is that thermal fluctuations at
each stage are passively suppressed due to the ther-
mal filtering produced by the insulating vacuum be-
tween stages. The cavity spacer features a central
bore to ensure that the resonant field is not affected
by the optical loss of the sapphire crystal. We use an
ion pump to hold the vacuumbelow 10�5 Torr to avoid
perturbations to the resonant frequency caused by
refractive index fluctuations associated with the
presence of air.

We direct 1064nm radiation from a Nd:YAG laser
source to each resonator (Lightwave Electronics 124
for OFR1 and Innolight Prometheus 20NE for OFR2)
and manually align the beams to the cavity axis to
maximize the power coupled into the fundamental
axial mode. Each laser is frequency modulated with
its internal piezoelectric crystal (at a rate of 211kHz
for OFR1 and 487:3kHz for OFR2) [21] to produce a
lockingsignalasper thePound–-Drever–Hallscheme.
Thissignal isfedbackviaaloopfiltertothesamepiezo-

Fig. 2. (Color online) Sapphire spacer of OFR2 (the spacer of
OFR1 has equivalent dimensions).

Fig. 3. (Color online) Both Fabry–Perot resonators are kept at a
constant temperature using two stages of thermal shielding.
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electric crystal to keep each laser’s frequency locked to
the axial mode of its respective resonator. The fre-
quency control loop bandwidth is ∼15kHz with two
stages of integration to provide additional gain below
about1kHz.Thecombinedresidualnoiseof these con-
trol loops is at the level of 0:4Hz=

ffiffiffiffiffiffiffi
Hz

p
.

3. Sensitivity to Alignment

The principal objective of this paper is to reduce fre-
quency fluctuations in our resonators by reducing
alignment fluctuations. Frequency fluctuations of
the optical references were monitored by mutual
comparison through heterodyning on a photodiode
(see Fig. 4), which gives rise to a signal at the differ-
ence of the two optical frequencies of ∼1GHz, conve-
nient for measurement with a frequency counter.
Using this signal, the cavity resonance frequency

was found to be sensitive to alignment, which we be-
lieve isduetoacombinationofa fastheatingof thecav-
itymirrorsplusaslowheatingofthecavityspacer,both
in response to variations of the in-coupled power. The
sensitivity of the cavity to fluctuations of in-coupled
power alone was separately measured by placing a
LCDvariable optical attenuator (MeadowLarkModel
B1020) in the beampath. This allowed the power inci-
dent on the cavity to be modulated without affecting
the alignment to measure the corresponding cavity
frequency response as shown in Fig. 5. We confirmed
that the low frequency part of the curve was due to
the photothermal response of the cavity by modeling
with a time-dependent finite element analysis pack-
age (FlexPDE), which is shown in Fig. 5 together with
a model devised by Cerdonio et al. [6] and measured
experimentally by de Rosa et al. [8]. For both of these
models, we used the known mirror parameters and
material properties but estimated the mirror absorp-
tion, which is unknown. The deviation of our experi-
mental results from the model at higher frequencies
is most likely due to a direct power sensitivity of the
frequency-lockingservoresultinginaspuriouslocking
signal that creates a flat power sensitivity.
To characterize the alignment sensitivity, we in-

cluded two mirror actuators in the beam’s path to
the cavity. The first is a Cambridge Technologies
603× mirror positioning assembly, which employs

two small orthogonal mirrors actuated by coil scan-
ners. The second is a Thorlabs KC1-PZ piezoelectric
mirror mount, which can tilt a single mirror in two
axes. The principal function of these mirror assem-
blies is to change the angle of the beam according
to a signal supplied to the unit. In general, there is
also a small change to the position since the beam
is usually not positioned exactly on the axis of rotation
of eachmirror. For the purposes of the simple analysis
presented herein we have ignored this effect. For
OFR2, we have both a coil actuator and a piezoelectric
actuator in the beam path, which allows us to apply
pure positional and angular modulations at the input
of the cavity (seeFig. 4). ForOFR1,weuse only a single
piezoelectric mirror mount.

Modulation of the direction of the beam at some
point in its path will, in general, produce both an an-
gular and positional modulation at the cavity input.
Mathematically we can show this with theABCDma-
trix approach [12]: a horizontal angular deflection at
theactuator,φA, results inacombinationof transverse
and angular misalignments (x0 and φ0, respectively)
after passing through an arbitrarily complicated
series of optics (as represented by the arbitrary ray
matrix)

�
x0

φ0

�
¼
�
A B
C D

��
0
φA

�
¼
�
BφA

DφA

�
: ð8Þ

In our case, the coil actuator is positioned, where the
beam is collimated, before it passes to a mode-match-
ing lens that has been carefully positioned to be a focal
length away from the frontmirror of the cavity. There-
fore, a modulation at the coil actuator of φC causes
both positional and angularmodulations at the cavity
according to

�
ax

αx

�
¼
�
1 f
0 1

��
1 0
� 1

f 1

��
1 dC

0 1

��
0
φC

�

¼
�

fφC

ð1� dC
f ÞφC

�
; ð9Þ

Fig. 4. (Color online) Schematic of the optical layout.

Fig. 5. (Color online) Sensitivity of OFR1 to fluctuations of inci-
dent power, measured bymodulating the optical power with a vari-
able optical attenuator (dots). The solid curve is the photothermal
response calculated using a theoretical model [6] and the dashed
curve is a calculation using finite element analysis.
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where dC is the distance from the coil actuator to the
mode-matching lens of focal length f , and we have ex-
pressed the result in terms of the previously defined
cavity misalignment parameters ax and αx.
By inducing an intentional alignment modulation

in thisway,wewere able to observe the resultingmod-
ulation of the cavity frequency in the beat note. For
ease of comparison with the above analysis, we mea-
sured sensitivity to both a pure lateral misalignment
and a pure angular misalignment. This was achieved
by using a second piezoelectric actuator (as shown in
Fig. 4) in conjunctionwith the original coil actuator to
perturb only the one degree of freedom. Mathemati-
cally, we model this by including an extra term in
Eq. (9) for the contribution of the piezoelectric actua-
tor, which deflects the beam by φP at a distance of dP
from the coil actuator:

�
ax

αx

�
¼
� fφC

ð1� dC
f ÞφC

�

þ
�
1 f

0 1

�� 1 0

� 1
f 1

��
1 dC

0 1

��
1 dP

0 1

��
0

φP

�

¼
� f ðφC þ φPÞ
ð1� dC

f ÞðφC þ φPÞ � dp

f φP

�
; ð10Þ

where we have ignored the effect of the collimating
lens shown in Fig. 4, because it is very close to the
piezoelectric actuator. This reveals that we get a pure
angular deviation when φP ¼ φC and a pure lateral
deviation when φP ¼ ðdC � f =dC � f þ dPÞφC.
In practice, we found this balance experimentally

by monitoring the modulation on a position-sensitive
detector (PSD). For a pure angular modulation, we
direct a sample of the incident beam to the PSD posi-
tioned at the same optical distance as the front mir-
ror of the cavity (indicated as Loc1 in Fig. 4). The PSD
is insensitive to the beam angle and so we balance
the actuators to null the signal, leaving only pure an-
gular modulation. The amount of pure angular mod-
ulation resulting is estimated by repositioning the
PSD to just before themode-matching lens (indicated
as Loc2 in Fig. 4). At this location the pure angular

motion at the front mirror of the cavity corresponds
to the pure positional motion measured by the PSD.

Alternatively, for achieving pure positional modu-
lation, we adjust the relative magnitude of the actua-
tor modulations to minimize the modulation seen by
the quadrant photodiode at Loc2. The level of pure po-
sitional modulation at the cavity can be measured
subsequently at Loc1. For each case, the frequency de-
viation induced by an alignment modulation at 1Hz
was measured on the beat note giving sensitivities of
5:8MHz=mand2:4MHz=rad in thevertical axis. A se-
parate measurement indicated that the sensitivity in
thehorizontal axiswas similar and that the frequency
dependence is relatively flat between 1 and 30Hz, as
is expected from Fig. 5.

Theenvironmentally induced fluctuations inthepo-
sition and angle of the beam at the front mirror of the
cavity were inferred from themeasurements with the
PSD at Loc1 and Loc2 and are presented in Fig. 6. In
addition, we have also used the senstivities above to
calculatetheinferredfrequency fluctuationsresulting
from these environmental peturbations and show this
on the right axis of Fig. 6. It is seen that the positional
fluctuations are responsible for themajority of the fre-
quency fluctuations (by a ratio of about 2–3 to 1). It is
also noted that the ratio of the positional to angular
noise is relatively constant across the curves at the le-
vel of about 1� 0:4m. In a previous measurement we
have seen a very similar curve for optical length fluc-
tuations caused by themovement of air in a typical la-
boratory environment [22]. This suggests that the
origin of the low frequency part of the curve is air fluc-
tuation, while the high frequency part is the pointing
noise of the laser.

4. Alignment Control

A. Multiplexing Alignment into Coupled Power

To create a sensor for misalignment we intentionally
modulate the mirror position and search for synchro-
nous power fluctuations. By using the result in Eq. (9)
with Eqs. (3) and (6) we see that the angle of the ac-
tuator, φA, transforms into the fractional power in the

Fig. 6. (Color online) Noise spectrum at the front mirror of the OFR2 cavity of (a) vertical position inferred from the positional noise
measured at Loc1 and (b) vertical tilt inferred from the positional noise measured at Loc2.
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fundamental mode by

PaðφAÞ ¼ 1�
�
f
x0

�
2
φ2
A;

PαðφAÞ ¼
�πx0

λ

�
2
�
1� d

f

�
2
φ2
A: ð11Þ

In our experiment, the laser frequency is held at
the resonance frequency of the fundamental mode,
which is not degenerate with the higher order trans-
verse modes. Therefore, the power absorbed by the
cavity, and that transmitted through the cavity, both
depend on the degree of alignment to the fundamen-
tal mode and on the incident power. For the strongest
alignment signal, one should monitor the variations
in power at the cavity port with the highest average
power. In our case this is the transmitted port for
OFR1 and the reflected port for OFR2. We note that
the use of the reflected port increases the potential
for intensity noise arising from technical issues such
as parasitic interferometers caused by unwanted re-
flections in the beam path. On OFR2, such an effect,
related to the angle of a beam splitter, was found to
give rise to an order of magnitude increase of inten-
sity noise, enough to compromise the action of the
alignment control. However, by careful adjustment
of the beam splitter angle, this effect was mitigated.
The relationships in Eq. (11) show that we could at-

tempt to maximize the transmitted power (or equiva-
lently minimize the reflected power) through optimal
alignment of the actuator. However, direct detection
of the DC level of transmitted or reflected power is
also sensitive to other sources of power fluctuations
such as those from the laser and other optical ele-
ments in the beam path, or simply variations in the
optical sensitivity of the photodiode. To circumvent
these problems, we modulate the alignment of the
beam and synchronously monitor the resulting mod-
ulation of the transmitted or reflected power.
For a small intentional angular modulation of the

actuator, δφ, the effect on the power in the circulating
power is given by

δP≃
∂Pa

∂φA
δφþ ∂Pα

∂φA
δφ;

which combined with Eq. (11) shows the resulting ef-
fect of the actuator’s angle on the power coupled into
the cavity

δP≃�
"
2
f 2

x20
þ 2

 
πx0
λ

!
2
 
1� d

f

!
2
#
φAδφ∼�3

× 107φAδφ; ð12Þ

where we have substituted the parameters relevant
to OFR2: d ¼ 0:68m, f ¼ 0:75m, x0 ¼ 188 μm, and
λ ¼ 1:064 μm. This shows that resulting modulation
of the power δP is directly proportional to both the ac-

tuator’s average misalignment, φA, as well as the
modulation level, δφ.

Equation (12) demonstrates that any deflection
from the optimal angle of the laser beam at the
location of the actuator, including those caused by
environmental influences, will manifest as a modula-
tion of the circulating power of the cavity. We note,
however, that pure positional deflections at the loca-
tion of theactuatorwill not contribute andwill thus be
undetected. To detect these fluctuations, we would
require a second actuator at a conjugate location,
where they manifest as angular fluctuations. How-
ever, a single actuator positioned where the angular
fluctuations dominate the positional fluctuations can
still work effectively, as demonstrated in this paper.

B. Control Signal Detection

Togenerateacontrol signal forourservo,wedetect the
amount of modulation with a dual-phase lock-in am-
plifier (Femto LIA-MVD-200-H). The horizontal and
vertical orientation of the mirror are modulated in
quadrature. The phase of the lock-in amplifier is ad-
justed so that each channel is maximally sensitive
to either the horizontal or vertical misalignment.
ForOFR2, we used a galvanic actuator with amodula-
tion frequencyof6:11kHz.For theslowerpiezoelectric
actuator used on OFR1, it was necessary to carefully
choose a modulation frequency (207:5Hz) between
mechanical resonances so that the modulation fre-
quency was well outside the required control band-
width. The signal produced by the lock-in amplifiers
is integrated and then summed to the original modu-
lation signal, as shown in the schematic of the control
system in Fig. 7.

5. Results

A. Lock Performance

Figure 8 shows a comparison of closed loop and open
loop alignment fluctuations in terms of the error sig-
nal derived from the transmitted power of OFR1 and
the reflected power of OFR2. We see a control band-
width of ∼17 and 20Hz for the horizontal and verti-
cal axes of OFR1 and 18 and 30Hz for those of OFR2.
There is no need for higher bandwidths since above
∼20Hz the power fluctuations in the input signal are
dominated by amplitude noise derived from the laser

Fig. 7. Schematic of the alignment control system.
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and therefore cannot be effectively controlled by
alignment adjustments.
We verified on OFR2 that not only were the power

fluctuations in the cavity lessened, but that this was
associated with a reduction in the pointing fluctua-
tions of the beam by measuring the beam position
with the position sensitive detector. The spectrum
of the out-of-loop noise shown in Fig. 9 shows that
in our target frequency range of 1–10Hz the align-
ment instability has been attenuated by at least
10dB at 1Hz. The noise floor of the alignment system
prevents the system from attenuating any further.
This noise arises from the electronic noise floor of
the photodiode.

B. Frequency Stability

Theefficacy of thealignment controlwasmeasured by
comparing the power spectral density of the laser fre-
quency fluctuations betweenwhen thealignment lock
wasoperatingandwhenitwasswitchedoff (seeFig.4).
This frequency-noise spectrum was measured by
phase locking a low-noise microwave synthesizer to
the difference frequency between OFR1 and OFR2
and delivering the control signal from the phase-
locked loop toa fastFourier transform(FFT)spectrum
analyzer, asdepicted inFig. 10.Figure11(a) shows the
power spectral density with the alignment servos off
and on, which shows a broadband reduction of fre-
quency fluctuations by a factor of 2. We note that,
by inspection ofEq. (12), thepower fluctuations areaf-
fected by both the actuator’s average misalignment
(φA) and the level of misalignment fluctuations (δφ).
Suppression of the former reduces the power fluctua-
tion over a broad frequency range, while suppression
of the latter occurs onlywithin the control bandwidth.
For a clearer indication of the improvement, we also

delivered the beat note to a frequency counter and de-
termined the square-root Allan variance according to
common practice. To show that the measurements
were in approximate agreement (although the time
scalesdonotoverlap),weconvertedthepowerspectral
density result from Fig. 11(a) into the corresponding
variance and show the two in Fig. 11(b). We note that
the frequency counterwas in timed-armingmode, and
therefore the measurement is not strictly the Allan
variance but the triangle variance discussed in [23].

We note that the improvement in frequency stabi-
lity is not as substantial asmight have been predicted
given the reduction in alignment fluctuations (see
Fig. 9). We have made vibration measurements with
a seismometer that indicate that part of this is due to
seismic and acoustic vibrations perturbing the cavity
frequency. Our apparatus is mounted onto an air-
suspended optical table, which helps reduce seismic
noise only above the table’s resonance frequency at
2:5Hz (visible as the small hump on the solid line
in Fig. 11). Figure 11 shows the minimum instability
achievedwas 2Hz=

ffiffiffiffiffiffiffi
Hz

p
at 12Hz on the spectrumand

3 × 10�14 at 0:4 s on the square-root variance.

6. Conclusion

We have demonstrated a simple and convenient mod-
ulation-based alignment control scheme of frequency-
locked Fabry–Perot cavities. The optical layout re-
quires only the inclusion of a single alignment actua-
tor and a photodiode at one of the resonator’s ports
(which is perhaps already present for frequency lock-
ing). Some simple electronics allow one to close the
loop and therefore attenuate the fluctuations. In
our case, we controlled it with only one actuator
and chose a location in the optical beam path that
maximized the potential for suppression of alignment
fluctuations and, in doing so, frequency fluctuations.
The vertical and horizontal alignment fluctuations

Fig. 8. (Color online) Spectral density of the in-loop error signal when the alignment lock is off (dotted curves) and on (solid curves) for the
horizontal (thick red lines) and vertical (thin blue lines) directions of (a) OFR1 and (b) OFR2.

Fig. 9. (Color online) Spectral density of the out-of-loop error sig-
nal as measured by the quadrant photodiode in Loc1 when the
alignment lock is off (dotted curves) and on (solid curves) for
the horizontal (thick red lines) and vertical (thin blue lines) direc-
tions of OFR2.
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were suppressed by10dBat1Hzon two separate cav-
ities, and a factor of 4 improvement in the frequency
stability at 0:4 s was observed.

The authors thank John Winterflood for the use of
his quadrant photodiode and Tim Le Souef and
Frank van Kann for their help constructing OFR1,
along with the Physics Workshop. This paper was
funded by the Australian Research Council.
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Chapter 6

Measurement of Frequency

Stability

The paper presented in this chapter describes the details of the method of operation of modern

high-resolution frequency counters, in the context of making measurements of frequency stability.

Specifically, it predicts that when used in their highest resolution mode, the sequence of frequency

measurements delivered by these counters cannot be used in the standard algorithm to derive

the Allan variance. The paper elucidates the operation of the counters and verifies the prediction

in practice through rigorous testing. It also shows that using the counter in this way can lead to

dramatically distorted results, particularly if trying to measure the frequency stability of signals

which are contaminated by high frequency modulations.

Measurement of frequency stability is a task at the heart of most of our group’s work, and

indeed of that of all frequency and time laboratories around the world. Some of these laboratories

employ this type of counter, and are therefore at risk of reporting erroneous/fallacious results.

As such, it was important that this issue be drawn to the attention of the frequency control

community in order to avoid this outcome.

The author’s contribution to this paper included the generation of the experimental results,

the computational modeling of the effect, the development of the Triangle variance algorithm

and the writing of the paper. J. J. McFerran provided access to the frequency synthesizer that

he had previously constructed and helped provide one of the first clues to the discovery of the

effect. A. N. Luiten initiated the paper with the early judgement that there might be some type

of filtering inside the frequency counters, and that the analysis of Rubiola [Rubiola 05] might not

provide the complete picture. He also provided the intellectual support and guidance required
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to work through the mathematical and practical implications of the effect.

© 2007 IEEE. Reprinted, with permission, from S.T. Dawkins, J.J. McFerran and A.N.

Luiten, “Considerations on the Measurement of Stability of Oscillators with Frequency Coun-

ters,” IEEE Transactions on Ultrasonics, Ferroelectrics, and Frequency Control, vol. 54, no. 5,

pp. 918-925, May 2007.
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Considerations on the Measurement of
the Stability of Oscillators with

Frequency Counters
Samuel T. Dawkins, John J. McFerran, and André N. Luiten

Abstract—The most common time-domain measure of
frequency stability, the Allan variance, is typically esti-
mated using a frequency counter. Close examination of
the operation of modern high-resolution frequency coun-
ters shows that they do not make measurements in the way
commonly assumed. The consequence is that the results
typically reported by many laboratories using these coun-
ters are not, in fact, the Allan variance, but a distorted
representation. We elucidate the action of these counters
by consideration of their operation in the Fourier domain,
and demonstrate that the difference between the actual Al-
lan variance and that delivered by these counters can be
very significant for some types of oscillators. We also dis-
cuss ways to avoid, or account for, a distorted estimation of
Allan variance.

I. Introduction

This paper considers the issue of characterizing the fre-
quency fluctuations of an oscillator or clock. Let us

take a clock with an output signal of the form

V (t) = A sin(2π y(t)f0 t), (1)

where f0 is the average frequency of the oscillator over the
entire measurement period and y(t) is the instantaneous
fractional frequency of the oscillator. The frequency sta-
bility of this oscillator can be characterized with the com-
monly used Allan variance (or its square root, the Allan
frequency deviation), which is defined as [1]:

σ2
A(τ) ≡

〈
1
2
(ȳk+1 − ȳk)2

〉
, (2)

where we define the kth sample of the normalized fre-
quency, averaged over some measurement time (sometimes
called the integration time), τ , as

ȳk =
1
τ

∫ tk+τ

tk

y(t) dt. (3)

In practice, the ensemble average in (2) is usually replaced
by a summation of m consecutive measurements of the
kernel shown inside the angular brackets:
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σ2
A(τ) ≈ 1

m

m∑
k=1

(ȳk+1 − ȳk)2

2
. (4)

The integral in (3) corresponds to a single (normalized)
measurement of a traditional frequency counter for a se-
lected measurement time, τ , usually referred to as the gate
time in counter nomenclature. Following the approach of
Rubiola [2], a single counter measurement over a gate time
of τ can be written as a weighted integral:

fmeas,k =
∫ ∞

−∞
y(t)f0 wΠ(t − tk) dt = f0 ȳk, (5)

where wΠ(t) = 1/τ for 0 < t < τ and 0 elsewhere, referred
to in this paper as a Π-estimator. Similarly, we can rewrite
(2) as

σ2
A(τ) =

〈[∫ ∞

−∞
y(t)wA(t − tk) dt

]2
〉

, (6)

where we have combined the consecutive integrations and
scaling factors into a single temporal windowing function

wA(t) =

⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩
− 1√

2τ
0 < t ≤ τ

1√
2τ

τ < t ≤ 2τ

0 elsewhere

, (7)

which we will refer to as the Allan variance weighting func-
tion [shown in Fig. 1(a)].

However, some frequency counters (including those that
are commonly found in many laboratories) do not imple-
ment the frequency measurement as described above; in
other words, their operation cannot be modeled by (5).
These counters implement an internal averaging algorithm,
which changes the shape of the temporal windowing func-
tion. This results in a strong suppression of any frequency
fluctuations that have a Fourier frequency significantly
higher than the reciprocal of the gate time. The inten-
tion is to reject noise at these frequencies to enhance the
resolution of the frequency measurement for a given gate
time, but it also has very important consequences when
the output of the counter is subsequently used in the cal-
culation of the Allan variance. In this paper we consider
the effect of this change in counter operation, as well as
how to overcome this limitation. In addition, we consider

0885–3010/$25.00 c© 2007 IEEE
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Fig. 1. Each variance weighting function arises from the subtrac-
tion of two consecutive frequency measurements: (a) using a tradi-
tional/reciprocal counter (wA), (b) using a high-resolution counter
(wT ), (c) using high-resolution counters with overlap to get the modi-
fied Allan variance (wM ), and (d) using the regression style of counter
described in [4] (wR).

a proper treatment for the response of the counter to fre-
quency fluctuations at frequencies much greater than the
reciprocal of the counter gate time. We note that this pa-
per builds on Rubiola’s previous work [2] and corrects some
misconceptions presented in that paper.

II. Counter Function

A. High-Resolution Counters

A frequency counter operates by tracking the phase of
a signal by detection of its zero-crossings. The rate that
zero-crossings (and therefore half-cycles) occur with time
is used to estimate the time derivative of the signal phase,
φ(t), and thus deliver the frequency of the signal, f(t),
through the relationship

f(t) ≡ f0 y(t) =
1
2π

dφ(t)
dt

. (8)

A traditional frequency counter estimates the derivative
by counting the (integer) number of half-cycles in a nom-
inated measurement time τ . A reciprocal counter avoids
the error associated with partial cycles by altering the
measurement time to coincide with an exact integer num-
ber of half-cycles of the input signal [3], [4]. We note that
both of these approaches effectively measure the change
in absolute phase between the beginning and the end of
the measurement period, ignoring the time spacing of the
zero-crossings in between. This is functionally equivalent
to the Π-estimator in frequency space, which is revealed
by substituting (8) into (5):

fmeas,k =
∫ ∞

−∞
f(t)wΠ(t−tk) dt=

1
2πτ

[φ(tk +τ)−φ(tk)].
(9)

Fig. 2. The operation of modern high-resolution counters involves
multiple averaging within a single gate time, τ , well approximated
by a Λ-estimator.

Some modern counters improve the resolution of the
measurement by using the information contained in the
spacing of the zero-crossings within the measurement
time [4]. In particular, this paper concerns the Agilent
53131A/53132A (Agilent Technologies, Inc., Santa Clara,
CA) in “time arming mode” or “digits arming mode”
[5] (or the B+K Precision 1856D [B+K Precision Corp.,
Yorba Linda, CA] in internal arming mode), which sub-
tracts the average absolute phase over the first half of the
measurement time (i.e., for t− tk ∈ [0, τ/2]) from the aver-
age absolute phase of the second half (for t− tk ∈ [τ/2, τ ]).
In frequency terms, this equates to a weighted average of a
series of traditional counter integrations within the single
user-selected gate time. The duration of each integration
component is half the user-selected gate time (in contrast
to the full gate time, as suggested in [2]), each delayed
from the previous by a small fraction of τ . These indi-
vidual frequency measurements are then summed equally
to give rise to a windowing function that is reasonably
well approximated by a triangular weighting function (see
Fig. 2). We will refer to this weighted averaging process as
a Λ-estimator. We note that while both the Π-estimator
(e.g., used by the Agilent 53131A/2A in external arming
mode or the Stanford Research Systems SR-620 (Stan-
ford Research Systems, Inc., Sunnyvale, CA)) and the Λ-
estimator deliver the average frequency, their response to
fluctuations with Fourier frequencies higher than the re-
ciprocal of the gate time is entirely different. Indeed, the
advantage of the Λ-estimator is that it is less sensitive to
noise at those Fourier frequencies.

We emphasize here that the definition of the Allan vari-
ance stipulates the use of the Π-estimator for the estima-
tion of ȳk in (6) [1]. Therefore, the use of the Λ-estimator in
its place does not yield the correct estimation of the Allan
variance. If we naively implement the Allan variance al-
gorithm by subtracting adjacent frequency measurements
from one of these modern frequency counters, then we ob-
tain what we will refer to as the triangle variance weighting
function [see Fig. 1(b)]:
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wT (t) =

⎧⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎩

−2
√

2
τ2

t 0 < t ≤ τ

2
2
√

2
τ2

(t − τ)
τ

2
< t ≤ 3τ

2

−2
√

2
τ2

(t − 2τ)
3τ

2
< t ≤ 2τ

0 elsewhere.

(10)

We further note [and show in Fig. 1(c)] that the triangle
variance is not equivalent to the modified Allan variance,
as suggested in [2]:

wM (t) =

⎧⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎩

− 1√
2τ2

t 0 < t ≤ τ

1√
2τ2

(2t − 3τ) τ < t ≤ 2τ

− 1√
2τ2

(t − 2τ) 2τ < t ≤ 3τ

0 elsewhere.

(11)

For interest, we have also derived [see Fig. 1(d)] the weight-
ing function for a counter using a linear regression tech-
nique [4]:

wR(t) =

⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩
3
√

2
τ3

t(t − τ) 0 < t ≤ τ

−3
√

2
τ3

(t − τ)(t − 2τ) τ < t ≤ 2τ

0 elsewhere.
(12)

For reasons of brevity, we have not considered this type of
counter further, but note that it can be analyzed in the
same way as the other counter algorithms.

B. Fourier Analysis

The action of the different temporal windowing func-
tions may be more easily comprehended in the Fourier
domain. Using the power theorem [6], we can equivalently
express the action of the temporal weighting functions as
an integration in the Fourier domain:

σ2(τ) =

〈[∫ ∞

−∞
w(t)y(t)dt

]2
〉

=

〈[∫ ∞

−∞
W (f)Y ∗(f)df

]2
〉

,

(13)

where w(t) is an arbitrary temporal windowing func-
tion and W (f) =

∫ ∞
−∞ w(t)e−i2πftdt is its corresponding

Fourier transform. Here, Y (f) is the Fourier transform of
the instantaneous fractional frequency y(t), which is re-
lated to the more familiar power spectral density of the
fractional frequency, Sy(f) [1]. In fact, we demonstrate in
the appendix that (13) can be rewritten in terms of the
one-sided Sy(f) as

σ2(τ) =
∫ ∞

0

Sy(f)|W (f)|2 df. (14)

Fig. 3. Fourier transform of the weighting function for (a) the Allan
variance measured with a traditional reciprocal counter, (|WA(f)|:
solid line); (b) the triangle variance measured with a high-resolution
counter with internal averaging, (|WT (f)|: dotted line); and (c) the
modified Allan variance, (|WM (f)|: dashed line).

It is thus clear that the squared magnitude of the Fourier
transform of the temporal weighting function reveals the
spectral sensitivity of the particular variance. We now
consider in detail the Fourier transform applied to the
three variances of interest in this paper: the Allan vari-
ance weighting function wA(t)

|WA(f)| =
√

2 sin2(πfτ)
πfτ

, (15)

the triangle variance weighting function wT (t)

|WT (f)| =

√
32 sin2(πfτ

2 ) | sin(πfτ)|
(πfτ)2

, (16)

and finally, for completeness, the modified Allan variance
[7] weighting function wM (t)

|WM (f)| =
√

2 sin2(πfτ)| sin(πfτ)|
(πfτ)2

. (17)

Fig. 3 shows |WA(f)|, |WT (f)|, and |WM (f)|, which re-
veal the rapid decrease of sensitivity at high frequencies of
the triangle variance and the modified Allan variance, as
compared with the Allan variance.

C. Consideration of Dead-Time

In practice, when a single frequency counter is used
to make a sequence of frequency measurements, there is
some time between consecutive frequency samples needed
for processing. It is possible to avoid significant measure-
ment dead-time through the use of two coordinated coun-
ters, but many measurements will involve some amount
of dead-time. The effect of this dead-time on the variance
calculation is easily modeled by inserting a temporal gap,
τd, between subtracted counts when deriving the weight-
ing functions (see Fig. 4). The weighting functions in the
Fourier domain then become

|WA,τd
(f)| =

√
2 | sin(πfτ)| | sin(πf(τ + τd))|

πfτ
,

(18)
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Fig. 4. The triangle variance (black) and Allan variance (gray)
weighting functions with dead-time τd.

Fig. 5. Fourier transform of the weighting functions for (a) the Allan
variance, |WA,τd

(f)| (solid line); (b) the triangle variance, |WT,τd
(f)|

(dotted line); and (c) the modified Allan variance, |WM,τd
(f)|

(dashed line), all with a dead-time of 0.2 τ .

|WT,τd
(f)| =

√
32 sin2(πfτ

2 ) | sin(πf(τ + τd))|
(πfτ)2

,
(19)

and

|WM,τd
(f)| =

√
2 sin2(πfτ) | sin(πf(τ + τd))|

(πfτ)2
.

(20)

These functions are plotted in Fig. 5 for a dead-time of
0.2 τ . The most obvious effect of dead-time is the down-
shift in frequency of the nodes of zero sensitivity in the
spectrum.

D. Implications

From the preceding sections we see that the naive ap-
plication of the Allan variance algorithm to a sequence of
measurements generated by a Λ-type frequency counter
does not yield the intended result. The magnitude of the
error depends strongly on the nature of the noise in the sig-
nal being measured. Table I compares the Allan variance,
triangle variance, and modified Allan variance resulting
from several common characteristic noise types. For an ar-
bitrary signal, however, Greenhall [8] has shown that it is
not possible to derive the power spectral density from the
Allan variance; this is equally true for the triangle vari-
ance calculation. Therefore, it is not possible to manipu-
late data taken from a Λ-type counter to yield the Allan
variance that would have been measured by a Π-type fre-
quency counter, except for the special case where the shape

Fig. 6. Averaging Λ-counts before calculating the Allan variance pro-
duces a triangularly modulated Π-count. Here we show four averages
(N = 4).

Fig. 7. The variance calculated by averaging consecutive Λ-counts (b)
approximates the Allan variance (a) at low frequencies but increases
sensitivity around N/τ (here N = 10).

of Sy(f) is already known. The corrections for listed Sy(f)
are also presented in Table I. Where the measurement in-
volves a significant dead-time, a further correction may
be necessary, and we include Table II for convenience. We
note that the Allan variance values are consistent with the
bias functions tabulated by Barnes and Allan [9].

The easiest way to be sure of obtaining the true Al-
lan variance is to ensure that a Π-type counter is used.
Unlike in [2], where the averaging of a series of Λ-type
counter measurements is assumed to approximate the Π-
estimator, we find that a series of Λ-estimators produces
a Π-estimator modulated by a triangle wave (see Fig. 6).
For a number of samples, N , the variance produced by this
method approaches the Allan variance at frequencies com-
parable to the reciprocal of the gate time, but introduces
sensitivity near N times the reciprocal of the gate time
(see Fig. 7).

A second alternative is to use a spectrum analyzer to
generate the frequency noise, Sy(f), and then calculate the
Allan variance by combining (14) and (18):

σ2
A(τ) =

∫ ∞

0

Sy(f)
2 sin(πfτ)2 sin(πf(τ + τd))2

(πfτ)2
df.

(21)

To derive the triangle variance, we combine (14) with (19)
to get

σ2
T(τ) =

∫ ∞

0

Sy(f)
32 sin(πfτ

2 )4 sin(πf(τ + τd))2

(πfτ)4
df.

(22)



922 ieee transactions on ultrasonics, ferroelectrics, and frequency control, vol. 54, no. 5, may 2007

TABLE I
Comparisons of Allan Variance (Traditional Counter), Triangle Variance (High-Resolution Counter), and

Modified Allan Variance Resulting from Characteristic Noise.

Noise Type Sy(f) Allan (σ2
A) Modified Allan Triangle

White PM∗ h2f2 3 fH
4π2 h2τ−2 3

8π2 h2τ−3 2
π2 h2τ−3

= σ2
A(τ) = 1

2 fH τ
σ2
A(τ) = 8

3 fHτ
σ2
A(τ)

Flicker PM h1f
1.038+3 ln(2 πfHτ)

4 π2 h1τ−2 3 ln( 256
27 )

8 π2 h1τ−2 6 ln( 27
16 )

π2 h1τ−2

= σ2
A(τ) = 3.37

3.12+3 ln πfHτ
σ2
A(τ) = 12.56

3.12+3 lnπfH τ
σ2
A(τ)

White FM h0
1
2
h0τ−1 1

4
h0τ−1 2

3
h0τ−1

= σ2
A(τ) = 0.50 σ2

A(τ) = 1.33 σ2
A(τ)

Flicker FM h−1f−1 2 ln(2) h−1 2 ln( 3 311/16

4
) h−1 (24 ln(2) − 27

2
ln(3)) h−1

= σ2
A(τ) = 0.67 σ2

A(τ) = 1.30 σ2
A(τ)

Random Walk FM h−2f−2 2
3

π2 h−2 τ 11
20

π2 h−2 τ 23
30

π2 h−2 τ

= σ2
A(τ) = 0.82 σ2

A(τ) = 1.15 σ2
A(τ)

Frequency Drift (ẏ = Dy) - 1
2
D2

yτ2 1
2
D2

yτ2 1
2
D2

yτ2

∗PM stands for phase modulated and FM stands for frequency modulated.
(Note: A cutoff frequency, fH , is introduced for the Allan variance of white phase noise and flicker phase noise to avoid
an infinite result. We also ignore the small sinusoidal term.)

TABLE II

First Order Error, δ, in the Allan, Triangle, and Modified

Allan Variances Caused by the Inclusion of Dead-Time.

Noise Type Allan Modified Allan Triangle

White PM 2 τd
τ

∗ −0.33 τd
τ

0

Flicker PM 2 τd
τ

∗ 0.67 τd
τ

0.43 τd
τ

White FM 0 0 0

Flicker FM τd
τ

1.33 τd
τ

0.62 τd
τ

Random Walk FM 1.50 τd
τ

1.67 τd
τ

1.30 τd
τ

Frequency Drift 2
τd
τ

2
τd
τ

2
τd
τ

∗For the most divergent noise, the Allan variance has a complicated
dependence on the cutoff frequency, fH ; however, for simplicity we
give the maximum value.
(Note: The variance with dead-time, σ2

τd
, is the original variance, σ2,

augmented by δ: σ2
τd

� (1 + δ) σ2.)

These integral forms are easily calculated because the
Sy(f) produced by the spectrum analyzer is already dis-
cretized into frequency bins. Accordingly, the variance in
(14) becomes a summation over N bins:

σ2(τ) =
N∑

n=1

[Sy,n

∫ fn+1

fn

|W (f)|2df ], (23)

where Sy,n is the power spectral density calculated by the
spectrum analyzer for the nth bin. We also note that the
ratio of the Allan and triangle Fourier transforms takes the
particularly simple form, which is independent of dead-
time:

WT,τd
(f)

WA,τd
(f)

=
tan(πfτ

2 )

(πfτ
2 )

= tanc(
πfτ

2
). (24)

Fig. 8. Experimental setup to measure the windowing function with
negligible dead-time. The counters take measurements alternately,
armed by either computer instruction (time arming) or a rising edge
(external arming).

III. Results

A. Model Testing

We tested our model with two types of commonly used
counters that we had available (Agilent 53131A/53132A).
They were supplied by a synthesizer (shown schematically
in Fig. 8) with a carrier signal that was modulated at a
single well-defined frequency:

Vmod = V0 sin(2πfct + M sin(2πfmt)). (25)

The resulting set of contiguous frequency measurements
(100 s of data at each modulation frequency) were then
applied to (2) to provide a measure of the response of the
variance to that modulation frequency, fm. Repetition of
the procedure for a range of fm allows us to generate a
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Fig. 9. The Allan variance spectral window, |WA(f)|, as measured
with the counters in external arming mode (dots) compared with
that calculated with (15) (line).

Fig. 10. The triangle variance spectral window, |WT (f)|, as mea-
sured with the counters in time-arming mode (dots) compare with
that calculated with (16) (line). Inset: Magnification of the cusp at
f = 1/τ .

plot of the spectral sensitivity of the windowing function,
w(t), as a function of frequency. In fact, this measurement
gives the Fourier sine transform, so we scale the result by√

2/M to derive the general Fourier transform, normalized
by the modulation index, M . The result obtained when us-
ing external gating (i.e., the Allan variance spectral win-
dow |WA(f)|) is compared with the theoretical function
from (15) in Fig. 9. Similarly, Fig. 10 shows that the mea-
sured spectral window of the counter while in time-arming
mode (i.e., the triangle variance spectral window |WT (f)|)
agrees with (16). Finally, Fig. 11 shows that the expres-
sions given in (18) and (19) including dead-time also hold,
and that the calculated sensitivity functions are in excel-
lent agreement with the measurements. The results verify
that when modern enhanced resolution counters are used
to gather frequency data, they generate the triangle vari-
ance rather than the intended Allan variance. Experimen-
tal verification of the cusp on Fig. 10 at a frequency of 1/τ ,
which is not present on either the Allan or modified Allan
variance spectral window, is a prominent visual indication
that the triangle variance is different from both.

We note that measurements deviate from the model pre-
diction where the modulation frequencies are close to a
multiple of 1/2τ . At such frequencies, the modulation and
the measurement rate maintain relative phase, which com-
promises the estimation of the ensemble average in (2).

Fig. 11. Experimental verification of (a) the Allan variance spectral
window, |WT,τd

(f)|, with dead-time of 5% of τ , and (b) the trian-
gle variance spectral window, |WT,τd

(f)|, with dead-time of 2.6%
of τ .

Fig. 12. The left panel (a) shows synthesized noise, dominated by
white phase noise, which was used in (23) to generate the Allan
variance (solid lines) and the triangle variance (dotted lines) in the
right panel (b). Also shown in (b) are measurements made on the
same source with an externally armed counter (dots) and a time-
armed counter (squares).

B. Counter Response to Real Oscillators

We have tested the effect of the triangle variance algo-
rithm on three different types of oscillator. We first syn-
thesized signals that were dominated by white phase noise
and white frequency noise to approximate the character-
istic noise of an active hydrogen maser and a primary fre-
quency standard, respectively. In all cases, we applied a
low-pass filter of 50 kHz to provide a well-defined cut-
off frequency, fH , as is required for the interpretation of
Tables I and II. These signals were used, in turn, to si-
multaneously drive two counters—one in external arming
mode and another in time-arming mode. Fig. 12 shows
the white phase noise dominated signal in the Fourier do-
main, as measured by an FFT spectrum analyzer, and the
corresponding Allan and triangle variances measured by
the respective counters (shown as error bars). The lines
on Fig. 12 are calculated directly from the frequency noise
power spectral density as per (23), using an upper integra-
tion limit of 50 kHz. Fig. 13 shows the equivalent results
for the white frequency noise-dominated signal. Together
these figures demonstrate that for conventional oscillators
that are dominated by white frequency noise, the difference
between the two types of measurement is small, but for an
oscillator with more rapidly diverging frequency noise, the
difference can be very significant.

We also tested the effect of this measurement on an
optical frequency synthesizer we have built at UWA [10].
Indeed, we first noticed the importance of the counter gat-
ing mode when making Allan variance measurements of
the synthesizer’s repetition rate signal. In this case, due to
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Fig. 13. The left panel (a) shows synthesized white frequency noise,
which was used in (23) to generate the Allan variance (solid lines) and
the triangle variance (dotted lines) in the right panel (b). Also shown
in (b) are measurements made on the same source with an externally
armed counter (dots) and a time-armed counter (squares).

Fig. 14. The left panel (a) shows the frequency fluctuations of the
repetition rate of the optical frequency synthesizer, which was used
in (23) to generate the Allan variance (solid lines) and the triangle
variance (dotted lines) in the right panel (b). Also shown in (b) are
measurements made on the same source with an externally armed
counter (dots) and a time-armed counter (squares).

the limited bandwidth of the frequency control transducer
(∼30 kHz), the signal exhibits a strong increase in the fre-
quency fluctuations with Fourier frequency (see Fig. 14),
which is similar to flicker phase noise. The Allan variance
shows a marked difference in its behavior in comparison
with the triangle variance, which is due to a stronger re-
jection of the noise at high frequencies. We predict that
some frequency standards based on macroscopic resonators
will produce a similar discrepancy. The frequency fluctua-
tions of such oscillators can be dominated by environmen-
tal sensitivity at acoustic frequencies [11], [12], which will
contribute more strongly to the triangle variance than the
Allan variance.

IV. Discussion

Despite the existence of several alternative techniques
for characterizing frequency stability, such as the modified
Allan variance and the total variance [13], the Allan vari-
ance has remained the most common measure of frequency
stability. This is most likely due to its simplicity and ease
of implementation.

We suggest that, instead of viewing the effect of counter
averaging as a hindrance, the resulting triangle variance be
put forward as a possible new measure for characterizing
frequency stability. It shares two of the advantages of the
modified Allan variance: in particular, being convergent in
response to very divergent noise (up to Sy(f) ∝ f3), and
secondly, the ability to distinguish between white phase
noise and flicker phase noise because of their different de-

pendence on the integration time (1/τ3 and 1/τ2, respec-
tively). Furthermore, it offers the same ease of implemen-
tation as the Allan variance, since it is directly delivered
by some counters in their default high resolution mode.
This is in contrast to the modified Allan variance which
requires additional computational effort. Perhaps most im-
portantly though, when the counters are operating in their
most sensitive mode, there is no choice but to accept fre-
quency measurements that have been filtered in this way.
Thus we suggest that the triangle variance provides a use-
ful measure of frequency stability that is closely related
to the traditional Allan variance, while also exploiting the
highest sensitivity mode of modern counters.

V. Conclusion

We have demonstrated that the usual method of esti-
mating the Allan variance of an oscillator is incorrect with
many modern high-resolution frequency counters. The in-
ternal averaging processes used by such counters deliver re-
duced sensitivity to frequency fluctuations at high Fourier
frequencies (as compared with the reciprocal of the gate
time), resulting in an incorrect estimate of the Allan vari-
ance as it has been defined. The error is moderate (33%
of the true value) for oscillators dominated by white fre-
quency noise, but it can be of great significance (larger
than an order of magnitude) for some sources, especially
those dominated by white phase noise. Either one must
take care to avoid the error in the measurement process
or, alternatively, consider the difference meaningful by in-
corporating this triangle variance into a new definition of
frequency stability.

Appendix A

In this appendix, we demonstrate the analysis to go
between (13) and (14). We follow the form of the proof
presented in Appendix I in [1], except we include any vari-
ations in the definition of the variance, such as the consid-
eration of multiple samples or dead-time, within an arbi-
trary weighting function w(t). Let us start with the first
half of (13) and rewrite the squared term as the product
of two independent integrals and manipulate:

σ2(τ) =

〈[∫ ∞

−∞
w(t)y(t)dt

]2
〉

=
〈∫ ∞

−∞
w(t′)y(t′)dt′

∫ ∞

−∞
w(t′′)y(t′′)dt′′

〉
=

〈∫ ∞

−∞

∫ ∞

−∞
w(t′)w(t′′)y(t′)y(t′′)dt′dt′′

〉
=

∫ ∞

−∞

∫ ∞

−∞
w(t′)w(t′′)〈y(t′)y(t′′)〉dt′dt′′.

(26)

We then use the definition of the autocorrelation function
and the Wiener-Khinchin theorem for the one-sided Sy(f)
to get the relationship:
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〈y(t′)y(t′′)〉 = Ry(t′ − t′′)

=
∫ ∞

0

Sy(f)ei2πf(t′−t′′)df.
(27)

Note that this requires that the integral
∫ ∞
0 Sy(f)df exists,

which can be forced by introducing a high-frequency cut-
off fH (also required for the calculation of Allan variance
for white phase noise and flicker phase noise as per Ta-
ble I). Substituting (27) into our variance expression and
re-arranging yields

σ2(τ) =
∫ ∞

−∞

∫ ∞

−∞
w(t′)w(t′′)

∫ ∞

0

Sy(f)ei2πf(t′−t′′)dfdt′dt′′

=
∫ ∞

−∞

∫ ∞

−∞

∫ ∞

0

w(t′)w(t′′)Sy(f)ei2πf(t′−t′′)dt′dt′′df

=
∫ ∞

0

Sy(f)
∫ ∞

−∞
w(t′)ei2πft′dt′

∫ ∞

−∞
w(t′′)e−i2πft′′dt′′df.

The final line above reveals the familiar form of the
Fourier transform and we can attain the result by knowing
that W (f) is Hermitian because w(t) is a real function:

σ2(τ) =
∫ ∞

0

Sy(f)W (−f)W (f)df

=
∫ ∞

0

Sy(f)W ∗(f)W (f)df

=
∫ ∞

0

Sy(f)|W (f)|2df.

(28)
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Chapter 7

An Application: Demonstrating

Optical Frequency Synthesis from

a Microwave Oscillator

The paper presented in this chapter is the first demonstration of a long-sought capability to

transfer the ultra-stable signals produced by cryogenic microwave sapphire oscillators to the

optical frequency domain. Through the use of a stabilized frequency comb generated by a mode-

locked laser system, the stability of a microwave signal at 10 GHz was transferred to an optical

signal at 564 THz, without loss to a measurement-imposed level of fractional frequency stability

of 2 × 10−14. Verification of the quality of the synthesized optical signal was performed by

comparison with the optical frequency reference that is the subject of this thesis, OFR2.

The author’s principle contribution to this paper was to make available the optical frequency

reference for testing the stability of the signal produced by the optical frequency synthesizer.

The author also worked extensively with J. J. McFerran in the generation of the stability

measurements and their analysis. J. J. McFerran constructed the optical frequency synthesizer

with links to the microwave and optical frequency references. P. L. Stanwix constructed the

microwave sapphire oscillator and provided the signal, under the supervision of M. E. Tobar.

A. N. Luiten initiated the work and provided extensive supervisory input.

We note that in this paper OFR1 is referred to as OOSC1 and OFR2 is referred to as OOSC2.

© 2006 OSA. Reprinted, with permission, from J.J. McFerran, S.T. Dawkins, P.L. Stanwix,

M.E. Tobar and A.N. Luiten, “Optical Frequency Synthesis from a cryogenic microwave sapphire
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Abstract: We demonstrate an optical frequency comb with fractional
frequency instability of . 2× 10−14 at measurement times near 1 s, when
the 10th harmonic of the comb spacing is controlled by a liquid helium
cooled microwave sapphire oscillator. The frequency instability of the comb
is estimated by comparing it to a cavity-stabilized optical oscillator. The
less conventional approach of synthesizing low-noise optical signals from
a microwave source is relevant when a laboratory has microwave sources
with frequency stability superior to their optical counterparts. We describe
the influence of high frequency environmental noise and how it impacts the
phase-stabilized frequency comb performance at integration times less than
1 s.
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1. Introduction

The development of low phase noise links between the optical and microwave frequency do-
mains is now common practice in national time and frequency institutions around the world.
Most applications relate to optical spectroscopy, where frequency combs are used for optical
frequency calibration [1–9], or direct femtosecond laser spectroscopy [10–13]. Other appli-
cations include synthesizing low noise microwave signals from optical oscillators [14–16] or
generating highly stable microwave signals from optical sources [16–18], where the difference
is the time scale over which signals are examined. It is well recognized that the performance of
frequency standards is expected to gain superiority in the optical domain because the square-
root Allan variance of a periodic signal is inversely related to the quality factor, Q, of its associ-
ated resonance, and the Q (= ν/∆ν) of an optical transition or optical cavity can be significantly
higher than that achieved at longer wavelengths [19,20]. For this reason, the expected approach
of frequency synthesis is to transfer the exceptional low-phase noise and/or instability of an
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optical signal into the microwave domain. For example, Bartels et al. [16] have demonstrated
the synthesis of 10 GHz signals from separate optical references with a fractional frequency
instability of ≤3.5×10−15. However, for laboratories whose strength lies in the development
of ultra-low noise microwave oscillators, but have the need to generate clean optical signals,
the idea of synthesizing an optical signal from a microwave source is not unreasonable. Fur-
thermore, microwave sources with 10−15 level fractional frequency instability are available as
commercial devices (e.g. a good quartz oscillator referenced to a hydrogen maser and granted
sufficient integration time), yet the equivalent is not yet available in the optical domain. As an
example of the demands placed on optical oscillators; to reach the quantum limit in a calcium
optical frequency standard, a laser frequency instability below 3×10−16 for the millisecond
duration of the atom interferometry is required [21]. To reach such a level it is prudent that a
range of approaches be taken to attempt to produce such highly stable optical sources.

The UWA group have a record of developing cryogenic microwave sapphire oscillators with
exceptional levels of frequency instability [22,23]; the best recorded frequency instability being
≤ 3×10−16 between 2 s and 100 s. With these high quality microwave sources, it is possible
for us to investigate the limitations of transferring the microwave instability into the optical
domain. The approach presents inherent challenges because the phase comparisons used to
control the linkage are made in the microwave domain where low level additive noise can have
more deleterious effects than would be the case for an optical phase comparison.

The work presented here complements previous optical frequency synthesis work where the
frequency of a strong optical output is continuously tuneable and simultaneously linked to an
absolute frequency standard through a frequency comb [24]. Here we demonstrate how stable
such a synthesizer can be when the spectral purity is derived from a low-noise microwave
source.

2. Microwave-to-optical (MtO) frequency bridge

The optical to microwave frequency comparison is composed of three parts: 1) a cavity stabi-
lized Nd:YAG laser with a wavelength of 1064 nm (referred to as the optical oscillator), 2) a
fibre and femtosecond-laser-based frequency comb with a comb spacing fR=1 GHz, linking the
optical and microwave oscillators, henceforth, referred to as the optical frequency synthesizer
or frequency comb, and 3) a liquid helium cooled microwave sapphire oscillator (MSO) with
carrier frequency fMSO = 10.0 GHz. Each in turn will be described below.

To impose the MSO’s low noise signature onto the repetition frequency of the femtosecond
laser, a phase comparison between fR and fMSO/10 could be made, or between the 10th har-
monic of fR and fMSO itself. Since the former implies a further multiplication of 100 of the
phase noise power from the microwave to optical domains, any noise floors or spurious noise
signals in the repetition frequency control system will more adversely affect the signal purity
in the optical domain. For this reason only the latter scheme will be described in this paper.

The layout of the experiment is described in Fig. 1. The central graph is an example power
spectrum of the frequency comb generated by the femtosecond laser and micro-structured fibre.
The frequency instability comparison between the optical and microwave oscillators occurs in
the optical domain when ∼ 2 mW of the 1064 nm signal is combined with the IR portion of
the optical comb (indicated by the photodetector adjacent to the comb in Fig. 1). Heterodyning
between the 1064 nm signal and the nearest member of the comb produces an optical beat
with sufficient signal-to-noise (∼30 dB in 300 kHz) for frequency counting. The light signal is
delivered to the optical frequency synthesizer over 20 m of single mode optical fibre. As we
will describe in more detail below, we have a second stabilized Nd:YAG laser for comparisons
with the first. This second laser has an output at both 532 nm and 1064 nm. This enables us to
repeat the experiment in the green part of the spectrum.
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Fig. 1. Frequency instability comparison between an optical and microwave oscillator. The repetition
frequency, fR, of a mode-locked laser is controlled by a highly stable microwave sapphire oscillator
(MSO). A Nd:YAG laser is locked to a high finesse optical cavity and a portion of its signal is combined
with light from a MSF-broadened comb to produce a beat signal that is frequency counted. The offset
frequency of the mode-locked laser is also stabilized. PD, photodetector.

3. Microwave and optical oscillators

The heart of the microwave oscillator is a cylindrical sapphire crystal resonator [25], with a
height and diameter of 3 cm. It is excited in a wispering gallery E8,1,δ mode (or in alternate
nomenclature WGH8,0,0) at 10.00 GHz (Q = 2× 108), acting as the frequency discrminating
element of a loop oscillator circuit. The temperature of the resonator is controlled to within
50 mK of 5.9 K, where its frequency becomes independent of temperature to first order [26].
The oscillation frequency is stabilized with a Pound locking scheme, while unwanted amplitude
modulation is actively suppressed by an additional control loop. Further details on microwave
sapphire oscillators are described in Ref. [26].

When making a frequency instability comparison between oscillators of widely differing
carrier frequencies, there arises the possibility that the synthesis chain linking the signals can
impose a measurement limit. In light of this eventuality it is prudent to have independent
tests of the each oscillator. The MSO was constructed with a second MSO aligned orthog-
onally and housed in the same dewar (for reasons not related to this experiment, but fortu-
itous nonetheless). In the optical domain, two 1064 nm Nd:YAG lasers have their frequencies
locked to TE00 resonant modes of separate thermally stabilized resonators. The resonators are
all-sapphire Fabry-Perot cavities with finesses of 1250 and 5600. The lasers locked to these re-
spective cavities will be denoted OOSC1 and OOSC2. The cavities are maintained slightly above
room-temperature (301 K), so avoiding cryogenic fluids and their corresponding periodic dis-
turbances. The resonators consist of sapphire super-mirrors clamped by spring-loading onto
sapphire spacers with a central bore to accommodate the optical beam. The use of sapphire con-
fers excellent intrinsic length stability and vibration immunity (Young’s modulus = 345 GPa,
coefficient of thermal expansion = 3×10−6 ◦C−1). The cavities are housed in a vacuum cham-
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ber held below 10−5 Torr by 20 L/s ion pumps. Within the chamber are two copper radiation
shields each held to a specific temperature (Outer shield: ∼ 28.3 ◦C, inner shield: ∼ 29.3 ◦C,
cavity: ∼ 28.0 ◦C). This two-stage approach has reduced the temperature variation of the sap-
phire cavity to below 20 nK for time-scales less than 10 s. However, thermal drift problems
have not been fully rectified with laser frequency drift rates of up to ∼ 1kHz/s occurring on
both cavity/laser systems.

The laser frequency is locked to the cavity mode by phase-modulating the light with the
laser’s internal piezo element and feeding back to this same element according to the Pound-
Drever-Hall (PDH) scheme [27]. The modulation frequencies for OOSC1 and OOSC2 are 473 kHz
and 211 kHz respectively, both with a modulation depth of 0.55 rad. A downside of this ap-
proach is that the piezo modulation also imparts a modulation on the direction of the beam
which gives rise to a spurious signal in the PDH lock. Just as the phase modulation probes
the dependence of the resonance on frequency, the pointing modulation probes the dependence
on spatial alignment, hence generating an error signal in addition to the intended PDH signal.
This effect, which is principally in the horizontal direction, was suppressed by implementing a
novel alignment lock (to be described in a separate publication). The performance of the optical
oscillators is detailed in section 5.

4. Optical frequency synthesizer

The UWA optical frequency synthesiser is a femtosecond laser and micro-structured fibre
(MSF) based system using the f−2 f non-linear interferometric scheme to detect the offset
frequency, fCEO. The synthesizer has been described in detail previously [28]. However, since
modifications have been made a short description is appropriate here. A 35 cm, long micro-
structured fibre (MSF) with a central core diameter of 2.0 µm and zero-group velocity dis-
persion wavelength of 740 nm (NL-2.0-740, Crystal-fibre, Denmark) is used for octave-comb
generation. The input of the MSF is collapsed to form a single core fibre onto which an angled
ferrule connector is placed. The length of the collapsed region is a few millimetres (the fibre
end treatment is carried out by Crystal-Fibre). The output end of the MSF is spliced to∼ 40 cm
of single mode LMA-5 fibre, to which another angled connector is placed.

The collapsed solid core at the input (NA∼ 0.27 at λ = 780 nm) implies that the incident
(IR) light does not require the high levels of focusing needed to couple light into bare MSFs,
thus reducing the risk of fusing foreign material onto the front facet of the fibre. In the event
of foreign material accumulating on the face of the fibre, the fibre is easily wiped clean and
repositioned. The angled face connectors have been effective in reducing the level of optical
feedback into the fs-laser and making mode-locking more robust. Initially, micro-structured
fibre with FC/PC connectors was used in the optical synthesizer, but optical retro-reflections
from the facets were observed to cause power fluctuations in the fs-laser output power and
consequently amplitude variations of fCEO, and of optical beat signals between light sources
and the comb. On occasions the optical feedback was observed to annul the mode-locking of
the fs-laser altogether.

Generating 12 kW peak-power pulses of light entering the MSF is a 30 cm length 6-element
Ti:sapphire ring laser (GigaJet 20, GigaOptics [29]), pumped by 5.5-6.0 W of 532 nm TE00
light. This laser, when mode-locked, produces ∼55 fs wide pulses at a center-wavelength of
805 nm. No pulse compression is carried out between the laser and the micro-structured fibre.
The femtosecond laser emits between 650 and 750 mW. Often the pump power is adjusted
to tune fCEO to a suitable frequency (between 70 MHz and 350 MHz) for division and servo
operation.

The offset frequency, obtained from the f−2 f non-linear interferometer, undergoes fre-
quency division (by 10 or 20 depending on its frequency) and phase comparison with a syn-
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thesized rf signal in a digital phase detector before the correction signal is sent to an AOM
in the pump laser beam path to form a closed servo loop. Dividing the signal increases the
locking range of the offset frequency. Details about the offset frequency servo may be found in
Ref. [28].

A phase comparison between fR and the MSO is carried out by combining the MSO signal
with the 10th harmonic of the repetition frequency ( fR,10GHz) in a double balanced mixer. Suf-
ficient fR,10GHz power was obtained from a high speed photodetector followed by an X-band
amplifier. A tunable cavity filter between the photodetector and amplifier selects the relevant
harmonic for amplification. With low pass filtering, the difference frequency of ∼ 11 MHz is
employed in a second mixing stage, whose output provides the correction signal for feeding
back to the PZT element in the femtosecond laser (via a high voltage driver). A layout of the
signal mixing and servo operation is shown in Fig. 2. The commercial rf synthesizer is neces-
sary in our scheme because the repetition rate is not easily tuneable over the range of MHz.
The synthesizer also provides flexibility in the locking scheme, since it allows repeated beat
frequency measurements to occur at the same frequency. The rf synthesizer, referenced to a hy-
drogen maser, has a frequency instability of ∼ 1.5×10−13/

√
τ out to 1 hr of integration time,

τ . Its contribution to the instability of the comb is therefore approximately 1.5×10−16 at 1 s.
The frequency of the MSO is not freely tunable since its frequency vs temperature turning point
dictates the precise MSO frequency.

MSO
10GHz

25dB

10×fR
~9.99GHz

 LF

Mode-locked 
fs-laser

fsynth~10MHz

35dB
LPF

LPF

Fig. 2. Control of the repetition frequency of the mode-locked laser by phase locking to a microwave
sapphire oscillator. LF, loop filter; LPF, low pass filter.

The two-sided (single sideband) phase spectral density of the free fluctuations of the rep-
etition rate is ∼ 2/ f 4 rad2Hz−1 for the 1 GHz carrier (or 200/ f 4 rad2Hz−1 at 10 GHz), with
some additional noise across acoustic frequencies (see Fig. 7). This rapid fall in noise with fre-
quency necessitates imposing high gain at low frequencies while limiting the servo bandwidth
to ∼ 7 kHz to maintain the intrinsic low-noise of fR at frequencies beyond this bandwidth. The
loop filter in the repetition frequency servo contains two integration stages on top of the integra-
tion stage inherent in a phase detection scheme that feeds back to frequency control. The corner
frequency of both higher stages is 1.6 kHz, while the full bandwidth can reach∼ 9 kHz, limited
by a resonance in the PZT/mirror mount combination in the femtosecond laser. The stabilised
carrier-envelope offset frequency will not impact frequency comparisons until a frequency in-
stability of 10−17 at 1 s is reached by the oscillators. Thus, the ability of the frequency comb to
transfer frequency stability is limited by the control of the repetition rate.
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5. Results and discussion

A series of heterodyne frequency measurements have been made pertaining to elements in the
microwave-to-optical synthesis chain. These are illustrated in Fig. 3. The beat between the
optical oscillator and the comb has been carried out for both OOSC1 and OOSC2 in separate
experiments. This provides a consistency check or can inform us of possible differences in the
behaviour of the two cavity stabilized lasers.

Frequency 
comb

Microwave-sapphire 
oscillator, MSO #1

10GHz

Cavity stabilized 
Nd:YAG, OOSC1

Cavity stabilized 
Nd:YAG, OOSC2

Microwave-sapphire 
oscillator, MSO #2

10GHz

(Fig. 4) (Fig. 5)

C1

C3

C2

Servo

C2

 x2

1064nm 532nm

Fig. 3. Schematic of the oscillators involved in the frequency counting measurements. The mixer
and photodetector colours correspond to the trace colours of Figs. 4 and 5. The dotted line is used
to indicate that the optical mixing between the cw lasers and comb occur in separate experiments. C,
counter.

In the first case, an optical beat signal was generated by combining 2 mW of 1064 nm radia-
tion from OOSC1 with the appropriate part of the supercontinuum. The beat signal-to-noise ratio
was ∼ 30 dB in 300 kHz resolution bandwidth. A measure of the typical fractional frequency
instability (square root Allan variance, SRAV) is shown as the upper green trace in Fig. 4, while
the best recorded measurement is displayed as the dashed green trace. The red trace is the SRAV
of the difference frequency between two MSOs (two separate sapphire resonators in the same
dewar) and the grey trace is that for the beat signal between two optical oscillators (the blue
trace is commented on below). Each is normalized by the corresponding carrier frequency. It
is often the case that an assumption is made when mixing two oscillators that the performance
is identical and hence that the single oscillator noise is 1/

√
2 times smaller (for uncorrelated

noises). We have not applied any such factor because the weight of noise contributions to the
microwave-to-optical (MtO) beat from the various oscillators can be different at different gate
times. For the optical beats we subtract a quadratic fit from the raw data so that the short term
behaviour can be properly examined without influence from the thermal drift at longer times.
The performance of the cryogenic oscillators does not reach that of previously constructed os-
cillators [23] because of a lower Q of the sapphire crystal (the unloaded Q factors were 5.5×109

and 1.1×109 in the case of the best reported frequency instability measurements, compared to
Q = 2×108 here).

For integration times below 0.5 s the beat stability seems likely to be limited by the frequency
comb. The femtosecond-laser suffers from considerable environmental noise between 300 Hz
and 1 kHz (further discussion below). Between 0.5 s and 2 s the beat stability is limited by a
combination of MSO instability and optical source instability. For integration times longer than
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Fig. 4. Square-root Allan variance (SRAV) measurements. Green: optical beat between a cavity sta-
bilized Nd:YAG laser (OOSC1) and an octave spanning comb whose repetition frequency is controlled
by a cryogenic microwave sapphire oscillator (typical measurement). Red: beat between two MSOs.
Grey: beat between two optical oscillators. Green dashed: best measurement of the microwave-to-
optical frequency comparison. Blue: closed loop phase noise of fR,10GHz converted to a SRAV. Lines
between data points are a guide to the eye only.

a few seconds the rising instability is dominated by frequency variations of the optical oscillator,
stemming from temperature fluctuations of the optical cavity. The kink in the OOSC1 vs OOSC2
trace at 0.2 s is due to an optical table resonance at 2.5 Hz. Note, the counter data for the MtO
beat frequency and the beat between OOSC1 and OOSC2 were not recorded simultaneously in Fig.
4. The size of frequency variations over the longer term may change through the course of the
day, hence the difference between the SRAV traces at the longer gate times (also see comments
with respect to Fig. 5 below). To test whether the optical fibre link was imposing a limit on
the frequency stability of the MtO beat note, light emitted from OOSC1 was sent through the
fibre, retro-reflected and heterodyned with OOSC2. An SRAV comparison of the this beat signal
and that of the direct beat between OOSC1 and OOSC2 showed negligible influence of the optical
fibre link.

The size of the frequency fluctuations of both the microwave and optical oscillators is not
entirely stationary, i.e., we see some variation in the instability of the MtO beat frequency over
the day and from day-to-day. The reasons for this are not fully understood. The best measured
MtO result dips under the microwave vs microwave and optical vs optical SRAVs. This is
plausible if that the behaviour of the two optical oscillators and also that of the two microwave
oscillators is not identical, i.e., to attain this measurement both the superior optical and superior
microwave oscillator needed to be involved. Part of this conlusion is supported by the following.
Another microwave-to-optical beat measurement was taken with the second optical oscillator
(OOSC2). This second oscillator has a frequency doubling system incorporated, thus enabling
heterodyning at 532 nm. The results of this experiment can be seen in Fig. 5.

A comparison between the results of Figs 4 and 5 show similar levels of microwave-to-
optical beat instability, although not quite reaching the 1.3×10−14 level seen with OOSC1. Here
there is a larger difference between the Allan deviation of the OOSC1 vs OOSC2 beat (grey) and
that of the MtO beat signal (green) for gate times greater than a few seconds. OOSC1 is not
involved in the MtO beat here, so this makes it evident that OOSC1 is not as well thermally
isolated from its surroundings as OOSC2. Further evidence that the optical oscillator is limiting
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Fig. 5. Square-root Allan variance measurements. Green: optical beat between the second harmonic of
a cavity stabilized Nd:YAG laser (OOSC2) and the MSO stabilized frequency comb. Red: beat between
two MSOs. Grey: beat between two optical oscillators. Blue: closed loop phase noise of fR,10GHz
converted to square root Allan variance.

the SRAV is displayed in the time trace of beat signal frequencies of Fig. 6 (for integration times
≥ 0.5 s). Here, the mean frequency of each trace has been removed (apart from a small offset)
leaving the residual frequency variations. A strong correspondence between the time traces of
the optical vs optical beat frequency and the MtO beat frequency is seen, while the variations
of the microwave oscillator are significantly less except at the shortest integration time, where
the MSO could be having an influence on the frequency variations of the MtO beat signal.

300

200

100

0

-100

-200Re
si

du
al

 f
re

qu
en

cy
 v

ar
ia

tio
ns

, H
z

20015010050
Time, s

a)

b)

c)

Fig. 6. Time traces of three beat signal frequencies recorded simultaneously: (a) between the fre-
quency comb and OOSC2, (b) between two optical oscillators, (c) between two microwave oscillators.
The frequency variations for traces (b) and (c) have been scaled to 564 THz. The traces of the residual
frequency variations have been suitably offset for reasons of clarity. The gate time is 0.5 s.

To further investigate factors affecting the SRAV at short gate times, the phase spectral den-
sity (PSD) has been recorded for two of the oscillators involved. Fig. 7 shows the closed-loop
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and open-loop phase noise (traces a and b respectively) of fR,10GHz, while Fig. 8 displays the
measurement arrangement. The closed loop PSD is a measure of the in-loop phase noise, Lφ IL;
essentially a measure of the failure of the repetition rate to follow the reference frequency. Trace
c shows the phase noise of the cryogenic sapphire oscillator. The spikes at 39 kHz and 43 kHz
are residual signals of the modulation used in the Pound servo on the sapphire oscillators; the
cause of the remaining spikes is unknown. For frequencies up to 250 Hz the comb repetition
rate will have the phase noise of the MSO imposed on it, while for frequencies beyond this,
fR,10GHz will follow the in-loop phase noise of the blue trace. The plot is instructive, for it in-
dicates that there is a not a great deal to be gained by increasing the bandwidth of the fR servo.
Apart from avoiding the noise spikes in the MSO PSD, the repetition rate phase noise is known
to continue falling ∝ 1/ f 4, so it is better to retain the low intrinsic noise of the fs-laser at these
higher Fourier frequencies. There is a slight discrepancy between the in-loop phase noise and
that of the MSO at frequencies beyond 10 kHz. This may be attributed to the noise floor of the
spectrum analyser used in the measurement of Lφ IL.
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Fig. 7. Single-sideband measures of phase noise of the 10th harmonic of the repetition rate and of the
microwave sapphire oscillator (two MSOs): (a), fR,10GHz open loop ; (b), fR,10GHz in-loop; (c), MSO.

To confirm the behaviour of the repetition rate servo, out-of-loop phase noise, LφOL, has
been measured and compared to the in-loop PSD. Lφ IL is a measure of the phase noise at the
mixer output preceding the loop filter (refer to Fig. 8), while LφOL is the noise measured when
the inline signal is held in 90◦ phase quadrature with another low noise microwave synthesizer
using a separate mixer. LφOL includes the effect of any spurious noise sources in the loop,
such as AM to PM conversion in the photodetector or offsets in the mixer, and provides a more
complete characterization of the noise floors of the repetition rate lock. The measurements,
combined with the noise floor of the LφOL measurement system, are shown in Fig. 9. The out-
of-loop PSD (green trace) is masked by the noise floor of the out-of-loop noise measurement
system for frequencies below 100 Hz. Beyond 100 Hz the in-loop and out-of loop phase noise
are seen to be almost identical. Since LφOL is below the phase noise of the MSO for f < 200 Hz,
we can be certain that the MSO phase noise is mapped onto fR in this frequency range.

In Figs. 4 and 5 the microwave-to-optical Allan deviation sometimes lies above that of the
optical oscillators for short gate times. A possible reason for this is the residual noise at the
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Fig. 8. Points of measurement for in-loop, Lφ IL, and out-of-loop, LφOL, phase spectral densities.

acoustic frequencies (0.2 to 1.2 kHz) in fR. If we take Lφ IL (blue trace in Figs. 7 and 9) to be
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Fig. 9. Phase noise measurement of the 10th harmonic of the repetition rate: (a), in-loop; (b), out-of-
loop; (c), measurement noise floor for the out-of-loop phase-spectral density.

the phase noise of the phase-locked 10th harmonic of the repetition rate (ignoring the MSO
phase noise in this instance), then this can be transformed into an equivalent SRAV through the
relationship:

σy(τ) =
2

π fcτ

√∫ ∞

0
Lφ ( f )sin4 (π f τ)d f (1)

where σy(τ) is the square root Allan variance, Lφ ( f ) is the phase spectral density on one
side of the carrier, and fc is the carrier frequency, in this case 10 GHz. The phase noise is
scaled by the fourth power of sin(π f τ) as described by Barnes et al. [30]. Eq.1 is implemented
using a discrete summation method across each bin in the frequency range of the phase noise.
The SRAV corresponding to Lφ IL is shown in Figs. 4 and 5 sloping down at 1.2×10−14/τ .
Hence, the noise at higher frequencies is seen to influence the signal stability at integration
times near 1 s, since the phase noise in the 1-to-10 Hz region corresponds to σ < 10−16. To
reduce the acoustic noise two approaches can be taken: 1) modify the femtosecond laser to
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allow faster PZT actuation, but as previously discussed this will likely degrade the phase noise
of fR at frequencies & 10 kHz, or 2) passively reduce the acoustic vibrations coupling into the
femtosecond laser.

6. Conclusions

We report fractional frequency instability measurements of 2.0×10−14 at 1 s for a beat sig-
nal between an optical oscillator and a frequency comb stabilised by a cryogenic microwave
sapphire oscillator. As far as the authors are aware this is the lowest reported frequency in-
stability of an optical signal whose stability is derived from an microwave source. Microwave
signals synthesised from optical frequency references have attained instabilities of 3.5×10−15

at 1 s [16] (for a single oscillator), thus far superior to the microwave-to-optical approach. In our
measurements the frequency instability appears to be dominated by a combination of optical os-
cillator instability and unsuppressed acoustic frequency noise in the comb for integration times
up to 1 s. Beyond 1 s the frequency variations follow those of the optical oscillator. Continuing
with the approach here, improvements in all three aspects of the measurement: optical oscillator
stability, frequency comb stabilisation and microwave oscillator performance, are needed be-
fore a demonstration of 10−15 level microwave-to-optical frequency synthesis can be produced.
It is worthwhile noting though, that the difficulties associated with generating an ultra-stable
optical oscillator can be avoided by comparing the frequency instabilities of two frequency
combs (in different spectral regions) controlled by independent cryogenic sapphire oscillators.
This approach will also enable further investigations regarding the deliverance of microwave
signal purity into the optical domain.

We have produced an optical frequency comb with frequency instabilities approaching those
of ultra-stable cw laser systems. Such optical frequency synthesis provides an alternative means
of carrying out precision spectroscopy measurements, in particular direct femtosecond laser
comb spectroscopy.
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Chapter 8

Conclusions and Future

Directions

8.1 Sapphire Fabry-Perot Cavities

We have successfully implemented a room-temperature, high stability Fabry-Perot optical fre-

quency reference based on crystalline sapphire. In terms of frequency noise, the system performs

at levels of 1.8 Hz/
√

Hz between Fourier frequencies of 10 and 100 Hz. In terms of the Allan de-

viation, the system achieved a best fractional frequency stability of 2.1×10−14 at an integration

time of 0.8 s. If it were to be used as the reference oscillator for a typical interrogation scheme of

an optical atomic clock based on neutral calcium, this system would limit the Allan deviation of

the clock to 2.0×10−14/
√
τ . We plan to use the system in conjunction with the optical frequency

synthesizer discussed in Chapter 7 to provide the interrogation signal at 657 nm for a calcium

clock project.

The performance of the system demonstrates that, on short timescales, it is possible to

overcome the thermal limitations associated with using a cavity spacer made from a material with

a non-zero coefficient of thermal expansion. The residual temperature fluctuations, inferred from

the frequency instability, are less than 7 nK on timescales below 0.8 s. The system is susceptible

to environmental temperature fluctuations on long timescales, but imminent modifications to

the system should lead to substantial improvement as the source for this susceptibility has been

identified.

The designed immunity of the system to vibrations was not observed because of the uneven-

ness of the contact between the mirrors and spacer, which gives rise to a bending mechanism of
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the mirrors. The susceptibility to vibrations of the cavity was estimated to be approximately

200 kHz/ms−2. Further isolation of the cavity from background vibration levels can be achieved

by installing a vibration isolation system inside the existing apparatus.

Due consideration has been given to the other limitations of the system, which indicates

that they are all at least an order of magnitude below the current levels of performance,

except for a preliminary analysis of the inherent thermodynamic temperature fluctuations of

the sapphire spacer. This analysis suggests that this mechanism imposes a broad-band limit

on the performance of the device, and that it is within an order of magnitude of the current

performance.

8.2 Control Systems

The system includes a highly effective frequency locking system, with a residual noise floor that

is less than a factor of 10 from the shot-noise limit. Planned improvements to the system will not

be obscured by the frequency locking system, which is able to hold the frequency of the laser to

within parts in 1016 of the frequency of the fundamental cavity mode. The laser frequency stays

locked continuously, allowing the system to remain fully operational for weeks at a time. This

allows for the performance of long-term experiments, which is a key advantage over cryogenic

Fabry-Perot systems.

The system also features a unique alignment locking system, based on the intentional modu-

lation of the alignment and the subsequent synchronous detection of the optical power coupled

into the cavity. This approach to alignment control is particularly effective when the unwanted

alignment fluctuations are derived from a single optic. We have used this alignment control

system to reduce the fluctuations of the power circulating in the cavity, thus demonstrating an

improvement to the frequency stability of the frequency reference of up to a factor of 4.

8.3 Measurement of Frequency Stability

We have also shown that the experimental methods most often used to measure the frequency

stability of frequency references may produce erroneous and distorted results, when performed

with many high-resolution counters. The action of these frequency counters has been elucidated

through theoretical analysis of their operation in the frequency domain, and also through

experimental demonstration of the discrepancy in relation to noise sources common to precision

frequency measurement laboratories around the world. We showed that for many references,
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such as those dominated by white frequency noise, the error is moderate (33% of the true value),

but that it can be more than an order of magnitude for noise sources dominated by white phase

noise. We have described how to avoid or account for these errors, and suggested that the use

of the Triangle variance may be a useful alternative to the Allan variance.

8.4 Optical Synthesis from a Microwave Source

We achieved the first demonstration of synthesis of an optical signal from an ultra-stable mi-

crowave sapphire oscillator. This was performed by comparing the optical source produced by

the sapphire-based Fabry-Perot resonators with one member of a wide-band optical frequency

comb that was stabilised by locking the 10th harmonic of the repetition rate to the microwave

signal. The transfer of a microwave signal at 10 GHz to the optical signal at 564 THz represents

a multiplication by over 560 thousand times. This was the first demonstration of the capacity

to transfer the phase stability of an ultra-stable microwave signal into the optical frequency

domain, without loss of fidelity at the fractional frequency level of 2× 10−14.
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APPENDIX B: MATERIAL PROPERTIES USED IN THIS THESIS

Table B.1: Properties of Sapphire

Property Value Reference

Coefficient of Thermal Expansion 5.5 10−6 K−1 [Black 04b]

Young’s Modulus 400 GPa [Black 04b]

Density 4000 kg/m3 [Black 04b]

Specific Heat 790 J/kg.K [Braginsky 03]

Thermal Conductivity 64 W/m.K [Black 04a]

Mechanical Loss Angle 10−8 [Locke 00]

Poisson’s Ratio 0.29 [Braginsky 03]

Table B.2: Properties of Fused Silica

Property Value Reference

Coefficient of Thermal Expansion 5.5 10−7 K−1 [Braginsky 03]

Young’s Modulus 72 GPa [Braginsky 03]

Density 2.2 × 103 kg/m3 [Braginsky 03]

Specific Heat 670 J/kg.K [Braginsky 03]

Thermal Conductivity 1.4 W/m.K [Braginsky 03]

Mechanical Loss Angle 10−6 [Numata 04]

Poisson’s Ratio 0.17 [Braginsky 03]

Table B.3: Properties of SiO2/TiO2 Coating for Fused Silica Mirrors

Property Value Reference

Coefficient of Thermal Expansion 7 × 10−6 K−1 [Black 04a]

Young’s Modulus (Average of SiO2/TiO2) 180 GPa [Braginsky 03]

Density 3 × 103 kg/m3 [Black 04a]

Specific Heat 680 J/kg.K [Black 04a]

Thermal Conductivity 1.08 W/m.K [Black 04a]

Mechanical Loss Angle 4 × 10−4 [Numata 04]

Poisson’s Ratio (Average of SiO2/TiO2) 0.22 [Braginsky 03]

Thickness 5µm Estimate
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APPENDIX B: MATERIAL PROPERTIES USED IN THIS THESIS

Table B.4: Properties of SiO2/Ta2O5 Coating for Sapphire Mirrors

Property (average of SiO2/Ta2O5) Value Reference

Coefficient of Thermal Expansion 5 × 10−5 K−1 [Braginsky 03]

Young’s Modulus 110 GPa [Braginsky 03]

Density 5 × 103 kg/m3 Estimate

Specific Heat 400 J/kg.K Estimate

Thermal Conductivity 29 W/m.K Estimate

Mechanical Loss Angle 4 × 10−4 Estimate

Poisson’s Ratio 0.2 [Braginsky 03]

Thickness 5.72µm [Wong 99]
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Appendix D

Simple formula for a lens

conversion between beam waists

We demonstrate that a collimated beam passing through a lens and propagating a further length

equal to the focal length, f , converts simply. We assume the collimated beam is at it’s waist,

which is reasonable if the Rayleigh range is long compared with the propagation distance. Then

the beam has an infinite radius of curvature, Rcol = 0, and a waist, wcol, equal to the spot-size

of the beam. Thus, the complex curvature of the beam is:

qcol = i
πw2

col

λ
.

Using the ABCD approach, the beam must be transformed by a combination of a lens and

propagation:  A B

C D

 =

 1 f

0 1


 1 0

− 1
f 1

 . (A-1)

Then we can find the waist after this conversion by:

wcav =

√
λ

π
Im

(
Aqcol +B

Cacol +D

)
=

fλ

πwcol
, (A-2)

and re-arrangement gives:

f =
πwcavwcol

λ
. (A-3)
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