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Abstract 

 

Parallel computing is recognised today as an important tool in the solution of a wide variety of 

computationally intensive problems, problems which were previously considered intractable. 

While it offers the promise of vastly increased performance, parallel computing introduces 

additional complexities which are not encountered with sequential processing. One of these is 

the scheduling problem, in which the individual tasks comprising a parallel program are 

scheduled onto the processors comprising the parallel architecture. The objective is to minimise 

execution time while still preserving the precedence relations between the tasks. Scheduling is 

of vital importance since a poor task schedule can undo any potential gains from the parallelism 

present in the application. Inappropriate scheduling can result in the hardware being used 

inefficiently, or worse, the program could run slower in parallel than on a single processor.  

The scheduling problem is one of the more difficult problems facing the parallel programmer. 

In fact, it is NP-complete in the general case. As a result, a large number of heuristic methods – 

with sub-optimal performance but polynomial, rather than exponential, time complexity – have 

been proposed. In order to simplify their algorithms, researchers have restricted the problem: by 

making assumptions concerning the parallel architecture or imposing limitations on the task 

graph representing the parallel program. The evolution of the task scheduling problem has 

involved the gradual relaxation of these restrictions. A major change occurred when the 

assumption of zero inter-processor communication costs was removed. This was driven by the 

increasing popularity of distributed-memory message-passing multiprocessors. 

The Standard Delay Model (SDM) is used by the majority of scheduling algorithms in 

determining communication times for messages between tasks assigned to different processors. 

SDM involves a simple calculation which uses the size of the message, the distance it must 

travel, and the transfer rate of the interconnection network. However, it ignores an important 

component of the actual communication cost, namely contention delay. This is the time spent 

waiting for required communication resources (ie links connecting processors) to become 

available. Accurate inclusion of contention delays requires that a communication schedule be 

constructed, so that multiple messages do not attempt to use a single link at the same time. This 

is necessary in order for communication to be guaranteed to be contention-free. This is the core 

of the CSM communication model which is used throughout this work. 
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This thesis aims to change the standard scheduling model, by firstly demonstrating the need for 

consideration of contention delays during scheduling, and then proposing a number of methods 

by which this can be accomplished. Two general approaches are used. In the first, an additional 

scheduling stage is used to allow the conversion of task schedules produced with existing 

heuristics (which assume the SDM communication model) to be converted into combined task 

and message schedules (which are viable under the CSM model). A number of algorithms, 

based on the framework of an event-driven simulation of the task schedule, are proposed and 

evaluated. The second approach involves the modification of existing task scheduling 

algorithms so as to incorporate the CSM model. This is achieved by considering 

communication scheduling as a sub-problem of task scheduling, triggered by either the 

completion or assignment of a task, depending on whether or not the allocation of all tasks is 

known beforehand. General communication scheduling mechanisms, applicable to virtually any 

task scheduling algorithm, are proposed in this thesis. These are demonstrated by modification 

of nine well-known scheduling heuristics, chosen as representative of the wide variety of those 

available. 
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Chapter 1 

Introduction 

Since the 1940’s when the first digital computers were built, there have been phenomenal 

increases in computing power. This can be attributed to the startling pace of advances in logic 

device technology, with electromagnetic relays giving way to vacuum tubes, which were 

themselves replaced by transistors and then large scale integrated circuits.  

A commonly held fear is that this rapid pace cannot be sustained indefinitely. The reducing size 

of devices, which is primarily responsible for their increasing speed, means that physical limits 

must one day become a factor. This has driven research into optical computing, where the 

photon replaces the electron as the “current” carrier. This promises to be the device technology 

of the next generation of computers. 

Occurring concurrently with advances in device technology have been innovations in computer 

architecture. Designers have had to become smarter in order to squeeze every last drop of 

performance out of the technology available to them. Concurrency, utilised through pipelining 

or by the addition of specialised processing units such as DMA controllers and vector 

accelerators, was one way in which performance was improved. Multiprocessor architectures 

were a natural extension of this thinking. The first MPP (Massively Parallel Processing) system 

was the Illiac IV which was built in 1968 and had 64 processing elements under the control of a 

single master. 

Parallel processing has long been talked of as a “promising approach” [94] in the solution of 

certain problems. The truth is that parallel and distributed computing is now well recognised as 
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an important tool in meeting the computational requirements of many applications [74]. Such 

applications include the so-called “Grand Challenges” [119], a set of problems whose solution 

has been identified as important but which are currently so time-consuming as to be 

impractical. These problems include climate modelling, mapping of the human genome, 

pharmaceutical design and modelling of semiconductors and superconductors. 

1.1 Task Scheduling 

Parallel computing introduces additional problems which are not encountered with sequential 

processing. Firstly, a parallel algorithm must be designed for the application if the benefits of 

the parallel architecture are to be fully utilised. The application must be partitioned into tasks 

which are then scheduled onto the specific target architecture. Inter-task dependencies must be 

considered in the scheduling and if a message passing paradigm is used, appropriate 

communication primitives must be inserted into the schedule. Once the schedule is determined, 

parallel code can be synthesized in one of many available languages, generally a parallel 

extension of a sequential language.  

Task scheduling is one of the most challenging problems facing parallel programmers. It 

involves mapping a parallel program, a set of interrelated tasks represented by a task graph, 

onto a parallel architecture so as to minimise its completion time while preserving the 

precedence relations amongst the tasks, as depicted in Figure 1.1. 

Scheduler

Task Graph

Target Machine Gantt Chart

Figure 1.1 The Scheduling Process 
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Scheduling is very important since a poor task schedule can undo any potential gains from 

parallelism present in the application. Maximum performance is rarely if ever achieved in 

multiprocessor systems. However, inappropriate scheduling can exacerbate this problem. The 

hardware can be inefficiently used, or worse, the program could run slower in parallel than on a 

single processor. 

1.2 Organisation of This Thesis 

Chapter 2 reviews scheduling theory, introducing the concepts and specifying the models which 

will be used, the assumptions which will make and the restrictions which will be imposed. In 

Chapter 3 a number of existing scheduling heuristics are described. These are representative of 

a number of different classes of scheduling algorithms, and will be used throughout this work. 

In Chapter 4 a second scheduling stage is proposed to allow generalisation of the simple 

communication model assumed by the first stage, specifically through the extension of the 

traditional task schedule to include a communication schedule. A greedy algorithm is proposed 

to generate the communication schedule through simulation of online behaviour of the initial 

task schedule. In Chapter 5 this algorithm is extended to allow prioritisation of messages and 

backtracking in the second scheduling stage so that high priority messages may “preempt” 

lower priority messages. A number of levels of preemption are identified and several priority 

schemes are proposed. Chapter 6 proposes a method by which many existing algorithms can be 

extended to perform communication scheduling at the same time as task scheduling, producing 

a contention-free schedule in a single pass. In Chapter 7 a number of conclusions are drawn and 

future work is identified. 

1.2.1 Contributions 

The contributions of this work are as follows: 

�� Highlighting the significance of link contention delays 

We discuss the contributions of the various components of the inter-processor 

communication delay and the ways in which they have been modelled in previous work. 

We focus on the link contention delay and demonstrate through simulation that the 

assumption of zero contention results in unviable task schedules. Even when used merely as 

a task allocation and ordering, these schedules have limited applicability to real world 

architectures, especially in the communication-intensive case. 
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�� Proposing scheduling algorithms for the extended communication model 

A number of methods for the inclusion of contention delay in the communication cost 

model are proposed. These can be broadly categorised as multi-stage, where an initial task 

schedule is rescheduled to generate a communication schedule, or single stage, where the 

communication model of existing algorithms is modified to allow task scheduling to be 

more network-aware. The methods are evaluated through application to a large number of 

randomly generated task graphs with varying degrees of communication, using the 

reSCHED tool developed as part of this research. 
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Chapter 2 

The Scheduling Problem 

While related, task allocation is not the same as task scheduling. The terms are sometimes used 

interchangeably, but should be differentiated if misunderstandings are to be avoided. Task 

allocation involves mapping tasks to processors when specification of execution order is not 

required. This is the case when the tasks communicate without precedence relations being 

imposed, a situation represented by a Task Interaction Graph (TIG) [23]. The aim of a task 

allocation technique is balancing the conflicting goals of minimising inter-processor 

communication and evenly distributing computational load. When combined with a second 

stage specifying the ordering of tasks within processors, task allocation methods can be used to 

solve the task scheduling problem. Such an approach is used by the clustering algorithms [62, 

105, 121, 138], a number of which are discussed in detail in Chapter 3. Both the task allocation 

and task ordering problems are NP-complete [9, 138]. 

The task allocation problem is a special case of the scheduling problem, where dependencies 

between tasks do not exist. Like task allocation, the scheduling problem is known to be NP-

complete in its general form as well as in many restricted cases [167], at least when 

communication costs are ignored. The inclusion of communication in the model makes the 

problem even more difficult [180]. This means that to solve the problem in the general case, 

sub-optimal heuristics, which have the advantage of polynomial time-order, must be used. 

By restricting the scheduling problem, either through assumptions made about the target 

machine or limitations imposed upon the task graph, many researchers have been able to obtain 
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optimal scheduling algorithms [35, 72, 123]. Even when the aim is not optimality, researchers 

often restrict the problem in order to simplify their heuristics. 

Common assumptions include: an unbounded number of processors, homogeneity of processors 

and interconnects, uniform task execution times, uniform or zero communication times, and 

contention-free communication. These assumptions are not always valid but simplify the 

scheduling model and reduce the time required for solution, which is why they are made. 

Algorithms based on such assumptions will produce schedules with limited applicability to 

real-world situations. 

The assumption of uniform (“unit”) execution and/or communication times was made early in 

the evolution of scheduling theory [36, 72, 136, 146]. It is one of the more unrealistic 

assumptions since the amount of computation required for each task is usually varied, as is the 

size of data transferred between them. Consequently, in more recent research this assumption is 

no longer made.  

In early research [35] inter-processor communication costs were ignored. This is due to the 

origin of the scheduling problem being job-shop and assembly line problems. In such situations, 

this assumption is valid. In the parallel processing domain this assumption only holds, with any 

degree of accuracy, for tightly-coupled shared memory architectures. Many of the early 

systems, for example the C.MMP [175], the NYU Ultracomputer [65] and the Illinois Cedar 

project [88], were of this type since they were easier to build and to use. However they have 

limited size scalability due to increased complexity and cost of the hardware, as well as limited 

performance scalability due to increased memory contention. Efforts to preserve the shared 

memory programming model on massively parallel architectures have led to NUMA (Non-

Uniform Memory Architecture) memory organisations and DSM (Distributed Shared Memory). 

In such systems the abstraction of a single address space still holds but communication costs, 

required to perform the remote memory accesses, are a factor. 

More recently, interest in distributed-memory message-passing architectures, and particularly 

cluster computing, has highlighted the significance of communication costs in scheduling. For 

these architectures, the assumption that communication overhead is negligible no longer holds 

true [128]. As a result of this shift, scheduling algorithms have been modified to include 

consideration of communication requirements in the calculation of task start times, at least to a 

certain extent. 

Whereas the assumption of zero inter-task communication has been relaxed, the majority of 

scheduling algorithms still assume a contention-free interconnection network. This is not 
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realistic for distributed memory multiprocessors (DMMs) and networks of workstations 

(NOWs), which seem to be the directions in which parallel architectures are evolving [74]. The 

significance of this thesis lies in exposing the inaccuracies arising from this assumption and 

exploring a number of ways in which it can be removed, even within the framework of existing 

scheduling algorithms. 

The inclusion of communication costs has made the scheduling problem much more difficult to 

solve [180]. There is a trade-off between parallelism and communication which determines the 

optimal grain size of the task graph. Exposing maximum parallelism in the program, by 

decomposing tasks into as fine a granularity as possible, comes at the cost of increased inter-

processor communication, which counter-acts the potential benefits of the extra parallelism. 

This is the max-min problem [87]. 

This is true not only in the decomposition stage but also in the scheduling stage, where 

parallelism is exploited by spreading the computation over many processors, while 

communication is minimized by restricting this spread. It is a well known anomaly that the 

addition of extra processors can lead to schedules with increased schedule lengths [144], a most 

undesirable result. It is therefore important to consider communication delays when scheduling, 

and try to balance the conflicting effects of parallelism and communication [124] so as to 

reduce the size and number of the communication overheads. Alternatively, sophisticated 

algorithms can use the overlap of communication and computation to “hide” the effect of the 

communication latency. 

2.1 Scheduling Models and Assumptions 

This section identifies a number of criteria which can be used to classify scheduling techniques 

on the basis of the structure of the problems they can consider and the architectures they can 

target. Formal models for the data dependency graph and the target machine are defined, and 

show how these models are used in the schedule model in determining the task execution and 

message transmission, and hence arrival, times. 

An initial classification of scheduling methods can be performed on the basis of the time at 

which the scheduling is performed. In static scheduling, which is usually performed at compile-

time, everything about the parallel program and the target architecture is known a priori. This 

requires the task graph to be deterministic, or at least estimated in a deterministic way. If the 

task graph is non-deterministic, for example the size of a task or the structure of the 

dependencies is not known until run-time, then dynamic scheduling, where scheduling takes 
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place during execution of the program, must be used. Non-determinism can arise as a result of 

programming structures such as loops with data-dependent bounds and conditional branches. 

This work considers only the deterministic case, and so requires the specification of the task 

graph to be complete and exact. 

The model of parallelism, either task or data parallelism, which is employed in the application 

can be used to further categorise scheduling problems. Using Flynn’s [51] classification of 

parallel organizations, data parallelism corresponds to SIMD/SPMD and task or functional 

parallelism to MIMD. In the data parallel case, the allocation of work is achieved by a 

partitioning and distribution of the data over the processing elements. The SIMD execution 

model entails all processing elements working synchronously, performing the same instruction 

simultaneously over the distributed data. Architectures such as the MasPar MP-1 and the 

Thinking Machines CM2 reflect this model, with data being stored in memory local to each 

processor and instructions being issued by a central control unit. The SPMD model, on the 

other hand, allows each processor slightly more independence. All processors execute the same 

program asynchronously on the data they “own”, pausing to synchronise whenever data 

exchange is required.  

The task parallel model, which is that considered here, requires a MIMD architecture, ie one in 

which processors can act independently so that different processors can execute different tasks 

on different data. This is the most general and powerful form of parallelism, but also requires 

the greatest effort on the part of the programmer. 

As has been mentioned, a task parallel program can be modelled by a data dependency graph or 

task graph. Scheduling entails assigning a processor and start time to each task in this graph. A 

variation on this standard model is the case where the tasks are themselves parallel, meaning 

that they require more than one processor for execution. The scheduling of independent parallel 

tasks [20, 21], as well as those related by precedence constraints [171, 172], has been 

examined. This branch of research has much in common with its non-parallel counterpart. For 

example, a list scheduling approach based on the ECT (Earliest Completion Time) heuristic 

was adapted [171] to handle parallel tasks. However, this work considers only the case of non-

parallel tasks. 

The criteria discussed so far have focussed on the structure of the input parallel program. An 

important feature of the execution model of the architecture, namely the inclusion of task 

preemption, can also be used to classify scheduling algorithms. In preemptive scheduling a 

task’s execution may be interrupted so that another task may run. The interrupted task is 
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resumed at a later stage, possibly on another processor. In the non-preemptive case a task, once 

commenced, must be allowed to run to completion. Although the interruption of tasks and their 

migration to other processors contributes to system overhead, preemptive scheduling clearly 

allows greater utilization of processors. In the absence of preemption overheads, schedule 

lengths are, in general, reduced [34]. The extra flexibility allowed the scheduler is at the cost of 

increased complexity. Nevertheless the preemptive scheduling problem is generally considered 

the “easier” of the two. Preemptive scheduling has not received as much attention as its non-

preemptive counterpart. That tradition is continued here, where non-preemptive execution is 

assumed. 

To summarise, the scheduling heuristics considered are based on the compile-time macro-

dataflow model of execution with no task preemption and no parallel tasks allowed. They are, 

by necessity, deterministic or static, meaning that all information about the task graph is 

available prior to scheduling. 

2.1.1 Task Graph Model 

The task graph model used in this work assumes a previously defined partition of the parallel 

program into tasks. The program partitioning problem is concerned with finding the best grain 

size to maximise parallelism while reducing communication overhead. The partitioning 

problem is beyond the scope of this work. The algorithms presented assume a pre-defined 

partition, either explicitly defined by the programmer or automatically generated at the 

compilation stage by one of the many available methods [17, 39, 120, 139, 141], generally 

based on clustering of fine grain tasks to produce tasks of a granularity more appropriate to the 

target architecture. 

A parallel program can be described by using the “enhanced directed acyclic graph” (EDAG) 

introduced by Hwang [73]. 

�� T={t1,...,tn} : set of n tasks to be executed 

�� � : the partial order defined on T specifying precedence constraints. That is,  

ti < tj means that the results of task ti must be known before tj can begin execution (ti must 

complete before tj can start). The poset (partially ordered set) [49] is described by a 

minimal set of covering relationships which are intransitive, ie if ti < tj and tj < tk then it is 

not necessarily true that ti < tk . 

�� Di,,j : the amount of data communicated from task ti to task tj (the weight of the arc). 
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�� Ai : the amount of computation involved in task ti (the task’s weight). 

The EDAG representation of a task graph has a node for each task and an arc (directed) 

between pairs of tasks related by the partial order <. The set of edges E is a subset of T�T, 

containing pairs of tasks related by the partial order. The pair (ti, tj) is in E if ti < tj. The total 

number of edges in the graph is given by e. 

Edges are directed, according to <, and so have a source, or parent, and a sink, or child, node. A 

node with no inbound edges, ie one with no parents, is termed an entry node. Similarly, an exit 

node is one with no children. 

Traditionally, the task graph is assumed to have single entry and exit nodes. The case where 

multiple entry nodes exist can be catered for quite easily by creating a dummy node of size zero 

and connecting all entry nodes as successors of it via arcs also of zero size. Similarly for the 

multiple exit nodes. Terminology and/or methodology developed for the single entry, single 

exit task graph can thus be applied to the more general case. 

The task graph is by necessity acyclic, meaning that it is unable to represent program loops. 

However, in situations where loop bounds are deterministic, loop unrolling or unravelling [19, 

96, 104] can be used to produce an acyclic structure, allowing the parallelism within and 

between loop iterations to be exploited. In this work, cycles are prevented by labelling nodes 

with integers, such that a node can only have children whose labels are greater than its own. 

This does not restrict the generality of the task graph, since any DAG can be labelled in such a 

way. 

Task graph node and edge weights are usually estimated from profiling information, based on a 

task partition which is generally explicitly specified by the programmer [7]. The structure of the 

graph as represented by the communication edges is easily determined when the program is 

written in a functional language, where all arguments and result data are explicitly given in 

each statement. When a procedural language is used, dependence analysis is required [138]. 

The comparison of scheduling techniques presented in later chapters required a large number of 

task graphs of varying size and degree of communication on which to run the various 

algorithms. Rather than attempt to find appropriate real world problems, it was decided to 

randomly generate these graphs using a number of input parameters, number of nodes, number 

of arcs and ratio of communication to computation sizes, as a guide. 
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An example of an irregular task graph is given in Figure 2.1. Each task ti is labelled with its 

size, Ai, and each arc (ti,tj) with the amount of data communicated between the tasks, Di,j. Note 

that in this study, it is possible for a precedence relationship to exist between two tasks, but for 

no information to be passed between them (ie Di,j = 0) 
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Figure 2.1 An example task graph containing 6 tasks 

2.1.2 Characterising the Task Graph 

From a scheduling perspective, one of the most important features or characteristics of a task 

graph is its degree of parallelism (DOP), which determines the amount of work which can be 

performed concurrently and hence restricts the benefit which can be derived from the use of a 

parallel architecture. There are two main ways in which a task graph’s DOP can be measured or 

expressed: maximum parallelism and average parallelism. Maximum parallelism (DOPmax) is 

often referred to as the “maximum width” of the task graph, and is defined as the size of the 

largest set of tasks which are unrelated by the partial order of the DAG. This forms an upper 

limit on the number of processors which can usefully be used to execute the program 

represented by the task graph. Finding the maximum independent set is, unfortunately, an NP-

complete problem. The algorithm used in this work [137] has complexity O(20.276n), making it 

somewhat infeasible for larger task graphs. 

Average parallelism (DOPavge) on the other hand can be found far more simply. Continuing the 

geometric analogy, average parallelism is defined as the “area” of the task graph (the total 
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amount of computation contained within it) divided by its “height” (the length of the longest 

path from entry to exit node, also called the critical path (CP)). 
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Finding the critical path of a DAG involves a graph traversal, which can be conducted in 

O(n+e) time, where n is the number of vertices and e is the number of edges of the graph. 

Hence the computational complexity of finding the average parallelism is much less than for the 

maximum parallelism, which is why it is more often used in the literature. 

Another important task graph characteristic is its granularity. Its importance in achieving the 

best scheduling results has already been mentioned. Unfortunately researchers have differed on 

how to quantify the granularity of a task graph. Sarkar [138] defined program granularity as 

“the average size of a sequential unit of computation” which neglects consideration of 

communication sizes. Gerasoulis and Yang [64] quantifed the grain size of an individual task as 

the local ratio of its computation and communication, and defined the global granularity of the 

DAG as the minimum grain size over all tasks. Their formulation of a task’s grain size is based 

on Gerasoulis and Venugopal’s [61]: 
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which they expand to consider both the input and output arcs of a task by defining it as the 

minimum of two quantities, one calculated using the task’s fork set and the other using the join 

set. If the join set, the set of all immediate predecessors, of tx is defined as Jx={p1, p2,.. pj} and 

the fork set, containing all immediate successors, is Fx={s1, s2,.. sf} then 

 

1..

,1..

1..

,1..

1..

min
( )

max

min
( )

max

min{ ( ), ( )}
( ) min{ }

k

k

k

k

pk j
x

p xk j

sk f
x

x sk f

x x

xx n

A
g J

D

A
g F

D

xg g J g F
g G g

�

�

�

�

�

�

�

�

�

 (1.3) 

 12



A possible problem with this formulation is that a single instance of a small node or a large arc 

can significantly affect the value of the granularity. The use of min and max functions does not 

produce an “average” value. Khan et al [81] use the average ratio of node weight to maximum 

outgoing edge weight to define granularity: 
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where S is the set of sink nodes, ie those without any outgoing edges. This corresponds to 

Gerasoulis and Venugopal’s definition (Equation (1.2)) averaged over all tasks with successors. 

Subsequent use of the term granularity will refer to this definition. 

A task graph can also be characterised by the ratio of average communication to processing 

times. The C/P ratio is given as: 
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Another measure of the amount of communication involved in a task graph is its degree, or fan-

out: 

 
number of edgesdegree
number of nodes
average number of successors or predecessors per node

�
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 (1.6) 

which is solely a characteristic of the task graph. 

The task graph degree and C/P ratio are combined in the CCR ratio, which is the ratio of the 

total amount of communication to computation. Elsewhere [94], CCR has been used to refer to 

the ratio of average, rather than total, communication and computation costs. In this work the 

ratio of the average is given by the C/P ratio and the ratio of the total is given by CCR. These 

four measures – granularity, C/P ratio, degree, and CCR – can be used to classify the level of 

communication in the task graph as high, medium or low. 

Strictly speaking, granularity and C/P ratio (and hence CCR) are not solely parameters of the 

task graph. Parameters of the parallel machine, namely the processor speed and communication 

transfer rate, will affect the relative importance of the task graph computation and 

communication in determining the overall schedule length. This is reflected in the optimum task 

grain size being architecture-dependent. For example, when scheduling on two architectures, 
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identical in all respects except that one has an interconnection network with double the transfer 

rate of the other, the effect of the increased communication rate is the same as halving the 

weighting of the arcs in the task graph. A finer grain partitioning is then possible, thereby 

exposing further parallelism in the program and hopefully resulting in a better schedule. It 

would be desirable to define granularity and C/P in such a way that the optimal partition is 

characterised by consistent values for these quantities. This requires that the node and arc sizes 

used in their calculation be weighted by processor and interconnection speeds, respectively. 

This only makes sense when the architecture is homogeneous, of course. 

2.1.3 Target Machine Model 

This work assumes the target architecture to be a fully connected message passing system 

comprising an arbitrary number (m) of processing elements connected via a network of links. 

Each processor has a separate network interconnect (NI) processor which performs store-and-

forward routing, alleviating the main processing element (PE) of this burden. 

 

Figure 2.2 Model of the target architecture – an example with four processors 

Traditionally, communication has been assumed to be contention free, meaning that multiple 

messages can be using the same link at the same time without affecting each other. This is the 

Simple Delay Model (SDM) described in more detail in Section 2.1.5. In this work, this is only 

true in the initial scheduling stages. When link contention is considered and the Contention-

aware Store-and-forward Model (CSM) is used, the connection network is assumed to be made 

up of full duplex links, which means that messages travelling in either direction along a link do 

not interfere with each other.  
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Formally, the machine model is characterised by the following parameters [45]: 

�� P={P1,...,Pm} : a set of m processors 

�� Si (1 � i � m) : speed of processor Pi 

�� Ii (1 � i � m) : message initiation cost on processor Pi 

�� Bi (1 � i � m) : process initiation cost on processor Pi 

�� Ri,j : a m�m matrix giving the transmission rate over the link connecting processors Pi and 

Pj. 

Notice that the transmission rate in opposite directions on the link connection processors Pi and 

Pj, namely Ri,j and Rj,i, are not necessarily equal. Consequently each duplex link is modelled as 

a pair of simplex links, as shown in Figure 2.2. 

This is a modification of El-Rewini’s model [46] which contained a superfluous element, an 

adjacency matrix representing the interconnection topology. This information is encapsulated in 

the R matrix in our model, where a zero entry indicates there is no connectivity between 

processors and a non-zero entry indicates the processors are adjacent and also gives the transfer 

rate along the link connecting them. Since the links are bi-directional this matrix is symmetrical 

about the diagonal. The elements on the diagonal are �, indicating that communication between 

tasks assigned to the same processor takes zero time. 

For simplicity’s sake this general model can be restricted, without detracting significantly from 

the usefulness of the obtained results. At this stage the major restriction is homogeneity - 

heterogeneous systems are beyond the realm of this work. The following assumptions hold: 

�� Si is a constant for all processors (identical PE’s) and given the value s. 

�� Ii and Bi are zero (no start-up costs for initiating messages or tasks). 

�� Ri,j is a constant with value r for all links (homogeneous connection network). Thus, 

elements of the R matrix have values 0, r or � depending on connectivity. 

The network topology defines the connectivity of the processors, which is encapsulated in the R 

matrix as discussed previously. The interconnection network can be visualised as an undirected 

graph Gh=(Vh, Eh) where each processor Pi is a vertex in Vh and each link (Pi, Pj), where 

0<Ri,j<�, is an edge in Eh. 
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A topology is characterised by two important properties describing its degree of connectivity, 

important in minimising communication latencies: 1) degree or fan-out, and 2) diameter. The 

degree is the maximum number of neighbours (adjacent processors) of any processor. The 

distance between two processors is the number of “hops” or edges between them in the shortest 

path through the network. The network diameter is the maximum distance over all pairs of 

nodes. 

Other characteristics of network topologies which are significant from an implementation 

perspective are: 

�� Symmetry, since a symmetrical network simplifies routing protocols and an asymmetric 

network can lead to certain links becoming bottlenecks. 

�� Presence of node disjoint paths, for the purposes of fault tolerance and adaptive routing. 

�� Scalability, which is an informal notion of the ability of the topology to scale to larger 

sizes without significant degradation in performance or escalation in cost. 

Fully connected networks obviously have the highest level of connectivity, with a diameter of 1 

and a degree of m-1, and are consequently the least scalable. Each processor requires m-1 

channels for a network total of m2, which is infeasible for larger networks. Unfortunately this is 

the topology which is targeted by the majority of scheduling algorithms, with the exception of a 

small group [47, 113, 145, 154, 158] referred to as APN (Arbitrary Processor Network) 

algorithms in the taxonomy of Kwok and Ahmad [91]. 

Other common topologies are: rings (though mainly in distributed computing), stars, meshes, 

torii, trees and hypercubes. These topologies have a diameter greater than the fully connected 

case but a considerably lower node degree, and hence are more scalable. They are sometimes 

augmented by the addition of buses which allow broadcasting from one processor to a group of 

others [99, 102, 184]. However, this is not allowed in the model used in this study – only 

directly connected point-to-point networks are considered. 

Routing involves path selection for the transmission of data from a source to a destination node. 

The aim is to minimise some objective function, such as message arrival time or total 

communication time, without causing the network to become deadlocked. Deadlock is the 

situation where the sequence of processors waiting for other processors (in order to be able to 

deliver their messages) forms a cycle. When routing is performed at run-time, algorithm speed 
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is of utmost performance, resulting in the quality of the solution being sacrificed. For this 

reason an offline solution to the routing problem is targeted in this work. 

There are two basic flow control strategies for static point-to-point interconnection networks 

using packet-switching: wormhole, or cut-through, routing [40] and store-and-forward [165]. In 

store-and-forward routing a message is completely buffered at intermediate nodes before being 

transmitted to the next node on the path to its destination. Each message uses very few 

resources, most of the time just a single buffer is being used by each message, and so the 

likelihood of deadlock is very low. The standard scheduling model (admittedly unrealistically) 

does not consider the number of buffers at each node so this is not an issue. The only way a 

store-and-forward protocol can become deadlocked is if the routing table contains a cycle. 

Wormhole routing operates by forwarding the head of the packet directly from the inbound to 

the outbound link of the intermediate nodes without any buffering. The message can become 

spread over multiple links of the network. When a message is blocked by another message 

using a link it requires, it remains in the network, holding all links it currently occupies. This 

leads to high levels of contention, even with moderate traffic, and makes this form of routing 

susceptible to deadlock [40]. It does, however, have the advantage that the minimum latency 

(that when no link contentions are experienced) is much less than the store-and-forward case 

for multi-hop messages. Virtual cut-through is a hybrid of these two communication protocols. 

When the message is received at an intermediate node and the outgoing link required is free, it 

behaves similarly to wormhole routing, passing directly through the node without being 

buffered. However, if there is contention for the outgoing link, the message is removed from the 

network and buffered in the same fashion as with store-and-forward. This means that it does not 

hold multiple links while it is blocked. Thus, contention delay and the chance of deadlock is 

reduced.  

The scheduling model most commonly used in the literature employs the store-and-forward 

routing protocol. However, the increasing significance of communication delays has stimulated 

interest in wormhole routing and virtual cut-through (due to their superior communication 

latencies for unloaded networks). Cut-through schemes appear to have become the more 

popular with hardware manufacturers. 

In subsequent chapters the performance of a number of scheduling heuristics are compared by 

applying them to a large set of randomly generated task graphs, the aim being to study their 

behaviour at various levels of communication. Varying levels of communication can be 

investigated by either fixing the task graph and altering the communication and computation 
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rates of the architecture, or by fixing the architecture and altering the task graph. In this work 

the second alternative is chosen and r and s are set to one, in order to simplify matters by 

allowing the DAG node and arc weights to be interpreted as times rather than sizes. This 

conforms to the standard notation used in the literature. This simplification has the effect of 

removing the architectural dependence discussed in the previous section from the “task graph” 

characteristics of granularity, C/P ratio and CCR. 

2.1.4 The Schedule Model 

The execution time of task i on processor x can then be computed from: 

 ( , ) iAET i x
s

�  (1.7) 

which allows the task’s finish time (FT) to be found, once it’s start time (ST) is known: 

 ( , ) ( , ) ( , )FT i x ST i x ET i x� �  (1.8) 

The communication delay between tasks i and j on processors x and y respectively is given, for 

the restricted homogeneous case, by: 

 ,( , , , )  +i jD
COMM i j x y H CD

r
� �  (1.9) 

where H is the number of hops on the route between processors x and y and CD is the 

contention delay. If the tasks are executed on the same processing element then the 

communication delay becomes zero. 

The scheduler maps each task to a processor and a starting time. Schedules can be illustrated as 

Gantt charts, where the processor allocation and the start and finish times of all tasks can be 

easily shown.  

The metric by which the performance of the scheduler is measured is the schedule length or 

makespan which is the maximum finishing time of any task in the schedule. The principle aim 

of the heuristics considered in this work is the minimisation of this measure. Alternatively, this 

goal can be seen as the maximisation of a quantity known as the speedup, the ratio of sequential 

execution time to parallel execution time. 
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This ratio only makes sense in the homogeneous case. Another metric by which the goodness of 

a schedule can be measured is its efficiency 

 
speedupefficiency=

m
 (1.11) 

which represents the degree of processor utilisation. 

2.1.5 Communication Models 

A task’s message ready time (MRT) is the maximum of its predecessor message arrival times, 

and determines its earliest possible starting time. The means by which the message arrival 

times, also referred to as data arrival times (DAT), are calculated is determined by the 

communication model. 

The simplest communication model, referred to here as the Standard Delay Model (SDM), is 

one in which only the deterministic component of Equation (1.9) is considered. Contention 

delay CD is therefore assumed to be zero and so communication costs are a product solely of 

message size, network transmission rate and locality of processor allocation. The unlimited 

bandwidth of the network interface means that upon task completion all successor 

communications may be injected into the network simultaneously. The data arrival time (DAT) 

of a message is found by summing the predecessor finishing time with the linear deterministic 

component of the communication cost given by equation (1.9). The MRT of task t on processor 

p is then found by: 
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This is the model which is used by the majority of scheduling heuristics to date. It ignores the 

effect of contention delays since their inclusion in a single pass algorithm is difficult. As this 

study will show, their significance, especially in the communication intensive case, cannot be 

ignored. A more realistic communication model is one which acknowledges that multiple 

messages cannot use the same link at the same time, ie resource contention causes one of the 

messages to be delayed until the link becomes free.  

Schedule viability can only be guaranteed by maintaining Gantt charts for each link of the 

network. Message routing is performed by finding appropriate holes in the schedules for each 

step of the route, subject to the obvious constraints: 
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where the steps of the route are determined by the routing policy, be it static or dynamic. 

This is the Contention-aware Store-and-forward Model (CSM) used in later stages of this work. 

In Chapters 4, 5 and 6 a second scheduling pass is added which transforms task only (SDM) 

schedules into combined task and message (CSM) schedules so as to obtain more realistic 

schedule lengths. In Chapter 6 the CSM model is incorporated into existing heuristics to 

produce a single pass scheduler which considers arbitrary network topologies and produces a 

contention-free communication schedule at the same time as the task schedule. 

2.1.6 Summary of Assumptions 

To summarise the assumptions, limitations or restrictions made in this study concerning the 

task graph: 

�� The task graph is acyclic and all arc and node weights are known. 

�� Single entry and exit nodes are not assumed. 

�� Zero sized tasks and messages are allowed. 
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As regards the target architecture: 

�� Homogeneity in the links and processors is assumed. Without loss of generality, unit data 

transfer and task execution rates are assumed. 

�� Store-and-forward routing is used. 

�� All links are full duplex. 

�� Overheads for initiating tasks and messages are zero. 

�� The topology of the interconnection network is fully connected – each processor is 

directly connected to every other processor. This is not required by the various 

algorithms presented and proposed in this work, but is assumed in the experimental 

evaluation. 

To formalise the two communication cost models, which are assumed at different during this 

study: 

�� Irrespective of the communication model, the time required for communication of any 

size between tasks assigned to the same processor is zero. 

�� For SDM, the arrival time of a message between tasks ti and tj is given by: 

 ,( , ) ( )i j i i jDAT t t FT t H D� � �  

where H is the shortest distance between the processors to which tasks ti and tj are 

assigned. 

�� For CSM, the arrival time of a message is defined recursively, in terms of the start and 

finish times of the steps comprising its route (each step is the traversal of a single link): 
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where H is the number of hops comprising the message route. Each message step must be 

assigned exclusive use of its link between the times ST(stepx) and FT(stepx). 
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Note: Zero-sized messages do not incur any communication cost, are not assigned to any 

communication schedule, and have an effective DAT which is the finish time of the 

source task. 

2.2 Previous Work 

Scheduling theory was originally applied to systems research, specifically assembly line and 

job shop problems. The scheduling problem was first stated as a “sequencing problem in which 

n jobs with ordering restrictions have to be done by men of equal ability” [72]. Two problems 

requiring solution were then identified. Firstly, assuming that all jobs must be finished by a 

specific time T, how to schedule the work so that minimum men are required. Secondly, if m 

men are available, how to schedule so that all jobs are completed at the earliest time. 

The similarities with the multiprocessor scheduling problem are obvious. The “n jobs with 

ordering restrictions” are analogous to a parallel program of n tasks. The ordering restrictions, 

or precedence constraints, describe a task graph, the model for which is formally defined in the 

next section. In the case of an assembly line manufacturing process the task graph forms an in-

tree with one final node. Similarly, the “m men of equal ability” correspond to the m 

homogeneous processors which make up the multiprocessor which is intended to run the 

parallel program.  

In solving these two scheduling problems, Hu [72] simplified the problem by assuming that 

each job required the same amount of work, ie unit time tasks. Implicit in his model was a 

further simplification, namely that there were no delays between work stages as a result, for 

instance, of the time required to transport components from one assembly line station to the 

next. The algorithm which he proposed introduced the concept of node height, the length of the 

longest path to the exit node, as a scheduling priority. When the task graph model is a tree with 

unit tasks and no communication costs, solutions obtained using Hu’s algorithm were shown to 

be optimal.  

Coffman and Graham’s Algorithm A [36] uses the same list scheduling framework, with task 

order being defined by a labelling algorithm primarily based on task level. Their algorithm is 

optimal for scheduling task graphs with arbitrary structure but with equal execution times and 

zero communication times on two processors. The algorithm adheres to the principle 

established by Hu of scheduling tasks with higher levels first, since this is implicit in the 

labelling scheme. However, it defines a stricter ordering for the case where tasks of equal level 

are considered. In such situations, a lexicographic ordering of immediate successors is used. 
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Both algorithms can be thought of as “processor-driven” [12], since each scheduling decision is 

triggered by a processor becoming available. 

For many years the assumption of zero communication cost remained. However, the basic list 

scheduling algorithm was modified to handle tasks of differing sizes, and used with a number of 

different priority schemes. Of the many priority schemes compared by Adam et al [1], the best 

performance was shown by HLFET (“Highest Level first with Estimated Times”), which was 

an extension of Hu’s basic algorithm to account for arbitrary task sizes. The CP/MISF 

(“Critical Path / Most Immediate Successors First”) priority [79], originally used by Kasahara 

and Narita for scheduling robot dynamics computations [77, 78], further extended HLFET by 

defining a method for breaking ties between tasks with the same level. The majority of list 

scheduling heuristics subsequently proposed have also been based on HLFET, due to its good 

performance and low computational complexity. 

An interesting upper bound on list scheduling performance was shown to exist. It is natural to 

assume that increasing the number of processors in a parallel system, or reducing task execution 

times or relaxing precedence constraints in the task graph would result in reduced schedule 

lengths, but this is not always so. While investigating these scheduling anomalies, Graham [66] 

showed that a greedy list scheduling algorithm using any priority scheme would produce a 

schedule length within 50% of the optimal. Most scheduling heuristics actually have a much 

better average performance. Experimentally, Adam et al [1] demonstrated that list scheduling 

heuristics based on the “highest level first” (HLF) or critical path (CP) priorities are within 5% 

of the optimum in 90% of cases, at least when communication costs are zero. 

More recently the standard scheduling model has included non-zero communication costs. The 

main reason for this is the development of the message-passing multiprocessor, and the 

increasing popularity of distributed processing over a network. As opposed to shared memory 

architectures, where the assumption of zero communication cost can be justified, distributed 

memory systems require more sophisticated algorithms which can schedule communication, 

and ensure that it overlaps with computation where possible. The inclusion of communication 

in the target machine model has resulted in a proliferation of heuristics whose structure is not 

based on the classical list scheduling format.  

One of the most popular types of algorithms to arise as a result of consideration of 

communication are the so-called clustering algorithms. The goal of such algorithms is the 

reduction of communication overheads by grouping tasks between which there is significant 

communication into a single cluster, so that these tasks will be assigned to the same processor 
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in the final schedule. Clustering assumes an unbounded number of processors but can be 

extended to allow scheduling for a specific number of processors by an additional step which 

merges clusters until an appropriate number exist. Clustering algorithms represent a solution to 

the task allocation problem. 

Multistage methods – where the DAG is clustered in the first step, then clusters are assigned to 

physical processors, and finally the tasks on each processor are ordered – have been proposed 

[60, 82, 138]. Clustering heuristics target a clique architecture comprising an unbounded 

number of fully-connected processors, and as such are unsuitable for direct application to the 

scheduling problem. However they can be used in conjunction with a second stage in which 

clusters are merged until they match the number of processors available, at which point the task 

allocation problem can be considered solved. A third stage is needed for an ordering to be 

imposed on the tasks assigned to each processor, so that their start and finish times might be 

determined. Two of the more popular clustering algorithms are considered in this work and are 

used in conjunction with the cluster scheduling method proposed by Yang [176] and used as an 

integral part of the PYRROS scheduling tool [178, 179]. 

When multi-stage methods are used for scheduling, as with approaches based on clustering, the 

schedule makespan becomes dependent on the performance of all the algorithms used in the 

separate stages. The overall schedule is a product of two (or even more) algorithms. It is 

tempting to look at schedules produced by such methods and attribute the observed 

performance, be it good or bad, to the algorithm used in but one of the stages . However this is 

unfair. Even when the same algorithm is used for the scheduling of clusters to processors, final 

schedule lengths should not be used as the basis of a performance comparison of different 

clustering heuristics. 

Another approach to scheduling which has recently become more popular is the use of 

algorithms based on natural processes, such as simulated annealing and genetic algorithms 

(GA’s), in an attempt to find optimal solutions in polynomial time. Genetic algorithms, guided 

random search techniques based on Darwin’s theories of evolution and survival of the fittest, in 

particular have been the focus of much attention. They were originally used to solve the 

problems of job shop scheduling [42] and task allocation [27]. Hou et al [71] used a GA to 

schedule robot inverse dynamics computations without consideration of communication delays 

with near optimal results. When applied to the situation where communication costs are non-

zero, the usefulness of this technique is less pronounced [186]. Hybrid techniques have been 

proposed [2, 11, 38, 109, 186] which combine the strengths of heuristic approaches like list 

scheduling with those of the GA.  
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2.2.1 Task Scheduling to Include Link Contentions 

Very broadly, scheduling theory has evolved through increasing complexity of the scheduling 

model. Tasks were originally assumed to be independent, and were later related by precedence 

constraints. Another level of complexity was added when the non-negligible effect of the 

communication associated with the task dependencies was recognised. Inclusion of contention 

delays in this model is the next step in this evolution. This work is by no means the first to 

attempt this. 

Dixit-Radiya and Panda [44, 122] considered link contention in their model when solving the 

mapping problem for wormhole routed architectures. The mapping problem [23] arises when 

interacting execution models, traditionally represented as a TIG (Task Interaction Graph), are to 

be mapped to an incompletely connected architecture using a one-to-one mapping. The idea is 

to match the structure of the TIG to that of the topology as best, so that communicating modules 

lie on adjacent processors where possible. Dixit-Radiya and Panda used the TCG (Temporal 

Communication Graph) [106], a hybrid of the TIG and the DAG task graph, to model the 

application, an approach which is particularly appropriate when the application modules are 

clusters of tasks related by precedence constraints. Their algorithm uses schedule length as the 

objective function to be minimised, rather than the traditional cardinality, the number of edges 

of the problem graph that fall on links in the system graph. Given a mapping, the schedule 

length is determined by executing the TCG on a discrete-event simulator written in CSIM 

[142]. The ordering of messages imposed by the simulator is “first come first served” with ties 

between messages which can send at the same time broken in favour of the message whose 

destination task has minimum LST (Latest Starting Time) [[14]]. 

An initial mapping is found by attempting to minimise the distance between heavily 

communicating tasks with no consideration of link contentions. This is passed to the simulator 

which produces a message schedule and returns the schedule length. Communication times 

including contention are found for each message and the edge on the critical path for which 

contentions have maximum contribution is identified. The idea is that minimising contentions 

on this edge by mapping its source and destination tasks to adjacent processors will reduce the 

length of the critical path and satisfy the objective of minimising the schedule length. Their 

heuristic is called MMC (Minimise Maximum Contention). 

The algorithm of Schwiebert and Jayasimha [143] is very similar to this in that it is used to 

solve the mapping problem and has the objective of minimising the makespan – found through 

event driven simulation, allowing link contention to be included. Their algorithm also uses the 
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execution window, the difference between a task’s LST and EST, to identify critical tasks and 

edges. The difference between the two algorithms lies in the choice of clusters which are 

swapped in each iteration. Dixit-Radiya and Panda identify the single most critical edge and 

swap the source cluster with neighbours of the destination cluster. Schwiebert and Jayasimha 

consider the swapping of all critical clusters, ie those containing a critical task, with all other 

clusters, if the distance between critical task pairs is reduced. 

Other researchers have considered the task scheduling problem and used an approach which is 

similar to the initial approach proposed in this work, namely that task and communication 

scheduling are handled in separate phases/stages of the algorithm. The BU (Bottom Up) 

algorithm [114], for example, assigns nodes to processors by initially assigning all critical path 

tasks to a single processor and then considering the remaining nodes in reverse topological 

order, assigning tasks to processors so as to balance the computational load. Once all tasks have 

been assigned the second stage of the algorithm schedules the communication using a channel 

allocation heuristic which attempts to minimise channel conflicts. A top down traversal of the 

task graph visits tasks and assigns their outgoing communications using one of three channel 

assignment heuristics: adaptive, greedy or ranked. The adaptive channel assignment is the only 

one of these which adapts to the changing loads on the links, the others follow a fixed route 

which is determined before the message is sent. It finds a route for each message by choosing at 

each intermediate step the outgoing link with minimum delay, subject to the restriction that the 

route chosen is a shortest path with respect to hop count. 

Surma and Sha [162, 163] also considered the case where task mapping is known and 

communication scheduling is to be performed. They initially considered the case where a 

message burst, a group of messages with the same size and time of injection into the network, is 

to be scheduled. Using a non-adaptive routing scheme, the path of each message is found. A 

collision graph (CG) is constructed where nodes represent the messages to be sent, and arcs 

indicate there is a collision (where the routing paths of the two messages intersect). The crux of 

the communication scheduling problem is in finding an ordering of the CG which minimises the 

average completion time of the messages. Through its equivalence to the graph colouring 

problem, they showed this to be an NP-complete problem. Their solution involves finding the 

maximal independent set of messages at each step and scheduling these to be sent in parallel. 

This is repeated until all messages have been scheduled. 

Such an approach cannot be directly applied to the general traffic scheduling problem, where 

messages have differing sizes and injection times. In this case, the non-uniform message lengths 

are handled by breaking the message into standard size packets which are treated separately, 

 26



though all have the same injection time. The SAG (Sorting and Aging) algorithm sorts all 

packets by injection time and considers a fixed size window, where all messages with an 

injection time within a user-specified time of the first message in the list are considered 

together for scheduling. The messages within this window are treated as a message burst and 

scheduled similarly. The maximal independent set is found, removed from the list and 

scheduled. Messages in the window which are not scheduled are aged, ie their injection times 

are updated so as to be after any scheduled messages to which they are related in the CG. The 

list is then re-sorted and the process repeated. 

Their work initially considered only non-adaptive routing but was subsequently extended by the 

addition of a second communication scheduling stage to allow alternative routes to be used 

[164]. However, not all alternatives are considered; for mesh architectures only the XY and YX 

routing schemes can be used, meaning that the full advantage of adaptive routing is still not 

utilised. 

When El-Rewini and Lewis [47] proposed the Mapping Heuristic (MH) as a solution to the 

scheduling problem they made significant modifications to the standard list scheduling 

approach, most significantly allowing arbitrary connection schemes and including an estimation 

of contention delays in communication costs. MH employs routing tables to track “current” 

network traffic, storing the currently determined “shortest” route between each pair of nodes 

and the total contention delay on that route. Routing is dynamic, but while a message is in 

transit it is necessary to “lock” the route it is using (by not allowing routing table updates to 

choose an alternative shorter path) so that information is not lost from the routing table. This 

means that other messages with the same source and destination processors must use the same 

route with resultant increased contention. This and a further problem with the routing table 

update procedure was identified by Gan and Huang [55]. Their solution was to use two sets of 

tables, one containing traffic on an individual link-by-link basis and the other containing global 

routing information, determined by a solution of the all-pairs shortest path problem using the 

individual link tables as edge weights.  

The MH algorithm is event-driven with task and message events being handled by order of 

time, with ties between task events broken by priority. Task events are handled nicely in a 

monotonically increasing time order. However since a message’s destination processor is not 

known until the task allocation has been decided (which is triggered by the handling of a task 

event), message events must be inserted into the event queue retrospectively. Consequently, the 

“current” system traffic actually reflects the combination of temporally disjoint messages, and 
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so can only be treated as an estimation. As a result, MH cannot guarantee contention-free 

communication [160]. 

Kon’ya and Satoh [83, 84] recognised deficiencies in MH, not least of which was its time 

complexity, and proposed a scheduling algorithm where task priority is based on LST rather 

than b-level, since this varies with processor allocation. The LST heuristic is graph driven. At 

each step it schedules the highest priority task to the processor which minimises its start time, 

calculated with contention delays included in communication times. Links are considered in 

much the same way as processors during scheduling – link ready time is used to determine 

times at which a message can be sent. For a message to be sent, the entire route, determined 

using a non-adaptive routing algorithm, must be free. The message then holds all links on the 

route for the duration of the transfer. The time at which this can occur is found from the 

maximum of the link ready times taken over all links in the route, and the completion time of 

the source task. 

The same communication model was used by Sih and Lee in their Dynamic Level Schedule 

(DLS) heuristic [152, 154]. The main difference between the two heuristics is the priority 

scheme and how it is used. The LST priority is static whereas the priority used in DLS 

algorithm is a function of both the task and the processors being considered for its assignment. 

The DLS level is a combination of the task’s b-level, which is a static component, and its 

possible start time which is obviously processor dependent and varies with the current state of 

the schedule, and so is a dynamic component. Calculation of the start time for a particular 

processor entails tentative routing of predecessor communications so as to determine MRT and 

hence start time. Two variants of the “DLS without global clock” algorithm are possible: 1) the 

task with greatest static component of its level is identified first and then assigned to the 

processor which maximises its dynamic level, and 2) the task-processor pair which has 

maximum dynamic level is chosen for scheduling. The second variant involves determining the 

start time for each ready task on each candidate processor which dramatically increases the 

complexity of the algorithm. 

In both LST and DLS, communication scheduling is involved in determining task start times. 

However, very little attention is paid to this aspect of the scheduling problem. The same 

simplistic communication model – where communication time is independent of distance, 

assignment of messages to link can only occur at the tail of the link schedule, and a route holds 

all links for the entirety of the transfer time – is used in each. Furthermore, neither tackles the 

problems of message ordering or adaptive routing, and so a trivial “first come first served” 

ordering with non-adaptive routing must be assumed. 
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Selvakumar and Murthy [145] relaxed these restrictions but only in one respect. They extended 

the DLS algorithm to allow the assignment of tasks and messages to “holes” in the processor 

and link schedules. Their router could potentially consider all possible routes, but for the sake 

of algorithmic complexity they restrict it to those which are shortest paths with respect to the 

number of hops. Once again, the order or message routing was not discussed. 

An alternative approach to the scheduling problem was taken by Kwok and Ahmad when they 

proposed the Bubble Scheduling and Allocation (BSA) algorithm [90]. Rather than use the 

classic list scheduling structure, where the inability of the established priority schemes to 

adequately handle communication costs can degrade performance to the point where slowdown 

(rather than speedup) is experienced, they opted for a global method which incrementally 

refines the schedule. All tasks are initially assigned to a single processor according to the CPN-

Dominant Sequence, an ordering of tasks which gives priority to critical path tasks and by 

necessity those in their predecessor chains. At each iteration tasks are considered for migration 

to neighbour processors and do so if their starting time is improved. Once all tasks on a 

processor have been so considered, a neighbour processor is chosen to be the new “pivot” 

processor, allowing tasks to migrate over multiple hops. Processors are considered in a breadth-

first order from the initial pivot processor, which is chosen to be the most connected processor 

if the topology is asymmetric or arbitrarily otherwise. 

Since at any point during the scheduling all processor allocations are known, it is a very simple 

extension to include message routing in the schedule. The task migration process involves 

determining task start times on all neighbour processors, and choosing that which has the 

greatest gain/improvement. Calculation of the start time is by adaptive routing of each 

predecessor communication so as to minimise its arrival time and tentatively scheduling it so 

that all predecessor communications are guaranteed to be contention-free, both with the 

existing traffic and with each other. A point to consider in the implementation of BSA is that 

existing communications destined for the task on its current processor will have to be 

temporarily removed from the communication schedule when routing to find possible start 

times on migration candidates. 

The algorithm given in [90] for message routing finds appropriately sized idle slots in the 

communication schedule for each link on the route. For the first step of the route, the slot must 

obviously be after the completion time of the source task. However, the same earliest time is 

imposed on slots for subsequent steps, indicating some form of wormhole or virtual cut-through 

routing is used by the authors. This is at least an improvement on previous models in that all 

links on the route are not required to be available at the same time. This can be easily modified 
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for store-and-forward routing by requiring that each step not commence transmission until the 

previous step has completed. 

The BSA algorithm is implemented in this work in two forms. The first assumes the traditional 

SDM communication model where delays are proportional to message size and distance 

between processors, and contention for communication resources is ignored. As discussed in 

Section 3.4, this simplification of the original algorithm is made to allow comparison with other 

algorithms which are based on such a model. In Chapter 6, extensions are proposed which 

allow the incorporation of a contention-free communication model (CSM) into existing single 

pass algorithms. The full BSA algorithm and improvements made to it to allow prioritisation of 

messages will be discussed in more detail at that point. 

The algorithms discussed so far which have performed both task and communication 

scheduling in a single pass, ie LST, DLS, and BSA, have done so without considering message 

ordering in any more than a “first come first served” fashion. This greedy approach has the 

advantage of lower computational complexity but will have sub-optimal performance with 

respect to minimising message ready times. Unfortunately finding the optimal routing with 

minimum communication delay in a point-to-point store-and-forward system is an NP-complete 

problem [170]. The quality of a routing can be measured using two quantities: 1) the total 

communication delay, which is the sum of the communication times (including both 

transmission and waiting times) of all messages being routed, and 2) the completion time, 

which is the earliest time at which all messages have arrived at their destinations. From a 

scheduling perspective, minimising completion time aids in achieving the local optimisation 

objective, namely starting each task as early as possible. However, this may be at the cost of 

increased total communication delay, which could be a factor in the performance of subsequent 

routings. 

Wang et al [170] proposed two heuristics for routing a number of messages of differing size, 

source processor, and injection time but with a common destination. The first heuristic is a 

greedy algorithm. Messages needing to be sent are ordered by distance from the destination, 

with those from the most distant processor being considered first. Each message on this 

processor is routed to the neighbour which has least waiting time on the link to it, and then 

added to its message queue. The algorithm continues, routing messages by one step at a time 

until all have been received at the destination. 

In developing the second heuristic they recognised two forms of message blocking: LBE (a 

later message blocks an earlier message) and EBL (earlier blocks later), where “later” and 
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“earlier” refer to the time of original generation of the message. Having noted in many 

examples that EBL blockings resulted in longer wait times, their least blocking heuristic avoids 

EBL blockings when several messages are competing for a link. This heuristic is a variation of 

Dijkstra’s algorithm [43] which tries to avoid EBL blocking by routing messages in order of 

time rather than distance. 

The routing employed in both heuristics allows messages to use only paths which are a shortest 

path from the source to the destination. At each step a message can only propagate in such a 

way that it gets “closer” to its destination. Hence it is not fully adaptive. It does however utilise 

communication schedule holes when assigning messages to links, which is very important in 

this case since messages are not necessarily routed in order of increasing time. They 

demonstrated the usefulness of their heuristics by incorporating them into the HNF (Heavy 

Node First) [149, 150] list scheduling algorithm for use in computing a task’s MRT and hence 

its start time. 

2.3 Complexity of the Scheduling Problem and 

Some Optimal Algorithms 

As has been mentioned already, when communication costs are ignored the problem of 

scheduling a precedence constrained task graph on a bounded number of processors (the 

general form of the scheduling problem) is NP-complete. Scheduling for an unbounded number 

of processors on the other hand is a trivial problem which has the optimal solution where each 

task is assigned to a separate processor – all task parallelism is utilised and the schedule length 

is the length of the critical path. When communication costs are considered, scheduling for a 

bounded number of processors is still NP-complete since the special case where arc sizes are 

zero is the scheduling-without-communication problem just discussed. However, when the 

number of processors is unbounded the problem does not become “easy” as it does when 

communication is ignored [30]. This is because the exploitation of task parallelism comes with 

a communication overhead penalty. 

By restricting the specification of the task graph (to be a tree, an interval-order, or something 

similar) or the target architecture, a number of polynomial-time algorithms producing optimal 

schedules have been found. Some of these algorithms require communication delays to be zero, 

others require them to be “small” (generally interpreted to mean less than task execution times). 

Table 2.1 summarises the main results in this field, giving restrictions which are imposed by the 

algorithms as well as their time complexities. 
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DAG 
Structure 

Task  
Sizes Arc Sizes Number of 

Processors Extra Researcher(s) Complexity 

tree 1 0 arbitrary m - Hu [72] O(n) 

general 1 0 2 - Fujii et al [52] O(n2.5)1 

general 1 0 2 task 
deadlines Garey and Johnson [56] O(n2)1 

general 1 0 2 - Coffman and Graham 
[36] O(n2)1 

general 1 0 2 - Sethi [146] O(n�(n)+e) 2 

general 1 0 2 - Gabow [54] O(n�(n)+e)2 

interval-
order 1 0 arbitrary m - Papadimitriou and 

Yannakakis [125] O(n) 

interval-
order 1 1 arbitrary m - Ali and El-Rewini [8] O(me) or 

O(mn2) 

general arbitrary SCT 
(condition H3) UNP task 

duplication Colin and Chretienne [37] O(n2) 

in/out-
forests arbitrary SCT 

(condition H3) UNP - Chretienne [28] O(n) 

in-forest arbitrary 
SCT 

(c�min(p)) 
UNP - Anger et al [15] O(n) 

in/out-
forests 1 1 arbitrary m - Varvarigou [168] O(n2m-2) 

tree 1 1 2 - 
Lenstra et al [98], 
Guinand and Trystram 
[67, 68] 

O(n) 

Table 2.1 Optimal Scheduling Algorithms 

Much research has focussed on demonstrating the NP-completeness of the scheduling problem 

in specific situations. The motivation for this is the clarification of the boundary between the 

“easy” scheduling problems (those in P) and the “hard” (those which are NP-complete), since 

this can provide an insight into the characteristics of a problem which determine its complexity. 

                                                      

1 These algorithms assume a transitive closure of the DAG is known. In cases where it isn’t the complexity 

of the transitive closure step, O(min(en,n2.61)) or O(n2.61), dominates [54]. 

2  �(n) is an inverse of Ackermann’s function and is very slow-growing [166]. 

3 The condition that the minimum of the execution times of the predecessors of task i be greater than or 

equal to the maximum of the communication times between these predecessors and task i, for all i. That is 

,( ) ( )
min ( ) max ( )  tasks g g ig PRED i g PRED i

p c i
� �

� �  
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It must be remembered, however, that even within the class of NP-complete problems there are 

significant differences in complexity[97]. Furthermore, the goodness of polynomially bounded 

algorithms, which represent solutions to problems in P, has been questioned [16]. 

 

DAG 
Structure Task Sizes Arc 

Sizes 
Number of 
Processors Extra Researcher(s) 

interval-order arbitrary 0 arbitrary - Papadimitriou and 
Yannakakis [125] 

general 1 0 arbitrary - Ullman [167] 

general 1 or 2 0 2 - Ullman [167] 

opposing 
forest 1 0 arbitrary - Garey et al [57] 

general 1 1 2 - Prastein [132] 

general 1 or 2 1 2 - Norman et al [118] 

general 1 1 2 
contention-

free1 
Norman et al [118] 

general 1 c UNP task 
duplication 

Papadimitriou and 
Yannakakis [126] 

general 1 1 arbitrary - Rayward-Smith [136] 

tree 1 1 arbitrary - Veltman [169] 

general arbitrary arbitrary arbitrary - Sarkar [138] 

general arbitrary arbitrary UNP - Chretienne [30] 

tree arbitrary arbitrary UNP - Zhu and McCreary [182, 183] 

in-tree arbitrary arbitrary UNP - Chretienne [31] 

general 1 1 UNP - Picouleau [131] 

general 
arbitrary 

( 1) �
0 c 1 � � UNP - Picouleau [131] 

tree 1 1 arbitrary - Lenstra et al [98] 

Table 2.2 NP-Complete Scheduling Problems 

Ullman [167] assumed zero communication costs and showed that scheduling a task graph of 

unit tasks to an arbitrary number of processors is NP-complete. This result implies that the 

general scheduling problem (arbitrary task sizes, graph structure and number of processors) is 

also NP-complete. He also demonstrated the NP-completeness of the general preemptive 

                                                      

1 Norman et al considered a more advanced contention-free communication model with no message 

buffering, meaning that a task cannot proceed if an outgoing communication of the previous task is 

waiting to be sent (ie blocking sends) 
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scheduling problem, as well as the problem of scheduling task graphs with tasks of size one or 

two, onto architectures comprising only two processors. When communication is considered, 

Rayward-Smith showed that scheduling of UECT (unit execution and communication time) 

onto an arbitrary number of processors is NP-complete [136], and Prastein [132] showed that 

scheduling arbitrary task graphs onto two processors, and tree-structured task graphs onto 

arbitrarily many processors are also NP-complete. Other NP-completeness results have been 

shown for various task graph structures, a number of which are summarised in Table 2.2. Once 

again, this should not be considered a complete list. 

2.4 Scheduling Tools 

The picture painted thus far is one in which the programmer is required to answer a lot of 

questions in order to produce an efficient parallel implementation of his code. What is the best 

grain size to use? How many processors should be used? How should communication and 

synchronization primitives be inserted into the code? What performance can be expected? The 

answer to the last question ultimately determines the viability of the parallel implementation. 

Answering these questions requires a fairly extensive knowledge not only of the application but 

of the parallel architecture under consideration. This is beyond the ability of all but the most 

hardcore of parallel programmers, and forms a major obstacle to the acceptance of parallel 

computing in the mainstream. 

Scheduling tools can be used in the development of a parallel application at the design and code 

generation stages. They lift the burden of the increased complexity from the shoulders of the 

programmer and transfer it to the automated tool. The following list, while fairly extensive, is 

by no means complete. 

�� Hypertool [174] takes a user-partitioned sequential program and automatically allocates and 

schedules the partitions to processors using the MD (Mobility Directed) or MCP (Modified 

Critical Path) algorithms of Wu and Gajski [173], inserting appropriate synchronisation 

primitives. The user code is compiled into a parallel program for the iPSC/2 hypercube. 

�� TaskGrapher [101], or Parallax [100] as it was later known, takes task precedence and 

communication into account when scheduling using one of a number of supported 

heuristics. It is purely a design tool which assists the user by allowing experimentation with 

program design by performing a number of “what if …” analyses.  
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�� PAWS [129, 130] is another performance evaluation tool, though with a slightly different 

perspective. It was developed to allow comparisons among different parallel machines 

running common applications (written in Ada) without the need for benchmarks to be 

recoded for each language and machine. Conceptual machines, specified in quite extensive 

detail using the architecture characterisation tool, can also be evaluated before any 

hardware is built. 

�� PYRROS [179] not only performs clustering using the DSC (Dominant Sequence 

Clustering) algorithm to improve grain size, but can also handle task allocation and 

ordering so as to completely automate the scheduling process. It takes input in the form of a 

task graph and associated sequential C code, and produces as output a static schedule and 

corresponding parallel C code for the iPSC/2 (its target architecture). 

�� The PARSA prototype [147, 151] uses graphical interfaces in both its Application 

Specification Tool (to allow the user to specify the program structure as a DAG) and 

Architecture Specification Tool (to build a database of detailed hardware specifications). 

The scheduling of the application to the architecture is accomplished using one of two list 

scheduling algorithms, Heavy Node First (HNF) or Linear Clustering (LC). The 

Performance Evaluation Tool presents the user with the program’s expected performance in 

the form of the schedule, animations of various system metrics, and statistics such as the 

parallelism profile, overall efficiency, etc. No output code is produced, since PARSA is 

purely an evaluation tool. 

�� CASCH [6] is an integrated programming environment comprising a compiler (for 

sequential code written in C with compiler directives specifying data partitioning), task 

graph generator, scheduling and mapping module, code generator, performance evaluation 

module, and an interactive user interface which allows visualization of each stage of the 

parallelisation process. The scheduling and mapping module draws on a library containing 

a large number of scheduling algorithms, allowing the user to select a heuristic suitable for 

their problem and/or target architecture. 

�� reSCHED [109, 110], the software tool used to generate the experimental results presented 

in this study, is a design tool similar to TaskGrapher, although with a far less elaborate 

graphical interface. A user-specified task graph can be scheduled on a target machine of 

arbitrary topology and number of processors, using a large number of heuristics. These 

include, but not limited to, those presented in Chapter 3. The main feature of reSCHED is 

the addition of a second scheduling stage which allows a more complex and realistic 
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communication model to be applied to the schedule. Various schedule optimisations can 

also be performed at the same time. A full description of the scheduling options available 

under reSCHED is given in Appendix A of this thesis. 

reSCHED is available in two forms: as a GUI application which runs on the Microsoft 

Windows platform, and as a command line program portable to a wide variety of 

Unix/Linux platforms. In the graphical version, scheduling options are specified via a series 

of dialog boxes. This version of the program is ideally suited for executing a limited 

number of scheduling runs and for viewing results – though this is currently only in tabular 

plain-text form. Schedule summaries can be saved in CSV (Comma Separated Values) 

format for importing into Microsoft Excel or Matlab, so as to produce a graphical 

representation of the results. In the command line version, on the other hand, a small 

number of command line switches are used to specify input files, one of which is a settings 

file containing options for scheduling and/or rescheduling. This lends itself more to the 

situation where a large number of scheduling runs, each with a different input and/or 

settings file, are to be executed via a shell script. The results presented throughout this 

work were generated in this fashion.  

2.5 Chapter Summary 

The task scheduling problem has long been known to be NP-complete. Hence attention has 

focussed on heuristic methods, which have sub-optimal but acceptable performance, with the 

benefit of polynomial rather than exponential complexity. These algorithms often use a 

simplified model of the target parallel architecture, and occasionally restrict the structure of the 

task graphs to be scheduled. 

In this chapter we have briefly followed the evolution of the scheduling problem, from its 

origins on the job shop floor, through increasing complexity in its models of task graph and 

target architecture. The earliest assumption was of zero communication cost when data was to 

be shared between tasks on different processors. While this holds for shared memory 

multiprocessors, the limited scalability of such architectures detracts from the usefulness of 

algorithms based on such an assumption. The growth in popularity of distributed memory 

machines was the driving force behind the inclusion of inter-processor communication delays in 

the standard scheduling model. The standard communication model, referred to in this work as 

the SDM models, is used by the majority of modern heuristics. It was formally specified in 

Section 2.1, along with the EDAG representation of the parallel program to be scheduled. 
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Despite the growing recognition of the significance of communication delays, the vast majority 

of algorithms treat them in a simplistic fashion. In almost all cases delays due to contention for 

communication resources are still ignored. There are a few notable exceptions, which were 

explored in detail in Section 2.3.1. 

Task scheduling has been an active research area for 40 years, and consequently a multitude of 

scheduling algorithms exist. Only a few were mentioned in this chapter, since time and space 

restrictions dictate that only the more significant contributions and results be mentioned. A 

number of classes of algorithms were identified and discussed. The classification was not meant 

to be complete or formal, and was made on the basis of the mechanism by which the schedules 

are generated. These are the list scheduling heuristics which are based on Hu’s classic 

algorithm, the clustering heuristics where tasks are grouped into clusters which are then 

assigned to processors using a separate algorithm, and the evolutionary heuristics where the 

algorithm is based on a natural process such as evolution or annealing. There are, obviously, 

many algorithms that do not fit into any of these groups. 

While the scheduling problem is NP-complete in its general form, there are a number of special 

cases where optimal algorithms have been demonstrated. Furthermore, there are a number of 

special cases which might be considered “easy” (or at least easier than the general case) which 

have in fact been shown to still be NP-complete. In Section 2.3 a survey of the literature dealing 

with the complexity of the scheduling problem and optimal algorithms for restricted cases was 

presented. Significant results were summarised in table form. 

The chapter finished with a discussion of a number of scheduling tools including reSCHED, the 

program developed as part of this work and used to generate the results presented throughout. 

These tools are of three major types: design tools used to test the feasibility of a parallel 

implementation, heuristic evaluation tools which allow schedules produced by different 

algorithms to be quantitatively compared, and code generation tools, where scheduling is but a 

part of the process of generating parallel code. reSCHED falls into the second of these 

categories. 

 37



Chapter 3 

Task Scheduling Heuristics 

A heuristic algorithm is one that produces a solution in less than exponential time, that is, it is 

not an exhaustive search and cannot guarantee the solution’s optimality. They are said to be 

near-optimal if the solutions obtained fall within a certain range of the optimum most of the 

time. The comparative merit of two heuristics is measured in two ways: the time taken to reach 

the solution, and the deviation from optimal. The effectiveness of a heuristic is dependent upon 

characteristics of the task graph and the target machine. It follows, then, that there is no “best” 

heuristic, but rather many have been proposed and demonstrated, any of which may work under 

different circumstances. 

This chapter introduces a number of scheduling heuristics which have been chosen as 

representative of the wide variety of those available. In Section 3.7 results are presented 

demonstrating the varying performance of these heuristics for increasing levels of 

communication. These results are for simple task scheduling under the assumption of the SDM 

communication model, discussed in the previous chapter. While the results for the SDM model 

are briefly discussed, it is not the intention of this work to undertake any sort of comparison of 

the heuristics. Such a comparison can be found elsewhere in the literature [81, 91, 103, 109-

111]. 

In subsequent chapters the first pass schedules generated here will be used as inputs to the 

rescheduling algorithms proposed. The outputs of this second scheduling phase or step are 

combined task and communication schedules, valid under the CSM communication model and 
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guaranteed to be contention-free. It is the quality of the final schedule, and the degree to which 

it deviates from the first pass schedule, which is of interest. A number of first pass heuristics, 

nine in all, are used, so that after averaging the final results are a function solely of the second 

pass algorithms, and are not dependent on any single task scheduling heuristic.  

In Sections 3.1 to 3.5 the representative heuristics are presented and discussed, with some 

details given of their implementation. Section 3.1 starts by introducing one of the most popular 

classes of scheduling algorithms, those based on a priority list structure. The so-called list 

scheduling heuristics were one of the earliest solutions to the scheduling problem, and 

originally made the assumption that communication costs were zero. In Section 3.2 issues 

arising when communication costs are considered non-negligible are discussed, and two 

extensions to the basic list scheduling algorithm are presented. Sections 3.3 and 3.4 introduce 

the ETF and BSA algorithms, respectively. In Section 3.5 another popular class of algorithms, 

those based on task clustering, is reviewed. Details of two well-known clustering algorithms, 

Sarkar’s EZ heuristic and Yang and Gerasoulis’ DSC, are given, as well as a method for 

mapping clusters to processors to produce a schedule. In Section 3.6 a method for determining 

bounds on the optimal schedule length is presented. The usefulness of such a method lies in its 

use as an estimate of optimal performance, against which the sub-optimal heuristics can be 

compared. Obviously, determination of the actual optimal schedule is computationally 

intractable in almost all cases, so an estimate must be used instead. Section 3.7 details the 

process by which experimental results are generated using reSCHED, paying particular 

attention to characteristics of the set of task graphs used as inputs. Scheduling results are briefly 

discussed, but as previously mentioned a comparison of the heuristics is beyond the scope of 

this work.  

3.1 List Scheduling With Zero Communication 

One of the earliest proposed solutions to the scheduling problem were the list scheduling 

heuristics. Under such schemes each task in the graph is assigned a priority and then added to a 

list of waiting tasks in order of decreasing priority. At each scheduling step the ready task with 

the highest priority is selected for assignment. Using the classification of Al-Mouhamed and 

Al-Maasarani [12] they are traditionally processor-driven, though can be modified to use a 

graph-driven framework. 

In the traditional processor-driven list scheduling structure the scheduler maintains the concept 

of a global clock by tracking the sequence of processor completion times, which occur in 
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increasing time order. When a processor completes execution of a task, the task’s successors 

are examined to see if they are ready-to-run, meaning that all the task’s predecessors have 

completed execution (not just been assigned to the schedule). If so, they are added to the list of 

ready tasks. At the same time, the availability of the processor triggers a scheduling decision, 

where a ready task is chosen, has its start time calculated and is assigned to the newly available 

processor. 

The graph-driven approach removes the global clock so that processors are no longer classified 

as “busy” or “available”, and scheduling decisions are no longer triggered by the change in 

state of a processor from the former to the latter. At each scheduling step all processors are 

candidates for assignment, with the decision made on the basis of a local objective function. 

This allows the same processor to be selected in consecutive scheduling steps and means that a 

processor can remain idle when it is inefficient to use it. 

While minimisation of schedule length has always been the global objective, the local objective 

has changed from being processor-oriented (maximising the utilisation of the processors) to 

task-oriented (minimising the starting times of the tasks). Consideration of inter-processor 

communication means that spreading the computation over all processors so as to balance load, 

as in the processor-driven approach, increases communication overheads to the possible 

detriment of the overall schedule length. For this reason the majority of recent list scheduling 

heuristics [refs] have been graph-driven. 

List scheduling heuristics were originally devised with the assumption of zero inter-task 

communication costs. Even with this simplification, the scheduling problem remains NP-

complete. However, Graham [66] has shown that in the absence of communication, list 

scheduling heuristics have a guaranteed performance within 50% of the optimum. This bound 

holds for the classic processor-driven heuristic using any method of task priority assignment. 

However, common sense suggests that different priority schemes will be better suited to 

different cases, giving better performance. Hence, the method of assignment of task priority is 

important. Adam et al [1] demonstrated experimentally that the “critical path” (CP) or “highest 

level first” (HLF) scheme is within 5% of the optimal in 90% of cases, at least when 

communication costs are ignored. It performed significantly better than other schemes, in 

particular the “smallest co-levels first” (SCFET) scheme which produced schedules up to 20% 

longer. 
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General list scheduling heuristics are given as: 

GENERAL LIST SCHEDULING HEURISTIC (Graph Driven): 

Assign a priority to each task in the task graph G 

Add all ready tasks (those with no immediate predecessors) to the 
ready queue in order of decreasing task priority 

while (ready queue is not empty) do 

Take the task from the head of the queue 

Select an available processor on which to run the task (choose 
the “best” processor) 

Assign the task to this processor 

Update the ready queue by inserting all tasks that are no 
longer waiting on predecessors 

done 

 

GENERAL LIST SCHEDULING HEURISTIC (Processor Driven): 

Assign a priority to each task in the task graph G 

Add all ready tasks (those with no immediate predecessors) to the 
ready queue in order of decreasing task priority 

while (tasks remain to be scheduled) do 

Find the processor which will become available soonest 

If this processor is not currently idle then mark the task 
assigned to it as completed and update its predecessors 

Update the ready queue by inserting all tasks that are no 
longer waiting on predecessors 

if (ready queue is not empty) 

Remove the head task from the queue and assign it to this 
processor 

endif 

done 

 

The major difference between algorithms in this class is the means by which priorities are 

assigned and the “best” processor chosen. There are many ways in which priorities can be 

assigned, the most common being the task level, which refers to its relative position within the 

task graph. A node’s level is defined as the length of the longest path from the node to an exit 

node. To avoid confusion this is often referred to as its b-level (since it is measured from the 

bottom of the graph). Path length is the summation of node weights (task execution times) 

along the path, including both end nodes. Just as a node’s level is an indication of its distance 

from the bottom of the task graph, its co-level or t-level is a measure of its distance from the 

top. The calculation of a node’s t-length does not include the execution time of the node itself, 
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so that the sum of its t-level and b-level gives the length of the critical path passing through the 

node. 

There are a number of ways of using the concept of task level as the basis of a priority scheme. 

Adam et al [1] enumerated several of these, and compared them experimentally: 

�� HLFET (Highest level first with estimated times): 

As discussed above, the task’s level (calculated using estimated task execution times) is 

used as its priority. This is the scheme used by Coffman’s A-Schedules [34]. 

�� HLFNET (Highest level first with no estimated times): 

In this scheme all tasks are assumed to have the same execution time. Task levels are 

calculated under this assumption. 

�� SCFET (Smallest co-level first with estimated times): 

This scheme uses the negative of the task’s co-level (calculated using estimated 

execution times) as its priority.  

�� SCFNET (Smallest co-level first with no estimated times): 

This is the same as SCFET, except that all tasks are assumed to have unit execution 

time. 

To provide a baseline for comparison, these were compared to optimal schedules (as a best-case 

scenario) and list schedules using random priorities (as a worst-case situation). It was found 

that the HLFET algorithm by far out-performed all others, with the SCFET algorithm faring 

worse even than the random scheme. In fact, the performance of HLFET was within the 

authors’ arbitrary definition of “near-optimality” (within 5% of optimal in 90% of cases). 

Understandably, the majority of subsequent algorithms have been based on this priority scheme. 

CP/MISF (Critical Path, Most Immediate Successors First) [79] is an extension to the HLFET 

algorithm which uses the number of successor tasks to break any ties caused by two tasks 

having the same level. Rather than break such ties arbitrarily, CP/MISF uses the number of 

successor tasks in an attempt to identify tasks which are followed in the task graph by more 

work, and are hence more critical, and schedule them preferentially. The name derives from the 

fact that a task’s level is the length of the critical path from it to the exit node. 

Traditionally, only task execution times are considered when calculating levels; communication 

costs then play no part in scheduling decisions, except as they affect task starting times. In 

situations where communication costs are not insignificant, the accuracy of assigned levels, and 
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hence the performance of heuristics that use them, are degraded. The problem is that a node's 

“true” level is no longer solely a function of the task graph, since communication costs change 

with processor allocations - they are zero if tasks are assigned to the same processor and non-

zero otherwise. Task graph structure alone is no longer sufficient for identifying critical and 

non-critical tasks. 

This is known as the level alteration problem - one which has so far eluded satisfactory 

solution [86]. The amount of level alteration is minimised for fully connected architectures 

compared to sparser architectures like hypercubes and meshes. These architectures are 

characterised by a higher average diameter, meaning that communication latencies are 

increased.  

Level alteration makes the calculation of task levels an intractable problem. A number of 

methods for the inclusion of communication costs in level calculations are possible:  

�� Ignoring communication in the evaluation of the task level [86, 128]  

�� Pessimistically assuming all communications are inter-processor [174] 

�� Taking a weighted sum of communication and computation times 

�� Iteratively scheduling using the task allocation from the previous iteration in level 

calculations, until the schedule (hopefully) converges to a solution [13, 46] 

�� Using a priority scheme which is not based on level, such as ETF (Earliest Task First) 

[73], HNF (Heaviest Node First) [149] or LCF (Largest Communication First) [10]. 

For task graphs where communication delays are comparable to task execution times, the “best” 

result is produced by considering communication time in priority calculation. In situations 

where computation times dominate, priority scheduling need not consider communication [46]. 

3.2 List Scheduling With Non-Zero 

Communication  

This section introduces three of the more well-known list scheduling heuristics. The first is a 

graph driven form of the famous list scheduling heuristic (LSH) developed by Hu [72], 

originally proposed for the case where communication is not considered. Subsequent 

improvements on Hu’s basic algorithm, introduced in an effort to cater for communication 
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delays, have led to the insertion and duplication scheduling heuristics (ISH and DSH, 

respectively) [46, 86]]}. 

3.2.1 General List Scheduling Heuristic 

This section details the general list scheduling heuristic (LSH) as implemented in this work. In 

the first step of the algorithm, the b-level of each task in the graph is calculated for use as its 

priority. The ready queue is then initialised by adding those tasks which are ready to begin 

execution immediately, ie. those with no predecessors. This list is ordered by decreasing t-level, 

with ties broken in favour of the task with highest out-degree (number of immediate 

successors). In an iterative fashion, the task at the head of the queue, the assigned task AN, is 

removed from the queue and assigned to the processor on which it can commence execution 

soonest. This is found by calculating its start time on all processors and selecting the minimum. 

As each task is assigned the ready queue is updated by adding those tasks now ready to begin 

execution. This continues until all tasks in the task graph have been scheduled, which 

corresponds to the situation where the ready queue is empty. 

ListSchedulingHeuristic(G,gantt) 

input: 

G: the task graph 

output: 

gantt[]: the task schedule 

begin 

Calculate b-level of each task in G. 

Insert all entry tasks into ready queue RQ. 

AN = dehead(RQ); /* Get task AN from head of ready queue RQ */ 

Assign(AN,0,P1); /* Assign the ready task to the first processor, to 
start at time 0 */ 

UpdateQueue(RQ,AN); /* Update RQ by adding successors of AN which 
are now ready */ 

while (RQ not empty)  

AN = dehead(RQ); 

LocateProc(AN,ST,P); /* Find processor P and time ST to which the 
task AN should be assigned */ 

Assign(AN,ST,P); /* Add AN to gantt[P] at start time ST */ 

UpdateQueue(RQ,AN); 

done 

end; 
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The routine LocateProc() calculates the starting time of the task on all processors and returns 

the earliest. The starting time of a task is calculated as the greater of the processor ready time, 

the finish time of the last task in the processor’s schedule, and the message ready time. The 

original implementation [46] checked only the processor with earliest ready time and the 

processors to which the immediate predecessors of AN were assigned. Such a strategy will find 

the earliest processor only in the case where the target machine is fully connected. The more 

general case of arbitrary connection schemes requires all processors be checked. The processor 

to which the task is eventually assigned is that with the earliest starting time. 

The computational complexity of the graph-driven list scheduling heuristic is variously given as 

O(n2) [94] or O(nlogn+(e+n)p) [134] (where e is the number of edges in the task graph, n is the 

number of tasks, and p is the number of processors), depending on whether the queue of ready 

tasks is implemented as a list or a heap. The processor-driven version of the algorithm has 

lower complexity since the MRT and ST of the task being scheduled only need to be 

determined for a single processor, rather than potentially all of them. The worst-case 

complexity of the list-based version is unchanged, but for the heap-based implementation the 

complexity becomes O(nlogn+(e+n)), losing the dependence on p. 

3.2.2 Insertion Scheduling Heuristic 

The Insertion Scheduling Heuristic (ISH) [86] represents an improvement over LSH in that it 

tries to assign ready tasks to the idle time slots resulting from communication delays and 

precedence relations. The routine Assign() is modified so that it not only assigns task AN to 

processor P in the Gantt list, but also inserts tasks into any idle time slot created. These tasks, 

referred to as hole tasks, are found by searching through the ready queue until either the idle 

slot is filled or no hole task can be found. The recursive call to ISHAssign() is made, since 

assigning the hole task may introduce a further idle time slot which also requires filling. 
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ISHAssign(AN,ST,P) 

input: 

AN: task being assigned 

output: 

ST: AN’s start time 

P: processor chosen to execute AN 

begin 

/* Find size of idle time interval */ 

idle_time = ST - ready_time[P]; 

if (idle_time > 0) 

repeat 

HT = task at top of ready queue 

repeat 

/* Find start and finish times of HT on P */ 

STH = StartTime(HT,P); 

FTH = STH + size(HT); 

if (STH and FTH within idle time slot) 

HT is the hole task 

else 

Try next task in RQ 

endif 

until (hole task found OR end of queue reached) 

if (hole task found) 

ISHAssign(HT,STH,P); /* Recursive call */ 

UpdateQueue(RQ,HT); 

/* Recalculate idle time slot */ 

idle_time = ST - ready_time[P]; 

endif 

until (no hole task found OR idle_time=0) 

end 

/* Assign AN to Gantt list of P at time ST */ 

Assign(AN,ST,P); 

UpdateQueue(RQ,AN); 

end; /* ISHAssign */ 

 

Several variants on the basic ISH algorithm were proposed by Kruatrachue [86]: 

�� ISH0: The hole task in this case is any task from the ready queue that fits into the idle time 

slot, even if it can start execution on other processors at an earlier time. 
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�� ISH1: To be a hole task, a task must be able to start execution within the idle time slot but 

it must not be able to start earlier on another processor, a condition that is enforced by 

checking that the message ready time for that task on that processor must not be before the 

idle time start time as this would indicate a tendency to be able to start earlier on other 

processors. 

�� ISH2: The same conditions as for ISH1 are required, but the second criterion is enforced 

by performing LocateProc for each possible hole task to ensure that it cannot start 

earlier on another processor. 

The computational complexity of the ISH algorithm is the same as that of the basic list 

scheduling heuristic [94, 134] irrespective of whether lists or heaps are used to store ready 

tasks. 

3.2.3 Duplication Scheduling Heuristic 

In cases where communication times are of the same order as task execution times, processors 

can spend a significant amount of time idly waiting for incoming messages. This can be a big 

problem when there is insufficient parallelism in the task graph to allow message-passing 

latencies to be hidden by overlapping communication and computation. In such instances, 

latency reduction techniques must be employed in preference to methods for latency hiding. 

Duplication on the same processor of one or more predecessors of a waiting task can reduce 

communication overhead, improve the task’s starting time and hopefully lead to an overall 

reduction in schedule length. 

The Duplication Scheduling Heuristic (DSH), proposed by Kruatrachue [86] as an extension of 

the Insertion Scheduling Heuristic, was the first algorithm to utilise task duplication. Since 

then, a multitude of algorithms for scheduling with task duplication have been proposed [4, 18, 

25, 32, 37, 41, 107, 116, 126, 127]. 

At the heart of the algorithm is the task duplication process (TDP) described below. This 

routine is called from within LocateProc() to choose from amongst the set of candidate 

processors, a set containing all processors in this case. The only other difference between DSH 

and ISH is in the task assignment routine, where each of the tasks in dup_list is assigned to 

the chosen processor by a call to ISHAssign(), before task AN is itself assigned. Each of 

these task assignments could potentially create a hole in the task schedule which, similarly to 

ISH, is filled by a hole task if one can be found.  
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LocateProc(AN,P,ST,dup_list) 

input: 

AN: assigned task 

output: 

P: assigned processor 

ST: AN’s start time 

Bestdup_list: list of tasks for duplication on P 

begin 

ST = �; 

for i = 1 .. numproc 

temp_dup_list = �; 

DSHTaskDuplicationProcess(AN, i, temp_st, temp_dup_list); 

if (start < ST) then 

ST = start; 

dup_list = temp_dup_list; 

P = i; 

endif 

done 

end; 

 

 

DSHTaskDuplicationProcess(AN,P,ST,dup_list) 

input: 

AN: assigned task 

P: candidate processor 

output: 

ST: AN’s start time on the candidate processor 

dup_list: list of tasks for duplication on P 

begin 

/* Initialise dup_list to be empty */ 

dup_list � � 

best_dup_list � � 

min_ST = �; 

repeat 

/* Determine the start time ST of AN on P using both the gantt[P] 
list and dup_list, returning also AN’s latest immediate 
predecessor, ANLIP */ 

ST = DSHStartTime(AN,P,ANLIP); 

if (ST < min_ST) 

Copy dup_list to best_dup_list 

min_ST = ST; 

endif 
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copy = FALSE; /* flag indicating dup_list insertion successful or 
not */ 

idle_time = ST – finish(tail(gantt[P)) 
– � execution times of dup_list tasks 

if (idle_time>0 and proc(ANLIP)�P) 

if (ANLIP is not in dup_list) 

/* Find start time of ANLIP and LIPLIP, ANLIP’s latest 
immediate predecessor */ 

STL = DSHStartTime(ANLIP,P,LIPLIP); 

/* Insert ANLIP into dup_list (see below) */ 

copy = InsertLIP(P,ANLIP,LIPLIP,dup_list,STL); 

else /* ANLIP is in dup_list */ 

/* Search backwards through LIP chain until a LIP task not in 
dup_list is found or an entry node is reached */ 

LIPLIP = SearchDupList(ANLIP); 

if (LIPLIP found and proc(LIPLIP)�P) 

STL = DSHStartTime(LIPLIP,P,STL,LIPLIPLIP); 

copy = InsertLIP(P,LIPLIP,LIPLIPLIP,dup_list,STL); 

endif 

endif 

if (copy) 

SRN � all tasks in dup_list after the point at which LIP was 
inserted 

for all RN in SRN 

STRN = DSHStartTime(RN,P,RNLIP); 

InsertLIP(P,RN,RNLIP,dup_list,STRN); 

/* Ignore return value of InsertLIP() as all insertions 
will be successful */ 

done 

endif 

endif 

until (copy is FALSE or idle_time == 0) 

Copy best_dup_list to dup_list 

ST = min_ST; 

end; /* DSHTaskDuplicationProcess() /* 
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InsertLIP(P,LIP,LIPLIP,DTLST,STL) 

input: 

P: processor under consideration 

LIP: task to be inserted into dup_list 

LIPLIP: the LIP task of the above task 

dup_list: linked list to insert into 

STL: start time of LIP 

output: 

dup_list: updated linked list 

return: 

copy: flag indicating successful insertion 

begin 

if (LIP may execute within an idle time slot) 

copy = TRUE; 

else 

copy = FALSE; 

if (LIP not an entry node and proc(LIPLIP)�P) 

if (LIPLIP not in dup_list) 

STLL = DSHStartTime(LIPLIP,P,LIPLIPLIP); 

copy = InsertLIP(P,LIPLIP,LIPLIPLIP,dup_list,STL); 

else 

/* Search backwards through LIP chain until a LIP task not in 
dup_list is found or an entry node is reached */ 

LIPLIPLIP=SearchDupList(LIPLIP); 

if (LIPLIPLIP found and proc(LIPLIPLIP)�P) 

STL = DSHStartTime(LIPLIPLIP,P,LIP4); 

copy = InsertLIP(P,LIPLIPLIP,LIP4,dup_list,STL); 

endif 

endif 

endif 

endif 

return copy; 

end; /* InsertLIP() */ 

 

The task duplication process (TDP) initially finds the message-ready time of task AN on the 

candidate processor P, returning also the predecessor task responsible for the greatest wait, the 

latest immediate predecessor (LIP) of the task. If the start time of AN is greater than the ready 

time of processor Pc, then the delay can hopefully be minimised by duplicating the LIP task in 

the idle time slot created. At this stage there are two possible scenarios: 
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1. The LIP is not assigned to P and so its duplication may improve AN’s starting time. 

2. The LIP has already been duplicated, that is it is already in dup_list. For AN to start sooner, 

the LIP must start sooner and so the LIP “chain” is searched backwards until either a task is 

found that can be duplicated on P to improve AN’s starting time, or no such task can be 

found and the search fails. 

When an appropriate LIP task is found, it is added to the list of tasks for duplication. To insert a 

task in this list, its starting time and LIP task must first be found. If the starting time is within 

the idle time slot and no duplicated task is assigned to that time then the duplication is 

successful. If not, then the LIP of the task being inserted must be duplicated if possible. If such 

a duplication is not possible, then the insertion fails and the duplication process is terminated.  

Following each insertion into dup_list, the list is updated since task duplication may cause 

the starting times (and even the order) of the other duplicated tasks to change. Each successful 

iteration through the repeat..until loop adds a single task to dup_list, though not 

necessarily in strict reverse order of the LIP chain. If a LIP task cannot be inserted into 

dup_list then it is skipped and insertion of its LIP task (LIPLIP) is attempted. In the next 

iteration the original LIP task is again considered and if its start time has been improved by the 

duplication of LIPLIP, insertion into dup_list may be successful. If not, tasks further back 

in the LIP chain are considered. 

If the starting time of task AN is improved by a task duplication then dup_list is copied or 

backed up. The situation can arise where task duplication does not improve AN’s starting time 

and so is a waste of processing time. This occurs when ANLIP has been unable to be inserted 

into dup_list and so tasks further back in the LIP chain have been duplicated instead, in an 

effort to improve the starting time of the LIP task and enable its insertion. This does not directly 

improve the starting time of AN, only duplication of ANLIP can accomplish this. Tasks 

inserted into dup_list since the last improvement in AN’s starting time will be discarded 

and the backed up list restored. This is a minor modification to the standard DSH algorithm. 

The recursive nature of the algorithm means that tasks for duplication are considered in a 

depth-first manner - tracing back through each LIP “chain” in the predecessor fan-in. The 

duplication process continues until either the idle time slot is filled, an entry node has been 

reached, or the LIP task is already scheduled on P and hence no further improvement is 

possible. If any idle time slots remain, hole tasks are used to fill them, as in the ISH algorithm. 
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Two versions of the DSH algorithm were identified by Kruatrachue: 

�� DSH1: At most, a single task is duplicated in any idle slot created by the assignment of 

AN. If this single task, AN’s latest immediate predecessor, does not improve the starting 

time of the assigned task, then it is discarded and the algorithm reverts to insertion. 

�� DSH2: The task duplication process exhaustively checks the LIP chains of task AN in an 

effort to minimise its starting time on processor Pc. This is basically the DSH algorithm as 

presented above, duplicating tasks until out of idle time. Each task assignment (of AN and 

all duplicated tasks) could possibly create an idle slot. If so, task insertion can be used to fill 

these holes. 

Of the two variants, DSH2 produces shorter schedules though at the cost of vastly increased 

scheduling time, since at each assignment step the task duplication process is called for all 

processors in the target machine. In some cases, the small gains made by extensive task 

duplication are at the cost of idle slots available for insertion. Consequently, in some situations 

DSH1 or even ISH may produce superior results. 

The price paid for superior performance is increased time required for scheduling. Because 

DSH considers all tasks in all predecessor chains as candidates for duplication it is particularly 

time-consuming. Subsequent research efforts, for example Colin and Chretienne’s LWB 

algorithm [37], have attempted to reduce this complexity by restricting duplication to 

predecessors along a single chain. The DSH algorithm has computational complexity of O(n4) 

[87], whereas LWB has complexity O(n2) [37]. 

In this work, modDSH is proposed as an extension to DSH. In the modDSH heuristic, all gaps 

or holes in the schedule are considered available for task assignment. Rather than require that 

tasks be inserted at the end of the Gantt list, the entire schedule is examined for idle slots to 

which the task may be assigned. Slots after the task’s message ready time are considered, 

starting with the earliest. This is similar to Selvakumar and Siva Ram Murthy’s EFT algorithm 

[145] which utilised holes in both task and communication schedules to improve the 

performance of Sih and Lee’s DLS (Dynamic Level Scheduler) algorithm [152]. Furthermore, 

hole task insertion (when further task duplication is not possible and the algorithm reverts to 

ISH) is no longer performed as part of the assignment step. Instead, holes are allowed to be 

created in the task schedule, and may be utilised in subsequent scheduling steps (by either the 

assigned task AN or any of the tasks in dup_list). This means that tasks are scheduled strictly 
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by order of priority, not jumping the queue just because they fit into a newly created schedule 

hole. 

3.3 Earliest Task First (ETF) Scheduling 

The core of Hwang et al’s [73] ETF heuristic is the simple greedy strategy: the earliest 

schedulable task is scheduled first. The authors describe the operation of the algorithm as 

event-driven, which in the classification used in this study, that of Al-Mouhamed and Al-

Masarani [12], is referred to as processor-driven. 

Unlike the list scheduling heuristics, the set of ready or available tasks is not prioritised in a 

queue and scheduled on the basis of this ordering. Instead, at each scheduling step (triggered by 

a processor becoming available) each and every task in this set must be examined and its start 

time on the currently available processors determined. The first step is to determine the 

message ready time (MRT), the time the last message arrives at the processor, of each task on 

the specific processor. The earliest starting time of task t  can then be given by the maximum of 

the “current moment” (CM), which is the current time of the event clock, and the earliest time 

at which it may be assigned to any of the processors, which is its minimum MRT over all free 

processors. 

ˆ

 � �ˆ
ˆ ˆ( ) max ,min( ( , ))earliest p

ST t CM MRT t p� ˆ  (3.1) 

The ETF algorithm wants to find the task t  in the set of ready tasks which has the earliest 

possible start time (ST

ˆ

min), and assign it to the available processor p̂  yielding this start time. In 

the case of ties, where two tasks have the same earliest start time, some form of task priority is 

used to resolve the conflict. In this work, the task’s level is used for this purpose. 

Because of communication delays, the earliest start time STmin for  may be after the time at 

which another processor becomes available. This could mean either: 1) t  may be able to start 

earlier then ST

t̂

ˆ

min on the soon-to-be-available processor, or 2) consideration of the successors of 

the soon-to-be-finished task may yield an earliest time which is before STmin. In order to reduce 

the greediness of the algorithm, it is preferable to delay the scheduling decision so that these 

possibilities can be considered. In order to accomplish this, two clocks are used to track the 

scheduling process: the current moment CM, and the next moment NM. NM is the earliest time 

after CM at which a currently busy processor becomes free. At each scheduling step, STmin is 

first determined. If it is after NM then the decision is delayed – no task is assigned and the 
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clock is advanced to NM. If, on the other hand, STmin is before (or in fact equal to) NM then 

there is no way that this time can be improved upon and so the assignment is performed. 

 

ETFHeuristic() 

begin 

Initialise the set of available tasks (A) to contain those which 
have no predecessors 

Initialise the set of free processors (I) to contain all processors 

Set CM = 0 and NM = � 

while (some tasks remain unassigned) do 

while (sets I and A are not empty) do 

Find task T�A and P�I s.t. MRT(T,P) is minimised 

est = max(CM,MRT(T,P)); 

if (est � NM) 

Assign T to P at time est 

Remove T from the set of ready tasks A and P from the set of 
available processors I 

if (FT(T) � NM) 

NM = FT(T); 

else 

break; /* from the inner while loop */ 

endif 

endif 

done 

Proceed with CM = NM and find new NM (time of next task 
completion) 

for each T, P s.t. FT(T,P) == NM 

Add P to the set I 

Examine the successors of T and add any that are ready to the 
set A 

done 

done 

end; /* of ETF heuristic */ 

 

To increase the algorithm’s speed, a task’s message ready times on all processors can be 

calculated and stored when the task is added to the set A. This optimisation saves repeated 

calculation, but is only valid in situations where communication cost does not vary with time or 

the current state of the schedule. This is true when the communication model ignores 

contention delays, as was the case with the algorithm as it appeared in [73]. If this heuristic is 
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used in conjunction with a more complex communication model the longer run time must be 

suffered for the sake of accurate determination of communication costs. 

The time complexity of the ETF algorithm is O(pn2) [73], since at each scheduling step (of 

which there are n) the start time of each ready task must be found on each processor (of which 

there are p) so that the earliest may be chosen. At any given time there are O(n) ready tasks, 

implying that the overall complexity is O(pn2). 

3.4 Bubble Scheduling and Allocation (BSA) 

The BSA algorithm [89, 90] is an incremental heuristic which works through migration of tasks 

from processor to processor. Initially all tasks are allocated to a single processor (in networks 

without full connectivity the “most connected” processor is chosen), and ordered according to 

the CPN-Dominant sequence discussed below. At each step tasks on a particular processor, 

referred to as the pivot processor, are considered for migration to the neighbouring processors 

provided their start times are reduced. The initial pivot processor is obviously that which was 

originally assigned all the tasks. One of its neighbours is subsequently chosen, and so on until 

all processors have been examined 

To identify important tasks, those whose timely scheduling leads to a reduction in the overall 

schedule length, the CPN-Dominant sequence is used. The formulation of the CPN-Dominant 

sequence classifies nodes in the task graph as critical path nodes (CPNs), in-branch nodes 

(IBNs) and out-branch nodes (OBNs). The critical path (CP) of a task graph is a familiar 

concept and needs no explanation, except to clarify that in this case path lengths include both 

node sizes and edge weights. CPNs are obviously the nodes on the critical path, and need to be 

scheduled as early as possible since their finish times determine the overall schedule length. 

However, due to precedence constraints no task can be considered for scheduling until all its 

parents have been assigned. These parent tasks are called in-branch nodes, more formally 

defined as nodes which are not CPNs and from which there is a path reaching a CPN. Out-

branch nodes are all remaining nodes in the task graph. The relative importance of the three 

different types is CPNs, IBNs and then OBNs in descending order. The importance of CPNs is 

already well established. IBNs are also important because their scheduling determines the start 

times of the CPNs. The OBNs are of less importance since they generally have little effect on 

the overall schedule length. Based on this prioritisation, the CPN-Dominant Sequence can be 

determined by the procedure BuildCPNDS(). 
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BuildCPNDS() 

begin 

Set the entry CPN as the first node in the sequence 

Set nx to be the next node in the critical path 

repeat 

if (all elements of PRED(nx) are in the sequence) 

Append nx to the end of the sequence 

else 

Find ny, the parent of nx which is not in the sequence and has 
the largest co-level. Ties are broken by choosing the parent 
with minimum level. 

if (all elements of PRED(ny) are in the sequence) 

Append ny to the sequence 

else 

Recursively add all ancestors of ny to the sequence, 
considering nodes with larger communication first 

endif 

Append nx to the sequence 

endif 

until all CPNs are in the sequence 

Append all OBNs (all remaining nodes) to the sequence in order of 
decreasing co-level 

end; /* BuildCPNDS */ 

 

The CPN-Dominant Sequence preserves precedence constraints while scheduling important 

tasks as early as possible and giving little priority to OBNs. The initial assignment of tasks to 

the first pivot processor occurs in the order given by the sequence. 

At each step the pivot processor’s tasks are considered for migration to adjacent processors so 

as to improve the schedule length. Candidates for migration are those tasks whose message 

ready time is earlier than their current start time. A task will be migrated if it can be scheduled 

at an earlier time slot on an adjacent processor. The start time of the candidate task on a 

candidate processor is found by calculating its message ready time and then finding a large 

enough idle slot after this time in the processor’s Gantt chart. The processor which allows the 

greatest reduction in the task’s start time is then chosen as the target for migration. If no 

reduction is possible then there is no migration, except in the special case where the task’s start 

time on the pivot processor is the same as on the processor to which its Very Important Parent 

or VIP is scheduled, in which case the task is migrated in the interests of reducing 

communication volume. The VIP of a task is the immediate predecessor with the latest DAT at 
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the processor to which it is assigned (or being considered for assignment). It is the same as the 

Latest Immediate Predecessor (LIP) used previously in discussion of the DSH algorithm. 

Unlike the previous heuristics which ignore link contention delay or use estimates of its effects 

in the calculation of communication costs, the BSA algorithm allows complete communication 

schedules to be used so as to guarantee contention free mapping of messages to links. This 

corresponds to the CSM communication model discussed in Section 2.1.5. Use of the CSM 

model without requiring an additional scheduling pass is possible in this algorithm since the 

processor allocations of all tasks is known at all times during scheduling. This means that 

source and destination processors (as well as injection times) are known for all required 

messages. It only remains to find the best routing for them. 

BSAHeuristic() 

begin 

pivot = the processor with the highest degree 

Build proc_list, a list of processors in breadth-first order from 
the pivot processor 

BuildCPNDS(); /* Determine the CPN-Dominant sequence */ 

Add all tasks to the pivot in order of this sequence 

while (proc_list not empty) do 

pivot = first element of proc_list 

for each task t on pivot 

VIP = predecessor of t with latest DAT 

if ((ST(t,pivot) > MRT(t,pivot)) or (PROC(VIP) � pivot)) 

Calculate ST(t,P) on each processor P adjacent to pivot 

if (there exists a P s.t. ST(t,P) < ST(t,pivot) and is 
minimised) 

CT = ST(t,pivot); 

Migrate t from pivot to P 

CompactTaskSchedule(CT); /* Update start/finish times of 
tasks so as to remove “gaps” */ 

else if (ST(t,PROC(VIP)) == ST(t,pivot)) 

CT = ST(t,pivot); 

Migrate t from pivot to PROC(VIP) 

CompactTaskSchedule(CT); 

endif 

endif 

done 

done 

end; /* BSA algorithm */ 
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The migration of a task between processors involves more than just removing it from the Gantt 

chart of one processor and inserting it into another. Messages from the migrated task to its 

successors will have altered arrival times, meaning that task starting times may either be invalid 

(if they are before the corresponding DAT) or be able to be improved (if they are after it). 

Either way, the effects can propagate through the schedule, requiring each task to be examined 

and updated. This is handled by the CompactTaskSchedule() function. 

Stepping chronologically through the schedule, each task is examined to see if it is preceded by 

an idle slot, in which case its start time could be improved, subject to the normal precedence 

constraints. Obviously if a task’s DAT has changed (due to the migration of a predecessor) such 

that its start time is no longer valid then this must be corrected. This change must be passed on 

to the task’s successors as well as to the task immediately following it on the same processor. A 

chronological ordering is used since it encapsulates the precedence constraints of the task graph 

(otherwise the schedule prior to migration would have been invalid), with the addition of quasi-

edges describing the relationship between successive tasks on each processor. In an effort to 

reduce the run-time of the algorithm only part of the schedule is examined or traversed. Tasks 

scheduled to start prior to the start time of the migrating task on the pivot processor prior to its 

migration (the variable CT in the algorithm below) are unaffected and so do not require 

consideration. 

During compaction, schedule elements (in the SDM case these are just tasks, but in the CSM 

case, as in the original specification of the algorithm [92], message times will need to be 

modified too) are divided into two groups, marked respectively as valid and invalid, depending 

on whether their start and finish times are accurate or still require adjustment. A task can only 

have its times adjusted, and so move from the invalid to the valid group, if all elements 

preceding it in the task graph partial order are already members of the valid group. 
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CompactTaskSchedule(CT) 

input: 

CT: time in the schedule from which compaction is required (elements 
before this time are unaffected by the migration) 

begin 

for i = 1 .. m 

gindex[i] = index of first task t in gantt[i] with ST(t)	CT, -1 if 
no such task found 

if (gindex[i]>1) 

proc_ready[i] = FT(gantt[i][gindex[i]-1]); 

else 

proc_ready[i] = 0; 

endif 

Mark tasks before gindex[i] as valid, all others as invalid 

done 

for all invalid tasks t 

set DAT(t,t’) = �, MRT(t’) = � for all t’�SUCC(t) 

done 

while (all tasks not valid) 

Find earliest startable invalid task t (ie MRT(t) ), 
considering for proc p

� �

i only the task gantt[i][gindex[i]] 

Adjust ST(t) and FT(t) 

Mark t as valid 

proc_ready[PROC(t)] = FT(t); 

Increment gindex[PROC(t)], set it to –1 if t is the last task in 
its gantt list 

for all tasks t’�SUCC(t) 

if ((PROC(t)==PROC(t’)) or (Ct,t’==0)) 

DAT(t,t’) = FT(t); 

Update MRT(t’) 

endif 

done 

done 

end; /* CompactTaskSchedule() */ 

 

The complexity of the BSA algorithm is O(p2en). The initialisation phase involves building the 

CPN dominant sequence and the processor list. These have complexities of O(v2) and O(p2) 

respectively. The execution time of the initialisation phase is, however, overshadowed by the 

main loop. Within this loop, each of the nodes on the pivot processor, of which there are O(n), 

are considered for migration to O(p) neighbouring processors. Determination of a task’s start 

 59



time takes O(e), as does updating start times of successors in the event of its migration. The 

while loop is repeated for each of the p processors, hence the overall complexity is O(p2en). 

Following its initial proposal, the BSA algorithm was extended to handle a target architecture 

of heterogeneous processors [92, 95]. A parallel implementation (PBSA) has also been 

proposed [3, 5]. 

At this point in the study, a simple modification has been made to the BSA algorithm allowing 

it to be used with the SDM model. This is so that direct comparison with the other heuristics 

can be made. In Chapter 6, all the heuristics are extended to incorporate communication 

scheduling into a single pass framework. At that point the full BSA algorithm with CSM 

communication model will be presented. 

3.5 Clustering Heuristics 

The clustering approach to task scheduling is a multi-stage approach. In the first stage, tasks are 

grouped into clusters, sets of tasks which will execute on the same processor in the final 

schedule. These clusters could then be mapped one-to-one onto an unbounded number of fully 

connected processors to give a virtual schedule. However this is rarely the case, and so a second 

stage must be added to merge clusters and map them onto physical processors, ordering the 

tasks on the processors and determining their start and finish times. This is the method 

proposed by Sarkar [138], in which the clustering step is referred to as the “internalisation 

prepass”. 

In the absence of a “schedule length” by which to measure the performance of the clustering 

algorithms, a cost function must be defined. The most common, and meaningful, of cost 

functions is the parallel time (PT), the schedule length when the clusters are mapped to a 

completely connected set of processors whose number is unlimited, the so-called clique 

architecture. In this case, and for a general task graph, the clustering problem has been shown 

to be NP-hard in the strong sense [126, 138]. 

This section first introduces some terminology and discusses the basic concepts, and then 

examines two of the more well-known clustering heuristics, before finally looking at the 

method by which they are used to produce task schedules. 
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3.5.1 Preliminaries 

If the clusters partition the set of tasks, ie they are pair-wise disjoint, then they are said to be 

without duplication. Conversely, if a task is mapped to more than one cluster then the clustering 

is said to be with duplication. The algorithms which are considered in this work do not allow 

task duplication, however there are others which do [4, 25, 148]. As with the list scheduling 

heuristics, the improved performance of the task duplication algorithms comes at the cost of 

increase algorithm complexity. 

A cluster that contains just one task is referred to as a unit cluster. Most clustering algorithms 

start out with each task in a unit cluster and then proceed by a series of refinement steps 

involving merging of clusters. At each step, clusters for merging must be chosen carefully so 

that the final clustering satisfies, or comes close to satisfying, the minimisation of the cost 

function. The merging of two clusters causes edges between tasks in these clusters to be zeroed, 

since the tasks at either end of the edge are assigned to the same virtual processor. An important 

subclass of clustering algorithms is based on edge-zeroing – choosing an inter-cluster edge at 

each refinement step and then merging the clusters which it connects (and consequently zeroing 

all other edges between these clusters). These algorithms derive from the observation that the 

parallel time cannot be improved by merging clusters between which there exist no non-zero 

edges. In fact, such a merging could actually increase the parallel time as a result of the 

sequentialisation of independent tasks, ie the reduction in the parallelism present in the task 

graph. 

Clusterings can be classified as linear, where independent tasks (ie there are no dependence 

paths between them) are not assigned to the same cluster, or non-linear. Some algorithms 

produce only linear clusterings, while others allow for non-linear clusters. Linear clustering 

algorithms use the fact that a merging of two linear clusters which results in a linear cluster will 

not increase the parallel time [64]. 

To determine the parallel time of a given clustering, a task ordering for each processor must be 

found. For algorithms satisfying the linearity constraint, ie only producing linear clusters, the 

dependencies between the tasks give the only possible ordering. In the case of non-linear 

algorithms this problem is also NP-complete [138] and so heuristic algorithms must be used to 

build an ordering, increasing the overall complexity of the clustering algorithm. 

A task graph which has been clustered but which has no execution order defined as yet is called 

a clustered graph. Edge zeroing means that communication edges between tasks in the same 
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cluster are assigned zero weight. An ordering of tasks within clusters can be imposed on a 

clustered graph by the addition of quasi edges, but this is obviously only required in non-linear 

clusterings. An equivalent representation is a scheduled graph, where edges between clusters 

are unchanged from the original DAG but where edges within clusters give the task ordering. 

This means that each task in a scheduled graph can have at most one in-bound and one out-

bound intra-cluster edge, which is of zero weight and gives the task’s relationship with those 

before and after it in the execution order. The difference is demonstrated in Figure 3.1. 

 

(a) The task graph (b) The clustered DAG 

 
(c) The scheduled DAG (d) The Gantt chart
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Figure 3.1 An example demonstrating the process of clustering 
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The critical path of a clustered graph is the longest path in that graph, including both node 

(task) and non-zero inter-cluster edge (communication) weights in the path length. Since cluster 

merging modifies the edges weighting of the graph this is not a static and unchanging path, as 

with the critical path of an unclustered task graph, but can change from step to step of the 

cluster refinement process. The critical path of the scheduled graph is called the dominant 

sequence (DS) to avoid confusion, since in the case of non-linear clusterings it is not 

necessarily the same thing. Note that just as there may be more than one CP with the same 

length, the dominant sequence is not necessarily unique. The length of the dominant sequence 

corresponds to the parallel time (PT) of the clustering. 

In [63] Yang and Gerasoulis made an extensive comparison of clustering heuristics but only 

compared results on the basis of the parallel time of the clusterings. In this work the same four 

algorithms are used, however their usefulness is measured by how well they are scheduled to 

actual architectures with bounded number of processors, ie how well they work in conjunction 

with the cluster mapping algorithms discussed below. 

3.5.2 Sarkar’s EZ Clustering Algorithm 

In implementing a combined partitioner-cum-scheduler for the intermediate dataflow language 

IF1 [159], Sarkar’s original approach [140] was to maintain a table representing the decrease in 

the critical path length of the partition by merging any pair of clusters. The algorithm proceeded 

by merging the “best” pair of clusters, ie those which result in the greatest reduction in the 

critical path until no further increase was possible. 

The heuristic was later refined [138]. In this version of the heuristic, the initial fine grain 

partition (fine enough to expose sufficient parallelism but not too fine so that the runtime of the 

algorithm is intractable) is iteratively merged until the coarsest possible partition (containing 

only a single node) is reached. Of all the intermediate partitions created in this process, the one 

with the smallest cost function is then selected. The merger choice is to “first select the task 

with the largest overhead and then merge it with the task which gives the smallest increase in 

the critical path term” [138]. The overhead and critical path terms referred to are normalised 

estimates expressing the trade-off between parallelism and overhead, and are used in the 

calculation of the partition cost function, which in this case is defined by an equation involving 

average or estimated costs. The goal is the minimisation of the communication volume under 

the constraint that the parallel time cannot increase. 
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This algorithm is referred to in the literature [91, 133] as the EZ (for Edge-Zeroing) algorithm. 

EZClustering() 

begin 

Sort all edges in descending order of size, store in the list EL 

Calculate PT 

while (EL not empty) do 

e = dehead(EL); 

Calculate PT’ (new parallel time if edge e is zeroed) 

if (PT’  PT)  �

Zero edge e 

Sort tasks in new cluster in descending order of b-level  

PT = PT’; 

endif 

done 

end; /* EZ clustering algorithm */ 

 

This version of the algorithm is non-backtracking and is of simpler computational complexity 

than the original, specifically O(e(e + n)). 

3.5.3 Dominant Sequence Clustering (DSC) 

Gerasoulis and Yang explored the characteristics of linear clustering algorithms [64] and 

proposed the DSC heuristic [62, 177, 181] in an effort to exploit them. They proposed two 

versions of the algorithm: DSC-I, an initial simple version which sacrificed optimality for 

reduced algorithmic complexity, and DSC-F, which was shown to be optimal for both fork and 

join DAGs but at the cost of increased runtime. 

The goal of the DSC algorithm is the reduction in the length of the dominant sequence at each 

step in the refinement process by iteratively zeroing its edges. The algorithm also allows for the 

zeroing of non-DS edges, and not just when all edges in the DS have been examined. 

Initially all edges are unexamined. After an edge has been considered for zeroing it is marked 

as examined and its head node is scheduled. A node is free if it is unscheduled but all of its 

predecessors are scheduled, and partially free if at least one but not all predecessors is 

unscheduled. The set of nodes can be sub-divided into two sets, those that have been scheduled 

(SG) and those that haven’t (USG). Initially SG contains those nodes which have no 
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predecessors and USG contains all others. At each step an edge is considered for zeroing and 

hence a node is deleted from USG and added to SG. 

The importance of the DS edges determines the order in which free nodes (the candidates for 

merging at each step) are examined. A DS node can be identified by the sum of its t-level and b-

level being the maximum across all nodes (and equal to the length of the DS). To give 

preference to the DS nodes the priority of each task is defined as the sum of its b- and t-levels, 

which can change during scheduling as a result of clusters merging. An advantage of the 

topological traversal of the graph is that these levels do not need to be recalculated for all tasks 

at each step. An incremental method which reuses previous information can be utilised to 

reduce the complexity of the algorithm. 

By defining the priority of a node as the sum of its t- and b-levels, DS nodes will have 

maximum priority, as desired by DSC. When two nodes of equal priority are considered, the tie 

is broken in favour of the task with the greatest number of successors. By selecting the 

unscheduled free task with maximum priority for examination, the algorithm considers DS 

nodes if any are free, otherwise a subDS node, one which is not on a DS path, is examined. 

At each step the highest priority free node nf is examined. In DSC-I a single edge between this 

task and one of its predecessors is zeroed. The edge is chosen from among the alternatives so as 

to yield greatest increase in the t-level of nf. If no increase is possible then the node remains in a 

unit cluster. While this has been shown to be optimal for fork DAGs [181], performance results 

for join DAGs showed that zeroing a single incoming edge is insufficient to attain optimality. 

Instead, multiple incoming edges must be zeroed. Chretienne [29] and Al-Mouhamed [14] have 

both proposed algorithms for multiple edge zeroing, but DSC-F uses an alternative [64] which 

is optimal for join DAGs yet of low computational complexity. The basic idea is to sort the 

predecessors pi of the selected task nf in a list by decreasing tlevel(nf, pi) (the t-level of nf 

calculated by considering only the incoming path through pi) and zero edges from the front of 

this list so long as the parallel time reduces. Again, if no reduction is possible the task remains 

in a unit cluster. 

An additional modification to the DSC-I algorithm present in the final version of the algorithm 

is the Dominant Sequence Length Reduction Warranty (DSRW) which addresses a problem with 

the topological traversal order. The problem is that non-DS free nodes will be considered 

preferentially to partially free DS nodes, and may result in edge zeroings which could possibly 

reduce improvement in the t-level of the DS node when it eventually becomes free and is itself 

considered.  

 65



Implementation of the DSRW constraint uses lists of free (FL) and partially free (PFL) nodes 

sorted by priority. Since the t-level of a node is only calculated when it becomes free, it is 

impossible to calculate the priority of partially free nodes using the previous definition. To 

remedy this a partial priority and a partial t-level is defined: 

  (3.2) 
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( ) max
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The partial t-level (pt-level) is calculated using only the t-levels of the task’s scheduled 

immediate predecessors. Implementation of the DSRW constraint is by detection of the 

reducibility of the pt-level of node npf through tentatively zeroing its incoming edges (npred,npf), 

where npred is in the scheduled graph SG. The constraint is then enforced by locking the cluster 

containing node npred so that it cannot be merged until npf becomes free and the lock is released. 

In the pseudo-code below a list is maintained for each cluster containing reducible partially free 

tasks which lock the cluster, preventing it from being merged. When a partially free task 

becomes free all these lists are checked and the task removed from them. 

Following a step in which clusters are merged, tasks in the resultant cluster must be ordered 

since the algorithm is non-linear. For DSC-I where a single task is added to an existing cluster a 

quasi edge is added from the last task in the cluster to the newly added task, thus defining an 

order. For DSC-F more than a single edge is zeroed at each step. Instead, the clusters of 

multiple predecessors, which can each contain more than just a single task, are merged with the 

unit cluster containing the free task nf. Tasks are then ordered by t-level.  

Despite the non-linearity of the algorithm, the constraint that edges are only zeroed if the 

priority of the free task is reduced results in the parallel time PT being non-increasing. The 

DSRW constraint means that at any point in the scheduling if zeroing an incoming edge of a 

partially free node npf from a scheduled predecessor would reduce PT by an amount � then at a 

later stage when the task npf becomes free PT can be reduced by at least � [176]. 
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The final version of the algorithm, DSC-F, is given by: 

DominantSequenceClustering() 

begin 

Initialise sets SG = {ti�T: PRED(ti)=�} 
and USG = T-SG 

Assign each task in T to a unit cluster 

For each cluster C initialise list locked[C] to be empty. 

Compute blevel for every node 

for each entry node tentry  

Assign tlevel(tentry) = 0 

Add tentry to the free list FL 

done 

Initialise partially free list PFL to be empty 

while (USG � �) 

nf = dehead(FL) 

npf = head(PFL) 

if (npf does not exist or PRIO(nf)�pPRIO(npf)) 

ZeroEdges(nf, FALSE); 

else 

Test reducibility of pPRIO(npf) by tentatively zeroing incoming 
edges. For edge (predi, npf) if pPRIO(npf) is reduced by the 
zeroing then add npf to list locked[CLUST(predi)] 

ZeroEdges(nf, TRUE); 

endif 

Order tasks in the new cluster by increasing tlevel 

Update the priorities of all successors of nf 

Update the FL and PFL lists 

For all tasks nj which become free, remove all locks they may hold 
on other clusters. 

USG = USG – { nf }; 

SG = SG + { nf }; 

done 

end; /* DSC algorithm */ 
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ZeroEdges(nf,flag) 

input: 

nf: free node to be examined for edge zeroing 

flag: boolean flag indicating mergings are subject to DSRW 

begin 

Sort j predecessors of nf by decreasing tlevel + exectime + comm 
s.t. list pred1, pred2, … predj has  

Find h (2 h m) s.t. � t:2 t h, element t of this list is either 
in the same cluster as element 1, or does not have any successors 
other than nf 

� � � �

Find k (1 k h) s.t.  � �
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k f

k f

for (i = 1 .. k) do 

if (flag is FALSE or CLUST(predi) not locked) 

Zero edges (pi,nf) if tlevel(nf) is reduced 

endif 

done 

end; /* ZeroEdges */ 

 

The time complexity of DSC is O((n+e) log n) [176]. 

3.5.4 Merging and Scheduling Clusters 

The second stage in creating schedules using the clustering method is mapping the clusters to 

physical processors and assigning start times to the tasks in such a way that the schedule length 

is minimised, yet dependency constraints are satisfied. If the number of clusters is greater than 

the number of processors then cluster merging will be required to reduce this number. The 

method used in this work, proposed by Yang and Gerasoulis [179] and used as part of the 

PYRROS tool mentioned in Section 2.4, uses a multi-step approach. The three steps which 

make up the PYRROS method of scheduling u clusters on m processors are: 

1. If u > m then merge the u clusters into m virtual processors to balance the load. 

2. Map the m virtual processors onto the m physical processors. 

3. Order the tasks on each processor. 
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Cluster merging is accomplished using a work profiling method [59] so as to balance the load 

amongst the processors. The execution times of all tasks in a cluster are summed to give the 

arithmetic load of the cluster. The average load is then found by summing the loads of all 

clusters and dividing by m, the number of processors available. All clusters with a load greater 

than the average are each assigned to a virtual processor. The remaining clusters can then be 

assigned to the remaining virtual processors using either wrap [176] or reflection [58] mapping 

– in this work, as in Yang’s PhD thesis, the wrap mapping is used. This method, given more 

formally below, differs from classical load balancing in that only clusters with below average 

loads are merged. Larger clusters are assigned to separate processors, giving a better balance. 

MergeClusters(C,VP) 

input: 

C: the u clusters 

output: 

VP: the m virtual processors 

begin 

Determine the load LM of each cluster 

Determine the average load A = 
1

( )u

j
LM j

p
�

�
 

Assign clusters with ( )LM j A�  to their own VP 

Sort the remaining r clusters in increasing order of load, and 
number them 1 .. r 

Assign VP for cluster j (1 ) using j r� �

  ( ) ( 1) modVP j j q� �

where there are q remaining VP’s, numbered as 0 .. q-1 

end; /* MergeClusters */ 

 

Following the cluster merging step, the m virtual processors must be mapped to the m physical 

processors. The aim of this step is to reduce the total cost of communication by locating virtual 

processors between which there is a large amount of communication nearby in the network 

topology. Using Vi to denote virtual processor i then P(Vi) is the physical processor to which it 

is mapped. Let TC(Vi, Vj) be the total communication between virtual processors i and j, ie the 

sum of weights of all edges between tasks assigned to them. The idea is to find a mapping P 

which minimises the following cost function: 
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This problem is similar to the graph isomorphism problem, and is very difficult to solve 

optimally [22]. The method used by PYRROS is the heuristic of Bokhari [23] which uses 

adjacency matrices to describe the interconnections in both the task graph and the network 

topology. The quality of the mapping of one onto the other is determined by the number of task 

graph edges that coincide with network edges, and is termed the cardinality of the mapping. 

The heuristic proceeds through sequences of pair-wise interchanges which monotonically 

increase the cardinality, alternating with probabilistic jumps which are designed to avoid local 

maxima in an effort to find the globally maximal cardinality. 

As defined by Bokhari, the cardinality of the mapping does not take into account the different 

levels of communication between the pairs of virtual processors, only that there does or does 

not exist some communication. Furthermore, it ignores the increased effect of multi-hop routes 

where communicating virtual processors are not assigned to adjacent processors. However, 

these can accounted for by a simple modification of the calculation used to determine the 

cardinality of the mapping, to make it more closely resemble F(P) given in Equation (3.3). 

When the target architecture is fully connected, as is the case in this study, the mapping of 

virtual to physical processors is trivial. 

Once the physical mapping has been determined, it remains to order the tasks on each processor 

and determine their start times such that the schedule length is minimised. This also is an NP-

complete problem [69]. PYRROS uses a modification of the classical processor-driven critical 

path list scheduling algorithm, called the ready critical path (RCP) algorithm [180]. The major 

difference is that RCP uses a list of ready tasks for each processor, instead of a single list of 

free tasks, from which to choose the next task for assignment. A free task is one whose 

predecessors have completed, a ready task is one whose predecessor communications have 

arrived at the processor to which the task is assigned. Since all task allocations are known, 

communications can be sent as soon as the source task completes, ie even before the destination 

task has been assigned. 

A further advantage of knowing task allocations is that communication costs can be accurately 

determined a priori, and so included in the calculation of task priorities with greater confidence. 

PYRROS uses the CP level, including both computation and inter-processor communication 

(weighted by the number of hops on the route between the processors) in the calculation, to sort 
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the ready task list. Yang [176] showed the optimality of the RCP heuristic for fork and join 

DAGs, and presented results demonstrating its superior performance over traditional CP 

heuristics for randomly generated task graphs. 

The complexity of the cluster merging step is O(n log n). The mapping of virtual to physical 

processors has complexity O(p3), although for a fully connected topology this step is trivial and 

will have O(1) complexity. The RCP algorithm used in the final step, namely task ordering, has 

the same complexity as the standard list scheduling heuristic O(n2) [94] or O(nlogn + (e+n)p) 

[134], depending on the data structure used to maintain the ready task lists. 

3.6 Bounds on Time for Optimal Schedules 

As has been mentioned, the task scheduling problem is NP-complete, meaning that 

determination of optimal schedules for all but the smallest of task graphs is computationally 

intractable. How then to determine the quality of an individual schedule and hence the 

algorithm that produced it? One option is to compare against a number of established 

algorithms. Comparable, or hopefully superior, performance can be used to demonstrate the 

goodness of the algorithm. An alternative is to compare the schedule length against lower 

and/or upper bounds on the length of the optimal schedule. Such bounds are far more easily 

found than the actual optimal schedule length. In the absence of the optimal schedule, a bound 

on its schedule length can serve as an estimate, provided it has been demonstrated to be 

sufficiently tight. 

Research in this area has focussed on answering two major questions. Firstly, given an 

unbounded number of processors what is the minimum schedule length and the minimum 

number of processors required to achieve it? Secondly, when a specific number of processors is 

available what is the minimum schedule length that can be attained? It is the lower bound on 

both processors and time that is of the most interest, since achievement of the bound by some 

schedule identifies it as optimal. However, some research has also looked at formulations for 

the upper bound, useful in determining the worst case behaviour [75, 115]. 

When communication costs are zero and the number of processors is unbounded, the length of 

the critical path is the optimal schedule length. It only remains to find the minimum number of 

processors required to attain it. A loose lower bound for this is given by 
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t
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which is sum of the execution time of all nodes in the graph divided by the length of the critical 

path. This is generally attributed to Chen and Epley [26] but was first defined by McNaughton 

[112]. It assumes 100% utilisation of all processors, unattainable in all but the most trivially 

parallel cases. Tighter lower bounds were developed by Hu [72], Ramamoorthy et al [135], 

Kraska [85], and Fernandez and Bussell [48]. Upper bounds have been given by Fulkerson [53], 

Ramamoorthy et al [135], and Fernandez and Bussell [48]. 

In addition to formulating lower and upper bounds on the number of processors required for 

minimum length schedules, Fernandez and Bussell developed a lower bound on schedule length 

when a fixed number of processors is available. This bound was used be Adam et al for 

evaluation of several list scheduling priority methods using a large number of task graphs [1]. 

Deviation from the bound was used as the primary performance indicator. 

Early work assumed zero communication times, so had restricted applicability once the 

scheduling model evolved to include consideration of these overheads. Most significantly, 

when communication is considered the minimum schedule length is no longer the length of the 

critical path. Bounds on the minimum schedule length for the case of non-zero communication 

have been found by Papadimitriou and Yannakakis [126], and Jung et al [76], however equal 

task execution times and constant communication delays are assumed in their model.  

An algorithm based on the ETF [73] scheduling heuristic was proposed by Al-Mouhamed [14] 

for the case where arbitrary task and communication sizes are allowed. This algorithm can be 

used to find lower bounds on the minimum completion time for an unbounded number of 

processors, the minimum number of processors to achieve this minimum completion time, as 

well as the minimum time for a fixed number of processors. It uses the earliest start and 

completion times of a task, defined recursively in terms of the start and completion times of its 

predecessors, to formulate a lower bound on the overall schedule length (the earliest completion 

time of the exit task). Using 360 small graphs to evaluate the tightness of the bound, a deviation 

of 5% from optimum was shown in 96% of cases, with an average deviation of 2.6%. Al-

Mouhamed’s bound is used in the next section as an estimate of optimal schedule length for 

evaluation of the first pass scheduling heuristics. 
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3.7 Experimental Results 

The “experimental” component of this work takes the form of scheduling a large number of 

randomly generated task graphs of varying size and degree of communication. The algorithms 

used were chosen as representative of the wide range of those available. These were discussed 

in considerable detail in Sections 3.1 to 3.5. They are: 

�� LSH: The basic graph-driven list scheduling heuristic 

�� ISH: Kruatrachue’s insertion scheduling heuristic (the ISH2 variant) 

�� DSH: Kruatrachue’s duplication scheduling heuristic (the DSH2 variant) 

�� modDSH: The variant of DSH proposed by the author 

�� PDLSH: The processor-driven version of LSH 

�� ETF: Hwang’s list scheduling heuristic which schedules the earliest task first 

�� BSA: The bubble scheduling and allocation heuristic 

�� EZ: Sarkar’s edge-zeroing clustering heuristic 

�� DSC: Yang and Gerasoulis’ dominant sequence clustering heuristic (the final version) 

Schedules are produced for target architectures of up to 20 processors, a limit chosen for two 

reasons. Firstly, the problems in which this study is primarily interested are those with a high 

level of communication, and hence a highly connected task graph with somewhat limited 

parallelism. As will be seen, the limits of this parallelism are generally attained with less than 

20 processors. Secondly, the computational complexity of the algorithms proposed in 

subsequent chapters is dependent on the number of communication links in the inter-processor 

connection network, which increases with the square of the number of processors. 

Consequently computation times can become large as the size of the target architecture is 

increased. 

An individual experiment is the act of scheduling a single task graph using a specific algorithm 

for a specific number of processors. The result of primary importance is the length of the 

schedule produced in the experiment. Schedule lengths are then averaged over a group of 

experiments to produce an average speedup (by taking the ratio with the average schedule 

length on a single processor). The group used for averaging is often the set of all experiments, 

but can be a sub-set of this, defined by a common value (or range of values) for one of the task 

graph metrics. For instance, in Section 3.7.4 average speedup curves are compared for four 
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groups of experiments, corresponding to four different values for the degree of the input task 

graph. Similar results are also presented for groupings defined by C/P ratio and CCR, in an 

effort to identify the task graph parameter which most strongly determines the ability of the 

scheduling heuristics to produce “good” schedules. 

Before looking at any results, consideration must first be given to the way in which they were 

generated. In the next section the algorithm used to randomly generate the input task graphs is 

presented. Summaries of the pertinent characteristics of these graphs (granularity, parallelism, 

etc) are also given. Section 3.7.2 briefly introduces the reSCHED scheduling tool and details its 

use in the production of the scheduling results presented in Sections 3.7.3 and 3.7.4. 

3.7.1 Input Task Graphs 

Throughout this work the various scheduling and rescheduling algorithms are compared by 

application to a set of randomly generated irregular task graphs. It is worth examining the 

method by which each of these graphs is generated, as this can have a bearing on their structure 

and hence their usefulness for comparative purposes. 

This procedure takes as input a number of parameters: 

�� The number of tasks, n. 

In this study, graph sizes of 50, 100 and 200 nodes have been used. 

�� The task graph degree, d. 

This determines the number of arcs connecting the task graph nodes (by multiplication of 

d and n). Values of 0.1, 1, 5 and 10 have been used here. 

�� The maximum task size, ETmax. 

Task execution times are taken from the uniform random distribution [0, ETmax]. The 

actual value used for this is unimportant, since it is only the ratio of communication and 

task sizes which has any bearing. The value used was 10. 

�� The C/P ratio, CP. 

This was defined in Section 2.1.2 as the ratio of average weights on the arcs and nodes of 

the graph. This is roughly satisfied by randomly generating arc weights in the range [0, 

CP�ETmax]. To ensure the exact ratio is achieved, the total communication volume 

(totalcomm in the pseudo-code) is calculated once all task sizes are known. As each arc 

is added to the graph, its size, which is randomly determined from the uniform 
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distribution, is subtracted from totalcomm. Problems arise when the total allowed 

communication is depleted before all arcs have been created, and conversely when all 

arcs have been added but the required communication has not been achieved. In these 

instances, the weight on a randomly selected arc is adjusted up or down (as required) by 

a randomly chosen amount. This continues until totalcomm is zero and the required 

communication ratio is attained. C/P ratios of 1 and 10 are used in this work, reflecting 

our interest in the more communication-intensive task graphs. 

 

RandomGraph(n,d,CP,ETmax,G) 

input: 

n: the number of tasks 

d: the desired task graph degree 

CP: the desired C/P ratio 

ETmax: the maximum task size 

output: 

G: the resultant graph 

begin 

Create n tasks numbered 1 to n and add them to G 

totalexec = 0;  

for (i = 1 .. k) do 

SIZE(ti) = Random(0,ETmax); 

totalexec = totalexec + SIZE(ti); 

done 

narcs = n � d; 

totalcomm = totalexec � d � CP; 

for (i = 1 .. arcs) do 

Randomly choose tasks tsrc and tdest, s.t. tsrc < tdest 

comm = Random(0,CP�ETmax); 

totalcomm = totalcomm – comm; 

Create an arc between tasks tsrc and tdest with size comm and add it 
to G 

done 

while (totalcomm > 0) do 

Randomly choose an existing arc, a 

comm = Random(0,CP�ETmax); 

comm = min(comm,totalcomm); 

SIZE(a) = SIZE(a) + comm; 

totalcomm = totalcomm – comm; 

done 
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while (totalcomm < 0) do 

Randomly choose an existing arc, a 

comm = Random(0,CP�ETmax); 

comm = min(SIZE(a),comm,totalcomm); 

SIZE(a) = SIZE(a) - comm; 

totalcomm = totalcomm + comm; 

done 

Calculate task graph parameters: granularity, parallelism, critical 
path, etc. 

end; /* RandomGraph */ 

 

In the reSCHED package which was used to generate experimental results throughout this 

work, task and arc sizes are stored as double precision floating point quantities. While this 

initially created some problems with truncation of values leading to erroneous comparisons – 

for example calculation of (x+y–y) no longer necessarily equals x but can only be guaranteed to 

be very close – floating point numbers were nevertheless chosen over the traditional integers to 

represent times more realistically.  

The Random() function takes a range as its input parameters and returns a floating point value 

randomly generated from a uniform distribution across that range. Either of the end values of 

the range can be returned as a result, though this is very unlikely. Since Random() is always 

used with a lower bound of zero, it is possible for task execution times or communication sizes 

of zero to be generated. This is actually more likely to occur as a result of adjustments to arc 

sizes required to achieve the desired C/P. As mentioned previously, such tasks and messages 

have a place in our schedule model and are catered for in the reSCHED software. 

A summary of pertinent characteristics for the task graphs generated are given in Table 3.1. 

Each task graph file contained five batch runs, so the characteristics given in the table are 

averages over the five graphs. 

CCR, granularity and parallelism were defined in Section 2.1.2. CCR is calculated by simply 

multiplying the degree and C/P parameters. Granularity is found using the formulation of Khan 

et al [81]. Maximum parallelism is determined by using the algorithm of Robson [137] for each 

connected component of the task, and then summing these to produce an overall value. 

Calculation of average parallelism is far simpler, involving division of the total execution time 

(the sequential time) by the sum of the task sizes along the critical path. The final column in 

Table 3.1 gives the average number of disjoint sub-graphs contained in each batch of the task 
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graph file. There is no requirement in the model that the graph be completely connected. In fact, 

when the degree is less than one, it is impossible for this to be so. 

nodes batches degree C/P CCR granularity parallelism 
(max) 

parallelism 
(avge) disjoint graphs 

50 5 0.1 1 0.1 1.573 45.4 16.194 45 

50 5 0.1 10 1 0.177 45.6 18.272 45 

50 5 1 1 1 1.431 26.4 8.419 9.4 

50 5 1 10 10 0.126 26.8 8.132 10.2 

50 5 5 1 5 1.114 9.2 2.836 2 

50 5 5 10 50 0.113 9.6 3.008 2 

50 5 10 1 10 0.709 5.4 1.798 1.8 

50 5 10 10 100 0.085 5.6 1.741 2 

100 5 0.1 1 0.1 30.056 91.6 32.186 90 

100 5 0.1 10 1 0.975 91.4 32.474 90 

100 5 1 1 1 2.575 52 12.380 16.8 

100 5 1 10 10 0.151 53.6 14.306 15.2 

100 5 5 1 5 0.869 18.4 5.279 2 

100 5 5 10 50 0.102 17.6 4.841 2 

100 5 10 1 10 0.630 9.6 3.225 1.8 

100 5 10 10 100 0.065 10.6 2.814 1.8 

200 5 0.1 1 0.1 2.759 182.8 60.946 180 

200 5 0.1 10 1 0.744 182 56.119 180 

200 5 1 1 1 3.160 105.8 25.573 35.8 

200 5 1 10 10 0.300 104.4 26.465 33 

200 5 5 1 5 0.821 33 9.220 2 

200 5 5 10 50 0.077 33 8.967 2 

200 5 10 1 10 1.069 18.8 5.679 2 

200 5 10 10 100 0.074 19.4 4.896 1.8 

Table 3.1 Characterising the input task graphs 

3.7.2 Using reSCHED for Scheduling 

The reSCHED tool was originally developed to enable comparative evaluation of a large 

number of task scheduling heuristics [108-110]. A total of 25 scheduling algorithms can 

currently be used within it, including: the algorithms already presented, a simple genetic 

algorithm [185, 186], two clustering heuristics not included here [82, 174], the Mapping 

Heuristic [45, 47], as well as a number of variants of the ISH, DSH and DSC heuristics, and 

processor-driven versions of all list scheduling heuristics. 
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Initially reSCHED incorporated a graphical user interface (GUI) and was only available on the 

Microsoft Windows platform. Since then the GUI components have been separated from the 

rest of the program, so as to form a wrapper around a core that is essentially portable – 

requiring only a standard C++ compiler such as gcc/g++ and support for the Standard Template 

Library (STL). It is currently available in two forms: 1) the original GUI version which requires 

a Microsoft Windows operating system, and 2) a console or command-line version which has 

been successfully ported to Solaris, Linux, Digital UNIX and Irix. The console version can also 

be used from the Windows command prompt. 

The experimentation conducted here used the command-line version of reSCHED in preference 

to the GUI due to the large number of scheduling experiments which needed to be performed. 

Unless otherwise stated, future discussion relating to the user-interface of the reSCHED tool 

should be assumed to refer to the console version. Discussion of the scheduling components of 

the software is, however, applicable to both versions. 

reSCHED allows specification of the input task graph in one of two ways. Either a DAG can be 

randomly generated prior to scheduling, requiring the user to give values for its size, degree and 

C/P ratio, or a previously saved graph can be read from file. The second option was used in this 

case, to allow experiments to be repeatable. Task graphs were generated using the method 

described in the previous section (which is implemented within reSCHED) and saved in a 

number of files for use as required. Random generation can only be used when irregular task 

graphs are required, as is the case here. Specification of more regular structures requires the 

user to construct the graph manually using a sequence of dialog boxes, and is consequently only 

possible in the GUI version of the program. 

Task graph files can actually contain multiple task graphs which are to be scheduled separately 

as a “batch run”. This is distinct from the situation where an individual task graph can be 

incompletely connected and contain multiple disjoint sub-graphs – in which case these are still 

scheduled together, rather than being considered separately. The use of “batches” is to allow 

results to be generated and averaged over a number of experiments more easily. The files used 

in this work contained five batches. This means that each data point in the results is actually an 

average over five schedules, each of which was produced with a different input task graph. 

Files were generated for each combination of the three major task graph parameters: size, 

degree and C/P ratio. Each of the five graphs in a single file shares common values for these 

parameters. 
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Scheduling options – including heuristic, communication model, interconnection topology and 

size of the target architecture (ie the number of processors) – are specified by using a settings 

file. A full listing of the options supported by reSCHED, plus a brief description of their 

meaning, is given in Appendix A. In the settings file the user can choose multiple scheduling 

heuristics as well as target machines of a number of different sizes (as long as the fully 

connected architecture is chosen; if not, then only a single number of processors can be 

specified). A number of other options can be assigned multiple values in the settings file, but 

the majority cannot. More details are given in the Appendix. 

For each task graph in the input file, scheduling is performed using each selected heuristic for 

the various numbers of processors. In this case, the input files contained five task graphs, the 

settings file specified nine different heuristics and ten different machine sizes, and so the 

execution of a single reSCHED command resulted in 450 scheduling experiments being 

performed. This is obviously preferable to the execution of 450 separate commands, each 

producing its own output or results file. In the case of a batch run, the reSCHED output file 

stores complete information for each schedule produced. The name of this file can either be 

specified on the command-line or automatically generated by reSCHED using a combination of 

the input filename and the scheduling options chosen. The individual schedules are preceded in 

the file by a header section containing the scheduling options used, and are followed by a footer 

which summarises the more important information – such as schedule length, speedup and 

utilisation – averaged over the different multiple batches. 

Complete experimental results were generated by compiling a list of reSCHED commands (one 

for each combination of task graph and settings files). These commands were then submitted to 

a job queue which allowed a heterogeneous (with respect to both hardware and operating 

system) collection of a large number of computers to be used as a single “compute farm”. The 

computers were distributed throughout the School of Electrical, Electronic and Computer 

Engineering of the University of Western Australia, and were connected by a standard ethernet 

network. Use of this system was made necessary by the sheer volume of work to be performed. 

However, this has meant that the times taken in performing the scheduling cannot be compared 

or averaged, and so these are not presented at any stage. 

A degree of fault tolerance was found to be necessary, since CPU cycles were often wasted 

when long-running programs were abnormally terminated by a machine being rebooted, or 

other similar event. This was enabled by having reSCHED write the individual schedules to the 

output file as soon as they were generated. If a command were ever re-started (handled 

automatically by the job queue) those schedules already present in the file could be skipped. 
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This had the added benefit that memory usage was minimised. However, it meant that the 

interrupted command needed to be re-started on the same computer, or one which shared a 

common file system. 

3.7.3 Overall Scheduling Results 

In this section, results are presented which are averaged over all input task graphs. This is to 

allow a very quick comparison of the heuristics, and to demonstrate the variety of task 

schedules which will be presented as inputs to the rescheduling algorithms proposed in 

subsequent chapters. 

It must be noted that the commonly accepted method of calculating average speedup is 

weighted in favour of those with schedules with larger input task graphs. This is because the 

arithmetic mean can be dominated by the larger of the values being averaged. Average speedup 

is found from the ratio of average sequential execution time and average schedule length, both 

of which are determined using the arithmetic mean. Both the numerator and the denominator of 

this ratio will be skewed by the task graphs with greater numbers of tasks and consequently 

longer execution times when run sequentially or in parallel. Additionally, average speedup will 

be weighted towards that of the bad schedules rather than the good, since these will have longer 

schedule lengths and be more significant in the arithmetic mean. Consequently, the results 

presented paint a somewhat pessimistic picture. 

Curves of average speedup for the various heuristics are given in Figure 3.2. Since these curves 

are averaged over all 24 input task graphs, each data point represents the average of 120 

individual schedules. 

 
Figure 3.2 Speedup curve (speedup vs number of processors) averaged over all task graphs 

The speedup curves for all heuristics have the same general shape. Performance initially scales 

with the number of processors but soon levels off as the degree of parallelism of the task graph 
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becomes a limiting factor. The only real difference between the curves is the final speedup that 

is achieved.  

Clearly, the duplication heuristics (DSH and modDSH) have the best overall performance. This 

is due to their ability to make use of any of the idle slots in the task schedule resulting from 

limited parallelism (when degree is high) and/or large communication latencies (when C/P ratio 

is high). The more communication-intensive is the task graph, the more benefit can be gained 

from task duplication 

When communication levels are high, heuristics which do not allow for the duplication of tasks 

must restrict task allocations to a smaller number of processors (possibly even to a single 

processor), or pay the price of excessive communication overheads. Either way, only modest 

speedups are achievable. The duplication heuristics, on the other hand, allow tasks to be spread 

over more processors, without such an increase in latencies. A task’s assignment is no longer as 

dependent on the assignment of its predecessors, since these can easily be duplicated. Hence it 

is less likely to be assigned to the same processor. The ability of the duplication heuristics to 

make greater use of the parallel resources is evidenced by the point on the speedup curves at 

which performance levels off. For heuristics without duplication this occurs at approximately 

ten processors (Figure 3.2). The curves for the DSH and modDSH heuristics, however, still 

show increasing performance at 20 processors – the upper limit used in this study. 

The performance of the two duplication heuristics is very similar, although modDSH is 

marginally superior overall. This is because modDSH is able to utilise all idle slots in a 

processor’s schedule, not just those created by the current task assignment. Hence, a greater 

degree of duplication is possible. Moreover, modDSH is able to insert the task being scheduled 

into the processor’s schedule, rather than requiring that it be added at the tail. This is beneficial 

for tasks which become ready for assignment early in the scheduling process but wait in the 

ready queue for a long time due to their low priority. The assignment of such tasks (which 

occurs towards the end of the scheduling process after all critical tasks have been scheduled) no 

longer has such an effect on the final schedule length. 

The modDSH heuristic does not produce better schedules than DSH in all instances. In 14.75% 

of experiments the DSH heuristic was, in fact, the better of the two. This was more often the 

case for the communication-intensive task graphs. In these cases, the increased duplication 

which is possible with modDSH can sometimes lead to little improvement in a task’s starting 

time. This is at the cost of reduced opportunities for future duplication, since useful idle slots 

have been wastefully filled. 
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At the other end of the scale are the EZ and DSC clustering heuristics. It must be remembered 

that scheduling using such algorithms is a multi-step process. The initial clustering step has as 

an objective the minimisation of communication between clusters. The second step, where 

clusters are merged, is based on load-balancing and consequently only one of the factors 

contributing to the overall schedule length, the task execution times, is considered. The other 

component, the communication overheads, is naively ignored. Conversely in the third step, 

where merged clusters are mapped to physical processors, only the inter-processor 

communication volumes are considered. For the task graphs considered here, communication 

costs can be quite significant. While the clustering algorithms themselves attempt to reduce the 

effects of these latencies, subsequent steps in the scheduling process can undo much of this 

good work. This is most true of the cluster merging step, which uses a simple load balancing 

algorithm. The ineffectiveness of such algorithms in the presence of inter-processor 

communication is well established. 

The remainder of the algorithms (LSH, ISH, PDLSH, ETF and BSA) show performance 

slightly better than that of the clustering heuristics but well below the duplication heuristics. 

Both the graph-driven and processor-driven versions of the basic list scheduling heuristic (LSH 

and PDLSH respectively) have almost identical speedup curves. ETF and BSA have marginally 

better speedup than LSH, particularly for smaller numbers of processors. As the number of 

processors is increased this difference is reduced.  

ISH is an improvement over LSH, and shows superior performance because it is able to utilise 

idle slots by inserting useful computation into them. This improvement is only small when the 

task graph degree is high, since the limited parallelism implies a smaller number of tasks are in 

the ready queue at each scheduling step. Hence the number of candidates for insertion is 

reduced and it becomes more difficult to find a task which can be executed within the idle slot. 

Conversely, when the C/P ratio is high, idle slots created during scheduling are likely to be 

larger and consequently an appropriate insertion task is likely to be found. This is countered by 

the fact that the larger latencies mean a task is more likely to be assigned to the same processor 

as its predecessors, and so there is less opportunity for insertion to be used. 

3.7.4 Varying Communication Levels 

The relationship between the execution time of a parallel program and the level of 

communication within it has long been known. The tradeoff between maximising parallelism 

and minimising communication overheads is known as the max-min problem [87]. The 

implication is that when message latencies are large compared to task execution times the 
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potential for speedup is reduced. This is even further reduced when the number, and not just the 

size, of arcs in the graph is increased. Increased task graph connectivity reduces the available 

parallelism which reduces the speedup which can be achieved by a parallel program. However a 

good scheduling algorithm should still make the most of the parallelism that is available. 

The performance of the scheduling heuristics for increasingly communication-intensive task 

graphs is investigated in this section. There are a number of ways of characterising the level of 

communication in a task graph, using one or even a combination of the task graph parameters 

discussed in Section 2.1.2. The most obvious are the degree, C/P ratio and CCR. All three 

schemes are used in this section. Average task graph metrics for the various groups produced by 

the different classifications are given in Table 3.2, which shows the relationship between the 

parameter used to group the task graphs (ie degree, C/P or CCR) and the other important 

characteristics of granularity, parallelism, and dis-connectivity. 

group num. 
graphs nodes degree C/P CCR granularity parallelism 

(maximum) 
parallelism 
(average) 

disjoint 
graphs 

all 120 116.7 4.02 5.53 22.23 2.07 49.92 15.2404 32.23 

CCR 0.1 15 116.7 0.1 1 0.1 11.46 106.6 36.44 105 

CCR 1 30 116.7 0.55 1.82 1 1.51 83.87 25.54 62.83 

CCR 5 15 116.7 5 1 5 0.93 20.2 5.78 2 

CCR 10 30 116.7 5.5 1.82 10 0.50 36.43 9.93 10.67 

CCR 50 15 116.7 5 10 50 0.10 20.07 5.61 2 

CCR 100 15 116.7 10 10 100 0.07 11.87 3.15 1.87 

degree 0.1 30 116.7 0.1 5.54 0.55 6.05 106.47 36.03 105 

degree 1 30 116.7 1 5.54 5.54 1.29 61.5 15.88 20.07 

degree 5 30 116.7 5 5.54 27.7 0.52 20.13 5.69 2 

degree 10 30 116.7 10 5.54 55.4 0.44 11.57 3.36 1.87 

C/P 1 60 116.7 4.02 1 4.02 3.90 49.87 15.31 32.38 

C/P 10 60 116.7 4.02 10 40.19 0.25 49.97 15.17 32.08 

Table 3.2 Average characteristics of the input task graphs as grouped by CCR, degree and C/P ratio 

Figure 3.3 shows the average speedup for the various heuristics for increasing levels of 

communication, as characterised by the degree, C/P and CCR ratios of the task graphs. This 

allows a comparison between the heuristics to evaluate their relative merits. In addition, the 

speedup curves for each heuristic can be compared against Al-Mouhamed’s bound [14], which 

is used as an estimate of the optimal schedule as briefly discussed in Section 3.6. In Figure 3.3 

the bound on optimum speedup is given by the right-hand-most plots, labelled “Limit”. 
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With a few exceptions, the general shape of the speedup curves is the same as that seen in the 

previous section; a period where speedup scales with the number of processors, followed by a 

levelling-out at the limit imposed by the available parallelism (Figure 3.2). Both the maximum 

speedup and the point at which it is achieved are dependent on the level of communication of 

the task graph. For communication-intensive graphs the curve levels out after only a few (ie two 

or four) processors. However, when communication is less significant, almost-linear speedup is 

seen over a much greater range, in some cases extending beyond the limit of 20 processors. 

As has been mentioned, speedup is limited by the available parallelism. However, in many 

cases the scheduling heuristics fail to fully exploit the parallelism that is present in the task 

graph, observed by comparison of the speedup curves to those representing Al-Mouhamed’s 

bound. When communication is less significant, most heuristics achieve performance 

approaching this bound. However, as communication increases so does their deviation from the 

limit – this indicates the inability of the various algorithms to handle higher levels of 

communication.  

When communication costs are less significant (ie degree, C/P and hence CCR are all low), all 

heuristics perform comparably well, although there are a few exceptions. The speedup curves 

for the BSA and ETF heuristics for task graphs of degree 0.1 and 1 stand out in particular. In 

general, however, scheduling in these situations can be said to be relatively “easy”. As 

communication is increased, indicated by increasing values for degree, C/P and CCR ratios, the 

performance of the heuristics drops quickly. This is due to two factors. Firstly the available 

parallelism decreases with increasing task graph connectivity, ie higher degree. This is reflected 

in the curves of Al-Mouhamed’s limit which show that optimum speedup is very much 

determined by the degree, but is not so dependent on the C/P ratio. Secondly, the ability of the 

scheduling algorithms is reduced in the presence of significant communication. 

Even at high levels of communication there is still sufficient parallelism in the graph to enable 

speedup to be achieved. However, for various reasons almost all of the heuristics are unable to 

handle such conditions. This is most clearly shown by the speedup curves for CCR=100, the 

most communication-intensive task graphs used in this study. Most of the scheduling heuristics 

were unable to achieve an average speedup greater than one in this case. The duplication 

heuristics were the notable exception. However, even they could only manage a very small 

speedup (a maximum of 1.58 for DSH and 1.61 for modDSH). This is nowhere near the 

optimum speedup (2.83) which is shown by the Limit graph. 
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With the list scheduling heuristics (LSH, ISH, DSH, modDSH, and PDLSH), the task priority 

determines the order of scheduling. The CP/MISF priority used in this work is subject to level 

alteration in the presence of communication, as discussed in Section 3.1. As communication 

sizes are increased, the task level becomes less accurate as a measure of its true priority. 

Consequently, its usefulness is degraded and the overall performance of the scheduler suffers. 

ISH and DSH are still subject to this problem but are able to avoid or reduce its full effects 

through insertion and/or duplication of tasks. Task insertion can be used to modify the order of 

task assignment by allowing inserted tasks to be scheduled out-of-order. The effects of the 

communication latencies are reduced by overlapping them with useful computation, thus 

explaining the improved performance of ISH over LSH. The relatively good performance of 

DSH and modDSH is explained by the latency reduction which is possible through the use of 

task duplication. This was discussed in some detail in the previous section. 

The poor performance of the BSA and ETF heuristics for elevated communication levels can be 

attributed to their greediness. At each scheduling step they focus on minimising the start time of 

an individual task in the hope that this local optimisation will lead to a result which is globally 

near-optimal. For the BSA heuristic the migration of a task from one processor to another is 

determined by any improvement in its starting time without considering the extra 

communication which could be created between it and its successors, possibly resulting in an 

increase in the schedule length overall. The ETF heuristic also ignores the big picture. The 

order in which tasks are scheduled is determined solely by their earliest start times, which is 

completely unrelated to their relative importance in terms of the overall schedule. When 

communication becomes significant, optimisation of the critical path of the task graph is all 

important. The ETF heuristic ignores this to its detriment. 

As was mentioned in Section 3.7.3, the performance of the clustering heuristics is the product 

of the algorithm used for the clustering itself, as well as the algorithms used in the various 

stages of mapping clusters to processors. The lack of consideration given to communication 

costs in the cluster merging stage is of particular significance in the overall result. However, 

this is only a factor when merging of clusters is required, ie when the number of clusters is 

greater than the number of processors. This is consistently true for the DSC heuristic, but is 

only observed for EZ when task graph degree is less than five (Figure 3.3a). For task graphs of 

higher degree, EZ produces quite a small number of clusters (approximately three to five) 

which constrains its ability to utilise more processors than this and thus reduces its maximum 

speedup. 
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In addition to curves of average speedup, performance can also be evaluated by consideration 

of the occurrence of scheduling anomalies. A scheduling anomaly arises when the length of the 

schedule on multiple processors is greater than the sum of the task execution times, meaning 

that a speedup of less than one is observed [144]. As well as maximising average speedup, a 

good scheduling heuristic should minimise the occurrence of anomalies. Figure 3.4 shows the 

percentage of experiments which produced anomalous schedules for each heuristic for 

increasing levels of communication, again characterised by task graph degree (Figure 3.4a), C/P 

(Figure 3.4b) and CCR (Figure 3.4c). 

(a) For varying Degree 

 
(b) For varying C/P ratio 

 
(c) For varying CCR 

 
Figure 3.4 Percentage of anomalous schedules for varying levels of communication, 

as characterised by (a) degree, (b) C/P ratio, and (c) CCR 

As can be seen, scheduling anomalies are only observed at higher levels of communication, ie 

for degree 10 and C/P ratio greater than or equal to 5. Some heuristics appear to be more 

susceptible to anomalous behaviour than others. At one end of the spectrum are the duplication 

heuristics which between them recorded just a single experiment with a speedup less than one 
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(for a task graph with 50 nodes and degree and C/P ratio both 10, DSH produced a schedule for 

four processors with a speedup of 0.965). At the opposite end of the spectrum is the DSC 

clustering heuristic, which was unable to produce a speedup greater than one for graphs with 

CCR=100. Even in such a communication intensive situation, the DSC heuristic produced an 

average number of clusters of 25.6, thus requiring merging to be performed. The inability of the 

cluster merging step to handle significant communication has been well-documented here. 

For the majority of heuristics, the percentage anomalies (Figure 3.4) tells much the same story 

as that of the average speedup (Figure 3.3). For high levels of communication, average speedup 

is low and the occurrence of anomalies is high. At lower levels of communication, greater 

speedup is observed and anomalies do not arise. Furthermore, heuristics which show relatively 

good speedup tend also to display a lower percentage of anomalies. The exception to this rule is 

the EZ heuristic which produced comparatively few anomalies but was consistently the worst 

performer in terms of speedup. This shows that these two measures of performance are related 

but are not necessarily dependent. 

3.7.5 Defining Communication Groups 

The goal of this section is the identification of the task graph parameter most strongly 

determining the ability of the heuristics to produce an efficient schedule. The aim is to sub-

divide the set of input graphs into three categories corresponding to low, medium and high 

communication-intensity. This categorization will then be used in the remainder of the thesis to 

avoid duplication in the presentation of results. 

Initially, the task graph degree, C/P ratio, and CCR were considered for this purpose. Hence, 

results presented so far have been grouped using each of these parameters. In Figure 3.3a, for 

example, the task graph degree is used to partition all input graphs into four sets – for each 

heuristic a curve of average speedup is plotted for each of the sets. Figure 3.3b presents the 

same experimental data, only grouped or averaged using C/P ratio instead of degree. Similarly 

for Figure 3.3c, where each curve represents an average over all graphs with the same CCR.  

The C/P ratio and degree are orthogonal parameters specified by the user at the time of creation 

of the task graph, whereas CCR encapsulates both in a single number and is hence related to 

each. Both the size and the number of arcs in the graph contribute to the maximum speedup 

attained by a scheduling heuristic. The number of arcs, which is determined by the degree, 

limits the parallelism within the graph. The size of the arcs, dependent on the value for C/P, 

controls the point of balance between the exploitation of parallelism and the minimisation of 
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communication overheads. Consequently, neither of these can separately define the level of 

communication, and hence CCR must be used. Use of CCR allows the full range of 

performance to be observed – from the least communication intensive cases where optimal or 

near-optimal performance is seen for most algorithms, to the more communication intensive 

where most algorithms are barely able to register an average speedup above one. 

The curves of estimated optimum speedup for the different values of CCR, given by the right-

hand-most graphs of Figure 3.3, would immediately suggest that task graphs with low 

communication should be defined as those with CCR� 1 since these show almost-linear shape. 

Conversely, when CCR=100 the task graph could be considered to have a high level of 

communication. For the remainder of the graphs – those with CCR values of 5, 10 or 50 – the 

limit on the optimum speedup is very similar, and so these could be grouped to form the 

moderately communication-intensive category. 

The intention is that the classification does not merely reflect the potential for speedup inherent 

in the various graphs, but that it also expresses the degree of difficulty they pose to the 

scheduling algorithms. A comparison of speedup averaged over all heuristics against Al-

Mouhamed’s bound highlights the effect of CCR on the performance of an “average” task 

scheduler (Figure 3.5). This effect is manifested by the degree to which the actual schedule 

lengths deviate from the optimal.

(a) Speedup of the “average” heuristic 

 

(b) The upper limit on the optimum speedup 

 
 

Figure 3.5 Comparison of speedups averaged over all heuristics (a) with the limits imposed by  
Al-Mouhamed’s bound (b) for the different values of CCR 

From the figure it can be seen that relatively good performance, in terms of actual speedup and 

also relative to the bound, is observed when CCR is 0.1 or 1. Consequently, these task graphs 

are grouped and identified as having “low communication”. At the other end of the scale, the 

occurrence of scheduling anomalies, only seen when CCR is 50 or above, leads us to define the 

“high communication” group as comprising those task graphs with CCR=50 or CCR=100. The 
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remaining task graphs, ie those with CCR of 5 or 10, show performance somewhere between 

these two extremes and so form the “medium communication” group.  

group num. 
graphs nodes degree C/P CCR granularity parallelism 

(max) 
parallelism 

(avge) 
disjoint 
graphs 

low 45 116.7 0.4 1.76 0.70 4.83 91.44 29.17 76.89 

medium 45 116.7 5.33 1.56 8.33 0.64 31.02 8.54 7.78 

high 30 116.7 7.5 10.0 75.02 0.09 15.97 4.4 1.93 

Table 3.3 Average characteristics of the input task graphs in each communication group 

A summary of average characteristics for the three groups is given in Table 3.3. In subsequent 

chapters, results will not be presented for different values of task graph degree, C/P or CCR; 

instead, they will be averaged over the groups just defined. 

3.8 Chapter Summary 

A wide variety of scheduling heuristics has been proposed in the literature. A number of these, 

chosen as representative of the many different approaches, were presented and discussed in 

some detail in this chapter. They are: Hu’s basic List Scheduling Heuristic (LSH) and a 

processor-driven version of it (PDLSH), Kruatrachue’s Insertion Scheduling Heuristic (ISH) 

and Duplication Scheduling Heuristic (DSH) plus an extension of DSH suggested in this work 

(modDSH), Hwang’s Earliest Task First (ETF) heuristic, Kwok and Ahmad’s Bubble 

Scheduling and Allocation (BSA) heuristic, the Edge Zeroing (EZ) clustering heuristic of 

Sarkar, and the Dominant Sequence Clustering (DSC) heuristic of Yang and Gerasoulis. The 

EZ and DSC clustering algorithms cannot be used by themselves to produce a task schedule; 

they require additional steps in which the clusters are merged, mapped to processors and have 

their tasks ordered. The method by which this is accomplished in the PYRROS scheduling is 

also used in this work, and was discussed in detail in this chapter. 

The performance of the nine heuristics was evaluated by application to a number of randomly-

generated irregular task graphs. Results were presented for task graphs with varying levels of 

communication, showing the relative abilities of the various scheduling algorithms to extract 

maximum benefit from the available parallelism. In addition to being compared with each other, 

the heuristics were compared to Al-Mouhamed’s lower bound on the schedule length, which 

was used as an estimate of the optimal schedule. 

The performance results were used to define three groups into which the task graphs were 

divided: those with a low level of communication, those with a medium level, and those with a 
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high level. The groups are intended to indicate the degree of difficulty encountered by the 

scheduling heuristics due to the increased level of communication – indicated by the difference 

between the speedup which was achieved and the speedup which the estimate of the optimal 

schedule showed was possible. The classification was made on the basis of the combined 

communication ratio (CCR), a characteristic which encapsulates both parameters used to vary 

the communication: the task graph degree and the ratio of average task and arc sizes. 
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Chapter 4 

Rescheduling to Generate 
Communication Schedules 

This chapter proposes an extension to the traditional scheduling framework whereby a second 

stage, referred to as rescheduling, is used to a build an appropriate communication schedule for 

the task schedule determined in the first stage. This allows schedules for the SDM 

communication model to be converted to the CSM model. CSM is the more realistic of the two 

models, in that link contention delays are included in communication costs rather than being 

ignored, as they are under SDM. A very simple rescheduling algorithm, based on a discrete 

event simulation of the task schedule, is proposed. The events identified by the algorithm 

correspond to the commencement and completion of tasks, and the sending and receiving of 

messages. The timings of these events are used to build the combined task and communication 

schedule 

The basic rescheduling algorithm, referred to as reSCHED-S, is presented in Section 4.3. It 

simulates the behaviour of a message-passing architecture responding to the SDM task schedule 

representing a parallel program. In such a situation, the task schedule can only be used as an 

allocation and ordering of tasks. Timing information contained in it cannot be used with any 

reliability since communication times may have been under-estimated. Instead, tasks must wait 

for all incoming messages to be received before commencing execution, possibly at a later time 

than that predicted by the schedule. These delays can cascade through the schedule, resulting in 
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an actual execution time for the parallel program that is considerably greater than that predicted 

by the schedule length. 

Whereas the algorithms proposed in Chapters 5 and 6 have as their goal the optimisation of 

schedule lengths by the minimisation of contention delays, the objective in this chapter is to 

demonstrate the need for this by showing the effects of realistic communication costs on the 

execution times of parallel programs scheduled with simplistic assumptions. The design of the 

reSCHED-S algorithm reflects this. It makes no attempt to produce a good output schedule. It 

merely attempts to emulate the behaviour of an actual message-passing machine executing a 

parallel program in which the only specification of communication is that all output messages 

be sent as soon as a task completes and that task commencement be delayed until all input 

messages are received. This is the case, for example, when a task schedule is used to construct 

an MPI program by adding appropriate numbers of blocking MPI_Recv() and non-blocking 

MPI_Send() function calls to the beginning and end, respectively, of the code for each task, and 

then concatenating the tasks allocated to each processor to produce the code executed by that 

processor.  

Results presented will show the significance of the contention delays through their impact on 

the overall schedule length or execution time. The inaccuracies of the SDM model – currently 

used by the vast majority of scheduling heuristics – will thus be shown, particularly for the 

communication intensive task graphs. 

4.1 Contention Delays 

As mentioned in Chapter 2 there are two components to any communication delay: 1) the time 

required to transmit the message over an empty route and 2) the time spent waiting for links on 

the route to become empty. COMM(i,j,x,y), the communication delay between tasks i and j 

when assigned to processors x and y respectively, can be computed from: 

  (4.1) ,( , , , )  ( , )  ( , )i jCOMM i j x y D HOPS x y CD x y� � �  

where Di,j is the amount of data to be passed from task i to task j, HOPS(x,y) gives the number 

of hops or links between processors x and y, and CD(x,y) the contention delay experienced on 

the route from x to y. Recall that the assumption of unit communication rate and processor 

speed has been made, so that all granularity information is encapsulated in the DAG. 
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The first component is a linear function of both the message size and the number of individual 

links comprising the route. If non-adaptive routing is used, this delay can be easily calculated 

given the source and destination processors. It is therefore very easy to incorporate this 

component of communication delay into the scheduling framework. 

The latter component, the contention delay, is much harder to calculate because it is a function 

of the message traffic in the system and hence varies with time. Even those heuristics which 

have considered contention delays in scheduling decisions, such as the Mapping Heuristic [47], 

have only managed to estimate them. There is no way to accurately calculate contention delays 

during scheduling since message traffic cannot be known until a communication schedule is 

determined, which cannot occur until a complete task schedule is known. To allow inclusion of 

contention delays in the final schedule a second stage must be added so as to use the task 

schedule to create a communication schedule. This approach reflects the thinking of Yang and 

Gerasoulis: “Once the processor assignment is fixed then the communication weights must be 

readjusted to incorporate the processor distance” [180]. In this case, the readjustment allows 

incorporation of the contention delay, as well as the processor distance. 

4.2 Components of the Basic Rescheduling 

Algorithm 

The rescheduling algorithms presented in this work take as input a task-only schedule (like 

those produced in the experimentation of Chapter 3) which is valid under the SDM model of 

communication, but possibly invalid if the more realistic CSM model is assumed. The 

algorithms output a combined task and communication schedule, which uses the allocation of 

messages to inter-processor links in a non-overlapping manner to guarantee validity under 

CSM. 

The reSCHED-S algorithm proposed here is the simplest of the rescheduling algorithms. The 

output schedule is produced by an event-driven simulation of the input schedule. During 

simulation, the timing of events corresponding to the sending and receiving of messages (on 

each of the links comprising its route) are used to build the communication schedule. Similarly, 

the times at which the various task events occur determine the modified start and finish times of 

the elements of the task schedule. The simulation makes no use of future or global information 

as it relates to the communication, reflecting the situation in which the routing and scheduling 

of messages is performed at run-time. 
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Communication latencies are accurately determined by storing current network traffic (in the 

communication schedule) and using this information to perform routing every time a message is 

sent. Since no global information is assumed, the communication is scheduled greedily. As 

soon as a task finishes, all messages to its successors are immediately inserted into the network 

without any consideration given to their relative criticality or importance in the overall 

schedule. In Chapter 5 the reSCHED-P algorithm is proposed as an extension to reSCHED-S by 

defining a priority scheme and using this to order the insertion of messages in a group. For the 

moment however, messages are scheduled on a “first come first served” basis with any ties 

broken arbitrarily. 

In Section 4.3 the reSCHED-S algorithm is presented in pseudo-code and then discussed. 

Various data structures used during the scheduling process and in storing the output schedule 

are referred to in the pseudo-code. These must be defined prior to presentation of the algorithm. 

In the sections that follow they are presented as C-style structures and unions. 

4.2.1 Tasks and Task Instances 

Since task duplication is allowed, multiple task instances may be present in the schedule. In 

such situations the term “task” is often used in reference to an instance of a task. The number of 

instances or duplicates of task t is NUMDUP(t), and they are individually given by DUPi(t) 

where i is in 1..NUMDUP(t). 

A task instance is characterised by the processor to which it is assigned, given by task.proc or 

by the macro PROC(task), and its start and finish times in the schedule, task.start or 

ST(task) and task.finish or FT(task) respectively. 

struct TASK { 

int   proc; 
/* assigned processor */ 

double   start,finish; 
/* start and finish times */ 

} 

4.2.2 Task Schedules 

The Gantt chart [33] is a familiar means of expressing a multiprocessor task schedule. It 

contains an entry for each processing element showing the tasks allocated to that processor as 

well as their start and finish times. The algorithm presented in this chapter uses the Gantt chart 

from the first pass – pgantt in the pseudo-code – merely as a specification of the allocation and 
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ordering of the tasks. The output schedule, stored in ogantt, has the same allocation and 

ordering, but with start and finish times modified to reflect the revised communication costs. At 

any point during rescheduling, pgantt contains only the tasks which are yet to be examined and 

committed to the final schedule. As tasks are rescheduled they are removed from pgantt and 

added to ogantt with updated start and finish times. 

A task schedule comprises a Gantt list for each processor in the target architecture. The 

individual schedule for processor pi is given by ogantt[i] where i . Each element of a 

Gantt list is obviously a TASK structure. The list elements of major importance are the HEAD(..) 

and TAIL(..) tasks. 

[1, ]� m

4.2.3 Messages 

Upon scheduling a task graph to a message passing multiprocessor, inter-task dependencies 

become messages containing data which must be transmitted through the interconnection 

network. Deriving from the DAG representation of the task graph, the term “arc” is often used 

to refer to an inter-task communication. 

A special case is made for arcs of zero size, which are allowed in the model but are not required 

to be assigned in the communication schedule since their purpose is purely synchronization. 

Such communications are treated similarly to those where the source and destination tasks are 

assigned to the same processor – nothing appears in the communication schedule but the 

dependency is still obeyed. The transmission time of such an arc is zero, meaning that its arrival 

time is equal to the time of its “injection” into the network. 

When an arc is of non-zero size and is between tasks assigned to different processors, it 

comprises one or more steps or hops, each of which traverses a single link on the route from 

source to destination. Routing is performed upon insertion of the message into the network, but 

only the first hop is initially added to the communication schedule. Subsequent hops are added 

to the schedule, one at a time, upon arrival of the previous hop at an intermediate node. This 

corresponds to a message-switched network, where different messages between a pair of 

processors can take different routes and hence experience different latencies. Each message is 

transferred from node to node on its route, being buffered in a FIFO fashion at each step until 

the required outbound link is available. This is in contrast to circuit-switching where the entire 

route is reserved for the duration of the transfer and no buffering is required. Message-

switching is similar to packet-switching, except that each message is transmitted as a single 

packet, irrespective of size. 
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An arc is made up of a number of hops or steps. A message step occurs between two processors 

which must be connected in the topology graph. These processors are given by the macros 

SPROC(step) and DPROC(step) which respectively yield the source and destination processors 

of the individual step. The start and finish time of the step are given by ST(step) and 

FT(step), and the steps before and after it in the route by PREV(step) and NEXT(step).  

For a route to be valid a number of requirements must be met: 

�� The destination processor of each step must be the same as the source processor of the 

next step if there is one, ie DPROC(step) = SPROC(NEXT(step)) 

�� Each step must have a start time greater than or equal to the finish time of the previous 

step, ie ST(step)  FT(PREV(step)) �

�� The start time of the first step must be greater than or equal to the finish time of the 

source task, which must already have been rescheduled 

�� The link to which a step is to be assigned must be idle or free of other assignments 

between the start and finish times of that step. 

The representation of arc a comprises the tasks between which it occurs (a.src and a.dest), 

the list of message hops (a.steps) which have so far been added to the communication 

schedule, and the remaining route (a.route), which in the case of a message still in transit 

contains the steps from the current intermediate processor to the final destination. The start and 

finish times of the message steps in a.route cannot be relied upon, since network traffic may 

have changed since the original routing decision was made. Instead, they are just used as a 

specification of the links to be used. Together a.steps and a.route contain the complete route 

from source to destination. The arrival time of the arc is DAT(a), and is used in determining the 

message ready time of the destination task, MRT(a.dest), which is the maximum of DAT(ai) 

over all inbound arcs. 

struct STEP { 

struct ARC  *parent; 
/* pointer to the parent arc of this step */ 

int   sproc,dproc; 
/* processors between which the step is occurring */ 

double   start,finish; 
/* start and finish times */ 

} 
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struct ARC { 

struct TASK  *src,*dest; 
/* pointers to the communicating tasks */ 

struct STEP  *steps[]; 
/* array of pointers to the individual steps in the 
communication schedule */ 

struct STEP  route[]; 
/* the steps remaining in the route */ 

} 

4.2.4 Communication Schedules 

The simplest means of labelling or numbering the links comprising the interconnection network 

is by the processors which they connect. Hence link1,2 connects p1 and p2, link2,3 connects p2 to 

p3, and so on. Each connection between processors is assumed to be full duplex (see Section 

2.1.3), which is modelled by a pair of simplex links so that linkx,y is only used for 

communication from px to py, and is distinct from linky,x which can only transfer in the opposite 

direction. 

To guarantee contention-free use of the inter-processor links, the CSM model requires that a 

full communication schedule be maintained. This is similar to the use of a task schedule in 

ensuring that each processor is executing only a single task at any given time. A Gantt chart 

with an entry for each physical link is thus similarly required. In the algorithm that follows this 

is called CSL. This naming derives from the internal implementation of reSCHED, where the 

communication schedule is stored in two data structures, to allow message information to be 

accessed either by the link(s) it uses (communication_schedule_by_link or CSL) or on a 

message-by-message basis (communication_schedule_by_message). The implementation of 

CSL comprises a two dimensional array of Gantt lists, each of which is the schedule for a single 

link. For example, CSL[i][j] contains the schedule of the link from processor pi to pj. 

Remember that CSL[i][j] is distinct from and unrelated to CSL[j][i] since the duplex link 

between the two processors is modelled by a pair of simplex links, meaning that communication 

in opposite directions occurs without interference.  

Arcs comprising a number of hops do not have all steps added to the communication schedule 

at once. Instead, they are added one at a time, as they obtain use of the link to which they are 

assigned. This requires that the message has arrived at the intermediate node, possibly spent 

some time waiting in a FIFO queue with any other messages requiring use of the same 

outbound link, advanced to the head of this queue and is now ready to proceed on the next leg 

of its journey. It is at this point that it is committed to the communication schedule and added to 

CSL. 
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Routing is performed whenever a message is injected into the network. The routing algorithm 

uses the current communication schedule, ie as it exists at the time of routing, in determining 

the best route for the message. The route chosen is that with the earliest predicted arrival time 

at the final destination. This is only an estimate (and an optimistic one) of the actual arrival 

time, since the algorithm cannot consider the effect of future events, ie any messages currently 

in transit (which will have steps yet to be added to CSL) and those yet to be sent. 

4.2.5 Events 

The reSCHED-S algorithm uses the framework of a discrete-event simulation which was 

originally inspired by El-Rewini’s Mapping Heuristic [47]. Important events are task 

commencement and completion, and the injection and receipt of messages. The times at which 

these events occur are used to determine the start and finish times of the tasks and messages in 

the final schedule. 

The concept of a global clock is used in the simulation. Events have a time associated with 

them – those whose time is greater than the current global clock are yet to occur, whereas those 

with a time less than the clock have already taken place and will be represented in the partially 

completed output schedule. Events awaiting handling are stored in the list CDevents, sorted in 

ascending time order. During simulation the global clock tracks the time of the last event. Since 

there is no capability for back-tracking in reSCHED-S, this clock will be monotonically non-

decreasing.  

At each rescheduling step the event at the head of the CDevents list, ie the “next” event to 

occur, is removed and handled according to its type. This may cause additional “future” events 

to be created and added to the list. Simulation ceases when there are no more events to be 

handled, at which point the complete task and message schedule will have been determined. 

The final value of the global clock yields the output schedule length. 

Five event types are used in the simulation: 

�� TSTART: A task commences execution. 

 The task is added to the schedule and a TDONE event is added to the event list at the time 

of its completion. 
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�� TDONE: A task completes execution. 

 When this occurs, all communication to successors is immediately sent – an MSENT event 

is added to the event queue for each. This is performed for communications to all 

successor tasks, even those assigned to the same processor and those of size zero. 

However, special consideration must be given to situations in which task duplication is 

used. Since each task needs to receive only a single copy of each of its inputs, when there 

are multiple instances of one of its predecessors only one of these is required to send the 

message. Sending multiple copies of the same message is wasteful and so should be 

avoided. This problem is discussed in more detail in Section 4.3.2 

 Upon task completion, the processor to which the task was assigned is now considered to 

be idle. The task at the head of its pgantt list must then be examined to see if it is ready 

to begin execution. If all of its predecessor communications have been received, a 

TSTART event for it is added to the list.  

�� MSENT: A message is sent. 

 As mentioned previously, this is not used just for inter-processor communication (IPC). 

Messages between tasks on the same processor are handled in exactly the same way. The 

only difference is that zero communication time is incurred and nothing is added to the 

communication schedule. All that happens is that a MRECD event is inserted into the 

event list with exactly the same time as the MSENT event being handled, so that the 

message is considered to have arrived as soon as it was sent. 

 For inter-processor arcs, on the other hand, a message route is chosen using either the 

adaptive or non-adaptive routing scheme described in Section 4.3.1 and the arrival time 

at the first node on this route is calculated. The first step on the route is added to the 

communication schedule and a message event (MINT or MRECD, depending on whether or 

not the next node is the final destination or just an intermediate node) is inserted in the 

event list at the calculated arrival time. 

�� MRECD: A message is received. 

 The destination task instance has its wait count, which stores the number of predecessor 

communications yet to be received, decremented. If this count is zero then the task is 

ready to be scheduled. If it is at the head of the pgantt list and the processor is currently 

idle, then its starting time is determined (by calculation of the maximum of its MRT and 
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the ready time of the processor) and a TSTART event is inserted into the event list at this 

time. 

�� MINT: A message is received at an intermediate node. 

 As with the MSENT event, the time of arrival at the next node on the route is calculated. 

The next step is added to the communication schedule and an appropriate message event 

(MINT or MRECD) is inserted in the event list. 

In order to preserve the order of execution defined by the initial schedule, at any point during 

rescheduling at most one task from each processor can be executing or in the event list awaiting 

execution. This is enforced by allowing also the task at the head of a pgantt list to be 

considered for scheduling, at which time it is removed from the head of the pgantt list and 

added to the tail of corresponding ogantt list. This can only occur when the task preceding it in 

the initial task schedule has completed execution, and so the processor is idle. Hence, at any 

given time there can be at most one task event (either TSTART or TDONE) in the CDevents list for 

each processor. 

The CDevents list stores events awaiting handling in non-decreasing order of the times at which 

they will occur. When events are added to the queue they are inserted according to their time, 

with ties between events broken by application of a number of rules. For task events the 

CP/MISF priority of the tasks is used, but for message events no such priority scheme has yet 

been defined. When events of different types occur at the same time, it is desirable to handle 

“terminating” events preferentially to “initiating” events so as to maintain as short an event list 

as possible. Hence TDONE, MRECD and even MINT events are given priority over TSTART and 

MSENT events, when they occur at the same time. 

In reSCHED-S only task priorities are recognised. When two task events of the same type occur 

at the same time, the tie is broken in favour of the task with higher CP/MISF priority. In future 

chapters a number of message priority schemes are proposed, but for now ties between message 

events are broken using the “first come first served” philosophy. The insertion of a message 

event into the event queue causing a tie with another message event is broken in favour of that 

which is already in the list. When a task completes execution and an MSENT event is created for 

each of its successor communications, the order of their insertion into the list is arbitrary. 

Consequently they are injected into the network and routed from source to destination in the 

same arbitrary order. 
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For event e, the event type is given by e.type which is one of the five types described above. 

Similarly, the time at which the event occurs is e.time. Each event contains a certain amount of 

additional information, dependent on its type. Message and task events have different 

information associated with them. In the case of task events, e.task gives the associated task 

instance. For message events, the tasks between which the message is being passed are given by 

e.src and e.dest, from which the source and destination processors can be found. In the case 

of MINT and MRECD events, the message step whose arrival is represented by the event is given 

by e.step. For MINT events, when source-based routing is used, message steps after this one are 

stored in e.route. As has been mentioned already, the times calculated for all steps in a route 

after the first cannot be used with any reliability. Consequently, the steps in e.route are only 

used as specification of processors to be visited, their start and finish times must be re-

calculated as they are needed. 

struct EVENT { 

int   type; /* actually an enumerated type */ 

double   time; 

union { 

struct TASK *task; /* for task events */ 

struct { 

struct TASK *src,*dest; /* pointers to tasks involved */ 

struct STEP step; /* pointer into CSL */ 

struct STEP route[]; /* remaining steps in the route */ 

} /* for message events */ 

} 

} 

4.3 The reSCHED-S Algorithm 

In this section the full reSCHED-S algorithm is presented in pseudo-code before various 

aspects of it, specifically the message routing procedures and the special handling required 

when task duplication is allowed, are discussed. The algorithm takes as input a task schedule, 

given by pgantt, and produces as output a combined task and communication schedule, 

contained in ogantt and CSL respectively. 
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reSCHED-S algorithm 

input: 

pgantt[]: m dimension array of lists representing the first pass 
task schedule 

output: 

ogantt[]: m lists representing the final task schedule 

CSL[][]: a two dimensional (m � m) array of lists representing the 
schedule of each link in the interconnection network 

begin 

If any task duplication, identify which communication is required 

for all task instances t do 

WAIT(t)=|PRED(t)|; 

MRT(t)=0; 

done 

for i=1..m do 

if (PRED(HEAD(pgantt[i]))==�) 

h=DEHEAD(pgantt[i]); 

Insert TSTART(h) into CDevents at time 0 

endif 

done 

while (CDevents is not empty) do 

ev=DEHEAD(CDevents); /* get next event */ 

case (ev.type) 

TSTART: 

Create task t 

t.start=ev.time;  t.finish=ev.time+SIZE(ev.task); 

Append t to tail of ogantt[PROC(ev.task)] 

Insert TDONE(t) event into CDevents at time t.finish 

TDONE: 

for all instances of all successors of ev.task do 

if communication required to this task instance 

Insert MSENT event for this message into CDevents at 
ev.time 

endif 

done 

AddEventForReadyTask(PROC(ev.task)); /* to check if next task 
on this processor is ready */ 

MSENT: 

if ((PROC(ev.src)==PROC(ev.dest)) or (SIZE(ev.src,ev.dest)==0)) 

Insert MRECD event for this message into CDevents at ev.time 

else 

Find route from PROC(ev.src) to PROC(ev.dest) with injection 
time ev.time 
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s1=DEHEAD(route); /* remove first step */ 

Insert s1 into CSL[SPROC(s1)][DPROC(s1)] 

if (DPROC(s1)==PROC(ev.dest)) 

Insert MRECD(s1) into CDevents at FT(s1) 

else 

Insert MINT(s1) into CDevents at FT(s1), attaching route 

endif 

endif 

MINT: 

s=DEHEAD(ev.route); /* get the next step */ 

link=CSL[SPROC(s)][DPROC(s)]; 

ST(s)=FT(TAIL(link)); FT(s)=ST(s)+SIZE(s); 

Append s to tail of link 

if (DPROC(s)==PROC(ev.dest)) 

Insert MRECD event into CDevents at FT(s) 

else 

Insert MINT event into CDeventsat FT(s), with remaining 
ev.route 

endif 

MRECD: 

MRT(ev.dest)=max(MRT(ev.dest),ev.time); 

WAIT(ev.dest)= WAIT(ev.dest)-1; 

AddEventForReadyTask(PROC(ev.dest)); /* to check if task is 
ready and at the head of pgantt */ 

endcase 

done 

end; /* reSCHED-S */ 

 

Whenever a processor becomes idle following the completion of a task, its pgantt list is 

examined to see if the next task on the list is to be scheduled. This will only occur if all of the 

task’s predecessors have completed and any required communications from them have arrived. 

This is indicated by a predecessor wait count, given by WAIT(t) for task instance t, of zero. If 

such is not the case then the task must wait in the pgantt list until all incoming 

communications have arrived. This means that the arrival of a message must trigger a 

consideration of the destination task, to determine if it was waiting on the message in order to 

become ready for execution and be rescheduled. 

A task can only be rescheduled if all of its inputs are available, it is at the head of its pgantt 

list, and the task immediately before it on the same processor has completed execution. The 

first condition is necessary for the task to be able to commence execution. The second and third 
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conditions are required so that the execution order of the initial task schedule is adhered to. The 

completion of the previous task is checked by searching for a task event (either TSTART or 

TDONE) for it in the CDevents list. The presence of a matching TSTART event indicates that the 

task has not yet begun, let alone completed, execution, whereas a TDONE event implies the task 

is mid-execution. The procedure AddEventForReadyTask() performs all these checks and if the 

task is able to be scheduled it determines its updated start time and adds an appropriate TSTART 

event to the queue. This is performed whenever a TDONE or MRECD event is handled. 

AddEventForReadyTask(P) 

input: 

P: processor to be checked 

begin 

if (no task event for processor P is found in CDevents) 

h=HEAD(pgantt[P]); 

if (WAIT(h)==0) /* the task is ready */ 

DEHEAD(pgantt[P]); 

st=max(FT(TAIL(P)),MRT(h)); 

Insert TSTART(h) into CDevents at time st 

endif 

endif 

end; /* AddEventForReadyTask */ 

 

4.3.1 Message Routing Algorithms 

In this version of the rescheduling algorithm, messages are sent (by adding an MSENT event to 

CDevents) as soon as the source task completes. All messages are injected simultaneously, 

meaning that the order in which their routes are chosen and assigned is arbitrary. Depending on 

the choice of adaptive or non-adaptive routing, either the Dijkstra() or StaticRoute() 

procedure is used to determine each message’s route through the network. Since the objective is 

to minimise the schedule length by starting tasks as early as possible, the routing algorithms 

attempt to deliver messages to their destination as quickly as possible. Where multiple routes 

exist, the route which minimises the message’s arrival time is chosen. 

Rather than immediately insert all steps on a route into the communication schedule, reSCHED-

S assigns just a single step, the first, leaving the assignment of each subsequent step until after 

the arrival of the step preceding it. As part of the assignment of the first step, a MINT event is 

inserted into the event list indicating its arrival at the first intermediate node. The subsequent 

handling of this event causes the assignment of a further step, and so on until the entire route 
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has been assigned. For messages comprising a single step the process is much simpler. 

Immediately following routing, a MRECD event is added to the list at the time of arrival of the 

one and only message step, which was accurately determined during the routing. 

A consequence of the delayed assignment of all but the first step of multi-hop routes is that 

timing information determined during routing cannot be used during assignment, since network 

traffic may have subsequently changed. While this degrades the quality of the chosen routes, it 

is more in keeping with the original intention of the reSCHED-S second pass – simulation of 

dynamic real world behaviour – since reservation of links for use at times in the future is not 

part of the packet-switched store-and-forward scheme. 

When message steps are assigned to links they are appended to the tail of the CSL Gantt list. 

This is due to the use of the global clock, which ensures that these assignments occur in 

increasing time order. This means that only the ready time of each link, and not its full 

schedule, needs to be maintained by the algorithm. This is not true of the rescheduling 

algorithms of Chapters 5 and 6, where either the global clock is no longer adhered to or the 

simulation framework is abandoned altogether. 

Three different routing schemes, characterised by varying levels of adaptivity, are identified: 

�� NA: Non-adaptive routing. 

The shortest path between each pair of processors in the architecture is determined prior 

to rescheduling and used for all messages between these processors. 

�� QA: Quasi-adaptive routing. 

This corresponds to dynamic source-based routing. When a message is injected into the 

network, the shortest path is determined based on current network traffic. Although only 

the first step is initially assigned, the remaining steps are stored and used at each 

intermediate node to determine the outbound link to use. Timing information for all steps 

other than the first will need to be re-calculated when the step is actually assigned. 

�� FA: Fully adaptive routing. 

This corresponds to a distributed routing scheme. Initially, and then again at each 

intermediate node, the shortest path is determined based on current traffic. However, 

only the first step is used, the remaining steps are discarded. The arrival of each step 

requires that a routing decision be made (to find the shortest path from the current node 

to the final destination) in order to determine the next message step. 
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FA routing is the most computationally intensive of the three alternatives. It has the obvious 

advantage that a message’s route is able to change as network traffic changes, avoiding the 

degradation in quality that is seen with QA routing. However, whether or not this leads to an 

improved overall schedule is questionable. Preliminary investigations showed that the total 

number of hops in any route can be unbounded and that it is possible for a message to loop 

about on itself, revisiting previous nodes. Not only is this a waste of communication bandwidth 

but can also result in the rescheduling algorithm becoming live-locked. For these reasons fully 

adaptive (FA) routing was only supported in a preliminary version of the reSCHED software. 

Results presented in this work are for the NA and QA routing schemes only. 

QA routing requires the “shortest” path between two processors to be found. In this context 

“shortest” refers to the route with the earliest arrival time at the destination. A modified form of 

Dijkstra’s algorithm [43], which was originally proposed to solve the single-source shortest 

paths problem for a weighted undirected graph, is used. The algorithm works by maintaining a 

set of vertices, S, whose shortest distance from the source is already known. Initially this set 

contains only the source vertex itself. At each step in the algorithm, one of the remaining 

vertices in the graph is added to this set, until it contains all vertices, at which point the lengths 

of all shortest paths are known. Reconstruction of the actual steps in the paths is enabled 

through the use of array P, which contains an element for each vertex v such that P[v] gives the 

vertex immediately prior to v in the shortest path from the source node to it. Upon completion 

of Dijkstra’s algorithm, the path from the source to any vertex v can be found by starting at v 

and tracing backward using the predecessor elements from the array P, prepending each node 

visited to the route 

Dijkstra’s algorithm is used in a modified form in this work. Generally, not all shortest paths 

from a single source node are required, but only the shortest path between a given source and 

destination. This problem is just as difficult as the single-source shortest paths problem, except 

that the algorithm may be terminated prematurely, as soon as the shortest path to the desired 

destination is found; this is the point in the algorithm at which the destination vertex is added to 

the set S. 

In its original form, the algorithm is used to find minimum length paths through a graph, where 

the length or weight assigned to each arc is a static (non-negative) value. When it is applied to 

the network routing problem, it is minimisation of the data arrival time (DAT) at the destination 

node that is required. This is a bit more involved because the arrival time at a node is dependent 

on the arrival time at the previous node in the route as well as the ready time of the link 

connecting them. 
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Dijkstra(src,dest,stime,size,path) 

input: 

src: the source vertex 

dest: the destination vertex 

stime: time at which message is inserted into the network 

size: message size 

output: 

path: list of nodes comprising the shortest path, including both the 
source and destination processors 

return: 

arrive: arrival time at the destination node 

begin 

Initialise sets S={src} and V={all processors except src} 

for all vertices v in V, v�src do 

if (src and v connected in topology) 

P[v] = src; /* P holds previous step in path */ 

D[v] = LinkAppend(src,v,stime,size); /* D holds “path length” 
which is actually earliest data arrival time */ 

else 

D[v] = �; 

endif 

done 

for i = 1 .. m-1 do 

Choose the vertex w in the set V-S such that D[w] is a minimum 

S = S + w; /* add w to the set S */ 

for each vertex v in V-S adjacent to w do 

if (LinkAppend(w,v,D[w],size) < D[v]) 

D[v] = LinkAppend(w,v,D[w],size); 

P[v] = w; 

endif 

done 

done 

v = dest; 

path = {v}; /* add last element */ 

while (P[v] != src) do 

Prepend P[v] to path 

v = P[v]; 

done 

Prepend src to path 

arrive = D[dest]; 

return arrive; 

end; /* Dijkstra */ 
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At each step, the LinkAppend() procedure is used by the routing algorithm to determine the 

data arrival time for a single message hop. 

LinkAppend(p1,p2,stime,size) 

input: 

p1,p2: the processors at either end of the link being considered 

stime: the earliest time at which the step could be scheduled on the 
link 

size: the size of the communication 

return value: 

arrive: the earliest possible arrival time of the message at p2 

begin 

list = CSL[p1][p2]; 

arrive = size + max(stime , FT(TAIL(list))); 

return arrive; 

end; /* LinkAppend */ 

 

Static or non-adaptive (NA) routing requires the message route for each pair of processors to be 

determined prior to scheduling. The routes are chosen so as to minimise the number of links 

traversed, which for a fully connected architecture (as is assumed here) is a trivial matter. For 

incompletely connected topologies the problem is slightly more involved. The solution involves 

assigning unit weights to each link in the network graph and then solving the all-pairs shortest 

paths problem. While this could be accomplished using Dijkstra’s algorithm in a repetitive 

manner, a more direct and efficient solution is possible using the Floyd-Warshall         

algorithm [50]. Shortest path information is then stored in a m  routing table, which, for 

each (source,destination) processor pair, yields the outbound link to use. The StaticRoute() 

procedure finds the entire route by iterating; at each step consulting the table to find the link to 

be used and then calling the LinkAppend() procedure to find the arrival time of the hop at the 

next node, repeating this until the destination processor is reached. 

m�

While the stated aim of the reSCHED-S is to mimic the behaviour of a system which has 

compile-time scheduling of tasks but online routing and scheduling of messages, it makes one 

assumption in relation to the routing algorithms which is unrealistic for such a system. It 

requires perfect network information is available to the routing procedures. This means that 

each node (responsible for the routing of its outbound messages) must know the current state of 

every link in the interconnection network as well as the contents of the message queues of all 

other nodes. In a large network maintaining this level of information would be impossible. This 

is one of the motivations for using a distributed routing scheme. Only in smaller systems would 
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it be possible to maintain complete and up-to-date information, and use this in a centralised 

routing framework. In future chapters, offline scheduling of communication replaces the 

simulation of online scheduling assumed here. For this reason, the assumption of perfect 

information is overlooked to allow comparability of results between the different rescheduling 

algorithms. 

4.3.2 Task Duplication 

When the task schedule contains multiple instances of certain tasks, as is the case when the 

DSH heuristics are used in the first pass, additional issues must be addressed by the 

rescheduling algorithm. Firstly, should all instances of duplicated tasks be retained in the final 

schedule, and secondly, which instance of a predecessor task should send the communication 

required by each instance of its successor? In the absence of task duplication these issues do not 

arise. 

Task duplication is used in the first pass in an effort to reduce task starting times by removing 

the need for some or all of the predecessor communications to be sent. The volume of 

communication required to be sent to each task instance is potentially reduced by the 

duplication of one or more predecessors. However, the total communication volume can, in 

fact, be increased due to the increased number of task instances – each of the duplicated task 

instances will require some, if not all, of its inputs be provided by inter-processor 

communication. It is therefore very important when rescheduling to remove any redundant task 

instances and to choose, where multiple instances of a parent task exist, the best of these as the 

source of the communication. 

Each task instance requires a single copy of each of its inputs in order to commence execution. 

When there exist multiple instances of a particular predecessor of a task, only one of these is 

actually required to send the message satisfying the dependency. If all predecessor instances 

were to send this message, then only the first to arrive would be of any use and the remainder 

would simply be discarded. Consider the situation where there exist Dt instances of a particular 

task t and Dpred instances of one of its predecessors. Potentially Dt � Dpred messages could be 

sent, when only Dt are required (one to each instance of t). Given that task t may have more 

than one predecessor, the number of unnecessary messages could become quite large and choke 

the network. Sending multiple copies of the same data is a waste of communication bandwidth 

and should be avoided. 
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The problem is determining the predecessor instance responsible for satisfying each input 

dependency. Of the multiple instances which could be used, which is the best? Two criteria 

immediately suggest themselves. Firstly, minimisation of IPC volumes could be used as 

justification for selecting the predecessor instance assigned to the closest processor, so that the 

number of hops required in the communication is minimal. For a fully-connected topology, as is 

the case in this study, this is meaningless since all processors are separated by a single hop. The 

second alternative is to use the instances of a task’s predecessors which allow the task to begin 

execution as soon as possible. The idea is that the schedule length is minimised by starting 

tasks as soon as possible. This is achieved by delivering messages as soon as possible, which 

means selecting the instance of each predecessor which yields minimal DAT for the message. 

The selection is made by examination of the task-only schedule prior to rescheduling and is 

stored in the comm_required data structure. For each input of each instance of every task in the 

schedule, comm_required stores the “best” predecessor instance to use. This is the instance 

with the earliest DAT, estimated prior to rescheduling by using the SDM communication 

model. To reduce the total volume of communication, predecessor instances allocated to the 

same processor are used where possible. The procedure IdentifyCommRequired() is 

responsible for choosing the best instance of each predecessor of each task instance. 

During rescheduling, the handling of a TDONE event involves injection of all outbound messages 

into the network (by insertion of MSENT events into CDevents). Only those messages for which 

the newly-completed task instance is the “best” predecessor are actually required to be sent – 

this may mean zero messages, a subset of the possible messages, or even multiple copies of 

each of the outputs. This is determined by consulting a second data structure, comm_sending, 

which contains the same information as comm_required, only referenced by the task doing the 

sending rather than the task on the receiving end of the communication. 

In the event that a task instance is not required to send any outbound communications, 

redundancy in the schedule can be further reduced by its removal. Unless such an instance is an 

exit task it is not required in order to satisfy any data dependencies and so may be excised from 

the schedule. Following the determination of comm_required and comm_sending, all task 

instances are considered for possible removal. The required task instances, which cannot be 

removed, are those that are responsible for any communication to another required task 

instance. 
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IdentifyCommRequired(comm_required) 

output: 

comm_required: a three-dimensional array containing the best 
predecessor instance for each input of each task instance in the 
schedule (comm_required[i][j][k] gives the best instance of the k-
th predecessor of the j-th instance of task i) 

begin 

for i = 1 .. n /* for all tasks */ 

for j = 1 .. NUMDUP(ti) /* for each instance of the task */ 

p = PROC(DUPj(ti)); 

for k = 1 .. NUMPRED(ti) /* for each input */ 

tpred = PREDk(ti); 

best_arrival = �; 

best_hops = �; 

for d = 1 .. NUMDUP(tpred) 

ppred = PROC(DUPd(tpred)); 

if ((ppred==p) and (FT(DUPd(tpred)) ST(DUP� d(ti)))) 

best = d; 

break; /* out of d loop */ 

else 

arrival = FT(DUPd(tpred)) + COMM(tpred,ti)�HOPS(ppred,p); 

if ((arrival<best_arrival) or  
((arrival==best_arrival) and (HOPS(ppred,p)<best_hops))) 

best = d; 

best_arrival = arrival; 

best_hops = HOPS(ppred,p); 

endif 

endif 

done 

comm_required[i][j][k] = best; 

done 

done 

done 

end; /* IdentifyCommRequired */ 

 

The procedure RemoveRedundantTaskInstances() uses a reverse topographical traversal of 

the task graph, examining each instance of each node and marking it as required or not. A task 

instance is marked as required if the comm_required data structure indicates it will send a 

communication to a successor task instance which has already been examined and itself marked 

as required. Obviously there will be a single instance of the exit tasks, and so these are initially 
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marked as required. All other task instances are initially marked as not required. Following the 

traversal, task instances which are not required are removed from the schedule. 

RemoveRedundantTaskInstances(comm_sending) 

input: 

comm_sending: two-dimensional array of sets (comm_sending[i][j] 
contains the successor instances which require communication from 
task instance DUPj(ti)) 

begin 

Mark all task instances as “not required” 

for i = n .. 1 

if (SUCC(ti)==�) 

Mark the (single) instance of each exit task as “required” 

else 

for j = 1 .. NUMDUP(ti) 

Find task instance s�comm_sending[i][j] s.t. s is “required”  

if (s is found) 

Mark DUPj(ti) as “required” 

endif 

done 

endif 

done 

Remove all task instances marked as “not required” from the schedule 

end; /* RemoveRedundantTaskInstances */ 

 

The RemoveRedundantTaskInstances() procedure will obviously not be able to remove all 

instances of any task. At least one instance of each task will be present in the task schedule 

which is passed to the rescheduling algorithm. An interesting situation exists, however, when 

the first instance of a task (the one assigned as part of the normal scheduling process) is 

removed and only a duplicated instance (one which is added later in scheduling as part of the 

task duplication process) remains. The net effect of this is that the task has “moved” from one 

processor to another. Such a mechanism would allow duplication heuristics to undo an initial 

task assignment which was later determined to be “bad” or un-necessary. 

4.3.3 Complexity of the Algorithm 

The algorithmic complexities of the task scheduling heuristics were expressed in Chapter 3 in 

terms of the number of nodes and edges in the task graph, n and e respectively, and the number 

of processors, p, in the target architecture. In general, the computational complexities of the 
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various components of the reSCHED-P algorithm depend less on the number of tasks in the 

DAG and more on the number of task instances in the first pass schedule, denoted by i. For 

duplication heuristics, there can be at most one instance of each task on each processor, so i is 

bounded above such that . For heuristics which do not allow duplication, . i n p� � i n�

For the message routing procedures, the possible start time of a message step on a single link is 

found in O(1) time by taking the maximum of its injection time and the link ready time. The 

complexity of Dijkstra() is therefore O(p2). For non-adaptive routing, each processor is 

visited at most once in any path, implying that the complexity of StaticRoute() in the worst 

case is O(p). However, the number of steps in any route is bounded by the diameter of the target 

architecture, which is 1 for a fully connected topology. Hence, when used in this study, the 

complexity of NA routing is O(1). The time required to initially generate the routing tables is 

insignificant, so is ignored in the overall complexity. 

When duplication is allowed, determination of comm_required requires that for each input of 

each task instance the best predecessor instance be found. Since there can be at most p 

duplicates of any task, O(p) instances of each predecessor must be examined in order to find the 

best. Thus, finding comm_required for each task instance t takes O(p ( )PRED t ), where 

( )PRED t  is the number of immediate predecessors of task t. Since and i n p� �

1
( )

n

t
PRED t e

�

�� , finding comm_required for all task instances has complexity O(ep2) or 

O(n2p2). The procedure for identifying redundant task instances has similar complexity, the 

only difference being that instances of successors rather than predecessors are examined. These 

procedures are performed once, as part of the initialisation phase of the algorithm, and have 

little effect on the overall run-time. Consequently, they are ignored in the overall complexity. 

During the simulation used to perform the rescheduling, the start times of O(i) task instances 

are determined, and routes for O(e) arcs are found. Determination of a task’s start time has O(1) 

time complexity. The complexity of message routing is either O(p2) or O(1), as already 

mentioned. Furthermore, during simulation O(ep) MINT events can occur, since each inter-

processor message could conceivably comprise p steps. The handling of each of these has O(1) 

complexity. Consequently, the overall complexity of the reSCHED-S algorithm is O(i + ep + 

e�O(routing)) where O(routing) is the complexity of the routing procedure used. Observing that 

 and remembering that , this can be stated as O(n2e n� i n p� �
2(p+O(routing))). 
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4.4 Experimental Results 

In this section, results are presented for the most basic of rescheduling algorithms, reSCHED-S. 

This is to allow an evaluation of the significance of contention delays and expose the problems 

that can arise when they are ignored during scheduling. This is achieved by initially considering 

the overall speedup, which is the improvement of the CSM parallel schedule over sequential 

execution, and then examining the difference between the first- and second-pass schedules. The 

overall effect of link contention is seen by the degree to which schedule lengths are increased 

after rescheduling. This is referred to as schedule degradation, and is given as a percentage. 

Instances where the SDM model resulted in a realistic schedule are indicated by a percentage 

degradation close to zero – indicating either a low level of contention or enough leeway in the 

schedule so that its effects were minimal. A high degree of degradation is indicative of a 

significant level of contention which was unable to be hidden by the overlap of communication 

and computation. The second pass schedule can never be better than that produced by the first 

pass, so a negative degradation cannot occur. 

4.4.1 Using reSCHED for Rescheduling 

The reSCHED software allows rescheduling to be performed in one of two ways. In the first of 

these, the program takes as input a file (whose name is given on the reSCHED command-line) 

containing one or more SDM schedules. Each of the task schedules contained in this file are 

rescheduled according to the options specified in the settings file. The resultant CSM schedules 

are written to the output file (whose name is automatically determined on the basis of the input 

filename and the rescheduling options). The reSCHED schedule files contain sufficient task 

graph information embedded within them that a separate file is not required for this. 

Alternatively, reSCHED can perform both scheduling passes at the same time. In this case, its 

input is a task graph file or command-line specification of parameters for the random generation 

of a task graph. Its output comprises separate files for the first-pass SDM schedules(s) and the 

second-pass CSM schedule(s). For each task graph, selected heuristic and machine size, task 

scheduling is followed by rescheduling, with schedules being written to the appropriate output 

files as soon as they are generated. 

As with task scheduling, rescheduling options are specified using a settings file. As mentioned 

in Section 3.7.2, multiple heuristics and numbers of processors can be selected, although in the 

latter case this is only allowed when a fully connected architecture is chosen. When a 

previously generated SDM schedule file is being rescheduled, a number of options must match 
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for this to be possible. For example, the topology of the interconnection network must be the 

same for both scheduling passes. While numbers of processors and task scheduling heuristics 

do not need to match exactly, those selected during rescheduling must be a subset of those used 

in the first pass. If not, at least one of the required SDM schedules will not be contained in the 

input file, and consequently cannot be rescheduled. 

A complete list of scheduling and rescheduling options is given in the appendix. Those 

pertinent to rescheduling include: 

�� reschedule 

A boolean flag. Determines if rescheduling is to be performed or not. Even if the 

command-line indicates an SDM schedule file is to be rescheduled, this option must be 

set. 

�� resched_algorithm 

A string. Specifies the algorithm to be used for rescheduling. To use reSCHED-S, 

“NoPrio” must be chosen. 

�� resched_routing 

A string. Specifies whether adaptive (“QA”) and/or non-adaptive (“NA”) routing is to be 

used. Both routing methods can be selected, in which case an output file is produced for 

each. 

�� remove_redundant 

A boolean flag. Indicates redundant task instances are to be removed from the schedule 

prior to rescheduling, as discussed in Section 4.3.2. 

4.4.2 Non-Adaptive Routing 

Figure 4.1 compares the overall speedup, found from the ratio of second-pass (CSM) schedule 

length and sequential execution time, for each of the first-pass scheduling heuristics when NA 

routing was used in the rescheduling.  
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(a) Low communication 

 
(b) Medium communication 

 
(c) High communication 

 

 
Figure 4.1 Overall speedup at varying levels of communication intensity for each heuristic – NA routing 

For task graphs with a low level of communication, very little link contention is seen, with 

minimal effect on the overall speedup (Figure 4.1a). When the level of communication is 

increased, however, the speedup curves for the CSM schedules (Figures 4.1b and 4.1c) start to 

look very different from those for the SDM schedules, seen in the previous chapter. For 

medium and high communication task graphs, the speedup curves share a common shape. 

Performance initially drops when the second processor is added to the system and then recovers 

somewhat before levelling out at its maximum value. After the initial reduction in speedup for 
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two processors, the general trend is for improved (or at least the same) performance with 

increasing numbers of processors. The only real difference between the heuristics is the degree 

to which the performance drops and the extent to which it can recover. 

When the number of processors is small, the poor performance of all heuristics is caused by the 

concentration of communication on a small number of links. This causes large contention 

delays and hence greatly increased message latencies. As the size of the target machine is 

increased, the computation is spread over more processors and so congestion on each link 

decreases. At least, this is the case for task graphs with medium communication. When the 

communication level is high, the first pass scheduling heuristics typically confine the allocation 

of tasks to a small number of processors, even when a large number are available. 

A point is reached at which the addition of further processors yields little or no improvement in 

speedup. This was observed in Chapter 3, and attributed to a balance being reached between 

maximising the exploitation of parallelism and minimising the communication overheads. The 

more communication-intensive the task graph, the smaller the number of processors required to 

achieve this balance. Since the second pass is bound by the task allocations made in the first 

pass, the same exploitation of parallelism is present in the schedules of both. However, the 

increased communication latencies of the CSM model mean that the parallelism is no longer 

balanced against the overheads and so the same level of speedup is not attainable. 

For task graphs with high communication, the drop in speedup for two processors is very large 

and only a small amount of improvement is achieved by the addition of further processors 

(Figure 4.1c). None of the schedules come close to a speedup greater than one. In fact, the 

“best” that can be achieved is a speedup of 0.295 (DSH on 16 processors) which does not 

compare favourably to the speedup of 1.928 for the equivalent SDM case. 

It must be remembered that comparing speedups for second-pass schedules resulting from 

different first-pass heuristics can be misleading. The quality of the final schedule is a product of 

three factors: the quality of the first-pass schedule, the extent to which contention delays 

increase message latencies, and the leeway in the schedule allowing these increased latencies to 

be tolerated. Using the overall speedup to compare heuristics, so as to comment on their relative 

susceptibility to the effects of contention delays is unfair. Such a comparison does not account 

for the differences in performance of the first-pass schedules. 

To isolate the significance of the contention delays and remove any dependence on the first-

pass schedule length, percentage of schedule degradation is used as a metric. This is defined as 

the difference between the schedule lengths before and after rescheduling, expressed as a 
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percentage of the first-pass schedule length. Curves of schedule degradation for each heuristic 

at varying levels of communication are given in Figure 4.2. 

 (a) Low communication 

 
(b) Medium communication 

 
(c) High communication 

 

 
Figure 4.2 Schedule degradation at varying levels of communication intensity for each heuristic – NA routing 

When communication is low, schedule degradation is minimal – less than 10% in all cases and 

less than 3% for large systems (of more than ten processors) for all but the BSA heuristic. This 

is because there is insufficient IPC to cause a problem. Messages must collide in space and time 
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in order for them to contend for a communication link. When messages are small and 

infrequent, the probability of such contention is small. 

For medium and high levels of communication, the curves of percentage degradation (Figures 

4.2b and 4.2c) tell the same story as those of speedup (Figures 4.1b and 4.1c). Worst 

performance is seen on two processors – schedule degradation shows a sharp spike, speedup a 

large drop. As the number of processors is increased, the communication is spread over more 

links so that the congestion on each link, and hence the contention delay for each message, is 

reduced. The level of schedule degradation drops as a consequence of this, causing the 

improvement in overall speedup which has already been commented on. 

When communication is high, the percentage of schedule degradation is considerable, for both 

small (two processors) and large (20 processors) systems. In the worst instances (ISH, ETF and 

DSC on two processors), the CSM schedule lengths are greater than the corresponding SDM 

schedules by more than a factor of 20. Even in the best instances (EZ on six or more 

processors), the increase of CSM over SDM is close to a factor of four. Given that many of the 

SDM schedules exhibited a speedup less than one in the first place, it is no wonder the 

speedups for the CSM equivalents are so low. 

Figure 4.2c shows a great deal of variation across the heuristics as far as susceptibility to 

contention delays is concerned. In Figure 4.2b this is evident to a lesser degree but is still 

present. On the whole, the clustering heuristics (EZ and DSC) perform well with respect to 

percentage degradation. The duplication heuristics (DSH and modDSH) and list scheduling 

heuristics (LSH and PDLSH) have middling performance. The remaining heuristics (ISH, ETF 

and BSA) are the most affected by contention delays, particularly when communication is high. 

The relatively good performance of the clustering heuristics is due to the minimisation of inter-

cluster communication on which they are based. When the number of processors is greater than 

the number of clusters, this means that IPC is also minimal. When this is not true, cluster 

merging can cause problems by considering only load balance and not communication in its 

decision-making. As the number of processors is increased these problems are reduced, until 

the point at which the number of processors matches the number of clusters is reached – cluster 

merging is no longer required, instead each cluster is mapped to a separate processor. Take as 

an example the group of task graphs with high communication. On average, DSC produced 9.3 

clusters for these task graphs, whereas EZ produced only 4.2. Consequently, for small numbers 

of processors a greater degree of merging of clusters was required for DSC than for EZ. The 

poor performance of DSC on two processors (2093.6% degradation) is evidence of the 
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problems arising from this. With four processors, cluster merging was no longer required for 

EZ for almost all task graphs in the group. Instead, each cluster was able to be mapped to its 

own processor. Consequently, beyond this point no improvement in schedule degradation, and 

hence speedup, is observed for the EZ heuristic. Even though more processors are added to the 

system, the limited number of clusters means they are unable to be utilised. The larger number 

of clusters produced by the DSC heuristic (an average of 9.3, although in many cases much 

more than this were produced) meant that its performance did not level out until the target 

machine was much larger, comprising 18 processors. 

The high levels of degradation experienced by ISH, ETF and BSA for the communication 

intensive task graphs are due to the fact that these heuristics concentrate the computation on a 

smaller number of processor without actually reducing the amount of communication between 

these processors. This can be seen by the small number of processors at which the curves of 

speedup and schedule degradation level off. After about 6-8 processors, no improvement in 

performance is seen for these heuristics. The addition of further processors has no effect 

because they are not used and simply remain idle. This is not true of the other heuristics (with 

the exception of EZ) which experience a longer period of performance improvement before 

levelling out. 

With ISH, task insertion is more likely when communication sizes are large. Since insertion 

allows the allocation of multiple tasks to a single processor at each scheduling step, tasks can 

become concentrated on a small number of processors, at least when compared to the same 

algorithm with no task insertion (ie LSH). When contention is considered, the resultant 

concentration of communication on a small number of links leads to greatly increased message 

latencies. The effects of this are compounded by the fact that insertion reduces the flexibility or 

leeway in the schedule, which determines its ability to tolerate any increased latencies. Tasks 

that are inserted would have an earlier start time than if they were schedule normally, otherwise 

their insertion would not have been allowed. The reduced start times of these tasks means they 

have reduced leeway, ie a smaller difference between their MRT and ST. Any increase in their 

MRT, due to increased communication times, is more than likely to impact on their ST. 

Delayed execution of an inserted task can force the task following it (which is necessarily of 

higher priority since it was scheduled in the normal priority order) also to be delayed. In 

combination, the reduced leeway of the individual tasks and the concentration of 

communication onto fewer links causes the significant increase in schedule length which is 

observed (Figure 4.1c). 
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The high level of degradation experienced by the ETF schedules can be attributed to the same 

two factors: concentration of IPC and reduction in schedule flexibility. Of all the ready tasks 

considered for assignment at each scheduling step, the one with the earliest start time is also 

going to have the least leeway. Consequently, ETF schedules will not have a great tolerance for 

any increases in communication times. Furthermore, the ETF heuristic has a tendency to 

confine tasks to a restricted number of processors in much the same way as ISH, though the 

reasons behind this are unclear in this case. This can only be seen through a side-by-side 

comparison of ETF schedules and those produced by other heuristics, comparing the utilisation 

of individual processors and in particular the number that are used and the number that remain 

idle. 

When the BSA heuristic is used to schedule communication intensive task graphs, not many 

tasks migrate from the initial pivot processor. When they do they generally migrate to 

processors to which one or more of their predecessors are assigned. This means that, as with 

ISH and ETF, tasks are not spread over all processors but confined to a small number of them. 

The problem is that the migration of a single task causes a large number of inter-processor 

messages to be required. Most of these messages are between the same two processors, namely 

those between which the task is moving. Most significant in terms of contention are the 

outbound messages from the newly-migrated task, since these are all injected into the network 

at the same time. Under the CSM model, the communication latency of the last of these 

messages to be routed will be of the order of the sum of their SDM communication times. Even 

though the inbound messages will have different injection times, their sizes, and hence the 

times for which they occupy the link, are great, and consequently the probability of contention 

between them is still significant. 

To summarise, the degree to which schedules are degraded by contention delays is dependent 

upon three factors. The relationships between each of these factors and the number of 

processors in the system seem somewhat counter-active in terms of their contribution to the 

overall degradation. Furthermore, their relative significance is also dependent on the heuristic 

used for task scheduling in the first pass. The three factors are: 

1. Inter-processor communication (IPC) volume. 

In general, the total communication volume increases with the size of the system. It can, 

however, be disproportionately large for small numbers of processors. In such situations 

it is more often the case that the ready times of the processors determines the possible 

start times of a task being scheduled, rather than its MRT. Consequently, no 

consideration is given to communication when deciding the allocation of the task. 
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2. Concentration of communication on a small number of links. 

When the number of processors is small or the scheduling algorithm only utilises a 

fraction of those available, the communication is confined to a small number of links 

causing them to become congested, leading to long contention delays and increased 

schedule lengths. This congestion tends to decrease with increasing machine size, since 

the tasks are spread over more processors and hence the communication is spread over 

more links. This only occurs up to a point, beyond which the scheduler determines that 

the benefits of increased parallelism no longer outweigh the costs of increased 

communication (as estimated using the SDM model) 

3. Flexibility in the schedule. 

As far as the ability of the schedule to tolerate contention is concerned, the more leeway 

that is present the better. For larger systems with tasks spread over more processors, task 

start times are more often determined by their MRT than by the finish time of the 

previous task on the same processor, as is more often the case when the number of 

processors is small. Consequently, task leeway decreases and the schedule becomes more 

susceptible to degradation, with increasing numbers of processors. 

4.4.3 Adaptive Routing 

The curves of speedup and percentage schedule degradation when QA routing is used in the 

rescheduling are given in Figures 4.3 and 4.4, respectively. 

When communication is low, the difference in performance between the NA and QA schemes 

is not significant. In general, there is not enough message traffic at any given time to cause 

sufficient contention to make the use of a multi-hop route (possible with QA) preferential to 

simply waiting for the directly connecting link (the single-hop route always chosen by NA) to 

become available. It is only in the presence of increased contention that the full advantage of 

QA routing is realised. The only heuristic that exhibits any real benefit from adaptive routing is 

BSA. The elevated levels of contention in the BSA schedules are due to the majority of tasks 

remaining on the initial pivot processor, so that it becomes a focus for both inbound and 

outbound communication, but particularly the latter. 
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(a) Low communication 

 
(b) Medium communication 

 
(c) High communication 

 

 
Figure 4.3 Overall speedup at varying levels of communication intensity for each heuristic – QA routing 

For medium and high levels of communication, the curves of speedup (Figures 4.3b and 4.3c) 

and schedule degradation (Figures 4.4b and 4.4c) are similar in shape to those for NA routing 

(Figures 4.1 and 4.2), except that superior performance is observed, particularly when the 

number of processors is large. The initial spike in schedule degradation, and corresponding 

drop in speedup, on two processors is the same height for QA as it is for NA, since there is but 

one possible route between the processors. However, as the number of processors is increased 

the superiority of QA routing becomes evident. The recovery in schedule degradation is faster 
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and continues over a greater number of processors. In some cases this improvement continues 

beyond the limit of the graphs (20 processors). 

 (a) Low communication 

 
(b) Medium communication 

 
(c) High communication 

 

 
Figure 4.4 Schedule degradation at varying levels of communication intensity for each heuristic – QA routing 

The superior performance of QA routing is due to its ability to make use of the multitude of 

routes that exist between a pair of processors. Consequently, contention delays can be reduced 

by routing around the congested links, although this is at the cost of increased route length. Use 

of longer routes increases one component of the communication time, namely the time spent in 

transmission through the links, but allows a reduction in the other, the time spent waiting for 
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the links to become available. A balance, reflected in the average route length, is reached 

between the contributions of these two components. The point of balance depends on the 

volume of IPC – for a greater degree of communication, longer routes will be used – and the 

size of the system – with more processors there are more routing alternatives and hence 

message routes will be shorter on average. 

The difference in performance between the two routing schemes is most pronounced when the 

number of processors is large. In such cases, the number of links in the network, and hence the 

number of alternative routes between any two processors, is greatest. For a fully connected 

architecture comprising n processors the number of full duplex links in the interconnection 

network is n�(n-1)/2. For a given source and destination processor, there is one single-hop 

route (that used in NA routing), (n-2) two-step routes, (n-2)�(n-3) three-hop routes and so on. 

There are (n-2)! possible routes which visit all processors in the system and have a length of (n-

1). Obviously, as the size of the system grows, the routing alternatives increase dramatically. 

With NA routing, both speedup and schedule degradation level out once the target architecture 

reaches such a size that the additional processors are not used in the execution of tasks (Figures 

4.1 and 4.2). This occurs at the point at which the first-pass task scheduling algorithm 

determined that the balance between communication and parallelism had been reached, 

implying that best performance was to be achieved by confining the computation to a subset of 

the available processors. When QA routing is used instead of NA routing in the second pass, 

improvement is seen beyond this balance point. Even though the additional processors are not 

performing useful work, they still add alternative routes. In fact, because these processors are 

idle they do not create any message traffic themselves, so are ideal for use as intermediate 

routing nodes. The greater the number of processors, the greater the number of two-step routes 

between any source and destination, and hence the shorter the average route becomes. For an 

unbounded number of processors, each message would have a maximum route length of two 

steps and would be able entirely to avoid waiting delays caused by contention. CSM message 

latencies would then have an upper bound of twice the SDM latencies, which implies a worst-

case schedule degradation of 100%. 

For task graphs with a medium level of communication, performance within this bound is 

achieved for all heuristics with just six processors (Figure 4.4b). When 20 processors are used, 

degradation is less than 20% for all heuristics. Following their initial spike, the curves of 

schedule degradation for each heuristic show rapid improvement over a relatively short period – 

as the number of processors is increased from two to about 10 or 12. Beyond this the curves 

appear to level out, although closer inspection shows continued but marginal improvement. 
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This improvement is due to the small number of messages which are able to reduce their 

communication times by the use of one of the alternative routes created by the addition of 

further processors. For the majority of messages, however, no reduction in latency is possible, 

since they already have either: a route length of one and a small enough contention delay that 

waiting is preferable to the use of an empty two-hop route, or a route-length of two with no 

contention delays on either of the links comprising the route. For these messages the balance 

has been reached between the contention delay on the single-step route and the doubled 

transmission time on a contention-free two-step alternative. 

When communication is high, none of the CSM schedules shows a speedup greater than one, 

however improvement is still evident at the limit of the graph (Figure 4.3c). The continued 

improvement in schedule degradation (Figure 4.4c) shows that contention delays and 

transmission times are not yet balanced. A large number of messages will have route lengths 

greater than two, or will be experiencing contention delays on a two-step route which could be 

avoided were an unoccupied alternative available. When message contention is great, as is 

obviously the case here, longer routes which avoid congested links become attractive. However, 

for larger messages it is important to minimise route lengths, ideally to one or two hops. When 

the number of messages is also large, the number of processors required to achieve this 

becomes very great. In this instance, the continued improvement in schedule degradation for 

almost all heuristics is evidence that considerably more than 20 processors are required to 

achieve minimal communication times. 

The exception to this is the EZ heuristic which achieves a balance between the two 

communication components at about 16 processors, beyond which there is no reduction in 

schedule degradation or increase in speedup. The small IPC volume which results from the 

clustering of communication-intensive tasks means that the balance is achieved far more 

quickly than for the other heuristics. Whereas the EZ heuristic is consistently superior to the 

other heuristics in terms of schedule degradation, not just in the communication intensive case 

but across the board, this does not necessarily translate to superior speedup. The speedup is 

limited by the small number of clusters produced by the algorithm, which reduces with 

increasing levels of communication. 

When considering communication volumes, the duplication heuristics are at the other end of the 

scale from EZ. Duplication increases the number of task instances, particularly in the 

communication intensive cases where the potential for reduction in SDM latencies is greatest, 

which in turn increases the number of inter-processor messages. While the duplication of a 

number of predecessors of a task reduces the number of messages being sent to the task itself, 
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the communication requirements of the duplicated predecessors can lead to an overall increase 

in the number and volume of IPC. The increased communication volume means that link 

contention and hence schedule degradation is greater for these heuristics than for those without 

duplication. It also means that improvement is seen over a greater range of processors. 

4.4.4 Comparison of Routing Methods 

The previous two sections have demonstrated the superiority of QA routing over NA routing 

when used in rescheduling. Results have been presented in the form of curves of speedup and 

schedule degradation for each heuristic at varying levels of communication. In this section, the 

two routing schemes are compared side-by-side using performance results averaged over all 

heuristics. Figure 4.5a compares speedup curves for the “average” heuristic, while Figure 4.5b 

gives the corresponding curves for schedule degradation. In addition to curves for each of the 

communication groups – low, medium, and high – these figures include a curve for the overall 

average, which is the speedup (or schedule degradation) averaged over all input task graphs. It 

must be remembered that this average will be dominated by the schedules of greater length, ie 

those for the more communication intensive task graphs, and consequently will be biased 

towards the poor end of the performance spectrum. 

(a) Speedup for the various groups 

 
(b) Schedule degradation for the various groups 

 
Figure 4.5 Comparison of naïve rescheduling for NA and QA routing for low, medium and high levels of 

communication (averaged over all heuristics) 
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As has been mentioned, the behaviour of the two routing schemes is identical for systems with 

only two processors. Consequently, the height of the spike in schedule degradation, and the 

resultant drop in speedup, is exactly the same in both cases. As the number of processors 

increases above two, however, the performance of the different schemes begins to diverge, 

particularly for the more communication-intensive task graphs. 

When the level of communication in the task graph is low, the difference between NA and QA 

routing is insignificant. Both show less than 10% degradation for all heuristics. In fact, for 

systems with 20 processors, the difference between first- and second-pass schedule lengths is 

les than 2% for all heuristics, irrespective of the routing scheme used. Because of the relative 

insignificance of these values, the curves of schedule degradation for task graphs with low 

communication cannot be discerned in Figure 4.5b. 

At increasing levels of communication, greater link contention is experienced. Higher task 

graph degree implies a larger number of inter-processor messages, and increased message size 

(due to higher C/P ratio) means longer transfer times and hence greater link occupancy. 

Unfortunately, contention is cascading; when it causes one message to be delayed this increases 

the chance of a collision with later messages causing them to be delayed, and so on. The effects 

of contention are greatest when a number of messages are injected into the network at the same 

time, as is the case upon completion of a task with multiple successors. As a simple example, 

consider four messages of unit size with the same injection time and the same source and 

destination processors. Under NA routing these messages will have latencies of one, two, three 

and four units, respectively, due to the compounding nature of contention. With QA routing 

however, one of the messages will have a latency of one unit while the other will have latencies 

of two units, provided that at least two alternative two-hop routes are available. If not, then use 

of a contention-free three-hop route for one of the messages is still advantageous. 

The advantage of QA routing is that contention can be avoided, or at least minimised, by using 

alternative routes comprising uncongested links. By avoiding congested links and using those 

that are idle instead, the communication load is balanced over the network rather than being 

concentrated on a small number of links. As the volume of IPC increases, the use of alternative 

routes is more attractive and so routes become longer on average. There is a tradeoff between 

the two components of communication cost. Longer routes may mean reduced contention 

delays but the transmission time, the time spent actually traversing the links of the route, 

increases linearly with the number of hops. 
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Whether or not to use a longer route is decided on the basis of the predicted arrival time of the 

individual message. Unfortunately each routing decision considers only the current message, 

without taking into account the possible effect on messages yet to be routed. Longer message 

routes consume valuable communication bandwidth and increase the contention delays 

experienced by messages with later injection times. Consequently, the local optimisation, 

whereby each message route is chosen so as to minimise its arrival time, does not necessarily 

produce a globally optimal result, in which contention delays and their effect on the schedule 

length are minimised. 

One weakness of the reSCHED-S rescheduling algorithm when using QA routing is that 

assignment of a short route to a particular message requires it to be inserted into the network at 

the right place at the right time, ie just as the link connecting its source and destination 

processors becomes available. Consequently, the messages that are fortunate enough to be 

allocated a short route are chosen arbitrarily. Unfortunately, reSCHED-S contains no 

mechanism by which the relative importance of a message (defined by its size or the criticality 

of its destination task, for example) could be used with preferential routing to ensure that the 

more important messages receive shorter routes and arrive at their destination sooner. The 

reSCHED-P algorithm, proposed in the next chapter, attempts to rectify this. 

4.5 Chapter Summary 

In this chapter a framework was presented for converting simple task schedules created using 

the SDM communication model so that they are feasible under the more-realistic CSM model. 

While many simplifications are still assumed in CSM a major deficiency in traditional 

scheduling algorithms, namely that communication link contention is ignored or assumed to be 

negligible, is removed. The advantage of this is that the performance of a parallel program as 

predicted by the scheduler will more accurately reflect that experienced on an actual parallel 

machine. 

The inclusion of contention delays in communication costs is made possible by the addition of 

a second scheduling pass, referred to as rescheduling. The simplest of rescheduling algorithms, 

reSCHED-S, was presented in this chapter. It takes as input a first pass task schedule produced 

by one of the many heuristics proposed in the literature. The output is a combined task and 

communication schedule. The output task schedule is identical to the input schedule, except 

that the start and finish times of the tasks have been modified to reflect the increased message 

latencies of the CSM model. The communication schedule is used to guarantee collision-free 
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message-passing by allocating message steps to communication links in a non-overlapping 

manner. The communication schedule is built by the rescheduling process, whereas the task 

schedule is just modified or updated. 

The reSCHED-S algorithm is based on a discrete event simulation of the run-time behaviour of 

an idealised message-passing architecture. The input schedule is used merely as an allocation 

and ordering of tasks on processors. The output schedule is generated by simulating this input 

and using the timing of task and message events to determine the start and finish times of the 

elements of the combined task and communication schedule. The algorithm assumes no 

knowledge of future events, ie those yet to occur in the simulation, or any other global 

information, such as the relative priority of messages competing for a shared resource. This is 

consistent with the model of a parallel architecture controlled by a program which specifies task 

allocation and ordering but makes no corresponding specification of communication. Messages 

are simply injected into the network immediately upon completion of the task producing them. 

Similarly, a task must wait for all required messages before commencing execution, during 

which time its processor remains idle. This corresponds to the situation where the tasks 

allocated to a processor are aggregated, in order, to form the sequential process that is executed 

by that processor. 

The reSCHED-S algorithm was intended to demonstrate the worst-case performance of a 

schedule, which is that experienced when no compile-time consideration is given to link 

contention whatsoever. It makes no attempt to reduce contention delays or their effects on the 

overall schedule length, aside from the use of adaptive routing. Instead, it is used to 

demonstrate the dangers inherent in the assumption of unlimited inter-processor bandwidth 

made by the SDM model, which is the basis of the vast majority of task scheduling algorithms. 

Results presented in Section 4.4 showed the significance of link contention delays, especially 

for the communication-intensive task graphs. In many of these experiments, the SDM task 

schedule predicted a healthy speedup while the CSM schedule indicated that slowdown was 

more likely to be experienced. 

The inescapable conclusion is that for task graphs with significant levels of communication, 

contention delays must be considered during scheduling. They must either be reduced or 

overlapped with computation so that their effects on the overall schedule length are minimised. 

The reSCHED-P algorithm proposed in the next chapter attempts this by extending reSCHED-S 

to allow use of message priorities, so as to give preferential access to communication resources. 
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Chapter 5 

Rescheduling Algorithm with 
Back-Tracking 

The very simple reSCHED-S algorithm of the previous chapter can be improved in a number of 

ways. Firstly, through consideration of the order in which messages are injected into the 

interconnection network. Just as certain tasks in the DAG are identified as more “important” 

than others through the use of priorities like CP/MISF, some inter-processor communications 

will be more important than others. In this context, “important” implies that minimising the 

start time of the task, or analogously the delivery time of the message, will lead to a reduction 

in the overall schedule length – at least that is the aim. A number of priority schemes are 

proposed in Section 5.2 and compared experimentally in Section 5.5, using modified versions 

of the rescheduling algorithm to assess their relative merits. 

A second way in which the algorithm can be improved is by the assignment to the schedule of 

more than just the first step of the route at each message scheduling step. With the reSCHED-S 

algorithm, the entire message route is determined when it is first injected into the network, 

however the individual steps are assigned to the communication schedule one at a time, rather 

than all at once. Consequently, at any instance, the communication schedule contains only those 

messages steps which are currently traversing an inter-processor link, as well as those which 

have previously arrived. This reflects the dynamic behaviour of a parallel system obeying a 

schedule which specifies the allocation and order of tasks but says nothing about the timing or 

routing of messages – these must be determined at run-time. This means that the quality of the 
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chosen routes are degraded since network traffic can change between the routing decision being 

made and the steps actually being added to the schedule, at which point their timing must be re-

calculated. The full advantage of adaptive routing can only be unlocked by allowing the 

scheduler to reserve slots for steps on the message route after the first – effectively scheduling 

into the future and not just at the current moment. This is achieved by assigning all steps of a 

message route to the communication schedule at the same time (when the MSENT event is 

handled and the route is first determined). 

5.1 The Modified Rescheduling Algorithm 

In the modified version of the reSCHED-S algorithm, referred to as reSCHED-P, task 

completion causes the insertion of MSENT events for all required outbound communications 

into the event list as before, although now these are ordered by the arcs’ priorities. A number of 

priority schemes are proposed in Section 5.2 and evaluated experimentally in Section 5.5. The 

message priority determines the order in which MSENT events occurring at the same time 

(generally, but not necessarily, those with the same source task) are handled, rather than this 

being arbitrary, as is the case with reSCHED-S. 

A second difference between reSCHED-S and reSCHED-P is that once a message’s route is 

determined, all of its steps, and not just the first, are added to the communication schedule. An 

appropriate MRECD event is then added to the event list, indicating the arrival of the message 

at its final destination. The MINT events are no longer required for each step, since the times of 

message steps after the first never need to be re-calculated. Instead the use of a single MRECD 

event for each arc will suffice. This has the added advantage of improving the run-time of the 

scheduler. 

The initial version of the reSCHED-P algorithm is referred to as reSCHED-P(NoPre) for 

reasons which will later become clear. It represents an improvement over reSCHED-S in that 

message priorities are used to break ties between MSENT events and all message steps are 

assigned as soon as the route is determined. 

It is possible, and in fact desirable, to use message priorities for more than just ordering the 

routing of arcs which have the same insertion time. This is demonstrated by a simple example 

in which the task graph of Figure 5.1a is to be scheduled to a two processor system subject to 

the task assignments (from a first-pass SDM scheduler) given by Figure 5.1c. Admittedly, this 

task schedule would not be produced by any reasonable scheduler, since there is no exploitation 

of the small amount of parallelism in the task graph, namely that between tasks T3 and T1 or T2. 
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Furthermore, tasks T2 and T4 have been allocated so as to maximise, rather than minimise, their 

start times – causing maximum inter-processor communication (IPC) volume in the process. 

Such an allocation could arise, however, as part of a complete schedule of a larger task graph – 

the other tasks have been omitted in the interests of clarity and simplicity. 

(a) The task graph (b) Two processor architecture 
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(c) First-pass SDM schedule 
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time
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P2 T2 T4
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Figure 5.1 SDM schedule for a simple example 

If the arc from T3 to T4 is routed first, as would be the case with a simple “first come first 

served” (FCFS) algorithm, the MRT of T4 is 14 as can be seen from the schedule of Figure 5.2a 

(which includes the communication schedule for the link from P1 to P2). If, however, the arc 

from T1 to T2 is handled first, then MRT(T4) is 11, as depicted in Figure 5.2b. This represents a 

considerable improvement in its start time, and hence the overall schedule length. 

Unfortunately, in a greedy scheduling framework there is no way to force the routing of arc 

(T3,T4) to wait for (T1,T2) to be handled. Instead a back-tracking mechanism must be used to 

allow the scheduler to recover from what it considers to be a “bad” scheduling decision, by 

undoing it. Determination of “badness” is made with the benefit of hindsight, and is based on 

the relative priorities of the message already scheduled and that currently being routed. In the 

example given, an extension of a level based priority scheme to allow calculation of message, 

as well as task, priorities would obviously assign a higher priority to arc (T1,T2) than (T3,T4). 

This would allow the injection of the message from T1 to T2 to undo the assignment of that from 

T3 to T4, removing it from the schedule and then re-inserting it when the link becomes available. 
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In Section 5.2 such a priority scheme is proposed, along with a number of others which are 

based on either the DAG structure and weighting, or the first-pass task allocation and timing. 

(a) Using FCFS framework, hence arc (T3,T4) routed first 
1 2 3 4 5 6 7 8 9 10

time

P1

P2 T2 T4

T3 T1
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(T3,T4) (T1,T2)L(1,2)

 
 

(b) Arc (T1,T2) routed first 
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Figure 5.2 Contention-free CSM schedules for the simple example 

It remains then to address the mechanism by which the back-tracking is accomplished. In the 

reSCHED-P algorithm it is achieved by allowing the preemption of lower priority messages by 

subsequently scheduled messages of higher priority. In this context, message preemption does 

not mean that the data transfer is interrupted, pauses in a partially completed state and then 

resumes at a later time (as is considered the case with task execution in preemptive task 

scheduling [70, 117]) – the standard message passing model does not allow this. Instead, it 

means that a preempted message step is removed from the communication schedule so that the 

preempting message step may proceed without waiting. The preempted message step, and by 

necessity those after it in its route, is removed and then re-inserted into the schedule at an 

adjusted time. The re-insertion requires routing be performed to find the best route to replace 

the removed steps, since network traffic may have changed since the original routing decision 

was made. The new route is constrained by the portion of the old route which was not removed 

during preemption. Re-routing is only between the intermediate node reached by the 

unpreempted portion, the “last unpreempted intermediate node” (LUIN), and the processor 

assigned to the destination task. 

In the worst case, routing a single message could required that all previously assigned messages 

be preempted and re-routed. Consequently, consideration must be given to some means by 

which the level of preemption can be controlled, so as to restrict the run-time of the scheduler. 
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One possibility is to allow only the preemption of message steps whose finish time is greater 

than the current moment CM. A flag can be used to differentiate between those steps that have 

“arrived” at their destination and those that haven’t, and are still considered as “reservation 

slots” in the schedule. When an arc is routed and its steps are added to the link schedule CSL, all 

are initially marked as reserved. When a MINT or MRECD event is handled, the corresponding 

step is considered to have arrived and its reservation flag is removed. The step is now 

committed to the communication schedule and cannot be preempted. By only allowing 

preemption of reservation slots the back-tracking mechanism is limited so that it can only undo 

“future” events. This implies that there is no back-tracking in the global clock used in the 

simulation – CM continues to be monotonically non-decreasing. The variant of the rescheduling 

algorithm in which preemption is limited in this way is referred to as reSCHED-P(ResPre). 

From a performance perspective, the biggest problem with the ResPre version of reSCHED-P is 

that re-routing is only partial. Preemption only results in the removal of a portion of a message 

route from the communication schedule, unless of course it is the first step in the route which is 

preempted. Re-routing is constrained by the steps which are not removed – those prior to the 

preempted step in the route. The new message route is formed by a concatenation of the 

unremoved steps and the newly determined route between LUIN and the final destination. It is 

quite possible for this route to contain loops, where processors visited in the unpreempted 

portion are revisited in the re-routed portion. In the worst case, the best route between LUIN 

and the destination processor contains the original source processor. This represents an obvious 

waste of communication resources. 

The solution is to remove all steps of a preempted route, irrespective of which step caused the 

preemption, and perform full re-routing between the source and destination processors. The 

preempted message is re-injected into the network at the time of completion of its source task. 

The new route may follow the same path as the preempted route (or at least as far as the 

preempted step), in which case the message arrival time will be the same as with ResPre. Since 

traffic conditions will have changed since the original routing, it is possible for the new route to 

be completely different from the old one. In this case, the arrival time with full re-routing will 

be earlier than that with partial re-routing, ie ResPre. 

Not only does full preemption avoid the occurrence of wasteful message loops, it also enables 

messages to be delivered as early as possible using routes which are as short as possible. It 

does, however, mean that occasionally the global clock, CM, will jump backwards before 

continuing its forward progression. Because of this it no longer makes sense to differentiate 

between messages steps which have “arrived” and those which are just “reserved”. The status 
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of a step can change from the former to the latter whenever preemption causes CM to take a 

backwards step. Consequently, the restriction that only reservation slots can be preempted is 

relaxed. An arc is now only considered committed to the schedule, and hence safe from 

preemption, when its destination task instance has been scheduled. This is defined as the point 

at which the start time of the task is determined and a TSTART event added to CDevents for it. 

The full preemption version of the algorithm is referred to as reSCHED-P(FullPre). It is 

expected to have longer run-time than the ResPre variant, since a greater level of indirect 

preemption (where routing of one arc preempts a second arc, whose re-routing in turn preempts 

a third, and so on) and consequently a greater degree of back-tracking is likely. Performance on 

the other hand is expected to be improved for two reasons. Firstly the arrival time of each 

preempted message is reduced when re-routing from the original source rather than LUIN. 

Secondly, increased opportunities for preemption mean increased significance for the message 

priorities. A good priority scheme will benefit from this. Conversely, a poor scheme will have 

its performance degraded. 

 To summarise, in addition to the simplest version of reSCHED-P where priorities are used 

merely to order the routing of messages with the same insertion time, two back-tracking 

methods based on message preemption and re-routing have been proposed. The three variants 

of the reSCHED-P rescheduling algorithm are referred to as NoPre, ResPre, and FullPre 

respectively. 

�� NoPre (No Preemption): 

Message priorities are used merely to order arcs which have the same injection times. All 

message steps are added to CSL at once and there is no preemption allowed. 

Consequently, the reservation flag does not need to be used, MINT events are no longer 

required, and the arrival of a message can be handled by a single MRECD event, instead. 

�� ResPre (Reservation slot Preemption): 

A message step is marked as “reserved” until the corresponding MINT event has been 

handled. At this point it is considered to have arrived at the intermediate node and is 

committed to the final schedule. Reserved steps may be preempted by higher priority 

arcs, in which case the preempted step and those after it in the route are removed and 

later re-routed. Where multiple arcs are preempted at the same time, re-routing is ordered 

by their relative priorities. Re-routing can itself cause preemption. Consequently, a list of 

the arcs requiring re-routing is maintained and processed, in order of priority, until it is 

empty. 
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�� FullPre (Full Preemption): 

No distinction is made between reserved and assigned steps, since both are considered 

preemptable. An arc’s steps only become safe from preemption once the TSTART event 

for its destination task has been added to the event list. Prior to this, all steps are only 

considered to be tentatively assigned. Upon preemption of any step in a route, the entire 

route is removed from the schedule and completely re-routed. 

These schemes are characterised by varying levels of preemption and hence varying degrees of 

back-tracking. In the NoPre variant there is, in fact, no allowance for back-tracking. The ResPre 

method is not back-tracking in the sense that the current moment (CM) will be monotonically 

non-decreasing. The only elements which can be removed are those yet to arrive. Additionally, 

re-routing of preempted steps will not be able to re-assign them at earlier times since the level 

of traffic can only have increased since the original routing decision was made. Instead, back-

tracking refers to routing decisions being effectively undone by the removal of elements of the 

communication schedule. This allows the order in which messages are routed to be altered from 

that determined by their injection times. 

The FullPre scheme is characterised by the maximum level of preemption, bounded only by the 

restriction that task scheduling decisions cannot be undone. Since re-routing of preempted 

messages is from the time of completion of the source task (which may be well in the past), at 

times CM can be expected to jump backwards before continuing forwards. The level of back-

tracking can be significant, since the re-routing of preempted arcs can cause further 

preemptions, and hence even further back-tracking. The worst case scenario is that the routing 

of each arc in the DAG causes the preemption, either directly or indirectly, of every arc so far 

assigned. It is difficult, however, to imagine circumstances in which this would occur. 

5.2 Communication Priority Schemes 

Nine message priority schemes are proposed for use with the reSCHED-P algorithms. Several 

of these are not used in this study since they only apply to incompletely connected 

architectures, where the distance between a pair of processors is more than a single hop. They 

have, however, been implemented in the reSCHED software, which is not restricted to fully 

connected topologies.  

The definitions that follow are for the arc a, which is of non-zero size and is between task 

instances assigned to different processors. Zero sized messages and those between tasks on the 
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same processor incur no actual communication cost and are not even assigned to the 

communication schedule, so do not need prioritisation. 

�� SCF: Smallest Communication First 

Arc priority is based on the amount of data communicated: 

( ) ( )prio a SIZE a� �  

The negative sign ensures that smaller messages have higher priority. 

�� LCF: Largest Communication First 

Similar to SCF except that larger messages are given priority: 

( ) ( )prio a SIZE a�  

�� SCHF: Smallest Communication (including Hops) First 

As well as including the size of the communication, the distance it must travel is 

considered in the priority: 

( ) ( ) ( ( . ), ( . ))prio a SIZE a HOPS PROC a src PROC a dest� � �  

HOPS() is the number of hops on the shortest path between the two processors. 

�� LCHF: Largest Communication (including Hops) First 

Defined as the opposite of SCHF: 

( ) ( ) ( ( . ), ( . ))prio a SIZE a HOPS PROC a src PROC a dest� �  

Where SCHF gives priority to short messages travelling a short distance, LCHF favours 

large messages which have further to go. 

�� LHF: Largest Hops First 

Priority is defined by the distance the communication has to travel: 

( ) ( ( . ), ( . ))prio a HOPS PROC a src PROC a dest�  
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�� Random 

Priorities are randomly generated. This is the baseline for any comparison. 

�� STSF: Smallest Time Slot First 

The time slot of an arc is defined as the difference between the finish time of the source 

task and the start time of the destination task in the first-pass schedule. This is used to 

define the priority: 

( ) ( . ) ( . )prio a FT a src ST a dest� �  

This will result in negative priority values for all messages, but means that relative 

priority increases as the size of the gap decreases. Greater importance is hence given to 

messages whose early delivery is critical if the initial task schedule is to be adhered to 

with any degree of accuracy.  

�� SITSF: Smallest Idle Time Slot First 

Defined similarly to STSF, except that the difference between the arrival time of the 

message at the destination processor (as predicted by the SDM model) and the start time 

of the destination task is used as the time slot: 

( ) ( . ) ( ) ( ( . ), ( . )) ( . )prio a FT a src SIZE a HOPS PROC a src PROC a dest ST a dest� � � �

 

�� LDSF: Longest Dominant Sequence First 

The length of the dominant sequence (the longest path in the DAG between an exit and 

an entry node) containing the arc gives its priority: 

( ) ( . ) ( . )
( ) ( ( . ), ( . ))

prio a tlevel a src blevel a dest
SIZE a HOPS PROC a src PROC a dest

� �

� �

 

t-levels and b-levels are calculated using both node and edge weights. Edge weights are 

found by a SDM estimation of communication costs – using the number of hops between 

the processors to which the source and destination task instances are allocated in this 

estimation. Consequently each duplicate of a task may have a different t- and b-level. 
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Arc priorities are calculated prior to rescheduling and use information from the task graph 

and/or the first-pass schedule. Ties between messages with the same priority are broken in 

favour of the arc which has already been scheduled (when preemption is being considered), or 

that which is already in the event list (when message events are being inserted into CDevents). 

A number of the proposed schemes, namely SCHF, LCHF and LHF, use the number of hops on 

the shortest path between the source and destination processors in their calculation. In this 

work, the target architecture is assumed to be fully connected, meaning that the distance 

between any two processors is one. In such instances, LHF assigns the same priority to each 

message, SCHF is equivalent to SCF, and LCHF the same as LCF. Consequently, these priority 

schemes are omitted from the comparison of Section 5.5. 

5.3 The reSCHED-P Algorithm 

Modifications are made to the reSCHED-S algorithm to accommodate the insertion of all 

message steps within the MSENT handler, the consideration of message priorities in routing, 

and the removal and subsequent re-insertion of preempted arcs. Two new procedures are added: 

AddRoute() which inserts all steps comprising a message route into the communication 

schedule, removing those which are consequently preempted, and HandlePreemptedArcs() 

which processes the list of arcs with preempted steps by re-routing and re-assigning them to 

CSL. 

Section 5.3.1 details the modifications made to the routing procedures, Dijkstra() and 

StaticRoute(), to allow the use of idle slots in the communication schedule and the 

consideration of message priorities. The assignment of message routes and the handling of arcs 

preempted by this is discussed in more detail in Section 5.3.2, where pseudo-code for 

AddRoute() and HandlePreemptedArcs() is also presented. 

The data structures introduced in the previous chapter and used to represent the various 

schedule elements are modified slightly to handle the additional requirements of the reSCHED-

P algorithm. The ARC structure is extended to include the message’s priority, and a boolean flag 

indicating the reservation status of each message step is added to STEP structure. 

 141



reSCHED-P(pgantt,ogantt,CSL) 

input: 

pgantt[]: Gantt chart representing the first-pass schedule 

output: 

ogantt[]: the output task schedule 

CSL[][]: the communication schedule 

begin 

Determine comm_required and comm_sending 

Remove redundant task instances 

Calculate priorities for all required inter-processor arcs of non-
zero size 

while (CDevents is not empty) do 

ev = DEHEAD(CDevents); 

case (ev.type) 

TSTART: 

finish = ev.time + SIZE(ev.task); 

readytime[PROC(ev.task)] = finish; 

Append task instance to ogantt[PROC(ev.task)] starting at time 
ev.time 

Insert TDONE(ev.task) into CDevents at time=finish 

TDONE: 

for all instances of all successors of ev.task do 

if (comm required between the task instances) 

Insert MSENT event into CDevents at time=ev.time 

endif 

done 

AddEventForReadyTask(PROC(ev.task)); 

MSENT: 

if (tasks on same processor or commsize==0) 

Insert MRECD event into CDevents at time=ev.time 

else 

Find route from PROC(ev.src) to PROC(ev.dest) with inject 
time of ev.time 

step = AddRoute(route, preempted); 

Insert MRECD or MINT into CDevents at time=FT(step) 

if ((ResPre or FullPre) and preempted not empty) 

HandlePreemptedArcs(preempted); 

endif 

endif 

MINT: 

ev.step.reserved = false; 

step = DEHEAD(ev.route); 

Insert MRECD or MINT into CDevents at time=FT(step) 
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MRECD: 

if ResPre 

ev.step.reserved = false; 

endif 

Update MRT(ev.dest) 

AddEventForReadyTask(PROC(ev.dest)); 

endcase 

done 

end; /* reSCHED-P */ 

 

5.3.1 Message Routing 

With reSCHED-P(FullPre), re-routing of preempted messages can lead to injection times prior 

to the current value of the global clock. Even with ResPre and NoPre, where back-tracking in 

CM is not possible, the use of message reservation slots allows links to be occupied at various 

times in the future. Consequently, during both routing and assignment, message steps must be 

inserted into appropriate idle slots in the communication schedule, if these exist. Because each 

step can no longer be assumed to be appended to the tail of the Gantt list of its link, its start 

time can no longer be found by simply taking the maximum of the arrival time of the previous 

route step and the ready time of the link. Instead, an idle slot of appropriate size and starting 

time must be found in the link’s schedule. The LinkSlot() procedure is used to find the 

earliest free slot of required size which is after a specific time in the communication schedule 

of a single link. If such a slot cannot be found, the message step is appended to the tail of the 

schedule. With reSCHED-S, the routing procedures required only the ready times of the 

communication links be known. In reSCHED-P, the complete communication schedule must be 

used.  

For ResPre and FullPre, consideration is given to message priorities by ignoring elements of the 

communication schedule which would be preempted by the arc being routed. The 

PreemptionAllowed() procedure applies the rules determining whether or not one message 

step would preempt another. This procedure is applied whenever the message being routed 

potentially overlaps one of the steps of a previously scheduled arc. 
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LinkSlot(list,stime,size,prio) 

input: 

list: the Gantt list for the link 

stime: the earliest time at which the step could be scheduled 

size: the size of the message 

prio: the priority of the message being routed 

return: 

arrive: the earliest possible arrival time of the message at p2 

begin 

STslot = 0; 

for i = 1 .. SIZE(list) do 

if not PreemptionAllowed(prio,list[i]) 

slot = ST(list[i]) – max(stime,STslot); 

if (slot � size) 

arrive = size + max(stime,STslot); 

return arrive; 

endif 

STslot = FT(list[i]); 

done 

arrive = size + max(stime,STslot); 

return arrive; 

end; /* LinkSlot */ 

 

The determination of whether the arc being routed is able to preempt an existing message step 

is made by the function PreemptionAllowed(), which uses the relative priorities of the two 

communications and either the status of the existing message step or its destination task 

(depending on the level of preemption being used) to make its decision. 

When NA routing is used, the routing tables are initially generated using Floyd’s algorithm, to 

find the shortest path between each pair of processors, as described in Section 4.3.1. When 

determining the arrival time of an individual message, the StaticRoute() procedure uses 

LinkSlot() in an iterative fashion to determine the start and finish times of each of its steps. At 

each step of the iteration, the routing table is consulted to determine the outbound link to be 

used, and hence the link schedule to be examined. The arrival time of the previous step (or the 

finish time of the source task in the case of the first step) determines the earliest at which the 

message step can be scheduled to this link. These are passed to LinkSlot(), together with the 

message’s priority and size, and the arrival time at the next node is returned. This is repeated 

until the destination processor is reached. 
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PreemptionAllowed(prio,s) 

input: 

prio: the priority of the preempting message 

s: the message step whose preemption is to be determined 

return: 

TRUE indicating the message being inserted would preempt the 
existing step s; FALSE if it wouldn’t 

begin 

if prio � s.parent->priority 

return FALSE; 

else if ResPre and not s.reserved 

return FALSE; 

else if FullPre and (s.dest has been rescheduled or has an event in 
CDevents) 

return FALSE; 

else 

return TRUE; 

end; /* PreemptionAllowed */ 

 

With QA routing, the LinkSlot() procedure is used far more frequently. At each step of 

Dijkstra’s algorithm, a single node is added to the set S of those whose “shortest distance” from 

the source is known. In this context, “shortest distance” equates to “earliest arrival time”. 

Following the addition of node p to S, the earliest arrival time at each of its neighbours not in S 

is determined. This requires LinkSlot() be used to find appropriate slots on the links 

connecting p to each of these neighbours. A neighbour node is updated if the message arrival 

time returned by LinkSlot() is less than its current earliest arrival time. The algorithm 

terminates when the destination node is added to S, a maximum of n steps for an n-processor 

system. 

5.3.2 Assignment of Messages 

The assignment of a message in reSCHED-P involves more than appending a single message 

step to the schedule of one of the links and adding an appropriate message event to CDevents, 

as it did for reSCHED-S. All steps are assigned at once, at times calculated by the routing 

procedure, Dijkstra() or StaticRoute() depending on the type of routing chosen. The 

inserted steps may overlap existing steps, in which case preemption has occurred. The handling 

of this situation varies between ResPre and FullPre, as mentioned previously. For ResPre, the 

preempted step and those after it on the route are removed from CSL and its parent arc is added 
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to the preempted list, if not already in it. The arc at the head of this list, which is ordered by 

decreasing message priority, is removed from the list, re-routed and re-inserted into the 

schedule. This is repeated until the list is empty. The FullPre method differs only in that all 

steps in the preempted route are removed, irrespective of the point of preemption. Aside from 

this, the two algorithms are essentially the same. 

AddRoute() is used to add all steps of a route to the communication schedule, at the same time 

removing any message steps which it preempts. In the case of preemption, the list of preempted 

arcs is passed to HandlePreemptedArcs() which considers them in order of message priority. 

Each arc is re-routed from its LUIN (or the original source in the case of FullPre) to its 

destination. The new route is added to the communication schedule by AddRoute(), which may 

cause additional arcs to be preempted. This continues until the list of preempted messages is 

empty. 

Special consideration is given to the situation in which the re-routing of a partially preempted 

message causes an intermediate processor to be revisited. This can only arise when adaptive 

routing is used with ResPre. It is handled by removing the message loop and re-routing from the 

revisited node. This is discussed more fully in Section 5.3.3. 

AddRoute(route,preempted) 

input: 

route: list of steps to be added to CSL 

output: 

preempted: list of arcs which have had steps preempted by the 
assignment of this route, and will need re-routing 

return: 

retstep: the step on the arc for whose arrival an appropriate event 
must be added to CDevents. For NoPre it is the last step on the 
route, for all other methods it is the first. 

begin 

if (NoPre) 

Insert all steps in route into CSL 

retstep = TAIL(route) 

else 

ctime = �; /* time of earliest preempted message step */ 

for all steps s in route do 

if (ResPre and QA) /* loop detection and handling */ 

if (s.dproc was visited previously in the route) 

ltime = FT of last non-looping step 

ctime = ST of first looping step 

Remove all steps from s.dproc onwards 
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reroute = Dijkstra(s.dproc, PROC(s.parent->dest), ltime, 
SIZE(s)); 

return AddRoute(reroute,preempted); 

endif 

endif 

for all steps r which will be preempted by s do 

Add r.parent to preempted in decreasing order of priority 

ctime = min(ctime, ST(r)); 

if (ResPre) 

Remove r and steps after it in its route from CSL 

else 

Remove all steps in r.parent.steps from CSL 

endif 

done 

Insert s into CSL 

s.reserved = true; 

done 

retstep = DEHEAD(route); 

endif 

return retstep; 

end; /* AddRoute */ 

 

HandlePreemptedArcs(parcs) 

input: 

parcs: list of preempted arcs 

begin 

while (parcs not empty) do 

arc = DEHEAD(parcs) 

if (arc.steps not empty) 

/* arc preempted partway through route (ResPre) */ 

pstep = TAIL(arc.steps); 

fromtime = FT(pstep); 

fromproc = pstep.dproc; 

else 

fromtime = FT(arc.src); 

fromproc = PROC(arc.src); 

endif 

Find route from fromproc to PROC(arc.dest) with injection time of 
fromtime 

AddRoute(route,parcs); 

done 

end; /* HandlePreemptedArcs */ 
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5.3.3 Detecting Message Loops 

When adaptive routing is combined with partial message preemption, messages are able to loop 

about on themselves so that an intermediate node is visited more than once. This is, in fact, not 

restricted to just intermediate nodes but can also occur for the source node. This situation arises 

as a result of re-routing finding the shortest path from the point of preemption, LUIN, to the 

destination node, and then appending this to the unpreempted portion. The re-routed segment 

could pass through a processor in the unpreempted segment, thus causing a loop. This is not a 

problem except that it represents a waste of valuable communication resources. The message 

steps in the loop occupy space in their respective link schedules with zero net effect – data is 

transferred from one processor through a number of steps and back to the same processor. Loop 

detection is handled as part of AddRoute(), as can be seen from the pseudo-code for this 

function. 

Two solutions are possible: either the steps comprising the loop are removed leaving only those 

before and after it, or the entire route from the first step in the loop is discarded and re-routed. 

The latter is preferable for two reasons. Firstly, it minimises delivery time of the message. 

Secondly, it allows the idle slots created by removal of the loop steps to be better utilised. 

However, it does mean that the global clock can experience a step backwards whenever a loop 

occurs. This contradicts the initial design of the ResPre algorithm, which restricted preemption 

so that CM was monotonically non-decreasing. Despite this, loops are handled by removal and 

re-routing, in the interests of best performance. 

5.3.4 Complexity Analysis 

If the communication schedules for the links of the interconnection network are implemented as 

linked lists, the complexity of insertion or deletion of an element whose location in the list is 

known is O(1). However, locating a particular element, or an appropriate idle slot for the 

insertion of an element (as in the LinkSlot() procedure used as an integral part of message 

routing), requires a linear search of the list which takes O(e) time. The complexity of each QA 

routing decision is, therefore, increased from O(p2) to O(p2e) by the use of idle slots in the 

communication schedule. For NA routing on a general interconnection network, the complexity 

is O(pe). For a fully connected architecture this is reduced to O(e). 

During rescheduling, each message must have a route chosen for it. For ResPre and FullPre, the 

injection of each message could, either directly or indirectly, result in the preemption and re-

routing of all previously injected messages, of which there are O(e). For these algorithms, the 
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total contribution of message routing to the overall complexity of the algorithm is, therefore, 

O(e2 � O(routing)), where O(routing) is the complexity of an individual routing decision, which 

depends on the routing algorithm used. Without preemption, as is the case with NoPre, this is 

O(e � O(routing)). 

As has been mentioned, the complexity of insertion (or deletion) of a single message step to (or 

from) the communication schedule is O(1). Hence, the insertion of all steps comprising a single 

arc takes O(p) since there are a maximum of p steps to any route. Without considering 

preemption, the assignment of O(e) messages to the schedule has O(ep) complexity. When 

preemption is allowed, each arc may be preempted O(e) times, requiring removal and re-

insertion on each occasion, for an overall complexity of O(e2p). 

Of the three reSCHED-P variants only one of them, namely ResPre, uses MINT events in any 

way. For each message route, at most (p-2) MINT events are possible – one for each of the 

intermediate nodes. Since there are O(e) messages, handling of MINT events has O(ep) 

complexity. Preemption of message steps has no effect on this, for each arc there can be at most 

one MINT event per processor – once this has been handled the corresponding message step is 

committed to the final schedule and the processor cannot be revisited. 

The determination of the start time and allocation to the task schedule of each of the i task 

instances has O(1) time complexity, since they are simply appended to the end of the 

appropriate pgantt list. For schedules with duplication, this results in overall complexity of 

O(np), since i  np. When task duplication is not allowed, this is O(n). �

The overall complexity of the three variants of the reSCHED-P algorithm are given by: 

�� O(np + e�O(routing)) for reSCHED-P (NoPre) 

�� O(np + ep + e2
�O(routing)) for reSCHED-P (ResPre) 

�� O(np + e2
�O(routing)) for reSCHED-P (FullPre) 

where O(routing) is O(p2e) for QA routing, O(pe) for NA routing in general, and O(e) for NA 

routing on a fully connected architecture. 

These complexities ignore the contributions of tasks performed in the initialisation phase – 

specifically the determination of comm_required and comm_sending, and the calculation of 

message priorities – since these one-off costs are insignificant in the overall run-time of the 

algorithm. 
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5.4 An Example 

To illustrate the differences between the three versions of reSCHED-P as well as the reSCHED-

S algorithm, the SDM schedule of Figure 5.4, corresponding to the task graph of Figure 5.3, 

will be rescheduled. QA routing is assumed in this example.

T1

T4T5

T7

CD

G

T3

B

T2

T6

E

F

A

 

 

Task Size 

T1 4 

T2 4 

T3 4 

T4 4 

T5 4 

T6 2 

T7 2 

 

 

Arc Size 

A 4 

B 4 

C 8 

D 6 

E 12 

F 3 

G 1 

Figure 5.3 The task graph of the example 
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Figure 5.4 The SDM schedule of the example 

Although only three processors are used in the execution of tasks, it is assumed that a fourth 

processor is available for use as an intermediate routing node. 

The SDM schedule is obviously infeasible under the assumptions of the CSM model. Arcs D 

and E would both occupy link L(2,3) between time 4 and time 8. Similarly, arcs E and F would 

collide on link L(2,3) between times 12 and 15. 

When rescheduling using reSCHED-S, arcs D and E will be injected into the network at the 

same time, so the order in which they are routed is arbitrary. Consider the case where D is 

routed before E, and assigned to L(2,3) from time 4 to 8. Either arc E could wait for this link to 

become available, in which case its arrival time would be 20, or it could use an alternative two-
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step route, say L(2,4) and L(4,3), and arrive at time 28. The former is obviously preferable. Due 

to congestion on L(2,3), the arrival time of arc F is minimised by the use of a two-step route. In 

this instance, the route via P1 is chosen for F. Unfortunately, this has the unforeseen effect of 

forcing arc G to use the two-step route via P4. The final task and communication schedule is 

given in Figure 5.5. Unused links and processors have been omitted. 
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CL(2,1)
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DL(2,3) E

18 22 24

L(1,4) G

GL(4,3)

17

 
Figure 5.5 The CSM schedule produced by reSCHED-S 

When rescheduling using reSCHED-P, message priorities must be defined. Rather than utilise 

one of the nine schemes proposed in Section 5.2, the assumption is made that arc E is of higher 

priority than arcs D and F. The relative priorities of all other arcs are unimportant, at least for 

the moment. 

The only difference between reSCHED-S and reSCHED-P(NoPre) is the order in which arcs D 

and E are routed, since they are the only messages injected into the network at the same time. 

Due to its higher priority, arc E obtains first use of link L(2,3) and arc D is forced to wait. This 

results in an improvement in the starting time of T7, and hence T6, of two time units. The 

execution of T5 is delayed since arc D must use an alternative route, doubling its latency. The 

reSCHED-P(NoPre) schedule is given in Figure 5.6. 
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Figure 5.6 The CSM schedule produced by reSCHED-P(NoPre) 

When preemption is allowed, the relative priorities of arcs F and G become important, since 

these arcs contend for use of L(1,3). In this example, arc G is assumed to be of higher priority 

than arc F. 

The behaviour of the ResPre algorithm is exactly the same as NoPre, with a single exception. 

The injection of arc G at time 16 preempts the second step of arc F, due to its higher priority. 

This allows arc G to use a single-hop route, improving its arrival time, and hence the starting 

time of task T7. Re-routing the preempted portion of arc F involves finding the shortest path 

from P2 to P4 with injection time 15 (the arrival time of the last unpreempted step at the LUIN). 

The single-step route cannot use L(1,3) until after arc G has released it, implying an arrival time 

of 20. A two-step route over unoccupied links, say L(1,4) and L(4,3), would have an arrival 

time of 21. The first option is chosen , resulting in the final route of F being exactly the same as 

with reSCHED-S. The difference, however, is that the message is buffered at the intermediate 

node P1, even though the outbound link is available for immediate use. Arc F waits so that arc 

G may proceed as soon as it is injected. The final schedule for reSCHED-P(ResPre) is given in 

Figure 5.7. 
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Figure 5.7 The CSM schedule produced by reSCHED-P(ResPre) 

With full preemption, the injection of arc G causes both steps of F to be removed from the 

schedule. The new route for arc F is determined by the shortest path from P2 to P3 with an 

injection time of 12. The single-step route would have an arrival time of 19, due to the use of 

L(2,3) by arc E. The two-step route via P1 is no longer contention-free due to arc G, and would 

have an arrival time of 20. Assuming the existence of a fourth processor, routing via P4 would 

result in a delivery time of 18 and, consequently, this is the chosen path. The final schedule is 

given in Figure 5.8. The overall schedule length is the same as for the SDM model. The only 

difference is that T5 commences execution at a later time.  
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Figure 5.8 The CSM schedule produced by reSCHED-P(FullPre) 

5.5 Experimental Results 

In previous chapters, results were presented separately for each of the nine task scheduling 

heuristics. In Chapter 3, speedup curves for each of the heuristics were used to compare their 

performance for varying levels of communication, under the assumption of the SDM 

communication model. In Chapter 4, the impact of contention delays on schedules produced by 

each of the heuristics was examined through consideration of curves of percentage degradation. 

In both cases, results were presented for each of the first-pass heuristics, averaged over 

different groupings of the input task graphs. 

Unlike previous chapters, results presented here are averages over all the first-pass heuristics. 

This is to allow the performance of the various rescheduling algorithms to be compared for an 

“average” first-pass schedule, rather than being linked to any one task scheduling algorithm. It 

is for this reason that the heuristics were originally chosen so as to represent the wide variety of 

those available. 

In Sections 5.5.1 and 5.5.2, rescheduling is performed using the reSCHED-P (NoPre) algorithm 

with NA and QA routing, respectively. In Sections 5.5.3 and 5.5.4, the reSCHED-P (ResPre) 
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algorithm is used in the second pass, again with NA and QA routing. Section 5.5.5 uses 

reSCHED-P (FullPre) with QA routing; NA routing is not used with the FullPre variant of the 

algorithm, since on a fully connected target machine it is equivalent to ResPre. In all cases, the 

performance of a number of the message priority schemes proposed in Section 5.2 are 

compared for varying levels of communication. The priority schemes used are: 

�� SCF – Smallest Communication First 

�� LCF – Largest Communication First 

�� STSF – Smallest Time Slot First 

�� SITSF – Smallest Idle Time Slot First 

�� LDSF – Longest Dominant Sequence First 

�� Random – Randomly assigned priorities 

In Sections 5.5.1 to 5.5.5, the first five of these are compared by normalising their speedup 

against the last, ie Random. This enables their relative merits to be seen more easily. Section 

5.5.6 compares the various reSCHED-P rescheduling algorithms to reSCHED-S, initially for all 

message priorities, and then in more detail for one in particular. 

5.5.1 reSCHED-P (NoPre) – NA routing 

The difference in performance between the proposed message priority schemes is most easily 

seen by normalising against one of them. When evaluating any method of priority assignment, 

be it for task instances or inter-processor communication, the baseline for comparison is the use 

of randomly assigned priorities; this represents completely uninformed and unguided decision-

making. This is, in fact, the only reason for implementing such a scheme. 

The speedup of the five priority schemes, averaged over all first-pass heuristics and normalised 

against Random, is presented in Figure 5.9. 
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Figure 5.9 Speedup vs num. processors, normalised against “Random” for varying levels of communication -  

Rescheduling using reSCHED-P(NoPre) with NA routing 

As an interesting aside, the Random priority method is the equivalent of an arbitrary order of 

message insertion. When each route comprises but a single step, as it does with NA routing on a 

fully connected architecture, the method of assignment of message routes to the communication 

schedule used in reSCHED-P is effectively the same as that used in reSCHED-S. Consequently, 

in such cases, reSCHED-P (NoPre) with Random message priority is the equivalent of 

reSCHED-S. The results of Figure 5.9 can, thus, be considered to be normalised against the 

simple rescheduling algorithm proposed in the last chapter. This is not true in subsequent 

sections, where QA routing is used and/or message preemption is allowed. 

When the level of communication in the task graph is low, there is little difference in 

performance between the various methods; they all show speedup which is similar to that of 

random. As the level of communication is increased, the differences are more significant, most 

notably for medium communication and less so for high communication. With NA routing and 

no preemption, priorities are only ever used to order the insertion of multiple messages with the 

same source task and destination processor. When communication is low this is an infrequent 

occurrence and consequently, the message priorities have little significance in determining the 

overall schedule length. As communication levels are increased, however, this situation arises 

more frequently, resulting in the method of assignment of priorities having a greater effect on 

the final schedule. The problem is, when communication levels are at their highest, the ability 

of the priority scheme to make much difference to the message latencies is reduced. This is 

because the vast majority of a message’s contention delay is due to existing traffic on the link, 

ie previously assigned messages rather than those with the same injection time. Overall, the 

frequency with which message priorities are used increases with the level of communication, 

but this is outweighed by a reduction in the relative effect of a message’s priority on its latency. 

As a result, the difference between the schemes is most pronounced for a moderate level of 

communication, but less so as this is increased. 
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When the Random priority scheme is used, message priorities are assigned without 

consideration given to any of the information which is available. There is, consequently, no 

relationship between an arc’s priority and its importance in either the task graph or the first-

pass schedule. As a result, this method could be expected to have worse performance than all 

others since these are guided by such information. This is not the case, however; LCF manages 

to be even worse. To understand the reasons behind this, consider two messages injected at the 

same time and with the same destination processor. For the purposes of this example assume 

that one of the messages is much larger than the other. These messages will contend for use of 

the same link, with the order of their assignment being decided by their relative priorities. The 

optimum ordering of the two messages is determined by the execution order of their destination 

tasks; the message destined for the earliest task in the schedule should be delivered first. Since 

neither LCF nor Random make any use of information concerning the task schedule, they each 

have a 50% chance of choosing the correct order, and conversely, a 50% chance of getting it 

wrong. The difference in performance between the two schemes lies in the different costs 

associated with an incorrect decision. With LCF, an incorrect ordering of the two messages 

implies that the smaller, more important, message is injected second and is significantly 

delayed by the larger of the two. With Random, such a situation would only occur half of the 

time, since it is just as likely to give preference to a small message as to a large one. In the 

remaining 50% of cases (where the smaller task is incorrectly assigned first) the delay 

experienced by the critical task is only minor. On average, when the incorrect ordering is used, 

the “critical” message is delayed more under LCF than with Random. Hence its performance is 

inferior. 

Similarly to LCF and Random, the SCF priority scheme makes no use of information from the 

first-pass schedule. Its performance is superior to Random for the same reason that LCF’s is 

inferior – in the event of an incorrect ordering, the average delay incurred by the more 

important message is less for SCF than for Random, which is, similarly, less than for LCF. 

Another way of looking at this is that SCF minimises the average message arrival time by 

delivering a message as soon as possible. It then relies on the fact that reduced average latencies 

should allow tasks to commence execution sooner rather than later. 

The best of the priority schemes are those which make use of the relative timing of the source 

and destination tasks in the first-pass schedule. Of these STSF is consistently better than 

SITSF, although the difference is only of any significance when the communication level is 

high. In the current context (NA routing on a fully connected architecture, with no message 

preemption) STSF is, in fact, optimal. For messages with the same injection time and 

destination processor, the message with the smallest “time slot” is the one whose destination 
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task is earliest in the execution order. Consequently, STSF delivers messages in the order in 

which they are required. For SITSF this same order is used most of the time. However, in 

situations where a large and a small message have the same source task, and the destination task 

of the larger message has the later start time of the two, it is possible for the SITSF priority 

scheme to lead to an incorrect insertion order. It has already been demonstrated, in the 

discussion of the poor performance of LCF, how the injection of a large message in preference 

to one that is smaller but more critical can have a detrimental effect on performance. Not only 

does the likelihood of such an occurrence increase with the level of communication in the task 

graph, so does the delay experienced by the message that is forced to wait. Together these two 

factors result in the difference between STSF and SITSF being greatest for the most 

communication-intensive task graphs. 

5.5.2 reSCHED-P (NoPre) – QA routing 

When QA routing is used, messages may comprise more than a single step. The differences in 

the method of assignment of these steps to the communication schedule mean that reSCHED-P 

(NoPre) with Random message priority is no longer equivalent to reSCHED-S. Although the 

order of message insertion may be the same, assignment by reSCHED-P of the entire route at 

once – rather than a step at a time as with reSCHED-S – implies a greater accuracy in routing 

decisions, by virtue of complete information concerning future network traffic. Hence, when 

random message priorities are used, reSCHED-P (NoPre) is expected to produce performance 

superior to that of reSCHED-S. This will be verified in Section 5.5.7, when the various 

rescheduling algorithms are compared. 

In this section, results for each of the five message priority schemes are once again normalised 

against “Random” before being compared. The curves of normalised speedup for varying 

degrees of communication are given in Figure 5.10. 

 
Figure 5.10 Speedup vs num. processors, normalised against “Random” for varying levels of communication -  

Rescheduling using reSCHED-P(NoPre) with QA routing 
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As in the previous section, differences in performance across the priority schemes are relatively 

small. There is at most a 6% difference between the best and the worst of them. The reason for 

this is that when no message preemption is allowed, the application of task priorities is 

effectively limited to ordering the insertion of messages with the same source task. 

There is, in fact, less difference between the various priority schemes for QA routing than for 

NA routing. This is particularly true when the number of processors is large. In such situations 

the availability of a large number of alternative routes between any pair of processors means 

that it is less important for a message to be routed and assigned to the communication schedule 

first. There is less of an increase in latency incurred by the message routed second (or third, or 

so on) with QA routing than with NA. Whereas NA routing implies a direct correspondence 

between the order of message insertion and the order of their arrival, with QA routing the use of 

different routes for two messages injected at the same time means that it is actually possible for 

the message routed second (that with the lower priority of the two) to arrive before the message 

routed first (that with higher priority). While there are still advantages to being routed first, and 

disadvantages when not, these are not so great as with NA routing. 

Once again, the performance of the priority schemes which utilise information from the first-

pass schedule (STSF, SITSF and LDSF) is superior to those which don’t (SCF and LCF). 

However, STSF is no longer optimal, as it was with NA routing. With QA routing, the desired 

order of message delivery (corresponding to the order of execution of the destination tasks) 

need not match the order of their injection. Furthermore, even though a message may have a 

small “time slot” in the first-pass schedule, and consequently a high priority during 

rescheduling, this is no guarantee of its criticality. If it is not the last of its destination task’s 

predecessor communications to arrive, then it could possibly be delayed without affecting the 

overall schedule. It may, in fact, be preferable to delay such a message, or to assign it to a 

longer route than is necessary (effectively moving it down in the priority order), so as to 

minimise the overall usage of communication resources. Preferentially routing larger, but lower 

priority messages may be advantageous if they are assigned shorter routes than they otherwise 

would. SITSF gives greater priority to large messages than does STSF, and as a result, with QA 

routing its performance is often superior. 

The relative performance of LCF is not so bad when QA routing is used instead of NA routing. 

It actually improves with increasing system size, a phenomenon which was not observed in the 

previous section. The reverse is true of SCF – performance for smaller systems is comparable 

to that for NA routing, but degrades as more processors are added. Because messages with 

higher priority are routed first they are generally assigned to shorter routes (ideally a single 
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step). Lower priority messages will either be forced to wait, or alternatively use longer, multi-

hop routes. On smaller systems, the availability of lightly congested alternative routes is limited 

and, consequently, the majority of low priority messages will wait, incurring large delays in the 

process. This is reminiscent of the situation when NA routing is used – messages with the same 

injection time and destination processor use the same route; those with lower priority wait for 

those with higher priority. As a result, when the number of processors is small, the performance 

with QA routing is similar to that with NA routing. On two processors their performance is 

exactly the same. 

As the size of the target architecture increases, so does the number of routes between a pair of 

processors, and consequently, each link becomes less congested. Higher priority messages will 

still be assigned short routes – if anything, these could become shorter. Those with lower 

priority, however, are more likely to use a longer route in an effort to minimise their arrival 

times. As a general rule, when a group of messages has the same injection time, those with 

lower priority will be assigned longer routes than those with higher priority. It is obviously 

preferable for the smaller messages to be sent over the longer routes, and allow the larger 

messages to use more direct, and hence shorter, paths. The reasons for this are twofold: firstly, 

the latencies of small messages are not greatly increased by the traversal of multiple hops; and 

secondly, the utilisation of communication resources, and hence the impact on future network 

traffic, is minimised. The overall effect is that as system size is increased, the relative 

performance of LCF is improved, so that it eventually becomes superior to Random. 

Conversely, the good performance of SCF on small systems is degraded as more processors are 

added, finally reaching a point at which it falls below both LCF and Random. 

5.5.3 reSCHED-P (ResPre) – NA routing 

In this section, use of the reSCHED-P (ResPre) algorithm in the second pass means that the 

preemption of reservation slots is allowed. Since routing is non-adaptive and the topology is 

fully connected, each inter-processor communication will comprise exactly one message step. 

Priorities are used in the comparison of messages with the same source and destination 

processors which attempt to use the link connecting these at the same time. In the event of 

preemption, the one and only step in the route is removed and re-inserted. This is exactly the 

same behaviour as reSCHED-P (FullPre) and, consequently, this algorithm is never used with 

NA routing. 

Speedup curves, normalised against Random, for the various message priority schemes are 

presented in Figure 5.11. 
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Figure 5.11 Speedup vs num. processors, normalised against “Random” for varying levels of communication -  

Rescheduling using reSCHED-P(ResPre) with NA routing 

The inclusion of preemption in the rescheduling algorithm gives greater significance to the 

message priority scheme. The use of priorities is no longer restricted to comparisons between 

messages with the same source task. Instead, a message being injected into the network may 

have its priority compared against all other messages which are assigned to the same link and 

have not arrived by the time of the injection. As a result of their increased significance, the 

difference between good and bad priority schemes is far greater than when preemption is not 

allowed (Figure 5.9). This is particularly noticeable for the more communication-intensive task 

graphs, where the resultant schedules contain a greater degree of contention and, hence, a 

greater opportunity for preemption. 

The normalised speedup curves for all priorities at all levels of communication share a common 

shape (Figure 5.11). Deviation from Random is greatest for systems comprising two to four 

processors, before reducing and then levelling out as the number of processors is increased. On 

smaller systems, communication traffic is concentrated on a limited number of links and, 

consequently, contention is greatest. This implies an increased level of preemption, with greater 

reliance on the message priority scheme. As more processors are added to the system 

computation, and hence communication, becomes more distributed and less concentrated. 

Reduced traffic on each link implies fewer priority comparisons and less preemption. As a 

result, the differences in performance across the various priority schemes is reduced. 

Performance levels out at the point at which the addition of further processors does not 

significantly change the distribution of computation, as discussed in Section 4.?. Beyond this, 

minor variations in normalised speedup are due to the randomness inherent in the baseline 

priority method, Random. 

Not only does the inclusion of preemption change the typical shape of the normalised speedup 

curves from that seen without it (Figure 5.9), it also means that the significance of message 

priorities is increased, rather than reduced, at the highest levels of communication. With no 

preemption, each message step is appended to the tail of the link schedule. As the level of 
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communication in the task graph increases, link congestion means that the time between the 

current moment and the ready time of the link also increases. The order in which two messages 

with the same injection time are assigned to the link then makes less relative difference to their 

overall latencies – these are dictated by the existing traffic on the link. Consequently, the 

difference between the priority schemes is reduced for communication intensive task graphs 

(Figure 5.11). When preemption is allowed, however, each message step is inserted into the 

future schedule (the portion following the current moment) at a point determined by its priority. 

The steps after this in the schedule are effectively pushed backwards in time to make room, at 

least when NA routing is used and the architecture is fully connected. This implies that message 

latencies are predominantly determined by priority, rather than order of injection. As the level 

of communication in the task graph, and hence the significance of message priority, is 

increased, the difference between the various priority methods becomes more pronounced with 

ResPre, not less so, as it did with NoPre. This can be seen by the increased deviation in the 

performance of SCF and LCF from Random, as communication is increased from low to 

medium and then to high (Figure 5.11). 

Unfortunately, this is not true for all priority methods. Those based on information from the 

first-pass schedule (STSF, SITSF and LDSF) show best performance for task graphs with a 

moderate level of communication. Beyond this, their performance is degraded relative to 

Random. As already mentioned, increased levels of communication imply increased 

significance for the message priorities, so that “good” priority schemes become “better” and 

“bad” schemes become “worse”. However, the goodness of STSF et al at lower levels of 

communication no longer holds for the more communication intensive task graphs. This is due 

to the accuracy of the information on which they are based being degraded, as the correlation 

between the final schedule and that produced in the first-pass is reduced. During rescheduling, 

the delays experienced by each processor, relative to the first-pass schedule, will differ. It 

follows that the actual size of the message “time slots” will vary from the estimates used when 

calculating priorities (in the case of STSF and SITSF). This variation will be greatest for higher 

levels of communication. Similarly, when estimated communication times are used in the 

assignment of priorities (as with LDSF), these will become less accurate as increased 

communication leads to increased contention, and hence, significant variation in message 

latencies. This is similar to the level alteration problem [86], discussed in Section 3.1, which is 

experienced with task priority schemes based on task levels. Because priorities no longer 

accurately reflect the relative importance or criticality of the messages, the effectiveness of 

these priority schemes is reduced. Nevertheless, the performance of STSF and SITSF is still far 

superior to that of SCF and LCF, with LDSF not far behind. 
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5.5.4 reSCHED-P (ResPre) – QA routing 

For reSCHED-P (ResPre) with QA routing, the normalised speedups of the priority methods 

being compared are presented in Figure 5.12, for varying levels of communication. 

 
Figure 5.12 Speedup vs num. processors, normalised against “Random” for varying levels of communication -  

Rescheduling using reSCHED-P(ResPre) with QA routing 

The priority schemes which utilise timing information from the first-pass schedule (STSF and 

SITSF) are, yet again, superior to all others. This is due to the correlation between the first- and 

second-pass schedules – to a large extent, the former determines the latter. Admittedly, the 

degree of correlation is reduced at higher levels of communication, since delays to task starting 

times due to increased message contention vary greatly. Furthermore, for larger systems, the 

increased average number of hops per route implies that actual message latencies differ greatly 

from those predicted by SDM. These estimates are used in the calculation of message priorities, 

leading to these becoming increasingly inaccurate and, hence, the performance of these priority 

schemes being degraded. Even in these situations, correlation between the two schedules is still 

present in some form, since the allocation and ordering of tasks cannot be changed, only their 

relative timing. 

With ResPre, unlike NoPre, SITSF is consistently superior to STSF. This is particularly true at 

higher levels of communication. In such situations, the combination of QA routing and message 

preemption leads to an increase in the average route length, since preempted messages are more 

likely to have longer routes after re-routing than before. This is, in part, because of the wastage 

represented by any unpreempted message steps, but also arises due to the increase in network 

traffic since the original route was chosen. As mentioned in Section 5.5.2, it is the lower 

priority messages that are generally assigned the longer routes, more so for ResPre than for 

NoPre. It is preferable that these be the smaller messages – sending large messages over a large 

number of hops wastes communication bandwidth and dramatically increases their latencies. 

All other factors being equal, SITSF gives greater priority to large messages than does STSF. 
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Consequently its performance is superior, especially when communication is high and the 

number of processors is large, since average route length will be greatest in such cases. 

The performance of the LDSF priority scheme is second only to SITSF, in most cases. Unlike 

the other schemes which use information pertaining solely to each arc (its size and/or time slot 

in the schedule) when calculating its priority, LDSF takes a more global view. When 

communication is high LDSF gives greater importance to messages that are not necessarily 

large themselves, but are part of a sequence with a large total volume of communication. As far 

as LDSF is concerned, all messages in a sequence are equally important in minimising its 

length in the final schedule. It is, after all, the longer sequences which will determine the final 

schedule length. The only problem is, the actual lengths of the sequences varies from the 

estimates, as arcs are forced to use longer routes. The relative criticality of various sequences 

can change during rescheduling without message priorities being updated to reflect this. With 

larger numbers of processors, and hence longer average routes, the LDSF priorities can become 

inaccurate, leading to degradation in the otherwise good performance of this scheme. 

Yet again, the worst of the priority schemes are those based on the size of the message (SCF 

and LCF). An argument can be made for each of these schemes as a local optimisation. With 

SCF it is the fact that a message is delivered as soon as possible, hopefully allowing its 

destination task to commence execution at an earlier time. With LCF the advantage is that the 

total usage of communication resources is minimised by assigning shorter routes to the larger 

messages. However, they both ignore the global information which is available in the form of 

the first pass task schedule, to their detriment. 

When the number of processors is small, the performance of SCF and LCF – of all priorities in 

fact – is similar to that with NA routing (Figure 5.11). Consequently, SCF is better than 

Random and LCF is worse. As the number of processors grows, the improvement in the 

performance of LCF, and reduction in that of SCF, which was seen with no message 

preemption (Figure 5.10) is accentuated when preemption is allowed (Figure 5.12). With LCF, 

the preemption of smaller messages leads to them being more likely to take longer routes, since 

the large delay while waiting for the preempting message to release the link increases the 

attractiveness of multi-hop routes. The larger messages take short, direct routes while the 

smaller messages are assigned to the idle slots in the communication schedule around them, 

taking longer, more circuitous, routes so as to minimise their arrival time. 

With SCF, on the other hand, it is the larger, lower priority, messages which are sent over 

longer routes, at least when the number of processors is large. Consider the preemption and re-
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routing of a large message originally assigned a single-step route. There are two possible 

outcomes after re-routing. The preempted message may be re-assigned to the same link, most 

likely at the tail of its schedule due to the limited availability of appropriately sized idle slots 

(the larger the message, the less likely it is to find an idle slot into which it can be inserted). 

Alternatively, a multi-hop route can be used, if one which is sufficiently uncongested can be 

found. For smaller systems the first is the more likely of the two alternatives. Its likelihood 

decreases as more processors, and hence alternative routes, are added to the system. Either way, 

the latency of the message is greatly increased. When compared with LCF, SCF has shorter 

average routes (Table 5.1), but it is the large, rather than the small, messages which traverse 

multiple hops. Message latencies are, on average, greater for SCF and hence its performance is 

inferior, at least when the number of processors is large. As has been mentioned, for smaller 

systems, the smaller number of hops per route for both SCF and LCF means that behaviour is 

similar to that with NA routing. 

 Low comm Med comm High comm 

Procs SCF LCF SCF LCF SCF LCF 

2 1 1 1 1 1 1 

4 1.095 1.213 1.189 1.332 1.280 1.382 

6 1.074 1.192 1.255 1.515 1.419 1.623 

8 1.050 1.136 1.274 1.597 1.502 1.776 

10 1.035 1.106 1.283 1.639 1.568 1.887 

12 1.026 1.084 1.283 1.642 1.608 1.960 

14 1.023 1.070 1.277 1.634 1.637 2.012 

16 1.022 1.058 1.273 1.623 1.655 2.054 

18 1.016 1.052 1.268 1.613 1.667 2.074 

20 1.015 1.047 1.264 1.605 1.678 2.084 

Table 5.1 Average hops per message for SCF and LCF at varying levels of communication 

5.5.5 reSCHED-P (FullPre) – QA routing 

As has been mentioned, reSCHED-P (FullPre) is not used with NA routing, since the schedules 

produced are exactly the same as with reSCHED-P (ResPre). 
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Figure 5.13 Speedup vs num. processors, normalised against “Random” for varying levels of communication -  

Rescheduling using reSCHED-P(FullPre) with QA routing 

In Figure 5.13, normalised speedup curves for the five priority schemes are presented. When 

full preemption is used, as in this case, the results are very similar to those when preemption is 

restricted to just reservation slots (Figure 5.12). On systems comprising two processors, ResPre 

and FullPre are, in fact, exactly the same. On such systems, each inter-processor 

communication consists of a single step. There is no way for preemption to only partially 

remove such message routes and, hence, the two algorithms are equivalent. The similarity 

reduces as the number of processors is increased, since the average route length becomes 

greater as increased numbers of arcs are assigned multi-hop routes. This leads to a higher 

likelihood, when preemption occurs, that it is the second (or third, or even later) step in the 

route which is preempted. When this occurs, the ResPre and FullPre algorithms differ; not only 

does FullPre completely remove and re-route the preempted message, it also allows back-

tracking in CM and, hence, further preemption which is not possible with ResPre. It is when the 

opportunities for preemption are the greatest, as when the level of communication in the task 

graph is high, that the differences between the two algorithms are most significant. 

5.5.6 Comparison of Rescheduling Algorithms 

For each of the variants of the reSCHED-P rescheduling algorithm, the performances of the 

different priority schemes have so far been compared by normalising speedup against the 

Random method. This has ignored the fact that when different levels of preemption are allowed 

the performance of the priority scheme which is the baseline of these comparisons will vary. 

Speedup curves for the various rescheduling algorithms, when randomly assigned message 

priorities are used, are given in Figure 5.14. To allow comparison against reSCHED-S, it has 

been included in the figure, for QA routing at least. For NA routing, reSCHED-P (NoPre) with 

Random priority is the equivalent of reSCHED-S, and so both need not be plotted. Similarly for 

ResPre and FullPre. 
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(a) NA routing 

 

(b) QA routing 

 
Figure 5.14 Average speedup for the rescheduling algorithms when random priorities are used 

Randomly assigning message priorities is not a particularly good method, as has been 

mentioned. When preemption is allowed it becomes even worse, since the significance of the 

priority scheme is increased in such situations. 

In the remainder of this section, the rescheduling algorithms are compared by normalising 

against the simplest of them, reSCHED-S. Initially, all priority schemes are considered in the 

comparison, so that the best of them can be identified and studied in more detail. In Figure 5.15 

normalised speedup curves are plotted for each of the three variants of reSCHED-P and the five 

priority schemes. reSCHED-P (FullPre) has been omitted from Figure 5.15a, since it is exactly 

the same as reSCHED-P (ResPre) when NA routing is used and the target architecture is fully 

connected (as is assumed throughout this study). The speedups are averages over all input task 

graphs and first-pass heuristics. 

Far greater significance is given to message priority when preemption is allowed, since the 

scope of its use is increased beyond just messages with a common source task. As a result, as 

the level of preemption is increased from NoPre to ResPre and then FullPre, the good priority 

schemes achieve even better performance, while the bad schemes become even worse. This is 

not entirely true; for SCF and LCF, when QA routing is used, FullPre is superior to ResPre due 

to the advantages of full over partial re-routing (Figure 5.15b). 
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(a) NA routing 

 
(b) QA routing 

 
 

Figure 5.15 Comparison of the reSCHED-P algorithms with different message priorities,  
normalised against reSCHED-S 

It is interesting that with reSCHED-P (NoPre) and QA routing, every priority scheme yields 

performance superior to reSCHED-S. This is due to more complete information being available 

when routing in reSCHED-P – the future traffic on each link is known since all of a message’s 

hops, and not just one, are assigned to the communication schedule as soon as its route is 

determined. The one exception is LCF, which for reSCHED-P (NoPre) experiences speedup 

less than reSCHED-S when only two processors are used. In this case, neither the ability of QA 

routing to deliver messages in a different order from their injection, nor the advantage of 

superior routing information which reSCHED-P has over reSCHED-S, is of any benefit – when 

route lengths are one they do not apply. 

Figure 5.15 clearly shows the superiority of priority schemes which utilise information from the 

first-pass schedule (STSF, SITSF and LDSF) over those which don’t (SCF and LCF). This 

superiority arises from their objective being a global optimisation, be it minimisation of the 

deviation in the second-pass schedule from that produced in the first pass (as with STSF and 

SITSF), or reduction in communication costs associated with the longer paths in the scheduled 

task graph (as with LDSF). The inclusion of preemption in reSCHED-P only serves to 

accentuate their good performance. 

When NA routing is used, STSF is the best of the priority schemes. As was mentioned in 

Section 5.5.1, this scheme is optimal for NoPre, since it is guaranteed to deliver messages in the 
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order in which they are required (as much as is possible in the NoPre framework). With ResPre 

this is no longer true; the performance of STSF is still, however, superior to all other schemes 

evaluated in this study. In Figure 5.16, speedup curves for the NoPre and ResPre variants of 

reSCHED-P, with STSF used for message priorities, are presented for varying levels of 

communication. The speedups are normalised against reSCHED-S. 

 
Figure 5.16 Speedup vs num. processors for the various rescheduling algorithms (normalised against reSCHED-S) – 

STSF message priority, NA routing 

Maximum benefit is gained from the use of STSF at moderate levels of communication. When 

communication is low, there is insufficient contention for STSF, or any priority scheme for that 

matter, to yield significant improvement over the arbitrary order used by reSCHED-S. For high 

communication, NoPre experiences reduced relative performance due to message latencies 

being predominantly determined by contention with messages with earlier injection times, as 

opposed to those with the same injection time. With ResPre, this is no longer a problem, since 

message priority overrides the ordering imposed by message injection time. 

When QA routing is used, SITSF replaces STSF as the best of the priority schemes, at least for 

the ResPre and FullPre algorithms; for NoPre there is very little difference between the two. 

Speedup curves for each of the reSCHED-P variants, using SITSF as the priority scheme, are 

given in Figure 5.17. These are, once again, normalised against reSCHED-S. 

 
Figure 5.17 Speedup vs num. processors for the various rescheduling algorithms (normalised against reSCHED-S) – 

SITSF message priority, QA routing 
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In this case, the greatest gains are seen when communication is at its highest, since this is when 

contention is most significant and, consequently, message priorities are compared most often. 

Unlike with NA routing, when QA routing is used, the performance of reSCHED-P (NoPre) 

relative to reSCHED-S continually improves with increasing levels of communication. This is 

due to two factors: firstly, contention with previously injected messages is able to be avoided 

by using alternative routes; secondly, all reSCHED-P algorithms (NoPre included) are superior 

to reSCHED-S when route lengths are greater than a single hop, because information 

concerning future communication traffic is used during routing, allowing better routes with 

earlier arrival times to be chosen. Both of these advantages hold for all priority methods, not 

just SITSF. 

The general trend which is observed is that performance increases with the level of preemption 

which is allowed – FullPre is superior to ResPre which is, in turn, superior to NoPre. This is 

true in all but a few cases. Most notably, at the highest levels of communication, ResPre is only 

marginally better than NoPre on smaller systems and is, in fact, worse when larger systems are 

used. To understand the reasons behind this, consideration must be given to the average route 

lengths for the various rescheduling algorithms. These are presented in Table 5.2 for medium 

and high levels of communication. Data for low communication has been omitted from this 

table, since very little variation is seen across the algorithms – the average number of hops per 

route is close to one in all cases. 

 Medium Communication High Communication 

Procs reSCHED-S NoPre ResPre FullPre reSCHED-S NoPre ResPre FullPre 

2 1 1 1 1 1 1 1 1 

4 1.273 1.282 1.32 1.301 1.386 1.381 1.429 1.398 

6 1.367 1.409 1.495 1.438 1.533 1.563 1.697 1.588 

8 1.39 1.447 1.577 1.489 1.592 1.655 1.878 1.688 

10 1.39 1.447 1.609 1.499 1.621 1.708 2.012 1.746 

12 1.38 1.433 1.602 1.485 1.634 1.734 2.1 1.78 

14 1.371 1.416 1.583 1.47 1.64 1.751 2.157 1.798 

16 1.362 1.402 1.554 1.451 1.644 1.756 2.187 1.8 

18 1.356 1.394 1.533 1.438 1.645 1.753 2.198 1.802 

20 1.353 1.388 1.519 1.429 1.644 1.752 2.205 1.799 

Table 5.2 Average hops per message for the various rescheduling algorithms (SITSF priority) when QA routing used 
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All rescheduling algorithms show the same general trend – the average route length increases 

with increasing numbers of processors before reaching a peak value, at which point it starts to 

reduce. This same trend is, in fact, exhibited for all priority schemes, including SCF, LCF and 

Random. The differences between the algorithms lie in their relative route lengths, the rate at 

which they increase, and the number of processors at which the longest routes are experienced. 

A number of observations can be made: 

�� reSCHED-P (NoPre) has longer routes than reSCHED-S. 

Increased awareness of future traffic on the link directly connecting a message’s source 

and destination processors leads to a greater likelihood of a multi-hop route being used 

instead. 

�� FullPre results in slightly more hops per route than NoPre. 

Preempted single-hop messages are more likely to take multi-hop routes when re-

injected, since network traffic (ie the number of messages assigned to the communication 

schedule) will have increased in the period since the original routing decision. 

�� ResPre produces a greater number of hops per route than FullPre. 

Removal of all of a preempted arc’s steps results in a shorter route after re-injection. 

Unpreempted steps are most often not useful, and only serve to waste communication 

resources. Consider a two-step route which has its second step preempted – the likely 

outcome is that a three-step route is assigned. If the third step is subsequently preempted, 

the route could grow to four steps, and so on. 

�� Average route length increases with the level of communication. 

At higher levels of communication, contention for links connecting the busiest processors 

(those assigned greatest numbers of tasks) is very high. Longer multi-hop routes are, 

consequently, more likely to be used, in an effort to avoid these highly congested links. 

�� The number of processors at which route lengths are greatest is dependent on the level of 

communication. 

Although this data is not presented in the table, when communication is low, the average 

route length is greatest on four processors. For medium communication, routes are 

longest when the target architecture comprises approximately eight to ten processors. 

With high communication, maximum average route lengths occur on systems with 16-18 

processors, for all rescheduling algorithms with the exception of ResPre, which shows 

increasing values over the full range of available data. 
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With a high degree of communication and a large number of processors, the poor performance 

of ResPre relative to NoPre is due to its significantly larger average route lengths – on 20 

processors (the upper limit of the data range), its routes are 26% longer and have their 

transmission times increased by 40%. This is particularly detrimental for SITSF, since longer 

routes degrade the accuracy of the message priorities and, hence, the effectiveness of the 

priority scheme. 

5.6 Chapter Summary 

The reSCHED-P algorithm presented in this chapter extends the simple “first come first served” 

ordering of reSCHED-S. It uses message priorities so that the criticality or importance of 

messages can be used to order their insertion. A number of methods of assigning priorities were 

proposed but only five of these were compared experimentally. It was found that those based on 

information from the first-pass schedule, in particular the relative timing of a message’s source 

and destination tasks, were superior with respect to performance. 

Three variants of the reSCHED-P algorithm were proposed. In the simplest of these, NoPre, 

message priorities are used to order the routing of messages with the same injection time. At 

higher levels of communication it was found that latencies were still predominantly determined 

by the order of message injection. To reduce the dependence on injection order, a back-tracking 

communication scheduling mechanism was proposed. This was based on the removal and re-

routing of lower priority message steps when “preempted” by the assignment of a higher 

priority arc. The preemption referred to is just a scheduling mechanism and is not present in the 

final schedule, which still obeys the non-preemptive macro-dataflow model of computation. 

Preemption allows the greediness of the reSCHED-S algorithm to be reduced – by forcing 

lower priority messages to yield to those with higher priority but later injection time, this 

allows communication links to remain idle despite the presence of (low priority) messages 

which are ready to use them. 

In the FullPre variant of the reSCHED-P algorithm, preemption of one of a message’s steps 

results in its complete removal from the communication schedule. In the ResPre variant, only 

message steps which are in the future with respect to the current moment are able to be 

preempted, and only the preempted step and those after it in the route are removed – steps 

which have arrived at their destination processor are committed to the final schedule. Unlike 

FullPre, re-routing in ResPre does not use the original source processor and injection time, but 

is, instead, performed from the point at which preemption occurred. This limitation reduces the 
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time required for scheduling, but also degrades the algorithm’s performance, since message 

routes are longer and have later arrival times. 

The three variants of the reSCHED-P algorithm are characterised by increasing levels of 

preemption (from NoPre through ResPre and then FullPre) and, hence, increasing dependence 

on a “good” assignment of message priorities. The performance of all three reSCHED-P 

variants was found to be superior to that of reSCHED-S. FullPre was the best of them all, 

particularly for the more communication-intensive task graphs. 
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Chapter 6 

Single Pass Algorithm for 
Combined Task and 
Communication Scheduling 

In Chapters 4 and 5 a two-stage framework was used to build a combined task and message 

schedule for a given task graph. In the first stage, a task schedule was generated using one of 

the many algorithms proposed in the literature. In the second stage, either the reSCHED-S or 

reSCHED-P rescheduling algorithm was used to modify and extend the task schedule, so as to 

include a schedule for each link in the interconnection network, as well as each processor.  

Results presented have shown the overall performance of this approach to be poor, particularly 

for task graphs with a high level of communication. This is due to the rescheduling algorithms 

of the second pass being limited, restricted and constrained by the task allocation and ordering 

determined in the first pass. In the presence of communication, the task scheduling algorithms 

attempt to find a point of balance between the benefits of exploiting parallelism by spreading 

the computational load across many processors, and the increase in communication overheads 

which this entails. In the ideal case, message latencies are completely “hidden” by the overlap 

of communication and computation. Admittedly, for communication-intensive task graphs this 

is more difficult to achieve – at each point in the schedule there is a smaller pool of ready tasks 

and, hence, less computation which can be used to overlap any inter-processor communication. 

Consequently, a balanced schedule requires that fewer processors are used, thus limiting 

potential speedup. This was observed in the discussion of results in Chapter 3. 
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When message latencies are re-calculated in the second pass using the CSM communication 

model, they are invariably increased over the SDM estimates. This disrupts whatever balance 

between parallelism and communication was achieved in the first pass, and results in 

communication latencies no longer being completely hidden. Instead, these overheads can 

dominate the final schedule length, especially when the level of communication in the task 

graph, and hence contention in the schedule, is high. 

The only way to avoid this problem is to use a more accurate estimation of communication 

times when making task scheduling decisions. This requires that the CSM communication 

model be incorporated into the task scheduling algorithms, replacing the traditional SDM 

model. This chapter proposes a number of modifications which can be made to existing 

heuristics so as to allow this. The heuristics retain their primary focus on task scheduling and 

primarily treat communication scheduling as a sub-problem, arising only when communication 

latencies must be determined so that task start times can be found. 

Although the two step approach was shown to be ineffective, the results presented in Chapter 5 

demonstrated the usefulness of the prioritisation of messages for the purposes of scheduling. 

The use of message priorities is continued in the algorithms presented in this chapter. As with 

task priorities, certain message priority schemes perform better than others. This was seen in 

Section 5.5. In Section 6.4 a number of priority schemes are proposed for use in scheduling 

communication as part of a single-pass contention-aware task scheduling algorithm. In Section 

6.5 these are evaluated through an experimental comparison. 

6.1 Previous Work 

This is not the first work to be contention-aware and include message scheduling as part of a 

task scheduling. It is, however, the first to give consideration to the order in which messages are 

scheduled, and to propose modifications or extensions applicable to virtually any task 

scheduling algorithm. 

6.1.1 Dynamic Level Scheduling (DLS) 

Sih and Lee recognised that inter-processor communication could degrade the performance of a 

parallel system and, consequently, that schedulers should give full consideration to these costs 

[153]. In the Dynamic Level Scheduling (DLS) algorithm, “scheduling and routing are 

performed simultaneously to account for limited interconnections between processors, and 

 175



communications are scheduled along with computations to eliminate shared-resource 

contention” [152]. 

The algorithm utilises a list scheduling structure, with a dynamic task level (DL) being 

calculated for all combinations of ready tasks and available processors at each point during 

scheduling. The level or priority of a particular task on a particular processor combines a static 

component (SL), the b-level of the task in the task graph, and one which is dynamic, namely the 

possible start time of the task on the processor. For the two versions of the algorithm, with and 

without a global clock, the dynamic level of task t on processor p is calculated using: 

� �( , ) ( ) max , ( , )DL t p SL t CM DAT t p� �  when a global clock (CM) is used, and 

� �( , ) ( ) max ( ), ( , )DL t p SL t FT p DAT t p� �  otherwise. 

The second component in each of the above is the earliest possible start time of task t on 

processor p. The calculation of a task’s start time involves tentative scheduling of its inbound 

communications to the links of the interconnection network, so as to determine message arrival 

times whilst guaranteeing contention-free use of communication resources. However, Sih and 

Lee have only considered communication scheduling in the most cursory manner, concentrating 

instead on various aspects of the task scheduling framework: the formulation of the task 

priority, whether or not to utilise a global clock (ie to use a processor- or graph-driven 

structure), and how to reduce the scheduling time arising from the frequency and complexity of 

the dynamic level calculations. 

The streamlined version of their algorithm uses a graph-driven structure (abandoning the global 

clock) in order to overcome the list scheduling deficiency of not being able to “idle” ready 

processors. To reduce computational complexity, the streamlined version of DLS does not 

calculate the dynamic level of every task-processor pair at each scheduling step. Instead, it first 

selects the task to be scheduled on the basis of a static, processor-independent priority (which 

combines the b-level of the task and the size of its largest inbound communication), then 

evaluates its dynamic level on each processor before assigning it to that with the highest 

priority. This closely corresponds to traditional list scheduling with static priorities – a task is 

selected from the ready task list on the basis of a static task priority, and then scheduled to the 

processor which minimises its start time. 

In determining task start times, DLS uses a “topology dependent … previously determined 

routing strategy” [154]. Wormhole routing [40] is assumed by the algorithm, meaning that 
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message latencies are independent of the number of hops being traversed, but that all links 

comprising a message route must be reserved for the duration of the transfer1. Consequently, 

routing requires that an appropriately sized window (determined solely by the size of the 

message and not the distance it travels) must be found in the communication schedule, during 

which all links on the route are idle. The message router used by DLS does not appear to order 

the handling of messages assigned to the communication schedule as a group. Either this must 

be assumed to be arbitrary or based on the finish times of the source tasks of the messages (ie 

first come first served). 

The basic DLS algorithm was extended to allow use of architectures comprising heterogeneous 

processors by re-defining the dynamic level [154]. In the heterogeneous case, the static 

component is still the task’s b-level (calculated using the median execution rate of the 

processors) and the dynamic component corresponds to the task’s finish (not start) time on the 

processor. 

A weakness in the communication scheduling routines of DLS, namely that the assignment of 

messages to links occurs at the tail of their schedules, was identified by Selvakumar and Siva 

Ram Murthy [145]. They improved the DLS algorithm through the exploitation of schedule 

holes on both processors and communication links, in much the same way as ISH [86] 

improved upon LSH [72] (as discussed in Chapter 3). 

To reduce the computational complexity of their algorithm, the message router utilised by 

Selvakumar and Siva Ram Murthy only considers the use of those routes between a source and 

destination processor which have the minimum number of hops. That is, they restrict 

themselves to minimal routing. On a fully connected topology, as is assumed in this study, there 

is only one such route between any pair of processors: the link directly connecting them. 

Consequently, on such systems, their routing algorithm is equivalent to the NA routing scheme 

described in Section 4.3.1. As was observed in Sections 4.4 and 5.5, limiting the adaptivity of 

the message routing scheme is advantageous with respect to the time required for scheduling, 

but can have significant disadvantages in terms of the quality of the overall schedule, 

particularly when the level of communication in the task graph is high. 

                                                      

1 It is not a specific requirement of online wormhole routing that the entire route be reserved, but this is 

the only way to guarantee the message will not be blocked when scheduling communication offline. 
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The Simple Contention Scheduling (SCS) [157] and Extended List Scheduling (ELS) [156] 

heuristics of Sinnen and Sousa represent minor modifications to the algorithms of Sih and Lee, 

and Selvakumar and Siva Ram Murthy, respectively. There are only two real differences: 

Firstly, in SCS and ELS, task priorities are based solely on b-levels, so are static instead of 

dynamic; secondly, virtual cut-through [80] is used instead of wormhole routing, simplifying 

the message routing problem as well as reducing message latencies. 

Another algorithm to use the same general structure as DLS, but with a different method of 

assigning task priorities is the Latest Starting Time (LST) heuristic of Kon’ya and Satoh [84]. 

LST is targeted at hypercube architectures, though appears to be able to handle an arbitrary 

interconnection network by simply replacing the topology-dependent portions. The 

communication model used is based on circuit-switching with a static routing scheme (LSB-

first e-cube routing [161]). As with DLS, task start times are found by routing messages through 

the interconnection network. The maximum ready time of the links forming a route is used to 

determine the message’s start time, since circuit switching is similar to wormhole routing in 

that it requires that the entire route be reserved for the duration of the transfer1. The only real 

difference between LST and DSL is in the task priority scheme – with LST a task’s priority is 

static and is calculated once, prior to the commencement of scheduling, using its latest starting 

time, a concept introduced by Al-Mouhamed [14]. 

In all cases – Sih and Lee’s DLS, Selvakumar and Siva Ram Murthy’s modified DLS, Kon’ya 

and Satoh’s LST, and the SCS and ELS algorithms of Sinnen and Sousa – no consideration is 

given to the order in which groups of messages, assigned to the communication schedule at the 

same time, are routed. 

6.1.2 Bubble Scheduling and Allocation (BSA) 

A modified version of Kwok and Ahmad’s Bubble Scheduling and Allocation (BSA) heuristic 

was presented in Chapter 3. The modifications were made so as to allow a fair comparison 

against other task scheduling algorithms which assume the SDM communication model. In its 

original form [90], however, the algorithm maintains a full communication schedule, and routes 

                                                      

1 From a timing perspective, circuit-switching can be considered as a special case of wormhole routing, 

where the length of the worm is at least the distance between its source and its destination, so that it 

occupies all links on the route simultaneously. 
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and assigns messages to inter-processor links according to the virtual cut-through [80] method 

of flow control. Consequently, its schedules are contention-free. 

The essence of the algorithm is that all tasks are ordered into the CPN dominant sequence, and 

initially assigned to a single processor. Each task is then considered for migration to an 

adjacent processor. Migration is performed if it would improve the starting time of the task, in 

which case the task is said to “bubble up” in the schedule. In determining task start times, holes 

in a processor’s schedule are able to be utilised, provided they are of sufficient size and after 

the task’s DAT. Once all tasks on the initial “pivot processor” have been considered, one of its 

neighbours is selected to become the new pivot. Any tasks assigned to it are then considered for 

migration, either further from the initial pivot or possibly back onto it. Processors are 

considered in a breadth-first manner, until all have been examined, at which point scheduling is 

complete. 

Calculation of a task’s start time involves tentative routing of its inbound messages through the 

interconnection network. If the migration is successful, these messages are permanently added 

to the communication schedule. In addition, communication between the migrating task and its 

successors must also be routed and assigned. The order in which groups of messages are routed 

is not defined in the BSA algorithm. Yet again, this must be assumed to be arbitrary. 

The message routing scheme used by BSA is incremental, meaning that existing routes from 

predecessors (and to successors) are not removed and re-routed, but simply extended to include 

the link connecting the processors involved in the migration. Communication between tasks 

which were assigned to the same processor prior to the migration, but which are on 

neighbouring processors afterwards, is easily handled by scheduling a single-step message route 

to the link connecting them. Consequently, re-routing only needs to consider the 

communication schedule of a single link, and the problem becomes one of finding an 

appropriate idle slot in this schedule for each of the inbound and outbound communications of 

the migrating task. 

The incremental approach seems to imply that circuit-switching or wormhole routing cannot be 

used, since these rely on all links in a route being used or reserved at the same time. There is 

only a small likelihood that a message route which is being extended along a heavily congested 

link will be able to find an idle slot in the link’s schedule that coincides with the transmission 

times of its previous step(s). 

Kwok and Ahmad do not adequately specify the communication model, except to say that the 

start time of a message on a link must be subsequent to the completion of its source task (and is 
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then determined by the availability of idle time slots). No relationship between the start time of 

a message step and the start or finish times of steps before it in the route is given. This is 

perfectly valid for a message comprising a single step, or for the first step in a multi-hop route, 

but can lead to inconsistent communication schedules when, for example, the second step in a 

route is scheduled with a start time which is earlier than that of the first step. However, none of 

the examples used by Kwok and Ahmad in demonstrating BSA [89, 90, 92, 95] displayed such 

behaviour. Instead, all multi-hop routes given in these examples are assigned such that the start 

and finish times of each step are the same. It must be concluded that either the requirements for 

message start times have just been misstated, or that the situation where messages contain 

multiple steps has been overlooked. This inconsistency has been commented on by others 

[155]. 

The main advantage of the incremental approach is that computationally expensive shortest-

path routing schemes or the use of pre-specified routing tables are not necessary. Routing 

decisions are determined by the processors involved in the migration – it simply remains to 

schedule the communication(s) to the link connecting them. An additional advantage is that the 

algorithm can handle an arbitrary interconnection topology without requiring its routing scheme 

to be explicitly coded. The primary disadvantage is that the incremental approach can lead to 

long and circuitous routes, since tasks may migrate a number of times and may even end up 

assigned to their original processor. This is not such a problem when cut-through routing is 

used since latency is distance-independent, although it still reduces availability of 

communication resources for other messages. However, for store-and-forward routing, which is 

assumed in this work, long routes are to be avoided since they can dramatically increase 

communication times. 

Following the migration of a task, communication between it and its successors are routed 

using the same incremental method. Once the arrival times of these successor communication 

are known, the start times of their destination tasks must be updated, since one or more of these 

may be able to start earlier by using the newly created slot in the task schedule. The effects of 

this can cascade through the schedule – the outbound communications from these tasks are 

potentially able to start earlier, which could improve the start times of their destination tasks, 

and so on. As a result of the task migration, all subsequent elements of the schedule could 

potentially “bubble up”, improving the overall schedule length. 

There exists the possibility that even though the start time of the migrating task is improved (a 

necessary condition for its migration), the communication times and hence start times of its 

successors may be worsened. In the simplest cases, this can be solved by delaying the execution 
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of these tasks causing them to “bubble down” in the schedule. However, the situation may arise 

that inbound messages for a task (a successor of the migrated task) are scheduled to the link 

after one or more of its outbound messages, resulting in an infeasible schedule. This cannot be 

solved by simply delaying the task, since this will delay its outbound messages, which will in 

turn delay its inbound message (since the latter is assigned to the link after at least one of the 

former). Instead, re-ordering of messages is required in order to break what is effectively a 

cycle in the scheduled task graph. In the many publication describing BSA [89-95], neither the 

problem nor a solution is provided – the assumption has always been that successors also 

“bubble up” in the schedule by utilising the free slot in the task schedule. This problem was 

noted by Sinnen [155] when implementing BSA as part of an experimental evaluation of the 

accuracy of various task scheduling algorithms (ie the degree of similarity between predicted 

and actual program execution times). His solution was to avoid the problem altogether by not 

allowing a task to migrate if the arrival time of any of its successor communications would be 

after the commencement of the destination task. 

A further problem identified by Sinnen [155] is that it is possible for message routes to evolve 

such that they contain a cycle, ie they visit a processor more than once. This occurs, for 

example, when a task is migrated a number of times yet ends up assigned to the same processor 

to which it was originally scheduled. The incremental nature of the message router means that 

predecessor communications will either originate from this processor (if the predecessor is 

assigned to the same processor) or be passed to it from another processor (if not), and will then 

traverse a number of intermediate nodes (following the task’s migration), before terminating 

back at the same processor. This does not invalidate the schedule unless the message is 

scheduled twice to the same link, which can only happen with BSA if half-duplex links are 

used. It does, however, represent a grossly inefficient use of communication resources. In his 

implementation of BSA, Sinnen did nothing to prevent cyclic routing so as to preserve BSA’s 

attractive time complexity, but did prohibit task migrations that would result in a message 

(presumably either inbound or outbound) being scheduled to the same link twice. However, in 

the case that a message cycle is easily identifiable, as when a task migrates from one processor 

to another and then back again (without any intermediate steps), rather than extend the message 

route by appending a step (which would create the cycle), Sinnen removes the last step. 

When implementing BSA as part of this work, these same problems were encountered. The 

approach taken here differs from that of Sinnen, in that low algorithmic complexity has been 

sacrificed for superior performance. This has resulted in the replacement of the incremental 

routing scheme by one which completely re-routes each message whenever its source or 

destination changes as a result of a task migration. Not only does this overcome the problem 
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with routes containing cycles, but it also improves the quality of the schedule by minimising the 

length of each of its inter-processor communications. With store-and-forward routing, message 

latencies are distance-dependent, so short average route lengths are far more important than 

with cut-through routing. Full re-routing avoids the need for restrictions on task migrations such 

as those imposed by Sinnen. Such restrictions reduce the performance of the algorithm. When 

solving the problems associated with successor communications arriving after the start times of 

the corresponding tasks, the application of restrictions has similarly been avoided. Instead, the 

process by which successor communications are scheduled is defined such that cycles can never 

be created in the STG. More details of this are given in Section 6.3.5. 

6.2 CDRP vs. CSRP 

When the scheduling of inter-processor communication is considered a sub-problem of task 

scheduling, messages are considered for routing and assignment to the schedule in groups. 

There are two ways in which the problem of routing a group of messages can arise. Either all 

messages in the group will have same source task (and hence injection time) but different 

destination tasks, or they will have different source tasks (and hence injection times) but the 

same destination task. These two situations are referred to as the Common Source Routing 

Problem (CSRP) and the Common Destination Routing Problem (CDRP) respectively. Which 

of these will be encountered by a particular scheduling heuristic depends on whether or not the 

processor allocation of each task is known during scheduling. 

Whenever a task scheduling decision is based on the arrival time of a message, the message is 

routed through the interconnection network. When it is the arrival times of multiple messages 

that need to be known, which is the case when calculating a task’s start time on a number of 

processors so as to assign it to the best of these, the messages are scheduled collectively as a 

group. The problem of routing the group of messages is referred to as the Common Destination 

Routing Problem. The goal, obviously, is to commence execution of the destination task as 

soon as possible, corresponding to the scheduling of communication so as to minimise its MRT. 

Hence an optimal solution to the CDRP would minimise the maximum DAT amongst the set of 

messages being scheduled. 

The Common Source Routing Problem, on the other hand, involves routing a group of messages 

from a single source task but with different destination tasks. This is similar to the situation 

encountered in the rescheduling algorithms of Chapter 5, where the completion of a task caused 

the injection of its outbound messages (at least those required) into the IN as a group. Routing 
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in such a situation obviously requires that the processor allocation of the destination tasks be 

known, which was the case for the rescheduling algorithms. The CSRP also arises when 

scheduling with pre-allocated tasks (as with the second stage of the clustering algorithms) and 

in a single pass algorithm where the allocation of tasks is known at every stage of scheduling 

(as with the BSA heuristic). The problem is to schedule the group of messages so as to 

minimise their overall effect on the schedule length, a goal which is difficult to express as a 

local optimisation criteria – although minimisation of either the average or maximum DAT 

might be appropriate. 

The CDRP problem is the more common of the two problems, arising in the majority of single 

pass task scheduling algorithms. Most algorithms, the list scheduling heuristics amongst them, 

build the task schedule by successively adding tasks to an incomplete schedule, until all tasks 

have been added and the schedule is complete. At each scheduling step, the start time of the 

task being added must be found on the processor(s) being considered for its assignment. The 

task’s start time is dependent on its MRT, which is determined by the arrival times of its 

predecessor communications. When the CSM communication model is used, these message 

latencies can only be found by routing the messages through the interconnection network. 

Consequently, the CDRP problem is encountered. 

The CSRP problem cannot arise in such a framework, since the allocation of a task’s successors 

is not known when it is assigned to the schedule – these are only determined later. Solving the 

CSRP problem is only an issue when the clustering approach is used, and in a small number of 

algorithms like BSA which work through iterative refinement of a complete task schedule. The 

BSA algorithm is an interesting case, since it requires solution of both the CDRP and CSRP 

problems – the former when finding the start time of a migrating task, and the latter when 

routing the outbound messages from this task to its successors. 

6.3 Modifications to the First Pass Algorithms 

The task scheduling algorithms of Chapter 3 can be fairly simply modified to allow combined 

task and message scheduling. The easiest way to do this is to keep the algorithm’s primary 

emphasis on task scheduling, and perform message scheduling where required by this. 

The CDRP problem is faced at each step of the list scheduling heuristics (including ETF) 

whenever a task’s start time needs to be found. The BSA heuristic is somewhat unique in that it 

involves CDRP when determining the start time of the migrating task, and then CSRP when 

adjusting the start times of its successors. The clustering heuristics cannot themselves be 
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sensibly modified to use the CSM communication model, since they assume an unrealistic 

virtual topology (a clique comprising an unbounded number of fully connected processors) 

which is unrelated to the actual target architecture. However, the PYRROS algorithm, used to 

merge and schedule the clusters, can. PYRROS uses a modification of the Ready Critical Path 

(RCP) algorithm, in which tasks are only ready to be scheduled to a particular processor after 

the time at which their inbound messages could have arrived at that processor (according to the 

global clock). The particular processor to which each successor is assigned is known from the 

allocation of clusters, meaning that outbound messages from a task can be scheduled as soon as 

the source task has finished – immediate injection is desirable so that the destination tasks can 

become ready and then be scheduled as soon as possible. Obviously this is the CSRP 

scheduling framework. 

Changing the communication model does not necessarily change the structure of the task 

scheduling algorithms significantly. In most cases only a few of their procedures need to be 

modified. In the CDRP case, these are the procedures responsible for calculating the start time 

of a task (modified so as to tentatively route all inbound communications in order to accurately 

determine its MRT) and then assigning it to the task schedule (since its predecessor messages 

must be assigned to the communication schedule at the same time). In CSRP, any procedures 

associated with task completion (which may decrement the wait count of successor tasks, 

update their MRT, etc) are fairly simply extended by inclusion of routing and assignment of 

outbound communications from the task. These modifications and/or extensions are discussed 

in the sections that follow, with the nine task scheduling algorithms studied in this work used as 

specific examples. 

6.3.1 Ordering the Routing of a Group of Messages 

In both the CDRP and CSRP cases, scheduling a set of messages can be accomplished by 

defining an order of the set through an appropriate message priority scheme, and then routing 

the individual messages in this order – the classical list scheduling approach. Each routing 

decision attempts to optimise the arrival time of the individual message, subject to any 

restrictions which are made on the allowed routes (ie deterministic or adaptive routing). The 

hope is that the order of the message set is chosen such that the cumulative result (the combined 

schedule of all messages in the set) is also optimal. The means by which the goodness or 

optimality of this result is measured may vary – total communication volume, average delivery 

time and maximum delivery time are some possibilities. Each of these examples (as well as 
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many others) could be argued to contribute to minimal start time(s) for the destination task(s) 

and hence to a good overall schedule. 

The list scheduling approach was chosen for two main reasons. Firstly, an algorithm with low 

computational complexity is required. While the number of messages considered in each 

instance of the message scheduling problem is likely to be small, typically only a handful, the 

problem can arise a large number of times during scheduling (for some algorithms more than 

others). Low complexity is one of the main strengths of the list scheduling algorithms. 

Secondly, an appropriate choice of list ordering (through the definition of message priority) 

allows handling of a wide variety of objectives for optimisation at the global level (global, 

meaning over the entire contents of the list) and still have very simple optimisation criteria at 

the local level (local, meaning for the scheduling of each element of the list) 

The routing of each message is performed in exactly the same way as in the rescheduling 

algorithms of Chapter 5. Either NA or QA routing can be chosen, resulting in either 

StaticRoute() or Dijkstra() being used in the determination of each message route. By 

using the LinkSlot() procedure, described in Section 5.3.1, both of these routing schemes are 

able to exploit holes in the communication schedule, in order to minimise the arrival times of 

their resultant routes. This is especially important for CDRP, since the assignment of a 

particular task at a particular point during scheduling may require communication from a 

predecessor which appears much earlier in the schedule. However, even those algorithms in 

which CSRP arises benefit from the utilisation of idle slots in the communication schedule. The 

only situation in which these idle slots cannot be utilised is when using a task scheduling 

algorithm which is driven by a monotonically increasing global clock and assumes a known 

allocation of tasks to processors (corresponding to the CSRP model of communication 

scheduling), with a fully connected target architecture and NA routing. This does not 

correspond to any of the algorithms considered in this work. 

Once a route is determined, all of its steps are assigned to the communication schedule at once 

using the AddRoute() procedure described in Section 5.3.2. No message preemption is allowed 

and, consequently, no distinction is made between message steps which are “reserved” and 

those which have arrived. Allowing preemption would change the basic structure of the task 

scheduling algorithm by requiring the destination tasks of preempted messages to be re-

scheduled, ie introducing back-tracking into the task scheduling process. In the absence of 

preemption, message priorities are only used to order messages being routed and scheduled at 

the same time – no comparisons are made against previously scheduled messages. 
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6.3.2 Calculating Task Starting Times in CDRP 

In scheduling algorithms where the task schedule is built by iteratively adding tasks, for 

example those based on the list scheduling approach, the addition of each task involves 

determination of its start time on a number of candidate processors and then selection of the 

best of these, generally with the objective of starting it as early as possible. The start time of a 

task is determined to a large extent by its message ready time (MRT), which varies from 

processor to processor. Under the SDM communication model, MRT can be calculated 

mathematically using just the finish times of the predecessor tasks and their distance from the 

processor being considered. When the CSM model is used, the process is not so simple. Each 

predecessor message must be routed through the interconnection network (only using links 

when the communication schedule indicates they are idle) so that its arrival time can be 

accurately known. This must be performed for the communication from each of a task’s 

predecessors, before its MRT, and then its start time, can be determined.  

Using the current state of the communication schedule when routing an individual message 

ensures that it does not use a communication link at the same time as any of the previously 

scheduled messages. However, it does not guarantee that messages routed as a group (in the 

case of CDRP, those from the different predecessors of a task) will not contend for 

communication resources with each other. In order to achieve completely contention-free 

communication, messages must be tentatively assigned to the schedule as soon as they are 

routed. Once all messages in the group, in this case all predecessor messages of a task, have 

been routed and their arrival times determined, they can be removed from the schedule. 

Messages are only permanently assigned to the communication schedule when their destination 

task is assigned to the task schedule. 

Under the CSM communication model, determination of a task’s start time is accomplished by 

the StartTimeCDRP() procedure, which is given below. In this procedure, the priorities of all 

inbound messages of the task, including those which do not actually require any inter-processor 

communication (because they have zero size or are from tasks assigned to the same processor), 

are calculated using the chosen priority scheme – in the pseudo-code that follows this is given 

by prio(p,t) for the message between tasks p and t. These priorities are used to create an 

ordered list, which defines the order in which the messages are routed and assigned (albeit 

temporarily) to the schedule. 

The assignment of messages to the communication schedule as part of StartTimeCDRP() is 

only on a temporary basis. These messages are only permanently committed to the schedule 
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when their destination task is assigned to a particular processor. In StartTimeCDRP(), pointers 

to the tentatively assigned message steps are stored in pmesgs, so that these assignments can be 

easily undone once the task’s MRT has been determined. 

StartTimeCDRP(t,proc,pmesgs) 

input: 

t: the task being considered 

proc: the processor to which it is being considered for assignment 

output: 

pmesgs: a list of the routes taken by the task’s predecessor 
communications 

return: 

st: the start time of t on proc 

begin 

for all predecessors p of task t do 

/* Calculate priority of message from p to t */ 

if ((PROC(p)==proc) or (SIZE(p,t)==0)) 

prio(p,t)=�; /* these can be scheduled first */ 

else 

Calculate prio(p,t) using priority scheme chosen 

endif 

Insert p into list PML in decreasing order of prio(p,t) 

done 

mrt=0; 

while PML not empty do 

pi=DEHEAD(PML); 

if ((PROC(pi)!=proc) and (SIZE(pi,t)>0)) 

Find route from pi on PROC(pi) to t on proc 

AddRoute(route); /* tentatively assign it to CSL */ 

Add route to the tail of pmesgs 

mrt=max(mrt,FT(route)); 

else 

mrt=max(mrt,FT(pi)); 

endif 

done 

Delete messages in pmesgs from CSL 

Determine start time (st) of task t, given mrt 

return st; 

end; /* StartTimeCDRP */ 
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Once the MRT of the task is known, its start time is determined as per normal. This will depend 

upon the task scheduling algorithm which is being used. For algorithms allowing insertion, a 

sufficiently large idle slot subsequent to the task’s MRT must be found. For algorithms which 

do not allow insertion, the start time is found from the maximum of the MRT just determined 

and the ready time of the processor. The routes of the inbound messages (pmesgs) are returned 

from the procedure, along with the start time of the task, so that routing does not have to be 

repeated when actually assigning the task to the schedule. 

The computational complexity of the message routing portion of this function is O(d log d + 

d�O(routing) + d�ML) where d is the number of predecessors of task t (and hence the number 

of messages which must be routed), p is the number of processors in the target architecture, ML 

is the maximum length of any route. O(routing) is the complexity of the procedure used to find 

each message’s route, and depends on whether NA or QA routing is used (see Section 5.3.4). 

The first component, O(d logd), is due to the insertion of d predecessor messages in priority-

order into the list PML. The second component is due to the routing of each of the messages, and 

is obviously dependent on the routing scheme used, be it NA routing, which has O(e) 

complexity on a fully connected architecture, or QA routing, which has complexity of O(p2e) 

(recall that e is the number of edges in the task graph, implying that there are O(e) elements in 

the communication schedule of each link). The third component of the overall complexity is 

due to the time required to add and delete the routes to and from the communication schedule – 

there are d routes, each of which may have maximum length of ML (p-1 for QA routing, 1 for 

NA routing assuming a fully connected topology). Note that the stated complexity does not 

include the time required for determination of the task’s start time, which is dependent on the 

task scheduling algorithm being used. 

This function is used pretty much as is for both the graph-driven and processor-driven versions 

of LSH and ISH. For ETF it must be used at each scheduling step for every combination of 

ready task and available processor (so that the task with the earliest start time can be assigned). 

Unlike with the SDM communication model, there can be no caching of information from step 

to step, since network traffic will change, affecting the MRTs of the tasks and requiring these to 

be re-calculated each time. As a consequence, significant time is required to perform 

scheduling. 

When there is duplication of the predecessor task instances, the determination of a task’s start 

time is basically the same as that given above, with a few minor differences. Firstly, when 

multiple instances of a predecessor are available, which of these to use must be determined 

before any routing can be performed. In fact, for a number of the priority schemes, namely 
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those in which priorities are based on either the injection or arrival time of the message, the 

predecessor instances being used must be known before any message priorities can be 

calculated. The selection of the best predecessor instance to use for each inbound 

communication is made on the basis of the DAT of the message from it (necessarily estimated 

using the SDM model), with any ties broken in favour of that with the shortest route. To 

minimise communication volume, however, the instance of the predecessor task assigned to the 

same processor (if one exists) is preferentially selected. This obviously applies to predecessor 

instances that are in the list of duplicated tasks, duplist.  

The second difference that arises, when duplication is allowed, is that determination of the start 

time of a task being scheduled requires determination of the start times of all tasks being 

duplicated as a result – in DSH these are the tasks in duplist. Consequently, the set of 

messages which are tentatively assigned to the communication schedule at any given time 

comprises more than just those destined for a single task. Rather, it includes all inbound 

messages of all duplicated tasks, plus those of the task being assigned. The temporary messages 

are no longer automatically deleted at the end of StartTimeCDRP(). In DSH this only occurs 

whenever the tasks in duplist are reordered or an additional task is duplicated, resulting in all 

duplicated tasks having their start times updated (by removal from the schedule and re-insertion 

in the desired order of execution). Obviously the temporary messages are also deleted upon 

completion of the task duplication process. 

For DSH, the method of determination of a task’s start time is dependent on whether or not the 

priority of a message varies with the instance of the source task which is chosen. Pseudo-code 

for the two different cases is given below. In the first of these, message priority is independent 

of the instance of its source task which is chosen. This is the situation, for example, with 

priority schemes based solely on message size and/or location in the task graph. With such 

schemes, message priorities can be calculated and messages ordered prior to any choice being 

made as to which predecessor instances to use. This choice can be delayed for each predecessor 

until the point at which the communication from it is to be routed and tentatively assigned. This 

allows routes to be found for all alternatives and, consequently, actual (rather than estimated) 

message arrival times to be used in choosing the best. 
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DSHStartTimeCDRP-StaticPriority(t,proc,duplist,pmesgs,LIP) 

input: 

t: the task being considered 

proc: the processor to which it is being considered for assignment 

duplist: the list of tasks being duplicated 

input/output: 

pmesgs: a list of the routes temporarily assigned to CSL 

output: 

LIP: the “latest immediate predecessor” of t 

return: 

st: the start time of t on proc 

begin 

for all predecessors p of task t do 

Calculate prio(p,t) using priority scheme chosen 

Insert p into the list PTL in decreasing order of prio(p,t) 

done 

mrt = 0; 

while PTL not empty do 

p=DEHEAD(PTL); 

for all instances pi of p do 

Find route from pi on PROC(pi) to t on proc 

done 

Select pi whose route has minimal DAT 

AddRoute(routei); 

Add routei to the tail of pmesgs 

if (FT(route)>mrt) 

mrt=FT(route); 

LIP=p; 

endif 

done 

Determine start time (st) of task t, given mrt 

return st; 

end; /* DSHStartTimeCDRP-StaticPriority */ 

 

In the second case, message priority is dependent on the choice of source task. This requires 

that a particular instance of each predecessor be selected prior to the assignment of priorities 

and routing of messages. As with the rescheduling algorithms, this selection is made using an 

SDM estimate of message arrival times. For each predecessor of the task being scheduled, the 

instance which minimises the DAT of the inbound message is chosen. This is so that the MRT 
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of the destination task is minimised, allowing it to be scheduled as early as possible. There is, 

however, an exception to this rule. If an instance of the predecessor is assigned to the same 

processor as the task being scheduled, then this instance is automatically selected, irrespective 

of the DATs of the other instances. This reduces the volume of inter-processor communication 

without detrimentally affecting the start time of the task being assigned. 

DSHStartTimeCDRP-SpecialPriority(t,proc,duplist,pmesgs) 

input: 

t: the task being considered 

proc: the processor to which it is being considered for assignment 

duplist: the list of tasks being duplicated 

input/output: 

pmesgs: a list of the routes temporarily assigned to CSL 

output: 

LIP: the “latest immediate predecessor” of t 

return: 

st: the start time of t on proc 

begin 

for all predecessors p of task t do 

Determine instance pi of predecessor p to use (without 
automatically using the instance assigned to proc) 

Assign prio(pi,t) using priority scheme chosen 

done 

Order the inbound messages for t into list PML 

mrt = 0; 

while PML not empty do 

pi=DEHEAD(PML); 

Find route from pi on PROC(pi) to t on proc 

if (an instance ps of the predecessor is assigned to proc) 

 DAT=FT(ps); /* Use ps instead of pi */ 

else 

 AddRoute(route) and add route to the tail of pmesgs 

 DAT=FT(route); 

endif 

if (DAT>mrt) 

mrt=DAT; 

LIP=p; /* pi and ps are instances of predecessor p */ 

endif 

done 

Determine start time (st) of task t, given mrt 

return st; 

end; /* DSHStartTimeCDRP-SpecialPriority */ 
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The run-time of the second of the two alternatives is less than that of the first, since routing is 

only performed for a single instance of each predecessor (rather than for all instances). 

However, the quality of the choice of predecessor instance is superior for the first alternative, 

since actual (rather than estimated) arrival times are used. It must be remembered that while the 

second method can be used with any priority scheme, the first method can only be used with 

those schemes where message priority is independent of the timing and/or allocation of the 

source task. In this work, the first of the two methods is used where possible. 

6.3.3 Assigning Tasks in CDRP 

As already mentioned, routing information is returned by StartTimeCDRP() in addition to the 

task’s start time. Not only is this information used internally to the function to allow the quick 

and easy removal of temporary messages from the communication schedule, by being returned 

to the calling environment it is able to avoid duplication of labour – message routes found at 

this stage do not need to be re-determined when the task is actually assigned.  

During implementation this was found to be particularly important when random message 

priorities were used, although for a completely different reason. Different randomly generated 

priorities can lead to different orders of message injection and, hence, different message arrival 

and task start times. Consequently, repeated calls to StartTimeCDRP() with the same task and 

processor will often produce different start times. It is not ideal to decide to allocate a task to a 

particular processor on the basis of a certain start time, and then actually assign it to that 

processor at a different (possibly later) start time. This is avoided by storing message routes, 

rather then re-determining them by repeating the call to StartTimeCDRP(). 

In reSCHED, this routing information comprises a list of the predecessor message routes. Each 

step of these routes identifies the link to be used and the start and finish times of the message 

step, as well as containing a pointer into the CSL[][] list, giving the point of its insertion. C-

style structure definitions are given below. 

struct TROUTE { 

double  priority; 
/* the priority of the message */ 

 struct TASK *src, *dest; 
/* the source and destination tasks */ 

struct TSTEP steps[]; 
/* the steps comprising the message route */ 

} 
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struct TSTEP { 

int  sproc, dproc; 
/* the processors between which the step travels – used to 
identify the link */ 

double  start, finish; 
/* its start and finish times */ 

struct STEP *after; 
/* the message step in CSL[sproc][dproc] after which this step 
is to be inserted */ 

} 

6.3.4 The Clustering Heuristics: An Example of CSRP 

The general communication scheduling framework for CSRP is similar to that of CDRP, the 

main difference being the mechanism by which it is triggered. In the case of CSRP this is the 

completion of a task which has been previously scheduled, rather than the scheduling of a task, 

as it is with CDRP. A further difference is that the routing of messages in CSRP is neither 

tentative nor temporary, since the processor allocations of both the source and destination tasks 

are known. Consequently messages are not deleted upon completion of the scheduling, as they 

are with CDRP. 

CommScheduleCSRP(t) 

input: 

t: the task just completed 

begin 

for all successors s of task t to which communication is required do 

Calculate prio(t,s) using priority scheme chosen 

Insert s into list SML in decreasing order of prio(t,s) 

done 

while SML not empty do 

s=DEHEAD(SML); 

Find route from t on PROC(t) to s on PROC(s) 

AddRoute(route); 

done 

end; /* CommScheduleCSRP */ 

 

The multi-step approach to task scheduling based on the clustering of tasks is used as an 

example of a situation in which CSRP is encountered. The allocation of tasks to processors is 

determined by the clustering and mapping steps, and is known during the task scheduling step 

(where the order and timing of tasks is determined). Consequently, during this stage, the 
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assignment of each task to the task schedule is immediately followed by the routing and 

scheduling of its outbound communications as a group. 

The clustering algorithms themselves are unchanged by the transition from the SDM to the 

CSM communication model. It does not make sense to attempt to include contention-free 

scheduling of communication into this type of algorithm, since the architecture assumed during 

clustering does not necessarily match that being targeted by the final schedule – there can be 

differences in the number of processors and/or the interconnection topology. The clustering 

heuristics assume a clique architecture (an unbounded number of fully connected processors) 

which is not often the desired target when scheduling. In the case that the target architecture is 

not fully connected or does not have sufficient processors, the merging and mapping steps 

would completely invalidate any communication scheduling performed during clustering – even 

rendering the simplest of estimates of inter-cluster link contention inaccurate.  

Similarly, the method utilised in this work for merging clusters and mapping them to processors 

(which is the method proposed as part of the PYRROS scheduling tool [179]) is unchanged 

when the CSM model is used instead of SDM. Cluster merging is performed so as to match the 

number of virtual and physical processors, balancing the computational load of the virtual 

processors in the process. No consideration is given to communication, let alone contention, in 

this step. The cluster mapping step, on the other hand, ignores computation and takes only the 

inter-cluster communication into account when deciding on the placement of clusters on 

physical processors. However, only the volume of communication between the clusters is 

considered. Since neither of these steps is concerned with the timing (ie start and finish times, 

as well as latencies) of the individual messages, it is impossible to modify them for the CSM 

communication model. 

In the method of PYRROS, only the final step, which orders the tasks on the processors and 

determinates their start and finish times using the Ready Critical Path (RCP) algorithm [176], is 

able to be sensibly modified to incorporate the CSM model. RCP is a modified version of the 

standard processor-driven list scheduling heuristic, in which a local clock and a local ready task 

list (ordered by CP/MISF with communication costs included in calculations of task priorities) 

is maintained for each processor. At each step in RCP the task at the head of the local ready 

queue of the processor with the earliest local clock is removed from this queue and added to the 

schedule. At any point during scheduling, the local clock of each processor can be found from 

the maximum of its ready time and the MRT of the task at the head of its ready queue. In the 

case of a tie between two processors with the same local clock, that which has the ready task 

with the highest priority is selected. The major difference between RCP and traditional list 
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scheduling is that a task is only considered ready for scheduling on a particular processor after 

its MRT. It is only at this time that it is added to the local ready task list. 

When used for scheduling pre-allocated tasks under the CSM communication model, as it is 

here, RCP routes messages through the interconnection network and adds them to the 

communication schedule as soon as they are able to be sent, ie upon completion of their source 

tasks. When all inbound messages for a task have arrived at the processor to which the task is 

allocated, its MRT is determined and it is then inserted into the local ready task list. The 

algorithm, including modifications to handle the CSM communication model, is given below. It 

utilises the same event-driven structure, with the same event types (TSTART, TDONE, MSENT, and 

MRECD), as the rescheduling algorithms of Chapters 4 and 5. 

PYRROSTaskSchedulingCSM(procmap,ogantt,CSL) 

input: 

procmap[]: the mapping of tasks to processors 

output: 

ogantt[]: the task schedule (m Gantt lists) 

CSL[][]: the communication schedule (m�m array of Gantt lists) 

begin 

Calculate priority (b-level) of all tasks, including SDM estimates 
of communication costs in critical path lengths 

for all tasks t do 

WAIT(t)=|PRED(t)|; 

MRT(t)=0; 

if (|PRED(t)|==0) 

Add t to local ready queue lrq[procmap[t]], ordered by priority 

endif 

done 

for all processors p do 

ready_time[p]=0; 

h=DEHEAD(lrq[p]); 

Insert TSTART(h) into events list at time 0 

done 

while (events not empty) do 

ev=DEHEAD(events); 

case (ev.type) 

TSTART: 

ST(ev.task)=ev.time; 

FT(ev.task)=ev.time+SIZE(ev.task); 

Append ev.task to tail of ogantt[procmap[ev.task]] 

ready_time[ev.proc]= FT(ev.task); 
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Insert TDONE(ev.task) into events list at time FT(ev.task) 

TDONE: 

for all outbound communications from ev.task do 

Determine message priority 

Insert MSENT into events list at time ev.time 

done 

h=DEHEAD(lrq[procmap[ev.task]]); 

s=max(MRT(h),ready_time[procmap[ev.task]]) 

Insert TSTART(h) into events list at time s 

MSENT: 

Find route from procmap[ev.src] to procmap[ev.dest] with 
injection time ev.time 

Add route to CSL[][] 

Insert MRECD into events list at the message’s arrival time 

MRECD: 

MRT(ev.dest)=max(MRT(ev.dest),ev.time); 

WAIT(ev.dest)=WAIT(ev.dest)-1; 

if (WAIT(ev.dest)==0) 

HandleReadyTask(ev.dest,procmap[ev.dest]); 

endif 

done 

end; /* PYRROSTaskSchedulingCSM */ 

 

Ties between two events of the same type which occur at the same time are broken in favour of 

that with the higher task or message priority. As in Chapter 4, when this framework was first 

described, certain types of events are given priority over others. Most notably, events 

corresponding to the completion of a task or message (TDONE and MRECD) are handled before 

those which signify an initiation (TSTART and MSENT). As a secondary rule, task events are 

handled before message events, ie TDONE before MRECD and TSTART before MSENT. 

The basic CSRP framework for the prioritised scheduling of a group of messages with a 

common source task is not immediately obvious from the algorithm. In 

PYRROSTaskSchedulingCSM(), the ordering of messages with the same source task is imposed 

by the ordering of the corresponding MSENT events in the event list. In actual fact, the group of 

messages considered for injection at the same time (and hence ordered by their relative message 

priorities) potentially includes more than just the outbound messages from a single task. 

Instead, the group comprises all outbound messages from all tasks with the same completion 

time. 
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Tasks are added to their local ready queue when their wait count (given by WAIT(t) for task t) 

drops to zero indicating that all predecessor communications have arrived. If the task is inserted 

at the head of this ready queue, then it effectively becomes the next task to be scheduled on that 

processor, as a result of which it is immediately removed from the ready task list and has an 

appropriate TSTART event added to the events list. This can cause problems if the events list 

already contains a TSTART event for another task of lower priority assigned to the same 

processor, in which case this event is removed and the lower priority task re-inserted into the 

ready task list. The management of the ready task list and addition and removal of TSTART 

events is performed by the procedure HandleReadyTask(), which is called whenever the wait 

count of a task reaches zero. 

HandleReadyTask(t,p) 

input: 

t: task which has just become “ready” 

p: processor to which it is assigned 

begin 

s=max(MRT(t),ready_time[p]); 

if TSTART event for processor p found in events list 

et is the task corresponding to this event, and es its time 

if ((s<es) or ((s==es) and (blevel(t)>blevel(et)))) 

Remove TSTART(et) from events list 

Insert TSTART(t) into events list at time s 

Add et to lrq[p], ordered by priority 

else 

Add t to lrq[p], ordered by priority 

endif 

else 

/* This implies that there are no ready tasks on processor p */ 

Insert TSTART(t) into events list at time s 

endif 

end; /* HandleReadyTask */ 

 

When being assigned, tasks are appended to the tail of a processor’s schedule without 

consideration of any idle slots in it. This is possible without loss of performance because of the 

use of a global clock and the addition of tasks to the ready queue only after their predecessor 

communication has actually arrived. At each scheduling step, any task which is in the ready 

queue but not chosen for assignment (due to its lower task priority) could not start earlier than 

that which is assigned, at the same time, maybe, but not before. Consequently, when the task is 
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eventually chosen for scheduling, there is no need to check for idle slots into which it could 

possibly be inserted since no such slots can exist. This is unlike normal list scheduling, where a 

task is considered ready as soon as its predecessors have completed, but will generally not be 

able to be started until some later time due to its predecessor message latencies. The resultant 

idle time could potentially be used for the execution of another ready task which has less 

significant message latencies or earlier completion of its predecessors. It is only in such 

situations that task insertion is beneficial. 

Duplication of tasks in multiple clusters is possible in certain clustering algorithms [24], 

although not in either of the two which have been implemented in this work. Task duplication 

cannot be handled by the current version of the cluster scheduling algorithm, since no method is 

defined for choosing the task instance responsible for each predecessor communication. This 

problem has arisen twice already in this work: firstly in the two-stage rescheduling algorithms 

of Chapters 4 and 5, and then again in Section 6.3.2 when modifying the DSH heuristic for use 

with the CSM communication model. In the rescheduling algorithms, the determination of the 

messages required to be sent was performed as a separate phase prior to rescheduling. It relied 

upon estimates of task start times (obtained from the first-pass schedule) being known. Such a 

method could not be used in PYRROSTaskSchedulingCSM(), since only task allocations are 

initially known; task start times are determined during the scheduling process. Similarly, the 

method used in the contention-aware version of DSH cannot be used when scheduling clusters 

with duplicated tasks, since it assumes a CDRP, rather than CSRP, structure. In the version of 

DSH modified for CSM an instance of each of a task’s predecessors is selected at the time at 

which the task itself is scheduled, using estimates of message arrival times which are able to be 

determined since predecessor completion times are known. This approach is not possible under 

CSRP – communication requirements must be known when the source task is scheduled, rather 

then being determined when the destination task is scheduled. The only simple solution would 

be to assign responsibility for a message to the first instance of its source task to be completed. 

Needless to say, the performance of such an approach would be sub-optimal, since it only 

minimises the injection time of each message, and not the arrival time. 

The computational complexity of the PYRROS task scheduling algorithm under the SDM 

communication model is O(n log n + e) [179]. When the CSM model is used, this is increased 

to O(n log n + e�O(routing) + e�ML), where n and e are the number of nodes and edges in the 

task graph respectively, ML is the maximum length of a message route (dependent on the 

topology and the routing scheme), and O(routing) is the complexity of the routing procedure 

used (see Section 5.3.4). As has been previously mentioned, when NA routing is used on a fully 
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connected architecture, the maximum route length (ie ML) is one. When adaptive routing is 

used, ML is O(p), where p is the number of processors. 

In addition to RCP, Gerasoulis and Yang considered the use of a more traditional list 

scheduling algorithm, which they referred to as Free Critical Path (FCP), for the scheduling of 

pre-allocated tasks [180]. Under the SDM communication model, FCP behaves almost 

identically to RCP, with the exception that tasks are added to the local ready task list when they 

become free (which is when all of their predecessors have been scheduled and completed 

execution) instead of when they become ready (which is the point at which all of their 

predecessor communications have arrived). When the CSM model is used, however, this one 

minor difference changes the structure of the two algorithms completely. In RCP, messages are 

injected into the network as soon as their source tasks complete (so that their destination tasks 

can be considered for scheduling as soon as possible), whereas in FCP, message routing is 

triggered by the scheduling of the destination tasks. Consequently, the scheduling of 

communication in RCP can be viewed as data-driven (and it is the CSRP which arises), as 

opposed to the demand-driven structure of FCP (corresponding to the CDRP being faced). 

The preceding discussion is only valid for the PYRROS method of scheduling clusters (which 

is what is used in this work) and does not necessarily hold for others. For example, the method 

used by Sarkar [138] performs cluster merging and mapping, as well as task ordering and 

scheduling, at the same time. In each step of this algorithm, all processors are considered as 

candidates for the assignment of a single unmapped cluster. Tentatively mapping a cluster to a 

processor involves merging it with any other clusters mapped to the same location, ordering the 

tasks contained within the newly merged cluster, and producing an overall schedule (part of 

which is “virtual”, and hence estimated, since not all clusters are mapped to physical processors 

until the completion of the process). The processor to which the cluster is assigned is that 

which results in the minimal schedule length. Sarkar’s method does not divide the process of 

scheduling clusters into multiple steps, as does the method of PYRROS. This means that it is 

possible to incorporate consideration of contention delays into decisions affecting merging and 

mapping of clusters, by scheduling inter-processor communication when determining the 

overall schedule length at each scheduling step. At each step, however, it would be necessary to 

completely rebuild the communication schedule, resulting in significant computational 

complexity. 

 199



6.3.5 The BSA Heuristic: A Special Case 

The BSA algorithm is a special case in that it encounters both CDRP and CSRP. The common 

destination routing problem arises when considering the possible migration of a task from the 

pivot processor to one of its neighbours – inbound communications to the task must be 

tentatively routed in order to determine its start time. The common source routing problem, on 

the other hand, is encountered as the result of a successful task migration – routes must be 

found for the outbound communications from the migrating task. 

As was mentioned in Section 6.1.2, the original BSA algorithm is subject to a number of issues 

arising from its use of an incremental message routing strategy. Firstly, the resultant message 

routes are generally longer than necessary. They can be circuitous and contain cycles, 

representing an inefficient use of communication resources. While this does not necessarily 

degrade performance when a cut-through flow control scheme is assumed, with store-and-

forward the message latency is linearly dependent on the distance travelled and, consequently, 

minimal length routes are desirable. Secondly, the routing of messages from a migrated task to 

its successors can cause problems when the new message arrival time is later than the current 

destination task start time. The problem becomes complicated when a step from one of the 

inbound messages of a task is scheduled to a link after a step from one of its outbound 

messages, causing a cycle in the scheduled task graph. For these reasons, the implementation of 

BSA as part of this work abandons the incremental routing scheme in favour of one which 

performs full re-routing (using the StaticRoute() or Dijkstra() routines) whenever the 

source or destination of a message is migrated. 

When considering a task for migration, determination of its start time on a particular processor 

requires routing and tentative assignment to the communication schedule of its predecessor 

communications, so as to determine its MRT and hence find its start time. The 

StartTimeCDRP() function, described in Section 6.3.2, is used by BSA to determine the start 

time of a migrating task on each of the processors adjacent to the pivot processor (which is the 

processor to which the task is currently assigned). A slight modification to this procedure is 

required, in order to overcome the fact that the communication schedule may already contain 

messages directed at the task on its currently assigned processor. Were the task to be migrated, 

these messages would not exist, so should not be considered when determining the benefits of 

such a migration. Two possible solutions exist: either temporarily remove these messages from 

the communication schedule, or modify the routing procedures so that they can ignore elements 

of the communication schedule which have as their destination a particular task on a particular 
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processor (in this case, the potentially migrating task on its current processor). The latter 

approach is taken in this work. 

The migration of a task involves its removal from the task schedule of one processor, and 

insertion into another. Additionally, messages to and from this task must be removed from the 

communication schedule and re-routed. Routes for predecessor communications are already 

known, since these are returned from the call to StartTimeCDRP(), so it only remains to assign 

these using AddRoute().  

BSATaskMigration(t,p,pmesgs) 

input: 

t: task which is migrating 

p: processor to which it is migrating 

st: new start time of t on p 

pmesgs: predecessor message routes determined by StartTimeCDRP() 

begin 

Traverse the STG starting from task t, invalidating all tasks and 
message steps by setting their start and finish times to � 

Find and remove from the communication schedule all inbound and 
outbound messages to or from task t 

Remove task t from the schedule of processor PROC(t) 

Assign predecessor message routes in pmesgs to communication 
schedule 

ST(t)=st; FT(t)=st+SIZE(t); PROC(t)=p; 

Insert task t into schedule of processor p 

CommScheduleCSRP(t); 

CompactCSMSchedule(); 

end; /* BSATaskMigration */ 

 

Following task migration, successor communications must have their routes determined by 

CommScheduleCSRP(), which is the basic CSRP routing procedure described in the previous 

section. Prior to this, however, the successors of the migrating task are pushed backwards in 

time in the schedule, so that the messages being sent to them will be guaranteed to arrive prior 

to their start times. This avoids the problems discussed in Section 6.1.2. Following the message 

routing step, these tasks are pushed forward so as to commence execution as early as possible – 

hopefully improving their start times and reducing the overall schedule length. In order to 

guarantee a consistent schedule, the ordering of existing tasks and messages must be maintained 

throughout this process. This is accomplished by not only delaying the execution of the 

individual successor tasks, but also all schedule elements which depend upon them. This 
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involves a traversal of the scheduled task graph (STG), which is simply the standard task graph 

augmented in two ways: firstly by the replacement of arcs connecting dependent tasks by a 

series of connected nodes, each of which corresponds to a message step in the communication 

schedule, and secondly by the addition of quasi-edges connecting tasks and message steps 

which are adjacent on each of the processors and links. As each node in the STG is visited in 

this traversal, the corresponding element in the schedule is invalidated – its start and finish 

times are set to infinity, so as to mark it as “invalid”. 

In the SDM version of BSA described in Section 3.4, CompactTaskSchedule() is used to 

update the task start times following a migration. When the CSM communication model is 

used, as is the case here, the CompactCSMSchedule() procedure is responsible for updating the 

affected elements of both the task and communication schedules – starting all elements as early 

as possible yet maintaining their current order. Compaction of the schedule is the equivalent of 

the relatively undefined and unexplained step in the original BSA algorithm which was used to 

“Update start times of nodes and messages” [90]. This step was to allow tasks other than the 

migrating task to also “bubble up”, by occupying the newly vacated slot in the schedule. In the 

modified algorithm only the tasks and messages invalidated prior to migration must have their 

start times updated. Other tasks and messages could not have their start times improved by the 

migration since they are not after the migrating task in the STG and so in no way dependent on 

its timing. By considering only the invalid schedule elements during compaction, considerable 

savings in run-time can be made.  

At each step in the compaction, a single updateable task or message step is chosen, and has its 

start and finish times updated so as to start as early as possible. A schedule element is 

updateable if all tasks and messages upon which it depends, including the task or message step 

assigned to the processor or link before it in the schedule, are themselves valid (indicated by a 

finite start time). Aside from this one requirement, any invalid schedule element can be chosen, 

since it does not matter in what order the updates are performed. 

In CompactCSMSchedule(), the start time of a task t is adjusted by finding the maximum of the 

processor ready time, proc_ready[PROC(t)], and its message arrival time, MRT(t). Similarly, 

for a message step, the updated start time is found from the maximum of the link ready time and 

the finish time of either the previous step in the route, if it exists, or the source task. 

Consequently, the order of the various elements in the schedule is not changed as a result of the 

compaction. 
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CompactCSMSchedule() 

begin 

for all processors p do 

Find the last task t in gantt[p] which is valid 

proc_ready[p]=FT(t); 

done 

for all links L(i,j) do 

Find the last message step s in CSL[i][j] which is valid 

link_ready[i][j]=FT(s); 

done 

for all invalid tasks t do 

Set DAT(t,t’)=� for all t’ to which t must send a message 

done 

for all invalid message steps s do 

DAT(s.parent->src,s.parent->dest)=�; 

MRT(s.parent->dest)=�; 

done 

Update MRT of all task instances 

while (all tasks and steps not valid) do 

Find task t, where t is the first invalid task on PROC(t) and 
MRT(t) is not � 

if (t is found) 

Adjust ST(t) and FT(t) 

Mark t as valid 

proc_ready[PROC(t)]=FT(t); 

for all tasks t’ to which t must communicate do 

if t and t’ on same processor or zero size message 

DAT(t,t’)=FT(t); 

Update MRT(t’) 

endif 

done 

else 

Find message step s, where s is the first invalid step on its 
link and previous element (PREV(s) if it exists, s.parent->src 
if not) is valid 

/* An “updateable” message step will be found */ 

Adjust ST(s) and FT(s) 

Mark s as valid 

link_ready[s.sproc][s.dproc]=FT(s); 

if (NEXT(s)==�) 

/* s is the final step in the route */ 

DAT(s.parent->src,s.parent->dest)=FT(s); 
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Update MRT(s.parent->dest); 

endif 

endif 

done 

end; /* CompactCSMSchedule */ 

 

6.4 Message Priorities for Single Pass CSM 

Scheduling 

When scheduling communication as part of a single-pass task scheduling algorithm, not all of 

the message priority schemes proposed in Section 5.2 are able to be used. Those determined 

solely from consideration of the task graph parameters and/or structure (such as SCF and LCF) 

can still be used, but not those based on information from the first pass schedule (like STSF and 

SITSF), for obvious reasons. Instead, a number of new schemes are proposed which make use 

of the timing of the source task instances or estimates of message arrival times to define the 

relative importance of the messages. Unfortunately, these schemes are only applicable to the 

CDRP case. 

The proposed message priority schemes are formalised below. A number of these are not used 

in the comparative evaluation performed in Section 6.5, either because they do not apply to 

fully connected topologies or are prohibitively expensive to use for larger task graphs. The 

definitions that follow are for the arc a, which is of non-zero size and is between task instances 

ts (its source) and td (its destination) which are assigned, or will be, to different processors. Zero 

sized messages and those between tasks on the same processor are not assigned to the 

communication schedule, so the order of their assignment is unimportant – they are given an 

infinite priority so that they are handled first, since their “arrival” times could affect routing 

decisions for other messages. 

�� SCF and LCF: Smallest/Largest Communication First 

Defined in the same way as in Chapter 5. Arc priority is based on the amount of data 

communicated, with priority given to either smaller (for SCF) or larger (in the case of 

LCF) messages: 

SCF:  ( ) ( )prio a SIZE a� �

LCF:  ( ) ( )

 

prio a SIZE a�  

 204



�� SHF and LHF: Smallest/Largest Hops First 

As in Chapter 5, message priority is defined by the distance the communication has to 

travel: 

SHF:  ( ) ( ( ), ( ))s dprio a HOPS PROC t PROC t� �

LHF:  ( ) ( ( ), ( ))s dprio a HOPS PROC t PROC t�  

where HOPS() is the length of the shortest path between the two processors. 

These priority schemes were not used in the evaluation of Chapter 5 and are not used in 

this chapter, since, for fully connected architectures, they assign equal priority to all 

messages. 

�� SCHF, and LCHF: Smallest/Largest Communication (including Hops) First 

These schemes are a combination of the two approaches already mentioned. As well as 

including the size of the communication, the distance it must travel is considered in the 

priority: 

SCHF:  ( ) ( ) ( ( ), ( ))s dprio a SIZE a HOPS PROC t PROC t� � �

LCHF:  ( ) ( ) ( ( ), ( ))s d

 

prio a SIZE a HOPS PROC t PROC t� �  

Where SCHF gives priority to short messages travelling a short distance, LCHF favours 

large messages which have further to go. 

These schemes are not used in this work since they revert to SCF and LCF, respectively, 

when the architecture is fully connected (as is assumed here). 

�� HDLF: Highest Destination Level First 

The b-level of the destination task is used to define the priority of the message: 

( ) ( )dprio a blevel t�  

This priority scheme can obviously not be used in the CDRP case, since all messages 

being scheduled as a group would have the same destination task and, hence, the same 

priority. 
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�� EITF and LITF: Earliest/Latest Injection Time First 

These schemes use the injection times of the messages (corresponding to the completion 

time of their source tasks since messages are injected as soon as possible) in assigning 

priorities: 

EITF:  ( ) ( )sprio a FT t� �

LITF:  ( ) ( )

 

sprio a FT t�  

These schemes can only be used in the CDRP case, since messages with the same source 

task (which is the case with CSRP) will have the same injection time and, hence, the 

same priority. 

�� EEATF and LEATF: Earliest/Latest Estimated Arrival Time First 

Under these schemes, estimates of the arrival time of the messages (obtained using the 

SDM communication model) are used to assign priorities: 

� �EEATF:  ( ) ( ) ( ( ), ( )) ( )s s dprio a FT t HOPS PROC t PROC t SIZE a� � � �

LEATF:  ( ) ( ) ( ( ), ( )) ( )s s d

 

prio a FT t HOPS PROC t PROC t SIZE a� � �  

When scheduling a group of messages which have the same source task, the order 

imposed upon them by these priority schemes is the same as that defined by SCHF or 

LCHF, respectively (which on a fully connected architecture are equivalent to SCF and 

LCF). Consequently, these schemes are not used for CSRP. 

�� EAATF and LAATF: Earliest/Latest Actual Arrival Time First 

Rather than estimate arrival times using the SDM model, the messages are tentatively 

routed so that these can be determined accurately. Two alternatives exist: either the 

messages forming a group (with a common source or destination) are routed once, 

independently of each other, and their resultant arrival times used to calculate their 

priorities, or, alternatively, at each step during routing, tentative routes are found for all 

unrouted messages and that with the earliest/latest arrival time is permanently added to 

the communication schedule – a process which repeats until all messages have been 

added. 
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Routing a group of messages using the first, computationally-simpler, alternative would 

proceed as follows: 

CommScheduleAATF-RouteOnce() 

begin 

for all messages a in the group do 

 Find a route for a 

 if EAATF 

  prio(a)=-FT(route); 

 else 

  prio(a)=FT(route); 

 endif 

 Insert a into list ML in decreasing order of priority 

done 

while ML not empty do 

 a=DEHEAD(ML); 

 Find route for a /* need to re-route each message */ 

 AddRoute(route); 

done 

end; /* CommScheduleAATF-RouteOnce */ 

 

For a group of N messages, the computational complexity of this approach is O(N log N 

+ N�O(routing)), where O(routing) is the complexity of each routing decision (see 

Section 5.3.4). Although this complexity is no greater than that when a simpler priority 

scheme (such as any of those proposed above) is used, the run-time is effectively doubled 

since each message in the group must be routed twice – once to determine its priority and 

then again when it is actually assigned to the communication schedule. Furthermore, the 

accuracy of the “actual” arrival times is questionable, since these do not take into account 

any contention with other messages in the group. Only the first message to be assigned to 

the communication schedule will necessarily have an actual arrival time matching that 

used in the calculation of its priority. Subsequently assigned messages will experience 

increased network traffic and, consequently, may have increased arrival times – different 

messages will have varying degrees of accuracy in their arrival times and, hence, their 

priorities. 

In order that the arrival times used in the calculation of message priorities correspond to 

those encountered when the messages are actually assigned to the schedule, a new route 

must be found for each unassigned message every time the state of the communication 
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schedule changes (ie after each route is added). This is the second alternative described 

above, which is used for routing a group of messages as follows: 

CommScheduleAATF-RouteEachTime() 

begin 

Add all messages in the group to the set of unrouted messages, URM 

while URM not empty do 

 for all messages a in URM do 

  Find a route for a 

  if EAATF 

   prio(a)=-FT(route); 

  else 

   prio(a)=FT(route); 

  endif 

 done 

 Find a�URM which has maximum priority, retrieve its route 

 AddRoute(route); 

 URM=URM-a; 

done 

end; /* CommScheduleAATF-RouteEachTime */ 

 

The complexity of this approach is O(N2
�O(routing)), where N is the number of 

messages in the group and O(routing) is the complexity of the procedure used to route 

each message (see Section 5.3.4). 

Preliminary experimentation showed that both of these approaches resulted in excessive 

scheduling time, particularly for larger task graphs with higher node degree. 

Consequently, neither of these priority schemes (EAATF or LAATF) is considered in the 

evaluation of Section 6.5. 

6.5 Experimental Results 

In this section, the relative merits of the priority schemes proposed in Section 6.5 are evaluated. 

The task scheduling heuristics presented in Chapter 3 are extended using the methods described 

in Section 6.3, and results, in the form of absolute and normalised speedup, are presented for 

each. These heuristics are divided into two groups based on the type of routing problem 

encountered. In Section 6.5.1, results are presented for the heuristics which correspond to the 

CSRP case, namely EZ and DSC. Section 6.5.2 presents results for those heuristics in which the 
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CDRP problem arises – this comprises the list scheduling heuristics, LSH, ISH, DSH, modDSH 

and ETF. The BSA algorithm is treated separately in Section 6.5.3, since it represents a special 

case in which both the CSRP and CDRP routing problems are encountered. 

6.5.1 Single Pass CSM Scheduling with reSCHED 

In generating the results that follow, reSCHED was used in much the same way as in Chapter 3. 

A previously generated task graph file was specified on the command line, along with a settings 

file containing the scheduling options. The same set of task graphs was used as in the previous 

chapters, to allow comparability between results. 

Scheduling options which are of particular importance with respect to single-pass CSM 

scheduling include: 

�� P1_comm_model  

This is a string, or possibly two strings. It is used to specify the communication model to 

be used in the first pass of the two pass framework utilised by reSCHED; only the first 

pass, and not the second, is required in this case. Alternatives which can be chosen are 

“None” (communication costs are completely ignored), “SDM” (the traditional model of 

communication costs), “CSM1” (the CSM model, but with messages only being assigned 

at the tail of a link’s schedule), “CSM2” (the CSM model, with the insertion of message 

steps into idle slots in the communication schedule being allowed). If one of the CSM 

models is chosen, this must be followed by a second string specifying the adaptivity of 

the routing scheme – either “NA” or “QA”. 

�� P1_preemption 

This is a string, somewhat misnamed, since no preemption is supported in the single-pass 

algorithms at the present time. Alternatives are “NoPrio” (no use of message priorities) 

or “NoPre” (message priorities are used to order groups of messages being considered for 

routing at the same time). The latter was specified in generating the results presented in 

this section. 

�� arc_prio_method 

This is a string. It determines the method used to calculate message priorities. A choice 

can be made from those described in Section 6.4. 
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�� bsa_arc_prio_method 

This is two strings. BSA is unique in that different priority schemes can be used for the 

CSRP and CDRP components. This option enables both of these to be specified. 

6.5.2 Common Source Routing Problem (CSRP) 

Only those scheduling algorithms which are based on task clustering fall into the CSRP 

classification. In this study, two heuristics (EZ and DSC) have been used for task clustering, 

without any modifications made to incorporate the CSM communication model. The PYRROS 

method, modified as described in Section 6.3.4, has been used for the mapping of clusters to 

physical processors, and the ordering and scheduling of their tasks. 

Only certain priority schemes are able to be used for communication scheduling in the CSRP 

case. These do not include those based on the injection times of the messages, since these will 

be the same for all messages in a group, due to them having the same source task. For fully 

connected architectures, priorities based on SDM estimates of arrival times are the equivalent 

of those based on message size – estimated arrival times are found from the finish times of the 

source tasks (which are the same for all messages in a group), the message size, and the 

distance between the source and destination processors (which is always one when the 

architecture is fully connected). Consequently, LEATF is equivalent to LCF, and EEATF is the 

same as SCF. The only priority schemes which can be considered in the evaluation of the CSRP 

heuristics are SCF, LCF, HDLF, and Random. 

In Figures 6.1 and 6.2, speedup curves are plotted for each of the clustering heuristics and each 

of the allowable priority schemes, at varying levels of communication. In the results presented 

in Figure 6.1, the NA routing scheme has been used; in Figure 6.2, QA routing has been used 

instead. 
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(a) Low communication 

 
(b) Medium communication 

 
(c) High communication 

 
 

Figure 6.1 Speedup vs number of processors for varying levels of communication – CSRP with NA routing 

When the level of communication in the task graph is low, there is very little difference in 

speedup between the two routing schemes. In fact, the speedup for both NA and QA routing is 

very similar to that observed when the SDM communication model was used; the differences 

are of the order of 1% or less. This is due to the fact that link contention is low and, hence, 

average route lengths for QA routing are very close to one and average contention delay for NA 

routing is close to zero. As the level of communication in the task graph is increased, the 

difference in speedup between the NA and QA routing schemes also increases. At higher levels 

of communication and larger numbers of processors, the advantage of adaptive routing – that 

alternative routes can be used to avoid congested links – becomes evident. 
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 (a) Low communication 

 
(b) Medium communication 

 
(c) High communication 

 
 

Figure 6.2 Speedup vs number of processors at varying levels of communication – CSRP with QA routing 

For medium and high levels of communication, the schedule length initially increases when a 

second processor is added to the first. Correspondingly, speedup drops below one, indicating 

that the parallel implementation of the program represented by the task graph is worse than the 

sequential. Speedup improves as more processors are added to the system, until levelling out at 

a certain point. This same general trend was seen when the two-stage approach was used in 

Chapters 4 and 5. The significance of the initial drop in performance on two processors, as well 

as the final level and how quickly it is attained, are all dependent on a number of factors: the 

degree of communication in the task graph, the clustering heuristic which has been used, and 

the adaptivity of the routing scheme. The first two of these determines the number of clusters 

created, which limits the number of processors over which computation can be spread. The 

routing scheme only becomes a factor in the final stage of the scheduling of clusters to 

processors. It determines route lengths and message latencies and, hence, is important in 
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minimising individual task start times and the overall schedule length. It is of particular 

significance when the number of processors is large. 

When the level of communication in the task graph is high, QA routing enables continued 

improvement in speedup as more processors are added to the system beyond the point at which 

performance for NA routing levels out. The difference between NA and QA routing is most 

noticeable when the number of processors is greater than the number of clusters and, 

consequently, the computation utilises only a portion of the architecture – the same number of 

processors are used irrespective of the number available. As more processors are added, these 

remain idle and do not allow any reduction in schedule length by the increased use of 

parallelism. Instead, with QA routing, benefit is derived from the fact that the addition of 

computation resources involves the addition of communication resources; increasing the system 

size from N to (N+1) processors adds a further N communication links to the interconnection 

network. This increases the number of alternative routes between any pair of processors, 

reducing average route lengths, contention delay and latency. Performance improvement will 

not continue indefinitely, however, but will eventually level out when the point is reached at 

which each inter-processor communication has either a route length of one (and experiences a 

contention delay less than the time required for its transfer over a single link) or a route length 

of two (but experiences zero contention delay over this route). This is only applicable when QA 

routing is used. With NA routing no improvement in schedule length is possible once the 

number of processors exceeds the number of clusters. Consequently, NA routing reaches its 

maximum performance on smaller systems than does QA routing. 

The poor performance of these heuristics in the presence of high communication is due to two 

factors. Firstly, the clustering stage uses optimistic estimates of communication latencies, since 

the clustering heuristics are not modified to consider the CSM model. As a result, exactly the 

same clusters are scheduled in this case as in the SDM version of the algorithms presented in 

Chapter 3. Secondly, the cluster merging stage ignores communication issues entirely 

(focussing solely on load balance). The only stage in the scheduling process which considers 

the contention delay component of communication costs is the final stage, in which tasks are 

ordered and scheduled. By this point, the allocation of tasks and, hence, the total volume of IPC 

has been decided. 

A comparative evaluation of the different priorities cannot be performed on the basis of 

absolute speedup. Instead, they must be normalised against the Random priority to allow their 

relative performance to be seen more easily. Figure 6.3 shows the normalised speedup of the 
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SCF, LCF and HDLF schemes when used with NA routing, for increasing levels of 

communication. 

(a) Low communication 

 
(b) Medium communication 

 
(c) High communication 

 
 

Figure 6.3 Speedup vs number of processors normalised against Random at varying levels of communication – 
CSRP with NA routing  

HDLF is consistently the best of the priority schemes. Its good performance is due to the fact 

that it makes use of information which is more global in nature than the other two. Similarly, its 

objective is more closely related to optimisation of the overall schedule length – it is the 

communication equivalent of the HLF task priority scheme, which has been demonstrated to 

produce quality schedules when used in traditional task scheduling algorithms [1]. The 

optimisation inherent in SCF, on the other hand, is purely local in scope. It delivers a message 

as soon as possible in the hope that this will allow the destination task to commence execution 

at an earlier time, without regard to the relative importance of this task in the overall schedule. 

The relationship between the local optimisation of LCF and minimisation of the overall 

schedule length is even less clear. LCF acknowledges that larger messages are more difficult to 
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assign to the communication schedule, since less idle slots of a sufficient size will be found. 

Consequently, the idea is that these messages are scheduled first and the smaller messages 

assigned to the gaps around them. When QA routing is used, LCF also results in a smaller 

volume of IPC, since the large messages are not forced to travel long routes, which can be seen 

to be advantageous in the overall schedule. However, with NA routing, this is not the case, and 

there is consequently little connection between the local and global optimisations. 

At a low level of communication, there are not enough messages with the same destination 

processor (a requirement for contention between them to occur) in any group being scheduled, 

for message priority to make much difference in the overall schedule length. Furthermore, when 

two messages in the same group do contend for use of the same link, they are not large enough 

for significant delays to result. Consequently, the difference between the best and the worst of 

the message priority schemes is less than 2% (Figure 6.3a). 

When task graph communication is high, each task will have a large number of successors and, 

consequently, the group of messages routed in each scheduling step will be large. In such 

situations, message priority should have its greatest significance. However, the majority of a 

message’s contention is with existing traffic (from messages previously assigned to the 

schedule) and not with other members of the same group. The former dominates the latter in 

determination of message latencies, and the significance of message priority in the overall 

schedule length is thus reduced. 

Differences in performance between the message priorities are greatest for task graphs with 

medium communication. There are enough outbound messages from each task that the order in 

which they are routed is a significant factor in determining their communication times, yet the 

level of previously scheduled communication is sufficiently low that it does not cause 

contention which dominates the message latencies. For each message, the contention with other 

messages from the same source task (ie other members of the same group) outweighs 

contention with messages from different tasks and, hence, the choice of priority scheme is 

significant. 

The absolute speedups of Figure 6.2 are normalised in order to allow a comparison between the 

priority schemes to be made. Figure 6.4 plots the speedups for SCF, LCF and HDLF, 

normalised against Random, when QA routing is used. 
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(a) Low communication 

 
(b) Medium communication 

 
(c) High communication 

 
 

Figure 6.4 Speedup normalised against Random priority scheme at varying levels of communication – 
CSRP with QA routing 

The differences between the priority schemes are less when QA routing is used than with NA 

routing, as was observed with the rescheduling algorithms in Section 5.5. This is because there 

is no longer a direct correspondence between the order in which the messages are routed and 

the order in which they arrive, as there is with NA routing. This is especially true when the 

number of processors in the target architecture is large, due to the increased routing alternatives 

available to the QA routing scheme. Once again, the choice of priority scheme is most 

significant at a medium level of communication, although less so than for NA. 

On smaller systems, ie those with less than eight or ten processors, the schedules produced with 

QA routing are very similar to those when NA routing is used. As a result, the relative merit of 

the different priority schemes is the same as that observed in Figure 6.3. HDLF is the best of 

the methods, with SCF generally being superior to Random, and LCF inferior. With larger 
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systems, route lengths produced by QA increase and the performances of the two routing 

schemes diverge as a result. The performance of SCF degrades with increasing system size, as 

greater availability of uncongested alternative routes increases the route lengths of the larger 

messages. Conversely, the performance of LCF improves, since short routes are assigned to 

large messages and two-step contention-free routes are used for small messages. This allows 

both the average message arrival time and the total volume of IPC of each group of messages to 

be reduced. This improvement is not as pronounced for DSC as it is for EZ. This is due to the 

greater number of clusters produced by the DSC clustering algorithm, resulting in fewer idle 

processors being available for use solely as intermediate nodes in multi-hop message routes. 

6.5.3 Common Destination Routing Problem (CDRP) 

Of the nine task scheduling heuristics used throughout this work, only those based on list 

scheduling (ie LSH, ISH, PDLSH, DSH, modDSH and ETF) encounter the CDRP routing 

problem. Apart, that is, from the BSA algorithm, which is categorised in a group all its own. 

Only certain message priority schemes can be used in the CDRP case. Of the priority schemes 

used for the CSRP heuristics, only SCF, LCF and Random can also be used with CDRP. HDLF 

can not, since all messages routed as a group will now have the same destination task. 

However, priority schemes which are based on the injection or estimated arrival times of the 

messages can now be used. This means that EITF, LITF, EEATF and LEATF can be included 

in the evaluation of this section. Due to the large number of schemes being compared and the 

difficulty this causes in presenting results in a clear manner, a number of the priority methods 

are omitted. Since the performances of EEATF and LEATF were found to be very similar to 

those of EITF and LITF, respectively, the former were chosen for omission. 

Speedup curves are not plotted for each combination of heuristic and message priority – the 

difference in absolute performance across the different priority schemes is sufficiently small 

that this is unnecessary. Instead, the priority schemes are initially compared on the basis of 

normalised speedup (Figures 6.5 and 6.6), and then the best of these is selected and its speedup 

curves are plotted (Figure 6.7) so that a comparison across the different heuristics and routing 

schemes can be made. 
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(a) Low communication 

 
(b) Medium communication 

 
(c) High communication 

 
 

Figure 6.5 Speedup normalised against Random priority scheme at varying levels of communication – 
 CDRP with NA routing  

The difference in performance between the various priority schemes is insignificant for low 

communication. There is less than 0.5% variation between the best and worst for NA routing 

(Figure 6.5a), and less than 0.3% for QA routing (Figure 6.6a), irrespective of the scheduling 

heuristic. Furthermore, there is very little difference in performance between the two routing 

schemes, and between the CSM and SDM schedules. 

As the number of processors is increased, smooth or consistent trends are not observed in 

Figures 6.5 and 6.6, as they were with CSRP (Figures 6.3 and 6.4). Instead, the relative 

performance of each of the priority schemes varies wildly with increasing machine size. This is 

due to the nature of the CDRP scheduling problem. At each scheduling step, the degree of 

contention between messages with the same destination task is dependent on the current state of 

the schedule, specifically the finish times of the source tasks. Since the significance of the 
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priority scheme derives from this contention, it can vary unpredictably from one task graph to 

the next and over systems of different sizes. This is especially true at higher levels of 

communication, where longer schedule lengths mean greater differences between source task 

finish times, but increased link traffic implies greater competition for the reduced number of 

idle slots in the communication schedule. Despite the unpredictable variations in relative 

performance experienced here, a number of conclusions can still be drawn. 

(a) Low communication 

 
(b) Medium communication 

 
(c) High communication 

 
 

Figure 6.6 Speedup normalised against Random priority scheme at varying levels of communication – 
 CDRP with QA routing  

The performance of SCF tends to be fairly good for small numbers of processes but degrades as 

the number of processors is increased, particularly when NA routing is used. This is because 

SCF leads to “fragmentation” of the communication schedule, which is the situation where a 

large number of small idle slots exist. This increases the difficulty in scheduling larger 

messages and hence their latencies. Consider two messages, one of which is considerable larger 

than the other, both contending for use of a link which contains, in its schedule, an idle slot 
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which could accommodate either of them (or possibly both if they are assigned in the correct 

order). If the smallest of the messages is inserted into the idle slot first, two smaller idle slots 

are created, neither of which may be of sufficient size to allow the insertion of the larger 

message. Not only is the latency of the larger message dramatically increased, but the unused 

idle slots represent wasted communication bandwidth. If, on the other hand, the larger message 

is assigned first, then there is a greater likelihood that the smaller message will be able to fit 

into the idle slots around it. Even if it can’t, the average latency of the messages is reduced, as 

is the wastage of communication resources. On small numbers of processors the density of 

traffic on the small number of links is such that most idle slots will be able to be used at some 

stage during scheduling, minimising wasted link bandwidth due to fragmentation. 

For the duplication heuristics, SCF is particularly good for small numbers of processors and, 

conversely, the performance of LCF is particularly poor (although not as bad as EITF). With 

SCF, the smaller predecessor messages of the task being scheduled are routed first and so, on 

average, it is the arrival times of the larger messages that will determine the task’s MRT. The 

source tasks of the larger messages are more likely to be duplicated on the same processor, 

thereby reducing the overall communication volume and resulting in a reduction in contention 

delays, message latencies and overall schedule length. When LCF is used, it is the source tasks 

of the small messages which are more likely to be duplicated, resulting in the level of inter-

processor communication remaining high, with adverse effects on the schedule length. 

Similarly, the performance of LITF, when used with the duplication heuristics, is good for 

smaller systems but not so good for larger systems. With LITF, predecessor tasks which have 

earlier completion times are more likely to be duplicated (or at least have their duplication 

attempted, the success of which is dependent on an appropriate idle slot in the schedule being 

found). This is beneficial for two reasons. Firstly, all other factors being equal, these tasks are 

more likely to be able to be duplicated – their predecessors will also have earlier completion 

times, resulting in reduced MRT for the duplicated task instances and hence a greater chance of 

insertion succeeding. The higher duplication rate leads to improvement in the assigned tasks’ 

start times, in addition to a reduction in the communication volume. Secondly, duplicated 

predecessors are more likely to be “reused” in future task assignments. Tasks with earlier 

completion times are generally those at a higher level in the task graph (ie closer to the entry 

nodes) and, consequently, the number of tasks in their successor chains is large. The 

duplication of such tasks is more likely to be of benefit in future assignments to the same 

processor – in the case that another successor (not necessarily an immediate successor) of the 

duplicated task is later assigned to the same processor, it has at least one of its predecessors 

pre-duplicated. This is only true, however, for architectures with a small number of processors. 
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As the size of the system is increased and the computational load is spread over a greater 

number of processors, there is less chance of a duplicated task being reused (regardless of 

which task it is and how large the set of its successors), and the benefits are restricted to the 

improvement of the start time of a single task. 

The performance of EITF when used with the DSH or modDSH heuristics is poor for 

architectures with a small number of processors, but improves as more processors are added. 

EITF injects predecessor messages in the reverse order to LITF, so the strengths of the latter are 

the weaknesses of the former. With EITF, it is the predecessor tasks with later completion times 

that are more often required to be duplicated. Such duplications are less likely to be successful, 

since tasks which have a late start time on one processor are less likely to have an earlier start 

time on another. As a result, schedules produced using the EITF priority scheme have less task 

duplication and more communication than those when using LITF. Consequently, the 

performance of EITF on small systems is poor, particularly for the more communication-

intensive task graphs. 

With NA routing, LITF is consistently the worst of the priority schemes, at least when task 

duplication is not allowed. This is most noticeable when the level of communication in the task 

graph is high. The reason for this poor performance is that LITF leads to an increased 

occurrence of LBE blocking (Later message Blocking an Earlier message), which is described 

in [170]. Consider two tasks, T1 and T2, both of which are assigned to the same processor and 

are predecessors of a third task, T3, which is being assigned to a different processor. If T1 is 

before T2 in the task schedule then the LITF priority scheme will assign the message from T2 to 

T3 to the communication schedule before routing and assigning the message from T1. If there is 

any contention between these messages, then the message from T1 will be considerably delayed 

by being forced to wait for the message from T2. In this case, both the average message delivery 

time and the MRT of the destination task will be greater than if the messages had been 

scheduled in the reverse order (ie EITF). When the number of processors is small, the idle slot, 

created in the communication schedule by delaying the message from T2, is likely to be filled at 

a later stage during scheduling. However, on larger systems, there is less traffic on each link 

and so less likelihood that this idle slot will be able to be used, resulting in wastage of 

communication resources. Not only is the start time of the destination task significantly delayed 

by the poor choice of message order, the utilisation of communication links is also reduced. 

Consequently, LITF’s performance is worst for larger target architectures. 
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In Figure 6.7, speedup curves are plotted for a single priority scheme to allow comparison of 

performance across the different heuristics and routing schemes. EITF is chosen because of its 

consistently superior performance. 

(a) Low communication 

 
(b) Medium communication 

 
(c) High communication 

 
 

Figure 6.7 Speedup vs number of processors for varying levels of communication – 
CDRP with EITF message priority 

As always, QA routing is superior to NA routing. For the duplication heuristics, however, the 

difference in speedup between the two is much less than for the other heuristics. Task 

duplication results in the total volume of communication being reduced. As a consequence, 

there is reduced link contention, shorter message routes and, hence, greater similarity between 

the NA and QA routing schemes. This similarity is greatest for smaller systems and decreases 

as more processors are added, particularly for task graphs with a high level of communication. 

For the communication-intensive task graphs, all scheduling algorithms optimise performance 

by confining or restricting tasks to a certain number of processors (which may be less than the 
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number available). For systems which are larger than this, there will be idle processors; with 

NA routing, there will also be idle communication links. QA routing, on the other hand, is able 

to utilise these additional communication resources and continue to improve the schedule 

length. Hence, the performance of the two routing schemes diverges as system size increases. 

For task graphs with the highest level of communication, only the duplication heuristics are 

able to achieve a speedup greater than one. However, even these heuristics occasionally return 

an anomalous result, although only ever on smaller systems (ie two or four processors) where 

link contention is greatest. DSH is more susceptible to this than modDSH, because of its 

reduced capacity for task duplication.  

6.5.4 The Special Case (BSA) 

As has been mentioned a number of times, the BSA heuristic is a special case in that both 

CSRP and CDRP arise. Only certain priority schemes, namely SCF, LCF and Random, can be 

used in both types of routing problem. It is, however, possible to use two different priorities for 

the two different cases. The combination of EITF (for CDRP) and HDLF (for CSRP) is 

included in this comparison, since these priorities were shown to perform well separately. 

Although it has not been included here, the Earliest Destination Task First (EDTF) scheme, in 

which the current start time of the destination task is used in calculation of message priorities, 

could also have been used for the CSRP portion of BSA. EDTF is not implemented in 

reSCHED since it is applicable only to BSA – in none of the other algorithms are both the start 

times and the processor allocations of all tasks known prior to, or at each point during, 

scheduling. 

In Figures 6.8 and 6.9, speedup attained using the various combinations of message priorities is 

plotted for NA routing and QA routing, respectively. Figure 6.10 shows the same speedup 

curves, normalised against that of Random so as to highlight the differences between the 

priority schemes. 

(a) Low communication 

 

(b) Medium communication 

 

(c) High communication 

 

 
Figure 6.8 Speedup at varying levels of communication – BSA with NA routing 
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(a) Low communication 

 

(b) Medium communication 

 

(c) High communication 

 
Figure 6.9 Speedup vs number of processors at varying levels of communication – BSA with QA routing 

When the level of communication in the task graph is low, performance for both routing 

schemes is once again very close to that of SDM – it is within 5% for NA routing and 8% for 

QA routing. Obviously, certain priority schemes show a greater similarity than others. 

At a high level of communication, the performance of BSA really suffers. This is because the 

decision to migrate a task is based solely on improvement in its starting time. No consideration 

given to the possibility of increased communication traffic to its successors, causing their start 

times to be degraded and the overall schedule length to be increased, rather than reduced. This 

can be seen by a consideration of BSA schedules for two processors. Tasks are initially 

assigned to processor P0 and then may migrate to processor P1. When communication is high 

there are only a few such migrations; even fewer of these then migrate back. There is generally 

very little communication on CSL[0][1] (the link used by a migrating task’s predecessors for 

communicating its inbound messages), but significantly more on CSL[1][0] (the link 

connecting the migrating task to its successors). Insofar as it determined the migrating task’s 

start time, the communication on CSL[0][1] was considered in the decision on whether to 

migrate or not. The negative contribution to the overall schedule length of the communication 

on CSL[1][0] was ignored during this decision-making. 

At a low level of communication, there is very little contention between predecessor messages 

of a migrating task (the CDRP portion of the scheduling algorithm) due to their different 

injection times, so the order in which these are handled is unimportant. The majority of 

contention is between messages from the migrating task to its successors. The good 

performance of SCF for CSRP (Figures 6.3a and 6.4a), and the corresponding poor 

performance of LCF, is continued in this case. HDLF, however, is not as good when used with 

BSA as with the clustering heuristics, due to the order in the task schedule of the destination 

tasks having already been defined. The strength of HDLF is that it delivers messages in an 

order that determines, to a certain extent, the order in which their destination tasks are assigned. 

This order is by task level, which is well-known to produce good overall schedules. If, on the 
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other hand, the task order is already defined by some other mechanism, as it is with BSA, the 

message scheduler should deliver messages in the order in which they are required, not the 

order in which it thinks they should be scheduled. There is, however, a certain degree of 

correspondence between task b-levels and their order in the BSA schedule, since the task level 

reflects the various precedence relationships. Consequently, HDLF is generally better than an 

arbitrary message order (ie Random). 

(a) NA routing 

 
(b) QA routing 

 
 

Figure 6.10 Speedup normalised against Random priority scheme at varying levels of communication - BSA 

As observed in the previous section, consistency in the relative performance of the different 

priority schemes is not present at higher levels of communication. This is due to the 

unpredictable contribution of the CDRP component of communication scheduling. As the level 

of communication in the task graph is increased, the degree of contention between inbound 

messages to a migrating task also increases, resulting in the CDRP scheduling phase becoming 

more significant in the overall schedule length, and the consistency seen for CSRP being 

replaced by the wild variation of CDRP. 

This situation is further complicated by the fact that a priority scheme may have relatively good 

performance for scheduling in CSRP but poor performance for CDRP, or vice versa. Such is the 

case for SCF, which has been shown to be one of the better priority schemes for CSRP (Figures 

6.3 and 6.4), at least when average message routes are short in length (ie NA routing is used or 
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the number of processors is small), but one of the worst for CDRP (Figures 6.5 and 6.6), except 

for smaller target architectures. 

Overall, the combination of EITF and HDLF works best for BSA, due to the superiority of each 

of these priority schemes for the CDRP and CSRP problems respectively. The performance of 

SCF is generally inferior because of the fragmentation problems it causes when messages are 

inserted into the communication schedule, as they are in both the CDRP and CSRP phases of 

BSA. This is not a problem at low levels of communication, but is especially noticeable at 

medium communication. Its impact is reduced when communication is at its greatest, due to the 

reduction in task migration. Similarly, LCF is poor for lower levels of communication but 

improves somewhat as the level of communication is increased. LCF doesn’t suffer from the 

same problems of fragmentation and the assignment of long routes to large messages, as does 

SCF. However, it doesn’t deliver messages in an advantageous order in the CSRP phase, which 

at higher levels of communication is of vital importance. Ideally, the BSA heuristic could use 

the Earliest Destination Task First (EDTF) scheme for CSRP routing – this would deliver 

messages in an order more closely resembling that in which they are required. As mentioned, 

EDTF is not implemented in this work since it is not generally applicable; the BSA heuristic is 

the only algorithm for which it can be used. 

6.6 Chapter Summary 

Single-pass task scheduling under the CSM model requires that messages be scheduled to links 

at the same time as tasks are assigned to processors. Two alternatives arise: either the outbound 

(successor) messages from a task are scheduled upon its completion, or the inbound 

(predecessor) messages are scheduled prior to the task’s assignment. The problem then 

becomes one of scheduling multiple messages as a group, so that the objective of minimal 

overall schedule length is achieved. In this chapter, this problem was categorised according to 

whether the messages in the group had either a common source or destination task. The two 

cases were referred to as the Common Source Routing Problem (CSRP) and the Common 

Destination Routing Problem (CDRP) respectively. When an existing task scheduling algorithm 

is extended so that communication is scheduled as a sub-problem, the different heuristics 

encounter one or the other of these. For the scheduling stage of the clustering approach it is 

CSRP – the clustering heuristics themselves cannot be sensibly extended to incorporate the 

CSM model. The list scheduling heuristics, on the other hand, encounter CDRP. BSA is a 

special case in that both routing problems arise, although at different times. 
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In this chapter, a general framework for the prioritised routing and assignment of groups of 

messages, was proposed. It can be used for either CSRP or CDRP, the only difference being the 

mechanism by which it is triggered. The generality of the method was demonstrated by its 

adaptation for use with each of the nine task scheduling heuristics used throughout this work. 

Some customisations were required, however, particularly for the duplication heuristics. 

In Section 6.4, a number of message priority schemes were proposed for use in the single-pass 

scheduling framework. Only a few of the priority schemes used in the two stage approach of 

Chapter 5 are able to be used here – those based on timing information from the first-pass SDM 

schedule cannot, those which use only information from the task graph can. In addition to these, 

a number of new schemes based on the message injection or arrival times were proposed. Some 

of the priority methods are applicable to only the CSRP or CDRP cases, while others can be 

used for both (with differing degrees of success). 

In Section 6.5, the priority schemes were evaluated experimentally. For the CSRP case, the 

relative performance of the different methods was fairly consistent – indicated by smooth 

curves and discernable trends as the size of the target architecture was increased. HDLF was 

seen to be the best of the CSRP priority schemes, due to its use of a global, rather than local, 

optimisation.  

When comparing the performance of the priority schemes for the CDRP case, a great degree of 

variation was observed at different numbers of processors. Consequently, it was difficult to 

draw any general conclusions, except to say that LCF and EITF were consistently amongst the 

better performers, except when used with the duplication heuristics on systems with a small 

number of processors. The increased communication costs inherent in the CSM model only 

served to highlight the superiority of the duplication heuristics. This was particularly evident 

for the most communication-intensive task graphs, with DSH and modDSH being the only 

heuristics which were able to register a speedup greater then one.  

BSA was examined separately from the other heuristics, due to it being a special case in which 

both CSRP and CDRP arise. The combination of EITF (for routing inbound messages to a 

migrating task) and HDLF (for routing its outbound messages) was seen to produce the best 

results in the majority of cases. 
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Chapter 7 

Summary and Future Directions 

7.1 Summary 

In an effort to simplify the task scheduling problem, many researchers have made assumptions 

concerning the target architecture and/or restricted the task graph being scheduled. Typical 

assumptions have included: an unbounded number of processors in the target machine, 

homogeneity of processors and interconnects, equal task execution times, zero communication 

times, and equal communication times. These assumptions are not always valid but simplify the 

scheduling model, and can reduce the time required for solution, or allow an “optimal” solution 

to be found. However, algorithms based on such assumptions will produce schedules with 

limited applicability to real-world situations. When used in the compilation of parallel 

programs, the run-time behaviour of these programs will generally not match that predicted by 

the schedule. 

Over the years these restrictions have gradually been relaxed and the assumptions removed, 

resulting in the scheduling model becoming more and more realistic. One of the more 

significant steps in this evolution occurred when the assumption of zero communication 

overhead was removed. It was replaced by a communication cost model which considered only 

the “time of flight” – which does not include overheads and waiting delays and is just the time 

required to transfer the data through the links comprising a message’s route. In this model, 

referred to in this work as the Simple Delay Model (SDM), message latency is easily 

determined from an equation (given in terms of message size, route length and link bandwidth) 

and is independent of other traffic in the interconnection network. 

The SDM model ignores the delays, due to message blocking, which are encountered when 

multiple messages contend for the use of a shared communication resource, specifically the 

links connecting the processors. Schedules produced using this model are, consequently, 
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unrealistic and unviable. Predicted schedule lengths are optimistic, due to the under-estimation 

of communication times. Where the SDM model may predict speedup for a parallel program, its 

actual execution time on a parallel machine may, in fact, be greater than on a single processor. 

Greater accuracy in the communication cost model requires that contention delays be included 

in message latencies. This requires that a communication schedule be constructed in addition to 

the normal task schedule, so that multiple messages do not attempt to use the same link at the 

same time. This is necessary in order for communication to be guaranteed to be contention-free. 

This is the core of the CSM (Contention-aware Store-and-forward Model) communication 

model, which is used throughout this work. 

The significance of this thesis lies in exposing the inaccuracies arising from the assumption of 

zero contention delay made by SDM, and exploring a number of ways in which it can be 

removed, even within the frameworks of existing scheduling algorithms. 

7.1.1 The Significance of Link Contention Delays 

In Chapter 4, a framework was proposed for converting task schedules created using the SDM 

model (by one of the many scheduling heuristics proposed in the literature) into combined task 

and message schedules, which are feasible under CSM. The process, referred to as 

rescheduling, involves the addition of a second scheduling pass which builds the 

communication schedule while adjusting the timing of the task schedule. The reSCHED-S 

algorithm, the first and simplest of the rescheduling algorithms proposed in this work, was 

designed with the goal of simulating the behaviour of a realistic message-passing system, 

executing a parallel program represented by a task schedule. The objective was to enable an 

evaluation of the impact of link contention delays on SDM schedules. 

The reSCHED-S algorithm is based on a discrete event simulation of the run-time behaviour of 

an idealised message-passing architecture. The combined schedule is generated by simulating 

the input task schedule and using the timing of task and message events (corresponding to their 

commencement and completion) to determine the start and finish times of the various schedule 

elements. The algorithm assumes no knowledge of future events, nor is it able to schedule 

beyond the next task or message step on each processor or link. 

The reSCHED-S algorithm is intended to demonstrate the performance experienced when no 

compile-time consideration whatsoever is given to link contention. It makes no attempt to 

reduce contention delays or their effects on the overall schedule length, aside from the use of 
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adaptive routing. No consideration is given to the order of injection of messages, or to the 

relative importance of those contending for use of a link. 

To isolate the significance of the contention delays and remove any dependence on the first-

pass schedule length (so as to allow a better comparison across the different heuristics), 

percentage of schedule degradation was used as a metric. This was defined as the difference 

between the schedule lengths before and after rescheduling, expressed as a percentage of the 

first-pass schedule length. Ideally, schedule degradation would be zero (indicating no change in 

schedule length when moving from SDM to CSM). However, this was rarely seen. Instead, 

degradations of up to 2000% (ie a twenty-fold increase in schedule length) were experienced, 

although these were, again, rare occurrences. 

For task graphs with a low level of communication, ie a low degree and C/P ratio, the impact of 

link contention was minimal – less than 10% degradation in schedule length was observed for 

all heuristics. In such situations, there were not enough messages being sent for their collision 

(in time and space) to be a regular occurrence. Even when this did occur, the delays were 

relatively minor due to the small sizes of the messages. As the level of communication in the 

task graph was increased, however, the significance of contention delays became increasingly 

evident, particularly on smaller systems where communication was confined to a small number 

of links. For the most communication-intensive task graphs, none of the task scheduling 

algorithms produced a speedup greater than one, once contention delays had been included in 

communication costs. 

The degree to which the SDM schedules were degraded by contention delays was found to be 

dependent upon a number of factors: 

�� Total inter-processor communication (IPC) volume, which was determined by level of 

communication in the task graph and the allocation of tasks to processors. 

�� Concentration of communication on a small number of links, which was again 

determined by the task allocation as well as being dependent on the size of the target 

architecture. On target architectures comprising a small number of processors, schedule 

degradation was at its greatest. On larger systems this could be avoided, somewhat, by 

the use of adaptive routing, allowing communication traffic to be balanced more evenly 

over the interconnection network, though at the cost of increased IPC volume. 
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�� Flexibility in the schedule, which was the ability of the schedule to tolerate any 

contention that arose. This was determined by the amount of “leeway” – the average time 

between the task’s MRT and its start time – that was present in the schedule. 

The results presented clearly showed the significance of link contention delays for the more 

communication-intensive task graphs. In many of these experiments, the SDM task schedule 

predicted a healthy speedup while the CSM schedule indicated that slowdown was more likely 

to be experienced. The inescapable conclusion is that for task graphs with significant levels of 

communication, contention delays must be considered during scheduling. 

7.1.2 The Two-Pass Approach 

The very simple reSCHED-S algorithm was improved upon in a number of ways by the 

reSCHED-P family of algorithms proposed in Chapter 5. To summarise these improvements: 

�� Communication is able to be scheduled into the future (relative to the global clock), since 

the algorithm is intended for use at compile-time rather than being used merely as a 

simulation of run-time behaviour. This allows better routing decisions to be made, but 

increases the complexity of the routing procedures – requiring that they consider the full 

communication schedule and not just the ready time of each link. 

�� Message priorities are used to order the routing of messages with the same injection time. 

Rather than use an arbitrary order (as in reSCHED-S), messages are prioritised using one 

of many methods proposed. Just as certain tasks are identified as more “important” than 

others through the use of priorities like CP/MISF, some inter-processor communications 

will be more important than others. The relative “importance” of a task or message is 

related to the belief that minimising the completion time of certain (high priority) 

schedule elements will result in a good overall schedule. The idea is that the priority 

scheme used at the local level (ie in each scheduling decision) be linked to a result that is 

optimal at the global level. 

�� In two variants of the algorithm (ResPre and FullPre), message priority is used for more 

than just the ordering of messages injected into the network at the same time. It is also 

used to allow back-tracking – scheduling decisions being undone when retrospectively 

determined to be “bad”. This enables the algorithm to overcome its greediness, by 

allowing communication links to remain idle in spite of the presence of messages which 

are able to utilise them. The advantage is that higher priority messages are able to be 
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injected into the network without waiting, reducing their contention delay and 

minimising their delivery time. The back-tracking mechanism is based on message 

preemption – the removal and re-routing of a lower priority message when it contends for 

use of a link with another message which has a higher priority, but a later injection time. 

Three variants of the reSCHED-P algorithm were proposed, each of which allows a different 

level of message preemption. These were: 

�� NoPre (No Preemption): Message priorities are used merely to order arcs which have the 

same injection times. 

�� ResPre (Reservation slot Preemption): Only message steps which are marked as 

“reserved” (those which have an arrival time after the current global clock) may be 

preempted by higher priority arcs, in which case the preempted step and those after it in 

the route are removed and later re-routed. 

�� FullPre (Full Preemption): No distinction is made between reserved and assigned steps, 

and both are considered preemptable. Message steps only become safe from preemption 

once the destination task has been scheduled. Upon preemption of any step in a route, the 

entire route is removed from the schedule and completely re-routed. 

The schemes are characterised by varying levels of preemption and hence varying degrees of 

back-tracking. As the level of allowable preemption is increased, so does the significance of the 

message priority scheme, since the relative priorities of two messages determine whether or not 

preemption will occur. This was supported by the results presented, which showed the 

difference in performance between the priority schemes was greatest for FullPre and least for 

NoPre. The significance of the priority scheme was also found to be dependent on the level of 

communication in the task graph, since this determined the volume of IPC and hence the degree 

of contention. 

The general trend which was observed was that performance increased with the level of 

preemption allowed – FullPre was superior to ResPre which was, in turn, superior to NoPre. 

This was true in all but a few cases. Furthermore, the performance of all reSCHED-P variants 

was superior to that of reSCHED-S when one of the “good” priority schemes was used. The 

greatest gains were seen when communication was at its highest, since this was when 

contention was most significant. Unfortunately, these gains come at the cost of increased 

computational complexity. The complexity of the routing procedures is increased by the 

exploitation of idle slots in the communication schedule. Furthermore, the re-routing of 
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preempted messages can cause further preemption, which could possibly cascade to the extent 

that every message in the communication schedule requires removal, re-routing and re-

insertion. This greatly increases the time required for scheduling, particularly for the FullPre 

variant. 

A number of message priority schemes were proposed and evaluated experimentally. The 

results were presented in the form of speedups normalised against the Random method (in 

which message priorities were randomly generated). Generally, those schemes based on a 

global objective (ie STSF, SITSF and LDSF) were better than those whose scope was more 

local (ie SCF and LCF). The inclusion of preemption in the algorithm only served to accentuate 

these differences. The use of information from the first pass schedule – either SDM estimates 

of communication times, or the relative start times of the source and destination tasks – in the 

calculation of message priorities was also found to be beneficial. 

7.1.3 The Single-Pass Approach 

The biggest disadvantage of the two-stage approach is that task allocation and ordering is 

defined without consideration of true communication costs. In order to correct this, the CSM 

model must be incorporated into the actual task scheduling algorithm, in which case the 

scheduling framework reverts to a single pass instead of requiring two stages. Virtually any task 

scheduling algorithm can be extended or modified so as to assume the CSM, rather than SDM, 

communication model. This was demonstrated in Chapter 6, by the modification of the nine 

scheduling heuristics chosen as representative of the multitude available.  

The scheduling of communication to links is handled as a sub-problem of scheduling tasks to 

processors, which remains the principal focus of the scheduling algorithm. The general 

approach is that messages are injected into the network in groups, triggered by a task 

scheduling decision. The problem is to assign the messages in each group to the communication 

schedule, so as to minimise the effect of their latencies on the overall schedule length. The local 

objective is often unclear. 

There are two ways in which the problem of routing a group of messages can arise. Either all 

messages in the group will have same source task (and hence injection time) but different 

destination tasks, or they will have different source tasks (and hence injection times) but the 

same destination task. These two situations were referred to in this work as the Common Source 

Routing Problem (CSRP) and the Common Destination Routing Problem (CDRP) respectively. 
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Which of these will be encountered depends on whether or not the processor allocation of each 

task is known a priori.  

The CDRP problem is faced at each step of the list scheduling heuristics, whenever a task’s 

start time must be determined. While the clustering heuristics cannot themselves be modified to 

use the CSM model, the algorithm which schedules the clusters to physical processors can. 

Since task allocations are known in this case, successor messages can be injected into the 

network as soon as a task completes execution; thus, communication scheduling corresponds to 

CSRP. The BSA algorithm is a special case, in that both CSRP and CDRP arise – CDRP when 

routing the inbound messages to a migrating task, and CDRP when routing its outbound 

messages. BSA appears to be unique in this regard. 

In this thesis, communication scheduling is accomplished using a list-scheduling framework. 

The messages comprising a group have their priorities determined, are inserted into an ordered 

list, and then individually routed and assigned to the communication schedule in this order. 

This differs from previous work in that prioritised insertion of messages is allowed. 

A number of priority schemes were proposed for use in the two different cases – CSRP and 

CDRP. Priority schemes which can be used with CSRP heuristics cannot necessarily be used 

with CDRP, and vice versa. The various message priorities were evaluated experimentally by 

dividing the heuristics into three groups based on the type of routing problem encountered, be it 

CSRP (in the case of the clustering heuristics), CDRP (for the list scheduling heuristics) or both 

(only BSA fell into this category). Different priority schemes (or combinations of priority 

schemes in the case of BSA) were seen to produce different relative performance in the three 

different cases. Consequently, there was no one priority method which was consistently the 

best. In fact, it was often the case that a priority scheme with relatively good performance when 

used with a CSRP heuristic had poor performance when used with a CDRP heuristic, and vice 

versa. 

7.2 A Comparison of the Methods 

In Chapter 5, the three variants of reSCHED-P were compared against each other, as well as 

reSCHED-S, using normalised speedup. They were also indirectly compared against the SDM 

schedule by the use of the schedule degradation metric. However, this comparison did not 

include the single-pass CSM schedules produced in Chapter 6. In this section, the methods 

proposed in this thesis are very briefly compared. 

 234



Since different priority schemes were found to be superior in the different cases, this 

comparison does not use any one scheme. Instead: 

�� Results for reSCHED-P(FullPre) are for the STSF priority. 

�� For the single-pass CSM method, EITF is used with the list scheduling heuristics 

(including the duplication heuristics). 

�� For the single-pass CSM method, HDLF is used for the clustering heuristics. 

Figure 7.1 presents results (in the form of speedup vs number of processors) which are 

averaged over all input task graphs. The comparison is divided into three groups on the basis of 

the structure of the task scheduling algorithm: (a) the list scheduling heuristics, (b) the list 

scheduling heuristics with duplication allowed, and (c) the clustering heuristics. The BSA 

algorithm has been omitted. 

(a) List-based Heuristics (LSH, ISH, PDLSG, and ETF) 

 
(b) Duplication Heuristics (DSH and modDSH) 

 
(c) Clustering Heuristics (EZ and DSC) 

 
 

Figure 7.1 A comparison of speedup (vs number of processors) for the different scheduling/rescheduling methods 
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The difference in speedup between SDM and reSCHED-S indicates the degradation 

experienced when contention is ignored during task scheduling (but is encountered during 

program execution). The significant difference between them suggests the necessity for 

including contention delays in the standard communication cost model. Failure to do so limits 

the applicability of the scheduling algorithms to the more computation-intensive cases. 

The superior performance of the single-pass method over the rescheduling framework is evident 

from the figure. In the single pass method, accurate communication delays are used in deciding 

the allocation of tasks to processors. As a result, the balance between parallelism and 

communication is determined by the scheduler using accurate estimates of these overheads. 

With two-pass methods, the poor performance is due to communication scheduling being 

performed subsequently to task scheduling and, consequently, being constrained by the pre-

determined task allocation and ordering. The balance point achieved in the first pass is no 

longer balanced in the second pass, due to the increased message latencies. For the more 

communication-intensive task graphs, these dominate the schedule length. 

The superiority of the duplication heuristics, when scheduling in the presence of 

communication delays, is highlighted when these delays are increased through the inclusion of 

message contention. These heuristics are particularly effective when the CSM model is 

assumed during task scheduling, due to the increased opportunity for task duplication afforded 

by the increased message latencies. The clustering heuristics, on the other hand, performed 

surprisingly poorly, even with the single-pass method. Their poor performance is due to the 

inability to incorporate contention delays into the communication model used in the clustering 

stage. Additionally, communication is ignored, and load balance alone is considered when 

merging clusters, at least in the method used in this work. 

7.3 Future Work 

The research described in this thesis is by no means complete, but can be extended and 

developed in a number of ways. 

Experimentally, the investigation could be extended to include different interconnection 

topologies and/or flow control methods. On incompletely connected architectures, such as 

meshes and hypercubes, the significance of link contention is expected to be greater than when 

the topology is fully connected (as it was in this study), due to the reduced number of 

communication links and the increased distances between pairs of processors. While there is no 

way to overcome the limitations imposed by the reduced number of links, wormhole and virtual 
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cut-through routing offer the potential for distance-independent message transfer times. 

Unfortunately, at higher levels of communication, wormhole routing is prone to increased 

message blocking and hence greater contention delays. Despite this, these schemes have 

become increasingly popular with supercomputer users and vendors. Only minor modification 

of the routing algorithms presented in this work would be required to allow either of them to be 

used in place of the store-and-forward method of flow control, which is currently assumed. For 

virtual cut-through the modifications would be trivial – simply replacing the restriction that the 

start time of each message step must be later than the finish time of the previous step, with the 

requirement that it only need be later then the previous step’s start time. For wormhole routing, 

however, the modifications would be required to be slightly more extensive. To simulate its 

run-time behaviour accurately would require that the occupancy of the individual flit buffers be 

considered (since these remain occupied when the message is blocked), and that a deadlock-free 

routing scheme be used. When scheduling communication under the assumption of wormhole 

routing, the entire route would need to be reserved for the duration of the transfer (as is the case 

in the BSA and DLS scheduling algorithms). Dijkstra’s algorithm (used for QA routing in this 

work) would be unable to be used for adaptive routing in this case. 

The evaluation here has only considered a number of message priority schemes; many 

alternatives are possible. For instance, a method based on the LST (Latest Starting Time) of the 

destination task, or possibly the difference in LST between source and destination tasks, could 

be used. Furthermore, a number of the priority schemes could be modified to be dynamic rather 

than static, so that message priorities are able to change during scheduling or rescheduling, 

instead of being determined at the outset and remaining fixed. This is particularly applicable to 

those schemes used with reSCHED-P which are based on the size of the time slot between the 

completion of the source task and the commencement of the destination task. Currently, this 

time slot is calculated using the SDM task schedule produced in the first pass and, 

consequently, does not reflect any changes in the relative timing of the processors to which the 

communicating tasks are assigned. With dynamic message priorities, this calculation would 

only be performed when the message is actually injected into the network, and could 

encompass the actual finish time of the source task and the predicted start time of the 

destination task. With the preemptive rescheduling algorithms, message priority could be 

further updated following the assignment of the message to the communication schedule. 

There is scope for improvement in the procedures used for routing individual messages, so that 

they consider more than just minimisation of the message’s DAT but also the potential impact 

on messages injected into the network at a later stage. For messages being sent to less critical 

tasks, as well as messages which will arrive before the current MRT or predicted ST of the 
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destination task, it is not necessary to optimise arrival time; this will have no effect on the start 

time of the task or the overall length of the schedule. Instead, it could prove advantageous to 

use either shorter routes (and incur greater contention delay) so as to reduce the total 

communication volume, or to use longer routes (with greater transfer times) in order to reduce 

the traffic on heavily congested links. Which is the better of the two alternatives is expected to 

depend on the level of communication in the system (ie the average utilisation of the 

communication resources) and the degree to which the computational load is balanced over all 

processors or confined to just a subset. An adaptive method, where the local objective of the 

routing procedures is varied depending on the current conditions, could be effective. 

One of the biggest limitations to the performance achieved by the rescheduling algorithms is the 

constraint imposed by the ordering of tasks decided upon in the first scheduling pass. This 

restriction could be relaxed, and performance improved, by allowing task reordering during 

rescheduling. As a result, the first-pass schedule would be interpreted as merely an allocation of 

tasks to processors. Such a change could be accomplished in a number of ways. Firstly, the 

current restriction, that just the next task in the schedule is considered for assignment when a 

processor becomes free, could be removed. This would allow any ready task, or possibly that 

with the highest priority (when multiple are available to choose from), to be scheduled. 

Alternatively, the current order of task assignment could be adhered to, but insertion into any 

idle slots in the task schedule be allowed, although this implies back-tracking in the global 

clock. 

There are a number of other areas in which the performance of the rescheduling algorithms 

could potentially be improved. Firstly, they could be modified to use a CDRP, rather than 

CSRP, communication scheduling framework. Currently they inject outbound messages as soon 

as the source task completes execution. This framework could be modified so as to add 

messages to the communication schedule as they are needed, ie as their destination tasks are 

added to the task schedule. This would change the structure of the routing problem from that of 

CSRP to CDRP, removing the need for any message preemption and reducing the 

computational complexity of the algorithm, as well as hopefully improving its performance. 

Secondly, investigation is required into alternative methods for choosing predecessor instances 

when task duplication is allowed in the first-pass. This choice determines the communication 

which is required and, hence, is of vital importance. Currently, the choice is made prior to 

rescheduling in order to allow redundant task instances to be removed from the schedule. The 

choice could be delayed until it is actually required, which would allow the current state of the 

schedule to be used in estimating message arrival times and, hence, a better choice to be made. 
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Such a change could be applied to the single-pass methods, as well as the rescheduling 

algorithms. 

Finally, message preemption could be included in the single-pass methods. This was seen to be 

advantageous in reSCHED-P, and could offer similar improvements when used in the single-

pass algorithms. This is particularly true for the CDRP heuristics, where the majority of each 

message’s contention is with previously scheduled messages, rather than those being routed as 

a group. 
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Appendix A 

The reSCHED Software 

A.1 Command-Line Usage 
Usage: 

reSCHED –h 

or 

reSCHED -i infile -r settings [-p schedfile][-b batchno] 

or 

reSCHED -p schedfile -r settings [-i infile][-b batchno] 

or 

reSCHED -n nodes degree cpratio batches -r settings 

 

Options: 

-h   Gives this help information 

-i infile  Input task graph file (.TTG) 

-b batchno  The batch number (in a multi-batch input file) to be used 

-n ...  The task graph random generation parameters 

-p schedfile Previous schedule file (.SHD) to be rescheduled 

-r settings The name of the file containing the scheduling options 

-d dbgfile  The path to the output file for progress/error messages 

-s   Indicates progress updates are to be printed to stderr 

-rs   Indicates output files to contain summaries only 

(rather than full results) 
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A number of command-line options have been omitted. These are related to the execution of 

reSCHED in a distributed fault-tolerant manner over a network (eg for specifying the frequency 

of check-pointing, the machine name and directory from which to fetch inputs and store results, 

etc) and the post-processing of results (eg averaging, summarising and combining of results 

files). Consequently, they are of no interest to the normal user. 

A.2 Scheduling Options 

The settings file specifies scheduling options, one per line, by indicating the name of the option 

followed by its value – which may be an integer, a floating point value, a boolean value (ie 0 or 

1), or a string. 

�� reschedule 

A boolean value. Indicates whether the second (rescheduling) pass is to be performed. 

Even if the command-line indicates an SDM schedule file is to be rescheduled, this 

option must be set. 

�� resched_routing 

A string. Alternatives are “NA” or “QA”. Indicates the routing scheme to be used in the 

second pass. 

�� clust_only 

A boolean value. Indicates if task clustering is to be performed on its own (ie without 

then scheduling clusters to processors). This can only be specified if all selected 

heuristics are clustering heuristics. 

�� clust_unp 

A boolean value. Indicates that once clustering has been performed, the clusters are to be 

scheduled to an unbounded number of processors (which is not actually unbounded, but 

equal to the number of clusters produced). This is only meaningful if at least one 

clustering heuristic has been selected. 

�� cluster_sched_method 

A string. Specifies the method used to assign clusters to processors and schedule the 

tasks within them. Alternatives are “Sarkar” (the method proposed by Sarkar [138]), 

“Pyrros” (that used by Yang and Gerasoulis in their PYRROS software [179]) or “Best” 

(both of the previous methods are used and the best of these is selected).  
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�� P1_comm_model 

This is a string, or possibly two strings. It is used to specify the communication model to 

be used in the first pass of the two pass framework which is assumed by reSCHED. 

Alternatives which can be chosen are “None” (communication costs are completely 

ignored), “SDM” (the traditional model of communication costs), “MH” (a modified version 

of the routing tables proposed as part of El-Rewini’s Mapping Heuristic [45]), “CSM1” 

(the CSM model, but with messages only being assigned at the tail of a link’s schedule), 

or “CSM2” (the CSM model, with the insertion of message steps into idle slots in the 

communication schedule being allowed). If one of the CSM models is chosen, this must 

be followed by a second string specifying the adaptivity of the routing scheme – either 

“NA” or “QA”. 

�� procs 

A list of integers (greater than zero) separated by commas. Specifies the number of 

processors in the target architecture. For incompletely connected topologies only a single 

number of processors can be specified. 

�� commrate 

A floating point value (greater than zero). Specifies the link transfer rate, used in 

determining the linear component of message latencies. 

�� procspeed 

A floating point value (greater than zero). Specifies the processor execution rate, used in 

determining task execution times. 

�� conn_topology 

A string. Specifies the topology of the interconnection network. Alternatives are: “Full” 

(fully connected), “Ring”, “Star”, “Hcube” (hypercube), “Mesh”, “TMesh” (toroid), 

“SqMesh” (a square mesh), and “SqTMesh” (a square toroid). 

�� mesh_dim 

Two integers. Specifies the dimensions of the mesh (in the case that either “Mesh” or 

“TMesh” was specified as the topology). 

�� list_prio 

A string. Specifies the task priority to be used in the list-scheduling algorithms. 

Alternatives are: “Co-level” (task t-levels), “CP/MISF” (task b-levels), “CP/MISF*” (task 

b-levels, including communication costs), “CPDS” (from the CPN Dominant Sequence 
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described in Section 3.4), “CumulativeLevel” (the sum of execution times of all tasks 

below this one in the DAG), “CumulativeLevel*” (the sum of the sizes of all tasks and 

arcs below this one in the DAG), and "Random". 

�� remove_redundant 

A boolean value. Indicates redundant task instances are to be removed from the schedule 

prior to rescheduling, as discussed in Section 4.3.2. 

�� P2_comm_reqd_method 

A string. Specifies the method by which the predecessor instance responsible for each 

incoming message is chosen. This option is only meaningful when a duplication heuristic 

has been selected. Alternatives are: “EEAT” (that with the earliest estimated arrival time), 

“FirstPass” (that used in the start time calculation in the first pass), and “All” (all 

instances are possibilities, the first to actually arrive is used). 

�� resched_algorithm 

A string. Specifies the algorithm to be used for rescheduling. Alternatives are: “NoPrio”, 

“NoPre”, “ResPre”, and “FullPre”. 

�� arc_prio_method 

An integer followed by a string. This determines the method used to calculate message 

priorities. The integer specifies which pass the priority applies to – options are “1” or 

“2”. Priorities which can be specified for use in the first pass are: “SCF”, “LCF”, “SCHF”, 

“LCHF”, “SHF”, “LHF”, “LDSF”, “HDLF”, “LITF”, “LEATF”, “EITF”, “EEATF”, and “Random”. 

For the second pass: “SCF”, “LCF”, “SCHF”, “LCHF”, “SHF”, “LHF”, “LDSF”, “HDLF”, 

“STSF”, “SITSF”, and “Random”. 

�� bsa_prio_method 

Two strings. BSA is unique in that different priority schemes can be used for the CSRP 

and CDRP components. This option enables both of those priority schemes to be 

specified. 

�� P1_preemption 

A string. This is somewhat misnamed, since no preemption is supported in the single-

pass algorithms at the present time. Alternatives are “NoPrio” (no use of message 

priorities) or “NoPre” (message priorities are used to order groups of messages being 

considered for routing at the same time). The latter was specified in generating the results 

presented in this section. 
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�� mesg_loop_detect 

A boolean value. Indicates whether message loops (where a message re-visits an 

intermediate node) should be detected and removed. Valid only when QA routing is 

specified in conjunction with the reSCHED-P (ResPre) rescheduling algorithm. 

A.2.1 Specification of Scheduling Heuristics 

Scheduling can be performed using multiple heuristics, each of which is specified on a separate 

line of the settings file using the following abbreviations: 

�� "LSH": The basic List Scheduling Heuristic. 

�� "ISH0" and "ISH2": Variants of Kruatrachue’s Insertion Scheduling Heuristic [86]. ISH2 

was used in the experimental evaluations conducted in this work (where it was simply 

referred to as ISH). 

�� "ISH3": A modified version of ISH, in which every idle slot in the task schedule can be 

used for task insertion. 

�� "DSH1" and "DSH2": Variants of Kruatrachue’s Duplication Scheduling Heuristic [86]. 

DSH2 was used in this work (and referred to as DSH). 

�� "DSH3": The modified version of DSH proposed in Section 3.2.3, where it was referred to 

as “modDSH” 

�� "LSHPD", "ISH0PD", "ISH2PD", "ISH3PD", "DSH1PD", "DSH2PD", and "DSH3PD": Processor-

driven versions of the above. 

�� "MyMH": A modified version of El-Rewini’s Mapping Heuristic [45] (modified so as fix a 

number of problems with the routing procedures). 

�� "ETF": The Earliest Task First heuristic of Hwang et al [73].  

�� "BSA": Kwok and Ahmad’s Bubble Scheduling and Allocation algorithm [90], modified 

as described in Sections 3.4 (for the SDM communication model) and 6.1.2 (for CSM). 

�� "KBLC": Kim and Browne’s Linear Clustering heuristic [82]. 

�� "SC": Sarkar’s clustering heuristic [138], referred to as EZ throughout this work. 
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�� "DSC1", "DSC1a", "DSC2", and "DSC3": Variants of Yang’s DSC algorithm [176]. DSC3 is 

the version which was used in this work, where it was referred to as simply DSC. 

�� "MCP": Wu and Gajski’s Modified Critical Path clustering heuristic [173]. 
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Appendix B 

Data Structures 

B.1 Tasks 
struct TASK { 

int   proc; 
/* assigned processor */ 

double   start,finish; 
/* start and finish times */ 

} 

Number of duplicates of task t is NUMDUP(t), given individually by DUPi(t) where i is in 

1..NUMDUP(t) 

MRT(task) – Message ready time of the task. 

PROC(task) – Processor to which the task is assigned. 

ST(task) and FT(task) – Start and finish time of the task. 

B.2 Task Schedules 

pgantt[i] and ogantt[i] are the input and output task schedules (respectively) for processor 

pi where i m .  [1, ]�
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B.3 Messages 
struct STEP { 

struct ARC  *parent; 
/* the parent arc of this step */ 

int   sproc,dproc; 
/* processors between which the step is occurring */ 

double   start,finish; 
/* start and finish times */ 

BOOL   reserved; 
/* status – reserved or arrived */ 

} 

SPROC(step) and DPROC(step) – Source and destination processors of the message step. 

ST(step) and FT(step) – Start and finish times. 

PREV(step) and NEXT(step) – Previous and next steps in the message route. 

struct ARC { 

struct TASK  *src,*dest; 
/* pointers to the communicating tasks */ 

struct STEP  *steps[]; 
/* array of pointers to the individual steps in the communication 
schedule */ 

struct STEP  route[]; 
/* the steps remaining in the route */ 

double   priority; 

} 

DAT(a) – Data arrival time of the arc. 

B.4 Communication Schedules 

CSL[i][j] is the communication schedule for the single link connecting pi to pj. 

B.5 Lists 

These include Gantt lists for task and communication schedules, pgantt[], ogantt[] and 

CSL[][], and the events list, CDevents. 

HEAD(..) and TAIL(..) – the head and tail elements of the list, respectively. 

DEHEAD(..) – returns the head of the list, removing it at the same time. 
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B.6 Events 
struct EVENT { 

int   type; 
/* enumerated type: TSTART, TDONE, MSENT, MINT or MRECD */ 

double   time; 

union { 

struct TASK *task; /* for task events */ 

struct { 

struct TASK *src,*dest; /* pointers to tasks involved */ 

struct STEP step; /* pointer into CSL */ 

struct STEP route[]; /* remaining steps in the route */ 

} /* for message events */ 

} 

} 

Events awaiting handling are stored in CDevents, sorted in ascending time order. 
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