
A high-resolution superconducting

pressure gauge and irreversible magnetic

effects in Nb and NbTi wires

David W. Saxey BSc. (Hons) BE (Hons)

This thesis is presented for the degree of

Doctor of Philosophy

of

Physics

of

The University of Western Australia

School of Physics

2003



To Bronwyne



Abstract

A high resolution pressure gauge has been developed for use in thermodynamic

measurements along the lambda line in liquid helium. The gauge was designed to

operate at cryogenic temperatures and provide pressure measurements up to 30bar,

with an accuracy of 3 × 10−10bar in a 1Hz bandwidth. Experiments reported here

show the gauge to have met these specifications; at least for measurements close to

zero pressure, at temperatures close to 4.5K. It is expected that operation at higher

pressures, and at temperatures closer to the lambda transition, will result in similar

or even improved performance.

The gauge consists of a titanium-alloy diaphragm with a superconducting posi-

tion transducer read-out. Compensation techniques internal to the superconducting

circuit were used to eliminate any significant sensitivity to temperature fluctuations

and in-line acceleration. For high values of common-mode rejection, thermal com-

pensation revealed a non-linear temperature characteristic which was exploited to

provide a further reduction in the temperature sensitivity. Acceleration compensa-

tion was achieved up to a common-mode rejection of more than 78dB.

Present performance appears to be limited by thermal gradient fluctuations at

low frequencies and at higher frequencies by a noise source which appears to orig-

inate beyond the superconducting transducer. It is expected that some further

improvement may be gained in this higher frequency band simply by trapping a

larger persistent current in the superconducting circuit.

In the course of development and characterization of the gauge several anomalous

effects were discovered and investigated. In response to changes in temperature,

the gauge was found to exhibit irreversible behaviour in a variety of ways. These

phenomena were fully investigated and found to be complex in nature. A critical

state model was employed which was successful in explaining many of the observed

effects.

Other authors have observed apparently related behaviour in samples of niobium

and some have developed similar critical state models which give results generally

consistent with those reported here. However, these latter works have not investi-

gated the presence of such effects within superconducting wires; neither have they

considered the implications for devices based upon superconducting wire circuits. It

appears this anomalous behaviour may be relevant to a broad range of instruments

employing superconducting wire circuits similar to that used here. If this is the case,

the results presented here have significant consequences for the performance of such

devices.
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Chapter 1

The superconducting pressure gauge

1.1 Introduction

1.1.1 Background

This thesis summarises the development and characterization of a superconducting

pressure gauge (SPG). In 1995, while on sabbatical at Stanford University Depart-

ment of Physics, Dr Cyril Edwards began developing a pressure sensor based on the

superconducting position transducer design employed in the gravity gradiometer [1]

at the University of Western Australia (UWA). The need for such a gauge arose

within a program, conducted by Prof. John Lipa at Stanford University, to test

the renormalization group theory [2] through high-resolution measurements of the

lambda transition in liquid helium [3–7]. These measurements included some to be

conducted under isobaric conditions, at pressures spanning the whole of the lambda

line, and at temperatures very close to the superfluid transition. For these reasons,

very precise control of the sample pressure was required—a fractional resolution of

10−10 at pressures of 30 bar in a 1Hz bandwidth.1 Long relaxation times involved

in these measurements required the stability of 3 × 10−9bar to be maintained over

periods of several hours.

The combined requirements of high-resolution, low temperature, high pressure

and long-term stability, led to the development of a diaphragm-type pressure gauge,

using superconducting inductive transducers with a SQUID read-out. The first two

prototypes performed well [9,10]. Following this, development of the gauge diverged,

with two models of the third prototype being developed in parallel—one at Stanford

University and the other at UWA. It is the latter of these two instruments that is

the subject of the present work.

1Such a degree of pressure uniformity over an extended sample required these measurements to

be conducted in microgravity [4, 5, 8].
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1.1.2 Overview

This prototype, the Mark IIIA, has been developed to the point of fully character-

izing the response of the gauge to a pressure on the diaphragm. In this mode of

operation the required sensor performance has been demonstrated.

The first three chapters of this thesis describe the SPG and the various stages

of its development. They cover the construction, operation, characterization, and

performance of the gauge.

During the measurements carried out in characterizing the gauge, several kinds of

apparently anomalous behaviour were consistently observed and were investigated in

some detail. These related to the thermal response of the SPG, which was in general

found to be irreversible. The effects were considered to be significant in their own

right, partly because of their potential relevance to other anomalous effects observed

previously in the development of the UWA gravity gradiometer [11–14]. A discussion

of the irreversible behaviour, and possible physical mechanisms from which it may

arise, forms a significant part of this thesis, contained in chapter 4.

In chapter 5 conclusions relating to both the gauge performance and the irre-

versible behaviour are discussed.

1.2 The superconducting transducer

1.2.1 Superconducting circuit

The remarkable sensitivity of the SPG arises from the superconducting transducer

that responds to the motion of the pressure-sensing diaphragm. This transducer

is of a type which is widely used and discussed in detail elsewhere [15]. A brief

description of its operation in the context of the present work is given here.

Attached to the centre of the pressure-sensing diaphragm is a niobium mush-

room, which acts as a ground plane to a nearby flat superconducting pancake coil

(figure 1.4). Motion of the niobium surface modulates the inductance of the coil,

which forms part of a superconducting circuit. Flux conservation requires that the

currents in this circuit adjust to compensate for any inductance change. The result-

ing currents are monitored using a dc SQUID2 (section 1.2.3).

Figure 1.1 shows the superconducting circuit in its most basic configuration. The

pressure-sensing inductor Lp is a pancake coil positioned close to the sense surface.

The heatswitches represent small sections of the superconducting circuit, which may

be heated above their critical temperature, thus driving them normal. A persistent

current may be stored in the first loop by passing a current into the circuit through

2Quantum Design 5000 dc.
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3

4

dc 
SQUID

1 2HS1 HS2

Superconducting surface

Current pump leads

I2I1 Lb LSLp

Figure 1.1: This is the most basic version of the superconducting circuit used in the

SPG. The heatswitches (HS1 and HS2) are used to trap persistent currents, which are

injected into the circuit through the current pump leads.

the pump leads and opening heatswitch 1 (HS1). After the heatswitch has closed and

re-formed a continuous superconducting loop, the flux in Lp and Lb is trapped and

thus a circulating super current remains, even after the external current is removed.

This process is described in more detail in section 2.1.2.

It is important that the inductance of the sense coil is strongly dependent on

the position of the superconducting surface, as this is one factor contributing to the

transducer sensitivity (section 2.2.1). The inductance change is essentially related

to the proximity of the surface to the wire, so that the optimum inductor winding

is a flat pancake arrangement, in which the plane of the coil is parallel and as close

as possible to the ground plane. More details of the superconducting coils and their

construction is given in sections 1.3.3 and 2.1.3, and a calculation of their inductance

is contained in appendix B.2.2.

The transducer sensitivity also increases with the magnitude of the persistent

current Ip in the pressure-sensing coil Lp.
3 A large dc current passing through the

SQUID input degrades its performance, so the ‘ballast’ inductor Lb is included to

allow a large current to exist in Lp without passing through LS. The sensitivity is

necessarily reduced by the presence of this ballast inductor. However, as discussed

in appendix C.2, the impairment is negligible provided Lb is significantly larger than

the inductance LS.

1.2.2 Superconducting circuit board

The superconducting wires were joined using a circuit board technique [12], in which

the wire ends are crushed between two pieces of niobium. This technique was used

3See appendix C.2.
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as soldering does not yield reliable, high-current superconducting joins, and other

methods such as spot-welding or swaging do not provide the same ease of repeata-

bility. A cross-section of the circuit board is shown in figure 1.2(a) and a top-view

in figure 1.2(b).

Brass nut
Superconducting wire

Niobium washer

G10 circuit boardBrass screws glued to board

Brass washer

Niobium plate

(a) The screw-terminal joins

1

2

3

4

Screw terminal

Niobium 

plate G10 board

(b) The superconducting circuit board

Figure 1.2: (a) The superconducting niobium wires were joined using screw-terminals

on a common niobium plate bonded to a fibreglass circuit board. Each wire-end was

crushed between a niobium washer and the plate below using a brass nut. (b) A view

of the superconducting circuit board from above. The screw-terminals connect together

all wires which terminate on the same section of niobium plate. The plate sections and

screw-terminals in lighter shading show the portion of the board required for the simple

circuit of figure 1.1. The labelling of the four nodes matches that of the circuit diagram.

The entire board is used for the full SPG circuit (figure 3.6) discussed in section 3.2.

The board is constructed from G10 fibreglass laminated with 0.020 inch niobium

plate using Torr Seal Resin Sealant.4 Brass bolts (6BA) were slotted though holes in

4Varian Vacuum Technologies.
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the board and held in place with a thick layer of epoxy on the underside so that the

brass threads protruded clearly through to the top surface of the board. Incoming

wires were stripped of their formvar coating and placed between the niobium plate

and a niobium washer as indicated in figure 1.2(a). The joins were then made by

screwing a brass nut onto the protruding thread.5 Before each join was made, the

niobium surfaces were prepared by physically scratching away the oxide layer with

a scalpel blade so that each wire made a good superconducting connection when

crushed between the niobium plate and washer. Tracks were pre-cut in the plate to

form several distinct sections or ‘islands’ of niobium on the G10 substrate, as shown

in figure 1.2(b). All wires terminating at a single circuit node were connected to a

single piece of niobium plate. This technique has produced circuits within the SPG

capable of supporting persistent currents in excess of 8 Amps.

1.2.3 The SQUID

The SPG was first assembled with a BTi dc SQUID magnetometer. However, af-

ter experiencing significant difficulty in tuning this device, it was replaced with a

QD5000 dc SQUID probe and controller. This replacement SQUID6 functioned well

and was used in the first five experimental runs before some unresolved tuning prob-

lems led to the replacement of the probe by an identical model.7 Dip-probe tests

revealed that in fact the first QD model worked correctly, but the second QD SQUID

was used for the remainder of the experimental work. The SQUID magnetometer

had a sensitivity at the input coil of 0.2µA/Φ0, and the measurement noise was

3× 10−6 Φ0/
√

Hz.

1.2.4 RF noise reduction

The SPG is particularly sensitive to rf noise on the current pump leads, as this

is radiated within the gauge as an rf magnetic field which couples directly into

the SQUID input circuit. High-frequency noise such as this can easily disrupt the

internal feedback-loop of the SQUID, causing the signal to jump repeatedly. Merely

having a loose cable attached to the heatswitch wiring at the dewar top was enough

to disrupt the SQUID in this way. To prevent this, the current pump wires are

automatically disconnected by a set of relays just under the dewar top-plate (figure

1.12) whenever they are not required. All other wires remain connected but pass

through rf filters immediately before entering the dewar.

5The torque used to make these screw-terminal connections was comparable to that required

to shear the brass bolts—as indicated by the number of times bolts failed in this way.
6Quantum Design, dc SQUID: A14-10.
7Quantum Design, dc SQUID: A22-6.
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input output

C

LL

(a) Turret at dewar top

10nF 470pF

1µHinput output1µH

(b) Filter box

Figure 1.3: The filters used to reduce the rf noise in the experiment. (a) Filters at

the dewar top—one on each line controlling the thermometry, heatswitches and capacitor

plate. (b) Filters used on the thermometer wires coming from the dewar, just before the

conductance bridge.

The filters are located on the dewar top-plate and are housed in a brass turret

(figure 1.12) which acts as a Faraday shield. Each of the 28 control lines, used for

the thermometry and other operations within the SPG, pass through a ‘tee’-filter

of the form shown in figure 1.3(a). Most of these filters have a rated bandwidth

of 7–1000MHz. Some have bandwidths extending down to 3MHz, but these have a

smaller voltage rating and so were used only for the heatswitch wires. Two filters

in series were used on each of the servo heater lines in order to reduce the noise

sufficiently.

Figure 1.3(b) shows the filters used on the thermometry wires in addition to those

in the dewar turret. These are positioned between the dewar and the temperature

controller in order to filter out rf interference in the resistance measurement, and

to reduce the noise in the thermal control loop. The filters are were housed within

an aluminium die-cast box, with the wires passing to and from the box through

shielded cables.

1.3 Mechanical design

1.3.1 The pressure-sensing diaphragm

The pressure-sensing element of the gauge is a titanium-alloy (Ti-6Al-4V) diaphragm

that responds to differential pressure changes. The diaphragm is 52mm in diameter

and 1.5mm thick, with a fundamental resonant frequency of 1.3kHz at 4.2K. These

dimensions and the material were chosen to provide the maximum sensitivity to

pressure without plastic deformation at 30bar. Ti-6Al-4V can withstand strains of

up to 1.5% at cryogenic temperatures [16, 17] without plastic deformation, and so

provides a large dynamic range for pressure measurement. This choice of diaphragm
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also provided a sufficiently high fundamental resonance so that the effects of external

vibrations could be significantly filtered using passive low-pass mechanical isolators

(section 1.5.3). A high resonance also ensured a small frequency dependence in the

diaphragm response within the experimental signal band—a consideration which

became important when common-mode rejection techniques were employed later in

development (section 3.2).

The earlier versions of the pressure gauge, the MkI and MkII, contained a

pressure-sensing diaphragm constructed from niobium [9]. The surface of the di-

aphragm itself also formed the superconducting ground plane sensed by the trans-

ducer. These two functions were separated in the MkIIIA so that the competing

demands of structural elasticity and superconductivity did not compromise the per-

formance. Niobium only allows a strain of 0.7% at 4.2K [18], meaning that the

sensitivity would have been lower by more than a factor of two were this material

used to construct a diaphragm capable of operating up to 30bar.

There is a further advantage in using a mushroom sense-surface in that the

entire sensing area moves with the same amplitude as the diaphragm centre, giving

a greater effect on the coil inductance. Since the pancake coil turns have a significant

inner radius of 6–7mm, a sense surface that only reaches its maximum deflection at

the centre is considerably less efficient.

This is not the first instance of a pressure sensor employing this basic design.

Avenel et al. [19] use a similar method to measure pressure oscillations in a liquid 4He

resonator. A superconducting pancake coil, connected to a SQUID and a ballast

inductor, is positioned close to a Kapton-foil diaphragm on which a thin film of

aluminium8 has been deposited. Likewise Backhaus et al. [20], in their 3He resonator

design, use a superconducting read-out coil placed above a ‘soft diaphragm’ having

a bi-layer coating of lead and indium [21]. Both experiments use a capacitor plate

to drive the diaphragm electrostatically.

These pressure sensors can resolve differential pressures as small as 6× 10−12bar

(Avenel et al.) and 1.5×10−12bar (Backhaus et al.).9 However, unlike the SPG, these

diaphragms are very soft and appear to be only intended for measuring differential

pressures of a few 10−7 bar.

1.3.2 SPG assembly

A diagram of the SPG is shown in figure 1.4. The titanium-alloy diaphragm piece

is located near the bottom of the instrument and is drawn in a darker shading than

8The experiment is conducted at a temperature of 10mK where the aluminium film is super-

conducting.
9This figure was derived from data given in an earlier publication [21].
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Figure 1.4: The superconducting pressure gauge. This diagram shows the main body

of the pressure gauge containing the pressure-sensing diaphragm, the pancake coils and

the superconducting circuitry. The detail shown for the acceleration coil is representative

of the other pancake coils. All components are drawn approximately to a common scale;

about 40% larger than the actual size. The width of the gauge body is 75mm.

8



the niobium body of the SPG. Attached to the diaphragm is the mushroom-shaped

piece with a top surface of electro-polished niobium. This is the sense-surface that

is matched to the pressure-sensing pancake coil shown immediately above it.

Aside from the pressure sensing elements, a second diaphragm and sense coil

are included in the design to allow common mode rejection of acceleration signals

(section 3.2). Made of niobium, this diaphragm is mounted in line with the titanium

diaphragm, as shown in figure 1.4, and is insensitive to pressure changes. With a

diameter of 53mm and thickness of 0.6mm, it was designed to have a resonant fre-

quency close to that of the pressure-sensing diaphragm (section 3.2.1 and appendix

A.3.3). Above the acceleration compensation coil, a third superconducting coil is

situated, close to a fixed niobium surface. The response of this coil is dominated by

the temperature dependence of the transducer, allowing common mode rejection of

uniform temperature changes (section 3.1).

A photograph of the disassembled SPG is shown in figure 1.5. The component

labelled ‘10’ is the titanium-alloy diaphragm with the niobium mushroom attached.

The diaphragm surface is obscured by the mushroom. The polished top surface of

the niobium mushroom, which is clearly visible, is the superconducting sense-surface

for the pressure transducer.

The item pictured below the diaphragm is the bottom end-cap of the SPG (11).

The electrostatic plate, or capacitor plate, used to apply electrostatic pressure to

the diaphragm10 is mounted on the top side, but is insulated from the end-cap by

a Mylar film. A capillary tube is located on the underside and is designed to allow

admission of a gas or liquid sample to the space below the diaphragm. The tube

is soldered to a brass feedthrough piece which is sealed to the bottom of the gauge

with an indium seal.

When assembled, the superconducting circuit board (3) is attached to the nio-

bium mounting plate (2). The top end cap of the SPG (1) contains space for a

second circuit board to be positioned above the existing board on the raised pillars

of the mounting plate. This was not required, however, as the original board was

sufficient for the most complex superconducting circuit used in the present work.

The three pancake coils (4, 5 & 8), the acceleration-sensing diaphragm (6), and

the pressure-sensing diaphragm (10) with niobium mushroom are stacked into the

gauge and held in place under compression from the bottom end-cap (11) which

forms the lower boundary of the sample space. This arrangement is designed to

prevent any slipping of the coils relative to their respective sense-surfaces. Niobium

spacer rings (7) were included in the stack to set both the coil-surface spacing for

10See section 1.3.4 below.
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the pressure-sensing diaphragm11 and the overall height of the stack. For the tem-

perature compensation coil, the coil-surface distance is set by a small step machined

into the body of the SPG, on which the outer edge of the coil former rests.

The upper edge of the titanium-alloy diaphragm piece, where it contacts the

niobium spacer ring, is extended up to the same level as in the mushroom stalk

(figures 1.4 and 1.5). This is designed to minimize the effect on the coil-surface

spacing of any differential thermal expansion between these two materials.

Figure 1.5: Components of the SPG arranged to indicate the assembly. 1) Top end-cap

(niobium). 2) Circuit board mounting plate (niobium). 3) Circuit board. 4) Temper-

ature compensation coil. 5) Acceleration compensation coil. 6) Acceleration-sensing

diaphragm. 7) Spacer ring (niobium). 8) Pressure-sensing coil. 9) SPG main-body

(niobium) 10) Titanium-alloy pressure-sensing diaphragm and niobium mushroom sense-

surface. 11) Bottom end-cap (niobium) and electrostatic plate (titanium-alloy).

The arrangement of the stack is shown in figure 1.5 where the three pancake

coils, the niobium diaphragm, and the spacer rings have been placed in the order

and orientation in which they are stacked into the SPG. These six components (4–8)

and the body of the SPG (9) are inverted here when compared with figure 1.4 which

shows their orientation when the gauge is mounted within the dewar.

11The coil-surface spacing is a critical parameter in the operation of the SPG and is carefully

chosen as a compromise between sensitivity and dynamic range. This is discussed in the following

chapter.
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The wires from each of the three pancake coils pass upward through small holes

at the outer edge and centre of each coil-former. Those from the pressure-sensing

coil also pass through holes in the acceleration-sensing diaphragm. All wires pass

through the temperature compensation sense-surface12 and emerge in the space be-

low the circuit board. At this point the coil leads are joined by the heatswitch wires,

the current pump leads, the SQUID input wires and the leads from the toroidal in-

ductor. The circuit board is laid out in such a way as to minimize the lengths of

these superconducting wires as they pass up through the circuit board and reach

their corresponding screw-terminals. This was done in order to simplify the assembly

and to reduce the length of wire loops, which have been known to cause sensitivity

to vibration through their motion in any ambient magnetic field [12]. The assembled

gauge is pictured mounted in the inner thermal stage of the experiment in figure

1.8.

1.3.3 The coils

The pancake coils were wound using 0.005 inch niobium wire13 and bonded to Macor

coil formers. Each coil contains about 130 turns and has an inductance at low

temperature of a few tens of µH, depending on the proximity of the superconducting

ground plane—typically about 20–60µH in these experiments. Macor was used

because it has a small coefficient of thermal expansion at low temperatures [22].

The toroidal ballast inductor (near centre of the SPG in figure 1.4) consists of

approximately 120 turns of 0.008 inch niobium wire, wound onto a Macor former

measuring 16mm in diameter. The winding radius is 2mm, which is expected to

give an inductance of approximately 5µH (appendix B.2.1).

Macor coil-former niobium wire

Perspex disc

Figure 1.6: A cross-section of the circular pancake coil during fabrication, before the

perspex disc is removed. Neither the wire, nor the groove in which it is wound, is shown

to scale.

Construction of the pancake coils was based on a technique developed for fab-

ricating similar coils used in the superconducting gravity gradiometer [12]. A flat

disc-shape former was constructed with a small boss in the centre, raised by 0.006

inches. A polished perspex disc was bolted to the boss as illustrated in figure 1.6

12This surface is directly above the temperature compensation coil in figure 1.4.
1399.8% Nb, California Fine Wire Co.
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so that a deep groove was formed between the perspex and the lower level of the

former. Into this groove a niobium wire of 0.005 inch diameter was wound, the inner

end having been passed through a hole in the centre of the coil former and attached

to the edge of the boss. A bevel on the perspex disc and the 0.001 inch clearance in

the groove simplified the winding process. Slow-setting epoxy resin was painted onto

the wire as it was wound in the groove in order to attach it to the Macor former.

After the resin had set, the perspex disc was removed by cooling the coil in liquid

nitrogen.

Figure 1.7 shows a photo of the pressure-sensing coil (p-coil) placed next to the

temperature compensation coil (T-coil). Because of their respective locations within

the SPG (figure 1.4), the leads from the p-coil pass through the coil former to the

rear, while the wire ends from the T-coil come directly off the face of the coil. The

scratch-like markings that can be seen on the coil surface, particularly that of the

pressure sensing coil, are due to air pockets present in the epoxy during fabrication.

These imperfections are not significant since they have not led to delamination of

the wire from the former or to gross departures of the wire from the plane of the

coil.

Figure 1.7: The pancake coils used in the SPG for pressure-sensing (left) and tempera-

ture compensation.

Some irregularity in the distance of the wire from the former was typically

present, as indicated in figure 1.6. This was especially true in regions where the

groove size was larger than 0.006 inches due to misalignment of the perspex. In this

case successive turns tended to stack alternately on opposites sides of the groove. It

appears that in each of the pancake coils the wire never deviates from the plane by

more than 0.003 inches. Since the coil-plane spacings used in these experiments were

typically 0.02–0.03 inches, the coils could be considered as planar without significant

error.14

14In later experiments some of these gap spacings were significantly reduced (table 3.1). In these

cases, the variation in the wire positions is averaged to give an effective coil-surface spacing.
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Further details of the inductors, including estimates of some in situ inductances,

are given in section 2.1.3.

1.3.4 The capacitor plate

In the experiments reported in this thesis the SPG was driven by an electrostatic

pressure that was applied to the titanium diaphragm by charging the ‘capacitor

plate’ positioned in the sample volume (figure 1.4). In these initial stages of devel-

opment the complication of using a gas or liquid within the sample space to provide

a hydrostatic pressure was considered unnecessary since the characterization under-

taken here is not expected to depend on the nature of the pressure applied to the

diaphragm.15

When in operation, the titanium diaphragm, together with the body of the SPG,

is electrically grounded. The capacitor plate, insulated from the remainder of the

gauge by a Mylar spacer, may be charged to at least 100V. The plate itself is a

titanium-alloy disc, 51mm in diameter and 6.6mm thick, with a 1mm clearance from

the gauge body at its circumference. The spacing between the capacitor disc and the

diaphragm is 300µm; a very important parameter in the calibration of the gauge.16

This spacing was measured directly using calipers and indirectly by estimating its

contribution to the capacitance of the plate. Both measurements gave similar results

and the uncertainty in this value is estimated at 10%.

When the titanium disc is charged, the opposite charges on each side of the

capacitor produce an electrostatic force that draws them together. The diaphragm,

although 1.5mm thick, is much more pliable than the disc or the supporting structure

of the gauge walls so that the major effect of this pressure is to deflect the diaphragm

toward the disc.

1.3.5 Magnetic shielding

SQUID-based instruments are by their nature extremely sensitive to changes in the

ambient magnetic field. Fluctuations which couple into the SQUID loop as little flux

as 10−18Wb may be significant, and a great amount of care is required to shield-out

such effects. In the SPG this is mainly achieved using superconducting shielding.

A superconducting shield does not guarantee zero-field within it, but if it forms

15One obvious limitation in using only an electrostatic pressure is that the gauge cannot be char-

acterized with any significant pressure offset. The effects of a large pressure offset are considered

in section 5.1.
16Because no hydrostatic pressure was used in the gauge, and the pressure on the diaphragm

was always provided electrostatically, the calibration of the gauge relies heavily on the calibration

of the capacitor plate and therefore on this disc-diaphragm spacing (section 2.2.1).
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Figure 1.8: The inner stage of the experiment. The copper sheet has been removed to

reveal the superconducting pressure gauge attached to the underside of the top-plate. The

SQUID is mounted within the shield to the left of the gauge. The heatswitches are seen

protruding from the front side of the gauge with their heater wires coming down from the

top-plate above. These wires, together with the thermometry leads passing to the resistor

thermometers (top left), are heat-sunk to the copper top-plate. The three heatsinks are

visible as small copper ‘bobbins’. A fourth bobbin (foreground—left of centre) contains

the minalpha heater used in the thermal control loop. The copper blocks containing the

resistance thermometers are visible on the left side of the top-plate. The superconducting

current pump leads exit the gauge from the right side and can be seen protruding from

their niobium shields in the top right corner of the picture.
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a closed surface of material in the Meissner state, then external field changes are

perfectly screened from the interior. A good approximation to this perfect screening

is achieved in the SPG.

The body of the gauge and the end caps (figure 1.5) are constructed entirely

from niobium, with facility to use a superconducting lead seal in the two joints.17

The SQUID, not shown in figure 1.4, is not contained within the main body of

the gauge, but is mounted in a separate niobium shield, as pictured in figure 1.8.

This arrangement is designed to prevent any rf field fluctuations within the gauge

(channelled in via the pump wires for example) from coupling directly into the

SQUID. The input wires pass from the gauge to the SQUID through a niobium

tube 0.63mm in diameter. This tube forms a continuous superconducting shield

with both the SPG and SQUID shields.

The superconducting shield must be breached somewhere in order to connect

the external current-pump leads to the circuit and to open the gauge to the thermal

vacuum. This is achieved using lengths of open-ended niobium tube with aspect

ratios of fifteen or more in order to ensure that the shielding is not compromised.

Cabrera [23] states that for magnetic fields penetrating into superconducting tubes

of inner radius a, the fields decay exponentially with distance z into the tube. The

rate of decay depends on the orientation of the field but is at least as rapid as

e−1.84 z
a .

For an aspect ratio of fifteen, this corresponds to an attenuation of 10−12. When

combined with ambient magnetic field fluctuations in our lab of about 3×10−8T [14],

and the additional layers of shielding described below, this gives some confidence

that the SPG is sufficiently well shielded from the ambient external magnetic field.

1.3.6 Heatswitches

The heatswitches used to set up the persistent currents were constructed as shown

in figure 1.9. A wire loop, forming part of the superconducting circuit, exits the

body of the SPG inside a 0.63mm diameter niobium tube. The tube is flattened

slightly near the end to accommodate the hair-pin bend in the wire, and the far

end of the tube is crimped to provide a continuous superconducting shield around

the wire loop. A minalpha heater wound onto the end of the tube allows heating of

the niobium wire beyond Tc without transferring too much heat into the rest of the

gauge. The niobium tubes are filled with epoxy to aid the conduction of heat to the

superconducting wires.

17These seals were not found to be necessary for the successful operation of the gauge, though

one of them was used in some of the later experimental runs.
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Figure 1.9 also shows the joining of the niobium tube to the main shield of

the SPG. It is important that a continuous superconducting surface encloses the

circuit so that no external fields can influence the SQUID signal. To achieve this

the niobium tube was first passed through the centre of a brass screw (6BA) that

was fitted into the body of the gauge. The tube then passed through a close-fitting

hole in the niobium shield at the bottom of the blind tap. A lead plug was wrapped

around the tube at the end of the screw so that tightening of the screw compressed

the plug and formed a tight seal between the tube and the main shield. This joining

technique is also used for the niobium tubes containing the SQUID wires and the

current pump leads.

Niobium shield

Brass screw

Heater wire

Niobium tube

Lead plug

Niobium wires
Tube crimped

Wire hairpin

Figure 1.9: Construction of the SPG heatswitches and their insertion through the nio-

bium shield of the SPG. The design provides a continuous superconducting magnetic

shield around the circuit wire when in normal operation, while also allowing a portion of

the wire to be raised above Tc by passing current through the heater wire.

Beyond the superconducting niobium shields of the SPG and the SQUID, there

are several other layers which shield the experiment from external electromagnetic

influences. The SPG and the SQUID are enclosed within two copper cans designed

for implementing multi-stage thermal control (figure 1.10). These, together with

the copper vacuum can, act as Faraday shields in screening out electromagnetic

radiation. An additional superconducting shield, made from 1mm lead sheeting, is

positioned outside the vacuum can, within the dewar (figure 1.12). When cooled

below its transition temperature of 7.2K, the lead sheeting acts as an excellent

diamagnetic shield against external magnetic fields. The continuity of this shield

is only broken at the top where the wires from the vacuum feedthroughs pass out

through holes approximately 2.5cm in diameter. Finally the outer wall of the dewar
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itself provides some further Faraday shielding.

1.4 Thermal design

The precision and stability demands placed on the SPG require good temperature

regulation so as to minimize the drift and noise which inevitably couple into such

a system through thermal fluctuations. The mechanisms that give rise to such

coupling are numerous, but the dominant effect in this case is the temperature

dependence of the superconducting penetration depth which is discussed in section

3.5 and appendix D. Compensation techniques were employed to eliminate this

dependence (section 3.1). However good thermal control was still required to reduce

significant second-order effects. Fortunately, with compensation, only a relatively

simple thermal control system was required to achieve the desired performance.

Figure 1.10 shows a diagram, approximately to scale, of the experimental layout,

emphasizing the thermal design. The experiment was designed to accommodate two

stages of thermal control between the SPG and the helium bath. In the first instance

only the inner stage (stage 2) was fitted-out for thermal control and this was found

to be sufficient for the purposes of these experiments. Stage 1 remained part of the

apparatus as it provides the mounting points for the vibration isolation springs. Al-

though not temperature controlled or used for heatsinking, this stage still gives some

degree of passive filtering against thermal fluctuations in the helium bath. It has

a significant thermal inertia, it surrounds the entire inner stage (apart from some

small access holes on the top side), and the brass connection to the vacuum can

top-plate represents a considerable thermal impedance. The two thermal stages are

closed cylinders constructed from OFHC copper. The continuity of each cylinder is

broken only by a few small holes—made to provide access for the necessary wiring.

The stage 2 cylinder consisted of two copper disks, 5mm thick and 120mm in diam-

eter, separated by three copper rods (not shown in the figure). This arrangement

formed a cylindrical space that was enclosed by a copper sheet wrapped around its

circumference. A photograph of the second stage, with the copper shield removed,

is shown in figure 1.8.

The SPG and SQUID housing are attached to the underside of the top-plate

and so are completely enclosed by the copper cylinder, except for small feedthrough

holes in the top-plate for the heatswitch and current pump wiring. The cylinder

is separated from stage 1 by spacers of G10 fibreglass, which provide a thermal

impedance of 1800K/W at 4.2K. Combined with an expected heat capacity of

0.75 J/K, this gives an estimated thermal time constant of 1320 seconds, if radiative

effects and thermal conduction through the exchange gas are ignored. These details
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are discussed more completely in appendix F.

The actual thermal time constant for a thermal vacuum below 3 × 10−6 Torr

was typically greater than 1800 seconds. The larger value may be because such

measurements were taken slightly above 4.2K, where the time constant is expected

to be longer. It could also be due to an under-estimation of the thermal impedance

for G10.

The vacuum can is suspended by the stainless steel pump-tube and forms the

bottom part of a dewar insert which mates with a 40 litre top-loading helium dewar

(section 1.5).

Cantilever
springs

SQUID
housing

Superconducting
pressure
gauge

G10 fibreglass
spacers

Stage 1

Stage 2

Indium
seal

Vacuum
can

Pump-out
line

Precision 
resistance
thermometers

Servo 
heater

Helium
bath

Figure 1.10: A schematic of the experimental arrangement within the vacuum can,

showing the thermal design of the SPG. Active thermal control was only applied to stage

2, while stage 1 provided a degree of passive isolation. The positions of the servo heater

and thermometers are approximate.
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1.4.1 Thermal control

Temperature measurement and control of the inner stage, including the SPG, was

achieved using two resistance thermometers (one germanium and one carbon-glass)

and a minalpha wire heater. The thermometers and heater were mounted on the

copper top-plate as shown symbolically in figure 1.10. The photograph of the inner

thermal stage in figure 1.8 shows the exact locations of these components.

In normal operation the carbon-glass thermometer was used ‘in-loop’ to derive

an error signal for the feedback control, while the germanium resistor was used to

monitor the temperature independently. These functions could be easily reversed

during an experiment. The feedback control was provided by a multi-channel re-

sistance conductance bridge and PID temperature controller.18 This system was

capable of controlling the temperature of the top-plate to within 0.1mK of a given

set point; limited by the measurement bit noise of the controller.

The temperature controller was interfaced to a personal computer via a GPIB

link, allowing all of the relevant servo parameters to be easily adjusted. In particular,

a computer program could alter the temperature set-point while acquiring data, and

thereby obtain the thermal response of the system over a wide range of temperatures.

This technique was used extensively during the later experimental runs.

To increase the effectiveness of the thermal control, stage 2 should be well insu-

lated from the helium bath, and so have a long thermal time constant with respect to

heat from or to the bath. As noted above, when the vacuum was below 3×10−6 Torr

the thermal conductance of the residual gas was negligible and the time constant

was as long as 30 minutes or more. In principle, when combined with a theoreti-

cal internal time constant of 1.8 seconds (appendix F), this could give the thermal

control of the SPG an improvement of

G ≈ τext

τint

=
1800

1.8
= 1000 (1.1)

over the thermal fluctuations in the helium bath—typically 1mK rms over time

scales greater than τext.

However, in practice the long thermal response to the helium bath made most

measurements impractical since they involved frequent changing of the temperature

set-point, after which the SPG would not return to equilibrium for some hours. Even

without adjusting the set-point these conditions were unworkable because of the long

relaxation time involved whenever the heatswitches were opened. This same prob-

lem has been faced by other experimenters [12, 24] when using similar instruments

containing superconducting circuits. Paik and Richard [24], for example, note that

the thermal vacuum had to be maintained at an elevated pressure of 10−4 Torr in

18Model 1802 Digital R/G Bridge, Quantum Design Inc.
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order for the system to regain equilibrium within 500 seconds after activating the

heatswitches.

For the same reason, the gauge was usually operated in a thermal vacuum of

about 10−4 Torr where the thermal transients settled down after 5–10 minutes. In

this case the thermal conductance to the SPG was clearly dominated by the residual

exchange gas which shorted-out the slower relaxation paths, giving a thermal time

constant in response to the bath of 60–90 seconds. This degraded the performance

of the thermal control and gave the gauge an unwanted sensitivity to the thermal

vacuum pressure and helium bath conditions. However, these effects turned out not

to limit the overall performance.

Another limit on the thermal control performance arose because the SPG itself

was not in good thermal contact with the thermometry plate. This meant that the

theoretical value of 1.8s for the internal time constant was not realistic.19 Originally

the connection was only through stainless steel bolts and spacers. But even after

the spacers were replaced by a copper plate, a substantial relaxation time was still

observed. The real problem appears to be the large internal time constant of the

SPG. This is due in part to the large heat capacity of the niobium gauge body,

but the most significant factor is the poor thermal contact between the main body

and the elements of the coil/diaphragm ‘stack; in particular, the diaphragm sense

surfaces and the whole superconducting circuit are well insulated from the remainder

of the gauge. This is a limitation that would be worth attempting to remove in any

future versions of the instrument.

1.4.2 SPG wiring

In any temperature-controlled cryogenic system, the performance will be compro-

mised by heat leaks from the controlled body to the helium bath. Apart from the

mechanical mounting points and any residual exchange gas, the most potentially

significant source of these leaks is the wires that pass from the interior of the sys-

tem to the bath. With this in mind, the wiring was carefully arranged in order to

minimize the possible adverse effects from such heat leaks.

Using a single stage of thermal control greatly simplified the wiring require-

ments, both in terms of the number of wires and the number of heatsinks and

connectors required. All heatswitch and thermometry wires passing through the

vacuum feedthroughs20 are terminated immediately at a connector on the underside

19The copper top-plate typically reached thermal equilibrium 4–5 times faster than the SPG.

The long relaxation of the SQUID signal and heater power are evidence that thermal gradients in

the SPG take a long time to reach equilibrium.
20There were 20 such wires in total.
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of the top-plate.21 From this point they pass directly to a connector on the second

thermal stage via 0.0035 inch CuNi-clad NbTi wires. These wires have the advan-

tage of a low thermal conductivity yet high electrical conductivity below Tc, while

still allowing a solder connection. After attaching to stage 2, the wires are changed

again to 0.003 inch copper and then heat-sunk to the top-plate.

The current pump wires were not heat-sunk at the second stage but passed

directly to the SPG. In order to minimize the heat leak, 0.005 inch NbTi wires

were used. However the main concern in connecting them directly from the vacuum

feedthroughs to the SPG was not minimizing of the heat flow but preventing condi-

tions which could lead to thermal runaway when large currents were being ‘pumped’.

Experience with the UWA superconducting gravity gradiometer [12] has shown that

attaching superconducting wires to normal feedthroughs can often lead to thermal

runaway when sufficiently large currents are used. Heat generated in the normal

metal of the feedthrough is enough to raise the superconducting wire temperature

above Tc. This in turn generates more heat as the current flows through the (now

very resistive) wire. If it is free-standing in the thermal vacuum, or is not otherwise

well heat-sunk, the wire will continue to heat-up while the current is present until

the melting point is reached—usually in a very short time.

Heat-sinking the superconducting wire close to the normal feedthrough is one

potential solution to this problem. However, it turns out that it is not practical

to provide the degree of heatsinking required.22 Instead, the probable causes of

hot spots must be removed. To achieve this a technique used on the UWA grav-

ity gradiometer was employed which avoids attaching the NbTi wires to normal

feedthroughs in vacuum. Hollow-pin feedthroughs are used, with the wire passing

through them to form a continuous superconducting path from the vacuum space

to the helium bath. Once outside the thermal vacuum, the wires are well heat-sunk

by the liquid helium and can be soldered to a normal connector. This arrangement

is pictured in figure 1.11 which shows how the hollow pins are vacuum-sealed by a

ball of solder where the wires emerge.

The wires that pass from the vacuum to the helium space are Cu-clad NbTi so

that the solder connections can be made with the hollow pins at the feedthrough and

with the normal connector where they are terminated. However, within the vacuum

space, all high-current joins must be fully superconducting in order to avoid thermal

21In early experimental runs the capacitor plate wires were bundled with the thermometry

and heatswitch wiring. However, in later experiments they were separated and passed, with two

connections but without heat sinking, directly from the top-plate to the SPG. This was not found

to degrade the thermal control significantly.
22Occasionally, thermal runaway was seen in the SPG current pump wires and in these cases

they were found to have melted even to within a few millimetres of the nearest heatsink.
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Current pump lead
(0.010 inch Cu-clad
NbTi wire)

Vacuum can
top plate (brass)

Hollow pins
(stainless steel)

Silver solder

Stainless steel

Glass ceramic

Figure 1.11: The superconducting Cu-clad NbTi current pump wires pass through the

hollow pins in the ceramic glass feedthrough. A vacuum seal is formed by a ball of silver

solder as the wires emerge from the top of the pins.

runaway. Another connection was required in the vacuum space in order to make the

SPG detachable from the vacuum can. Therefore screw-terminal connections similar

to those used on the circuit board were made immediately below the vacuum can top-

plate and the incoming NbTi current-pump wires were terminated there. To obtain

a continuous superconducting connection, the copper cladding was first removed

from the NbTi wire by etching with a 50% solution of nitric acid for ten minutes.

The SQUID wiring also passes directly from the vacuum can top-plate to stage 2

with only a single connector and no heat sinking. The cable making this connection

consists of ten 0.003 inch copper wires enclosed within a thin stainless steel braid.

Neither these copper wires nor the current pump wires, which also passed directly

to the second stage, appear to compromise the thermal control.

1.5 The dewar

The essential components of the experiment contained within, and surrounding, the

dewar can be roughly separated into four groupings:

1. The electrical wiring—most of which is used in controlling the SPG.

2. Components used in monitoring and maintenance of the helium bath.

3. Components used to measure, isolate and control vibration.

4. Components used in monitoring and maintenance of the thermal vacuum.
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These four aspects are discussed below with reference to the diagram of the

dewar insert in figure 1.12.

1.5.1 Dewar wiring

The turret situated on the dewar top-plate contained the wiring for the heatswitches,

the thermal control, the capacitor plate, and the Allen Bradley thermometers. The

wires were connected at the top of the turret by a 26-way bayonet connector (BC-26)

and two BNCs. Within the turret were the rf filters described in section 1.2.4; the

wires passed into the helium space via a 30-pin feedthrough located in the dewar

top-plate. As well as providing a convenient housing for the rf filters and some rf

shielding, the turret also prevented the excessive build-up of condensation, which

may lead to short circuits between the feedthrough pins.

To minimize the heat leak into the helium bath, the wiring from the 30-pin

feedthrough was taken from the dewar top-plate to the experiment vacuum can

via 0.003 inch copper wires,23 sheathed in groups of 10 with teflon tube or nylon

braid. Two of these groups plugged directly into Oxford 10-pin feedthroughs on

the vacuum can top, while the others, containing the leads for the Allen Bradley

resistors, connected to a plug just below the lowest baffle. From there, wire-wrap

was used to connect to the five resistor thermometers.

The current pump wires entered the dewar through a separate Oxford 10-pin

feedthrough. These wires need to carry large currents (up to 10 Amps) and don’t

require filtering at the dewar top since when not in use they are disconnected by

the relays positioned just below the top-plate in the helium space. The 10-pin

feedthrough also carried wiring for a boil-off heater (positioned on the bottom of

the helium fill-tube) and the control for the relays. Another separate feedthrough

was located on the top-plate for the SQUID wiring.

Because of the high currents involved, wire-wrap was used for the current pump

leads from the relays at the top of the helium space to a connector just below the

last baffle. From that point 0.010 inch Cu-clad NbTi was used since the operating

temperature below this point should always be less than Tc for this superconductor

(∼9–10K). As mentioned above, the use of Cu-clad NbTi allowed the leads to pass

directly into the vacuum space through the hollow-pin feedthroughs (section 1.4.2).

23In later experiments many of the low-current thermometry lines were replaced with minalpha

in an attempt to reduce the heat leak. However, this did not appear to have any effect on the

helium boil-off rate.
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1.5.2 Helium bath

The dewar and insert were not designed specifically for the present experiment,

and thus some compromises in the apparatus were inevitable. One of the more

significant of these was a gap of about 10cm between the bottom of the vacuum

can and the dewar bottom which led to an unnecessary reduction in the dewar

hold-time. However, the dewar still provided a two day hold-time, which did not

interfere significantly with the operation of the experiment.24 The boil-off rate was

typically about 0.4 litres per hour and appeared to be due mainly to the heat flow

down the stainless steel pump-out pipe. Following the first run, a boil-off heater was

located on the bottom of the helium fill-tube so that later experimental runs could

be brought to an end in a controlled manner.

Allen Bradley resistor thermometers were positioned on the lowest three baffles,

the vacuum can top-plate, and the bottom of the lead bucket shield. Once they had

been calibrated and typical ‘warm-up curves’ had been obtained, these thermometers

provided an accurate indication of the liquid helium level within the dewar.

1.5.3 Vibration isolation and control

The SPG is mechanically isolated from its surroundings by cantilever niobium springs

at both the upper and lower mounting points of stage 2 (figure 1.10). The entire

inner stage moves on these springs with a resonant frequency of 38Hz, providing

good passive isolation of about 60dB against vertical motion at the fundamental di-

aphragm resonance of 1.3kHz. This isolation was absolutely necessary for operation

of the SPG. Even with this soft-spring mounting, the SQUID signal contained a

significant amount of noise from vibrations in the lab, and if the seismic environment

was particularly noisy, such vibrational noise was sufficient to cause the SQUID to

go ‘off lock’.

For this reason, during operation of the SPG experiment, the dewar was usually

suspended from the ceiling by a crane, using two coil-springs. This suspension

gave the entire apparatus a resonant frequency in vertical motion of about 1.5Hz.

In principle, this provided a further 120dB of isolation at 1.3kHz. However in

practice the effect was much less due to the many other physical connections between

the dewar and the lab frame—for example through the instrumentation wiring and

helium boil-off line.

24The vibration and condensation involved with a transfer of liquid helium into the dewar pre-

vented any SQUID measurements from being made during this process. Therefore continuous

measurements were limited to two days; though in practice the interruption caused by a transfer

was often negligible.
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Figure 1.12: Diagram of the dewar insert as it appeared before lowering into the dewar

for pre-cooling. The lead shield surrounds the vacuum can, with Allen Bradley resistors

placed above and below for helium level detection. The beginning of the current pump

wires is shown near the top of the dewar so as to indicate the positioning of the relays

below the top-plate. Other wiring is not shown.
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An accelerometer25 was positioned on the dewar top-plate to allow the vertical

acceleration measurements necessary for calibrating the vibration sensitivity of the

SPG (section 3.2). This calibration was assisted by the loudspeaker attached to

the top of the vacuum lines, which was designed to push against the suspension

on the other side of the springs. This allowed the dewar motion to be driven in a

controlled manner with broad or narrow-band vibration, which made it possible to

easily characterize the acceleration sensitivity.

1.5.4 Vacuum

The experimental chamber was evacuated using a rotary vacuum pump, which was

located outside the laboratory so as to minimize noise and vibration. This was

usually sufficient to reach a pressure of 2 × 10−4Torr, at which point a diffusion

pump was used to lower the pressure further—usually to 10−6 or less, once the

experiment was cold. A Pirani gauge, measuring from 10−1 to 10−3 Torr, was used

for the initial pump down and an ionization gauge was used when operating the

experiment at cryogenic temperatures.

Once the experiment had settled, following the initial cool-down and pump-down,

the vacuum line was usually valved and disconnected from the dewar in order to

reduce vibration noise when suspended from the crane. The vacuum was usually set

at about 10−4 Torr by the admission of a small amount of helium exchange gas. It

was typically held at this level for several days, or even weeks, by the cryopumping

action of the cold metal surfaces.

1.5.5 Instrumentation

A GPIB interface formed the backbone for most of the instrumentation associated

with these experiments. The temperature controller and two digital voltmeters

(DVMs) were connected to this bus, which was managed by a GPIB controller

interfaced via a serial line to a Macintosh computer.

Figure 1.13 shows the configuration of the instruments connected with the GPIB

bus. The temperature set-point was controlled through the QD1802 controller,

which was also used to measure all of the resistance thermometers in the experiment.

A digital voltmeter was used to log the SQUID output by connecting it to the SQUID

controller unit via a suitable anti-aliasing filter. A second DVM attached to the bus

provided some flexibility in allowing other signals of interest to be logged during

experimental runs. This auxiliary channel was useful when diagnosing intermittent

noise sources or observing the SQUID signal at frequencies above the anti-aliasing

25Ferranti accelerometer type FA6D; Ferranti Instrumentation Ltd.
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filter cut-off.

Also included in the diagram is an audio spectrum analyser26 which was used

for a variety of measurements, including mechanical transfer functions and noise

spectra from the SPG output. A synthesizer and power amplifier used to drive the

SPG capacitor plate, and the loudspeaker used for mechanical excitation, are not

shown in the figure.27

Auxillary channel

To dewar

GPIB
Controller

Digital voltmeter

Digital voltmeter

Spectrum analyser
(SRS780)

Serial line

GPIB bus

Serial line

Temperature
controller
(QD1802)

SQUID controller
(QD5000)

Macintosh
computer

Anti-aliasing
filters

Figure 1.13: Some of the instrumentation used in monitoring and controlling the ex-

periment. The GPIB bus provided a two-way interface allowing adjustment of the tem-

perature control, as well as temperature monitoring, logging of the SQUID output, and

a variety of other signals. A serial interface to a spectrum analyser was used to capture

spectra and time-traces at frequencies beyond those observable through logging of the

DVM.

Two types of software were used to drive the GPIB bus. A temperature moni-

toring program was written in LabVIEW28 and was used primarily for observing the

Allen Bradley resistor thermometers through the QD1802 temperature controller.

These observations gave a good indication of the helium bath level, particularly

during the cool-down and warm-up phases.

IGOR Pro29 was the main software package used to interface with the experi-

26Stanford Research Systems, SRS780.
27The current pump controller (CPC) used to set the persistent currents within the SPG circuit

is also not included in this figure. It is interfaced to the same Macintosh computer via a separate

I/O card and bus. This system is described in detail in section 2.1.2.
28National Instruments, LabVIEW 5.1 for the Macintosh.
29IGOR Pro 3.1, WaveMetrics, Inc.
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ment via the GPIB bus. By communicating with the temperature controller and

the DVMs, IGOR Pro was used to adjust the servo set-point and to log both the

temperature and the SPG output. This software was also used in the majority of

the data analysis and presentation.

Several IGOR macros were developed to drive a variety of measurements in which

the temperature of the SPG was changed over time. These types of measurement

form the basis for much of the discussion in the following chapters.
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Chapter 2

Preliminary experiments

Successful operation of the SPG, in the configuration already described in chapter 1,

relies on the functioning of several components and processes. A moderate voltage

applied to the capacitor plate must be sufficient to simulate a hydrostatic pressure

capable of causing a significant deflection in the diaphragm. This deflection must

alter the inductance of the pressure-sensing pancake coil, and therefore result in

a strong signal at the SQUID. The sensitivity of the SQUID to the inductance

modulation relies on the presence of a significant persistent current in the sensing

coil. Finally, the noise floor of this pressure transducer must be sufficiently low to

meet the requirements outlined in section 1.1.1.

In the first experimental run, the first significant task was to establish a persistent

current within the superconducting circuit. This involved an in-depth characteri-

zation of the circuit so that the currents could be stored and maintained reliably.

The first part of this chapter describes the techniques involved in establishing these

currents in a repeatable manner, in order to make the SQUID output signal sensitive

to changes in the circuit parameters.

Once an output signal had been obtained in response to excitation of the ca-

pacitor plate, the next objective was to determine if in fact the SPG was operating

in the fashion described above. A variety of experiments was carried out to ensure

that the SQUID signal arose from a real motion of the titanium diaphragm caused

by the electrostatic force of the capacitor. These initial experiments also showed

that the gauge could operate consistently over long periods of time.

Measurements from these experiments are presented in the latter part of this

chapter as evidence that the functioning of the SPG is well understood. Many

of these results are of interest in themselves, as discussed later. They also form

a substantial characterization of the gauge and provide a necessary experimental

background to the following chapter.
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2.1 Operation of the superconducting circuit

2.1.1 Supercurrent flow

As described in section 1.2.1, the superconducting transducer in the SPG produces a

signal in response to an inductance change within a superconducting circuit element.

Current flow in the circuit is governed by the law of flux conservation in closed

superconducting loops so that, in general, any inductance change will affect the

current in all parts of the circuit. This includes the current flowing through the

input coil of the dc SQUID magnetometer, which gives the output signal for the

gauge.

L1 I0 L2

Figure 2.1: A single superconducting loop containing two inductors. A change in the

inductance L1 leads to a change in the circulating current according to equation 2.2.

For a simple circuit like the one in figure 2.1 it is straightforward to calculate the

change δI0 in the circulating current as a function of the change in the inductance

L1. Flux conservation requires that

Φ = (L1 + L2)I0 = (L1 + L2 + δL1)(I0 + δI0) (2.1)

is constant. Expanding the rhs and ignoring the second-order term1 gives

(L1 + L2)I0 = (L1 + L2)I0 + (L1 + L2)δI0 + δL1I0

0 = (L1 + L2)δI0 + δL1I0

δI0 = −I0

(
δL1

L1 + L2

)
. (2.2)

The change in current is proportional to both the current in L1 and the change

in inductance. Although real circuits are in general more complicated, these two

proportionalities are maintained. Any arbitrary network of discrete inductors can

be simplified to a circuit model such as this, where L1 is any varying inductance and

L2 represents the remainder of the circuit which is in parallel with L1. Furthermore,

1This may be safely ignored for the pancake coils in the SPG as δL is always much smaller than

the inductance L.
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since for small δL the model is linear, it can be extended by superposition to any

case in which several inductances are varying simultaneously.

This is considered in more detail in appendix C.2, where it is shown that any

combination of inductance changes can be modelled by current sources, IΣ, placed

either in series or in parallel with the variable inductors. For most calculations

performed here, the parallel current source model will be used. It has a more simple

expression for the current source, and in general only the current in the SQUID

loop is of interest.2 Furthermore, this model allows the effects of several varying

inductances in parallel (as in the SPG) to be easily combined, simply by summing

the individual current sources.

I0L1 L2= ∆L1
L1

IΣ I0

Figure 2.2: The parallel current source model (appendix C.2) applied to the loop circuit

of figure 2.1. This model gives the change in the current through L2.

Application of this model to the single loop of figure 2.1 is demonstrated in figure

2.2. A current source of

IΣ = I0

(
δL1

L1

)
(2.3)

is placed in parallel with the varying inductance L1, where +I0 is used because it

is the current flowing downward3 in L1. The current from the source is then shared

between L1 and L2, so the additional current flow downward in L2 is given by

δI2 = IΣ

(
L1

L1 + L2

)
= I0

(
δL1

L1 + L2

)
. (2.4)

The current in L1 is not given directly by the model. However, it may be easily

found, since current conservation requires that δI1 = -δI2, which is consistent with

the expressions for these two quantities in 2.2 and 2.4.

The above analysis shows that, in general, a change in any inductor within the

superconducting circuit will alter all the circuit currents by an amount proportional

to both the inductance change δLi and the persistent dc current Ii flowing in the

2The parallel current source model yields all currents directly, except for the current in the

variable inductor (appendix C.2). This current may be found easily, if needed, by taking the

algebraic sum of the other circuit currents, but it is rarely of interest.
3In all diagrams, the inductor currents are considered as positive when flowing down the page.
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inductor. It also provides a method for determining the magnitude of such a current

change in the SQUID input, and therefore the size of the output signal in response

to an inductance change, provided the circuit inductances are known with sufficient

accuracy. These are important results for understanding the operation of the SPG

and will be used later in verifying the calibration of the gauge (section 2.2.1 ).

The circuit used in the initial characterization of the gauge is shown in figure

2.3. This is the same circuit as shown earlier (figure 1.1), but a schematic of the

diaphragm, niobium mushroom and the capacitor plate are included here in order

to show more of the SPG function.4

dc 
SQUID

HS1 HS2

Current pump leads

I2I1 Lb LSLp

Nb Mushroom and
sense-surface

Capacitor Plate

Diaphragm

1 2

Figure 2.3: The first and most simple superconducting circuit used in the SPG. The

diaphragm and capacitor plate are included to illustrate their relationship to the circuit

through the pressure-sensing inductor Lp. An electrostatic pressure may be applied to

the diaphragm by charging the capacitor plate.

2.1.2 Current pumping

Operation of the SPG requires precise control of the persistent currents within

the superconducting circuit. These are established by passing current into the

heatswitches5 so that the niobium wire goes normal, and then ‘energizing’ the rele-

vant circuit inductors by injecting current through the pump leads. The flux gener-

ated in these inductors is then trapped within them when the heatswitch cools and

the superconducting loop is restored.

4In figure 2.3 the diaphragm is drawn bowing away from the capacitor plate, as if under a

hydrostatic pressure load. However, it is recognized that a charge on the capacitor plate always

causes the diaphragm to deflect toward it.
5This could be understood as current passing either through the superconducting wire within

the niobium tube, or through the heater wire wound around the tube end (see figure 1.9). Since

the former meaning has little significance in the current pumping process, it will be assumed that

‘heatswitch currents’ refer to those in the heater wire unless explicitly stated otherwise.
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Although not so essential for the simple circuit design used in these initial ex-

periments, the later experimental runs, which employed internal compensation tech-

niques, required a highly accurate and consistent method of current setting. To

achieve this, the magnitude and timing of the current pulses applied to both the

heatswitch and current pump wires were controlled electronically. Even for the sim-

ple circuit this had the advantage of providing some degree of absolute accuracy

for calibrating the gauge, since the magnitude of each persistent current could be

determined precisely. It also allowed the currents to be set easily and consistently,

with the minimum amount of heat being deposited in the SPG. This technique of

electronic current control was developed for the more complicated pump sequences

used in the UWA gravity gradiometer [12].

Before the currents can be ‘pumped’, however, both the magnitude and timing of

the pump and heatswitch currents must be carefully chosen in order to configure the

persistent currents correctly—not least of all because the heatswitch opening times

are not a simple function of the heatswitch currents. The choice of pump currents

and their sequencing is discussed in the following section, but first the means of

control will be described.

The current pump controller

The heatswitch and pump currents are supplied by a set of voltage-controlled cur-

rent sources (VCCS). The heatswitch current sources can supply up to 100mA, and

the control voltage is determined by the output of a 12-bit digital-to-analogue con-

verter (DAC). The sources for the pump currents can supply up to 1000mA and

are controlled by a 16-bit DAC. The DAC inputs are connected to a common data

bus through latches that are activated by a 6-bit address decoder. In this way each

combination of address-decoder, latches, DAC, and VCCS forms a channel with a

unique 6-bit address. Figure 2.4 shows the slightly different designs used for the

heatswitch and pump current channels.

Aside from the address and data buses, all channels are fed by a common ‘write

enable’ (WR) line. A channel is switched ‘on’ by placing the value of the current

(scaled to a 16 or 12-bit binary sequence) on the data bus, the channel address on the

address bus, and then activating the WR line. Switching channels ‘off’ is achieved

similarly by loading a zero current value into the DAC inputs. However, since, in

general, this does not translate exactly to zero current from the current source, and

because the current wires act as antennas funneling rf noise into the dewar, they are

all disconnected by the relays positioned beneath the dewar-top when not in use.

Each of the heatswitches are hard-wired to the VCCS of an individual channel,

but the current pump wires are connected through banks of relays to the source
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12-bit DAC

VCCSWR
CS
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00-11

WR

Address lines
00-05

Current Pump Controller DewarBus from PCI-1200 
I/O card

Address
Decoder

(a) Heatswitch channel

Latches

Addr lines
00-05

CS
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00-15

WR

16-bit DAC VCCS

I-

I+

Address
Decoder

Relay controlled by latches (not shown)
which are addressed in a similar manner 
to those driving the DAC input lines.

(b) Pump-current channel

Figure 2.4: Schematics indicating the design of the current drivers used to control the

heatswitch and pump currents when setting up persistent currents within the SPG. These

channels were housed within a single unit, the current pump controller, which was con-

trolled via the data and address lines by a Macintosh computer running LabVIEW

software. (a) One of the five heatswitch driver channels used for controlling the SPG

heatswitches. (b) One of the two pump-current drivers, each of which could be connected

between any two of the five SPG current pump leads.
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and sink on each of the two pump-current supplies. The relays are addressable in

the same manner as the DACs, so individual pump leads can be connected and

disconnected to and from the current supplies as required during the automated

pump sequence. At any given time, this allows up to two independent currents to

be passed into the circuit through any pair of current-pump wires. The two pump-

current supplies may even be wired in parallel across the same pair of pump wires,

giving a maximum pump current of two Amps. This technique was often used when

pumping currents greater than one Amp in the SPG.

For still greater currents, the pump-current channel can be used as a means

of switching an external current source (attached at ‘I+’ and ‘I−’) into the SPG

pump leads. This allows currents of up to four Amps to be used before the current

capacity of the relays was exceeded. For currents greater than four Amps, accuracy

and consistency were not so important as the characterization could be performed

adequately at lower current settings. For these large currents an external source was

attached directly to the current pump leads at the dewar. The external supply was

switched manually, while the heatswitches remained under automatic control.

The current pump controller (CPC) contained 32 heatswitch channels, 2 pump-

current channels and 8 channels for addressing the pump-current relay banks.6 As

mentioned earlier, this hardware was developed for the UWA gravity gradiometer,

which required accurate sequencing of the heatswitches and pump currents for good

repeatability in setting the persistent currents. Originally the CPC was driven by

a PDP-11 computer. User interface software on a Macintosh computer allowed the

operator to key-in the parameters for the pump sequence which were then passed

to the PDP bus-driving software via a serial line.

After the first two experimental runs with the SPG this system failed and a

replacement was sought. Hardware was needed to drive the CPC buses and software

was required to provide an interface for easy programming of the pump sequence.

Several solutions were trailed before deciding to use a general-purpose PCI I/O-

card7 with a Macintosh computer. Software was coded in LabVIEW to drive the

I/O-card and to provide a graphical user interface for setting the pump sequences.

This system was found to function well and was used, with little modification, for

the remainder of the SPG experiments.

The pump sequence

The LabVIEW interface allowed a current pump sequence to be specified in terms

of the starting time, duration and magnitude of each current pulse. The timing was

6Some of the 64 channel addresses were unused.
7PCI-1200, National Instruments Corporation.
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limited to a resolution of 1ms by software rounding, but this level of precision was

more than sufficient.

The heatswitch currents had a potential resolution of 0.024mA, provided by

the 12-bit DAC. However this was limited in practice to 1mA due to rounding

in the pump-control software. Such precision is not required for the heatswitch

currents. However, for the pump currents high resolution is needed to provide the

fine adjustment of the currents required for compensation (sections 3.1 and 3.2).

The software allowed currents to be specified to within 0.01mA, though the ultimate

resolution provided by the 16-bit hardware was 0.015mA.8 In practice the resolution

was limited by noise to about 0.05mA. The absolute calibration of the CPC was

measured using a digital ammeter and found to be accurate to within 1%.

Figure 2.5(a) shows a pump sequence which could be used to trap two indepen-

dent currents in the superconducting circuit of figure 2.5(b). It consists of two short

heatswitch pulses and two pump-current pulses of longer duration. The heatswitch

pulses are extended by a dashed line to indicate the length of time for which the

switch remains open. Depending on the size of the current pulse, this duration could

be many times longer than the pulse itself as the niobium wire within the heatswitch

tube re-cools to its critical temperature of about 9K.

In the first part of the sequence, the pump-current source ‘A’ passes a current

through pump leads 1 and 2 and into the circuit loop formed by the inductors L1

and L2, and heatswitch 1. While these elements are superconducting the current

distribution is determined by the conservation of flux within the loop.9 Therefore,

the current is shared according to the relative inductance of each path and almost

all of it flows between the pump leads through the small heatswitch inductance,

LHS, with very little passing through L1 or the other inductors. However, once

heatswitch 1 is activated and a small part of the superconducting wire becomes

resistive (the ‘open’ state), flux conservation no longer holds. The resistance of the

normal-conducting wire re-directs the current flow down through L1, returning to

pump lead 2 through the parallel combination of L2 and L3. The current is shared

between the two inductors so as to conserve the flux in the central circuit-loop.

A little later, when heatswitch 2 is opened, the return path through L3 is effec-

tively blocked and all of the pump current passes through L1 and L2. This current

pattern, and the flux associated with it, are locked into the loop when heatswitch 1

closes a short time later. Then, as the external current is removed, a persistent cur-

8Higher resolution is achievable using the double heatswitch arrangement described in sec-

tion 3.2.
9In such a case flux conservation requires that the individual inductor currents are weighted

according to the inverse magnitude of each inductance—in the same way as currents in a parallel

resistive circuit (appendix C.2).
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Heatswitch #1

Heatswitch #2

TimePump sequence
begins

Pump sequence
ends

Current pump 'A'

Current pump 'B'
= pump lead 2I+
= pump lead 3I-

= pump lead 1I+
= pump lead 2I-

(a) Pump sequence

dc 
SQUID

1 2

HS1 HS2 HS3

3

I1 I2 I3L3L1 L2 LS

LHS LHS LHS

(b) Example circuit for current pump

Figure 2.5: (a) A possible pump sequence for setting two independent persistent currents

within the SPG. The dashed lines following the heatswitch pulses represent the duration

for which the heatswitch remains open. Switching heatswitch 1 (HS1) open then closed

traps the current pump ‘A’. Firing heatswitch 2 (HS2) before removing the current pump

‘A’ prevents the latter from influencing parts of the circuit (L3 and LS) to the right of

HS2. Current ‘B’ is trapped when HS2 closes. It is shared between L1 and L2. (b) The

circuit corresponding to the example pump sequence above. The current-pump leads are

labelled ‘1’, ‘2’ and ‘3’.
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rent begins to circulate in the loop in order to maintain the trapped flux. The central

loop is not affected by the removal of the pump-current ‘A’ because heatswitch 2

remains open, preventing any current flow. If this heatswitch were to have remained

closed for the entire pump duration, then the resulting persistent current in the first

and second loops would have been different.

The persistent current I1 is not equal to the pump current IA because of the

finite inductance of the heatswitch, LHS. When the pump current is removed, the

circulating current adjusts according to the requirement of flux conservation:

Φ = IA(L1 + L2) = I1(L1 + L2 + LHS)

so I1 = IA
L1 + L2

L1 + L2 + LHS

(2.5)

However, the heatswitch inductance is expected to be relatively small, so that I1 ≈
IA. Experiments revealed the heatswitch inductance to be approximately 1000 times

smaller than that of the circuit inductors, confirming the above approximation.10

In the remainder of the sequence, a second current source (‘B’) is used to sink a

current into pump lead 2 and to draw it from pump lead 3. In this case heatswitch

2 is already open before the current pumping begins. By itself this does not affect

the end result, as the pump current flows in L2 and L3 exactly as it would if the

events were reversed in order. The critical events in a pump sequence occur when

the external pump currents are removed. At these times it is the heatswitches that

are open, or have been open since the pump currents last changed, which determine

the configuration of the persistent currents.

For the circuit of figure 2.5(b), with a SQUID forming part of the final loop,

heatswitch 3 would normally be held open during the entire sequence to ensure

that no significant current flowed in LS either during the sequence or following its

completion.

Heatswitch characterization

Construction of a reliable pump sequence requires a good knowledge of the electrical

and thermal transient times involved—in particular, the relationship between the

heatswitch current pulses and the resulting time window during which the heatswitch

remains open. The electrical transients were all found to be in the order of a few

milliseconds and were therefore easily isolated by including a buffer period of∼100ms

between pump sequence events. The heatswitch opening windows were characterized

by the application of various current pulses to the individual heatswitches. During

each current pulse the SQUID signal was monitored to determine the heatswitch

opening and closing times.

10See appendix B.1.
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Figure 2.6: The arrangement used for direct excitation experiments. An rf filter is

connected between an ac voltage source and current pump leads 1 and 2 of the supercon-

ducting circuit.

This was achieved in the preliminary characterization of the SPG circuit by

driving the current pump leads with an external ac current and observing the change

in the SQUID output when a heatswitch was opened. Due to the high current-

sensitivity of the SQUID, and its susceptibility to rf noise degradation, the driving

signal was attached to the current pump leads through an rf filter as shown in figure

2.6. The 270KΩ resistors and 220µF capacitor combine to form a low-pass filter

with an attenuation of approximately 60dB at 1MHz. This level of filtering was

sufficient to maintain stable operation of the SQUID. Applying a low-frequency

5V drive to the input of this filter results in a current of about 10µA entering the

superconducting circuit.

Figure 2.7 shows the SQUID signal observed while using this set-up to drive

current pump leads 1 and 2 (figure 2.3) with a 1µA current (p-p), at a frequency

of 5Hz. The large jump in the signal magnitude corresponds to the opening of

heatswitch 1, which redirects the excitation current through the SQUID input. In

this case the heatswitch was opened by a 60mA current pulse having a duration of

20ms, as indicated by the vertical lines. From the data in this figure, the duration

of the opening was about 380ms. In this manner, each heatswitch was characterized

in terms of its opening duration for various combinations of heatswitch current and

pulse duration, as shown in table 2.1.

The delay between the onset of the heatswitch current pulse and the opening of

the switch was found to be only a few milliseconds.11 Such a small delay was not a

11The exceptions to this were cases in which the heater current was barely sufficient to open the

switch. These current levels were sometimes used if a heatswitch was to be held open for periods

of 5 seconds or more. However, in most instances, when operated in this mode, the heatswitches
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Figure 2.7: The superconducting circuit of figure 2.3 is driven by an external ac current

via the pump leads. The response of the SQUID is shown here, where the discontinuities in

the curve are a result of the SQUID temporarily losing lock at these times. The significant

increase in the magnitude of the ac signal, beginning at 130ms, is due to the opening of

heatswitch 1. Before this time, and after the heatswitch re-closes at about 520ms, the

ac signal is barely perceptible as most of the current flows through the heatswitch. The

timing of the 20ms current pulse used to activate the heatswitch is indicated by vertical

lines.

Heater current (mA) Pulse duration (ms) Opening time (ms)

40 20 380

40 30 1550

50 10 0

50 15 200

50 20 860

60 15 230

60 30 2300

60 40 3700

Table 2.1: The heatswitch opening time intervals corresponding to current pulses of

varying magnitude and duration.
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problem because of the time-buffer employed for the electrical transients.

The direct excitation of the circuit was also useful for determining the circuit

inductances. While driving a suitable pair of pump leads, the SQUID response was

observed as the excitation current was redirected by opening heatswitches. These

measurements yielded inductance ratios12 which are important in calculating the

absolute inductances of the discrete elements within the circuit. These ratios were

combined with other measurements and theoretical considerations to arrive at esti-

mates for the inductances as discussed in appendix B.

2.1.3 The inductors

The construction of the pancake coil inductors was described in section 1.3.3. Their

inductance is approximated well by considering them as a set of co-planar, concentric

wire loops packed into the same space as that occupied by the spiraling wire pancake;

the number of loops being equal to the number of turns in the coil. In such a model,

the total inductance may be calculated by summing the self inductance of each loop

and the mutual inductance between each pair of loops. This calculation is carried

out in appendix B.2.2. For the pancake coil used to sense the pressure diaphragm

in the SPG (p-coil), this yields an inductance of approximately 480µH.

The operation of the superconducting transducer relies on the variation of this

inductance with the motion of a nearby superconductor. Such a dependence exists

because the screening currents present on the surface of the superconductor vary

in proportion to the inductor current, through the influence of the magnetic field.

These screening currents, which flow even at dc, must be considered in calculating

the total field-energy and therefore the inductance of the pancake coil.

Each pancake coil is matched to a flat superconducting sense-surface positioned

parallel to the coil and separated from it by a distance x. In this case the screening

currents are easily modelled using the method of images. The arrangement is equiv-

alent to that shown in figure 2.8. Here an image coil, with an opposing current flow,

is placed a distance x beyond the superconducting surface, as if it was an image of

the sense coil in a mirror placed at the sense-surface. Such an arrangement gives the

same field distribution outside the superconductor as if the real screening currents

were considered; and so it can be used to calculate the inductance of the coil.

So, the total inductance can be calculated as a function of x by summing the self

and mutual inductances in this system of currents. This calculation is also treated in

were initially opened with a strong pulse and then held open with the minimal current.
12In this way, heatswitch characterization data (such as that in figure 2.7) obtained for this and

other superconducting circuits, was also used to estimate the relative magnitude of LHS , as referred

to earlier.
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Figure 2.8: A pancake sense-coil and its current image.

appendix B.2.2; it reveals a dramatic reduction, relative to the vacuum inductance

give above, for values of x significantly less than the width of the pancake coil. Even

the relatively large sense-coil-to-surface spacing of 0.6mm used in the preliminary

experiments13 translates to an inductance of only 58µH. Decreasing x tends to

lower the inductance since the fields from the coil and its image cancel each other

increasingly and so reduce the field energy. The inductance vanishes as x tends to

zero, since at this point the coil and its image are coincident and the net current

flow and field are zero.

A theoretical estimate of the toroidal ballast inductance (figure 1.4) can be made

using an expression given by Grover [25] for the inductance of a coil wound in a single,

close-packed layer around a toroid:

Ltor = µ0N
2(R−

√
R2 − a2)−∆L, (2.6)

where R is the radius of the toroid and a is the winding radius of the wire, as

indicated in figure 2.9. The ∆L term is a correction which allows for the discrete

nature of the wire.14 Using the dimensions of the SPG toroid, an estimate of the

total inductance is calculated in appendix B.2.1:

Ltor = 5.1µH.

The toroid inductance will be reduced by the action of screening currents in

nearby superconducting surfaces, but this effect should be minimal as the magnetic

field is concentrated within the toroid, and only a weak field is present at the walls

13Although the spacing between the sense-surface and the coil former in this case was 0.7mm, a

combination of the wire thickness and misalignment (figure 1.6) led to a reduced effective spacing

of 0.6mm for the wire (see B.2.2). This reduction of 0.1mm was assumed for all coil spacings in

the SPG.
14The correction depends on N and the packing efficiency of the wire around the torus.
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Figure 2.9: The toroidal ballast inductor, shown here partially wound, has approximate

dimensions R = 6mm and a = 2mm, with 122 turns.

of the toroid housing.15

It is important to note that in the circuit used for initial characterization of the

SPG (figure 2.3), the ballast inductor, Lb, was not Ltor but a second pancake coil

situated close to a fixed niobium surface: the ‘temperature compensation coil’ shown

in figure 1.4. This pancake coil was not used for precise temperature compensation

(section 3.1) in the first characterization experiments, though it did have a signifi-

cant temperature coefficient and inevitably provided some undetermined degree of

compensation against thermal noise.

During development of the SPG, circuit components were added and removed,

and the circuit was operated in three distinct configurations over the course these

experiments (chapter 3). Some inductance values changed as the distance between

the pancake coil and sense-surface changed, and some inductors were replaced with

others—as in the case of Lb noted above.

For the final experimental runs, during which the most complex circuit configu-

ration was used (figure 3.6), the inductances for each of the circuit components are

calculated in appendix B.2 by considering a variety of information: inductance ratios

obtained through direct excitation of the circuit; calculations from first principles

using a concentric loop model for the pancake coils; a standard inductance formula

for a toroidal coil; and the manufacturer’s value for the SQUID input inductance.

These values are listed in table 3.1 in the following chapter

However, during the initial characterization of the gauge considered at present,

the values were:

Lp = 58µH

15The behaviour of the SPG circuit in later experiments indicated a value of Ltor closer to 4.9µH,

as discussed in appendix B.2.3.
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Lb = 60µH

LS = 1.84µH, (2.7)

where the pancake coil inductances are calculated for a gap spacing of 0.6mm (ap-

pendix B.2.2).

The input inductance of both SQUIDs used here was quoted by the manufacturer

at approximately 1.8µH. Thus the requirement of Lb � LS is satisfied for the values

above, and the sensitivity is not impaired by the ballast inductance (section 1.2.1 and

appendix C). Even in the later experiments, when the toroidal inductor (∼ 5µH)

was used for Lb, the resulting decrease in sensitivity was less than 30%.

The dependence of the pancake coil inductance on the coil-surface spacing, x,

means that for small movements of the diaphragm, such as those being considered

here,16 the inductance change, δL, can be considered as proportional to the change

in the coil-surface spacing, δx. So,17

δL =
dL

dx
δx. (2.8)

The previous result (section 2.1.1) showed that if any of the circuit inductors

change by an amount δLj, the resulting change, δIi, in any of the circuit currents

will be proportional to δLj to a good approximation. Hence, the signal at the SQUID

input in the SPG should be proportional to the change in the pressure sense-surface

position, δxp. This is quantified in section 2.2.2 below.

2.2 Characterization of the gauge

2.2.1 Pressure sensitivity

The main purpose of the preliminary measurements on the SPG was to determine

whether the SQUID signal was indeed responding to the motion of the diaphragm

in the manner expected. Several consistency tests were carried out in order to show

that the SQUID output arose from an actual motion of the titanium diaphragm

through the superconducting transducer.

For the characterization of the gauge discussed in the remainder of this chapter,

it will be useful to consider a full expression for the expected response of the SQUID

16A typical change in pressure applied by charging the capacitor is 1.75 × 10−6bar, which cor-

responds to a deflection of 35pm (section 2.2.1). In comparison, the spacing, x, is of the order of

100µm.
17Although the inductance depends on other factors, this is given as an ordinary derivative

here as the influence of other significant effects, like temperature changes, may be considered as

effectively changing x.
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output voltage in terms of the voltage applied to the capacitor plate:(
∂VS

∂(V 2
c )

)
C,T,φ

=

(
∂P

∂(V 2
c )

)
C

·
(

∂xp

∂P

)
T

· dLp

dxp

·
(

∂IS

∂Lp

)
φ

· dVS

dIS

(2.9)

The partial derivatives are evaluated for constant capacitance, C, of the capacitor

plate; at constant temperature, T ; and with conservation of the flux linkage, φ, in

the superconducting circuit loops.18 The capacitance is assumed not to change with

pressure since the relative change in the capacitor-plate-to-diaphragm spacing is

insignificant. Also, the mechanical sensitivity term,
(

∂xp

∂P

)
T
, is expressed at constant

temperature because the effective gap spacing, xp, is sensitive to changes in the

superconducting penetration depth (λ) with temperature, as discussed in section

2.2.4.

The first term (rhs) represents the electrostatic pressure which arises from a

charge on the capacitor plate (section 1.3.4). This term is unique to the calibration

phase of the SPG development. The remaining rhs components, =
(

∂VS

∂P

)
T,φ

, sig-

nify the pressure sensitivity of the gauge. When combined with the total noise at

the SQUID output, it is this sensitivity which gives a true indication of the gauge

performance.

Nevertheless, calibration of the pressure actuator,
(

∂P
∂(V 2

c )

)
C
, is the key factor in

characterizing the pressure sensitivity of the gauge since
(

∂VS

∂(V 2
c )

)
C,T,φ

is the variable

measured experimentally and

(
∂VS

∂Vp

)
T,φ

=

(
∂VS

∂(V 2
c )

)
C,T,φ

(
∂P

∂(V 2
c )

)−1

C

. (2.10)

Therefore, the pressure actuator calibration provides the most direct means of mea-

suring the sensitivity of the gauge.

Electrostatic pressure calibration

Given the disc-diaphragm spacing, the relationship between the applied voltage and

electrostatic pressure may be calculated. If the capacitor is charged to a voltage V ,

then the energy density of the field above the diaphragm is

Uvol =
1

2
ε0E

2 =
1

2
ε0

(
V

x

)2

(2.11)

where x = 300µm is the distance from the capacitor disc to the diaphragm (section

1.3.4). The pressure resulting from this field energy is found by differentiating the

18In practice the final term, dVS

dIS
, depends upon, among other things, the conservation of flux

within the SQUID. However it is written as a total derivative since the details of the SQUID probe

and controller may be ignored for now.
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energy per unit area with respect to x at constant V :

P =

(
∂(Uvol · x)

∂x

)
V

=
1

2
ε0V

2

(
∂ 1

x

∂x

)
V

= −1

2
ε0

(
V

x

)2

(2.12)

The negative sign confirms that the pressure tends to reduce the disc-diaphragm

spacing. For a gap of 300µm this translates to an applied pressure of

P = −4.9× 10−5
(

Vc

1 volt

)2

Pa (2.13)

on the diaphragm, where Vc is the voltage (in Volts) applied across the capacitor.

This value corresponds to the first term of equation 2.9 (rhs).

Most of the calibration voltages applied to the capacitor were close to 60V which

corresponds to an electrostatic pressure of 0.18Pa, or 1.75 µbar.

Diaphragm pressure sensitivity

Although the first term in 2.9, dP
d(V 2

c )
, is the most significant in measuring the gauge’s

sensitivity to pressure, the other terms are worth estimating theoretically in order

to verify that the observed sensitivity falls within reasonable expectations, given

the gauge design. These further four terms are discussed in this and following

sections. Several of the terms vary between experimental runs as various components

and parameters are changed. They are calculated here for first experimental run.

Appendix C.2 contains a theoretical estimate of the dc calibration for the fully

developed SPG.

The second term in equation 2.9,
(

∂xp

∂P

)
T
, represents the mechanical pressure

sensitivity of the titanium diaphragm which is estimated from first principles19 (ap-

pendix A.2.1) to be

17.6 µm/bar,

or 1.74 Å/Pa. (2.14)

Combining this with the capacitor plate calibration shows that a charge of 60V on

the capacitor should lead to a diaphragm deflection of 35pm. This figure represents

the first two terms of 2.9, which are expected to be fixed by the geometry,20 and so

remain constant across all experiments described in this work.

19The estimation assumes there is no flexing in the centre region where the mushroom stem

forms one piece with the diaphragm. It is therefore treated as an annular diaphragm, having its

outer edge fixed and inner edge guided, using the formulas given by Roark [26].
20Apart from the small effect of the persistent current on

(
∂xp

∂P

)
T

(section 2.2.3).
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Superconducting transducer sensitivity

The third and fourth terms respectively relate to the variation of the p-coil induc-

tance with the coil-surface spacing, xp (section 2.1.3), and the change in the SQUID

input current in response to this inductance variation (section 2.1.1).

The dLp

dxp
term is dependent on the coil geometry and on the equilibrium spacing

between the coil and its corresponding sense surface. This spacing was fixed for a

given experimental run but, over the history of the experiments described here, it

varied for some coils, including Lp, as the gauge was reconfigured. Because the coil

geometry is assumed to remain constant in all cases, this term is written as a total

derivative with respect to xp.

Appendix B.2.2 contains a theoretical estimate of dLp

dxp
and its variation with the

spacing, xp (figure B.6). For the case of xp = 0.6mm, this derivative is estimated to

be
dL

dx
= 0.089 H/m. (2.15)

It is also clear from figure B.6 that this quantity does not vary significantly with the

gap spacing; the inductance being almost proportional to x for small values.

The other term,
(

∂IS

∂Lp

)
φ
, represents the current changes in the circuit due to a

change in the p-coil inductance. This relationship is governed by flux conservation

in the superconducting circuit and may be modelled by a current source placed in

parallel with Lp, as discussed in section 2.1.1.

The current from this source (IΣ of equation 2.3) is shared between the circuit

inductors so that flux is conserved. For the circuit of figure 2.3, this requires

δIpLp = δIbLb = δISLS (2.16)

with δIp + δIb + δIS = IΣ (appendix C.2). Therefore

δIS = IΣ

(
LpLb

LpLb + LSLp + LbLS

)
, (2.17)

and combining this with the expression of the current source (2.3) gives the calibra-

tion term (
∂IS

∂Lp

)
φ

=
Ip

Lp

(
LpLb

LpLb + LSLp + LbLS

)
. (2.18)

Together with the previous term, dLp

dxp
, this shows that it is the fractional change

in the inductance which determines the intrinsic sensitivity of the superconducting

transducer. Since dLp

dxp
is relatively independent of xp, the sensitivity will be maxi-

mized for a given transducer by placing the superconducting sense surface as close as

possible to the pancake coil, so as to minimize the inductance. This makes the gap

spacing a critical parameter in determining the overall performance of the SPG. In
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practice there are other considerations which limit the proximity of the sense-surface

to the coil. In the case of the pressure transducer in the SPG it is the significant

bending of the diaphragm under high pressures which requires a larger gap spacing

than could otherwise be achieved.

Substituting the inductances values from 2.7 into equation 2.18 yields(
∂IS

∂Lp

)
φ

=
1

58× 10−6
(0.94) = 16200 A/H (2.19)

for a persistent current of 1 Amp in the p-coil.

SQUID sensitivity

The last term of 2.9 represents the calibration of the particular SQUID probe used

in the SPG (section 1.2.3). It may be separated into two components:

dVS

dIS

=
dΦS

dIS

· dVS

dΦS

. (2.20)

where ΦS is the signal at the SQUID measured in units of Φ0 within the SQUID

loop.21 The first of these denotes the signal observed by the SQUID in response to

a current at the input. This was quoted at

dΦS

dIS

= 5.0× 106 Φ0/A (2.21)

by the manufacturer and varied only slightly between the SQUID probes used.

The second term represents the SQUID output in volts corresponding to a change

of one Φ0 within the internal SQUID loop. This was found by examining the dis-

crete steps seen in the SQUID response. The step sizes were integer multiples of

what was assumed to be equivalent to a single Φ0 change in the SQUID.22 This

value was dependent on the particular SQUID probe used, which varied between

some experimental runs (section 1.2.3), but for the probe used in these preliminary

experiments the step size was 757mV.

Since this last term was not expected to represent any fundamental limitation

of the SQUID probe,23 it was usually used to convert the SQUID output from volts

21Φ0 is the usual flux quantum, equal in value to h
2e , or 2.07× 10−15.

22These were assumed to occur when a momentary failure in the closed loop read-out of the

SQUID causes the null-point to shift to a different ‘fringe’.
23In particular, provided the SQUID read-out does not contribute additional noise, the noise

floor of the SQUID is more significant when expressed in terms of Φ0. Therefore, unless otherwise

indicated, any subsequent references to Φ0 will refer to a change of one flux quantum within the

SQUID probe. Conversely, the SQUID output will usually be expressed in units of Φ0.
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to the more fundamental units of Φ0. So, the last term of equation 2.9 is modified,

leaving (
∂ΦS

∂P

)
T,φ

as the measure of pressure sensitivity.

Therefore, under this definition, the pressure sensitivity may be determined ex-

perimentally from the SQUID response to a capacitor plate drive,
(

∂VS

∂(V 2
c )

)
C,T,φ

, using

the capacitor plate and SQUID calibrations (
(

∂P
∂(V 2

c )

)
C

and dVS

dΦS
respectively):

(
∂ΦS

∂P

)
T,φ

=

(
∂VS

∂(V 2
c )

)
C,T,φ

[(
∂P

∂(V 2
c )

)
C

dVS

dΦS

]−1

. (2.22)

For the preliminary experiments described in the present chapter, a theoretical

estimate of the pressure sensitivity may be calculated by combining the terms given

above in 2.14, 2.15, 2.19, and 2.21:(
∂ΦS

∂P

)
T,φ

= 1.26

(
Ip

1 Amp

)
Φ0/Pa, (2.23)

where Ip is the persistent current flowing in the inductor Lp measured in Amps.24

The current, Ip, is the most frequently varied parameter which contributes to

the sensitivity of the gauge; it was changed repeatedly during the course of each

experimental run. For this reason calibrations of the SPG sensitivity will usually be

expressed in units-per-Amp to allow for the scaling of the sensitivity with current.

Furthermore, the pressure will usually be indicated in units of bar rather than

Pascals as this reflects the larger pressure scale relevant to the SPG specifications.

So, the estimated sensitivity in 2.23 becomes(
∂ΦS

∂P

)
T,φ

= 127000 Φ0/bar/A. (2.24)

2.2.2 dc characterization

Experimental calibration

The first indication that the SPG was operating in the manner expected came from

the response of the SQUID to a charge on the capacitor plate.

With a few hundred milliamps trapped in the Lp/Lb loop (p-b loop), the capacitor

plate was driven with a square-wave having a period of a few seconds so that the

capacitor was alternately charged and discharged. The SQUID response during

such a measurement is shown in figure 2.10. In this case 500mA was stored in the

24The absolute polarity of the calibration is arbitrary.
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pressure-sensing loop and a 60 volt square-wave was applied to the capacitor plate

at a frequency of 0.05Hz.
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Figure 2.10: The dc pressure response of the SPG with 500mA stored in the circuit.

The capacitor plate is repeatedly charged to approximately 60 volts and then discharged.

The SQUID signal moves downward as the plate is charged.

As usual, the SQUID signal has been converted from a voltage at the output

to units of Φ0. However, if the original amplitude of 89.3mV is used with equation

2.22 and the relevant calibrations for the capacitor plate and the SQUID, this gives

a pressure sensitivity of(
∂ΦS

∂P

)
T,φ

=
(

0.0893

602

) [
4.9× 10−5 · 0.757

]−1
= 0.669 Φ0/Pa, (2.25)

or a current-independent sensitivity(
∂ΦS

∂P

)
T,φ

= 135500 Φ0/bar/A. (2.26)

The difference between this figure and the theoretical value in 2.24 is about 7%.

This should not be taken as a direct indication of the calibration model accuracy

since the uncertainty contributed by some of the terms used in the estimate is much

greater than this.25 Nevertheless it represents a good confirmation that the response

25The capacitor plate-to-diaphragm distance was estimated at x = 300µm with a 10% uncer-

tainty, which translates to an uncertainty of 20% in
(

∂P
∂(V 2

c )

)
C

. Furthermore, alternative estimates

of the mechanical sensitivity of the diaphragm, outlined in appendix A, indicate that dxp

dP may be

as much as 35% larger than the figure given in 2.14. This is discussed further in the following

section.
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of the gauge is well-understood.

As a further test of whether this response arose from the influence of the capacitor

plate, or from some alternative coupling path, the step response of the SQUID signal

was measured over a range of capacitor voltages. This data is presented in figure

2.11, where the magnitude of the SQUID response is plotted against the square of

the capacitor plate voltage. The quadratic dependence expected from equation 2.12

is confirmed by the fit.
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Figure 2.11: The SQUID response to a charge on the capacitor plate was found to be

proportional to the square of the charge, as indicated by the quadratic fit. The Pearson

correlation coefficient, ‘R’, indicates a particularly good fit, consistent with equation 2.12.

From equation 2.2, the SQUID response is also expected to be proportional to

the current stored in Lp. Comparing the data in figures 2.10 and 2.11, the SQUID

response for a 60 volt drive is approximately 480 × 10−3Φ0 in the latter, while the

former gives a value of around 118 × 10−3Φ0. The four-fold difference is consistent

with a proportionality to the stored current, since 500mA is present in the case of

figure 2.10 and the persistent current corresponding to figure 2.11 is 2 Amps.

Dependence of sensitivity on stored current

The linear dependence on stored current was tested more extensively by observing

the sensitivity over a range of persistent current settings. The results are shown

in figure 2.12. The data set at the lower end of the graph was obtained from ac
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response measurements and is not independently calibrated. A single scale factor

was applied to this set to give a calibration consistent with the second data set where

they overlap at 2 Amps. The middle and upper sets were taken using different

amplitudes of driving pressure applied by the capacitor plate. The sensitivity in

each case was calculated using dVS

dΦS
= 0.757 V/Φ0, and assuming the calibration of

the capacitor plate in 2.13.
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Figure 2.12: The pressure sensitivity of the SPG was found to be linear in the stored

current as expected. The data presented here are derived from three different measure-

ments as indicated in the text. The first data set was not calibrated independently but

was scaled to match the second set at two Amps.

The departure of some data points from the line of best fit is probably due to

uncertainty in the current setting, especially for currents greater than 2 Amps, for

which an external current source was used. The data point at zero Amps does not

correspond to zero sensitivity since there is always some residual current in the cir-

cuit, even after the heatswitches have all been opened, or after a pump sequence

with a pump current of zero Amps. This is thought to be due primarily to ther-

moelectric effects which give rise to eddy currents in the circuit during the thermal

transient arising from the heatswitches. After storing “0mA”, a residual current of

typically 13mA remained in the p-b loop corresponding to a pressure sensitivity of

about 1740Φ0/bar.

From the slope of the linear fit, these measurements indicate a current-independent

pressure sensitivity of

1.34× 105 Φ0/bar/A. (2.27)
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which differs little from the earlier estimate (2.26) which was taken from a single

dc measurement for Ip = 500mA (figure 2.10). Likewise the excellent correlation

seen in figures 2.11 and 2.12 indicates the high degree of consistency present in the

SQUID signal measurements.

2.2.3 ac characterization

The dc response to the capacitor plate and its quadratic dependence on voltage

were the first indications that the diaphragm was actually moving and causing the

SQUID response through the superconducting transducer action. Several measure-

ments were conducted at higher frequencies to test the dynamic response of the

gauge and determine whether the diaphragm was behaving as expected. These ac

measurements also provided convincing evidence that the superconducting trans-

ducer was functioning correctly.

The fundamental resonance

The superconducting circuit, including the SQUID, is not expected to exhibit any

significant frequency dependence in its response at audio frequencies. Ideally then,

the source of frequency dependence in this range should be limited to the dynamics

of the titanium diaphragm and its mechanical suspension within the dewar

Appendix A.3 contains a calculation of the fundamental diaphragm resonance

frequency based on the deflection of circular disks of uniform thickness which are

loaded at the centre. By this method, using cryogenic material parameters and

ignoring the diaphragm suspension, the fundamental mode frequency is expected

to be around 1.5kHz.26 Experimentally the fundamental resonance of the titanium

diaphragm was identified by applying a broadband driving pressure to the diaphragm

and observing the response at the SQUID.27 The only high-Q resonance detected

close to the predicted value was just above 1.3kHz, and this was identified as the

fundamental mode resonance.

The approximate agreement with the predicted value is significant since the cal-

culation of the resonance is closely related to that of the diaphragm deflection under

26The resonant frequency of the pressure-sensing diaphragm will in general be lower when loaded

by a fluid in the sample space. However this is not expected to compromise the performance of

the gauge significantly.
27Due to the quadratic dependence of the electrostatic driving pressure on the applied voltage,

a pure ac signal at a frequency f resulted in a pressure drive frequency of 2f . For this reason the

ac signal was either applied on top of a large dc offset and a simple transfer function was recorded,

or a pure ac signal was applied at half the frequency of observation. Both methods appeared to

give identical results, though the former method only produced linear results for quite small drive

amplitudes.
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uniform pressure (appendix A.2.1)—an important parameter in the calibration of

the instrument (dxp

dP
in section 2.2.1). In the worst case scenario the difference be-

tween the observed resonant frequency and the estimation of 1.5kHz may be due

solely to the spring constant of the diaphragm being lower than that calculated by

first principles (A.22 in appendix A.2.1). This means that the mechanical sensitivity

of the diaphragm, dxp

dP
, may be up to 35% larger than the figure of 17.6µm/bar given

in 2.2.1. However, although this would result in a greater estimate for the pressure

sensitivity in 2.24, the pressure calibration obtained experimentally (2.22) would

not be affected as it does not depend on an estimate of dxp

dP
.

It was important to confirm the position of the fundamental mode in the spec-

trum, not least because operation of the SPG relies on this frequency being well

above the experimental band of interest, as discussed in section 1.3.1. The qual-

ity factor (Q) of the resonance was also of interest in determining whether the

diaphragm motion was unobstructed. The most accurate measure of the Q-factor

came from measurements of the ring-down curve, following excitation of the di-

aphragm. These measurements, an example of which is seen in figure 2.13, revealed

a time constant of 5.2 seconds for the ring-down, corresponding to a Q of almost

43000. This figure is in excellent agreement with a measurement of 61mHz for the

3dB-width of the resonance. The high Q value confirmed that the diaphragm was

moving freely, without contact between, for example, the mushroom surface and the

pressure-sensing coil.

Frequency shift with stored current

Figure 2.14 shows two narrow-band transfer functions for the SPG, observed during

the first experimental run.28 In the lower curve only a residual current of approxi-

mately 12mA is flowing in the pressure-sensing circuit, following the removal of all

previous currents by opening all of the heatswitches. The upper curve corresponds to

a persistent current of 6 Amps, giving a much higher value for the transfer function,

which is linear in Ip.

It is significant that the second curve has not only moved higher on the vertical

scale but has also shifted upward in frequency. This is because the magnetic field

energy between the niobium sense-surface and the pressure-sensing pancake coil acts

as an additional spring in parallel with the diaphragm. As the sense-surface moves

with respect to the pancake inductor, the current in the coil changes, together with

the resultant magnetic field. The volume occupied by the field also changes and these

effects combine to give the field a strong linear dependence on the gap spacing, xp,

28These transfer functions were measured by applying white noise to the capacitor plate and

observing the spectrum of the SQUID response.
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Figure 2.13: The fundamental resonance of the titanium diaphragm is first excited by

a narrow-band driving pressure until the amplitude begins to settle. Then the driving

pressure is removed and the ring-down of the mode is observed. Only the envelope of the

curve is shown as the Q is too high to show the detail of the time-trace.
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Figure 2.14: An example of the frequency shift in the diaphragm fundamental resonance

resulting from an increase in the persistent current, Ip. In the case of the lower curve,

only a few milliamps (≈12mA) are circulating in the pressure-sense circuit. In the upper

curve the current has been increased to 6 Amps, resulting in a greater pressure sensitivity

and an increase in the resonant frequency by more than 1 part in 1000.
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for small deflections of the diaphragm.

The field energy depends on the square of the current, so the field acts as a

simple spring, having an energy which is quadratically dependent on the position of

the diaphragm. This has the effect of stiffening the spring of the fundamental mode

and therefore raising the mode frequency.

A calculation for the magnetic force on the superconducting surface is carried

out in appendix A.3.2, giving

F = −
(

∂E

∂xp

)
Φ

=
I2
p

2

(
∂Lp

∂xp

)
Φ

. (2.28)

The additional spring constant corresponding to this force is derived by differenti-

ating this with respect to xp:

kmag = I2
p

 1

Lp

(
∂Lp

∂xp

)2

Φ

− 1

2

(
∂2Lp

∂x2
p

)
Φ

 , (2.29)

where it is assumed that the inductance Lp is much greater than the parallel com-

bination of Lb and LS.29
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Figure 2.15: The fundamental mode frequency of the titanium diaphragm was found to

increase quadratically with the stored current, Ip. In this case the resonant frequency was

measured for pump currents up to 10 Amps. However, for currents greater than about 8.6

Amps, the circuit appeared to ‘saturate’ so that the actual current stored was significantly

less than the pump current. This is attributed to a part of the circuit exceeding its critical

current during the pumping process.

29See equation A.44 in appendix A.3.2.
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From 2.29 it is clear that the increase in the spring constant, and therefore the

increase in frequency, is proportional to the square of the stored current Ip. If the

baseline resonant frequency, with no current stored in the circuit, is f0, then the

resonance will shift to

f0 + ∆f = f0 + αpI
2
p (2.30)

when a current of Ip is stored in the pressure-sensing loop. This was found to be

the case experimentally, as illustrated in figure 2.15.

The linear fit relating the resonance shift to the square of the current qualitatively

verifies 2.30 for all but the highest currents. The ordinate of the graph in 2.15,

however, does not directly correspond to the actual persistent current, Ip, or its

square. Rather, it represents the square of the current injected into the SPG during

the pump sequence. This current can differ significantly from the actual stored

current which results from the pump, especially if some part of the circuit has a low

critical current which is exceeded during the pumping process. In such a case the

additional current leads to energy dissipation in the circuit and the stored current

relaxes to a subcritical level.

For the data in 2.15, it appears that a critical circuit current is exceeded for pump

currents greater than about 8.6 Amps (74 Amps2). The line of best fit was calculated

using the data points indicated by open circles. The crossed-circles represent cases

in which the actual stored current, Ip, was less than the current injected through

the pump leads during the pump sequence. The reduction in current was verified

in each case by measurements of the dc sensitivity similar to those discussed earlier

(section 2.2.2).

The first crossed circle corresponds to a pump current of 9 Amps and is difficult

to separate from the linear section of 2.15.30 Though the dc sensitivity corresponding

to this point was slightly lower than expected for Ip = 9 Amps, the most conclusive

evidence that a critical current had been exceeded came from the presence of a

large drift in the SQUID signal, which persisted for several minutes. This drift was

only observed in measurements made with higher pump currents and appears to

be related to the relaxation of critical currents within the circuit, as discussed in

chapter 4.31

30If this point is included, the line of best fit only changes slightly in slope, and the correlation

only reduces to 0.996983.
31In hindsight, a stronger indication of a pump current exceeding the critical current of the circuit

may have been gained from observing an anomalous rise in temperature during the current pump.

Unfortunately this was not confirmed at the time of these measurements as the temperature was

not normally monitored during a current pump—or within the time period expected for thermal

transients to be visible.
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The slope of the linear fit indicates a coefficient of

αp = 0.0400 Hz/A2 (2.31)

for the frequency shift with current (2.30). This is in good agreement with the value

of 0.036 Hz/A2 calculated in appendix A.3.2 using models for the inductors and the

titanium diaphragm. The difference of 10% between these values is quite small con-

sidering the electromechanical interaction being modelled and the many parameters

involved. It gives some confidence that the diaphragm and superconducting circuit

are behaving as expected.

Back-action measurement

The final ac measurement performed during the initial experimental run probed both

the diaphragm dynamics and the transducer back-action, close to the fundamental

resonance, f0. This was achieved, using the arrangement of figure 2.6, by driving

the superconducting circuit via the current pump leads with an ac current close to

f0. The measurements were taken while a persistent current of Ip = 5A flowed in

the p-coil.

Under these conditions the drive current, idp, flowing through the p-coil exerts

a back-action force, Fd, on the diaphragm. The magnitude of this force may be

calculated from equation 2.28 above by making the substitution Ip → Ip + idp to

incorporate the driving current:

Fd =
1

2

(
I2
p + 2Ipidp + i2dp

)(∂Lp

∂xp

)
Φ

. (2.32)

Since Idp � Ip the dependence on i2dp may be ignored and the change in the force is

linear in idp.

Fd = Ipidp

(
∂Lp

∂xp

)
Φ

= Ω idp, (2.33)

so that the constant Ω characterizes the electro-mechanical coupling of the trans-

ducer for Ip = 5A.

This back-action force results in a diaphragm motion of

xdp = FdH(ω), (2.34)

where H(ω) is the frequency-dependent mechanical transfer function of the di-

aphragm.32

32H(0) is the dc spring constant of the diaphragm with respect to a force on the mushroom,

which is calculated in appendix A.2.1 (equation A.22).
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Finally, this diaphragm motion produces a current in the pressure-sense coil, and

therefore the SQUID input, just as it does in normal operation of the transducer:

idS = xdp

(
dLp

dxp

)(
∂IS

∂Lp

)
φ

. (2.35)

This is not the only signal observed as the driving current also feeds directly

into the SQUID. In general the observed SQUID signal is dominated by this direct

feedthrough component. However, close to the diaphragm resonance, H(ω) becomes

large and the back-action signal becomes significant. Furthermore the phase of H(ω)

changes through 180o, allowing the back-action signal to be distinguished easily.
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Figure 2.16: A back-action measurement on the fundamental resonance of the titanium

diaphragm. This is a Nyquist plot of the SQUID output while sweeping the drive signal

across the diaphragm resonance, from 1309.00Hz to 1310.00Hz. Five Amps are stored in

the transducer circuit.

Figure 2.16 shows a Nyquist plot of the SQUID output as the drive frequency

is swept through the diaphragm resonance. The axes are defined by the single off-

resonance data point which indicates the SQUID output when driving the circuit

20Hz below the diaphragm resonance. The back-action component is assumed to be

insignificant at this frequency. As the frequency is swept through the resonance, the

back-action component grows at first and then decreases as its phase shifts through

180o, causing the signal vector to trace out a circle in the Nyquist diagram.33

33A full circle is traced, rather than a half circle as might be expected from a 180o phase change,

because of the combined effects of the amplitude and phase changes. The back-action current vector
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For the stored current of Ip = 5 Amps, the resonance is located at 1309.48Hz.

The point corresponding to this frequency in figure 2.16 is opposite the off-resonance

measurement but not at the top of the circle, as would be expected when the phase

shift is 90o. Furthermore, the off-resonance point lies between the beginning and

end points of the frequency sweep (1309.00Hz and 1310.00Hz respectively) and, by

definition, on the ‘In-phase’ axis, but it is not located at the bottom of the circle.

The trace appears to be rotated anti-clockwise by about 30 degrees relative to the

axes. There seems to have been an additional phase shift present in the off-resonance

measurement, though the origin of this phase shift is not known.34

In a unique way, this measurement confirms the presence of a high-Q mode at

1308Hz which is strongly coupled to the superconducting circuit.

2.2.4 Temperature sensitivity

The SPG exhibited a strong temperature dependence in its output during this early

experimental run. Figure 2.17 shows the drift in the SQUID output as it was

monitored over several hours with 2 Amps stored in the p-coil. The correlation

between the SQUID response and the temperature fluctuations over the same period

is obvious. Indeed in this case, before the temperature measurement noise was

reduced, the SPG signal appears to be a more accurate measure of the temperature

than the reading from the carbon-glass resistance thermometer.

It is clear from this figure that in the first experimental run the performance of

the SPG at low frequencies was limited by temperature effects. In this case, with 2

Amps in the pressure-sensing circuit, the temperature coefficient is

TC = 96.5 Φ0/K, (2.36)

which translates to a current-independent coefficient of:

κT = 48 Φ0/K/A. (2.37)

This parameter is of some significance in later discussions of temperature compen-

sation (section 3.1).

Coefficients labelled ‘kappa’ are used here to indicate current-independent pa-

rameters which characterize the relationship between some driving variable, for ex-

ample pressure or temperature, and the resulting SQUID response.

begins with negligible amplitude, anti-parallel to the in-phase component, then, as the amplitude

grows it rotates in a clock-wise direction until it reaches its maximum amplitude when oriented

vertically. As the amplitude decreases toward zero the current vector rotates the remaining 90o to

become parallel with the in-phase component—a phase change of 180o from its starting point.
34At 20Hz below the resonance, with f0 = 1309Hz and Q ≈ 43000, the expected phase shift in

the transfer function is less than 1o.
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Figure 2.17: The low frequency noise of the SPG was dominated by the temperature

drift, as evidenced by the clear correlation in the data. The data here were recorded at a

sample rate of one per second.

The simple SPG circuit used here (figure 2.3) is unique in that the circuit state is

completely defined by a single current Ip = −Ib (IS = 0). Therefore a single kappa

coefficient for the gauge can be written: κT = 1
Ip

(
∂Φ0

∂T

)
P
. However, in the larger

SPG circuits discussed in the following chapter, which contain multiple indepen-

dent loop-currents, it will be useful to define kappa coefficients for each individual

transducer/inductor:

κυν ≡
1

Iυ

(
∂ΦS

∂ν

)
Li6=υ

=
1

Iυ

(
1

Lυ

(
∂Lυ

∂ν

))(
∂Φs

∂Lυ

)
Li6=υ

(2.38)

where υ denotes the transducer and ν the forcing variable. The subscript Li6=υ in-

dicates that all inductances are held constant except for that of the relevant trans-

ducer.35

For example, κpT denotes the temperature sensitivity of the gauge that arises

from the p-coil transducer. The total temperature sensitivity of the gauge, TC,

will contain a contribution of IpκpT . Likewise the pressure coefficient of the p-coil

transducer κpp is equal to the measured SPG pressure-sensitivity given previously in

2.26 (section 2.2.2). The contribution from the ballast coil, κbp, is negligible as this

35Likewise, the other possible forcing variables are assumed to be held constant in the partial

derivative
(

∂Lυ

∂ν

)
.
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inductor is not affected by pressure changes at the diaphragm. Therefore

κpp = κp = −135500 Φ0/bar/A. (2.39)

where the negative polarity comes from a definition of positive pressure as corre-

sponding to a charge on the capacitor plate36 (figure 2.10).

The most important factor in the definition 2.38 is the 1
Lυ

(
∂Lυ

∂ν

)
term which is a

measure of the intrinsic transducer sensitivity to the variable ν. For the pancake coils

this is set by the gap spacing,37 and is proportional to 1
x

for small x. Therefore it is a

fixed quantity for a given experimental run. The final factor,
(

∂Φs

∂Lυ

)
Li6=υ

, depends on

the circuit configuration and does not vary much between the transducer elements

(υ) or between different SPG circuits. It scales with the current but this dependence

is cancelled by the factor of 1
Iυ

.

Since for this simple circuit Ip = −Ib, 2.37 can be expressed in terms of the

kappa coefficients for the pressure-sensing and ballast coils:

κT = κpT − κbT = 48 Φ0/K/A, (2.40)

and

TC = Ip(κpT − κbT ). (2.41)

So the effects from these two coils tend to cancel out since the stored current flows

in opposite directions in each. This also means that the observed thermal coefficient

of 2.36 is the remainder of two larger contributions.

The intrinsic temperature sensitivity arises primarily from the temperature de-

pendence of the magnetic penetration depth, λ(T ), in the superconducting sensing-

surfaces and wires of the pressure-sensing and ballast coils.38 Since this sensitivity

originates at the input to the superconducting transducer, its contribution to the

pressure noise at the SQUID output is independent of the circuit current and other

factors which influence the transducer sensitivity. This is not the case for ‘post-

transducer’ noise sources, as discussed in the following section.

Another way of stating this is that a larger transducer current, Ip, will am-

plify both the real pressure signal and the apparent effect due to penetration depth

36Although this is a negative pressure when compared with the effect of a hydrostatic load in

the sample space, this polarity convention was chosen so that all of the κ coefficients could be

expected to have the same sign. This is discussed further in the following chapter. For most of the

experiments reported here, the κ coefficients are all negative.
37Actually, the gap spacing sets the intrinsic sensitivity to x, which combines with the dependence

of x on the driving variable ν. However this latter term is usually fixed by other constants of the

system—such as the mechanical spring constant of the diaphragm,
(

∂xp

∂P

)
T
, in the case of ν = p.

38See appendix D for a discussion of several contributions to the temperature dependence. The

penetration depth effect mentioned here is discussed further in section 3.5.2.
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changes. So, while 2.36 varies in proportion to Ip, the temperature coefficient, TC,

is independent of the current settings when converted to units of pressure:39

(TC)P =
IpκpT + IbκbT

Ipκpp + Ibκbp

=
Ip(κpT − κbT )

Ipκpp

=
κT

κp

= 3.6× 10−4 bar/K. (2.42)

So, the data-set in figure 2.17 is plotted against a calibrated pressure scale and the

particular current setting used for this measurement becomes irrelevant.

It is also worth noting here that the polarity of the temperature sensitivity gives

additional information. From section 2.2.2, when the capacitor plate is charged

and the diaphragm is pulled away from the p-coil, the SQUID response is negative.

Therefore, if the thermal sensitivity of the p-coil transducer arises from an apparent

motion of the niobium mushroom away from the coil as λ increases with the tem-

perature, then the thermal response should also be negative, and κpT < 0. By the

same reasoning κbT must also be negative and, since 2.40 is positive, the intrinsic

sensitivity to temperature must be greater in the ballast coil than in the p-coil:

|κbT | > |κpT |. (2.43)

2.2.5 Noise performance

The gauge is designed to operate over the entire lambda line for liquid helium,

from the saturated vapour pressure to the melting pressure at around 30bar. It

is designed to provide pressure control having a stability of 3x10−9bar in a 1Hz

bandwidth over several hours (section 1.1.1). In order to obtain this level of control,

it is assumed that the measurement resolution must be an order of magnitude better,

or 3x10−10bar, over the same bandwidth. This translates to a fractional resolution

of 10−11 for pressure measurement at 30bar.

As expected, the noise floor of the SPG was well above the maximum allowable

level of 3 × 10−10bar during the first experimental run. Some mechanical isolation

was provided by the niobium springs which support the inner experimental stage.40

This was effective in sufficiently reducing diaphragm motion at its resonant fre-

quency. However, in the measurement bandwidth, well below the 38Hz resonance,

a significant amount of vibrational noise coupled into the gauge through direct ex-

citation of the titanium diaphragm.

Even more significant at lower frequencies was the thermal noise discussed in

the previous section. Without active thermal control, drifts in temperature, and

39Because the state of this simple circuit is completely defined by Ip, this coefficient can be writ-

ten as κT

κp
. However, in larger circuits the same fundamental relationship between the temperature

and pressure sensitivities still exists and is characterized by κpT

κpp
.

40The entire dewar was not suspended during the first run so that the 38Hz mode, provided by

the niobium springs, was the primary source of vibration isolation.
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thermal gradients in the experiment were the most significant factors limiting the

performance of the SPG below 10mHz at this stage of development.

The noise spectrum for the SPG is shown here in figure 2.18 (I). The low fre-

quency data set was obtained from a time series measurement similar to that of

figure 2.17 above—the sampling period being about one minute. The higher fre-

quency data was recoded using an audio spectrum analyser.41 Unfortunately, the

intermediate frequency range (10-100mHz) was not investigated during this run.42

Nevertheless it seems reasonable to assume that the 1/f form at lower frequencies

continues until meeting the higher frequency curve at around 100mHz.43
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Figure 2.18: The pressure-noise floor observed in the first experimental run (I). At low

frequencies the noise arises from the temperature sensitivity of the gauge through the

superconducting penetration depth. In the higher frequency band the performance is

limited by mechanical vibration. The lower curve (II) represents the expected limit to

the performance imposed by the intrinsic SQUID noise, assuming a current of 1000mA is

stored in the circuit.

Curve (II) of figure 2.18 is the estimated noise floor, on the assumption that the

instrument is limited only by the intrinsic noise of the SQUID probe. The intrinsic

noise is a voltage output, corresponding to about 3× 10−6Φ0/
√

Hz at the SQUID,44

41Model 35665, Hewlett Packard.
42The spectrum analyser appeared to give spurious results at low frequencies and the fastest

possible sampling period was not decreased to a few seconds until later experiments.
43See other curves in figure 3.9 in the following chapter for comparison.
44This is in agreement with the value of 2.96 × 10−6Φ0/

√
Hz for the loaded noise floor quoted

by the manufacturer.
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which was observed using a dip-probe measurement of the SQUID in a separate

helium dewar following the experimental run.

In figure 2.18 this noise floor is shown calibrated to an actual pressure noise.

Since the intrinsic SQUID noise arises after the transducer, converting it to an

equivalent pressure using the measured calibration factor (2.26) requires a choice

of value for the stored circuit current Ip. The curve in figure 2.18 corresponds to

a choice of Ip = 1000mA. Since the ‘post-transducer’ pressure-noise floor decreases

with the stored current, this spectrum represents a conservative estimate of the

intrinsic limit, given that persistent currents beyond 8 Amps have been successfully

trapped within the SPG.

The noise floor (I) measured at higher frequencies is assumed to be due to vi-

brational excitation of the diaphragm. Therefore, like the variation in penetration

depth with temperature, this should be independent of the stored current since it

originates at the input to the transducer. The sensitivity of the gauge to acceleration

was not quantified during this first experimental run.

So, in the first measurements of the gauge, the excess noise, due mainly to

temperature fluctuations and mechanical vibration, was some 40–50dB greater than

the expected SQUID noise for a 1000mA current, at frequencies below 1Hz. The

next chapter discusses the methods used to reduce the effects of these noise sources.
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Chapter 3

Performance

Following the initial characterization of the SPG, it became apparent that the per-

formance, particularly at low frequencies, was significantly limited by the response of

the gauge to thermal fluctuations (figure 2.17). This low frequency noise arose from

temperature variations having periods of a few seconds or more, in combination with

the large thermal sensitivity of the SPG through the superconducting penetration

depth, λ. With the single-stage temperature control used for the SPG,1 it was pos-

sible to reduce the residual temperature fluctuations to as little as 0.1mK. However,

for a temperature dependence of 3.6×10−4 bar/K (section 2.2.4), this translates to

a pressure fluctuation of 3.6×10−8 bar at frequencies below 1Hz, which is well above

the target performance of 3×10−10bar . Also, because the temperature sensitivity

was dominated by changes in the penetration depth at the transducer input, the

thermal noise could not be reduced simply by increasing the persistent current Ip.

To overcome this problem, the temperature sensitivity of the gauge was reduced

using compensation techniques similar to those first proposed by Paik [15] and em-

ployed in the UWA superconducting gravity gradiometer [1, 12]. This approach,

which aims to reduce the thermal coefficient of the SPG rather than the temper-

ature fluctuations themselves, avoids the significant complications of multi-stage

micro-Kelvin thermal control and provides a more robust method of reducing the

thermal noise.

3.1 Temperature compensation

3.1.1 Theory of compensation

In appendix C.2 it is shown that any change in a circuit inductance can be modelled

as a current source in parallel with the varying inductor. Furthermore, as mentioned

in the previous chapter, because the fractional inductance and current changes are

1The thermal control, described in chapter 1, was not used during the preliminary measurements

of figure 2.17.
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very small, the combined effect of several simultaneously varying inductances can be

found by linear superposition. This linearity, and the ability to adjust the sensitivity

of each inductor through the stored current, allows for common-mode rejection of

temperature effects simply by including an additional inductive element which is

particularly sensitive to temperature.

This was achieved in the SPG by placing a second pancake coil close to a fixed

superconducting surface. Such an arrangement provided a second superconduct-

ing transducer which responded well to thermal fluctuations but was insensitive to

pressure changes.

Figure 3.1 shows the superconducting circuit with a temperature compensation

coil, or T-coil, (LT ) added for common-mode rejection.2 By linear superposition,

the effect of a temperature change, ∆T , can be modelled by a single current source

(IΣT )3 in parallel with the pancake coil inductors:

IΣT = −Ip
1

Lp

(
∂Lp

∂T

)
P

∆T − IT
1

LT

(
∂LT

∂T

)
∆T, (3.1)

where IT is the current flowing downward through LT , and other temperature de-

pendences, such as ∂Lb

∂T
, have been ignored for now.

The factors of 1
L

(
∂L
∂T

)
in this expression represent the intrinsic sensitivity of the

p-coil and T-coil transducers to changes in temperature. These are fixed for a given

SPG circuit and gap spacing x, as discussed in section 2.2.4.

From section 2.1.1 it is clear that the SQUID signal resulting from a temper-

ature change will be proportional to IΣT in 3.1. Common-mode rejection of such

temperature changes therefore involves selecting suitable values for Ip and IT so

that IΣT → 0.

Alternatively, the response at the SQUID to temperature changes can be ex-

pressed in terms of the kappa coefficients of section 2.2.4:

TC = IpκpT + IT κTT , (3.2)

where κpT and κTT are defined in equation 2.38. They are independent of the stored

currents, and represent the temperature-sensitivities of the Lp and LT coils respec-

tively as measured at the SQUID.

Clearly any residual temperature dependence, either through κbT or other mech-

anisms, will have some effect on the tuning balance point. However, provided the

temperature is not close to any transition points, the necessary linearity will be

maintained.
2In practice it was the toroidal coil that was added to become the ballast inductor, while the

pancake coil (T-coil) changed its role from ballast to temperature compensation coil (see section

2.1.3).
3See equation C.9 in appendix C.2.
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Figure 3.1: The superconducting circuit including a temperature compensation coil LT

placed near to a fixed sense surface.

When the SPG was reconfigured for temperature compensation the T-coil was

placed much closer (∼ 150 µm) to its sense surface than the pressure-sensing coil

(∼ 440 µm). This ensured that |κTT | > |κpT |, so that LT requires a smaller stored

current than Lp in order to balance-out the temperature dependences (equation

3.2). This is important as the SQUID-limited noise floor of the SPG is minimized

by storing the largest possible pressure-sensing current, Ip, and the performance is

usually limited by the capacity of the superconducting screw-terminal joins to carry

large currents.4 So, for a given pressure sensitivity, as set by Ipκpp, the performance

is less likely to be limited by weak connections if the other currents are minimized.

3.1.2 Initial tuning of temperature compensation

The basic procedure for tuning the common-mode rejection of temperature involved

setting the persistent currents, making some measurement of the temperature coef-

ficient, estimating the amount by which the compensation current, IT , needed to be

altered to maximize the common-mode rejection, and then making this change by

setting a new arrangement of persistent currents.

Usually the same pressure-sensing current was used in each iteration of this pro-

cedure, while the temperature compensation current was adjusted. Following each

measurement, all of the circuit currents would be removed by simultaneously open-

ing all the heatswitches. Then the pressure-sensing and temperature compensation

currents would be re-established in a single current-pump sequence. The current

pump controller provided good repeatability in this case. The repeatability was

further improved, however, by modifying this procedure so that only the compen-

sation current was removed after each iteration. This was achieved by opening all

4The maximum current in any part of the circuit depends on the quality of the superconducting

joins and is difficult to predict.
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heatswitches except for HS1. In this case the same pressure-sensing current, Ip = I1,

remained throughout the tuning process.

The temperature coefficient (TC) was measured in a variety of ways. In the

first stages of tuning, when the coefficient was still significant, it was measured by

sweeping the temperature in a triangular or sawtooth waveform, with
(

∂VS

∂T

)
p

being

determined by measuring the slope of the SQUID response. Each temperature

ramp lasted for several hundred seconds in order to avoid the thermal transients

near the beginning of the ramp. However, apart from these transients, the ramp also

introduces unwanted thermal gradients in the SPG, and variations in these gradients

affect the measurement of TC. This is an insignificant effect when TC is large, but as

the tuning point is approached, the signal from the evolving temperature gradients

becomes large, even for ramps lasting several hours.

In normal operation the tuning is designed to compensate against small fluctu-

ations in temperature (of the order of 1mK) which occur without any significant

variations in the thermal gradients. Therefore the temperature coefficient needed to

be measured under such steady-state conditions. This was achieved by changing to

a temperature ‘sweep’ involving discrete steps in the temperature—typically around

10mK in size. After each step a delay of 10–15 minutes ensured that a steady-state

had been reached5 before the SQUID signal was measured and TC was calculated

according to

TC =
∆ΦS

∆T
.

Figure 3.2(a) shows an example of the temperature changes and SQUID response

during a typical temperature stepping measurement. The temperature steps and

the measurements were carried out by an IGOR macro via the GPIB interface as

discussed in 1.5.5. At each step the macro changes the set-point of the thermal

control loop to the next value specified by the particular step-pattern being used.

A transient period, usually 12 or 15 minutes, allows both the temperature and the

SQUID signal to settle before measurements are made. Following this, the next

temperature step is begun.

The discrete measurements of SQUID output and temperature are extracted

from this time series data of each step using another IGOR macro which yields

quick and consistent results. The last 50–100 data points in each step are averaged

to give discrete values for the SQUID signal and the corresponding temperature for

that step.

5As noted in section 1.4.1, during measurements such as this, which rely on attaining a thermal

steady-state in a matter of minutes, the thermal vacuum was set at about 10−4Torr. This reduced

the time constant for heat flow between the SPG and the helium bath, τe, to about 1–2 minutes,

and a steady-state was attained within 10–12 minutes.
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Figure 3.2: (a) An example of the temperature stepping measurements used to charac-

terize the quasi-static response of the SPG to changes in temperature. In this case the

temperature coefficient, TC, is negative and relatively small. The large excursions dur-

ing the heating phases between the steps result from temperature gradients in the gauge

which put the p-coil and T-coil at significantly different temperatures. The time between

steps is 12 minutes. Discrete data points are obtained for the temperature and SQUID

signal corresponding to each step. These are plotted here in (b), and indicate a TC of

approximately −4.8Φ0/K.
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Often, during such a measurement, the SQUID output signal exceeds the ±5

volt range (∼ ±6.5Φ0) of the SQUID probe controller. This is especially likely if

TC is large or there are significant swings in the signal during the temperature

transients; as is the case in the data of figure 3.2(a). In these cases the output

signal is automatically reset by the controller to a value close to zero whenever the

full-scale range is exceeded. Furthermore, even when TC is small there are usually

still some discontinuities in the signal as the SQUID, being a closed-loop transducer,

occasionally loses lock and settles on a new operating point. In all of these cases

the flux in the SQUID input inductor is unchanged. Therefore these jumps do not

represent a real change in the desired signal and they are always an integer number

of flux-quanta in size, as measured at the SQUID output. This allows the jumps to

be easily identified and removed, once the signal corresponding to one Φ0 is known.6

Once the discrete data has been obtained it may be plotted to give a form similar

to that in figure 3.2(b), from which TC can be easily obtained.

To determine whether this compensation technique could in principle reduce the

temperature sensitivity to zero, several measurements of TC were taken across a

range of current settings. A pressure-sensing current, I1, was first stored in the p-b

loop7 of the circuit, providing a significant sensitivity to both pressure and temper-

ature. Following this, a compensation current was trapped in the b-T loop and the

temperature coefficient of the gauge was measured. The pump currents, Ip−pump and

IT−pump, and the circulating currents they induce, I1 and I2, are considered positive

when moving anti-clockwise within the circuit loops, as drawn in figure 3.1.8

As an aside, there is some ambiguity in how the circulating currents I1−3 relate to

the element currents Ip,b,T,S, which are defined as positive when flowing downward in

the circuit diagrams. Perhaps most obviously, the currents I1−3 could correspond to

the circuit mesh currents so that, for example, Ip = I1 and Ib = I2−I1. Alternatively

they could refer to the ‘flux-loop’ currents that correspond to the current patterns

established by trapping a persistent current within a loop while holding a single

heatswitch open. In such a case the upward-flowing part of I1 (figure 3.1) is shared

between Lb, LT and LS so that only the flux in the p-b loop is affected. In this

representation, the element currents are superpositions of all three flux-loop currents.

These two representations of the current flow are explored more thoroughly in

appendix C where the advantages of each approach are discussed. The ‘flux-loop’

description does not allow immediate calculation of the element currents. However,

6As stated in section 2.2.1, this value was 757mV during the earlier experiments, when the first

SQUID probe was used. This increased slightly to 817mV with the replacement SQUID.
7The simple circuit loop formed by the inductors Lp and Lb and HS1—figure 3.1.
8Athough the circulating currents which result from this pumping process are always slightly

smaller than the actual pump currents (section 2.1.2), this will be ignored here.
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in general, this representation will be used when discussing the circuit currents,

because of the almost direct correspondence between the flux-loop and pump cur-

rents,9 and because current changes resulting from the opening of heatswitches are

also most naturally treated using this approach.
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Figure 3.3: This data represents the compensation against temperature changes which

is possible in the SPG. The temperature coefficient of the gauge (TC) is seen to vary lin-

early with the compensation pump-current and passes through zero for a relatively small

pump-current. These properties make it possible to tune the gauge against temperature

fluctuations quite efficiently.

In the experiments corresponding to figure 3.3, a pressure-sensing current of

+2 Amps was stored in the p-b loop, with heatswitches 1 and 3 held open. The

horizontal axis in the plot represents the compensation current, IT−pump, injected

into the b-T loop via pump leads 2 and 3, and the vertical axis corresponds to the

temperature coefficient measured for each current setting.

The injection of IT−pump also affects the pressure-sensing current Ip and therefore

changes the sensitivity of the gauge. However this non-linear effect is only small as

Lp � Lb so that very little of the compensation current actually flows through Lp,

and Ip is relatively quite large. Although Ip is altered by the injection of IT−pump,

the removal of the compensation current, by opening all heatswitches except for

HS1, restores Ip to its original value, since the p-b flux-loop current is unchanged by

9In practice the SQUID heatswitch (HS3 in 3.1) is always held open during the pumping and

removing of currents so that IS = 0 and the circuit being modelled is effectively reduced in size by

one loop.
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either the current-pump or the heatswitch opening. This repeatability and linearity

allows reliable iterative tuning of TC without resetting Ip at each step.

Although there is some uncertainty in the determination of TC, the data of

figure 3.3 clearly conform to a linear fit that passes through the TC = 0 axis, as

required for tuning. The line of best fit was calculated with equal weighting of the

data points and gives a slope of 380Φ0/K/A, and an intercept of IT−pump = 105mA

for TC = 0. Data similar to that shown here may be used in an iterative tuning

process to estimate the currents required for complete temperature compensation.

After several iterations of increasingly precise measurements, the coefficient was

found to be zero for IT−pump ≈ −135mA; a small current in comparison to the

pressure-sensing current of 2000mA, which is stored in the p-b loop.

As noted earlier (section 3.1.1), such a small balancing current is made possible

by the high temperature sensitivity of the T-coil, per unit of current, κTT . The slope

in figure 3.3 gives a first indication of κTT since changes in the horizontal ordinate,

IT−pump, should correspond closely to −∆IT . However, since IT−pump also affects Ip,

and Ib, there is also a change in TC due to κpT and κbT , though these are expected

to be smaller contributions. As an order-of-magnitude estimate,

κTT ≈ −380 Φ0/K/A. (3.3)

In discussing compensation against temperature effects, it will be useful to define

a common-mode rejection ratio (CMRR)

αT ≡
TC(0)

TC
, (3.4)

where both TC and TC(0) are measured for the same pressure-sensing current, and

TC(0) is the thermal coefficient for the gauge when no compensation is present. The

difficulty with this definition of TC(0) is that in practice there is always some com-

pensation present in the circuit due to the return path taken by the pressure-sensing

current, −Ip.
10 Therefore the actual value of TC will depend on the configuration

of the circuit and the arrangement of currents within it. This is seen in figure 3.3

where the fit to the data indicates a value of TC(0) = 50 Φ0/K for Ip = 2000mA,

while the more simple circuit analysed in the previous chapter gave TC(0) = 96.5

Φ0/K for the same pressure-sensing current (2.36).

However, for an order-of-magnitude estimation, it will be sufficient to consider

the preliminary measurements outlined in the last chapter as a reference. Therefore,

in terms of a pressure signal, a typical value for TC(0) may be taken as

TC(0) = 3× 10−4bar/K, (3.5)

10For example, as indicated in section 2.2.4, the temperature coefficient measured in the first

experiments arises from the difference of two coefficients of undetermined magnitude (expressions

2.41 and 2.42).
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which represent an order-of-magnitude approximation to (TC)P (expression 2.42).

The level of compensation, αT , necessary to reach the required performance

depends on the thermal regulation of the SPG. Given this value for TC(0), if

temperature fluctuations are kept to within 0.1mK by thermal control,11 then αT >

100 is needed in order to meet the target performance of 3 × 10−10bar. Therefore,

to reach this target under the above conditions, the temperature coefficient must

be reduced below 0.5Φ0/K. Given the slope in the data of 3.3 this corresponds to

tuning of the compensation current to within 1.5mA of the balance point, which is

readily achievable.

3.1.3 Non-linearities in the temperature response

The compensation current was tuned using an iterative process to obtain succes-

sively better estimates for the pump current. In this way TC could be reduced

significantly from its uncompensated value of 48Φ0/K for Ip=1000mA (expression

2.37). However, once the temperature sensitivity had been reduced by a factor of

αT = 10, it became clear that TC itself had a significant temperature dependence.

This is evident even in the data of figure 3.2(b) which shows a small curvature in

the thermal response.

Such behaviour in the temperature response is not surprising as higher order

terms should tend to dominate as the net linear contribution is reduced by the

common-mode rejection. These non-linearities may arise from several sources of

temperature sensitivity, as discussed in appendix D. However, as noted earlier

(section 2.2.4), the temperature dependence is expected to be dominated by the

variation in the magnetic penetration depth with temperature.

Taking the Gorter-Casimir expression [27] for the London penetration depth, λL,

gives the temperature dependence of12

λL(T ) = λ0

[
1−

(
T

Tc

)4
]− 1

2

. (3.6)

Ideally, the effects of λL(T ) manifested in each transducer coil should differ only by a

scale factor, and the non-linearities in λL(T ) might be expected to cancel out as the

compensation current in tuned. However, the non-linear behaviour may be modelled

as arising from 3.6 by considering variations in the effective transition temperatures,

Tc, for different parts of the niobium wire. For example if the effective Tc of the

p-coil wire differs from that of the T-coil by an average of only 100mK, then this

alone could result in a non-linearity of 40Φ0/K/K—close to that generally observed

11This was the best level of thermal control achieved in the SPG.
12The Gorter-Casimir approximation will be assumed for most discussions of λL(T ). However,

an alternative BCS model is considered in section 3.5.2 and appendix D.
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in the SPG. This is not an unreasonable scenario since the wire is likely to contain

some impurities, particularly at the surface, which may lead to a degradation in

Tc [28].

The magnitude of these effects was not expected to be a problem provided the

first order terms were eliminated. However, it was found that TC may vary by as

much as 10–12Φ0/K over a range of 100mK, making the operating temperature just

as important as the current settings in the tuning of the thermal compensation.

While significant, this non-linearity by itself does not necessarily impose a limit

on the SPG performance, or prevent tuning of the thermal compensation; indeed it

may be exploited as an aid to the tuning process. The second order temperature

dependence was typically less than

∆ΦS

∆Φ0

= 7× 10−5
(

∆T

1mK

)2

for Ip = 2000mA. This means the required pressure performance could be main-

tained by controlling the temperature within a 1mK range about the turning point

in the temperature response. This has advantages over trying to increase αT by

adjusting of the currents alone.

The gauge can be successfully operated over a range of temperatures above that

of the helium bath, provided the performance is not indirectly disrupted by other

effects; for example through large temperature gradients resulting from the increased

heater power. The temperature, T0, at which at turning point existed in the thermal

response (TC = 0), was found to shift with the value of the compensation current

so that this current only needed to be set to within about 5mA in order to operate

the gauge. Tuning the compensation by adjustment of the temperature to T0 is in

principle an easier process than continuing to refine the current settings iteratively,

so this technique represents an improvement over tuning by current pumping alone.

One of the major concerns in exploiting this non-linearity was that, unlike the

current-tuning technique, it may not be sufficiently reliable from run to run or,

more significantly, over time during a single run. In order to test the stability of

the turning point T0 over time, the currents were set to produce a turning point at

approximately 4.6K and the temperature was repeatedly swept around this value

for several hours.

The first measurements performed in this way revealed a significant and unex-

pected hysteresis in the response, as reported in [29]. Figure 3.4 shows an example

of this hysteresis, observed during a temperature sweep measurement. As the tem-

perature rises from about 4.4K, the SQUID signal traces a parabolic response with

at turning point at T0 ∼ 4.6K. However, after reaching a maximum of 4.8K the tem-

perature is decreased again and the SQUID does not retrace the upward path but
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follows a significantly lower trajectory on its return to 4.4K. While this behaviour

might result from differing temperature gradients on the upward and downward

traces, this possibility was eliminated by holding the temperature constant for a sig-

nificant duration at the mid-points of each temperature sweep. Although the signal

relaxes slightly during these times it is clear that the ideal quasi-static response still

contains a large degree of hysteresis.

8

6

4

2

Pr
es

su
re

 (µ
ba

r)

4.84.74.64.5

Temperature (K)

Figure 3.4: The response of the SPG during one of the earlier experiments in which the

temperature was cycled four times between 4.4 and 4.8K. The small excursions at the

mid-point of each temperature sweep correspond to periods during which the temperature

was held constant for a long duration in order to probe the influence of thermal gradients

related to the temperature sweep.

There are several mechanisms in the SPG, or within the superconducting wires

in particular, which may lead to such behaviour, and many of these are discussed

in some detail in the following chapter (section 4.2). In this case it appears the

behaviour was related to the material properties of the superconducting wires. It

was found that NbTi had been mistakenly used to form the heatswitches for this

particular experimental run. When these were replaced with niobium wires, as used

in the remainder of the circuit, there was no sign of the hysteresis. The mechanisms

behind this hysteresis were not investigated further and it was assumed that they

were no longer present in the SPG circuit.

However, other irreversible effects were observed, and these raised some doubts

over the repeatability of the temperature response. For example, the response ap-

peared to always trace a unique path on the first temperature sweep following a
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current pump. The significance of these effects was not realised immediately, but

they were investigated more thoroughly in later experimental runs. The understand-

ing of this irreversibility represents an important result from the SPG experiment

and is the subject of chapter 4.
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Figure 3.5: Thermal response of the SPG with the circuit currents set at Ip = 2000mA

and IT = −135mA to provide compensation against thermal noise. These currents set-

tings produce a shallow turning point in the thermal response at T0 = 4.328K so that

even a moderate level of temperature control at this point is sufficient to keep the thermal

noise below the required performance of 3× 10−10bar.

Figure 3.5 shows the response of the SPG to temperature changes when the per-

sistent currents were set to Ip = 2000mA, IT = −135mA. In this case a continuous

temperature sweep was used instead of discrete steps so that the turning-point would

be revealed more clearly. The rate of the sweep was such that the curve differed

very little from the true quasi-static curve. From the shape of this typical curve

close to T0 it can be shown that if temperature fluctuations are kept below 0.5mK,

then the temperature noise should be less than 10−10 bar, which is below the target

noise floor of 3x10−10 bar. In reality the temperature could be controlled to below

this level so that this performance represents a conservative projection.

However, once temperature compensation had been fully implemented [29], the

noise floor was still limited to well above this projected level of performance13 for at

least two reasons. Firstly, at frequencies below 1mHz, the performance was limited

by temperature gradient fluctuations which arose from long-term changes in the

13See figure 3.9 at the end of this chapter.
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helium bath temperature. This was confirmed by an observed correlation between

the residual pressure noise at T = T0 and the temperature servo heater current.

However in this frequency range the addition of temperature compensation led to a

30dB improvement over the non-compensated performance14 (figure 2.18).

The second limitation, present at higher frequencies, came from vibration of

the dewar by ambient seismic noise in the laboratory. In fact the performance

above 100mHz was found to be unaltered by temperature compensation (figure 3.9),

and the integrated noise for frequencies below 1Hz was approximately 10−8bar—

dominated by vibration noise and still significantly higher than the target perfor-

mance. The dewar could be suspended from the ceiling on springs (figure 1.12) which

provided a low-pass mechanical filter at 1.5Hz, in addition to the existing isolation

above 38Hz. However this did not reduce the noise floor in the bandwidth of inter-

est, below 1Hz. For this reason common-mode rejection of acceleration noise was

included in the SPG design in a similar manner to the temperature compensation.

3.2 Acceleration compensation

3.2.1 Theory of acceleration compensation

Compensation against acceleration-induced diaphragm motion was achieved by in-

cluding a second disk-shaped diaphragm, and matching sense-coil, within the SPG.

The diaphragm and coil were placed in the ‘stack’, between the pressure sensing

and temperature-sensing coils (figure 1.4). The first design that was considered in-

volved making a second identical pressure-sensing diaphragm on the upper-side of

the sample space, so that pressure changes registered as a differential ‘breathing’

mode while acceleration only excited common-mode motion and so could be elimi-

nated. Although having a desirable symmetry, this design was deemed impractical

because it complicated the construction of the sample space, particularly access via

the capillary feedthrough and placement of the capacitor plate.

The acceleration-compensation diaphragm (a-diaphragm) was constructed from

niobium. It was made 0.6mm thick and of the same diameter as the pressure-sensing

titanium diaphragm. The outer rim of the disk, upon which it rested in the ‘stack’,

was 3mm thick (figure 1.5). The diaphragm dimensions were chosen to provide a

resonant frequency of around 1.3KHz at 4.2K—close to the resonance of the existing

diaphragm. This symmetry was intended to give each diaphragm a similar sensitivity

to acceleration. As in the case of temperature compensation, it is better if the

14Some further reduction in this noise could be achieved by setting T0 closer to the bath tem-

perature and lowering the pressure in the thermal vacuum. This would reduce the heater power

requirements of the thermal control loop and minimize the temperature gradients.
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acceleration compensating transducer has a greater acceleration sensitivity than the

pressure transducer (|κaa| > |κpa|) so that the circuit currents are minimized (section

3.1.1). However the a-diaphragm sensitivity was not increased mechanically as this

would have meant lowering the resonant frequency and reducing the effectiveness

of the mechanical vibration isolation. Furthermore, it was important that the a-

diaphragm was well matched to the pressure-sensing diaphragm in order to provide

effective compensation over a range of frequencies. Any difference between the

resonant frequencies would lead to a differential frequency dependence within the

signal bandwidth, and would therefore compromise the common-mode rejection.

Therefore, |κaa| was increased by reducing the gap spacing xa relative to xp.

The calculation of the required diaphragm thickness for a resonance of 1.3kHz

is given in appendix A.3.3. The softness of the thick rim around the diaphragm

was ignored in the calculation but the result was rounded upward from 0.578mm to

0.6mm in an attempt to compensate for any effect the rim may have on the reso-

nance.15 Once assembled into the SPG and cooled, the resonance of the niobium

diaphragm was measured by shaking the dewar with the loudspeaker and observing

the SQUID output while a persistent current was present in the acceleration com-

pensation coil (La). The relevant resonance was identified in the transfer function by

its dependence on the current in La: its magnitude was proportional to Ia (section

2.2.2), and the frequency was raised slightly by the frequency-pulling effect of the

persistent current (section 2.2.3). The fundamental resonant frequency for a stored

current of 1 Amp was measured at 1397.35Hz—sufficiently close to the design value.

The superconducting circuit was expanded once more (figure 3.6) to include

the acceleration compensation pancake coil (a-coil). In configuring the circuit it

was deliberately wired adjacent to the pressure-sensing coil so that the two coils

formed a simple loop. This allowed the large sense-current in Lp to flow back

through La and ensure that all of the currents do not return through Lb, thus

potentially limiting the performance. The acceleration transducer was oriented so

that when a current circulates in the Lp/La (p-a) loop it immediately provides some

degree of acceleration compensation. That is, the Lp and La coils are both situated

above their respective diaphragms so that when, for example, the SPG experiences

a downward acceleration the inductances of these coils both decrease (as the sense-

surfaces move closer) and much of the current increase in Lp flows back through La

and not through the SQUID. This only gives a very rough compensation but if the

acceleration transducer had the opposite polarity then the persistent currents in Lp

and La would need to be in the same direction and most of the combined current

15Overestimation of the thickness also allows further tuning of the resonance by machining of

the diaphragm surface.
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would pass through Lb, potentially weakening the overall performance of the circuit.
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Figure 3.6: The full superconducting circuit, including temperature and acceleration

compensation.

The additional circuit loop in figure 3.6, which is included to provide the iner-

tial compensation, contains two heatswitches in parallel instead of the usual single

heatswitch. This arrangement allows the total current circulating in the loop to be

more finely adjusted by tuning this compensation current in two stages. In the first

stage both heatswitches (HS2 and HS3) are opened together during each current

pump and a ‘coarse’ current pump is tuned until the resolution limit of the CPC

is reached (∼0.05mA). Following this, a second ‘fine-adjustment’ current is stored

within the dual heatswitch loop by opening only one of the heatswitches while in-

jecting the pump current. Most of the current flows through the closed heatswitch

and, assuming the heatswitch inductances are the same, a persistent current equal

to half the pump current is trapped in the HS2/HS3 loop.16 Through the small

mutual inductance between this loop and the main a-b loop, the fine adjustment

current has a fractional effect on I2, and therefore on the compensation current, Ia.

The change in Ia is proportional to the second pump current, but smaller by a factor

of approximately Lb

2(La+Lb)
.

Now that the full SPG circuit has been introduced it will be useful to summarize

the values found for each of the component inductances. Some of these have been

given previously in section 2.1.3. Appendix B contains a discussion of the circuit

inductances and gives estimates of their values. The final values quoted in equations

B.23 for the fully developed SPG are repeated here, together with the gap spacings

16The coarse tuning current flows through both HS2 and HS3. Therefore pumping a fine ad-

justment current of zero does not leave the circuit in the same state, since opening one of the

heatswitches inevitably alters the original coarse tuning current. A ‘null’ fine adjustment is there-

fore achieved by a pump current approximately equal to that used in the coarse tuning.
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assumed for the pancake coils (equations B.24):

Coil Inductance (µH) Gap (mm)

Lp 44 0.44

La 26 0.26

LT 16 0.15

Lb 4.9 —

LS 1.82 —

Table 3.1: The values of the circuit inductances for the full SPG circuit used in the final

experiments. The SQUID input inductance is greater than the value given in section 2.1.3

because it corresponds to a different SQUID probe.

3.2.2 Initial tuning of acceleration compensation

Measurement of the acceleration coefficient

Initially the acceleration coefficient (aC) was measured by driving the loudspeaker

with a low-frequency narrow-band excitation and taking the transfer function be-

tween the drive and the SQUID signal. However this method suffered from vari-

ability in the response of the dewar to a constant amplitude speaker drive. An

alternative method was developed in which the vertical acceleration of the dewar

was measured by an accelerometer17 positioned on the dewar top-plate. The accel-

eration coefficient was then measured as the transfer function relating the dewar

acceleration to the SQUID output. Most measurements of aC involved a swept-

sine excitation of the dewar with the transfer function being measured by an audio

spectrum analyser over the frequency range of 1–12.5Hz.

This method had several advantages aside from removing the effects of variability

in the driving force. The accelerometer had a calibrated output of 100mV per g,

which allowed aC to be measured in the more fundamental units of Φ0 per ‘g’, and

made it possible to compare measurements with theoretical estimates. This also

allowed the compensation to be gauged in terms of the pressure signal arising from

a given acceleration—bar per ‘g’. Also, like the SPG diaphragms, the accelerometer

is only sensitive to acceleration along the vertical axis.

In this measurement of aC there is potentially some sensitivity to rotation of

the dewar about a horizontal axis in which a differential centripetal acceleration ex-

ists between the accelerometer and the SPG. This is particularly large because the

distance between the accelerometer and the SPG provides a significant distinction

between the centripetal forces at these positions for rotations about a horizontal

17See section 1.5.3.
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axis. When excited by the loudspeaker the dewar does inevitably experience some

rotation on this axis, but it is difficult to quantify. However, a conservative esti-

mate of the rotation velocity, ω, combined with a base-line, r, of one meter, gave

a centripetal acceleration, rω2, 100 to 1000 times less than the simultaneous linear

vertical acceleration. More convincing was the fact that aC was found to be constant

over frequencies ranging from 1 to 24Hz while the amplitude of the dewar motion,

both linear and rotational, varied considerably over this range.

Although much smaller, this same differential effect translates to an uncompen-

sated acceleration noise under rotation because of the distance between the titanium

and niobium diaphragms. The two diaphragms, separated by about 18mm, experi-

ence a differential acceleration of ∆a = ∆rω2. For ∆r = 0.018m, this translates to

a magnitude equivalent to the vertical seismic linear-acceleration noise18 in the lab

for a dewar rotation velocity of ω = 0.024s−1. Since the dewar is approximately 1m

in height, this corresponds to a tilt-magnitude of at least 2.4cm at the dewar top for

frequencies of 1Hz and below, which is unlikely to be the case in normal operation.19

This technique for determining aC gave sufficient accuracy without the need

to use a lock-in amplifier. For low values of aC, large accelerations were required

and the dewar was driven to large amplitude motion at the fundamental suspension

resonance of approximately 1.5Hz. Even in this case the rotational motion was not

expected to be large enough to produce a significant centripetal acceleration signal.

Compensation current pumping

The performance of the acceleration compensation was first tested independently of

the thermal compensation. The sense-current, Ip, and the acceleration compensation

current, Ia, were stored in the circuit in the same pump sequence while the current

in LT was held at zero. As indicated in the discussion of thermal compensation

tuning, an important factor in such a double-current setting procedure is the effect

of the second current-pump on the existing current within the circuit. This has to

be well understood in order to design an appropriate pump sequence; and it is also

of interest in characterizing the inductive elements within the circuit.

The pump sequence began by first injecting Ip−pump = 500mA into the circuit

via pump-lead 1 and out through lead 2, with all heatswitches open. On closing

heatswitch 1 this current was therefore trapped solely within the p-a loop. A short

time later, during the same sequence, and with heatswitch 1 remaining closed, a

compensation current was passed-in through pump-lead 3 and out through 2, be-

18The seismic noise is considered in a 1Hz bandwidth.
19Furthermore, any rotational motion of this magnitude would undoubtedly couple into a real

vertical motion yielding linear accelerations well in excess of the seismic background.
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coming trapped when heatswitches 2 and 3 closed.

Following the first part of this sequence, 500mA flows down through Lp and

returns upward through La. Once heatswitch 1 closes, the flux inside the p-a loop

is conserved, so the second current pump, Ia−pump, which flows down through Lb,

must return upward through both Lp and La—being shared so as to provide no net

flux change in the p-a loop. The resulting current flow pattern, with a smaller Ip

and larger Ia, is frozen-in when heatswitches 2 and 3 close.

Using the capacitor plate to measure the change in the dc sensitivity with stored

current, it was determined that Ip fell from 500mA to 427mA after a compensation

current of 200mA was stored through leads 3 and 2.20 This reveals that about 73mA

of Ia−pump flowed in Lp and the remaining 127mA returned via La, increasing Ia to

627mA. From these data the Lp/La inductance ratio can be determined:

La

Lp + La

=
73

200

so
Lp

La

= 1.74. (3.7)

Ratios such as these were very useful in estimating the various inductances (ap-

pendix B) and sensitivity coefficients within the circuit.

Acceleration transducer sensitivity

A series of tuning measurements was conducted in which the acceleration compen-

sation pump current Ia−pump was adjusted while maintaining the pressure-sensing

pump current (Ip−pump) at 500mA (figure 3.7). As for the case of temperature com-

pensation, the pump currents are considered positive when flowing anti-clockwise

in the circuit loops. In this case Ia−pump is the pump current which is injected into

the circuit via pump-lead 2 and sunk from lead 3, while opening heatswitches 2 and

3. When injecting Ip−pump all of the heatswitches were opened. Therefore, ignoring

the inductance of heatswitch 1, following the first stage of the pump sequence the

current circulates in the p-a loop so that Ip = Ip−pump and Ia = −Ip−pump.

A positive acceleration coefficient (aC > 0) was defined so that an upward accel-

eration gave a positive signal at the SQUID output.21 The sensitivity of the pressure

and acceleration transducers to vertical motion is characterized by the variables κpa

and κaa respectively, where these parameters are a measure of the SQUID signal in

Φ0, per ‘g’ of acceleration, per Amp of persistent current in the transducer coil.

20Variations arising from the heatswitch inductances and calibration errors in the current pump

controller are assumed to be negligible.
21Considering the vertical orientation of the pressure-sensing transducer (figure 1.4), an upward

acceleration is expected to give a signal of the same polarity as a charge on the capacitor plate, or

a rise in temperature (section 2.2.4). This was confirmed by observation.
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Assuming no other sources of acceleration sensitivity in the SPG, the response

of the SQUID to a vertical acceleration z̈ is given by

ΦSa = z̈ (Ipκpa + Iaκaa) . (3.8)

For the two-part pump sequence used here, the expected sensitivity in terms of the

pump currents is

ΦSa = z̈
[
Ip−pump(κpa − κaa) + Ia−pump

(
73

200
κpa +

127

200
κaa

)]
, (3.9)

where the inductance ratio of 3.7 is assumed. In terms of these expressions, the

acceleration coefficient is therefore given by

aC ≡ ΦSa

z̈
. (3.10)

With the circuit currents arranged so that a sense current flows in Lp while

Ia = 0, aC was found to be strongly negative so that κpa < 0. Furthermore, since

the a-diaphragm and p-diaphragm are both positioned on the underside of their

respective sense-coils it is expected that κaa < 0 also, which was found to be the

case. Quantitative estimates for κpa and κaa are given in section 3.2.2 using results

from the tuning measurements.

The first term in 3.9 represents the sensitivity due only to the first current pump

Ip−pump. When only this first current pump was used, so that Ia−pump = 0 (though

Ia 6= 0), aC was measured to be negative. From equation 3.9 this implies that

|κpa| > |κaa| and shows that the sensitivity of the acceleration transducer is not as

high as intended.22

The reason for this failure appears to lie in the absence of a superconduct-

ing mushroom for the acceleration transducer. Estimates of the diaphragm deflec-

tions under gravity (expressions A.27 and A.30 of appendix A.2) indicate that the

a-diaphragm is expected to have a greater acceleration sensitivity. Likewise the

∼0.26mm spacing between the a-coil and a-diaphragm is less than the ∼0.44mm

of the p-coil and diaphragm which should only serve to increase |κaa| beyond |κpa|.
Therefore the lower sensitivity of the acceleration transducer appears to be due to

the motion of the superconducting sense surface. For a given acceleration, only the

centre of the a-diaphragm moves as far as the whole surface of the pressure-sense

mushroom, which is attached to the centre of the titanium diaphragm. This would

lead to a significant drop in sensitivity even if the pancake coils were distributed

over the entire surface. In reality the inner radius of the pancake coils is typically

6mm so that the a-coil has little sensitivity at the centre where the a-diaphragm is

deflected the most.
22As discussed in section 3.2.1, for the same current, the acceleration transducer was intended to

give a greater signal than the pressure transducer in response to an acceleration so that common-

mode rejection can be achieved with Ia < Ip.
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Acceleration compensation tuning

Figure 3.7 shows the results of the tuning measurements, with the acceleration

coefficient plotted against the pump-current Ia−pump. The data is for a pressure-

sense current of Ip ≈ 450mA but should be representative of results for any current

setting since the common-mode rejection is expected to scale with the persistent

currents.
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Figure 3.7: This data set indicates the tuning of the acceleration compensation while

no temperature compensation was present. The pressure scale on the right-side axis

is approximate as it ignores the small non-linearity in the dependence of the pressure

sensitivity on Ia−pump (section 3.1.2). The point on the horizontal axis represents a

coefficient of aC = 0.059Φ0/g, or ≈ 0.9µbar/g. The line represents a linear fit using all

data points with equal weighting.

The data of figure 3.7 can be used to solve equation 3.9 for κpa and κaa. This

yields values of

κpa = −1060Φ0/g/A

κaa = −840Φ0/g/A.

However these results assume that any acceleration sensitivity in the ballast in-

ductor (κba) is negligible.23 Likewise the ratio of the sensing currents Ip/Ia for

annulment of acceleration sensitivity is not simply κaa

κpa
since there is undoubtedly

23Any sensitivity is likely to be positive (κba > 0) since the toroidal ballast inductor is positioned

on top of a superconducting surface. A significant positive κba, if ignored, would result in an

overestimate of both |κpa| and |κaa|, but would maintain the result of |κpa| > |κaa|.
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some current-dependent acceleration sensitivity in both the temperature transducer

and the toroidal ballast inductor.

In figure 3.7 the data point lying on the horizontal axis corresponds to a residual

acceleration sensitivity of |aC| = 0.059Φ0/g for a persistent current Ip = 456.5mA.

This compares with a value of |Ipκpa| = 484Φ0/g = aC(0) due to the intrinsic

sensitivity of the p-coil. These results illustrate that common-mode rejection of

acceleration can be achieved in the SPG to a level of at least 78dB. This is a good

result and is not far from the upper limit set by the resolution of the current pump

controller. The pump current bit-size is 0.015mA and Ia is about 575mA, giving

a maximum repeatable CMRR of 92dB. The fact that the common mode rejection

could not be tuned to the theoretical limit was probably due to the CPC resolution

being limited by noise to about 0.05mA.

Further tuning is possible beyond this noise limit using the double-heatswitch

configuration (section 3.2.1). However this technique was not found to be necessary

in order to achieve the desired performance.

Some frequency dependence of aC was observed when the compensation current

was very close to balance. Such a dependence is expected since under these con-

ditions the SPG response represents the residual of two very large but opposing

contributions to the acceleration sensitivity. These contributions, from the tita-

nium diaphragm and the a-diaphragm, have weak but slightly differing frequency

dependences, even though the operating frequency is well below the fundamental

resonance of either diaphragm. However, the frequency dependence resulting from

this differential was not significant over the bandwidth of interest (≤ 1Hz) when

compared with the residual acceleration sensitivity.

The dependence of aC on temperature was also investigated, as this is an impor-

tant factor if the thermal compensation is to be tuned by adjusting the temperature

to T0 (section 3.1.3). The data points in figure 3.8 reveal a definite temperature

dependence in aC when close to the balance point. This dependence is assumed

to arise from a small rearrangement of the circuit currents as the inductances vary

with the temperature-dependent superconducting penetration depth, λ. In this case

the temperature dependence increases at higher temperatures, while at low temper-

atures, where the SPG is expected to operate, aC varies by less than 1µbar/g in

100mK.

The tuning of temperature compensation by adjusting T to T0 is not expected to

involve a change of more than 100mK, which corresponds to an adjustment of the

tuning current to within 5mA. Therefore, since the best acceleration compensation

achieved in the SPG is approximately 0.9 µbar/g, the temperature dependence in aC

may provide a limit to further common-mode rejection. However the performance
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of the gauge is not ultimately limited by acceleration effects for |aC| < 10µbar/g

(see section 3.4).

Measurements similar to those in figure 3.8 were also useful in demonstrating

that any drift in aC over time is unlikely to affect the performance, for time periods

up to several hours. The data displayed here was taken six days after tuning the

SPG to a CMRR of 78dB, with aC ≈ −1µbar/g at 4.2K (right-side axis). Although

aC has drifted by more than 50µbar/g, the intervening time period included several

thermal cycles of the SPG to temperatures above 5K, as well as a reset of the SQUID

probe and three helium transfers. It is not surprising if the fine balance of circuit

currents should change significantly under such conditions. Other data sets revealed

the stability of aC during periods in which the SPG is relatively undisturbed.
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Figure 3.8: The variation of the acceleration coefficient, aC, with temperature. This

data set was recorded several days after tuning the SPG to a common-mode rejection

ratio of 78dB with Ip−pump = 500mA and Ia−pump = −119mA. The temperature depen-

dence at the low temperature end of the scale is sufficiently small that the acceleration

compensation is not compromised.

As a final note, the above value for κpa agrees well with the estimate of the

diaphragm deflection under gravity given in appendix A.2.1. Combining κpa with

the measured pressure calibration for this experimental run, κpp = 144000 Φ0/bar/A,

gives aC in terms of an equivalent pressure output:24

(aC)P =
κpa

κpp

= 7.36 mbar/g, (3.11)

24Unlike (TC)P given for the first experimental run, this coefficient only relates to the pressure-

sensing transducer.
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Using the mechanical sensitivity of the diaphragm,
(

∂xp

∂P

)
T

(equation 2.14), the de-

flection under gravity is expected to be

xgp = 129 nm. (3.12)

This compares with the value of 109nm given in appendix A.2.1 (expression A.27).

The difference between these figures could be understood as evidence that κpa has

been overestimated in the above calculation by ignoring a significant contribution

from the ballast coil, κba.

3.3 Simultaneous tuning

The tuning of aC to almost 80dB of common-mode rejection and its weak depen-

dence on temperature augured well for the combining of thermal and acceleration

compensation. Simultaneous tuning of these common-mode rejection ratios required

setting three independent currents in the SPG, with the aim of obtaining a signif-

icant pressure-sensing current and two precise current ratios for the compensation.

The use of the current pump controller allowed these complicated arrangements of

current to be set-up within the circuit with a high degree of repeatability.

Having two independent ratios to tune simultaneously meant that a simple, one-

dimensional iterative technique could not guarantee efficient or effective tuning.

Furthermore, because the current pump controller contained only two independent

current sources, the currents could not all be established independently in a single

pump-sequence.25

So, the pressure-sensing current Ip was stored in the p-a loop in the first current

pump sequence and then left as it was for the remainder of the measurements. On

each iteration of the tuning process, the two compensation currents (Ia and IT ) were

first removed by opening all heatswitches except for heatswitch 1, then re-established

using a single pump sequence with two independent pump currents.

It was decided to use two separate pump sequences so that once the large

pressure-sensing current was established it could remain circulating through Lp

while the compensation currents were tuned. This method had advantages over

one in which Ip is reset during each iteration; both because the current pumps are

not repeatable to an arbitrary degree, and also because following any current pump

25Actually the CPC and the driving software were designed to accommodate up to three pulses

from each pump-current source during each sequence, but the pump leads assigned to each pump

source could not be altered between pulses. This allowed the compensation currents to be set using

two pulses from a single source, by a careful ordering of the heatswitches, but only if they were

stored in the same ‘direction’ within the circuit, which was never the case in the SPG.
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there is an ever-diminishing drift arising from flux creep in the superconducting

wires [30].26

The second current pump sequence began by setting the acceleration compen-

sation current in a similar manner to that described in the previous section. Then,

after closing heatswitches 2 and 3, the thermal compensation current was stored

by sinking a current into lead 3, drawing it from 4, and then closing heatswitch 4.

At this point the difficulty in tuning both common-mode rejection currents simul-

taneously becomes apparent. As discussed earlier, the last pump current, aimed

at establishing IT , necessarily disrupts the existing persistent currents Ia and Ip,

together with any compensation tuning that may exist. This cannot be avoided as

heatswitches 1–3 must remain closed during the final pump, and so the pump current

will be shared between the three inductors (Lp, La and Lb) and then trapped when

heatswitch 4 closes.27 In addition to this, the temperature transducer LT inevitably

has some degree of acceleration sensitivity so that changes in IT will have an effect

on the acceleration tuning regardless of changes in Ip and Ia.

To overcome this problem, a two-dimensional iterative technique was used—the

tuning now essentially being a problem of finding the ‘balance point’ on a current-

configuration surface spanned by the two compensation pump-current ‘axes’, Ia−pump

and IT−pump. Under such a model, the two tuning coefficients, aC and TC, corre-

spond directly to an alternative set of axes that are defined on the two-dimensional

current-configuration space by some linear combination of Ia−pump and IT−pump. The

mixing between these two sets of axes corresponds to the problem of interdependence

between the pump-currents in their effect on the tuning coefficients. This problem

can therefore be solved by diagonalizing the system; transforming it into the alterna-

tive current representation in which the ‘pump-current’ changes correspond directly

to changes in aC and TC. During the tuning process, this allows a direct estimation

of the change in the pump-currents required to locate the balance point at which

aC and TC are zero.

There is likely to be some non-linearity in the circuit which disrupts this idealiza-

tion over large changes in current. However, provided the relationship between the

pump currents and the tuning coefficients is refined along with the pump-current

estimates, this process should quickly close-in on the balance-point. The tuning

process is therefore analogous to the Newton-Raphson method for solving nonlinear

26Flux creep was observed in the SPG and is explored in more detail in section 4.1.4.
27The interdependence is partly simplified by holding heatswitch 4 open while pumping Ia−pump

so that IT remains zero. It could be simplified further by pumping the two compensation currents

simultaneously while opening and closing heatswitches 2–4 so that all pump currents are present

as each heatswitch closes. However this technique was not used in the tuning of the SPG reported

here.
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Compensation Currents Acceleration Coefficient Temperature Coefficient

(mA) (µbar/g) (µbar/K)

Ia−pump IT−pump aC [calculated] TC [calculated]

0 0 1976 [—] -631 [—]

-150 0 822 [—] -777 [—]

-150 300 1540 [—] -1579 [—]

0 300 2592 [2623] -1307 [-1395]

-500 300 -1424 [-1534] -2165 [-2104]

-500 0 -2362 [-2470] -1234 [-1195]

-500 -300 -3418 [-3474] -346 [-220]

-163.6 -278.1 21 [0] -39 [0]

Table 3.2: Tuning of the common-mode rejection for both acceleration and temperature.

The first three measurements are used to generate a linear model for the relationship

between the pump currents and the compensation coefficients (3.13). The remaining

measurements include a comparison with the coefficient values predicted by the model.

The final entry corresponds to the estimated balance point after this single iteration of

tuning.

equations in two dimensions.

In practice the idealised linear relationship between the pump currents and the

coefficients was not explicitly diagonalized, but the problem was solved by an essen-

tially identical method. Under the linear model described above, the relationship

between changes in the pump currents and the resulting changes in aC and TC can

be written as a matrix equation,∆aC

∆TC

 =

 aaa aaT

aTa aTT

∆Ia−pump

∆IT−pump

 . (3.13)

Estimates of the matrix elements were obtained by measuring the thermal and

inertial coefficients, aC and TC, for various pump-current settings. Some examples

of these measurements are shown in table 3.2, where aC and TC are expressed in

more convenient pressure units. Measurement of these coefficients for at least three

pump-current settings are required in order to give two independent sets of data for

the changes, ∆aC and ∆TC, in response to the pump-current changes, ∆Ia−pump

and ∆IT−pump. These two data sets can then be used to solve equation 3.13 to give

the elements of the ‘tuning matrix’.

Using the first three data sets in table 3.2 this procedure yields a tuning matrix

of

T =

 aaa aaT

aTa aTT

 =

 1.03 0.31

0.089 −0.35

 (3.14)

91



where the elements in the top line have units of Φ0/g/mA, while those on the lower

line are expressed in terms of Φ0/K/mA. Therefore the values of these elements do

not correspond directly to the data in table 3.2, which are expressed in terms of

the pressure signal for a persistent current of Ip = Ip−pump = 1000mA. In practice

the pressure calibration will vary during the tuning procedure as Ip is affected by

the tuning pump currents. However, because the tuning is performed using the

pre-calibration units of Φ0, this variation is irrelevant.

From the above estimation of the tuning matrix elements it is worth noting

that the polarity and relative sizes of these matrix terms are consistent with the

expected underlying mechanisms. The compensation coefficients are related to the

circuit currents through the ‘kappa’ coefficients introduced earlier:

aC = Ipκpa + Iaκaa + IT κTa (3.15)

TC = IpκpT + IaκaT + IT κTT , (3.16)

where any sensitivity to acceleration or temperature in the ballast inductor has

been ignored. The elements of the matrix T represent the partial derivatives of

these compensation coefficients with respect to the pump currents. Therefore

aaa =
∂Ip

∂Ia−pump

κpa +
∂Ia

∂Ia−pump

κaa +
∂IT

∂Ia−pump

κTa = 1.03

aaT =
∂Ip

∂IT−pump

κpa +
∂Ia

∂IT−pump

κaa +
∂IT

∂IT−pump

κTa = 0.31

aTa =
∂Ip

∂Ia−pump

κpT +
∂Ia

∂Ia−pump

κaT +
∂IT

∂Ia−pump

κTT = 0.089

aTT =
∂Ip

∂IT−pump

κpT +
∂Ia

∂IT−pump

κaT +
∂IT

∂IT−pump

κTT = −0.35, (3.17)

where each partial derivative assumes the other pump currents to be constant.

As discussed earlier, an upward acceleration or temperature rise is expected

to increase the coil-surface spacing in both the p-coil and a-coil transducers, so

that κpa, κaa, κpT and κaT should have the same sign. The actual polarity on each

experimental run depends simply on the way in which SQUID probe was wired into

the circuit; something that was not controlled in each assembly. For the experiments

corresponding to this data, these coefficients were all positive:

κpa, κaa, κpT , κaT > 0, (3.18)

in contrast to those previously reported in this chapter, which were obtained during

different experimental runs.

Likewise, since both pump-currents are expected to increase both Ip and Ia, the

partial derivatives associated with these coefficients in 3.17 are all expected to be

positive; and therefore the first two terms of each expression are all positive.
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For the temperature-sensing transducer, κTT > 0 is expected since a temperature

rise has the same effect as in the a-coil and p-coil. However, any sensitivity to

acceleration should have a negative coefficient as the sense-surface is situated above

the T-coil, in contrast to the other two pancake coils. So

κTT > 0

κTa < 0. (3.19)

The partial derivatives relating to the temperature-sensing current are simplified by

the fact that IT is only affected by IT−pump. Therefore

∂IT

∂Ia−pump

κTa = 0

∂IT

∂IT−pump

κTa = −1. (3.20)

Considering all of the terms in 3.17, it is clear that only ∂IT

∂IT−pump
κTa can be

expected to be negative; consistent with the observed polarities for the aij.

The relative magnitudes of the matrix elements also meet expectations. It is

not surprising that |aTT | is much greater than |aTa| since κTT is expected to dom-

inate over the other temperature coefficients. Likewise |aaa| > |aaT | because, in

comparison to that of Ia−pump, the influence of IT−pump on Ip and Ia is smaller as

the downward flowing current is shared between Lp, La and Lb, with most of it

passing through Lb. The stiffness of the temperature-sensing surface means that

κTa � κpa, κaa, so the final term in |aaT | is not significant.

Once the tuning matrix has been determined, it can be used to estimate the pump

currents needed to balance both the acceleration and temperature compensation.

The estimate calculated using the matrix T above (3.14) is shown as the last entry

in the table. This calculation was performed by beginning with a known set of

pump-currents and corresponding coefficients28

 I ′a−pump

I ′T−pump

 and

 aC ′

TC ′

 .

Clearly, from this point, the change required in the coefficients is ∆aC

∆TC

 =

 −aC ′

−TC ′


28For this and the other predicted values of table 3.2, the offset was calculated relative to the

(0,0) compensation current setting, since no other current set appeared to fall particularly close to

the tuning point. However, following one iteration of this process, the offset is calculated relative

to the previous estimate.
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and equation 3.13 can be used to solve for the change in pump currents needed to

achieve this.  Ia−pump

IT−pump

−
 I ′a−pump

I ′T−pump

 =

∆Ia−pump

∆IT−pump

 = T−1

 −aC ′

−TC ′

 (3.21)

The fact that the final current settings in the table do not precisely eliminate

aC and TC is not surprising as it reveals the presence of non-linearities in the

system which are not accounted for by the simple linear model of equation 3.13.

The other data of table 3.2 were recorded to further characterize the non-linearities,

or unrepeatability, present in the circuit. For each current setting, a comparison is

made between the measured values of aC and TC and the values predicted using

equation 3.13. The error in the calculated values is approximately 10Φ0/K for TC

and 10Φ0/g for aC, which represents a non-linearity, or unrepeatability, of 2–10%

over this range of current settings.29

In summary, the first three entries of table 3.2, together with the final entry,

represent a single iteration in the tuning process. At each subsequent iteration the

tuning matrix itself is refined using at least three independent measurements. This

tuning procedure is therefore able to accommodate the nonlinearities by continual

adjustment of T, as discussed earlier.

This first iteration displayed in the table reduces the compensation coefficients

(aC and TC) by 25–40dB. From this point the tuning matrix was further refined

and a second iteration was performed, resulting in a sufficient level of common mode

rejection, in both acceleration and temperature, for pump currents of Ia−pump =

−162.06mA and IT−pump = −291.10mA. In most cases only two iterations are

necessary to achieve the compensation required for satisfactory performance of the

SPG. These settings provided an acceleration coefficient of 0.3Φ0/g;30 or about

the same level as the intrinsic SQUID noise for a worst-case seismic background

of 10−5g/
√

Hz (section 3.4). They also produced a turning point in the thermal

response at T0 =4.4K.

As a further example of common-mode tuning, for a pressure-sensing pump cur-

rent of Ip−pump = 100mA in the p-a loop, compensation pump-currents of Ia−pump =

−14.15mA and IT−pump = −36.23mA reduced aC to a similar level and provided a

turning point in the thermal response at 4.46K.

The actual currents circulating in the SPG as a result of these pump currents

can be estimated from knowledge of the circuit inductances (appendix B) and the

29The percentage error is expressed relative to the values for aC and TC used in calculating the

tuning matrix.
30In this case the common-mode rejection of the acceleration response is only at approximately

60dB.
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pump sequence. This calculation was carried out for the 1000mA pressure-sense

pump current configuration and yielded values of

Ip = 916mA

Ia = −1146mA

IT = 291mA.

As indicated earlier, the acceleration compensation current required for tuning was

larger than the pressure-sensing current, and this potentially limits the performance

since the maximum pressure-sensing current may be less than the lowest critical cur-

rent in the circuit. The design of the accelerometer transducer should be altered to

make it more sensitive to acceleration, so that less compensation current is required.

This might be achieved by reducing the gap, xa, between the a-coil and its sense

surface, or by attaching a mushroom to the acceleration-sensing diaphragm similar

to that on the titanium diaphragm. The thermal compensation current required for

tuning is significantly smaller than the pressure-sensing current, as expected.

3.4 Noise performance

As discussed in section 2.2.5, in terms of pressure measurement, the target perfor-

mance for the SPG is 3x10−10 bar in a 1Hz bandwidth over several hours. At each

stage of development the noise floor of the SPG was measured with 1000mA stored

in the pressure-sensing coil.31 The results of these measurements are shown in figure

3.9.

The upper curve (I) represents the spectral density of the pressure noise at the

SPG output when no common-mode rejection techniques are used to compensate

against thermal fluctuations or vibration (section 2.2.5). In this case there is also

no thermal regulation so that the temperature fluctuations are approximately 5–6

times larger than they were with the thermal control loop closed.32 Therefore, while

thermal regulation alone would lead to a corresponding improvement in this curve,

it is clear that resulting noise floor would still lie well above curve (II). The further

improvement in going to curve (II) comes from the fact that in (I) the SPG had a

temperature coefficient of TC ≈ 360µbar/K (expression 2.42), while in (II) thermal

compensation had effectively reduced TC to an insignificant level.

31In some cases, as above, the pump-current was 1000mA but the final value may have been

less due the effect of other current pumps. In these cases the measurements were simply scaled to

indicate the equivalent response if Ip had been 1000mA.
32The temperature was particularly stable during this measurement because of a good thermal

vacuum and passive isolation.
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Figure 3.9: Curves (I)–(III) represent measurements of the SPG noise floor at various

stages of development; (IV) and (V) indicate noise sources which may represent ultimate

limits to the performance.
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After thermal compensation had been implemented it was realized that the per-

formance at lower frequencies, where the spectrum has an approximately 1/f charac-

ter, was limited by thermal gradient fluctuations in the SPG (section 3.1.3). However

the integrated noise was dominated by the white spectrum observed beyond 1mHz,

and this prevented the performance from reaching the specified target. This excess

noise at higher frequencies was due to seismic motion of the SPG as the titanium

diaphragm acted as an effective accelerometer. Above 1mHz this noise spectrum

(II) corresponds to a seismic acceleration of 10−6 g/
√

Hz, rising to 10−5 g/
√

Hz at

10Hz.

The addition of acceleration compensation provided a dramatic improvement in

this noise performance spectrum; particularly at the high-frequency end where the

reduction was up to 40dB or more. This third noise-spectrum (III) represents the

best performance achieved in the SPG. The flat portion corresponds to a pressure

noise density of 10−10 bar/
√

Hz and the integrated noise from 1Hz down to 10µHz

(∼ 25 hours) is approximately 2 × 10−10 bar. At this performance level the SPG

meets the requirements for pressure measurement resolution in the bandwidth of

interest.

The remaining curves give some indication of further improvements which may be

made in the pressure gauge. Spectrum (IV) corresponds to the noise measured at the

SPG output when no current is stored in the transducer circuit. While the current

cannot be made identically zero with any certainty, it was found that reducing

the stored current led initially to a corresponding reduction in the noise floor, but

eventually the noise became independent of current, settling at the level shown in

figure 3.9 (IV). A noise floor at this level was observed over several experimental

runs for a variety of current settings and circumstances. It is assumed therefore that

this noise couples into the SQUID inputs independently of the superconducting

transducers, or else it arises in the SQUID read-out circuitry. In either case it

could be a result of down-conversion of rf electromagnetic interference. Another

possibility is that room-temperature fluctuations are affecting the pre-amplifier or

SQUID controller.33 Various methods of shielding and filtering were effective in

reducing this post-transducer noise but no further improvement could be gained

beyond the level indicated here.

Matthews [12] reports seeing a similar noise floor in his gravity gradiometer

experiment which involved superconducting transducers of a type very similar to

33Deliberate heating of the pre-amplifier, for example, was found to have an effect on the SQUID

signal but there is no obvious reason why the dip-probe measurements (V) would not be susceptible

to the same effects. Further investigation is required to identify the source of the post-transducer

noise with certainty.
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those used in the SPG. He attributes this residual noise to the motion of flux lines

in the superconducting niobium wires which manifests itself in the SQUID signal as

discrete flux-jumps of varying size. Such fractional flux-jumps were also observed

in the SPG and attempts were made to eliminate them by post-processing of the

data, leading to a marginal improvement. This suggests that flux-jumps are indeed

the source of the noise floor. However, in agreement with Matthews, the stochastic

nature of the jumps and their wide range of amplitudes makes it impractical to

remove these effects entirely.

If this noise floor (IV) does arise from the motion of flux lines then this would

explain why the noise does not scale with the transducer current and why it is not

present in the dip-probe measurements (V). Nevertheless, whatever the origin of

this post-transducer noise, it does not necessarily present an ultimate limit to the

performance. Its independence from the transducer currents allows it to be reduced

simply by recalibrating the gauge so that the same voltage noise at the SQUID

output corresponds to a lower pressure noise from the SPG. Such an increase in the

transducer sensitivity can be achieved most readily by storing a larger persistent

current Ip in the pressure transducer coil, as discussed below.

At low frequencies the SPG performance (III) is limited by thermal gradients

which lead to a pressure noise through the transducer action. This noise is signifi-

cantly greater than the post-transducer noise floor (IV), regardless of any increase in

the stored current. However at frequencies beyond 100mHz, where the two spectra

are coincident, it appears that the noise floor does not arise from sources at the

transducer input, such as temperature fluctuations and seismic noise, and therefore

could be further reduced by an increase in the stored current. This was not veri-

fied experimentally due to time constraints and the fact the target performance had

already been achieved.34

The final curve (V) is the noise measured at the SQUID output during a dip-

probe measurement in which the SQUID inputs were shorted.35 The SQUID was lo-

cated in the double niobium shield used with the SPG and surrounded by a mu-metal

cylinder during the measurement. This result is consistent with the manufacturer’s

specifications for this SQUID probe, which quote a noise floor of 3 × 10−6Φ0/
√

Hz

at 100Hz. The noise level of the flat region of the spectrum beyond 1Hz corresponds

to this figure. Furthermore the 1/f corner frequency is consistent with the 0.5Hz

34It was determined that much larger currents could be stored within the SPG circuit. However,

what is in doubt is the degree to which a larger current would improve the noise performance,

before another noise source began to dominate.
35The SQUID noise floor presented in a previous publication [29] was for a different SQUID

probe (A14-10), a different transducer sensitivity, (dL/dx), and corresponds to a sense-current of

2000mA.
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maximum specified by the manufacturer.

The noise in (III) arising from thermal gradient fluctuations at lower frequencies

may be improved by altering the temperature servo parameters. The temperature

gradients vary with the bath temperature according to(
∂T

∂x

)
∝ (Tbath − T0)

τi

τe

, (3.22)

where τe is the time constant for heat flow between the SPG and the helium bath, and

τi corresponds to thermal gradients within the SPG itself (appendix F). Therefore a

reduction in the gradients can be achieved either by improving the thermal vacuum,

which serves to increase τe, so that less heater power is required and the gradients

are smaller, or, alternatively, by reducing the temperature offset between the bath

temperature and the set-point T0. Although τe could be easily reduced by lowering

the thermal vacuum pressure, operation of the heatswitches involved significant

injection of heat into the gauge and therefore required a small τe to allow thermal

equilibrium to be attained within a reasonable time (section 1.4).

The data of figure 3.9 indicate that the target performance level has been achieved

using thermal and inertial compensation with a pressure-sensing persistent current

of 1000mA. However the present performance (III) could be further improved by

minimizing the effects of thermal gradients. If this was achieved to such an ex-

tent that the performance was limited by the post-transducer noise over the entire

frequency band, then the noise floor could be significantly improved simply by in-

creasing the persistent currents. For a current, Ip, of 8.6 Amps (section 2.2.3),

the projected performance36 is 1.2 × 10−11bar/
√

Hz, if the noise-floor indicated by

(IV) represent the ultimate limit to performance. This would be lowered further to

5.3× 10−12bar/
√

Hz if the intrinsic SQUID noise floor is achieved.

3.5 Penetration depth temperature dependence

When the temperature of the SPG changes there are a number of mechanisms which

result in a signal at the SQUID. One significant factor leading to the temperature

sensitivity of the gauge (TC) is the variation in the superconducting penetration

depth of niobium with temperature. The remainder of this chapter contains a dis-

cussion of this temperature dependence. In particular, its expected magnitude is

discussed in comparison with the observed values of TC.

36It is assumed here that the maximum CMRRs achievable for thermal and inertial compensation

do not depend on the magnitude of Ip.
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In general, a change in the magnetic penetration depth (λ) within the wires and

other superconducting surfaces of the SPG will lead to a change in the circuit induc-

tances, which is observed by the SQUID as the circuit currents adjust themselves

to maintain flux conservation.

Inductance is fundamentally a quantity which relates the current in a circuit

to the magnetic field energy it generates. In general it is a function of the circuit

geometry as well as the materials which make up the circuit and its immediate

environment. A full quantitative analysis of the SPG circuit inductances and their

dependence on temperature is complicated by the arrangement of superconductors

within the SPG. However, the problem may be sufficiently simplified to yield, what

are expected to be, useful estimates of TC. Appendix B.2 contains a calculation of

the pancake coil inductances in which the coils are considered as a set of concentric

wire loops separated a distance 2x from a set of image loops having opposite currents

(figure 2.8). An increase in λ with a rise in temperature may be considered to affect

the pancake-coil inductances in two ways: firstly, changes in the penetration depth

in the superconducting wires themselves affect the self inductance terms in the

total inductance calculation; and secondly, penetration depth changes in the sense-

surface will affect the apparent coil-to-image distance 2x. The first of these effects

is discussed in the following section, and the latter in section 3.5.2.

3.5.1 Self inductances

When the temperature rises, and λ increases, the radius of the superconducting wire

is effectively reduced as the field penetrates more deeply into the surface. This has

little effect on the field well outside the wire. However, the field close to the wire

will extend over a larger volume; as indicated in figure 3.10, where the current is

assumed to flow only at the wire surface.

This simple picture does not represent the actual field profile, which decays into

the superconducting wire over the characteristic length λ. However, it can be used

to approximate the effect of an increase in λ on the total field energy. For a plane

geometry, the extension of the field into the surface by an amount ∆λ is equivalent

to an extension of the region occupied by the average field energy of ∆λ
2

[31].37

Assuming this can be applied to the superconducting wires of the SPG, the effect

on the field energy, and therefore the inductance, is equivalent to a reduction in the

wire radius of a1 − a2 = ∆λ
2

.38

37The factor of 1
2 arises because the apparent magnetic position of the surface is related to the

square of the field, and since the field decays into the material exponentially, the motion of the

magnetic surface is half that of the penetration depth.
38A full solution involves solving the London equation in cylindrical coordinates and gives the
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Figure 3.10: As the temperature of a superconducting wire is increased, the magnetic

penetration depth increases. This effectively reduces the wire radius from a1 to a2, pro-

viding a new region of space occupied by the magnetic field as indicated by the additional

area under the curve. This increases the total field energy and therefore the inductance

of the wire.

If just a single loop of wire is considered in isolation, then its inductance is

well-approximated by

Lloop = µ0R
(
ln
(

8R

a

)
− 2

)
, (3.23)

where R and a are the radii of the loop and wire respectively [25].39 Therefore the

dependence of the inductance on wire radius is

dLloop

da
=
−µ0R

a
. (3.24)

A variation in the wire radius of ∆λ
2

, through a change in the penetration depth,

will therefore lead to a change in the inductance of

∆Lloop =
∆λµ0R

2a
, (3.25)

where the positive polarity arises because an increase in λ results in a decrease in

a and therefore an increase in L. Combining this with the temperature dependence

of λ yields the temperature sensitivity of the inductance:

dLloop

dT
=

dλ

dT

dLloop

dλL

=
dλL

dT

µ0R

2a
(3.26)

decay of the magnetic field in terms of Bessel functions. This calculation is not performed here

and the present approximation of plane geometry is assumed to be sufficient since ∆λ � λ � a.
39Grover actually uses a value of 1.75 for the constant subtracted from the log term. A rounded

value of 2 is often used and has very little effect on any of the values calculated here.
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For the quantitative estimates which follow, the temperature dependence of the

penetration depth in niobium at 4.2K will be taken as (appendix D.)

dλ

dT
= 2.4× 10−9m/K. (3.27)

This is the prediction of the BCS theory for a ‘pure’ superconductor40—one in which

the mean free path, l, is greater than the BCS coherence length, ξ0. The value quoted

here is derived from the London parameter data of Mühlschlegel [32].

The temperature sensitivity of each pancake coil due to the self inductance terms

is discussed in appendix D.1. The coefficient arising from this effect is calculated by

summing over the temperature dependences (∂Li

∂T
) of all N loops in the coil. For the

pressure-sensing coil this calculation yields a temperature dependence of

∂Lp

∂T
= 4.9× 10−11H/K. (3.28)

The corresponding coefficients for the other coils differ from this by less than 3%.

Using the circuit inductances given in appendix B.2.3 for the full SPG circuit,

this translates to temperature coefficient contributions of

κpT−L = 3.5Φ0/K/A

κaT−L = 5.7Φ0/K/A

κTT−L = 9.8Φ0/K/A,

where κpT−L, for example, is the contribution of the self inductance temperature

sensitivity to the temperature coefficient of the p-coil, κpT .41

The change in the self inductance of wire loops (3.25) also affects the toroidal

ballast inductor, Lb. The inductance of this circuit element, is also calculated in

appendix B.2, and its dependence on temperature is estimated in appendix D.1:42

κbT−L = 2.13Φ0/K/A. (3.29)

There will also be a temperature coefficient associated with the SQUID input

coil, but without knowing the geometry of the coil it is not possible to calculate its

value. Assuming a fractional inductance change with temperature similar to that

40This value is significantly greater than the Gorter-Casimir prediction (equation 3.6), which

yields a temperature dependence of 9.5× 10−10m/K at 4.2K.
41All of the kappa coefficients quoted here are calculated for the full superconducting circuit of

figure 3.6.
42It is also shown in appendix D.1 that a calculation of this temperature sensitivity from the full

inductance formula in Grover [25] yields the slightly higher value of 2.03Φ0/K/A. This is a good

indication that using only the self inductance terms yields an adequate approximation for the total

temperature dependence.
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of the other coils, gives a kappa value of about half the size since the amount of

flux held in this small inductor has only a marginal effect on flux conservation. In

any case, this temperature coefficient, κST−L ≈ 1Φ0/K/A, is never of any significance

since the dc current in the SQUID input is always negligible.

A change in λ in the wires will also have some effect on the mutual inductance

terms used in calculating the pancake coil inductances. Given the model used in

this calculation (appendix B.2.2), this effect will only become significant as the

coil gets very close to the sense surface. However, when the gap spacing becomes

comparable to the wire radius, the discrete-conductor model for calculating the

inductance breaks down, and the mutual inductance terms are no longer relevant.

This is discussed further in the following section.

3.5.2 Sense surface spacing

The field energy, and therefore the inductance, can be affected by materials in the

locality of the inductor which interact with the magnetic field. This is especially the

case for superconductors, which act as virtually perfect diamagnets; having surface

currents which screen out any applied fields. For the pancake coils used in the SPG,

which are adjacent to a superconducting ground plane, the effect of the screening

currents within the ground plane is equivalent to the presence of an image current,

matching that of the inductor, mirrored by the superconducting surface.43 Such a

current, having opposite polarity to that of the inductor, will act to partially cancel

the magnetic field, and will therefore reduce the field energy and the coil inductance.

The field cancellation improves as the inductor becomes closer to its current image,

until they are effectively coincident at the surface, and the inductance vanishes.44

This is one way of understanding the change in inductance with position of

the pancake coil, which is the essential mechanism underlying the operation of the

transducer: The coil and current image move closer together if the gap is reduced,

so the field energy and inductance decrease, resulting in a change in the circuit

currents.

Temperature changes which alter the penetration depth by an amount ∆λ, ef-

fectively change the position of the magnetic ‘reflection surface’ by ∆λ
2

, as discussed

in the previous section.45 Therefore this has an effect on the coil inductance, and

the SQUID output, identical to that of an equivalent coil displacement, ∆x = ∆λ
2

43See the discussion surrounding figure 2.8 in section 2.1.3.
44This is the model developed quantitatively in appendix B.2.2 to estimate the pancake coil

inductances.
45This shift also occurs in the wire so that for a temperature change, ∆T, the apparent mechanical

motion, ∆x, might be expected to be ∆λ. However this is not necessarily the case for reasons

discussed later in this section.
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So, assuming λ(T ) = λL(T ), and using the value for λL(T )
dT

given above (3.27),

yields a temperature sensitivity for each of the SPG pancake coils:

dxλ

dT
=

1

2

dλ

dT
= 1.21× 10−9m/K, (3.30)

where xλ is the apparent motion of the sense surface due to a change in λ. The

actual SQUID response will depend on the position sensitivity of each sensing coil.

The change in inductance with respect to the coil-surface spacing for each pancake

coil is estimated using the current-image model in appendix B.2.2. For the three

pancake coils this yields

∂Lp

∂xp

= 0.093H/m

∂La

∂xa

= 0.096H/m

∂LT

∂xT

= 0.105H/m. (3.31)

When these are combined with the circuit inductances given in table 3.1 they give

an estimate of the SQUID response, and therefore the temperature coefficients of

the three sensing coils:46

κpT−M = 8.0Φ0/K/A

κaT−M = 14.0Φ0/K/A

κTT−M = 24.8Φ0/K/A. (3.32)

From these, and the coefficients relating to the self inductance terms calculated

earlier, an estimate of the expected TC for the gauge may be made. If the model

described so far is an accurate representation of these superconducting transducers

then simply summing the values given in 3.29 and 3.32 will be sufficient to obtain

estimates of TC for a given current setting. However, most models [11, 31, 33] do

not consider the self inductance effects of the previous section but rather assume

that the current in the wires flows only at the surface facing the superconducting

ground plane. In such a case, an increase in the penetration depth has the effect of

moving the coil currents and screening currents apart by a distance of ∆λ; that is
∆λ
2

in both the wire and the sense-surface. Therefore the temperature coefficients

are obtained by doubling the values in 3.32 rather than summing 3.29 and 3.32.

This approximation is expected to be good when the gap-spacing is comparable to,

or smaller than, the wire radius. Otherwise the surface-current distribution in the

46The subscript ‘M’ is used to indicate that this mechanism affects the mutual inductance terms

in the calculation; as opposed to the penetration depth changes in the wire, discussed earlier, which

affect the self inductance terms.
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wire should remain quite uniform—not being affected by the more distant ground

plane.

For the range of gap spacings used in the SPG it is difficult to determine the

relative importance of these two complementary models. Significant contributions

from both models are probably present, with the effect of the sense-surface becoming

more dominant as the gap spacing is reduced. Penny [11] notes that non-uniform

surface currents are likely to be present in the wires when the distance to the sense-

surface becomes comparable to the wire radius. He also states that such an effect

would be difficult to calculate. It seems likely that non-uniform current flow is a

factor in the SPG thermal response; at least in the T-coil, for which the distance

between the wire surface and the sense-surface is estimated to be less than 100µm,

or only just greater than 1.5 times the wire radius.

Therefore the temperature coefficients of the pancake coils and toroidal ballast

inductor may be estimated to be within the ranges:

κpT = 11.5 → 16.0Φ0/K/A

κaT = 19.7 → 27.9Φ0/K/A

κTT = 34.6 → 49.6Φ0/K/A

κbT = 2.0 → 2.1Φ0/K/A, (3.33)

with κTT occupying a higher value within its range relative to κpT .47 These values

are taken as the best theoretical estimates of the temperature dependence in the

SPG. Other possible mechanisms leading to temperature sensitivity, such as thermal

expansion in the coils, or the change in Young’s modulus with temperature, are

discussed in appendix D, but these contributions are all expected to be much smaller

than those due to the penetration depth effects.48

Using these values for the expected temperature coefficients of the transducers,

an estimate can be made of dλ
dT

from the temperature dependence observed in the

SPG. A precise estimate is not straightforward because there are almost always

several temperature transducers contributing to the total effect. In an effort to

simplify the separation of these coefficients, a series of measurements was carried

out in which a 500mA current was stored in the circuit in such a way that it flowed

only through two of the circuit inductors. The resulting temperature dependence

observed at the SQUID is shown in table 3.3.

47The range given for the ballast inductor represents the difference between the result obtained

through the analysis of section 3.5.1 and the result inferred from the data of Grover [25].
48The only possible exception to this is the effect due to a change in the compression of the

coil stack (appendix D.4). However the calculation is based on quite conservative estimates of the

material parameters and produces a thermal sensitivity of only ≈ 2Φ0/K/A.
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Ip (mA) Ia (mA) Ib (mA) IT (mA) TC (Φ0/K)

0 500 -500 0 47.2

500 0 -500 0 -1.15

0 0 -500 500 157.6

500 -500 0 0 -49.6

Table 3.3: Measurement of the SPG temperature coefficient as observed in the SQUID

signal for a variety of current settings. The currents given here are the pump currents

but the actual stored currents are not expected to differ significantly.

Assuming a temperature coefficient for Lb of κbT = 2.1Φ0/K/A (3.33), these

measurements of the SQUID temperature response give estimates of the temperature

coefficients of the pancake coils:49

κpT = −0.2Φ0/K/A

κaT = 92Φ0/K/A

κTT = 313Φ0/K/A. (3.34)

As expected, the temperature coefficient of the T-coil is much larger than that

of the other pancake coils, and is comparable in magnitude to the slope of the

tuning characteristic in figure 3.3 (see section 3.1.2).50 These estimates derived

from observation give a ratio of κTT/κaT = 3.4. The greatest ratio allowed by the

range of expected coefficient values (3.33) is 2.5, indicating that the T-coil may

have been even closer to the sense-surface than estimated (appendix B.2.3). The

surprising result of 3.34 is that of κpT , which is expected to be positive51 and to

be slightly smaller in magnitude than κaT . Both the small magnitude and negative

polarity of κpT were confirmed by the fourth measurement, which combined κpT and

κaT by storing a current in Lp and La.

It could be that the assumption of κbT = 2.1Φ0/K/A is incorrect. Certainly a

larger κbT could explain the apparent negative polarity of κpT . However, the same

contribution of κbT is contained in all three of the coefficients calculated above, so

invoking a significant κbT cannot make κpT and κaT comparable, unless κbT itself

becomes comparable to both.

Furthermore, κaT above is expected to be about twice the magnitude of κpT and

49κbT is chosen as it has the smallest uncertainty and the smallest magnitude. Even a large error

(say 100%) in this assumed value would have little effect on the pancake coil coefficients since the

TCs of table 3.3 all represent the difference between two kappas.
50The polarity is changed as this data pertains to a similar circuit, but on a different experimental

run in which the kappas were of opposite sign.
51All coefficients should have the same polarity, as a temperature rise is expected to cause an

increase in the inductance of every coil.
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κbT from the first run (section 2.2.4),52 since the a-coil gap spacing is about half that

of the pancake coils in the first version of the circuit. Therefore, in hindsight, the

expected magnitudes of these coefficients is

|κpT |, |κbT | ∼ 46 Φ0/K/A. (3.35)

Although this is only an order-of-magnitude estimate, the fact that in the first run

(equation 2.41)

κpT − κbT = 48 Φ0/K/A, (3.36)

indicates that |κpT | � |κbT | and only |κbT | is of order 46 Φ0/K/A, since both coef-

ficients are expected to be negative. It therefore appears that |κpT |, in both earlier

and later measurements, was much smaller than expected.

3.5.3 Temperature dependence of λ in niobium

As noted in the previous section, the effects of penetration depth changes with

temperature are usually modelled by assuming an equivalence between the sense-

surface and the wire so that each effectively moves a distance ∆λ
2

away from the

other during a temperature rise. Applying this model to the measurement of dλ
dT

using a calibrated transducer has consistently yielded anomalously large values for

the temperature dependence of the penetration depth in niobium wires [11, 14, 31,

33, 34] or cylindrical shields [35] when compared to measurements of λ in bulk

samples [36].53 This anomaly has been attributed to defects in the wire or the

machined ground-plane surfaces, which may lead to increased flux penetration, and

therefore a larger temperature dependence. More specifically, explanations have

been offered in terms of mechanical damage to the surface [11], or the presence of

lower-Tc precipitates [14], or oxidation [35,37].54

Furthermore Clem [35, 39] noted that the anomalous dependence appeared to

increase for smaller wire diameters, indicating the likelihood of a surface effect.

Likewise Guj [40] observed evidence that the anomaly was lessened by electropol-

ishing of the Nb sample, and Schwarz [37] reports a marked increase in λ at 6.5K

for bulk samples of Nb oxidized in air compared with those annealed in vacuum.

McDonald [14] collates several of these anomalous penetration depth measure-

ments and shows that they can be understood in terms of the ‘dirty’ BCS model

52In the first experimental run the ballast inductor was a pancake coil used as LT in later

experiments.
53This is despite the fact than an assumption of a ∆λ

2 shift in both the wire and sense-surface

tends to under-estimate the actual penetration depth change.
54There is some evidence that the magnetic properties of the wire insulation at low temperatures

may also provide a mechanism for this anomaly [38].
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[41, 42] in which the electron mean free path l is less than the superconducting co-

herence length, ξ0. Such a model involves standard values for λ(0) but yields a much

greater increase in λ when the temperature is raised.

Unfortunately the calibration of the SPG is not sufficient to allow a precise esti-

mate of dλ
dT

for comparison with theory and with the data of other authors. However

there are a number of observations that can be made from the preceding discus-

sion. Firstly, when the ranges of possible coefficients offered by the model (3.33)

are compared with the measured values of 3.34 (excluding κpT ), it is clear that the

observations indicate values of dλ
dT

larger than those predicted by a factor somewhere

between 3 and 9. Quantitatively, the observed coefficients correspond to a measured

value somewhere in the range 75–220 Å/K.55 The results collected by McDonald

(figure 5.14 in [14]), corresponding to niobium wire transducers similar to those

used here, were derived using the position sensitivity of the transducer and assum-

ing ∆x = ∆λ. Using the same assumptions here means taking the higher values

in 3.33, which give dλ
dT

=80Å/K and 153Å/K corresponding to the measurements of

κaT and κTT respectively.

Even the larger of these values is significantly lower than those reported by

McDonald, which are of order 225Å/K [11, 14, 33]. However the difference between

the values obtained here from two different coils is an indication that the uncertainty

is very large.

A figure for dλ
dT

may be obtained from an alternative method using the pressure

calibration of the gauge. For the experimental run corresponding to the data of 3.34,

the pressure sensitivity of the gauge was measured as κpp = 120000Φ0/bar/A. Using

the diaphragm pressure sensitivity given in expression 2.14 this gives a position

sensitivity of

κpx = 6.8× 109Φ0/m/A (3.37)

for the p-coil transducer, with respect to the coil-surface spacing x. This could be

converted into an estimate for dλ
dT

using the observed value of κpT , but this measured

coefficient appears to be anomalous, as discussed above. However, an approximate

value for κax can be obtained from κpx since the position sensitivity should scale

inversely with the inductance (section 2.2.4). Therefore, using the measured induc-

tance ratio given in 3.7,

κax = 1.2× 1010Φ0/m/A. (3.38)

Now, assuming the value for κaT in 3.34 is reliable, this translates to a measured

55It should be noted that most other authors use the Gorter-Casimir approximation in comparing

their observations with theory. If this is used here instead of expression 3.27, the discrepancy factor

of 3–9 given above becomes more like 6–18. The absolute quantities remain the same.
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temperature dependence for λ of

dλ

dT
= 78 Å/K (3.39)

for ∆x = ∆λ (156 Å/K for ∆x = ∆λ
2

). So, using this method, and adopting the

same assumptions as other authors, gives a value about 2.5 times lower than those

reported by others; but still 6–7 times larger than the Gorter-Casimir prediction.

Finally, from the figures in 3.34 and the discussion following, it appears that

something unique to the pressure-sensing coil is significantly reducing the tempera-

ture coefficient κpT . It is tempting to speculate about the causes for this anomaly,

especially in light of the anomalous penetration depths observed by others. For

example, it could be that, unlike the other inductors, the temperature dependence

of λ in the p-coil is close to that predicted by theory. Unfortunately there are many

factors that distinguish the Lp coil from the other inductors: the attachment of the

sense surface to a stalk emerging from the centre of a diaphragm; the presence of

titanium-alloy in the vicinity; the electro-polished sense surface; and the combina-

tion of niobium and titanium-alloy in the material that determines the coil surface

gap spacing, xp.

Many of these factors are considered in appendix D when calculating the expected

temperature dependence of the SPG. The estimates given in the appendix indicate

that the large difference in temperature coefficients observed between the SPG trans-

ducer coils cannot be explained by thermal expansion or change in Young’s modulus

of the materials in the SPG. The surface condition of the sensing plane mentioned

earlier is therefore of particular interest. As suggested by other authors [39,40], the

electro-polishing may somehow slow the penetration of flux into the niobium surface

and thereby reduce the magnitude of dλ
dT

to less anomalous values.
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Chapter 4

Irreversible flux motion in the SPG

Type II superconductors usually exhibit some degree of irreversibility in their mag-

netization when the external magnetic field or self-field is cycled. Such irreversibility

has been widely discussed in the literature and is generally well-understood in con-

ventional superconductors. In most cases it is due to the pinning and release of flux

quanta as they move within the bulk material [43,44].

Irreversible effects of this kind did appear to be present in the SPG response,

but were only observed indirectly through the history dependence seen in the mag-

netic behaviour when changing from one current (field) setting to another. A more

direct measurement was not possible because significant changes in the magnetic

field environment could only be achieved through the pumping, trapping and extin-

guishing of currents in the superconducting circuit. These processes involved large,

abrupt changes in the self-field which could not be tracked by the SQUID read-out,

and therefore did not allow characterization of any magnetic irreversibility resulting

from these field changes.

However, of more importance to the performance of the SPG was the surprising

irreversibility seen in response to temperature changes. These effects were discovered

during characterization of the turning point in the temperature response (section

3.1.3). On further investigation, they were found to be unexpectedly large and

complex and are not well-documented in the literature.

4.1 The irreversible phenomena

Irreversible behaviour was first noticed during temperature cycling measurements,

which were performed to determine the stability of the turning point in the thermal

response at T0. Such measurements, in which the temperature was stepped up and

down repeatedly (see section 3.1.2), were found to produce a unique response during

the first temperature rise, but would follow a different curve when the temperature

was reduced. Subsequent thermal cycling would reproduce the latter curve during

both upward and downward steps. However if the steps were then extended to
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higher temperatures, beyond the previous range, the signal would move to a new

curve, which was then followed on subsequent cycles.

The results of a typical cycling measurement are shown in figure 4.1. The tem-

perature was stepped upward from a base temperature T1 to a temperature Tmax,

and then stepped back down to T1. This process was repeated several times, with

Tmax being increased by 0.1K on each cycle.1
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Figure 4.1: The response of the SPG when stepping up and down between 4.3K and

successively higher temperatures. Each data point represents a thermal steady-state

attained by the SPG about 12 minutes after each 50mK temperature step. The ‘isoflux’

branches (BCD, EFG, HIJ, KLM) are so repeatable that the upward temperature trace

is almost indistinguishable from the downward trace. This plot is of the same kind as

that shown in figure 3.2(b).

In this case the superconducting currents were set with the SPG at 4.3K, and this

functioned as the base temperature, T1, for the measurement. The temperature was

then raised in two 50mK increments to the first Tmax of 4.4K, which gave the top left

section of the SQUID response, AB. Following this, the temperature was stepped

back down to 4.3K (BC), before raising it once more (CD). Once the temperature

rose above the previous Tmax of 4.4K, the SQUID signal suddenly began to decrease,

until the next Tmax was reached at 4.5K (E) and the temperature was lowered again.

The important feature to notice is that while the temperature remained below

Tmax, the steady-state thermal response of the SQUID was always reversible. How-

1In the following discussion it is important to remember that the temperature Tmax is dependent

on the temperature history during any series of measurements. Tmax is continually re-defined so

that at any given time T ≤ Tmax.
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ever, whenever T = Tmax (DE, GH and JK), the SQUID signal departed significantly

from the reversible curve, and subsequent decreases in the temperature yielded a

different reversible branch of the thermal response. Three more such branches can

be seen in this data corresponding to Tmax values of 4.5K (EFG), 4.6K (HIJ) and

4.7K (KLM).

The reversible branches of the characteristic are labelled isofluxes, as they appear

to involve no change in the flux linked by the superconducting circuit loops. The

remaining part of the temperature trace, where T = Tmax, will be referred to as the

backbone curve.

All of the irreversible phenomena seen in the SPG have the general temperature-

response characteristics described above.2 However, significant differences in be-

haviour have been noticed, depending on the history of the currents stored in the

superconducting circuit. It has therefore been useful to categorize the observed

irreversibility into three classes.

4.1.1 Class I irreversibility

The first type of irreversibility to be observed in the SPG is labelled Class I . Gener-

ally it appears following any change in the circuit currents—either by storing a new

current or removing an existing one. It has a significant magnitude relative to the

SQUID noise floor, though it is of modest size in relation to the other irreversible

effects described below.

Irreversibility measurements were usually made when the SPG currents were set

close to the thermal compensation balance point—as defined by the slope of the

isoflux curves. For the case in which 1000mA was stored in the Lp/La pressure-

sensing loop, a current of 125mA was usually trapped in the thermal compensation

loop, Lb/LT , to balance the thermal effects. This was a very common current-set,

used in many experiments on the SPG. Figure 4.2 shows a typical thermal response

of the SPG after setting such a current at 4.3K.

The most distinguishing feature of Class I irreversibility is its size, being of

the order of a few Φ0 at the SQUID.3 In general the backbone has a significant

curvature, and almost always includes a turning point. Another interesting feature

is the gradual change in the isoflux curves as Tmax is increased. Some of these

characteristics will be discussed in more detail later in the chapter.

2The hysteresis, or two-way irreversibility, discussed earlier in section 3.1.3 appears to be a

completely different phenomena and is not discussed in this chapter.
3It is difficult, just from the data in 4.2, to draw conclusions about the true size of the effect in

terms of currents in the SPG coils, since it is likely that, as with the isofluxes, there are competing

effects which tend to balance out.
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Figure 4.2: A typical temperature-stepping response when the SPG is close the thermal

compensation balance point. In this case there is approximately 1000mA stored in the

sense loop, and 125mA in the temperature compensation loop. The curve begins at the

4.3K (A). The first few data points are labelled in an identical manner to those of figure

4.1 in order to clarify the path taken by the trace.

4.1.2 Class II irreversibility

The data shown in figure 4.2 is only a subset of a larger measurement which is plotted

in figure 4.3. Beyond 4.7K the SQUID signal rises dramatically and irreversibly. The

subset of figure 4.2 is indicated in 4.3 to emphasize the magnitude of this Class II

irreversibility, which is typically on the scale of tens of Φ0.

It is not only a difference in magnitude which separates Class II from Class I

irreversibility; there are also some very significant qualitative differences. Firstly,

unlike Class I effects, which arise whenever the current is altered, the Class II be-

haviour does not appear at any given temperature unless the magnitude of the

current is different from its value during the last temperature sweep. The size of the

effect is proportional to the difference between the present and previous currents.

For example, the change in signal during a temperature rise from 4.7K to 4.75K is

proportional to the difference between the stored current and the previous stored

current when the SPG was last at 4.7–4.75K. Secondly, as implied by the turn-over

in the backbone at high temperatures (figure 4.3), the Class II phenomenon only

occurs over a narrow temperature range from approximately 4.7 to 4.9K.

These properties of Class II behaviour are more apparent from the next figure

(4.4), which shows two different responses of the SQUID signal to identical current
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Figure 4.3: The same data set as in figure 4.2, but with all points included. Class II

irreversibility begins to take effect above 4.7K. The backbone turns sharply upward, but

the isofluxes remain relatively unchanged.

settings of Ip−pump = 1000mA and IT−pump = 125mA. Although the currents are

identical in each case, their histories are different. Curve (a) was measured after

having no current in the circuit during previous temperature rises. So, when the

temperature reaches about 4.7K, the signal rises in proportion to the 1000mA stored

current. Curve (b) was taken immediately after this. At a temperature of 4.3K the

currents were removed by firing all heatswitches, and an identical set of currents

was stored in the circuit. In this case, because of the previous temperature sweep,

the current-history above 4.7K is 1000mA; so no Class II effect is seen as the critical

temperature range is reached. However, Class I behaviour is observed because the

currents were reset between these two measurements. Curve (b) is duplicated with

a vertical offset to show that beyond 4.9K the response is not dependent on the

presence of Class II effects, and therefore the Class II behaviour appears confined

to a narrow temperature range.

This history-dependence indicates that there is a memory associated with Class

II irreversibility which is only accessed and reset once a sufficient temperature is

reached. Another significant aspect of this behaviour is that it depends only on

the sense-inductor current. Changing any of the other currents in the circuit has

no effect on the Class II signal. It thus appears that the physical mechanism pro-

ducing this memory effect is contained within the Lp inductor coil or its immediate

neighbourhood.
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Figure 4.4: Identical measurements on identical SPG current settings. The difference in

the traces arises only in a narrow temperature range and is due to the different current-

histories of the two measurements. The isofluxes in this data have been shortened to 0.1K

so that the backbone curves can be clearly seen.

Although not obvious from this graph, unlike Class I, the Class II irreversibility

by itself does not appear to have any effect in shaping the isoflux curves. This is

significant considering the magnitude of Class II effects relative to those of Class

I. All of these distinctions seem to indicate that the mechanisms underlying these

two behaviours are in fact independent, even though they both lead to the same

‘one-way’ irreversibility in response to temperature changes.

4.1.3 Class III irreversibility

The phenomenon labelled Class III irreversibility was observed in the SPG when

currents were passed through the superconducting circuit for a few seconds and

then removed without trapping. Like Class I irreversibility, Class III is observed over

a wide temperature range. However, it is differentiated from the former by its very

large magnitude; being typically 1000 times larger than Class I behaviour.

An example of a Class III effect is shown in figure 4.5. In this case 200mA

was passed through the Lb and LT inductors by pumping current into lead 3 and

sinking it from lead 4. All heatswitches were held open during this procedure, as was

the case with most pump sequences designed to invoke Class III effects, so that no

currents should have been established in the circuit. Even though the slope of the

backbone curve was typically 10000–20000Φ0/K under these conditions, the isoflux
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slopes were always less than 70Φ0/K in magnitude, and do not change by more than

about 10Φ0/K over the full temperature range. This variation is comparable with

that seen in the Class I and II measurements.
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Figure 4.5: Class III irreversibility in the SPG. This behaviour, which has a very large

magnitude, occurs after passing a current through the superconducting circuit, without

trapping it.

In many ways this is the most extraordinary of the three classes of irreversible

behaviour, since it is so large and yet occurs when there is no persistent current

present in the circuit. The absence of any significant current was made certain

by briefly opening all the heatswitches once more, well after the current pump

was removed. It was further confirmed by the lack of any significant sensitivity to

pressure or acceleration.

In practice the SPG was deliberately operated on one of the isofluxes, well below

Tmax. This avoided the irreversible effects and ensured a reliable temperature re-

sponse, which was needed for thermal compensation. Since each isoflux appears to

be shaped by the thermal history, the tuning was carried out using the same pattern

of temperature changes on each iteration, and T0 was tuned to be well below Tmax.

In principle, the subtle changes in the isoflux curves with Tmax could be used

to advantage in the tuning process since they provide another mechanism for fine-

tuning T0, through the adjustment of Tmax, even after the persistent currents have

been set. For example, in figure 4.2 the first two isofluxes (BCD and EFG) do

not contain a turning point. However, in the following two isofluxes a turning
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point does exist, and T0 appears to shift upward significantly from one curve to the

next; the shift being about the same as the change in Tmax (0.1K). Although it

is a potentially interesting effect, the evolution of the isofluxes with Tmax was not

investigated further.

4.1.4 Flux creep

One of the most striking features of the Class II and III effects is the creep-like

behaviour observed in the time domain. Following a temperature step, and the

associated thermal transient, the SQUID signal relaxes logarithmically in time—

suggestive of thermally activated flux creep. Figure 4.6 shows the response of the

SPG to several temperature steps during a measurement of Class III irreversible

behaviour. As discussed in section 3.1.2, it is from time-series data such as this that

the thermal response curves, like those in figures 4.1–4.5, are generated.4 In this

case Tmax is equal to the temperature of the second step (i.e. just below 5.02K). So,

the first two steps in the plot correspond to the upper end of an isoflux, and the

latter two are part of the backbone; as in, for example, CDE of figure 4.2.
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Figure 4.6: Response of the SPG to temperature steps, showing the large creep-like

relaxation present when at or above Tmax (here Tmax is just below 5.02K). The right-hand

axis has been broken in two places to eliminate the large responses to the temperature

steps beyond 5.02K, and to highlight the smaller logarithmic relaxation.

In these latter two steps T = Tmax and logarithmic relaxation is clearly present

4In this particular case, however, the slow logarithmic creep does not allow an accurate estimate

of the level at which the SQUID signal will settle.
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long after the temperature servo has reached its set-point. The logarithmic response

is not seen at temperatures well below Tmax in either Class II or Class III behaviour.

However, as Tmax is approached, the signal does show unmistakable signs of loga-

rithmic flux creep, though these are not visible on the scale of figure 4.6 until the

temperature almost reaches 5.02K. The presence of this creep below Tmax is the

reason for the apparent gap in the backbone at 4.8K in figure 4.3. The signal was

still relaxing at 4.8K when the temperature was dropped to begin measurement of

the isoflux, and the relaxation effectively ceased. However, on returning to 4.8K the

signal continued its relaxation and so produced a higher measurement than the pre-

vious one at that temperature. Such a gap is also present in the isofluxes associated

with the Class III curve shown in figure 4.5, but it is too small to be seen on the

larger scale. This behaviour is explored further in section 4.4.2.

The sensitivity of this creep rate to temperature is also seen in the response

to the last two temperature steps. In each case, the second and third segments

of the SQUID signal plotted in figure 4.6 begin at the same time with respect to

the previous temperature step. However, the former curve shows a sharper rise in

the signal because in this case the temperature rose faster and actually overshot its

set-point, while in the final temperature step this did not occur. The dependence

of the creep rate on temperature and the nature of the creep itself are discussed in

section 4.4.

As was the case with the irreversible response (backbone curve), the logarithmic

relaxation was found to be much larger in Class III than was seen in the Class II

phenomenon. Even when the SPG coils were energized with a few milliamps, and

only 20mK temperature steps were used, the logarithmic relaxation of the SQUID

signal would extend over 10Φ0 or more after thermal equilibrium had been reached.

It is unclear as to whether this kind of creep relaxation also occurs in the Class I

case. It may be present but not easily detected because of its small size.

The final step in figure 4.6 is the most convincing evidence for flux creep since

the temperature has clearly reached equilibrium and the SQUID response has a

logarithmic form. Further evidence for the presence of flux creep is found in the

Class II response shown in figure 4.7. Following a temperature step of 50mK, the

relaxation of the SQUID signal is plotted on a log time-scale which demonstrates

that the response is indeed logarithmic in time. The data continues to 10000 seconds

following the temperature rise, indicating that thermal relaxation cannot explain

the curve. Likewise the closeness of the fit to the data makes it very unlikely that

the response merely reflects the drifts present in the system, such as those in the

thermal gradients due to changes in the helium bath. The most likely explanation

for the logarithmic response appears to be that thermally activated flux creep is
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occurring within a superconductor in a location where the flux lines are coupled

into the superconducting circuit. The magnitude of these creep effects are discussed

in section 4.4.1.
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Figure 4.7: The relaxation of the SQUID signal following a 50mK temperature step to

4.8K. The circuit currents were set at Ip−pump = −1000mA, IT−pump = −125mA, and

Class II irreversibility was present. The straight line is a logarithmic fit to the data which

yields a creep rate of −0.669Φ0/decade. The departure of the fit from the data at times

earlier than ∼300 seconds is consistent with the presence of thermal transients in this

region.

So far the irreversible effects have been discussed only at a phenomenological

level. Considerable effort was required to arrive at this level of understanding, since

a typical temperature stepping measurement lasted 12–18 hours, and the history-

dependent nature of these multiple effects makes them very difficult to isolate.

Though clear in hindsight, it was all too easy when investigating these effects to

disregard an important history-dependent measurement as a ‘spurious’ result.

The remainder of this chapter is concerned with attempts to move beyond this

phenomenological understanding, toward a possible physical model for these obser-

vations. In doing so the intention is not to construct a detailed microscopic theory

which explains every aspect of the observed phenomena. To do this convincingly

would require a more direct, careful investigation of these effects using a more spe-

cialized experimental setup. Such a comprehensive investigation is quite impractical

using the current apparatus and beyond the scope of the current research project.
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The intention is rather to develop a physical model which provides some basic un-

derstanding of the significant characteristics described so far, and which could form

the basis for a more detailed microscopic description of these irreversible effects.

4.2 Irreversible mechanisms

Any source of temperature sensitivity in the SPG is a potential source of irreversible

thermal effects. For this reason, before considering other models for the irreversible

thermal response, this section discusses some mechanisms that are expected to give

rise to a reversible temperature sensitivity, but which may in fact contain some

residual irreversibility.

4.2.1 Mechanical hysteresis

On a temperature rise there are several mechanisms through which the SQUID signal

may respond due to mechanical changes. Firstly, thermal expansion of the Araldite

epoxy, which bonds the pancake coils to the formers, will make the coil larger and

tend to increase its inductance (appendix D.3); it will also push the coil closer to

the sense-surface (appendix D.4). Secondly, differential thermal expansion in the

coil/diaphragm ‘stack’ will lead to a change in the compressive stress and therefore

a change in the coil-surface spacing (appendix D.4). Thirdly, any temperature de-

pendence in the Young’s modulus of materials in the stack will, in general, also lead

to a change in the stress and therefore the gap-spacing. Likewise, a variation in the

modulus of Ti-6Al-4V with temperature will result in a change in the diaphragm

deflection under gravity (appendix D.5). These mechanisms, together with some

less-significant ones, are discussed in appendix D and are shown to be quite small

when compared with the temperature dependence arising from penetration depth

changes.5

Since these effects have magnitudes of at most a few Φ0/K/A, it seems they are

only a possible explanation for the small magnitude Class I behaviour. But all of

these mechanisms, at least in the ideal case, lead only to reversible effects. Any

irreversibility would have to arise from some residual hysteretic mechanism such

as thermally-activated mechanical creep. In such a case the diaphragm, or other

material in the SPG, may relax mechanically as dislocations are released from pin-

ning sites by thermal activation—a process analogous to that of thermally activated

flux creep (section 4.2.3). This would potentially give a very similar temperature

response to that described above.

5Essentially this is because both the temperature dependence of Young’s modulus and the

thermal expansion coefficient, α, are both very small for most materials at cryogenic temperatures.
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However, in order for such an effect to be reset by a change in the current, as is

observed in the SPG, there must be a driving force on the diaphragm during current

pumping. The magnetic pressure force discussed in section 2.2.3 could provide such

a force, but even for a current of 1 Amp this would only deflect the diaphragm by

3.3nm, so the thermal relaxation would have to be on the order of 5% per Kelvin to

produce a temperature sensitivity of just 1Φ0/K/A. At cryogenic temperatures such

mechanical creep is unlikely to approach such a large value [45]. Aside from this,

such an effect would be proportional to the square of the pump current (equation

2.28), but there is no evidence for such a relationship. It is therefore difficult to see

how any mechanism related to thermally activated mechanical creep can be sufficient

to explain the observations of section 4.1.

4.2.2 A weak-link model

Another abnormality which may cause some irreversible behaviour is a ‘weak link’

within the superconducting circuit, where the critical current is significantly lower

than a typical pump current. This scenario, occurring in a screw terminal join, was

invoked by McDonald [14] in explaining some anomalously large flux creep effects

seen in his apparatus.

If, during a current pump, the critical current, Ic, in a weak part of the circuit

is exceeded, then it is possible that temperature increases and cycling would lead

to the irreversible behaviour outlined in section 4.1. However, if part of the circuit

was severely limited in its capacity to carry a current, then this would lead to

a ‘saturation’ of the circuit performance as the current was increased beyond this

level. In all the measurements taken with pump currents ranging from 100mA to 10A

such a saturation effect was observed in only one run, and only for pump-currents

exceeding 8.6A (section 2.2.3). A region having a critical current of less than 100mA,

and hence always saturated, would have effectively disabled one of the independent

circuit loops used in tuning the SPG and therefore prevented compensation against

vibration and thermal noise. There was no evidence that suggested part of the

circuit was crippled in this way. Furthermore it is very unlikely that any of the

screw-terminal joins were consistently producing weak links within the circuit, as

these types of join are known to be very reliable [12].

However, after eliminating the possibility of a bad circuit join, it was realised

that weak links may be present in other forms, and may still have a significant effect

on the circuit behaviour. Any multiply-connected geometry within the circuit, in

which one connection has a low critical current, will give rise to irreversible effects

for sufficiently high pump-currents. If a niobium wire is unintentionally contacting

any other part of the circuit, so that a small supercurrent can flow through the
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contact, then this would produce such a doubly-connected arrangement capable of

exhibiting irreversible behaviour in response to a temperature rise. Such a short-

circuit is very likely to occur at the superconducting circuit board where many loose

wire-ends and loops are necessarily present. It is also likely that such an accidental

connection would have a sufficiently low critical current.

Lpara I1 Lx I2 Ly

Weak
link

HS

Figure 4.8: A part of the superconducting circuit containing a parasitic loop formed by

the unintentional shorting of a niobium wire from one part of the circuit to another. The

parasitic loop has a low critical current due to the poor connection made by the wire

short. Variations on this geometry are possible depending on where the parasitic loop is

located in the circuit. However the essential behaviour is not altered by the particular

choice of model.

A possible geometry for such a parasitic loop is shown in figure 4.8. In this

diagram the second loop, containing I2, represents one of the main loops within the

superconducting circuit6—for example, the loop made by the inductors Lp, La and

heatswitch 1 (see figure 3.6). The currents I1 and I2 are ‘flux-loop’ currents,7 which

only affect the flux trapped in their respective circuit loops. For example all of the

current I1 flows through Lpara, but it is shared between Lx and Ly in such a way

that the flux in the second loop is unaffected. I2 is the persistent current stored in

the loop during a current pump that uses the heatswitch shown. The other loop

represents a short-circuit containing a small parasitic inductance, Lpara, and a weak

link having a temperature-dependent critical current Ic[T ].

The behaviour of such a parasitic loop with increasing pump-current, at a tem-

perature T1, is illustrated in figure 4.9(a). As I2 is increased by pumping larger

currents in the main loop, the current I1 initially remains at zero, as flux is con-

served in the parasitic loop. Eventually, when the flux-loop current, I2, is sufficiently

6Alternatively the inductor Ly could represent the inductance of the remainder of the circuit

connected in parallel between these terminals.
7See appendix C.
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high, the current flowing in the shorting wire, Ipara, increases to the critical current of

the weak link, Ic[T1]. In this flux-loop model, Ipara is the current flowing downwards

through Lpara, which contains contributions from I1 and I2:

Ipara = I2

[
Lx

Lx + Lpara

]
+ I1. (4.1)

Therefore, since at first I1 = 0, the critical current is reached when

I2

[
Lx

Lx + Lpara

]
= Ic[T1], (4.2)

or

I2 = Ic2 = Ic[T1]
[
1 +

Lpara

Lx

]
. (4.3)

Beyond this critical point the current Ipara is fixed at the critical value, Ic[T1], and
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Figure 4.9: a) The response of a parasitic loop inductance to a persistent current in

an adjacent circuit loop (figure 4.8). b) Change in the response after an increase in

temperature, which causes the critical current of the loop to be reduced. A circuit in the

state ‘A’ moves to a state ‘B’ in which the magnitude of the parasitic flux has increased.

c) The circuit remains in the state ‘B’ following a drop in the temperature. d) The circuit

relaxes following the removal of a pump current.

cannot increase further. However, flux conservation no longer applies to the parasitic
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loop, as flux lines can now move freely through the critical region of the weak link.

So, as I2 is increased further, the current I1 must decrease proportionately, in order

to maintain Ipara = Ic[T1]. So

∆Ipara = ∆I2

[
Lx

Lx + Lpara

]
+ ∆I1 = 0 (4.4)

and

∆I1 = −∆I2

[
Lx

Lx + Lpara

]
. (4.5)

for I2 > Ic2. The change in the parasitic flux is directly proportional to this current

so that

∆Φpara = ∆I1(Lpara + Lx//Ly), (4.6)

and the slope8 of the characteristic in figure 4.9 is

Lx

Lx + Lpara

(Lpara + Lx//Ly).

So the slope is determined by the circuit inductances, and the intercept by the critical

current, Ic[T1], through 4.3, once the inductances are fixed. Points to the right of

the characteristic in figure 4.9(a) represent states in which a current greater than

Ic[T1] flows in Lpara. These states necessarily relax and settle on the characteristic

as the current reduces to Ic. Points to the left are stable states in which all currents

are subcritical (Ipara < Ic[T1]).
9

If Ic is small compared with I2, and Lpara is small relative to the circuit inductors,

then a parasitic loop such as this will not significantly alter the performance of the

circuit in normal operation. However, because the short-circuit wire is carrying a

critical current, it is very sensitive to changes in Ic with respect to temperature. A

rise in the temperature, say from T1 to T2, will cause the critical current of the wire

to fall. This will move the parasitic loop onto a different characteristic curve, having

the same slope but a reduced intercept corresponding to the reduced Ic. Because

the circuit loop remains superconducting, the flux-loop current I2 is unaffected and

the operating point of the parasitic loop moves directly upward from position ‘A’ to

point ‘B’ on the new characteristic (figure 4.9(b)).

To calculate the effect this has on the whole circuit, consider the change in the

current ∆Ipara. Because I2 is unchanged, it follows from equation 4.4 that

∆Ipara = ∆I1 = ∆Ic ≈
dIc

dT
∆T. (4.7)

8Figure4.9 contains a plot of −Φpara versus I2, so the slope is positive.
9Moving to the left by reducing the current does not affect the flux in the loop until the current

reverses sign and Ipara < −|Ic|. If the current is cycled between these extremes, a large hysteretic

curve results. Circuits such as this have been developed as a type of superconducting memory

device [46].
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and this ∆I1 is shared throughout the whole circuit in the same manner as I1. So,

for the circuit inductor values given in appendix B.2.3, and assuming the parasitic

loop is in parallel with the main inductive elements of the circuit,10 this yields

a SQUID signal of approximately 3600Φ0 per mA change in the critical current.

Furthermore, if Ic is about 10mA11 then dIc

dT
would be approximately12 -2mA/K,

and the temperature sensitivity due to these effects would be about 7200Φ0/K,

which is in the range of the observed Class III effects.

The most significant aspect of this temperature sensitivity is its one-way irre-

versibility. Figure 4.9(c) indicates how the weak-link circuit is unchanged after a

decrease in temperature. This is because the critical current increases and Ipara

becomes a stable subcritical current. This effect is qualitatively consistent with the

irreversibility observed in the SPG, though it does not appear to explain the narrow

temperature range of the Class II behaviour. Quantitatively it matches the size of

the Class III effects but it is unclear how this mechanism would lead to the much

smaller Class I effects. Nor does it explain why Class I behaviour is observed even

after the circuit currents have been removed.

After developing this model as a possible explanation of the irreversible be-

haviour, the SPG circuit board was examined and found to contain many potential

parasitic loops, due mainly to wire ends which may have been making contact with

circuit board nodes or other wires.13 The suspect wires were trimmed or moved to

harmless locations on the circuit board. They were all held in place with Blu-Tack,14

as with all of the loose wires and wire loops on the circuit board. Immediately af-

ter making these changes to the circuit, another experimental run was carried out.

The irreversible behaviour on this run was indistinguishable from that seen in pre-

vious runs, and so it was concluded that parasitic loops were not responsible for the

irreversible thermal response.

In hindsight, another significant difficulty with this theory was realised. When

the pump-current is removed in the process of trapping a current in the main loop,

the loop current, I2, decreases slightly due to the finite inductance of the heatswitch,

10Any other location would result in a smaller effect on the SQUID, as the coupling decreases

with the parallel inductance.
11Ic cannot be much larger than this, or else the weak point would not have been driven critical

by the smallest pump currents.
12See appendix E.3 for an estimate of the temperature dependence of the critical current in

niobium at T ∼ 1
2Tc.

13There may have also been some short circuits immediately below the circuit board or in the

coil-space of the SPG, but it was assumed to be far less likely because there was more space for

the wires and they tended to be in good condition, with the insulation still intact.
14Manufactured by Bostik (Australia) Pty. Ltd.
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LHS:

I2 → I2

[
Ly + Lpara//Lx

Ly + Lpara//Lx + LHS

]
.

The other loop current, I1, is unchanged and so the circuit moves into a subcritical

state, as shown in figure 4.9(d). In this case a significant temperature rise is required

just to return the system to critical.

From estimates of LHS (see appendix B.1.1), the current probably relaxes by

about one part in 1000. So a current relaxation of about 1mA in I2 will follow a 1

Amp current pump, and, according to 4.5, this will result in a similar reduction of

Ipara below Ic, since Lpara � Lx. Using the above estimate for dIc

dT
, a temperature

rise of at least 0.5K would then be required to return the system to the critical

point. There was no evidence of any such temperature interval over which the

circuit remained in a subcritical condition. The irreversible behaviour was instead

observed immediately from the low temperature starting point.

4.2.3 Irreversible motion of flux lines

This section considers the dynamics of magnetic flux lines, or quanta, within the

superconducting material of the SPG, and how they may explain the observed irre-

versibility. Usually flux lines would not be present within a type-II superconductor

unless the magnetic field at the surface reaches the first critical field, Bc1. However

several authors have reported flux penetration in niobium wires for fields well below

Bc1 [11,12,47] and McDonald [14] has conducted a thorough investigation into this

phenomenon of low field flux creep.

The following discussions outline various ways of understanding the motion of

flux lines within the niobium wires of the superconducting circuit and how this

motion may lead to the irreversible effects described earlier. These discussions are

structured to reflect some of the stages of development that were followed in reaching

a final model; including some of the ‘dead-ends’.

Firstly, a basic model for flux line behaviour within a superconductor will be

introduced.

Flux pinning

The motion of flux lines within a superconductor is usually described in terms of the

Anderson-Kim model [30, 43, 48] of flux line pinning, which will be used as a basis

for much of the discussion in the following sections.

In an ideal type II superconductor, flux is perfectly excluded from the bulk

whenever the external magnetic field is less than the first critical field, Bc1. At higher

fields it becomes energetically favourable for flux to move beyond the penetration
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depth and into the bulk in the form of individual ‘flux lines’ having a quantity of

flux equal to one flux quantum (Φ0 = 2×10−15Wb). Figure 4.10 shows approximate

field and current distributions associated with three such flux line quanta15 located

just below the surface of a superconductor in the presence of an external magnetic

field. The flux lines consist of a normal core, where the field exceeds the local value

of the second critical field, Bc2, surrounded by a circulating current which effectively

screens the flux in the core from the bulk superconductor over distances greater than

the penetration depth, λ.

Figure 4.10: Three flux quanta just below the surface of a type II superconductor.

The applied field is greater than Bc1 but much less than Bc2, which is the approximate

flux density within the flux quanta cores. The average field just below the surface is

comparable to the external field. The large circles indicate the current density surrounding

each flux quantum. Penetration of the field within the surface penetration depth is not

shown.

The motion of flux lines into the bulk relieves some of the magnetic pressure from

the external field, while allowing the material to remain in the superconducting state

in regions not occupied by the flux line cores. The flux lines experience a repulsive

force from neighbouring lines such that they tend to form a flux line lattice of

uniform density throughout the material [49, 50]. If the field is again decreased to

a value below Bc1, the flux lines will emerge from the bulk and the material will be

returned to the ideal Meissner state.16

Any real type II material manifests a variety of ‘imperfections’ which modify

15Usually ‘flux line’ here refers to a flux quantum, which differs from the lines of flux used in

figure 4.10 to indicate, as is usual, the presence and strength of a magnetic field.
16Actually, even in an ideal type II sample there will be an energy barrier to flux motion through

the surface of the superconductor—see the following section.
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this ideal picture. The most significant of these is usually the presence of pinning

sites within the superconductor, where the free-energy of a flux line has some spa-

tial variation and the line may experience a pinning force which impedes motion

away from (or sometimes toward) the site. Such pinning sites may be point-like

or distributed, and may arise from many different kinds of crystal imperfections or

inhomogeneities, such as dislocations or chemical precipitates.

Pinning of flux lines may be characterized by attributing a pinning strength, or

force, FPi, to each pinning site, i. In this case flux lines are considered to be pinned

at a site until acted upon by a driving force, Fd > FPi. Alternatively, it is often

more useful to consider the potential energy experienced by a flux line as it moves

through the material. In a single spatial dimension, figure 4.11(a) represents several

pinning sites, corresponding to potential wells of various depths, Ui. The pinning

force associated with any potential well can be expressed as

FPi =
Ui

Xi

, (4.8)

where Xi is some measure of the well width.17

Ui

wi

Distance (x)

  P
ot

en
tia

l E
ne

rg
y

(U
)

(a) Potential energy of pinning sites

  P
ot

en
tia

l E
ne

rg
y

(U
)

−∆UUi

Distance (x)
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the presence of a driving force

Figure 4.11: a) The potential energy seen by the flux lines in the material varies with

position due to imperfections in the crystal lattice. Any potential well capable of trapping

a flux line is a ‘pinning site’. Once trapped at such a site a flux line requires an activation

energy Ui to be freed. b) A driving force acting on the flux lines has the effect of slanting

the potential function. This lowers the well depths and assists flux lines in escaping from

their pinning sites.

Most flux line dynamics can be modelled in the potential representation, where

a well-defined pinning force, FPi, is not required, and the effect of any driving force,

17Because any real potential well has some curvature to its walls, Xi will usually be less than the

full width of the well wall, wi (the distance from the potential minimum to the top of the well).

This is discussed in more detail below.
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Fd, can be included by adding a term to the potential function:

U(x) = U0(x)− Fdx, (4.9)

where U0(x) here represents the form of the potential in the absence of any external

forces on the flux lines. This is illustrated in figure 4.11(b), which shows how the

well depths are reduced by the effect of the driving force.

In the following discussions, the pinning sites will generally be considered in

terms of flux line potential energy, since this allows a more natural treatment of

thermal activation processes.

Surface barriers

Another deviation from the ideal behaviour of type II superconductors may arise

from an energy barrier to flux motion through the surface. There are a number of

mechanisms that may lead to a free-energy variation at the surface of a supercon-

ductor which will impede the motion of flux lines, even in low-defect materials [51].

It may be that some of these irreversible effects are present in the SPG data due

to flux line motion at the surface of the niobium wires (or shielding), in response to

temperature changes. Although these effects are usually considered in relation to

changes in the external field, cycling of the temperature will cause a similar change

in the thermodynamic equilibrium of the magnetic flux, and so would be expected

to exhibit hysteresis in the magnetization if the lines experience a significant barrier

at the surface or pinning within the bulk. This provides for a two-way irreversibility,

or hysteresis, but does not account for the results presented at the beginning of this

chapter. Although the Class I–III irreversible effects are clearly visible above the

SPG noise, no evidence was found of hysteresis in the isoflux curves, except for the

results of earlier experiments reported in section 3.1.3. It can only be assumed that,

if present, these surface barrier effects are not significant enough to be visible above

the noise in the SPG read-out.

A surface barrier effect may be behind the large hysteresis observed when NbTi

was used in the heatswitch wiring (section 3.1.3), and this in turn could be due

to the different properties of the NbTi wire. Or, even without invoking a surface

barrier, these hysteretic effects could also be explained simply by the pinning of flux

lines within the material, in much the same way as hysteretic magnetization curves

are understood: motion of flux lines into the material on a temperature rise is not

matched by an equal and opposite motion if the temperature returns to it original

value because many of the lines become pinned within the material. However the

hysteretic behaviour observed with NbTi wires was not investigated further. What

is surprising about the one-way irreversibility seen in the SPG is that it seems to

130



occur in the relative absence of any such hysteresis. For most mechanisms leading

to irreversible behaviour, at least a residual level of hysteresis would be expected.

Metastable states

After the first observations of Class I irreversible behaviour in the SPG, it was

realised that it seems to indicate the presence of a metastable state, or rather a col-

lection of metastable states, which is set up in the superconducting circuit whenever

a current is pumped. This metastability relaxes as the thermal energy is raised and

an increasing number of meta-states are able to overcome their activation barriers

and move to a stable equilibrium. This is a ‘one-way’ irreversible process because

re-cooling of the system does not by itself lead to a re-occupation of the high-energy

metastable states.

This kind of metastability could manifest itself in the interactions between indi-

vidual flux lines and pinning sites within the superconducting material of the SPG.

This could occur within the superconducting wires themselves, or in the niobium

shield surrounding the circuit. All that is necessary in each case is that the motion

of such flux lines couples into the SQUID read-out in some way.

During the pumping process, some superconducting components are exposed to

large magnetic fields which may drive them into the mixed-state, or rearrange a pre-

existing mixed-state flux distribution. If there are pinning sites within the material,

then it is likely that some flux lines which move in response to a transient field

may become pinned in non-equilibrium positions (see figure 4.12). Furthermore, the

pinning potentials may be sufficiently shallow that the flux lines may be released

from them by thermal energy and move toward their equilibrium positions as the

temperature is raised.

This model represents a first attempt at using an understanding of flux pinning

to explain the apparent metastability. It was developed before the presence of flux

creep was confirmed in the Class II and III behaviour. It simply assumes a collection

of independent, non-interacting flux lines trapped in metastable states. A dilute

arrangement of flux lines is not an unreasonable assumption to make given B � Bc1

(section 4.4.1).

A likely position for such metastability to arise is in the heatswitch ends, where

the niobium shield is inevitably warmed beyond its critical temperature whenever

the heatswitch is fired. When the heater current is removed, the niobium shield cools

in the presence of the magnetic field generated by the pumped current. Such a field-

cooling process may lead to situations in which magnetic flux within normal sections

of the niobium becomes completely surrounded by superconducting material. In this

case the flux may remain in the material until it has cooled significantly and may
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Figure 4.12: A flux line may be pinned in a metastable potential such as this. If the

line receives an energy greater than Um then it can escape from this metastable state and

move toward an equilibrium position of lower energy.

not have sufficient time to escape before becoming frozen-in by pinning sites as

the temperature falls. Park [52] proposed such a mechanism to explain pinning

observed after cooling of a niobium thin-film. In Park’s experiment the niobium

was heated using a laser (either Diode or Nd:YAG) and such localized ‘hot-spots’

were attributed to speckle in the laser intensity.

To test this hypothesis, the heatswitch currents were altered so that, for exam-

ple, they were heated with greater intensity over a shorter time, while the current

pumping sequence itself was unchanged. If flux-trapping was occurring during cool-

ing of the heatswitches then altering the profile of the heating impulse would be

expected to have some effect on the irreversible behaviour. No significant effects

were observed. However, Park also observed some flux trapping which was found

not to be affected by the cooling rate, so further tests were performed in order to

confirm this result.

If the irreversible behaviour resulted from metastability in the heatswitches, then

the same behaviour would be expected whether the SPG was heated as a whole or

whether only the heatswitch ends were heated. This was not found to be so. Warm-

ing the heatswitch ends by passing a small current through the heaters did not have

any appreciable effect on the irreversible behaviour. Tmax was found to be raised

only to the degree that heat from the heatswitches increased the temperature of the

SPG itself, even though the heatswitch ends would have reached much greater tem-

peratures. This is strong evidence that the irreversible effects were not localized in

the heatswitches but existed somewhere in the bulk of the pressure gauge. Further-

more, irreversible behaviour observed with no current present in the circuit was not

altered by firing the heatswitches at low temperature before the step measurements
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were taken.

In other experiments the direction of the heatswitch heater currents was reversed

in order to determine whether any magnetic flux from these currents contributed to

the irreversible effects. Again, no appreciable change in the response was detected,

indicating that the heatswitches were not the source of the irreversible behaviour.

These results eliminate the possibility of metastable states in the heatswitches

leading to the observed irreversibility. However, it can be shown more generally that

a simple model of thermally activated non-interacting metastable states cannot ac-

count for the SQUID response observed during the temperature step measurements,

no matter where the metastable flux lines are located.

Suppose first of all that each pinned flux line is trapped in a metastable state

having an activation energy of Um, independent of temperature (figure 4.12).18 The

probability that such a flux line will move out of the metastable state and into a

lower, equilibrium state is dependent on the temperature, and follows an Arrhenius

relation:

P (Um) = ν e
−Um

kT . (4.10)

where ν is an attempt frequency19 for the flux line escaping from the metastable

state. If N is the number of such states in the material, then the population will

decrease in proportion to N according to

dN

dt
= −Nν e

−Um
kT , (4.11)

if it is assumed that the states are sufficiently well separated to be non-interacting.20

Therefore, since this is a simple first order differential equation in N , the number of

flux lines in metastable stable states can be expected to decrease exponentially in

time:

N(t) = N0e
−ν t(e

−Um
kT ), (4.12)

where N0 is the metastable number of states initially present and the temperature,

T , is constant. So, the relaxation time constant depends exponentially on the tem-

perature:

τ =
e

Um
kT

ν
. (4.13)

18In this simple model the dependence of Um on current density and field are also ignored. A more

comprehensive treatment, which includes interactions between the pinned flux lines, is considered

in the following section. This simple metastable model assumes a sufficiently low density of pinned

flux lines that their mutual interactions are insignificant.
19This is expected to be no greater than the frequency of atomic vibrations. Beasley et al. [53]

state a possible range of 102Hz < ν < 1012Hz, while Saint-James et al. [54] state 105Hz < ν <

1010Hz.
20Backward ‘hopping’ of the flux lines is also considered negligible.
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If each time such a flux line moves into a stable state21 through thermal activation,

it results in an average SQUID signal of Φm, then the change in the SQUID signal,

ΦS, with time can be expressed as

ΦS(t) = ΦmN0e
−ν (e

−Um
kT )t. (4.14)

So, at a constant temperature, the change in flux at the SQUID is exponential in

time.

Considering the temperature stepping measurements performed on the SPG;

according to equation 4.13, if the system has been relaxing at a temperature T1, and

the temperature is then increased by ∆T to T2, then the relaxation time constant

will be reduced by a factor of
τ2

τ1

= e−
Um
kT

∆T
T . (4.15)

This represents a very significant reduction in τ if

Um

kT

∆T

T
� 1. (4.16)

In principle such a dramatic change in the time constant could produce the steeper

gradient and faster relaxation observed in the SQUID signal when the temperature

is stepped upward beyond Tmax. However, for most temperature-stepping measure-

ments, the duration of each temperature step, t∆, is more than sufficient to allow

the SQUID signal to reach an effective equilibrium at T1 before the next increase in

temperature.22 Therefore

t∆ � τ =
e

Um
kT

ν
. (4.17)

This is apparent in figure 3.2(a); though in this case the large thermal transient

obscures the initial slope of the SQUID signal.

Considering expressions 4.12 and 4.17, it is clear that the population of metastable

states,

N(t∆) = N0e
−t∆ν e

−Um
kT ,

is virtually exhausted within the duration of one temperature step. This shows that

in response to a temperature rise, even though the relaxation time constant may

greatly decrease, the SQUID signal cannot possibly change by a significant amount

if the system has already effectively reached thermal equilibrium at a lower temper-

ature. Therefore, although this model may, under the right conditions, account for

21The possibility of secondary metastable trapping and subsequent activation is not considered

here, but this should not affect the final result.
22As noted earlier, the data points in temperature stepping measurements such as those in figures

4.1–4.5 represent points of thermal equilibrium at which both the temperature and the SQUID

signal have settled.
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the response to a single temperature step, it cannot provide an understanding of the

multiple-step measurements carried out on the SPG.23

Observation of logarithmic relaxation in many Class II and III measurements

(section 4.1.4) revealed a further significant weakness in this model as it can only

explain a simple exponential relaxation following a temperature rise (equation 4.14).

An noted above, the presence of such a logarithmic relaxation is a strong indication

of the presence of thermally activated flux creep and so it was realized that the

metastability may be described by models of flux creep in type II superconductors.

The standard model, proposed by Anderson, for understanding flux creep in

terms of flux line pinning and the action of the Lorentz force is discussed below.

The Anderson-Kim model

The simple analysis above assumed that the flux line density is sufficiently low

to ignore any mutual interaction between the lines. If such an interaction were

present it would affect the free-energy potential, U(x), experienced by the flux lines,

therefore altering Um and modifying the equation governing the flux line population

(4.11). As already noted in equation 4.9, the presence of a force on the flux lines

can have a significant effect on U(x) and so must be considered in any analysis of

flux line dynamics.

Several mechanisms may give rise to a driving force. The most commonly dis-

cussed in the literature, and the one introduced by Kim et al. to derive the flux

creep result, is the Lorentz force that arises from the interaction between the flux

line field, B, and a transport current density, J:

FV = J×B, (4.18)

where FV is actually a Lorentz force density. The force per unit length on each flux

line is therefore

Fl = J×Φ0. (4.19)

Suppose a pinning site has an activation energy U0 when the current density is

zero. In the presence of a macroscopic current density, J, each flux line experiences

a force per unit length given by equation 4.19. If the pinning site acts on the flux

line over a length l, and the potential well is characterized by a width X, then,

23A variation of Um within the flux line population would slow the motion of flux lines out

of metastable states. However, it would also prevent the SQUID signal from settling after a

temperature rise, as there would always be more states, having a higher Um, which would continue

to relax. Furthermore, the small relative changes in temperature used in the stepping measurements

would still not be expected to produce such a large response, since the change in U
kT would be

small.
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employing equation 4.9, the height of the potential is reduced to

U = U0 − JΦ0lX. (4.20)

Usually this is written in terms of the force density FV = JB and the effective

volume V over which the pinning force interacts with the flux line (equation 4.18)

[30,43,44,53]:

U = U0 − JBV X. (4.21)

These last two expressions assume that the flux lines are perpendicular to the

current, and that the reduction in U is directly proportional to the driving force.

Due to the finite curvature of the potential, equations 4.8 and 4.9 cannot be simply

combined to obtain the reduced well depths (4.21); rather U becomes a non-linear

function of Fd, and therefore J = |J| and B = |B|. However, this may be linearized

[53] without significant error by an appropriate choice of V and X, provided the

relative variation in J is small.24

This expression for the potential (4.21) can now be used instead of the constant,

Um, in equation 4.11. This is significant because now the potential experienced by

the flux lines is related, through J , to the spatial arrangement of the lines.25 When

the lines move, J , and therefore U , are affected. Motion of the flux lines generates

an electric field, E, proportional to the average flux line velocity, which opposes the

driving current and so tends to reduce the magnitude of J . This causes U to increase

and so the effect of the flux motion can be described by a differential equation in

J . This model has been used to solve exactly for the flux dynamics in some simple

geometries [53]. Generally the differential equation takes the form

dJ(t)

dt
= −J1ν e

−U0+JBV X

kT , (4.22)

which has a solution

J(t) = J(t0) + J ′1

(
kT

U

)
ln
[

t

t0

]
, (4.23)

where t0 is a constant of integration arising from the solution of equation 4.22 such

that 4.23 is valid for times t > t0. The constant J ′1 is geometry-dependent and,

through the field B, is also weakly dependent on the magnetic history of the system.

Most importantly though, this expression predicts the classic logarithmic relaxation

of the current, or magnetization, with time, which is characteristic of flux creep

observations.

Much of the irreversibility observed in the SPG did have a logarithmic creep-

like relaxation associated with it. Since the SQUID response is expected to be

24The higher order terms are lower by a factor of at least U
kT , which is usually of the order of

100.
25This relationship is discussed in detail in section 4.3.1.
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proportional to the current density, J , in the above model, this is good evidence

that the motion of flux lines within the SPG is accurately described by this standard

model of flux creep. Therefore, it appears that somewhere in a superconducting

material, flux lines are moving as they are released from pinning sites by thermal

activation, and this motion is coupling into the SQUID.

This model gives the correct form for the logarithmic relaxation characteristic

seen in some measurements. However, like the previous model, the temperature

dependence only enters explicitly through the denominator of the exponential, kT ,

and therefore is not sufficient to explain the large changes seen repeatedly in the

equilibrium SQUID output in response to a series of relatively small temperature

steps. The creep rate in such models is usually defined as

Rc ≡
dJ

dln(t)
. (4.24)

From equation 4.23, the flux creep rate is therefore proportional to kT
U

; and since U

is assumed to be independent of temperature in a simple thermal activation model,

this gives a direct proportionality between creep rate and temperature. This is

clearly not the case in, for example, the data set of figure 4.6. In this figure each

step corresponds to a relative temperature change of about 0.4% but the creep rate

clearly increases by several orders of magnitude.

It was thought that the strong temperature response seen in the SPG could result

from a temperature dependence in U itself but at this stage it was unknown exactly

how the Lorentz force (equation 4.19) could be changing with the temperature. One

possibility, which was investigated, is that an additional, temperature-dependent

driving force arises from a thermomagnetic process.

Thermomagnetic effects

Flux lines contain an amount of entropy, SΦ per unit length, associated with their

normal core where the superconducting order parameter vanishes. In general, tem-

perature gradients in the superconductor will interact with the flux lines and exert

on them a force per unit length of FS = −SΦ∇T . This thermodynamic force can

be understood as due to the weakening of near-neighbour interactions between flux

lines. The distance over which these repulsive interactions occur is characterized

by the penetration depth and this increases with temperature. Therefore lines ex-

perience a net force pushing them away from hotter regions toward cooler parts of

the material—hence the negative sign in the expression for the force. This mecha-

nism is the superconducting version of the Nernst effect and is phenomenologically
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equivalent to that observed in normal conductors [55].26

In general, any flux lines within the niobium wires of the SPG will experience

a Lorentz force from their interaction with any macroscopic currents. After the

system has settled following a current pump, flux lines will have moved out of the

material or will be pinned at sites within it such that the pinning force FP = |Fp|
is greater than the Lorentz force FL = |J×Φ0| l. However, when the temperature

is changed, and thermal gradients begin to develop during the transient phase, the

magnitude of the total driving force on each line changes to |FL + FS|. So the flux

line will be freed from the pinning site if

|J×Φ0l − SΦ∇T | > FP . (4.25)

Since FL is already likely to be close to FP , the additional thermal-gradient force

will tend to unpin the flux lines, which will then drift in the same direction as the

Lorentz force, thus reducing the current in the superconductor in a similar fashion

to that described above.

In this model the thermomagnetic forces arise from the large thermal transients

which occur during each temperature step, and, on a smaller scale, the subtle changes

in the thermal gradients which result from a change in the temperature servo set-

point. Although the transient effects are likely to generate a much larger ∆T , and

therefore FS, they cannot account for the creep observed well after a thermal steady-

state is achieved. The small changes in the steady-state heat flow that come with

an increase in operating temperature will provide an extra driving force; further

reducing the pinning potentials, U , at each successively higher temperature.

The precise evolution of the thermal gradients which result from a change in

temperature are likely to be very complex. However, the net outcome should be very

sensitive to changes in the thermal gradients, and therefore the rate of heating and

the thermal environment of the SPG. This was tested by varying the temperature

steps sizes, the temperature ‘ramp’ speed, and the thermal vacuum over a wide

range. After performing many such repeatability tests, no significant variation in

the irreversible behaviour could be detected, indicating that thermomagnetic effects

were not responsible for the characteristic irreversible temperature response.

4.3 A critical state model of the irreversibility

The mechanisms discussed so far cannot sufficiently explain the irreversibility ob-

served in the SPG. The fact that the irreversible response occurs only during tem-

perature rises, without the presence of a simple hysteretic effect, is a particularly

26Other thermomagnetic mechanisms such as the Seebeck effect may be present, but these are

ignored here as they are expected to be much smaller than the Nernst effect [56].
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difficult feature to explain; as is the robustness of the effect over many successive

temperature steps and long periods of time.

The appearance of quantized lines of flux in type II superconductors was dis-

cussed briefly in section 4.2.3. It was noted that, in general, the motion of such flux

lines is governed by several factors: firstly there is a mutual repulsive interaction

between the lines; secondly the presence of pinning sites, which arise from imper-

fections in the superconducting material, may exert localized microscopic forces on

individual flux lines;27 and thirdly, there may be macroscopic driving forces, Fd,

which act on the flux lines—though these are generally understood as manifesta-

tions of an imbalance in the microscopic interaction forces, as discussed below.

As might be imagined, the interaction of a flux line with a pinning site is generally

very complex, and many simplified models have been developed to gain an under-

standing of the observed flux motion under the influence of these forces. Critical-

state theories of type II superconductors assume that the flux lines pinned in the

material are arranged in a ‘critical state’ which relaxes logarithmically over time

due to thermally activated flux creep [57, 58]. Such theories offer a more complete

explanation of the behaviour of flux lines in a type II superconductor than the mod-

els discussed above. After the previous models had been investigated, a suitable

critical state model was carefully considered and applied to the SPG in an attempt

to understand both the irreversibility and the logarithmic relaxation.

A general critical state model will be outlined here.

4.3.1 The critical state

Consider a semi-infinite superconductor in the presence of an external field, Bext,

which is slowly increasing in magnitude. Ignoring thermal effects and surface barriers

for now, as Bc1 is exceeded at the surface, flux begins to enter the material in the form

of quantized flux lines which become pinned at the first pinning sites they encounter.

Therefore as the density of these pinned lines increases, just inside the surface, a flux

line density gradient inevitably develops. The mutual repulsion between the lines

(section 4.2.3), which arises from the magnetic interaction of the flux line screening

currents, leads to a net force on each line in the opposite direction to the density

gradient. This can be considered as a macroscopic driving force Fm per unit length

of the flux line.

Likewise, although the local microscopic currents due to any single flux line are

isotropic, a gradient in the flux line density will mean that the net current density

27The interaction of flux lines with pinning sites, and with other flux lines, may cause the lines

to move collectively in large bundles [30], rather than as individual flux quanta. This complication

will be ignored here as it is not expected to alter the essentials of the model.
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at any one point is dominated by the greater number of lines in the denser of its

neighbouring regions. This results in a macroscopic current flow, Jm, perpendicular

to the flux gradient. Alternatively, Jm can be considered as the transport current

density which satisfies Maxwells equations for a spatially varying magnetic field:

Jm = ∇×H ≈ 1

µo

∇×B, (4.26)

or

Jm =
1

µo

dB

dx
(4.27)

in this one-dimensional example.

So, the microscopic screening currents and their interactions equate, on a macro-

scopic scale, to a transport current and a corresponding Lorentz force per unit length.

That is:

Fm = Jm ×Φ0, (4.28)

in accord with equation 4.19.

The magnetic gradient can only increase until Fm approaches the average pinning

force per unit length,28 Fp, or

Fm =
1

µo

dB

dx
Φ0 = Fp. (4.29)

Beyond this value, flux lines are freed from their pinning sites and move down the

density gradient. In this way the distribution tends to constantly re-organize itself

so as to maintain a maximum sustainable gradient, or critical gradient, at every

point in the material where flux lines are present.

The critical density gradient may be characterized by the corresponding trans-

port current density according to equation 4.27:

Jc =
1

µo

[
dB

dx

]
crit

. (4.30)

So, for the simple one-dimensional case, combining 4.29 and 4.30 yields:

Jc =
Fp

Φ0

. (4.31)

This critical current density, Jc, is proportional to both the critical flux density

gradient and the maximum pinning force per unit length, Fp, and is the parameter

generally used in characterizing these quantities.

28The variable FP was used in section 4.2.3 to denote the total pinning force, rather the force

per length.
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4.3.2 The Bean model

The preceding description is the general scenario described by all critical state mod-

els. Particular models differ in the relationship chosen to express the dependence of

Jc on the local field, B. In general, Jc is assumed to decrease as the flux line density,

B, increases, because a larger field value tends to reduce the superconducting order

parameter. However, the most commonly used of such models is the Bean critical

state model [57, 59] in which Jc is assumed to be independent of the field:

Jc(B) = Jc. (4.32)

Although a very simple model, it appears to capture the essential physics of the

critical state, and is often surprisingly effective in explaining observed phenomena

such as the history dependence of magnetization.

Distance from surface (x)

  Flux density

(a) increasing external field

Distance from surface (x)

  Flux density

(b) decreasing external field

Figure 4.13: Flux penetration into a superconductor in the Bean critical state model.

An example of magnetic history dependence is pictured in figure 4.13, which

represents the changing distribution of flux lines below the surface of a semi-infinite

superconductor as the external field is first increased (a), and then reduced again

to zero (b). Because interactions between neighbouring flux lines are limited to a

distance ∼ λ, the lines in this model are only sensitive to the local flux density

gradient and flux lines in the bulk do not immediately feel the influence of the

decreasing field in 4.13(b). They are only affected when the decreasing flux ‘front’

reaches them. This leads to hysteresis in the magnetization when the external

magnetic field is cycled.

This model is consistent with a uniform distribution of pinning sites throughout

the material, with each site providing the same maximum possible pinning force per

unit length, Fp, regardless of the local field strength. The minimum driving force

required before the flux line can be dislodged is therefore given exactly by equation

4.29. The self-organization of the flux lines means that wherever they are present

in the bulk material they are always in a critical state (figure 4.13)—the Lorentz
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force is equal to the pinning force and, therefore, the local current density is equal

to ±Jc. In the absence of flux lines the local current density is zero.

Such motion of flux lines within the SPG would inevitably couple into the SQUID

input,29 so it is not difficult to see how this model could explain any hysteretic

behaviour observed in response to cycling of the field. However, by itself, this

is not very useful in understanding the irreversible phenomena seen in the SPG.

These phenomena, documented in section 4.1, are all ‘one-way’ irreversible effects

in response to changes in temperature, rather than field. Therefore, a critical state

model is required which includes an explicit temperature dependence.

4.3.3 The Bean model at finite temperatures

The Bean model extends the Anderson-Kim treatment outlined in section 4.2.3

by specifying the arrangement of the flux lines in a self-organized critical state,

or critical density gradient. If pinning in the Bean model is considered in terms

of energy rather than force this leads to the same governing equations as derived

earlier in 4.2.3. These are repeated below in the context of the Bean model.

The binding energy, U , of a pinning site is assumed to be well approximated by

equation 4.21:

U = U0 − JBV X. (4.33)

This allows for flux line motion past pinning barriers through thermal activation.

Therefore, at finite temperatures, a sufficient rise in the flux density gradient, J ,

leads to a reduction in U which in turn results in significant thermal activation of

flux lines which become unpinned and move down the density gradient. This causes

a shallowing of the flux line density gradient, and therefore a reduction in J . This

negative feedback in J leads to the same form of differential equation as given in

section 4.2.3 (equation 4.22):

dJ(t)

dt
= J1ν e

−(U0−JBV X)

kT . (4.34)

The solution is therefore of the same form as equation 4.23 which shows that J

decays logarithmically in time when in the critical state.

J(t) = J(t0) + J ′1

(
kT

U

)
ln
[

t

t0

]
, (4.35)

This means that the critical state itself is actually metastable and the definition of

the critical current density, Jc, in the Bean model is somewhat arbitrary as the cur-

rent is always relaxing due to flux creep. However, because the rate of decay quickly

29See section 4.4 and appendix E for further discussion on the relationship between flux line

motion and the observed SQUID signal.
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becomes insignificant on any practical scale, Jc is usually defined experimentally as

the largest current density for which flux creep is imperceptible. If 4.34 is taken as

a measure of the flux creep rate, then

Jc =
1

BV X

(
U0 + kT ln

[
1

J1ν

(
dJ(t)

dt

)
min

])
, (4.36)

where quantity
(

dJ(t)
dt

)
min

is the minimum detectable change in the current density.30

Not surprisingly this model predicts the same proportionality between creep

rate (4.24) and temperature as in the earlier discussion; provided the creep process

is dominated by simple thermal activation so that the activation energy U is inde-

pendent of temperature. The earlier discussions of section 4.2.3 argued that this

temperature dependence could not explain the observed thermal response of the

SPG.

This observation agrees with the results of others who find that thermal activa-

tion increasing only with kT is too weak to explain the temperature dependence of

Jc in 4.36 [60, 61]. For example Campbell and Evetts [62] state that the observed

change in critical current with temperature tends to follow the empirical relationship
dJc

dT
≈ −Jc0

Tc
, where Jc0 ≡ 1

BV X
. However any attempt to reconcile this observed de-

pendence with equation 4.36 yields unphysically large values for ν. This leads them

to conclude that the temperature dependence of Jc is dominated by the variation in

Jc0, which may arise through a temperature sensitivity in the pinning potential U0

or the ‘space parameter’ V X.

So, under this model, when a superconductor is in the critical state and the

temperature is increased, there is a small rise in the flux creep rate due to the

increased thermal energy kT , but the most significant effect comes from a decrease

in the activation energies U = U0 − JBV X which bind the flux lines. This change

may come from a temperature dependence in the pinning force, associated with U0,

or in the Lorentz force, which is associated with V X. Beasley et al. [53] argue that

well below Tc the temperature dependence of U0 is small and the change in creep

rate with increasing temperature is dominated by a decrease in V X.

In terms of the Bean critical state model, the reduction in Jc on a rise in temper-

ature results in a lowering of the critical flux-density gradient (equation 4.30). At

higher temperatures the pinning sites are limited to supporting a shallower density-

gradient of flux lines and so the lines move down the slope until the gradient is

reduced sufficiently.

30 dJ
dt is usually taken as the measure of the flux creep rate, as it represents a more directly

measurable quantity than, for example, the number of flux lines leaving the surface of the super-

conductor.
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Figure 4.14: Changes in the flux line distribution in response to a temperature rise. The

solid line indicates the initial critical state distribution and the dashed line shows how

the flux lines re-organize following a small rise in temperature.

This is demonstrated in figure 4.14 which shows the distribution of magnetic

lines after an external field has been applied to a semi-infinite superconductor (fig-

ure 4.13(a)). In this case the flux lines are in a critical state, which is relaxing

logarithmically in time as a small fraction of the lines move down the slope, making

it slightly more shallow. As mentioned earlier, this relaxation becomes so slow that

the critical state can effectively be considered as static and a value can be fixed for

the critical current density, Jc.

If the temperature is raised then the pinning is effectively weakened, Jc is re-

duced, and the flux density can no longer sustain such a steep gradient. The flux

lines re-organize to form the more shallow gradient (dashed line, figure 4.14). In

doing so, the lines move further into the superconductor and more flux lines enter

at the surface to maintain the boundary conditions.31

4.4 The Bean model and the SPG irreversibility

The model of flux dynamics developed in the previous section is essentially the

Bean model of the critical state, with the inclusion of temperature variation. The

following section explores the extent to which this model can be used to explain the

various types of irreversible behaviour observed in the SPG.

From the discussion leading to figure 4.14, it is easy to see how this model

provides for the ‘one-way’ irreversibility with temperature seen here. A rise in the

temperature from T1 to T2 reduces the critical current and sends the superconductor

into an unstable supercritical state (J ≈ Jc1 > Jc2), so that the flux lines re-

31As with the previous diagrams, surface barriers to flux motion (section 4.2.3) are ignored

so that the field immediately within the superconducting surface is assumed to be equal to the

external field.
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arrange themselves to form a more shallow slope, or lower current density, Jc2. The

rearrangement of the lines expels some of them from the material surface, thus

changing the flux linkage of the circuit and producing a signal at the SQUID. The

flux lines remaining in the material then exist in a metastable critical state, which

slowly relaxes via thermally activated flux creep. However, if the temperature is

again lowered to the original temperature, T1, the earlier arrangement of flux lines

is not restored. Lowering the temperature raises the critical current density back to

Jc1 so that J < Jc and the flux lines are in a stable, subcritical state. A decrease in

temperature therefore does not result in the motion of large numbers of flux lines

leading to a large signal at the SQUID.

In this scenario the temperature T2 is the Tmax introduced in section 4.1. While

the temperature remains below T2 = Tmax, there is no large irreversible change in

the SQUID signal. However, when this temperature is exceeded, the arrangement of

flux lines again becomes unstable as J > Jc and so the current, and flux gradient, de-

crease to their new critical values. In this way the Bean model explains the essential

feature of all three classes of irreversibility observed here: a large irreversible re-

sponse whenever Tmax is exceeded, and reversible behaviour for temperatures below

Tmax.

The Class III behaviour consistently exhibited an obvious logarithmic relaxation

following any temperature step which exceeded the previous Tmax (figure 4.6). In

the present model this is to be expected since, as noted above, such a rise in tem-

perature places the superconductor in the critical state in which logarithmic flux

creep occurs. So, during the temperature rise, the current density, J , tracks the

resulting decrease of the critical current density, until the temperature begins to

reach a steady-state and J settles into a logarithmic relaxation. The magnitude of

this flux creep behaviour is discussed in the following section.

Log-relaxation was also observed in the Class II irreversibility, suggesting a sim-

ilar mechanism. However, other features of the latter effect, particularly its narrow

temperature range, clearly distinguish it from Class III, and it is not specifically

considered here in relation to the Bean model. Relaxation due to flux creep was not

observed in Class I data but may have been present at an undetectable level as the

Class I behaviour had a much smaller magnitude.

This model for the irreversibility also explains why the effects are sometimes

so large even for relatively small changes in temperature since, as discussed above,

the dominant temperature dependence lies in the pinning and Lorentz forces which

determine the activation energy U .

An understanding of the irreversibility in terms a critical state model also ex-

plains why the effects are observed as a function only of the temperature history as
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represented by the single parameter Tmax. Even after long periods of time or dif-

ferent rates of temperature change, the behaviour seen at T = Tmax was the same.

Although in principle the flux profiles will shallow-out over long periods of time due

to flux creep, the effect of lowering Jc by raising the temperature always resulted in

a much larger change in flux than any amount of flux creep observed on practical

time-scales. This robustness of the observed irreversibility is discussed further in

section 4.4.2.

4.4.1 Magnitude of the irreversibility

Aside from the character of the irreversibility and the presence of logarithmic creep,

there are other, more quantitative, results which align with the Bean model.

In the following discussion it will be assumed that the flux penetration takes

place in the niobium wires which make up the superconducting circuit. Although

similar effects would be expected from flux penetration into the niobium shielding,

for example, the wires are exposed to the highest fields of any material in the SPG

and also provide for the greatest coupling between the flux and the circuit. For

simplicity the flux lines are considered here to be circular and completely enclosed

with the material of the wire once they have penetrated the surface. It will also be

assumed that the flux lines move individually, and only penetrate into the wire a

short distance d � a so that the plane geometry of the model outlined above can

be maintained.32 Nevertheless, the essential physics described by the model is not

expected to change even if the cylindrical geometry of the niobium wire is taken into

account.

Class III magnitude

In making a measurement of the Class III irreversibility, the current was pumped

through part of the superconducting circuit and then removed without trapping.

The net circuit current and self-field decreased to zero when the external pump

current was removed, so, under the Bean model, the flux distribution would then

be expected to have a form similar to the final curve in figure 4.13(b). A diagram

of this flux distribution is repeated here in figure 4.15 (the QSR profile).

Since the heatswitches were held open for the duration of the current pump, the

net supercurrent flowing through the circuit is expected to be zero. However, the

fact that logarithmic creep is observed when the temperature is increased, shows

that there is a critical state arrangement of flux lines within the wire and therefore

a critical current flowing somewhere. The flux density profile in figure 4.15 confirms

32In practice the lines are not expected to penetrate far into the wire since the self-fields are

much lower than Bc1 and the critical flux gradient, µ0Jc, is expected to be substantial.

146



this. The flux lines which have penetrated furthest into the wire (SR in the figure)

are unchanged by the removal of the pump current, so this region contains a current

density Jc flowing in the direction of the original pump current. However, in the

region just below the surface (QS), the flux line density gradient now has the opposite

sign and the current density is flowing in the opposite direction. These opposing

currents circulate within the wire without producing a significant net current in the

circuit—a point made clear by the absence of any pressure or vibration sensitivity

during Class III measurements.

When the temperature is raised, the critical flux density gradient decreases, and

both regions of the flux distribution relax as described earlier. However, they do

not have a symmetrical effect on the circuit, because the flux lines in the region

nearest to the surface (QS) can move out of the wire altogether, while those in the

inner region (SR) can only move further into the wire. This is seen in the second

flux profile of figure 4.15 (QS’R’) which shows how the flux line distribution re-

organizes itself. It is clear from the area under the curves that many of the lines

in the region closest to the surface actually leave the material, while those in the

inner region spread out further into the wire. This asymmetry arises simply because

of the boundary condition at the surface of the wire, which maintains the flux line

density there at zero.

  Flux density

Q
R
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Distance from surface  (a-r)

Figure 4.15: The flux distribution existing during a measurement of Class III irreversibil-

ity, according to the Bean model. The relaxation of the flux distribution in response to a

temperature rise is indicated by the dashed line.

Redistribution of the flux lines within the wire (S’R’) does not affect the current

since the lower current density is spread over a proportionally larger area. Therefore

this movement of flux is not observed at the SQUID. However, the lines which have

left the surface will increase the flux linkage of the circuit, and this will lead directly

to a SQUID signal as the circuit currents adjust to maintain flux conservation.

Another way to consider this is that the flux lines which leave the wire are then

confined within a superconducting circuit loop and will therefore tend to raise the
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surrounding field. 33 Performing Ampere’s field integral around the wire surface

indicates that the current inside must have increased as a result of the emerging

flux.

The exact magnitude of this increase, and therefore the SQUID response, de-

pends on the inductance of the circuit formed by the wire. This response is calcu-

lated in appendix E.3 for a Class III measurement in which the temperature-sensing

coil was energized with a 200mA pump current. The calculation and discussion are

summarised below.34

In the actual measurement considered in the appendix, the LT /Lb circuit loop

was energized with 200mA, and the corresponding data is that shown in figure 4.5.

However, because the T-coil contains most of the inductance, wire-length and higher

magnetic fields, the other circuit components within the LT /Lb loop are ignored in

the calculation. Given that the pump current is 200mA, the situation in figure 4.15

is one in which approximately 100mA is flowing internally. The approximate number

of flux quanta in this distribution (QSR) may be calculated by first estimating a

value for the field which was present at the wire surface due to the pump current.

Using a current sheet approximation for the pancake coil, and taking into account

the screening currents in the sense-surface, gives a surface field of Ba+ = 2.0mT,

where the subscript a+ denotes a position just outside the wire radius a. It is

assumed that there is no energy barrier for flux motion into the wire, so that

Ba− = Ba+, (4.37)

and the flux density is assumed to decrease linearly to a distance d within the wire.

From the dimensions of the LT coil, the length of wire which makes up the coil is

calculated to be 12.9m. Using this length, the surface field of 2.0mT, and assuming

d = 10µm, the number of flux lines pinned within the wire by the 200mA pump

current may be estimated:35

np = 6.4× 107. (4.38)

When the pump current is removed, the flux distribution changes to QSR of figure

4.15, which represents a reduction in the number of pinned flux lines by a factor of

two.36 Furthermore, since the flux lines that move within the wire have no effect at

33The relative magnitude of this field increase is likely to be quite small (see appendix E.3) and

so it is not indicated in figure 4.15.
34Appendix E contains a more extensive discussion of the motion of flux lines in and out of the

superconducting wires, and the effects of this motion on the circuit currents and SQUID response.
35For a more complete explanation, see equations E.30 and E.33, and the discussion leading to

E.33.
36This is seen more easily by extrapolating SR to the vertical axis to give the PSR profile of

figure E.3. The area under the QSR curve is clearly half that of the original profile.
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the SQUID, only the flux on the outer slope, QS, can influence the SQUID signal by

emerging from the material. The number of lines in this region is a further factor

of two less than the total number remaining in the wire:

nQS = 1.6× 107. (4.39)

The number of these lines that pass through the surface can be estimated from

the change in the critical current which determines the slope of QS. A generic form

for the temperature dependence of Jc can be used to estimate the fractional change

in Jc for niobium due to a 1K temperature rise at about 4.5K (see appendix E.3):

∆Jc

Jc

= 0.17. (4.40)

From the geometry of the flux profiles in figure 4.15 it is clear that nQS undergoes a

similar fractional reduction on a 1K temperature rise. Therefore the change in flux

linkage with temperature can be calculated (equation E.39):

∆Φlink = 2.8× 106Φ0/K, (4.41)

which, for the LT /Lb circuit loop, corresponds to a SQUID response of

∆ΦS

∆T
= 1100Φ0/K. (4.42)

This is well below the observed response shown in figure 4.5, which indicates

a temperature coefficient of more than 20000Φ0/K. This is a surprising result,

particularly as the calculation leading to 4.42 made conservative assumptions that

serve to increase the estimate in 4.42: the entire length of wire was assumed to

have the same amount of flux penetration; the surface energy barrier was ignored so

the pinned flux line density was maximized, even though the surface field of 2mT

was well below typical values for Bc1 in niobium wires;37 the assumption of flux

penetration to a depth d = 10µ is also generous as it corresponds to a fairly low

critical current of 1.6 × 108A/m2. But even if the lines penetrate to the center of

the wire (d = a) this only raises the temperature coefficient to 7200Φ0/K.

Demagnetization effects at surface irregularities may increase the local field and

therefore the density of pinned flux near the surface. However, even if the increase

in flux density was large, it is still difficult to see how the integrated field over the

entire conductor could provide the number of pinned flux lines which apparently

reside within the material.

Flux penetration in the niobium surfaces surrounding the coils may also con-

tribute to these effects. The superconducting sensing-plane surfaces opposite each

37The first critical field for niobium wires such as these varies with the manufacturing process,

but typically Bc1 is greater than 100mT.

149



pancake coil will certainly be exposed to magnetic fields of similar magnitudes to

those at the wire surfaces. But such a contribution is unlikely to raise the expected

SQUID response (4.42) by much more than a factor of two.

Alternatively it is possible that ferromagnetic impurities within or near the wires

or sense-surfaces could be amplifying the fields generated by the pump currents.

Such impurities may be expected to hold a large remanent magnetization following

each change in the circuit currents, and this could possibly explain some of the

current-history dependence in these irreversible effects. However no other compelling

evidence of ferromagnetic effects was found, either in the SPG or similar niobium-

wire transducers, and the materials exposed to magnetic fields within the gauge (Nb,

Ti-6Al-4V, Macro and epoxy) are not expected to contain significant quantities of

any ferromagnetic impurities.

Class I magnitude

A further difficulty with the large size of Class III behaviour is that it raises the

question of why Class I effects are so small if they arise from the same kind of

mechanism. In a typical pump sequence used to establish a persistent current in the

SPG, a pump current is passed through a part of the circuit and is removed following

the firing of a heatswitch. While the pump current is present, the distribution of flux

in the superconducting wire is expected to be similar to that of figure 4.14, which is

also the expected arrangement during current pumping for Class III irreversibility.

Unlike the Class III situation, the current is not removed while the heatswitch is still

open. The current is instead trapped by the closing heatswitch and so the self-field

surrounding the superconducting wire remains.

However, as noted in section 2.1.2, when the external pump current is removed

at the end of the process, the current, and therefore the self-field, relaxes slightly

as the heatswitch inductance takes up some of the circuit flux (equation 2.5). This

leaves the surface of the wire in the state shown in figure 4.16 (solid line), where the

scale is exaggerated to show the effect of the small decrease in the field on the flux

distribution.

If the temperature is now raised, then Jc and the critical flux gradient will

decrease, and the flux distribution will relax to the position shown by the dashed

line. For the flux well-inside the wire, beyond the field maximum, this involves

lines moving from the top of the gradient to the bottom but still conserving their

contribution to the circuit current. For the flux lines near the surface, the field

density outside the wire fixes B just inside the surface so that a lowering of the flux

gradient necessarily involves lines moving out of the wire surface.38 The situation is

38As in the discussion above, there will be a marginal increase in the field due to the emerging
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Figure 4.16: The flux distribution within the wire following current pumping and trap-

ping for a Class I measurement. The dashed line represents the relaxation of the distri-

bution in response to a temperature rise.

similar to the Class III case, except that the flux gradient near the surface extends

over a much shorter range—typically a factor of 1000 less, in accordance with size of

the current relaxation at the end of the pump sequence (estimated in section 2.1.2).

Therefore, as the gradient relaxes with the increase in temperature, the number of

flux lines which leave the wire surface will be much less than is the case for Class III

irreversibility. Indeed the observed difference in the SQUID response between Class

I and Class III is of the order of 1000, so it appears that the Bean model provides a

plausible explanation for the relatively small size (1–10Φ0/K) of Class I behaviour.

This agrees well with the observations of Beasley et al. [53]:

“. . . if field departures from the cycled (critical-state) magnetization curve

were made by introducing small field reversals after an otherwise mono-

tonic change, the decays were still logarithmic in time, but the logarith-

mic creep rate. . . was vastly reduced.”

Their data, presented only in graphical form, seem to show at least a 100-fold

reduction in the creep rate after a field reversal of 10 Gauss (previous cycle was to

800 Gauss). According to the model outlined in the previous section, the lower value

of creep rate observed by Beasley et al. should correspond to a small magnitude of

the Class I irreversibility in the SPG.39

flux lines, but this is assumed to be negligible due to the inductance of the circuit.
39Beasley et al. used an externally applied field, which was maintained at its peak value for only

‘a fraction of a second’ before the small reduction in magnitude. In the SPG it was the self field

which was present, at a much smaller magnitude, and it typically remained at its peak value for

a few seconds before relaxing. However, the magnetic relaxation time is likely to be much less

than a millisecond, and it is not expected that any of these differences should be significant in this

comparison.
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Flux creep magnitude

Measurements of flux creep in superconducting wires are not uncommon, as the

effect is important in many applications of superconductivity. A comparison between

other reported results and the creep observed here is therefore of some interest. A

measure of the absolute size of the flux creep behaviour in the SPG can be obtained

by determining the normalized creep rate coefficient:

Cφ ≡
1

φi

∂φ(t)

∂(ln t)
=

1

Ipump

∂I(t)

∂(ln t)
, (4.43)

where φi is the initial flux linking the circuit when the pump current, Ipump is

present,40 and φ(t) and I(t) are the flux linkage and current in the circuit at a time

t after the current pump. This coefficient differs from the creep rate defined earlier

in 4.24 which was not normalized to the initial conditions.

For the Class III observation in figure 4.6, the final temperature step exhibits

a clear logarithmic relaxation in the SQUID signal over more than an hour. In

terms of the SQUID signal, ΦS, the creep rate can be estimated from the curve at

approximately

Rc =

(
∂ΦS

∂(ln t)

)
= 10Φ0. (4.44)

As discussed above, this measurement is dominated by the current IT in the temperature-

sensing coil. The relationship between this current and the signal at the SQUID may

be determined from the circuit inductor values and the SQUID calibration, as in

equation E.27 (appendix E.2):

∆ΦS

∆IT

=
∂IS

∂IT

∂ΦS

∂IS

= 3.4× 106Φ0/A. (4.45)

Combining the expressions 4.43, 4.44 and 4.45, gives a normalized creep coefficient

of

Cφ3 =
1

0.2

10

3.4× 106
= 1.48× 10−5. (4.46)

This is a typical creep coefficient for the class III behaviour; though the range of

observations included values up to Cφ3 ∼ 3× 10−5.

These coefficients are approximately two orders of magnitude larger than those

observed by McDonald [14] and Mann et al. [13] in measurements of low-field flux

creep (LFFC).41 Those measurements were performed at constant temperature fol-

lowing a current ‘trap’ or ‘dump’ which resulted in surface fields of between 1mT

40Stored currents may be assumed equal to the pump current in this case without significant

error. But most of the creep measurements were performed on Class III behaviour, in which the

pump current is removed without storing any current. In these cases the creep rate was still

normalized to Ipump rather than the undetermined internal current that remains within the wire

after the pump current is removed.
41McDonald defines low-field flux creep as flux creep in type I superconductors or in type II

superconductors for fields below Bc1.
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and 40mT; generally of the same order as the fields seen in the SPG.42 This dif-

ference in experimental procedure is not expected to produce significantly different

results for Cφ if the understanding of the flux creep mechanisms outlined above is

essentially correct.

The flux creep observations reported here join those of McDonald, and a few

others using niobium wire superconducting transducers [11,33,47], as the only mea-

surements of this low-field flux creep phenomena. McDonald reports that most

experiments have shown LFFC to be approximately four orders of magnitude lower

than creep resulting from conventional flux penetration at fields greater than Bc1.

So the magnitude of flux creep observed here is midway between the conventional

values and those reported previously for LFFC. The reasons for these differences

remain unclear. It could be that some other mechanism is at work in the SPG which

acts to inflate these observed values, and this may also explain the earlier discrepancy

noted in estimating the amount of pinned flux in the wires. However, the mechanisms

discussed here do not appear to be sufficient to explain these differences.

Interestingly, repeating these calculations for the flux creep measurement of fig-

ure 4.7, which is associated with Class II behaviour, yields a coefficient of

Cφ2 = 9.1× 10−8 (4.47)

which is well within the limited range of values observed by McDonald. However

the Class II creep measurements vary significantly depending on which temperature

step is observed within the narrow range occupied by the behaviour.

Other properties of the magnetic irreversibility

There are several other aspects of Class I and Class III irreversibility worth not-

ing here. Firstly, there is evidence that independently removing and resetting the

current in an individual circuit loop resets the Class I history only for that loop.

This is strong evidence suggesting that, whatever the irreversible mechanism, it is

distributed throughout the entire circuit and therefore a property common to ev-

ery part of the superconducting wire. The Class III irreversibility also seems to

be distributed throughout the circuit, as various combinations of pump leads and

heatswitches were used to pass current through different parts of the SPG circuit

when inducing the Class III behaviour.

The distributed nature of the Class I and Class III effects is in contrast to Class II

behaviour, which appears to be localized in the pressure-sensing loop of the circuit.

42The result in 4.46, corresponds to a surface field of 2mT. The coefficient is expected to be

independent of the field value because of the normalization.
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For this reason, Class II irreversibility is of less interest and was not investigated in

further detail, since it appears more likely to be an artifact of the SPG apparatus

rather than a more general phenomena. It is possible that the effect arises in the

pressure-sensing circuit loop due to its proximity to the Ti-6Al-4V alloy material.

It may be that some vanadium precipitates in the alloy have a superconducting

transition temperature around 4.8K,43 and the Class II behaviour arises as these

become normal and any flux trapped within them is released.44 This could also

explain the unique history dependence of the Class II effect since the amount of

flux trapped in the material would depend on the field in which it was last cooled

through Tc.

Another point of congruence between the SPG data and the Bean theory is in

the relative polarity of the Class I and Class III effects. For pump currents of the

same sense, the irreversible signal was found to have the same polarity in both

classes of behaviour, at least for low temperatures.45 This agrees with the model,

which understands the polarity to be dependent only on the sign of the flux density

gradient at the surface of the wire (figures 4.15 and 4.16). For pump currents in the

same sense, the density gradient is expected to have the same polarity. Compare,

for example, the slopes at 4.3K in figures 4.2 and 4.5, which correspond to pump

currents of opposite sense in the pancake coils.

Obtaining a critical state

This model of irreversibility in the niobium wires depends on the superconducting

wire being in the mixed state. Therefore it appears to rely on the self-field of the

pump current exceeding Bc1 at the wire surface so that flux lines can penetrate into

the wire. If this is the case, then for sufficiently low currents, Bc1 would not be

exceeded and the irreversible behaviour would not be present. Furthermore, the

size of the irreversibility would not be proportional to the pump-current itself but

to the difference between the pump current and the current for which the self is

equal to Bc1. However, in contrast to these characteristics, the irreversibility seen

in the SPG occurs even for very small values of the pump-current, and it appears

to be proportional to the absolute size of the current in each case.

It could be that even the very smallest pump currents of 10mA are sufficient to

43Tc for vanadium is 5.3K.
44It has been suggested [38] that the superconducting properties of Ti-6Al-4V, which are depen-

dent on the material processing, could lead to irreversible behaviour consistent with the Class II

effect.
45The Class I irreversibility usually changed polarity after a few hundred millikelvins (see figures

4.2 and 4.4 for example). A possible explanation for this turn around, which was consistently

observed, is discussed later in this chapter (section 4.4.3).
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exceed Bc1 at the wire surface and introduce flux lines into the bulk. However, given

the wire dimensions, such small currents in the SPG wires would only produce a

field of about 0.03mT at the surface of a straight section. Even though the fields

will be larger near the inductors (see appendix E.3), and in other regions where the

field intensity is amplified by the geometry, it is unlikely that they would reach Bc1

for niobium (∼100mT).

There is some evidence that in such wires the properties of the surface such as

roughness, work-hardening, chemical precipitates and other impurities, may allow

flux penetration at much lower fields than those expected in bulk niobium. Mc-

Donald [14] argues that for niobium wires of the kind used here, Bc1 may be as

low as a few gauss at the surface. He speculates that the first critical field may be

significantly lower at the wire surface due to the presence of impurities, or possibly

mechanical damage caused by the winding of the coil. This affects Bc1 through an

effective reduction in the correlation length. Likewise Clem et al. [39] conclude that

penetration of flux lines into niobium wire and tubular samples at fields well below

Bc1 is determined by surface properties such as roughness and oxidation. Kniesel

et al. [63] cite superconducting or normal precipitates as potentially lowering the

critical field in bulk niobium.

However, no matter whether the fields from the pump current may exceed Bc1,

there is clearly some material within the SPG which is in the critical state, and

therefore in a mixed state, following each current pump. This is demonstrated by

the presence of logarithmic flux creep, and the appearance of super-critical and

sub-critical states in response to changes in temperature and field.

Further to this, as mentioned above, in all the measurements there is no evidence

of any discrete change in the system as the pump-current is increased. The sudden

appearing of a mixed state somewhere in the SPG would lead to the onset of a

new type of behaviour associated with some portion of the circuit entering such a

state. However, as noted in section 4.2.2, even for currents up to 8.6 Amps there

was no evidence of any qualitatively different behaviour—only the same kind of

irreversibility at all current-levels which would be expected if part of the material

was always in the mixed state.

In fact it appears that any material which gave rise to the irreversible effects

was already in the mixed state following the cooldown. It was observed that the

first measurements taken after the initial cooldown from room temperature were

identical to those taken after many current pumping events, or even in completely

different experimental runs. It may be that the mixed state is present due to field-

cooling of the wires, in the earth’s field, during the initial cooldown, and therefore it

remains until Tc is exceeded. It is also possible, for example, that large currents may
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arise from thermoelectric effects during cooldown [34]; especially as the temperature

approaches Tc and the resistance drops toward zero.

In summary then, it is possible that the mixed state may arise in the material

as flux lines move into the bulk even at very low fields. More significantly though,

once the material enters the mixed state, for example during the initial cooldown, it

remains there. Any subsequent change in the external field cannot remove all of the

flux lines from the material because many lines remained pinned in place. However,

even a very small change in the field has the potential to shift flux lines within the

material, and therefore give rise to irreversible behaviour.

4.4.2 Subcritical behaviour

The behaviour of the SPG signal when operating at or just below the temperature

Tmax is a good indicator of the underlying flux dynamics. This was first realised in

Class II and Class III measurements which showed a significant logarithmic creep-

like relaxation following a temperature rise when close to Tmax. As noted in figure

4.6, this creep rate was found to be strongly temperature dependent, so that an

overshoot in the temperature during an upward step results in an acceleration of

the creep, followed by a much slower creep rate as the temperature settles at a lower

value. In this way an overshoot in the temperature transient tended to ‘wash out’

the effects of flux creep. The final temperature step in figure 4.6 is an example of

a log-relaxation which extended over a longer time period due to the absence of a

temperature overshoot.

A more accurate picture of the flux creep behaviour below Tmax is gained by

looking at the isoflux curves. It was found that the response during the isofluxes

is not strictly reversible, as the signal would often move in the direction of the

‘backbone’ as the temperature was raised toward Tmax. This resulted in a separation

of the upward and downward isoflux curves at their high temperature end—as was

noted in the earlier discussion of section 4.1.4, and as seen in figure 4.3. A clearer

example is shown here in figure 4.17(a), together with the time-series data (4.17(b))

for the upward isoflux. The data-set is the one used in figure 4.5 as an example of

Class III irreversibility.

The upward isoflux curve lifts away from the downward trace as Tmax is ap-

proached. In the time-series, showing both the SPG signal and the temperature, it

is apparent that the anomalous rise in the SQUID signal is due, at least in part,

to flux creep which can be seen during the periods of thermal stability. Although

not obvious on the scale of this graph, even the response beginning at 37000s has

a well-defined logarithmic curve. The flux creep rate clearly increases very rapidly
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Figure 4.17: a) An isoflux curve belonging to the data shown in figure 4.5 is reproduced

here on a magnified scale. At the end of the isoflux, when the temperature begins to step

up again, the upward and downward characteristics are very similar. However, as the tem-

perature approaches Tmax, the rising-temperature response departs from the downward

isoflux as if in ‘anticipation’ of the large irreversible increase beyond this temperature.

b) The time-series data for the rising portion of this isoflux reveals the reason for the

irreversibility. In at least the last two temperature steps before reaching Tmax, flux creep

is evident in the response following each temperature transient. The overshoot during

each transient is unfortunate as it tends to wash-out the flux creep, as discussed in the

text.
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with temperature as Tmax is approached.46

The temperature step which returns the system to Tmax in figure 4.17 is identical

to the step which set Tmax 2.5 hours earlier. It is interesting to note that the flux

creep seen after the return to Tmax is almost as if it were continuing from where the

original creep stopped when the temperature was lowered from Tmax. It appears

that the significant drop in the creep rate below Tmax leaves the flux lines in the

material relatively unaltered during the interval for which T < Tmax; an observation

which agrees well with the critical state model outlined here, which understands the

flux lines to be in a sub-critical state for T < Tmax.

An attempt was made to determine an approximate relationship between creep

rate and temperature when in this subcritical region. This was achieved by fitting a

logarithmic function to each of the relaxation curves which followed the temperature

step transients. The results are shown in figure 4.18, where creep rate47 is plotted

against temperature as it rises toward Tmax. The data corresponds to a measurement

of Class III irreversibility for which 200mA has been passed through Lp for five

seconds. Tmax was set at 4.92K but this measurement was not taken until more

than 40 hours later, following a helium transfer.

The creep rate in the sub-critical regime was found to depend exponentially on

the temperature difference Tmax − T . This agrees with the observations of Beasley

et al. [53] and is to be expected as a first approximation from equation 4.34. This

expression for the creep rate can be rewritten to reveal the temperature dependence

more explicitly:

R(T ) =
dJ(t)

dt

∣∣∣
T

= J1ν e
−(U0−JBV X)

kT

R(Tmax −∆T ) = J1ν e
−U

kTmax
− ∂(−U/kT )

∂T
∆T

= R(Tmax)e
∂(U/kT )

∂T
∆T , (4.48)

where it is assumed that J1ν is not temperature dependent, and U = U0−JBV X(equation

4.33). The partial derivative in equation 4.48 can be resolved into two components

∂(U/kT )

∂T
=

∂U

∂T

1

kT
− U

(
1

kT 2

)
=

1

T

[
∂U

∂kT
− U

kT

]
. (4.49)

46This raises the question of why the same does not appear to occur during the downward

isoflux. The reason is that flux creep did continue to raise the signal as the temperature stepped

downward, but the response on the upward trace is more dramatic because of the overshoot in the

temperature transient which accelerates the creep.
47The creep rate is plotted here in arbitrary units that are proportional to the coefficient Cφ

defined in equation 4.43.
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Figure 4.18: The rate of flux creep is plotted against the temperature offset relative to

Tmax. The creep rates were calculated by fitting a logarithmic function to the relaxation

observed at successive temperature steps approaching Tmax. The time interval between

each temperature rise was 2000 seconds, allowing the creep rate measurements to be made

free from the influence of thermal transients. The fit to the data is a simple exponential.

where the first term represents the contribution from the temperature dependence

of the activation energy U , and the second term is the dependence due only to the

change in thermal energy kT .

Recalling the discussion of section 4.3.3, Campbell and Evetts [62], Webb [60],

and others have noted from typical measurements of Jc(T ) that the first term is

dominant in the temperature dependence of the flux creep. Likewise, the data from

the SPG also suggest that simple thermal activation, with a temperature dependence

only through kT , is insufficient to explain the observed behaviour. Therefore 4.49

is simplified to
∂(U/kT )

∂T
=

1

T

(
∂U

∂kT

)
. (4.50)

Fitting the exponential48 relationship 4.48 to the data in figure 4.18 yields

∂(U/kT )

∂T
= −36± 1K−1

∂U

∂kT
= 4.9(−36) = −176 (4.51)

48The overshoot in the thermal transient, which tended to accelerate the flux creep, will have

a significant effect on the creep rate measured at each temperature. However, this is a system-

atic error and is not expected to affect the characteristic temperature interval of the exponential

dependence,
[

∂(U/kT )
∂T

]−1

.
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where the negative sign is expected since the pinning energy should generally de-

crease with temperature. This result allows an approximate quantification of some

microscopic superconducting parameters, and a comparison with similar results ob-

tained by others. The results of Beasley et al. [53] will be considered below.

Beasley et al. observed flux creep in PbTl wires and performed at least one

experiment very similar to that described above. A critical state was established

and the creep rate was measured as the temperature was reduced (see figure 13

of [53]). They found that the creep rate reduced exponentially with temperature

below the critical state, and their data49 reveals a value of ∂(U/kT )
∂T

= −550K−1,

recorded at 4.2K. Therefore, from equation 4.50,50

∂(U/kT )

∂T
= −550± 1K−1

∂U

∂kT
= 4.2(−550) = −2300 (4.52)

This shows that the temperature dependence of the pinning potential in the

material of Beasley et al. is larger than the dependence observed in the SPG by a

factor of about 13. As a gross approximation, the variation in the pinning strength

with temperature may be expected to be proportional to the intrinsic depth of the

pinning potential, U0.

This indicates that the SPG niobium wires have weaker pinning than the PbTl

wires used by Beasley et al. This is not surprising as alloys tend to have stronger

pinning and therefore higher critical currents. Also the wire samples used by Beasley

et al. were prepared using a ‘severe’ extrusion of PbTl rods at 77K so as to maxi-

mize the number of pinning sites within the material. Some of the specimens were

annealed for a short time at room temperature resulting in a reduction of U0 and

leading to the range of values for U
kT

noted earlier.

4.4.3 Magnetic irreversibility in the literature

Given the agreement with the observed behaviour and with the standard theories

of flux motion in the mixed state, it appears likely that the model outlined in

the preceding pages is essentially correct and provides a basic explanation of the

underlying dynamics of the irreversibility. Once this became apparent, a search

of the literature was conducted to determine whether similar behaviour had been

49The data presented in figure 13 of Beasley et al. yields ∂(U/kT )
∂T = −550K−1, while in their

paper they state a value of 2000K−1. The data from figure 13 were assumed to represent the true

result. The other figure may have been
50Beasley et al. note that U

kT is within a range of 7–35, if the flux line vibration frequency, ν,

is restricted to reasonable values. This is consistent with the assumption made above, that the

second term on the left-hand-side of 4.49 can be ignored.
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observed by others and whether such effects had been explained in terms of the flux

dynamics.51

Most of the irreversibility discussed in the literature involves the hysteresis ob-

served in response to cycling of the field. This arises from the pinning of flux lines

within the material, and is related to the maximum sustainable current density, Jc.

The irreversibility seen in the SPG is observed on a temperature rise, with only

reversible behaviour present when the temperature is reduced. When considered

in terms of the critical model, the effect of a temperature rise on the flux density

profile is fundamentally different from that of a change in the field. In the latter

case the flux lines are only driven locally by field changes at the surface of the wire,

and any rearrangement is always into a new critical state. During a temperature

rise, however, the entire flux density profile is affected and the lines tend to move

away from the original critical state.

This latter type of behaviour appears to be reported very seldom in the literature.

In some ways this is surprising since the exponential dependence of creep rate on

the temperature away from the critical state is sufficient to provide for this one-way

irreversibility, and measuring the creep rate as a function of temperature in the

sub-critical regime yields important information about U(J, T ) [64].

However, several authors were found to have published results with some bearing

on the present work [39, 64, 65]. The most relevant of these are discussed in the

remainder of this section.

Firstly T. R. Clem [35] investigated the effectiveness of superconducting mag-

netic shielding by observing the temperature dependence of a trapped axial field

within superconducting niobium cylinders. He found that the sensitivity to tem-

perature variations was larger than that expected from changes in the penetration

depth alone, by a factor of 3–10, and was strongly material dependent (section 3.5.2).

Later experiments [34], conducted on superconducting wire solenoids, revealed the

presence of an additional temperature sensitivity which was ascribed to flux pin-

ning within the superconducting wires. Furthermore a significant component of the

temperature sensitivity exhibited irreversible behaviour in response to temperature

changes.

In these experiments the solenoids52 were first cooled in a field Hs. Following

51In attempting to understand the SPG behaviour, a search of the literature was carried out

before the Bean model was applied to the results. However, this earlier search only related to the

irreversible phenomena by itself and suffered from being too general. Once some understanding

of the underlying mechanisms was gained, it became practical to search for other work that dealt

with similar behaviour.
52Clem used samples of Nb and NbTi wire from ‘California Fine Wire Co.’. Wire from this

manufacturer was also used to construct the the SPG circuit.
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this, the external field was changed (usually reduced) to H0, and then trapped in

the solenoid with the use of heatswitches. Irreversibility in the magnetic field was

then observed by Clem as the temperature was cycled—in a similar manner to that

seen in the SPG. Given this set-up sequence, and assuming the superconductor is

in the mixed state, it is expected that the flux would be distributed within the wire

as indicated in figure 4.19.53 Applying the model developed here for the SPG data,

irreversible behaviour would be expected in response to a temperature rise; with

the size of the effect increasing with the magnitude of Hs (for fixed H0). Clem’s

observations reflect this general expectation, and have a polarity consistent with the

SPG model.54

Distance from surface  (x)

  Magnetic field

 H 
0

 H S

Figure 4.19: Clem [34] reports irreversible behaviour in the trapped magnetic field inside

a superconducting solenoid in response to thermal cycling. Before the temperature is

cycled the solenoid is cooled below Tc in a field Hs and then a field of H0 is trapped

in the solenoid by current pumping. Given this magnetic history, the flux within the

solenoid wire is expected to look something like the profile presented here, where it is

assumed that the field was set at H0 before opening the heatswitch.

Clem used a sequence of temperature sweeps very similar to those used in ex-

ploring the SPG behaviour; the temperature being swept in cycles from 4.2K to

successively higher temperatures. He notes:

‘Dramatic field changes were observed in the second of two successive

runs only after the (maximum) temperature T1 for the preceding cycle

was exceeded.’
53Clem states that the applied fields were always much less than Hc1. However, he assumes the

flux trapped within the material is only due to the cooling field. This would also make the inner

flux profile in 4.19 relatively flat.
54Although figure 5 of Clem [34] does not show any irreversible effects for Hs ≈ 0, in contrast

with the Bean model predictions, Clem notes that ‘Preliminary evidence suggests that a similar

(irreversible) flux entry occurs for H0 � Hs.’ It is interesting that the explanation given here for

the Class I magnitude (section 4.4.1) would also lead to an expected absence of large irreversible

behaviour for Hs < H0 if the field relaxed slightly on closing of the heatswitch. Without further

details of Clem’s experiment it is not possible to say whether this is the case.
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Qualitatively this is exactly the result seen in the SPG response. On the scale of

figure 5 in [34], the irreversibility is only visible above 7.7K. However unlike the

SPG data, there is a large temperature coefficient due to the presence of a large

persistent field and the absence of any common-mode rejection.

An approximate quantitative comparison can be made by taking the relative field

change observed by Clem for a 1K temperature rise. This quantity is approximately

10−5K−1 for the niobium wire sample most-closely matched to that used in the

SPG.55 Using the relationships between the circuit fields and the SQUID signal

developed in appendix E, the equivalent parameter for Class III behaviour in the

SPG is of order 10−2K−1. The large difference in these values raises the question

of whether they are related to the same phenomena, or alternatively whether the

results of Clem are somehow associated with the Class I phenomenon.

As an interesting aside, Clem states that there are two mechanisms in operation

in the solenoids on a rise in temperature: There is an anomalous, reversible pen-

etration of the field, λ; and there is the emergence of pinned flux from within the

material. Furthermore he concludes from his data that the reversible motion of flux

may be significantly impeded by the presence of pinned flux just below the surface.56

If this is the case then measurements of the anomalous penetration depth in niobium

(section 3.5) will in general exhibit some history dependence in, for example, the

applied field.

In contrast to the conclusions drawn from the SPG data, Clem appears to un-

derstand the thermal response in his data as arising entirely from an increase in

kT . Clem et al. [39] conclude that these results are consistent with the flux lines

being pinned in the material in non-interacting metastable states from which they

are freed by simple thermal activation. This is essentially the same model as orig-

inally considered for the SPG (section 4.2.3) before the presence of flux creep was

detected. It is not clear whether Clem observed any logarithmic relaxation of the

field that may lead to a critical state understanding of the flux motion.

LeBlanc et al. [65] pick up on the results of Beasley et al. , and later experiments

of Kwasnitza and Widmer [66, 67], to explain the observed changes in creep rate

with field in terms of the underlying distributions of flux lines in the critical state.

55The 0.003 inch annealed niobium wire of table 1 in [34] is chosen.
56This may explain why the isoflux curves slowly evolve with Tmax, and at a rate which appears

independent of the irreversible magnitude. In general any irreversible behaviour leads to a change

in the pinned flux density under the surface and therefore alters the reversible response. Such a

change is expected to be proportional to the field at, or below, the surface; not on the amount of

flux passing through it.
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They employ a theory used by previous authors [68] to show, among other things,

that the dramatic reduction in creep rate following a reversal of the applied field

can be understood in a manner very similar to that outlined earlier (section 4.4) in

explaining the smaller magnitude of Class I effects relative to that of Class III.

On a reversal of the external field, once in the critical state, all authors report

an immediate and dramatic reduction in creep rate. As the field is further reduced,

the creep rate soon changes polarity and begins to steadily increase in magnitude.

This can be well understood in terms of the model discussed by LeBlanc et al. Using

a critical state model,57 and assuming conservation of flux lines within the material,

they use numerical calculations [69] to compare the evolution of flux distributions

in response to a varying external field, with observations from a variety of super-

conductors [70,71].

In understanding the irreversibility in the SPG, and particularly the relative

sizes of Class I and Class III behaviour, the most significant result to arise from the

work of LeBlanc et al. is that the initial creep rate following a magnetic field sweep

is dominated by the outward-facing facade of the flux density profile—for example

the part of the flux density profile labelled QS in figure 4.15. This is essentially the

same as the explanation put forward in section 4.4 for why the pumping of currents

that would otherwise be expected to produce something comparable to a Class III

behaviour, actually results in a significantly reduced Class I irreversible response.58

Indeed the model developed here is based on the same mechanisms and assumptions

of LeBlanc: a critical state arrangement of flux lines; flux profiles determined by the

magnetic history, with Hc1 = 0; and conservation of flux lines during flux creep or

flux flow.

It is important to understand exactly how the work of LeBlanc et al. differs from,

and yet relates to, the situation in the SPG. Firstly, there are some significant differ-

ences experimentally between the physical systems which LeBlanc et al. are seeking

to explain and the situation in the SPG. The work of Beasley et al. and others

focused on cylindrical and thin plate samples situated in an applied longitudinal

magnetic field, so that the only macroscopic currents in the superconductor were

demagnetization, or screening currents. In the SPG it is the self-field, perpendicular

to the wire axis, which is being considered, and the currents in the wires both gen-

erate the external field and screen it from the interior. Also, in LeBlanc et al. , and

the works to which they refer, it is not the flux creep in response to temperature

changes which is being considered but the change in magnetization over time as the

57LeBlanc et al. perform calculations for both the Bean model (used here) and the Kim model

(Jc ∝ 1/B) of the critical state.
58It is also the reasoning used above in figure 4.19 to explain the observation of Clem.
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flux profiles decay. But, particularly for small changes in temperature, the effects

should be similar to those which occur over time: that is, a reduction in U/kT re-

sults in an increased rate of flux line hopping (equation 4.11), or flux creep, which

effectively accelerates the creep processes.

The model may go further in providing a potential explanation for the turn-

over in the Class I irreversible component. The ‘J-curve’ form of the irreversibility

backbone in Class I measurements, such as that in figure 4.2, is a persistent feature

of Class I irreversibility. Even for currents flowing in the opposite direction (figure

4.1), or current settings far from the balance point, the irreversible component of

the response always contained a turning point within 0.5K of the base temperature.

Indeed this was even the case when the base temperature was changed by storing

the currents at say 4.7K.

As flux creep continues, and accelerates with an increase in temperature, the

critical gradient becomes more shallow and the large flux line gradient will spread

out into the bulk material. It is conceivable that the peak in the density profile near

the surface (figure 4.16) will flatten off to the point where eventually the outward-

facing facade vanishes as more and more flux lines move down the inner gradient

into the material. At some point the flux density slope at the surface reverses sign

and the flux creep and irreversible response change their polarity as flux lines begin

to creep into the surface.

It is possible that this is occurring within the first 0.5K temperature rise after the

currents are set so that there is a smooth change in the irreversible signal from one

polarity to the other. In contrast, for Class III irreversibility the gradient near the

surface extends much further into the wire, providing not only a larger irreversible

response but one which is consistent over a wide temperature range.

The difficulty with this simple model for the Class I turn-around is that it implies

that the Class I irreversibility should approach the behaviour of Class III as the

temperature is raised further and the effect of the inner gradient dominates any

residual influence of the original gradient at the surface. It may be that the turn-

around is only present coincidentally as the sum of several combined effects from

the various circuit components, or it could be that the magnetic history results in

an effective surface energy barrier to flux motion even after the creep has reversed.

In an analysis similar to that of LeBlanc et al. , Schnack et al. [64] show that it is

possible for the flux creep rate to change polarity following ‘a slight overshoot in the

field after a field sweep has been stopped’. Such a magnetic history corresponds to a

very small relaxation of the field away from its critical state and produces conditions

very similar to those expected in the SPG wires during a Class I measurement.

Schnack et al. investigate the relaxation of flux line profiles through thermally

165



activated flux creep in a thick slab of type-II superconducting material. Their treat-

ment is theoretical; solving the problem both numerically and through the use of

Monte Carlo simulation techniques. Although they do not consider changes in tem-

perature explicitly their calculations of the long-term response to logarithmic flux

creep indicate how the flux profiles should be expected to evolve following a quasi-

static temperature rise, since, as mentioned above, this effectively accelerates the

creep process.

Their model includes a field-dependence in the critical current so that their flux

profiles are more rounded, but the essential feature of a turn-over in the flux density

close to the material surface is still present (see figures 5G and 5H in [64]). These

figures also show that the long term effects of thermally activated creep acting on

these flux profiles involves a clear turning point in the magnetization. This may

be expected to correspond to a turn-around in the SQUID response in the SPG as

observed in Class I measurements.
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Chapter 5

Conclusions

5.1 Pressure gauge performance

The development of the superconducting pressure gauge described here was pri-

marily aimed toward meeting the pressure-control requirements for high-resolution

measurements of the lambda transition in liquid helium [3–7]. These requirements,

which included pressure control to within 3 × 10−9bar, resulted in a target noise

performance being set for the gauge at less than 3× 10−10bar, integrated over 1Hz,

down to frequencies of 50µHz. The gauge was also required to operate at pressures

as high as 30bar, corresponding to the upper end of the liquid helium lambda-line.

A titanium alloy diaphragm, combined with a superconducting inductive position

transducer, [15] was chosen as the basic gauge design. Common-mode rejection,

intrinsic to the superconducting circuit, was used to minimize sensitivity of the gauge

to both temperature fluctuations and in-line accelerations. These improvements,

combined with single-stage temperature control and other means of noise reduction,

resulted in the target pressure-measurement performance being achieved; though the

diaphragm was not tested to its full pressure-load specification of 30bar, and only

an electrostatic pressure was applied to the diaphragm in characterizing the gauge.

It seems likely, however, that the SPG design described here would be practical for

use in high-resolution critical-point measurements along the liquid helium lambda

line.

The gauge was only operated at and above 4.2K in these experiments. However,

given the consistent performance observed over a range of temperatures, and given

that some parameters, such as the temperature sensitivity, should become more

favourable as the temperature is lowered, it appears that the SPG should be able

to operate closer to the lambda transition temperature (Tλ ∼ 2.2K) without any

degradation in performance. It is also expected that the temperature response could

be tuned such that a turning point exists at a suitable operating temperature, T0,

close to Tλ.

As a margin of safety, the diaphragm was designed in order to withstand pressures
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up to 80 bar. Given the deflection in response to pressure of 17.6µm/bar (appendix

A.2), this corresponds to a maximum possible deflection of 0.53mm for the highest

specified pressure load of 30bar. The pressure-sensing pancake coil (Lp) was placed

only 0.44mm from the niobium mushroom sense-surface on the final experimental

runs. However, this is expected to be close to a sufficient distance in order to

prevent contact between the surface and the coil at high pressure since the diaphragm

response becomes non-linear for large deflections. This non-linearity will also tend to

reduce the gauge sensitivity at higher pressures but this is not expected to degrade

the SPG performance significantly.

The relatively large gap between the coil and sense-surface is significant as the

pressure-sensitivity of the gauge increases considerably as this spacing is reduced,

so that the measurements reported here, at the lowest end of the pressure range,

represent a poor sensitivity when compared with what otherwise may be achieved if

the dynamic range requirements were not so onerous. The increase in sensitivity with

deflection of the mushroom toward the coil also tends to counter the non-linearities

mentioned above which act to reduce the sensitivity for large deflections.

The best performance obtained in these experiments was an integrated pressure

noise of 2 × 10−10bar over a frequency range from 1Hz down to 10µHz. This was

achieved for a supercurrent of 1000mA flowing in the pressure-sensing transducer

coil. It is expected that the performance could be further improved by increasing

this persistent current to many times this value—an action which doesn’t seem

unreasonable given the large currents that were successfully stored during some

experiments.

Improved performance could also be gained through use of a more effective ther-

mal control. The low-frequency noise floor appeared to arise from thermal fluctua-

tions in the helium bath coupling into thermal gradients in the SPG. A two-stage

system of thermal control, or operation at a lower thermal vacuum, could be ex-

pected to reduce these gradients significantly.

The source of the ‘post-transducer’ noise which limits the performance at higher

frequencies remains a mystery. This noise was not observed during dip-probe mea-

surements of the SQUID performance, even though there was less magnetic shielding

surrounding the SQUID probe in this case. This indicates that the noise may arise

from down-conversion of rf noise which feeds into the vacuum space, and even the

SPG itself, through the various wires used to control the experiment. However all

attempts at eliminating these potential noise sources proved fruitless in improving

the performance. Some advantage was gained by post-processing of the data to re-

move as many flux-jumps as possible. This suggests agreement with the observation

of Matthews who attributes similar excess noise in the UWA gravity gradiometer to
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the effects of flux-jumps [12].

Finally, the common-mode rejection employed to minimize sensitivity to temper-

ature and in-line acceleration performed well. The acceleration compensation was

tuned to give a common-mode rejection ratio in excess of 78dB, at which point other

factors such as temperature and frequency dependence began to have a significant

effect. This level of compensation was found to be more than adequate for elim-

inating the acceleration-induced noise from the SPG signal; indeed measurements

indicated that only 50–60dB was required to achieve this.

The most significant drawback of the acceleration compensation as it currently

stands is that a larger current is required in the a-coil than in the p-coil in order to

tune the circuit. This potentially degrades the performance by limiting the pressure-

sensitivity of the gauge unnecessarily. Increasing the acceleration sensitivity of the

a-coil transducer, by either softening the diaphragm or reducing the gap spacing,

for example, will reduce the circuit current required for a given pressure-sensitivity.

Temperature compensation was also achieved to a significant degree, though

considerable non-linearities were observed for moderate levels of compensation (30–

40dB). These non-linearities were exploited by tuning the compensation currents

in order to produce a turning point at some temperature, T0, close to the bath

temperature. In this way the sensitivity of the SPG to quasi-static temperature

changes could be effectively eliminated by operating the gauge at the temperature

T0. As with the common-mode rejection of acceleration, this was found to be more

than sufficient to eliminate these effects as limits to the SPG performance. However,

as noted above, second order thermal effects, in the form of temperature gradients,

do impose a performance limit at lower frequencies.

So, for the performance targets set for the SPG, the tuning precision of the su-

perconducting currents within the SPG was sufficient to eliminate any measurable

sensitivity to temperature and acceleration. If the post-transducer noise sources

are reduced by increasing the transducer sensitivity then these residual sensitivi-

ties, which exist below the present noise floor, may become significant, and further

tuning would be necessary to improve the performance. Although for temperature

compensation the tuning precision is not critical, common-mode rejection of acceler-

ation relies entirely on an ability to finely balance the circuit currents. It is difficult

to see how the precision of the current pump controller could be increased further

without somehow reducing the 0.05mA noise in the pump-current output. However,

even without this improvement in the CPC, it is possible to obtain a finer degree of

tuning by using the ‘double heatswitch’ technique—although such an extension of

the common-mode rejection would be compromised by the frequency dependence of

the acceleration response if the existing diaphragms were used.
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5.2 Anomalous magnetic effects

5.2.1 Irreversibility

Aside from the performance characteristics of the superconducting pressure gauge,

this thesis also reports on several anomalous magnetic effects associated with the

thermal response of the SPG (chapter 4). These effects were irreversible in nature

and were often observed in association with a creep-like logarithmic response which

was assumed to indicate the presence of a critical state arrangement of flux lines

somewhere within the SPG. Several types of irreversibility were identified, with a

variety of different behaviours observed in response to current settings and temper-

ature changes. However, it was found that almost all of these diverse characteristics

could be united by a relatively simple model of the critical state. The model em-

ployed was essentially the Bean model of the critical state with the inclusion of

temperature variations.

The first signs of irreversibility were observed in an early experimental run, but

these were initially considered to be spurious results, not worthy of further investiga-

tion. Further observations revealed some consistency1 in the behaviour, which was

then specifically examined over several experimental runs. However, the variety in

the irreversible behaviour, combined with the long time periods required for accurate

measurements of the thermal response, made it difficult to identify and character-

ize these effects. After several weeks of experimentation, a basic phenomenological

understanding of the irreversible behaviour was gained, as described in section 4.1.

Previous experiments in our laboratory have revealed similar anomalous be-

haviour, some of which, like low-field flux creep [14], has significant implications for

the development of SQUID-based transducers employing superconducting niobium

wire circuits. For this reason, a better understanding of these irreversible effects was

sought. Recognizing the likelihood of a critical state associated with these phenom-

ena, the Bean model of the critical state was applied to understanding these effects.

This is the most commonly used model for critical state behaviour and has been

found to be sufficient in explaining a wide range of phenomena. However, the model

is usually applied with the assumption of T = 0, or a fixed finite temperature, and

there appeared to be little discussion in the literature concerning application of this

model to situations in which the temperature is changing. The finite temperature

Bean model [57,59] was extended to include variation in temperature and was found

to give predictions in remarkable agreement with many of the observed irreversible

phenomena.

1Of particular significance was the repeatability of these results between thermal cycles of the

dewar, and after re-making the circuit connections and replacing some of the wiring.
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The irreversible behaviour appeared to be confined to, and distributed through-

out, the superconducting wires used in the SPG circuit.2 Although the presence of

a critical state in other superconducting elements, such as the niobium shielding,

could not be ruled out, the observations favour an explanation in which only the

superconducting wires contribute significantly.3 For example, the irreversibility was

observed independently in several elements of the superconducting circuit regard-

less of their proximity to niobium surfaces external to the circuit. Also, the wire

surfaces are exposed to higher fields than any part of the niobium shield since it was

the self-field which was associated with these effects.

These irreversible effects are not expected in an ideal superconductor and it seems

likely that they share a common origin with anomalous effects observed by others in

niobium bulk and wire samples. In particular, the large irreversible motion of flux

lines seen in Class III behaviour for fields much less than Bc1 suggests a significant

amount of low-field flux creep (LFFC) so that large quantities of flux are pinned

within the niobium wires. However estimates of the number of pinned flux lines

within the wire (section 4.4.1) lead to surprisingly large values, and certainly do not

conform to the expectation that lines are only pinned at the surface in LFFC [14].

Estimates of the penetration depth temperature dependence (section 3.5) yielded

anomalously large values as reported by several workers [11, 14, 31, 33, 39]. It is

generally accepted that both this effect and LFFC are dominated by the surface

condition of the wire, and evidence has been given for improvements through etching,

annealing or electro-polishing. However no attempt was made here to investigate

the irreversible mechanisms in this way.

It is also worth noting that significant hysteretic effects under changes in tem-

perature were observed in the SPG behaviour when NbTi wire was used in the

heatswitches. If generally applicable this may be of some significance to other pre-

cision applications in which NbTi wires are in the presence of a magnetic field and

connected to a SQUID read-out. This behaviour was only observed during a single

experimental run, before the NbTi wires were replaced with niobium and the effect

vanished. The hysteresis was not investigated further so it is difficult to address the

potentially broad applicability of these observations with any certainty.

2The majority of the irreversible effects appeared to be distributed throughout the circuit.

The exception was the Class II behaviour (see section 4.1.2), which was clearly confined to the

pressure-sensing coil.
3It is possible that the anomalously low temperature sensitivity of the pressure-sensing coil

(section 3.5) is due to the electro-polished surface of the niobium mushroom. However there are

too many other factors which may lead to such a decrease in κpT to allow a firm conclusion to be

drawn.
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5.2.2 Implications for superconducting transducers

Other authors have reported similar observations of irreversibility under changes in

temperature, both in wire and bulk samples (section 4.4.3). Although the experi-

mental arrangements differ,4 it seems likely that these represent observations of the

same phenomena as those seen here. Some authors dealing with bulk samples have

developed a similar theoretical framework to that presented in the previous chapter

and some have performed numerical calculations based on this theory which accord

well with the behaviour of the SPG.

If the SPG results do correspond to those gained from other niobium samples,

then similar superconducting devices may be expected to exhibit this kind of irre-

versible behaviour in their temperature response. The fact that this has not been

reported widely in the literature casts some doubt over the generality of these con-

clusions. However, the observations of those cited above, and particularly those of

Clem [34,35] who worked with superconducting wire solenoids, give strong support

to the belief that these results represent more than just a peculiarity of the SPG

apparatus. Furthermore, the effectiveness of such a simple, conventional model in

describing the behaviour is evidence that the conclusions presented here are more

widely applicable.

It may be that similar effects do exist in other superconducting devices, but their

presence remains unnoticed because the operating temperature is fixed or never ex-

ceeds the temperature necessary to observe irreversibility. Even if the conditions

were suitable for exhibiting these effects, the complex history-dependent nature of

the behaviour makes it hard to identify as being more than just a spurious re-

sult. Likewise, full characterization of these effects is likely to be difficult in any

apparatus—even if they should appear as something worth investigating in the ex-

perimental context.

There is also the possibility that because the effects are strongly dependent

on the flux density profile, and therefore on the magnetic history, any overshoot

or transient oscillation in the self field during the establishing or quenching of a

persistent current may significantly wash-out, or even effectively eliminate, any of

the irreversible effects recorded in the SPG. An example of this is seen in the

comparison between the Class I and Class III behaviours. If indeed the relatively

small magnitude of the Class I effect can be attributed to a small relaxation of the

self field during current-pumping, then similar relaxations, or even oscillations, in

4In general the experiments cited here were more suitable for detecting and characterizing these

phenomena. For example, they involved a far more simple geometry and did not rely on the self-

field of the sample to investigate the magnetic dependence. Indeed many of these experiments

were designed specifically to probe these very phenomena.
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other experiments may be sufficient to reduce any such effects to a level below the

observable threshold.

If the results obtained here are generally applicable to devices containing super-

conducting wire circuits then, regardless of the mechanisms underlying them, these

irreversible phenomena have potential consequences for the performance of such de-

vices. Most obvious is the fact that the response to changes in temperature can be

highly non-linear depending on the thermal and magnetic history. The response of

the circuit to a temperature rise which explores temperatures beyond those of the

thermal history may be several orders of magnitude larger than the response to an

identical scenario having a higher-temperature history.

It also appears from the data presented in chapter 4 that the irreversible be-

haviour has some effect on the reversible SPG response at lower temperatures. This

is particularly obvious when the circuit currents are arranged to give a null response

to temperature changes. Such a change in the reversible response whenever the

previous temperature maximum is exceeded leads to the unexpected result that in-

struments which have been tuned to give a null response may become unbalanced

following an excursion to higher temperatures.

Despite the magnitude of these effects, and the potential for serious disruption to

instruments relying on superconducting wire circuits, it appears that this irreversible

behaviour can be easily avoided. By storing the persistent currents at an elevated

temperature, well above the expected temperature of operation, the instrument can

function without danger of exceeding the maximum temperature set by the thermal

history. This was found to allow reliable and effective operation of the SPG without

the limitations imposed by a non-linear irreversible temperature response.5

5.2.3 Further research

Further investigation of the irreversible phenomena could be performed on Nb and

NbTi wires that have a much more simple geometry and are located in isolation from

other superconducting materials. This would allow verification of whether these

effects originate from the wires themselves or from some other source. The effect of

etching the wire could also be investigated to determine whether the irreversibility

arose from irregularities near the wire surface as suspected.

The critical state model could be developed further—for example, by the inclu-

sion of a field-dependence to the critical current. Furthermore, the model could

be more thoroughly tested by creating various self-field histories through controlled

5Matthews [12] noted a decrease in flux creep after an excursion to higher temperatures which

is very likely related to the behaviour discussed here. He therefore adopted the same policy of

sweeping the temperature upward before operating well below Tmax.
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current pumping, and observing the relaxation with temperature. This was carried

out to some extent in the SPG, but the size of the circuit and the complex geometry

of the wiring and its environment made it difficult to interpret the results.
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Appendix A

Diaphragm calculations

There are two diaphragms contained within the SPG: the pressure sensing di-

aphragm, constructed from a titanium alloy (Ti-6Al-4V), and the acceleration-

sensing diaphragm, constructed from niobium.

The properties of the pressure-sensing diaphragm at 4.2K are taken to be [17,

72,73]1

Thickness: tp = 1.5mm

Radius: ap = 26.5mm

Boss radius: bp = 3.0mm

Youngs modulus: ETi = 1.22× 1011Pa

Density: ρTi = 4500kg/m3

Poisson ratio: νTi = 0.31

Yield stress: σTi = 2.0× 109Pa, (A.1)

where the ‘boss radius’ is the radius of the mushroom ‘stalk’ where it forms one

piece with the diaphragm (figure 1.4).

Likewise, the properties of the acceleration-sensing diaphragm are [18,74]:

Thickness: ta = 0.6mm

Radius: aa = 26.5mm

Youngs modulus: ENb = 1.20× 1011Pa

Density: ρNb = 8570kg/m3

Poisson ratio: νNb = 0.38

Yield stress: σNb = 9.0× 108Pa, (A.2)

1Only the Young’s modulus, yield stress and Poisson ratio are assumed to change significantly

from their room-temperature values; likewise for the niobium diaphragm.
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A.1 Yield pressure

The SPG was intended to operate at pressures up to 30 bar. With this in mind,

the pressure-sensing diaphragm was designed to withstand a pressure load of 80 bar

at 4.2K in order to ensure operation of the gauge without risk of failure at high

pressures.

The pressure-sensing diaphragm has a complicated structure in which the ‘stalk’

of the niobium mushroom emerges from its centre (figure 1.4). For this reason, the

total effect of a uniform pressure (applied to the back of the diaphragm) is most

easily considered in two parts. Firstly, there is the pressure applied to the area

behind the central boss formed by the mushroom stalk. It is assumed that the

bending in this central region is negligible. Secondly, the effect of uniform pressure

over the remaining annular region must be considered. This region is assumed to

have a fixed outer edge and a guided inner edge.2 It is also assumed that these

two contributions may be linearly superimposed, even for the significant deflections

considered here.

Failure of the diaphragm is assumed to occur when any part of the material

exceeds the yield stress for the titanium alloy (Ti-6Al-4V) at 4.2K (σTi) [73]. Under

load, the maximum stress in the diaphragm, σmax, is related to the maximum bending

moment, Mmax, through the moment of inertia, I.

σmax =
Mmax

I

=
6Mmax

t2p
(A.3)

For an evenly distributed load, the maximum bending moment occurs at both the

outer and inner edges of the annular region (equal and opposite moments). The

moment at the inner edge will be calculated here. The first contribution, from the

pressure on the central boss (r < bp), is given by Roark [26]:

Mb =
1

2
pab

L6

C5

(A.4)

where p is the pressure applied to the diaphragm, and

L6 =
( b

4a

)(( b

a

)2
− 1 + 2 ln (

a

b
)
)

C5 =
1

2

(
1−

( b

a

)2)
. (A.5)

2In practice the walls flex with the diaphragm to a degree which is difficult to determine. This

will only serve to reduce the bending moment at the edge and so will not compromise the pressure

safety margin.
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Likewise, the second contribution, from uniform loading of the annular region

(ap > r > bp), is given by:

Ma = pa2L14

C5

(A.6)

where

L14 =
( 1

16

)(
1−

( b

a

)4
− 4

( b

a

)2
ln (

a

b
)
)
. (A.7)

After substituting ap and bp into equations A.6 and A.4 these terms may be

summed to give the total bending moment at the boss edge:

MT = 8.78 Nm2/bar. (A.8)

Since this is the maximum bending moment in the diaphragm, it can be combined

with equation A.3 to give the maximum stress for an applied pressure of 80 bar:

σmax =
6 · 8.78 · 80

t2p

=
4210

t2p
(A.9)

Therefore, the diaphragm thickness necessary to prevent a yield-stress failure at 80

bar is:

tp =

√
4210

σTi

= 1.45mm (A.10)

The diaphragm thickness was set at 1.5mm.3

A.2 Diaphragm deflections

A.2.1 Titanium diaphragm deflection

As in the yield pressure calculations, the deflection of the titanium diaphragm under

a uniform pressure p is best considered as arising from two contributions. The first

of these is the pressure on the central boss, which is considered as a concentrated

force applied to the inner radius of the annular region—at the outer edge of the

boss. For these boundary conditions and loading, Roark [26] gives an expression for

the deflection:

zb =
wa3

D

(C2L6

C5

− L3

)
(A.11)

3Other studies [17] have reported yield stress values for Ti-6Al-4V in the range 1.5–1.8 ×109Pa

at 4.2K. However, even if the true value for the SPG diaphragm is at the lower end of this range

there remains a good safety margin against plastic deformation or failure.
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where w is the load per unit length at the inner boundary (r = bp), and D is the

‘plate constant’:

D =
Et3

12(1− ν2)
. (A.12)

The other constants (including C5 and L6 from A.5) are related to the geometry:

C2 =
1

4

(
1−

( b

a

)2(
1 + 2 ln

(a

b

)))
L3 =

( b

4a

)((( b

a

)2
+ 1

)
ln (

a

b
) +

( b

a

)2
− 1

)
(A.13)

The force due to the linear loading, w, can be equated with the total force from

the pressure on the boss, F = w2πb to give A.11 in terms of p:

F = 2πbw = πb2p

w =
pb

2
. (A.14)

Therefore A.11 becomes

zb =
pba3

2D

(C2L6

C5

− L3

)
. (A.15)

Substituting ap and bp, together with the other diaphragm properties contributing

to D, yields a deflection of

0.75µm/bar (A.16)

due to the pressure on the boss.

The second contribution to the total deflection is from uniform pressure loading

of the annular region, which is assumed to have a fixed outer edge and guided inner

edge.4 Roark gives:

za =
pa4

D

(C2L14

C5

− L11

)
(A.17)

for the deflection at the inner radius; where the L11 term is

L11 =
( 1

64

)(
1 + 4

( b

a

)2
− 5

( b

a

)4
− 4

( b

a

)2(
2 +

( b

a

)2)
ln (

a

b
)
)
.

Again, substituting the parameters for the titanium diaphragm (A.1) gives the de-

flection per bar of pressure:

16.8µm/bar. (A.18)

Combining A.18 and A.16 gives a total deflection of5

17.6µm/bar. (A.19)

4As above, in practice there will be some bending of the SPG body. This, together with any

bending of the boss, will tend to increase the total deflection, but here it is assumed that such an

increase can be neglected.
5As a reference, the equivalent calculation for a simple diaphragm (without the boss) having

the same dimensions gives 19.8µm/bar.
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A uniform pressure is not the only loading relevant to the titanium diaphragm;

the effect of a force, F , applied through the central boss is also important. This

may be calculated using equation A.15 by relating the pressure on the boss, p, to

the total applied force, F :

pπb2 = F. (A.20)

zb =
Fa3

2πbD

(C2L6

C5

− L3

)
. (A.21)

Substitution for the titanium diaphragm parameters gives the effective spring con-

stant of the diaphragm in response to a force on the mushroom.

zb =
F

3.81× 106

kb = 3.81× 106N/m. (A.22)

This can be used to estimate the deflection of the diaphragm due to the weight

of the niobium mushroom. Firstly the mass of the titanium stalk, including the

diaphragm thickness for r < b, is

ms = ρTiVstalk

= 4500 · 0.356× 10−6

= 1.6g. (A.23)

Likewise, for the niobium mushroom surface:

mm = ρNbVdisc

= 8570 · 4.25× 10−6

= 36.4g. (A.24)

So the total mass is approximately mb = 38g.6

Combining this with the spring constant of A.22 gives a deflection under gravity

of

zb = 98nm. (A.25)

The diaphragm will also deflect slightly due to its own weight in the annular

region. This deflection may be calculated using equation A.17 by equating the

pressure, p, to the weight per unit area of the diaphragm, ρTigtp:

za =
ρTigtpa

4

D

(C2L14

C5

− L11

)
= 11nm. (A.26)

6The calculations above have ignored the Nb thread and the corresponding blind tap in the

stalk. This is likely to give a slight underestimate of the total mass, and so raise the resonant

frequency calculated in A.3.
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So the total deflection due to gravity is expected to be

zgp = 109nm. (A.27)

These results are also important in estimating the effect on the diaphragm of the

magnetic force between the coil and the sense-surface (section A.3). This force is

transferred to the titanium diaphragm via the mushroom stalk. The effect of inertial

forces on the diaphragm is also given by A.27. Zgp = 109nm/g is the mechanical

sensitivity of the diaphragm, which is closely related to the acceleration coefficient

κpa.

It should be noted here that these deflections, calculated from first principles,

are called into question by the observed resonant frequencies of the diaphragm. This

is discussed in section A.3 below.

A.2.2 Niobium diaphragm deflections

The niobium diaphragm is a simple disc, with a thick rim for mounting within the

SPG ‘stack’ (figures 1.4 and 1.5). Taking the limit of equation A.17 as the boss

radius b tends to zero gives the deflection for a simple diaphragm when uniformly

loaded.

z0 =
1

64

pa4

D
=

3a4p(1− ν2)

16t3E
(A.28)

Substitution of the niobium diaphragm parameters (A.2) yields a deflection at the

centre of

za =
3(0.0265)4(101300)(1− (0.38)2)

16(0.0006)31.2× 1011

= 297µm, (A.29)

for an applied pressure of 1 bar.

This is not directly applicable to the SPG since the niobium diaphragm is not

designed to support a differential pressure. However the deflection of the diaphragm

under its own weight is useful as measure of the acceleration sensitivity.

Substituting the weight per unit area of the niobium diaphragm for the pressure

in A.28 gives

148nm. (A.30)

Comparing this with A.27, the a-diaphragm may be expected to have an acceleration

sensitivity about 35% greater than that of the pressure-sensing diaphragm if all other

factors are equal.7

7This is only a comparison of the mechanical sensitivities of the diaphragms. In reality the

acceleration coefficients, κpa and κaa, are of more interest, and these depend on the coil-to-sense-

surface spacings and the manner in which these spacings change as the diaphragms deflect.
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As for the titanium diaphragm, there appears to be some discrepancy between

this first-principles calculation of the deflection of the a-diaphragm under inertial

forces and the measured resonant frequencies discussed in the following section.

A.3 Resonant frequencies

A.3.1 Titanium diaphragm resonance

In estimating the resonant frequency of the titanium diaphragm the system must

be treated as a concentrated mass, Mc (the niobium mushroom piece and titanium

boss), attached to a massive spring, ms (the annular titanium diaphragm). The

general formula for the resonant frequency in this case is

ω0 =

√
k

Mc + γms

(A.31)

where γ is less than unity and γms represents the effective inertia of the spring when

in motion. For a simple spring having an evenly distributed mass γ = 1
3
, while a

fixed beam has γ = 3
8

[75]. Therefore, for the annular diaphragm of the SPG γ is

expected to be less than these since the largest displacement of the diaphragm is

limited to a relatively small area near the centre.

The value of γ for an annular diaphragm can be estimated by using an alternative

formula for ω0 [26]:

ω0 = 1.277

√
g

δmax

, (A.32)

where δmax is the maximum deflection of the diaphragm under gravity at r = b. This

deflection is calculated above (A.26) to be 11nm. This gives a resonant frequency

fann for the annular region of the titanium diaphragm alone:8

fann =
ωann

2π
=

1.277

2π

√
9.8

11× 10−9
= 6070Hz. (A.33)

Equating this result with A.31, with Mc = 0 and substituting the spring constant

calculated earlier (A.22), gives the effective inertia of the diaphragm (meff = γms):

2π6070 =

√√√√3.81× 106

meff

meff =
3.81× 106

(2π6070)2

= 2.6g. (A.34)

8Both the deflection calculation and this estimate of the resonant frequency assume a guided-

edge boundary condition at r = b with the outer edge fixed.
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Since the mass of the diaphragm, excluding the boss area (r < b), is

ma = π(a2
p − b2

p)tpρTi = 14.7g, (A.35)

γ is equal to 2.6
14.7

= 0.18.

Using this value for the effective mass (A.34), the expected resonant frequency

of the diaphragm, including the mushroom, is calculated using A.31:

fTi =
1

2π

√
3.81× 106

0.038 + 0.0026
= 1542Hz, (A.36)

so in fact the mass of the diaphragm itself has very little influence on the resonance.9

This is about 17% higher than the observed value of 1308Hz. Given the uncer-

tainties in the diaphragm parameters (A.1), and the higher order of fTi on some of

these, this discrepancy is not unreasonable. The exact boundary conditions for the

diaphragm model are also a potential source of uncertainty, especially as there may

be some flexibility in the outer rim of each diaphragm which would tend to lower

the resonant frequencies.

The spring constant of the diaphragm (A.22) may also be calculated from the

diaphragm mass (A.23, A.24, A.34), and the observed resonant frequency:

kb = 2πf 2
Timeff = (2π1308)20.0406 = 2.74× 106N/m. (A.37)

Since these quantities are likely to have a lesser uncertainty than the first-principles

calculation given earlier (A.22), later calculations involving the spring constant, kb,

will use A.37 rather than the earlier value.10

The calculation of this spring constant from first principles (A.21 and A.22) is

closely related to the calculation of the pressure response (A.17 leading to A.19). So

the latter figure is called into question by this discrepancy in the resonant frequency.

However, there is no independent alternative method for directly determining the

pressure response aside from calibration of the entire gauge (section 2.2.1), so A.19

is taken as the best estimate, while keeping in mind that the actual figure may

be up to 35% larger. It is important to note here that a larger pressure response

would not affect the pressure performance of the gauge reported in chapter 3 since

the pressure calibration is set by modelling of the capacitor plate pressure actuator

(section 2.2.1).

9If the diaphragm is assumed to be massless, the estimated resonance becomes 1594Hz.
10The effective mass of the titanium diaphragm (A.34) only affects the resonant frequency by

a total of 3.5% in this estimate. Therefore even a considerable error in meff will not lead to

significant change in kb to eliminate this discrepancy.
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A.3.2 Frequency shift with stored current

A force between the superconducting coil Lp and the niobium sense-surface arises

from the change in the magnetic field energy in this region with the coil-to-surface

distance, xp. This magnetic force may be calculated by considering the derivative

of the magnetic energy, Em, with respect to xp.

The magnetic energy of the pressure-sensing coil, Lp, is simply

Em =
1

2
LpI

2
p . (A.38)

However, when xp changes, both the inductance and the current change. The con-

served quantity is the flux in the superconducting circuit loop containing Lp. This

flux is equal to

Φp−// = Lp−//Ip. (A.39)

where Φp−// is the flux in the circuit loop that is formed by Lp and the remainder of

the circuit in parallel with Lp. The current in this loop, Ip−//, is simply Ip, and the

inductance is

Lp−// = Lp + L//, (A.40)

where L// is the parallel combination of the other circuit inductances.11

Therefore, the magnetic energy due to the circulating current Ip (= Ip−//) is

Em =
1

2
Lp−//I

2
p

=
1

2

Φ2
p−//

Lp−//

, (A.41)

where the quantity Φp−// is conserved when xp changes.

The force between the pressure-sensing coil and the sense-surface is

Fm = −
(

∂Em

∂xp

)
Φ

=
1

2

Φ2
p−//

L2
p−//

(
∂Lp−//

∂xp

)
Φ

. (A.42)

Since the change in xp only influences the inductance of Lp and not the other circuit

inductors, the partial derivative in A.42 (RHS) is simply(
∂Lp

∂xp

)
Φ

and A.42 may be re-written

Fm =
1

2

Φ2
p−//

L2
p−//

(
∂Lp

∂xp

)
Φ

=
1

2
I2
p

(
∂Lp

∂xp

)
Φ

. (A.43)

11Various ways of modelling the circuit currents and inductances are discussed in appendix C.2.
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The additional spring constant corresponding to this force is derived by differ-

entiating this with respect to xp:

km = −
(

∂Fm

∂xp

)
Φ

=
Φ2

p−//

L3
p−//

(
∂Lp

∂xp

)2

Φ

− 1

2

Φ2
p−//

L2
p−//

(
∂2Lp

∂x2
p

)
Φ

= I2
p

 1

Lp

(
∂Lp

∂xp

)2

Φ

− 1

2

(
∂2Lp

∂x2
p

)
Φ

 , (A.44)

so the magnetic spring constant is proportional to the square of the inductor current.

In the final expression of A.44, Lp−// has been replaced by Lp since L// � Lp (equation

A.40).

This magnetic spring acts in parallel with the mechanical spring of the titanium

diaphragm (kb). It therefore increases the effective spring constant experienced by

the niobium mushroom so that keff = kb + km, and this leads to a shift in the

resonant frequency fTi.

The frequency shift is related to the change in the spring constant through

fTi =

√√√√ keff

meff

, so
∂fTi

∂k
=

1

2meff

√
meff

keff

=
1

2

fTi

keff

. (A.45)

Therefore

∆fTi =
∂fTi

∂k
∆keff ,

or
∆fTi

fTi

=
1

2

∆keff

keff

. (A.46)

Taking the zero-current spring constant, kb, as a baseline, the shift in frequency

with current is expected to be

∆fTi = fTi
1

2

km

kb

(A.47)

Using the model for the p-coil inductance developed in appendix B.2.2, and

assuming the value of Lp given in B.23, the first and second derivatives my be

calculated:

∂Lp

∂xp

= 0.093H/m

∂2Lp

∂x2
p

= −28.0H/m2. (A.48)

Substituting these into A.44 gives a magnetic spring constant of

km = I2
p

[
1

44× 10−6
(0.093)2 − 1

2
(−28.0)

]
= 211N/m, (A.49)

for Ip = 1A. Combing this with A.47, using the spring constant from A.37, gives a

frequency shift of

∆fTi = I2
p (1308)

1

2

211

2.74× 106
= 0.050I2

p Hz. (A.50)
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where Ip is the persistent current in the p-coil, measured in Amps.

For the first experimental run, during which the frequency shift was examined

in some detail, the relevant derivatives are estimated at

∂Lp

∂xp

= 0.089H/m

∂2Lp

∂x2
p

= −25.4H/m2, (A.51)

where a gap spacing of xp = 0.6mm is assumed. This translates to an expected

frequency shift of

∆fTi = 0.036I2
p Hz. (A.52)

This agrees very well with the frequency shift observed during the first exper-

imental run (section 2.2.3), providing further evidence that the deflection of the

pressure-sensing diaphragm is better modelled by the more empirical spring con-

stant, A.37, rather than the value calculated from first principles (A.22).

A.3.3 Niobium diaphragm resonance

The niobium diaphragm was designed to act as an acceleration sensor for compen-

sation against vibration noise. With this in mind, the diaphragm thickness was

chosen in order to give a resonant frequency close to that of the pressure-sensing

diaphragm.

Using A.32 and the expected deflection of the a-diaphragm under gravity (A.30),

an estimation of the resonance from first principles yields

fa0 =
1.277

2π

√
g

δmax

=
1.277

2π

√
9.8

148× 10−9
= 1654Hz. (A.53)

However, given the mixed results reported in previous sections, estimating the

mechanical behaviour of the a-diaphragm from first principles is not expected to

be accurate to within 10%. In fact the design thickness was not selected by such

a calculation. Rather, the dimensions were compared with those of the niobium

diaphragm in the MkII version of the SPG, the resonant frequency of which was

known experimentally at 4.2K.

The SPG MkII contained a simple niobium diaphragm of radius 19mm and

thickness 1.25mm, with a fundamental resonance measured at 5.5kHz [76]. Com-

bining A.32 and A.28 gives an expression for the fundamental resonant frequency of

a simple niobium diaphragm in terms of the dimensions and material properties:

fs =
1.277

2π

√√√√ 16gt3ENb

3a4p(1− ν2
Nb)

. (A.54)
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And substituting the weight per unit area of the diaphragm, ρNbgt, for the pressure,

p, gives

fs =
1.277

2π

√√√√ 16t2ENb

3a4ρNb(1− ν2
Nb)

(A.55)

In comparing the two niobium diaphragms, the only parameters that differ are the

radius, a, and the thickness, t. Therefore it is sufficient to note that

fs ∝
t

a2
, (A.56)

and the thickness required for the acceleration-sensing diaphragm to achieve a fun-

damental resonance equal to that of the p-diaphragm (1308Hz) is easily calculated:

ta
f0aa2

a

=
t2

f02a2
2

ta = t2
f0aa

2
a

f02a2
2

= 0.00125
1308(0.0265)2

5500(0.019)2

= 0.578mm, (A.57)

where the subscript 2 indicates parameters of the MkII niobium diaphragm.

This value was rounded to 0.6mm to provide a safety margin which would allow

further machining of the diaphragm if the resonance turned out too high. Also, if

the diaphragm resonances are to be mismatched, it is better for f0a to be higher so

that ambient seismic noise is better filtered by the vibration isolation. The measured

frequency of the fundamental resonance at 4.2K was 1397Hz;12 less than 3% greater

than the expected value of 1358Hz for a thickness of 0.6mm.

It is worth noting that both the MkII diaphragm and the niobium diaphragm in

the present prototype (MkIIIA) have fundamental resonances below those predicted

by the standard expressions [26,75]: If equation A.54 is used with the parameters of

the MkII diaphragm, it predicts a resonant frequency of 6.7kHz. These discrepan-

cies are consistent with those discussed earlier between the estimated and observed

resonant frequencies for the titanium diaphragm (A.3.1), and the estimated and

observed shift of the resonance with stored current (A.3.2). The repeated overesti-

mation by these methods seems to indicate a systematic weakness in the model, or

an error in the material parameters used—though the error would have to arise in

both the niobium and titanium figures. It may be that the assumption of a fixed

outer edge for each of the diaphragms in this model does not hold in practice be-

cause the material constituting the diaphragm rim actually flexes significantly. This

would tend to lower the resonant frequencies, as observed.

12This corresponds to a current of only a few milliamps in the La coil. The resonance of this

diaphragm is shifted by the presence of a stored current in the same way as was observed for the

p-diaphragm. However, the frequency shift was not investigated for the niobium diaphragm.
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Appendix B

The circuit inductances

A variety of methods were employed to determine the inductances of the SPG coils in

situ at 4.2K. Firstly, the direct excitation measurements described in section 2.1.2

involved observation of the SQUID response to an external current drive applied

to the pump leads. Opening heatswitches caused a redistribution of these known

currents, and the changes which resulted at the SQUID were used to determine

inductance ratios within the circuit. Likewise, knowing how the SQUID sensitivity

depends on particular coil currents (the ‘kappa’ coefficients, section 3.1.1) made it

possible to determine such currents accurately. Again, redistributing these currents

by opening heatswitches or altering the current pump sequence gave information

about circuit inductance ratios.

Theoretical estimations of the inductances were also made. With the exception

of LS, the dimensions of the inductors were accurately known and so could be used

to calculate the expected inductance from first principles, as described below. The

inductance ratio measurements serve to reduce the uncertainties in these theoretical

estimates.

Finally, the manufacturer of the SQUID probe1 quoted the input inductance as

LS = 1.82µH.

B.1 Inductance Ratios

B.1.1 Direct excitation measurements

Figure B.1 shows the set-up used for the direct excitation measurements that were

performed on the simple superconducting circuit. As described in section 2.1.2, the

SQUID signal was observed while a current, I0, was injected into the circuit. Ini-

tially the SQUID current, IS, was small because most of the current flowed through

heatswitch 1:

IS = I0
LHS

Lp + Lb//LS

≈ I0
LHS

Lp

. (B.1)

1Quantum Design, dc SQUID No.: A22-6.
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where Lb//LS is the parallel inductance of Lb and LS (which is assumed to be much

less than Lp), and the heatswitch inductances, LHS, have been ignored where ap-

propriate.

dc 
SQUID

1 2HS1 HS2

Lb LSLp

270kΩ270kΩ
220pF

I0 I0

Figure B.1: The simple superconducting circuit used in the earliest experiments is shown

here being driven by an external current (section 2.1.2).

When heatswitch 1 is opened, I0 remains unchanged because of the large output

impedance of the driving circuit. However, the current is redistributed within the

circuit so that

IS = I0
Lb

Lb + LS

≈ I0
Lb

LS

. (B.2)

This represents a large increase in the SQUID signal, as shown in the data of figure

2.7. These measurements indicated that the SQUID signal amplitude increases by

a factor or 780 when heatswitch 1 is opened.

Therefore, combining this with equations B.1 and B.2, we have

LHS ≈
Lp

780
, (B.3)

which justifies the ignoring of LHS in B.1.

It is possible that the open heatswitch has a sufficiently low impedance that

equation B.2 is not valid. However, similar experiments that probed the frequency

response of the circuit revealed the open heatswitch resistance, RHS, to be on the

order of 0.1Ω. Given that the above measurements were made for a drive frequency

of 5Hz, and the coil inductances were approximately 30µH, the open heatswitch

impedance appears to be much greater than that of Lp or La.

188



B.1.2 Pump current measurements

The pressure-sensitivity of the p-coil could be easily determined by first pumping

a known current into the circuit (to establish Ip = Ip−pump), and then observing

the SQUID response to a given charge on the capacitor plate (section 2.2.2). This

calibration (κpp) then allowed the current Ip to be determined at any time using a

similar measurement.

HS1

HS3

HS2

1

2 3

dc 
SQUID

I2I1 Lb LSLp LTI3

HS4 HS5

5

4

La I4

Figure B.2: The full superconducting circuit, including temperature and acceleration

compensation.

Considering the SPG circuit (figure B.2—repeated from figure 3.6), the induc-

tance ratio Lp/La can be determined by storing a current in such a way that it

is shared between these two inductors.2 With heatswitches 2 and 3 open and

heatswitch 1 remaining closed, a known current pumped into pump lead 1 and

extracted from lead 3 will be shared between Lp and La such that the flux in the

p-a loop is conserved. Therefore

LpIp = LaIa

and Ip + Ia = Ip−pump.

Solving these simultaneous equations yields the inductance ratio Lp/La in terms of

the pump current and Ip:
3

Lp

La

=
Ip−pump − Ip

Ip

. (B.4)

Several of these measurements were performed, yielding the consistent result:4

Lp

La

= 1.73. (B.5)

2This is effectively the same procedure as described in section 3.2.2 in calculating this same

inductance ratio.
3Ip may be determined, using κpp, by observing the pressure-sensitivity of the SQUID.
4The difference between this value and the result of 1.74 in section 3.2.2 is not significant given

the uncertainty in the current measurements.
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By a similar process, the ratio Lp/Lb may be calculated. If a current is passed

into lead 1 and out through lead 4 with only heatswitches 4 and 5 open then it will

be shared through Lp, La and Lb such that

LpIp = LaIa = LbIb.

Combining this with the previous result (B.5) leads to the inductance ratios:

Lp

Lb

= 9.0 (B.6)

La

Lb

= 5.2. (B.7)

In addition, the sensitivities of the p-coil and a-coil to acceleration (κpa and κaa)

were used to confirm these calculations. Each of these coefficients were measured

by storing a current in one of these coils with all of the return current flowing in

Lb. Assuming κba is negligible, the acceleration sensitivity of the SQUID then arises

solely from Lp or La, and so κpa and κaa can be easily determined.5 These coefficients

can then be used to probe the currents in Lp and La, which allows for measurement

of the inductance ratios in the same manner as described above.

B.2 Inductance calculations

B.2.1 Toroidal ballast inductor

A theoretical estimate of the inductance of the toroidal ballast inductor can also be

made. Grover [25] gives an expression for approximating the inductance of a coil

wound in a single, close-packed layer around a toroid:

Ltor = µ0N
2(R−

√
R2 − a2), (B.8)

where R is the radius of the toroid and a is the winding radius of the wire as

indicated in figure B.3 (duplicated from figure 2.9). So, substituting the values of

R = 6.06mm and a = 1.82mm, together with the number of turns, N = 122, gives

an inductance of

Lb = 4π × 10−7(122)2(0.00606−
√

0.006062 − 0.001822)

= 5.23µH. (B.9)

Equation B.8 is derived using a current-sheet model which assumes a continuous

distribution of current over the torus. The above result may be corrected to allow for

5An estimation of κpa and κaa by this method is given in chapter 3.
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R

a

Figure B.3: The toroidal ballast inductor used in the SPG; shown here partially wound.

the discrete nature of the wires using the correction factors provided by Grover [25],

which depend on N and the packing efficiency, of the wire around the torus:

p =
Nrw

πR
, (B.10)

where rw is the wire radius. The adjustment for the SPG inductor is a reduction of

∆L = 0.13µH. So the theoretical estimate becomes

Lb = 5.10µH.

B.2.2 Pancake coil inductances

The pancake coil inductances, and their dependence on the ground plane position,

x, may be estimated from first principles by constructing a suitable model using

the method of images. This is discussed briefly in section 2.1.3, and figure 2.8 is

reproduced here (B.4) in order to clarify the following derivation.

The coil and its image are considered as concentric current-carrying loops, where

the number of loops is equal to the number of turns in the pancake coil. The

individual loops are labelled using indices i, j for the real coil, and i′, j′ for the coil

image.

The total inductance of this system of currents may be considered as the sum

of several components: the self inductances of each loop, the mutual inductance of

each loop with respect to other loops in the same coil, and the mutual inductance

of loops with respect to loops in the other coil. The latter class of inductances

contributes a negative term to the total since the coil and image currents flow in

opposite directions. Therefore

Lfull =
∑

i

Li +
∑
i′

Li′ +
∑
i6=j

Mij +
∑
i6=j

Mi′j′ −
∑
i,j′

Mij′ −
∑
i′,j

Mi′j. (B.11)
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Pancake
sense-coil

Superconducting
sense-surface

Coil image

x

x

ri

rj'

Figure B.4: A pancake sense-coil and its current image, used to model the magnetic

field environment of the coil.

These terms may be grouped together in identical pairs because of the symmetry

between the two coils in the model:

Lfull = 2
∑

i

Li + 2
∑
i6=j

Mij − 2
∑
i,j′

Mij′ . (B.12)

However, this over estimates the inductance of the coil in the SPG by a factor of

two because the field inside the superconductor is actually zero. Only the field

energy outside the material (half of the total energy in the present model) should

be considered in calculating the coil inductance:6

Lcoil =
∑

i

Li +
∑
i6=j

Mij −
∑
ij′

Mij′ . (B.13)

The self inductance of each loop is given by

Li = µ0ri

(
ln
(

8ri

rw

)
− 2

)
, (B.14)

where rw is the radius of the wire [25]. The mutual inductances can be calculated

using the Neumann formula [25] for circuit elements labelled a and b:

Mab =
µ0

4π

∫
a

∫
b

dSa · dSb

Rab

, (B.15)

where Rab is the distance between the circuit elements dSa and dSb.

For the concentric loop geometry considered here, this integration becomes

Mij = µ0rirj

∫ π

0

cos φ√
r2
i + r2

j + 2rirj cos φ + d2
, (B.16)

where φ is the angle formed by the vector elements in B.15. The variable d represents

the distance between the coil loops involved in the integration. This term vanishes

if loops from the same coil are being considered, otherwise it is equal to 2x.

6The small amount of field within the magnetic penetration depth can be ignored since x � λ.
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Equation B.13 may be separated into two terms: the inductance components

which involve a single loop, i, by itself or with its own image, and the cross-terms

which involve two otherwise unrelated loops, i and j:

Lcoil =
∑

i

(Li −Mii′) +
∑
ij′

(Mij −Mij′). (B.17)

This form for Lcoil improves the efficiency of the numerical calculation, which was

performed using Mathematica, and also clarifies the model and its limitations as

discussed below. Equation B.17 also reveals the inductance components that involve

the image coil and those which do not. These latter terms arise independently of the

superconducting material and are the only contributions that remain if the coil is

isolated from any external magnetic influences. Therefore, this vacuum inductance

is

L0 =
∑

i

Li +
∑
ij

Mij. (B.18)

The three pancake coils were modelled using equation B.17 and the parameters

given in table B.1.7 Figure B.5 shows the dependence of the pressure-sensing coil

inductance, Lp, on the gap spacing, x. The relationships for La and LT are also

shown, for x ≥ 0.05mm. In each case the inductance is almost directly proportional

to x.

Inner radius Outer radius Number of turns

Lp 7mm 25mm 125

La 6mm 24.5mm 128

LT 6mm 25mm 132

Table B.1: The parameters used in modelling each of the three pancake coils.

The general shape of the curves is easy to understand from the current-model

used here. As the gap spacing is reduced to zero, the i loops become coincident

with the i′ loops, so that Mij′ tends toward Mij and the second summation in B.17

vanishes. It is also clear that the mutual inductances Mii′ should approach the

corresponding self inductances, Li, as the loops and their images become coincident

so that the first term in B.17 also vanishes. However, this does not occur in this

simplified model since the Mii′ terms do not take into account the thickness of the

wire.8 This limitation is seen in figure B.5 as the curve turns downward and becomes

negative for small values of x. The effect is more obvious in figure B.6 which shows

the derivative of Lp with respect to x. In this case the sharp rise in the curve for

x > rw = 0.06mm indicates the breakdown of the model at these distances.

7See figures 1.6 and 1.7 for the geometry of the pancake coils.
8This results in an overestimation of the Mii′ terms since the denominator in B.16 tends to zero

for ri = rj as d becomes small.
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Figure B.5: The dependence of the pancake coil inductances, Lx, on the coil to sense-

surface spacing, x, for all three pancake coils used in the SPG.

A purely linear relationship is the expected result when the coil is modelled

as a simple current sheet [11]; and this is a good approximation here because the

gap spacing is so much less than the coil diameter. As x is increased, the simple

model breaks down and the inductance begins to plateau—eventually settling at

the vacuum inductance value of B.18. Using the values for the pressure-sensing coil

(table B.1) yields
∑

i Li = 14.24µH and
∑

ij Mij = 463.7µH, so that the vacuum

inductance is

Lp0 = 478µH. (B.19)

Likewise for the other pancake coils,

La0 = 458µH (B.20)

LT0 = 492µH. (B.21)

Figure B.6 shows the derivative of the coil inductance with respect to the spacing

x. For the gap spacing of 0.44mm, dLp

dx
= 0.093H/m. This is an important quantity

in determining the sensitivity of the superconducting transducer (see section 2.2.1)

and the shift in the diaphragm resonance with the stored current, Ip. The second

derivative is also important in calculating the frequency shift (section A.3.2). For a

gap spacing of 0.6mm (preliminary experiments), the second derivative was deter-

mined from the data of B.5 by fitting a second-order polynomial to the interval of

0.5–0.7mm: (
∂2Lp

∂x2
p

)
Φ

= −25.4H/m2. (B.22)
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Figure B.6: Characteristics of the Lp coil. The first derivative of Lp with respect to

the gap spacing, xp. The sharp rise as xp tends to zero is due to a breakdown in the

model as the gap spacing becomes comparable to the wire radius. The inset shows how

the inductance begins to level out toward Lp0 as x continues to increase.

The inset in figure B.6 shows the inductance variation over a greater range of

gap spacing. The linear relationship is clearly lost for x > 1mm as the inductance

approaches the vacuum value of 478µH for large x.

B.2.3 Inductance values

The actual values of the circuit inductances in situ were estimated by combining

measured ratios and theoretical estimates, including those describe above. Some of

the information gleaned from experiments involved more uncertainty than others—

particularly when absolute calibrations were required. Likewise, the theoretical es-

timates vary in reliability. Taking these uncertainties in account, the best estimates

of the circuit inductors within the SPG were

Lp = 44µH

La = 26µH

LT = 16µH

Lb = 4.9µH

LS = 1.82µH. (B.23)

These values apply to the later experimental runs (beyond Run #4), in which the

second SQUID probe was used.9 The pancake coil inductances given in B.23 are the

9Quantum Design, dc SQUID No.: A22-6.
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values indicated in figures B.5 and B.6. The corresponding gap spacings are10

xp ≈ 0.44mm

xa ≈ 0.26mm

xT ≈ 0.15mm. (B.24)

These spacings differ from the intended spacings of 0.4, 0.3, and 0.2mm respectively.

The discrepancies are assumed to be due to separation of the wire from the former

(figure 1.6) and the necessary uncertainty in manufacturing.

The toroidal ballast inductor is assumed to be lower than the calculated value

due to irregularities in the winding and the effects of screening currents in nearby

superconductors. The screening effects are expected to be much smaller than for

the pancake coils since the field is mostly confined to the region within the toroid.

10The gap spacing xT in particular brings into question the assumption of x � rw used above

in calculating the coil inductances, since the wire radius is approximately 0.06mm. If this was

considered in the model, the mutual inductance terms would increase in magnitude which will

therefore tend to decrease the total inductance to a level below that predicted in figure B.5 for

a given spacing. This would also have the effect of raising the value of xT indicated here, as is

expected given the higher design value.
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Appendix C

Analysis of a superconducting circuit

C.1 Superconducting current representations

An arbitrary circuit may be analysed using the ‘mesh’ technique in which it is

treated as a collection of N independent current-carrying loops. Usually, for a given

circuit layout, a set of simple loops is chosen (figure C.1) which do not contain any

smaller sub-loops. Any arrangement of currents can then be expressed as a linear

combination of these elementary loop-currents.

Figure C.1: A general circuit can be decomposed into elementary loops such as the

simple loops chosen here.

Usually these methods are used to solve for the currents and voltages in a resistive

network. However, for a superconducting circuit the fundamental equations are

those which express the conservation of flux within any continuous superconducting

loop. A matrix equation can be written which expresses the flux in each simple loop
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in terms of the elementary mesh currents:

Φ = [L] I. (C.1)

The inductance matrix, [L], is not diagonal because each loop shares some of its

inductive elements with adjacent loops and so is affected by their currents. However,

because the effect of one loop on another is reciprocal, the matrix is symmetric. For

example, for the SPG circuit of figure 3.6,

[L] =


Lp + La −La 0 0

−La La + Lb −Lb 0

0 −Lb Lb + LT −LT

0 0 −LT LT + LS

 .

which may be diagonalized by substituting the inductance values from section B.2.3.

The symmetry of [L] means that it can be orthogonally diagonalized by choosing

an appropriate transformation matrix [T]:

[LD] = [T]−1 [L] [T] . (C.2)

Such a transformation changes the elementary currents from simple loop currents

to more complex combinations of loop currents which affect every inductor in the

circuit. These ‘flux-loop’ elementary currents have the special property of affecting

the flux in only one of the simple loops.

A current configuration described by a set of simple loop currents IS is equally

described by a flux-loop current-set ID where

ID = [T] IS,

or IS = [T]−1 ID. (C.3)

So equation C.1 becomes

Φ = [L] IS = [T]−1 [LD] [T] IS. (C.4)

Often it is convenient to switch between these alternative descriptions depend-

ing on the required analysis of the circuit. For example, if a current is pumped

into a loop while holding all heatswitches open, then this affects only that circuit

loop and the description is trivial in the simple-loop current basis. However, if cur-

rents are pumped or extinguished by opening only one (or a limited number) of the

heatswitches then the ‘flux-loop’ description is the most natural.

Aside from current pumping and extinguishing there are at least two other com-

mon cases of interest: Firstly when a change of inductance occurs—usually from

the motion of sense-surface near a pancake coil or a change in the temperature; and
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secondly when a change in the flux linkage occurs—as in flux creep, or the apparent

effect arising from a change in an external field which couples into the circuit. In

such cases the varying quantity is associated with a single component that spans

two flux-loops. Therefore the transfer matrix above is no longer diagonal and the

flux-loop representation is only of limited use in these instances.

Circuit models that deal with inductance changes are discussed below. Changes

in flux linkage a treated in appendix E.2.

C.2 Current source models

Suppose a superconducting circuit (figure C.1) is altered only by a change of ∆Li

in one of its inductances, Li. If Li connects the two circuit nodes ‘A’ and ‘B’ then

the entire circuit can be considered as parallel combination of Li and the rest of the

circuit between the two nodes—having an inductance of L//. Such an arrangement is

shown in figure C.2(a). The loop formed by Li and the remainder of the circuit can

be considered as a flux-loop so that the flux conservation equation C.1 is diagonal

and

Φ = (Li + L//)Ii. (C.5)

If Li changes by ∆Li, then the current Ii will also change so as to maintain a

constant flux within the loop. Therefore

Φ = (Li + ∆Li + L//)(Ii + ∆Ii) = (Li + L//)Ii. (C.6)

Ignoring the ∆L1∆Ii term, this gives

0 = (Li + L//)∆Ii + ∆LiIi

∆Ii = −Ii
∆Li

Li + L//

, (C.7)

which can be modelled as a current source IΣ in series1 with Li (figure C.2(b)).2

This gives the current change in every part of the circuit. If the current change in

Li is not required, as is often the case, then equation C.7 can be rearranged to give

∆I// = −Ii
∆Li

Li

(
Li

Li + L//

)
, (C.8)

which can be modelled as a current source of

IΣ = −Ii
∆Li

Li

(C.9)

1Strictly speaking this series-source model only represents the small currents which flow in

addition to the larger persistent current Ii, whenever the inductance changes, so that Ii also flows

through the inductor as well as the source current IΣ.
2As with the currents in the SPG circuit diagram, a downward current flow is defined as positive.
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Figure C.2: Circuit models for the effects of an inductance change, ∆Li. (a) The circuit

redrawn as two parallel paths between nodes ‘A’ and ‘B’. (b) The series current source

model. (c) The parallel current source model.
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in parallel with Li (figure C.2(c)). This model has a more simple expression for

the current source but does not directly yield the correct current change in the

inductor Li. However this is rarely a disadvantage as the small current-change in

the variable inductor is not usually of any interest.3 The parallel source model also

has the advantage that it mimics the arrangement of inductors in the SPG circuit.

This allows several simultaneous inductance changes to be considered by combing

the parallel current sources into one.

If the parallel source model is applied to the SPG circuit of figure 3.6, then in

order to calculate the SQUID response to such inductance changes, it is necessary

to know how the supercurrent, IΣ, will be shared among the parallel paths Lp, La,

Lb, LT and LS.

Again, the exact current flow is determined by conservation of flux in closed

superconducting loops. This requires that the flux due to IΣ, summed around each

of the circuit loops, must be zero. This can only be achieved if

Lp∆Ip = La∆Ip = Lb∆Ib = LT ∆IT = LS∆IS, (C.10)

combined with the current-conservation requirement:

∆Ip + ∆Ip + ∆Ib + ∆IT + ∆IS = IΣ. (C.11)

This is the same current flow as seen in a parallel network of resistors, where C.10

describes the conservation of voltage around the circuit loops.

Therefore the fraction of IΣ that flows in LS, for example, is given by

βS ≡
∆IS

IΣ

=
ΛS

Λp + Λa + Λb + ΛT

(C.12)

where Λi is the product of all the circuit inductors except for Li. Therefore

βS =
LpLaLbLT

LaLbLT LS + LpLbLT LS + LpLaLT LS + LpLaLbLS

, (C.13)

and the fractional currents in the other inductors are found by a suitable permutation

of the subscripts. Substituting the inductor values of B.23 into equation C.13 gives,

for example,

βS = 0.626. (C.14)

It is worth noting from the expression C.13 that efficient operation of the circuit

(βS → 1) is only possible if LS is small relative to the other circuit inductances.

3In any case it is equal and opposite to the current change in the remainder of the circuit (by

conservation of currents around the loop).
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If one of the other inductors is comparable to LS then it will attract a significant

proportion of the transducer current, IΣ, and therefore reduce the sensitivity. This is

particularly significant when considering the value of the ballast inductance, which

is generally much smaller than that of the pancake coils.

The calibration estimate for the gauge calculated in section 2.2.1 made use of

these circuit models and understanding of the superconducting current flow. Since

some of the parameters that contribute to the calibration vary between experimental

runs, a similar calibration estimate for the final circuit configuration will be given

here.

Considering the calibration equation 2.9, it is clear that the SQUID response in

units of Φ0 is related to the pressure on the diaphragm by(
∂ΦS

∂P

)
T,φ

=

(
∂xp

∂P

)
T

· dLp

dxp

·
(

∂IS

∂Lp

)
φ

· dΦS

dIS

(C.15)

The first term is simply the mechanical sensitivity of the diaphragm and is un-

changed throughout the experiments reported here:(
∂xp

∂P

)
T

= 17.6µm/bar. (C.16)

Likewise, the final term remains the same, even though the SQUID probe was

changed:
dΦS

dIS

= 5.0× 106 Φ0/A. (C.17)

The other terms are dependent on the coil-surface spacing for the p-coil, and the

circuit inductances.

The second term is altered slightly from 2.15 because the p-coil is closer to its

sense-surface. From the calculations in appendix B.2.2, for a gap spacing of 0.44mm,(
∂IS

∂Lp

)
φ

= 0.093 H/m. (C.18)

The third term is found using the circuit models discussed in this section, and

the expression for βS in C.14.(
∂IS

∂Lp

)
φ

=
βS

Lp

= 14200 A/H, (C.19)

where are persistent current of Ip = 1A is assumed.

Combing these terms gives a pressure calibration for the fully-developed SPG of(
∂ΦS

∂P

)
T,φ

= κpp = 116500 Φ0/bar/A. (C.20)
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Appendix D

Temperature sensitivity

The temperature dependence of the superconducting pressure gauge may arise from

several potential sources. These include:

• The change in the apparent coil wire thickness, and therefore the inductance, as

the superconducting penetration depth, λ, varies with temperature.

• The temperature dependence of λ and its effect on the apparent coil to sense-

surface spacings.

• The variation in the size of the coils, and the corresponding change in inductance,

due to thermal expansion of the epoxy and substrate of the coils.

• Differential thermal expansion between the niobium and titanium material sepa-

rating the pressure-sensing coil from the niobium mushroom.

• The temperature dependence of the Young’s modulus of titanium, which affects

the deflection of the pressure-sensing diaphragm under gravity.

Estimates of these effects are discussed below for the SPG at a temperature of

4.2K.

The first two sources listed above depend on the temperature dependence of the

superconducting penetration depth, λ(T ). For niobium at 4.2K, measurements of

this parameter have yielded a considerable variation in results [11,14,31,33,34]. The

theoretical estimates also vary according to whether the Gorter-Casimir expression

(3.6) [27], or the full BCS [77, 78] relationship is employed; and depending on the

parameters used in these models.

In the following discussion the penetration depth temperature dependence is

assumed to follow the London value, λL(T ), calculated using the BCS model for a

pure superconductor, in which the electron mean free path l is assumed to be greater

than the coherence length ξ0. Mühlschlegel [32] calculates the London parameter,

Λ, and its dependence on temperature in this model, for a general superconductor.
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From these values dλL

dT
at 4.2K may be easily calculated:1

dλL

dT
= 24.2 Å/K. (D.1)

Unless stated otherwise, this value for the temperature dependence will be assumed

in the following treatment.

In the model used to calculate the pancake coil inductances from first principles

(appendix B.2.2), there are potentially two major sources of temperature dependence

which arise through the change in penetration depth. The first is the influence of

the wire radius on the self inductance terms of equation B.13, which corresponds

to the first bullet point above. The second is the effect of the apparent coil-surface

spacing, x, on the mutual inductance terms of B.13 (equation B.16), corresponding

to the second bullet point.

D.1 Penetration depth: self inductance

As noted in the earlier discussion leading to equation B.13, the inductance of a single

loop of wire is well-approximated by (equation B.14)

Lloop = µ0R
(
ln
(

8R

a

)
− 2

)
, (D.2)

where R and a are the radii of the loop and wire respectively [25]. The effect of a

varying penetration depth on such an inductance is explored in section 3.5.1. It is

shown that the fractional change in a loop inductance with a temperature-induced

change in λL is given by (equation 3.25)

∆Lloop =
∆λLµ0R

2a
, (D.3)

so the thermal sensitivity may be written as (equation 3.26)

∂Lloop

∂T
=

dλL

dT

µ0R

2a
, (D.4)

where the factor of 2 in the denominator arises because a change in the penetration

depth of ∆λL results in a change in the wire radius of ∆λL

2
, as discussed in section

3.5.1.

Considering the pressure-sensing coil, for example, the temperature dependence

resulting from the self inductance contributions to Lp is given by

∂Lp

∂T
=
∑

i

∂Li

∂T
=

dλL

dT

∑
i

µ0Ri

2a
(D.5)

1This value assumes λ(0) = 390Å and Tc = 9.25K. By comparison, the Gorter-Casimir predic-

tion (equation 3.6) for 4.2K is 9.5Å/K; assuming the same parameters.
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where the sum is over all the loops in the pancake coil model, and Ri is the radius of

the ith loop. For the pressure-sensing coil parameters of table B.1, this calculation

yields
∂Lp

∂T
= 4.9× 10−11H/K. (D.6)

Similar values are obtained for La and LT . The contribution to the total temperature

coefficient κpT is found using the calibration given in the previous section:

κpT−L =
1

Lp

∂Lp

∂T
βS

dΦS

dIS

=
4.8× 10−11

44× 10−6

0.62635

0.2× 10−6

= 3.4Φ0/K/A, (D.7)

where the subscript pT−L denotes the self inductance contribution to the κpT coef-

ficient. Repeating this for all three coils gives

κpT−L = 3.5Φ0/K/A

κaT−L = 5.7Φ0/K/A

κTT−L = 9.8Φ0/K/A. (D.8)

where the significant variation between the coils results from their different induc-

tances, which in turn arises mainly from the different gap-spacings in each case.

The corresponding temperature dependence in the ballast inductance, κbT−L, may

also be calculated. It is assumed that the self inductance terms which give rise to

this dependence can be modelled as N loops of radius R and wire thickness 2a.

Since the loops are identical, the summation (D.5) becomes a simple multiplication,

which, for the parameters of the toroidal coil (appendix B.2.1), gives a temperature

sensitivity of

∂Lb

∂T
=

dλL

dT
N

µ0R

2a

= 24.2× 10−10122
4π × 10−70.00182

0.000203
= 3.33× 10−12H/K, (D.9)

For a ballast inductance of 4.9µH (B.23) this corresponds to a temperature co-

efficient of

κbT−L = 2.13Φ0/K/A. (D.10)

In the calculation of the total toroidal inductance (appendix B.2.1), the finite

size of the winding wire is only taken into account through the correction factor

∆L [25], which depends on the packing factor (B.10) and therefore the wire radius.

Interestingly, if the temperature dependence of this term is calculated by assuming
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a change in the wire radius of ∆λL

2
, then this gives the comparable result of κbT−L =

2.03Φ0/K/A. This may be taken as confirmation that the above treatment is a good

approximation to the temperature sensitivity of the inductance—though it tends to

underestimate the effect, possibly because the mutual inductance terms are ignored.2

D.2 Penetration depth: sense surface spacing

Penetration depth changes also affect the pancake coil inductances through the

apparent sense-surface spacing, as discussed in section 3.5.2. A summary of this

discussion is offered here for completeness.

A quantitative model is developed in B.2.2 for the pancake coil inductances

and their dependence on gap spacing, L(xi). Taking the first derivative of these

expressions gives the dependence of each pancake coil inductance on its respective

gap spacing (3.31):

∂Lp

∂xp

= 0.093H/m

∂La

∂xa

= 0.096H/m

∂LT

∂xT

= 0.105H/m. (D.11)

A change in the magnetic penetration depth ∆λ results in an effective change

in the sense-surface position of ∆x = δλ
2

[31]. Therefore the derivatives above may

be used to calculate the temperature dependence of each inductance, given the

penetration depth temperature dependence for niobium at 4.2K given earlier (D.1):

∂Lp

∂T
= 1.12× 10−10H/K

∂La

∂T
= 1.16× 10−10H/K

∂LT

∂T
= 1.27× 10−10H/K. (D.12)

Here it is assumed that the change in the superconducting penetration depth will

only have an effect on the apparent position of the sense-surface. Although the

wire radius shrinks with increasing λ the position of the wires is not affected by the

change. When the pancake inductors are far from the sense-surface this assumption

holds well and the self and mutual inductance terms are not significantly affected.

However when the gap spacing is small compared with the wire radius this as-

sumption breaks down, as does the assumption of a vacuum environment in the

calculation of the self-inductance terms. In the limit of zero gap-spacing between

2Both figures were calculated assuming an inductance of Lb = 4.9µH.
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the coil and sense-surface, the current in the wire flows at the surface facing toward

the superconducting plane and the pancake coil looks like a flat surface. In this case,

the positions of both the wires and the sense-surface are shifted apart by ∆x = δλ
2

when the temperature changes, so the temperature coefficient is twice that given in

D.12. However, in such a case the self inductance effects of the previous section are

not present because the currents are not flowing uniformly over the surface of the

wire.

Keeping these limitations in mind, combining the derivatives in D.12 with the

circuit inductances (B.23) yields the following temperature coefficients of the three

sensing coils (3.32):3

κpT−M = 8.0Φ0/K/A

κaT−M = 14.0Φ0/K/A

κTT−M = 24.8Φ0/K/A. (D.13)

When the coils are far from their matching sense-surfaces the total temperature

coefficient due to changes in λ can be estimated by summing the values from D.13

and D.8. However, when the gap spacing is very small, the same coefficients are

better represented by doubling the values given in D.13 above.

The temperature coefficients for the inductors due to changes in λ can therefore

be expected to fall within the following ranges:

κpT = 11.5 → 16.0Φ0/K/A

κaT = 19.7 → 27.9Φ0/K/A

κTT = 34.6 → 49.6Φ0/K/A

κbT = 2.0 → 2.2Φ0/K/A, (D.14)

Since the ballast inductor is assumed to have only a small proportion of its

field outside of the toroid, the effect of nearby superconductors on the inductance

is unlikely to be significant. Therefore the corresponding temperature coefficient

(κbT−M) is assumed to be negligible, and the range given above corresponds to the

values discussed in the previous section.

D.3 Thermal expansion: coils

Thermal expansion of the pancake coils may lead directly to a change in the in-

ductance as the dimensions and spatial arrangement of the conductors is altered.

Firstly there is an increase in the wire diameter with temperature due to the positive

3See footnote in section 3.5.2 for explanation of the subscripts used here.
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coefficient of thermal expansion of niobium. However, at 4.2 Kelvins this is unlikely

to be larger than 10−8/K [73], which corresponds to a change in the wire radius of

6 picometres/K—much less than the penetration depth change (D.1).

A larger contribution comes from the expansion of the coil as a whole. The spiral

coil winding expands outward with temperature due to the thermal expansion of the

niobium wire, the epoxy resin and the Macor former. Of these the epoxy resin has

the largest coefficient of thermal expansion. It is typically five times larger than

that of metals [79] while the coefficient of ceramics such as Macor is negligible [22].4

Given that the thermal expansion coefficients of most metals is typically less than

10−8/K [73] at 4.2K, the coefficient of thermal expansion for Araldite epoxy resin

is estimated to be at most αep = 5 × 10−8/K. This is confirmed by the value of

1.6×10−8/K obtained by assuming a T 3 temperature dependence5 and interpolating

data given for Araldite at 20K intervals down to 0K [80].

The Mathematica model of the pancake coils discussed in B.2.2 was used to

determine the effect of thermal expansion on the coil inductance. For the pressure-

sensing coil having an inductance of 44µH, an increase in size of 0.1% was found

to result in an inductance change of approximately +3nH. Therefore, temperature

coefficient of the inductance is expected to be no more than

∂Lp

∂T
= 3× 10−9 5× 10−8

10−3
= 1.5× 10−13H/K, (D.15)

or

κpT = 0.01Φ0/K/A. (D.16)

This is not a significant thermal sensitivity when compared with other mechanisms

discussed here.

D.4 Thermal expansion: coil-surface gap

The coil-to-sense-surface spacings in the SPG are expected to vary with temperature

due to thermal contraction and expansion of the various materials which constitute

the gauge. In particular, the sense-coil ‘stack’, discussed in 1.3.2, consists of niobium,

titanium-alloy, Macor and stainless steel components. The physical properties of

these materials determine the compressive stress in the stack and the gap spacings

between coils and their matching sense planes (figure 1.4). In this context there are

at least three mechanisms which may be expected to result in a significant thermal

coefficient. Firstly, differential thermal expansion may alter the strains in the stack

4The values given by White indicate a value for α at 4.2K of 2× 10−9K−1.
5The thermal expansion coefficient follows the temperature dependence of the lattice specific

heat as both are related to the thermal atomic vibrations in the lattice [80].
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components, resulting in a change in the gap spacing. Secondly, thermal expansion

of the epoxy which bonds the niobium wires to the Macor substrate will reduce the

gap spacing accordingly. And thirdly, thermal expansion in the mushroom stalk will

cause a reduction in x apart from any change in the compressive stress.

A finite-element analysis was not carried out, but a good estimate of the first

of these mechanisms can be made by assuming that the outer wall of the SPG is

rigid—that is, it does not change its length under compression or tension, but only

through thermal expansion/contraction. The niobium shielding around the stack

is very thick compared with the load-bearing components within,6 so any strain

resulting from a temperature change may be assumed to be taken up by the less

rigid components.

When the temperature is raised there will be some degree of differential ther-

mal expansion between the outer shield and the stack within it. This will result

in compression or expansion of the stack components as the outer casing changes

length.7,8 The coefficient of thermal expansion for solids is typically very small for

temperatures below 50K. For niobium at 4.2K the coefficient is less than 10−8/K

at 4.2K [73], which, as noted above, is typical for most metals. Again estimates

were made using data at 20K intervals and assuming a T 3 dependence at low tem-

peratures. For stainless steel, niobium and Ti-6Al-4V, the coefficient of thermal

expansion at 4.2K was estimated to be 1–2 ×10−9/K. By comparison, copper has

an integrated thermal contraction from 300K to 4K more than twice as large as

titanium, and has a coefficient of 5× 10−9/K at 5K [73].

Therefore, assuming a worst-case differential thermal expansion/contraction co-

efficient of 10−8K−1, for a temperature rise of 1K, the outer shield of the SPG will

change in length by

∆lS = lS10−8 = 0.5nm (D.17)

over the length of the stack, where lS = 0.05m is the approximate height of the stack

from the T-coil sense plane to the top of the end-cap.

Since the outer shield is assumed to be rigid, this strain must be accommo-

dated by the stack components. However, the end-cap and the top part of the

6Although the stainless steel bolts (not shown in figure 1.4) which attach and compress the

end-cap are relatively thin, the assumption of totally rigidity only serves to overestimate this

mechanism as any strain in the bolts would reduce the compressive load on the stack.
7The stack is designed to always remain under compression, though the magnitude of this

compression may increase or decrease.
8Similarly, a differential change in the Young’s modulus of materials in the stack would lead to

a change in the compressive stress and therefore a change in x. However, as shown in the following

section, such a temperature dependence would be even smaller than that arising from thermal

expansion at cryogenic temperatures.
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Ti-diaphragm piece have a large cross-section relative to the thinner titanium collar

and niobium spacers, so they are assumed to be rigid. Likewise it is assumed that

the Macor formers are not deformed by the change in stress since young’s modulus

for ceramics is much higher than for metals. Under these assumptions, the strain

is manifested only in the titanium collar, the niobium spacer rings and the rim of

the a-diaphragm—a total length of 14.5mm. Assuming it is distributed evenly over

this length,9 the strain in the titanium collar and the adjacent niobium spacer ring

(total length 9.5mm), which directly affects the p-coil gap spacing, is estimated to

be
9.5

14.5
0.5nm = 330pm. (D.18)

Since this is an estimate for a 1K temperature rise, the thermal coefficient at the

SQUID is expected to be

κpT =
33× 10−12

17.6× 10−6
1.16× 105 = 2.2Φ0/K/A, (D.19)

where the full-circuit pressure calibration of appendix C.2 is assumed, together with

the diaphragm sensitivity of A.19.10 Therefore this is potentially the second-most

significant contribution to the temperature sensitivity after the penetration depth

effects. However, it is only a very approximate estimation, calculated using conser-

vative figures for the material parameters.

Coefficients of much smaller magnitude are expected for the acceleration-sensing

and temperature-sensing coils, even though these transducers have higher intrinsic

sensitivities, since the coil-surface spacing is determined by a much smaller length

of material in these cases.

Secondly, thermal expansion of the Araldite epoxy which bonds the niobium wire

to the Macor former will tend to reduce the gap spacing. In section 1.3.3 it was

noted that the coil winding were sometimes separated from the surface of the Macor

former by up 0.003 inches due to misalignment in the manufacturing process. The

effective thickness of epoxy present between the former and the coil may therefore

be estimated by assuming an average spacing of half this amount and considering

the contact point between the epoxy and the wire to be in-line with the wire centre:

teff =
0.003

2
+

0.005

2
= 0.004 inches. (D.20)

Using the conservative estimate given above for the thermal expansion coefficient

of Araldite epoxy resin at 4.2K, αep, this corresponds to thermally induced motion

9As in appendix A, the Young’s moduli of niobium and Ti-6Al-4V are assumed to be equal at

4K.
10It is important to note that the polarity of this effect is not determined by this treatment.

Only the magnitude of a differential thermal response is assumed.
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of the pancake coil:

dx

dT
= (0.004) · (0.0254) · 5× 10−8 = 5pm/K. (D.21)

which is less than the effect calculated above, and gives an expected coefficient of

κpT = 0.04Φ0/K/A, (D.22)

Similarly, the thermal expansion of the mushroom stalk may be estimated using

the same generic value for thermal expansion of metals at 4.2K as assumed above:

dx

dT
= (0.009) · 2× 10−9 = 18pm/K, (D.23)

which is clearly much less than the penetration depth effect.

D.5 Young’s modulus

A change in the Young’s modulus of the titanium-alloy in the pressure sensing

diaphragm will cause a variation in the diaphragm deflection under gravity (section

A.2.2). This will lead to a corresponding change in the gap spacing as the mushroom

moves with respect to the p-coil.

The deflection under gravity (A.27) is inversely proportional to the Young’s

modulus, ETi. Therefore a deflection change, ∆δ, should be linear in the modulus

change, ∆ETi, so the expected temperature sensitivity in x is given by

dx

dT
=

∆δ

∆T
= − 1

ETi

dETi

dT
zgp (D.24)

The Young’s modulus of a metal typically has only a very small temperature

dependence at cryogenic temperatures. Data for Ti-6Al-4V close 4.2K is difficult to

find. However, the estimate made by Parke [31] of 1
E

dE
dT

= 2.5×10−5K−1 for niobium

at 4.5K may be taken as a good indicator. Therefore, assuming a conservative value

of
1

ETi

dETi

dT
= 10−4 K−1 (D.25)

gives a temperature dependence of

dx

dT
≈ 10pm/K, (D.26)

which is well below the change in x due to the penetration depth λ.

There may be a similar effect present in the Nb diaphragm but this will usually

tend to cancel the temperature sensitivity given above because of the compensation

between the pressure-sensing and acceleration-sensing transducers for common mode

motion (section 3.2).
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Appendix E

Flux motion in the superconducting wires

E.1 Effect on the supercurrents

As stated in appendix B.2.2, the inductance of a simple wire loop of radius R located

in a vacuum is approximately

Lloop = µ0R[ln
8R

a
− 2], (E.1)

where a is the radius of the wire and R � a. So if such a loop carries a current I0

then the flux linked by the loop is simply

φloop = µ0I0R[ln
8R

a
− 2] (E.2)

Furthermore, if the wire is superconducting then, in the absence of an external

magnetic field, the linked flux is quantized in units of Φ0 = 2× 10−15Wb:

φloop = nΦ0

= LloopI0 (E.3)

Provided the wire remains superconducting and in a perfect Meissner state, the

trapped flux φloop does not change with time. However, if the wire is a type II

superconductor which can sustain a mixed state then individual flux quanta may

penetrate into the wire bulk and therefore reduce the value of φloop.

If a single flux quanta is completely removed from the loop then the remaining

flux is clearly (n− 1)Φ0 and the current is reduced to

I ′0 = I0

(
n− 1

n

)
(E.4)

To see what happens if a flux line penetrates the wire loop but does not pass through

it consider a flux nΦ0 linking a number of near-coincident loops each carrying a

current of I0/N . In this case the total flux linkage is

φN−loop = NnΦ0, (E.5)

213



and the inductance can be calculated by assuming that the mutual inductances are

equal to the self inductance.

LN−loop =
N∑
i

Li +
N∑

i6=j

Mij

= N2Li

= N2Lloop. (E.6)

Since this multi-loop model is physically equivalent to the single loop of equations

E.1–E.3, the integrated field and the field energy should be invariant:∫
N−loop

B · dA =
1

N
N2Lloop

(
I0

N

)
= LloopI0

=
∫

loop

B · dA, (E.7)

EN−loop = N2Lloop

(
I0

N

)2

= LloopI
2
0

= Eloop. (E.8)

To understand the case of a partially linked flux quantum, consider a single flux

quantum which has partially penetrated the multi-strand coil so that M loops no

longer contain this quantum of flux while the remaining N-M loops still enclose it.

In this case the current in the coil is somewhere between I0 and I ′0 given in equation

E.4.

The outer N-M coils are unaffected by the position of the stray flux line. These

loops must still contain the same current I0/N since their inductance and enclosed

flux are unchanged. The inner loops have had their flux linkage reduced by Φ0 (per

loop) and so their currents have reduced to(
I0

N

)(
n− 1

n

)
(E.9)

If the inductor is now considered as a single loop with a flux quanta embedded

within the wire then the current is

I ′′0 =
M∑
i=1

Ii

(
n− 1

n

)
+

N∑
i=M+1

Ii (E.10)

Now in this case Ii = I0
N

for every loop so that

I ′′0 = M
I0

N

(
n− 1

n

)
+ (N −M)

(
I0

N

)
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=
[
M
(

n− 1

n

)
+ (N −M)

]
I0

N

=
[
−M

n
+ N

]
I0

N

=
[
1− M

nN

]
I0. (E.11)

However the form of equation E.10 represents the general case in which the Li are

all different. This may be further generalized to a continuous current distribution

by letting N tend to infinity and transforming the summation into an integral. Thus

I ′′0 =
∫
α

J(r)
(

n− 1

n

)
· dA +

∫
β

J(r) · dA. (E.12)

where J(r) is the current density at a position r within the wire when the wire

contains a self-flux of nΦ0. The first integral is performed over the cross-sectional

area α (figure E.1) through which the flux line has passed — having moved from

the centre of the loop. The second integral is carried out over the remaining area

where the current is yet unchanged by the motion of the flux line.1

Using equation E.12 it can be shown that the change in the loop current is simply

a property of the flux line and of the inductance of the loop.

If the spatial variation of J(r) is independent of the total current, I0, then it is

useful to define a form factor

f(r) ≡ J(r)

I0

(E.13)

so that ∫
α+β

f(r) · dA = 1 (E.14)

and

I0

∫
α

f(r) · dA (E.15)

is the current flowing through any cross sectional area α. Equation E.12 can now

be re-written as

I ′′0 = I0

∫
α

(
1− 1

n

)
f(r) · dA +

∫
β

f(r) · dA


= I0

∫
α

f(r) · dA +
∫
β

f(r) · dA− 1

n

∫
α

f(r) · dA


= I0

1− 1

n

∫
α

f(r) · dA

 , (E.16)

1The arguments outlined here rely on the assumption that the width of the flux line is insignif-

icant when compared with the size of the wire: ξ0, λ � a. This is satisfied in the case of the SPG

wires since λ is always greater than ξ0 ≈ 380Å in niobium and it is unlikely that λ, even if it is

enhanced by impurities, would exceed 1% of the wire radius or 6250Å. The fact that the flux lines

are so localized in their effect makes the system far more simple than it would otherwise be.
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Flux line

β

Niobium
wire

α

Current I0

Figure E.1: Cross-section of a niobium wire through which a flux line has partially

penetrated. The wire is part of a loop and the flux line has moved from the centre of this

loop (left side) through the region α to the position indicated. As a result the current

density in this region has reduced as indicated by the first term in equation E.12, but the

current in the β region is unchanged.

so the reduction in current is

∆I =
I0

n

∫
α

f(r) · dA. (E.17)

Combining this with equation E.3 gives

∆I =
Φ0

Lloop

∫
α

f(r) · dA. (E.18)

which shows that the change in current is independent of the total current flowing in

the inductor and is only a function of the inductance and the penetration of flux into

the wire.2 Park [52] discusses several models for flux lines within a superconducting

thin film and derives a similar relationship for the current as a function of flux-line

position.

The SPG circuit differs from this simple-loop case in that the circuit loops are

made up of coils having have multiple turns, with short lengths of wire connecting

2If the wire is relatively free of pinned flux lines in the bulk then nearly all of the trans-

port current flows in the penetration depth at the surface. In this case equation E.18 can be

simplified by performing the integral over the surface using an appropriate form factor g(θ):

∆I = Φ0
Lloop

θ2∫
θ1

g(θ)adθ, where a is the wire radius
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them. Equation E.18 is therefore modified so that Lloop is replaced with the in-

ductance around a circuit loop, Lo, and the flux, Φ0, becomes nΦ0, where n is the

number of times the flux quantum links the circuit.

∆I =
nΦ0

Lo

∫
α

f(r) · dA. (E.19)

E.2 SQUID response to flux motion

In the more complicated geometry of the SPG inductor coils, many flux lines may

partially or fully penetrate many different turns of the inductor. These situations

can be considered by superposing the effects due to individual flux-line–wire inter-

actions. For simplicity, in the following treatment of flux motion in the SPG circuit,

penetration of flux lines into the circuit wires will be considered in multiples of

∆φlink = Φ0, where ∆φlink represents the change in flux linkage when a circular line

of flux, Φ0, coaxial with the wire, moves through the surface so that it exists entirely

within the material as a single flux quantum.

This circular self-field penetration is considered theoretically by Genenko [81].

If all of the current flows at the wire surface, then as flux moves into the surface

beyond the penetration depth, the flux linkage of the circuit is reduced by an amount

Φ equal to the quantity of flux penetrating the surface. This situation is modified

slightly if a significant amount of current flows in the bulk of the wire. However this

will not affect the calculations performed here.3

The effect of flux penetration in a single inductor can be simply modelled by

a current source in series with the inductor which supplies the necessary current

change, ∆I. This is illustrated for a more general circuit in figure E.2.

L i+1

L i
L1 LNL i-1 Ii

∆I i

Ii-1

Figure E.2: The current in the inductor Li is changed by an amount ∆I (equation E.19)

due to the penetration of flux lines into the inductor wire. This current is shared between

the other circuit inductors such that the flux is conserved in all loops which do not contain

Li.

3If a significant number of flux lines become pinned in the bulk so that a density gradient,

and therefore transport current, is established, then this redistribution of the current effectively

increases the inductance. Therefore, flux lines that enter the surface may still be considered as

having left the circuit since they then occupy the .
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In this case the inductance around the circuit loop, Lo, is the sum of Li and the

parallel combination of the remaining inductors (L1, . . . , Li−1, Li+1 . . . LN), which

forms the return path for the current in Li.
4

So, for example, if there is a change in the flux linkage of the temperature-sensing

coil, LT , the relevant loop inductance is Lo = LT + LT−//, where LT−// is the parallel

combination of Lp, La, Lb and LS:

Lp−// =
LpLaLbLS

LpLaLb + LpLaLS + LpLbLS + LaLbLS

= 1.23µH. (E.20)

In this case Lo is only slightly more than LT as the latter inductance is large com-

pared with LS. Since the uncertainty in LT is likely to be of order 1µH, Lo will be

rounded to 17µH.

If a single flux quantum, linking all N turns in the T-coil, is removed completely,

the change in the current will be

∆IT = −NΦ0

Lo

=
132 · 2.07× 10−15

17× 10−6
= 15nA, (E.21)

where the quantities used above are from appendix B, and the negative polarity

in E.21 arises because the current is reduced by the removal of flux. This current

change is then shared throughout the remainder of the circuit such that flux is

conserved in the other circuit loops (appendix C). Therefore

LT−//∆IT = LS∆IS, (E.22)

and the change in the SQUID current is expected to be5

∆IS = ∆IT
LT−//

LS

= 15× 10−9 · 0.674

= 10.7nA, (E.23)

again, using the inductor values from appendix B. This translates into a SQUID

signal of

∆ΦS =
10.7× 10−9

0.2× 10−6
= 0.053Φ0, (E.24)

given the SQUID calibration of one Φ0 per 0.2µA.

So, for a stored current of 1 Amp in the temperature-sensing coil, the number of

flux lines threading the entire inductor can be estimated simply by inverting E.21:

1

15× 10−9
= 6.3× 107Φ0/A, (E.25)

4This is analogous to the circuit models considered in appendix C.2; the difference being that

the flux linkage, rather than the inductance, is the varying quantity.
5Another change in polarity occurs here as an upward current in LT causes a downward flow

in the SQUID input.
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where it is assumed that all of the flux links every turn of the coil. Therefore, the

flux linkage per Amp is approximated by

φlink = 132 · 6.3× 107 = 8.3× 109Φ0/A
(
=

LT · 1Amp

Φ0

)
(E.26)

and the SQUID signal resulting from a Φ0 change in flux linkage in LT is given by

combining the relationships in E.23, E.24 and E.26:

∆ΦS

∆φlink−T

=
1

8.3× 109
(0.674)

1

0.2× 10−6
= 4.05× 10−4 Φ0/Φ0, (E.27)

which is equivalent to result of E.24 reduced by the number of turns in LT .

E.3 Flux trapping in the niobium wires of the SPG

In the investigation of the Class I and Class III irreversibility observed in the SPG, it

is useful to estimate the number of flux lines that may become trapped in the niobium

wires during a current pump, and therefore how many lines may be released during

a subsequent rise in temperature. Such an estimate can only hope to be an order-

of-magnitude approximation and will need to assume some quantities. However, it

will prove useful in verifying the consistency of the mechanisms proposed to explain

the irreversible behaviour.

In the following calculation, it is assumed that the flux lines arise from the self-

field of the pump currents flowing in the wires. Therefore the density of trapped

flux lines near the surface, Ba−, will not be higher than the field generated at the

wire surface by the pump current, Ba+. Furthermore, the line density within the

wire is assumed to decrease linearly from its maximum value at the surface, to zero

at a distance, d, inside the wire.

The field at the surface may be estimated for the pancake coils6 by assuming

that the coil current looks like a current sheet at distances which are close to wires

relative to the width of the coil. If the ends of this sheet are ignored, and Ampere’s

law is applied to a circuit which encloses N turns over a length l, the magnetic field

is found to be

Ba+ · 2l = µ0NI

Ba+ =
µ0NI

2l

Ba+ =
µ0Ipump

4a
, (E.28)

where the field is assumed to be parallel to the plane of the coil windings. A similar

current-sheet approximation is used by a Penny [11] to gain a first approximation

of the coil inductance with adequate results.

6The pancake coils are expected to dominate these flux-penetration effects, because of the higher

fields and greater overall wire length involved. These differences are discussed later in this section.
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In practice the screening currents, which form an image of the pancake coil in

the sensing-plane, also contribute to this field. Since the gap spacing, x, is much

smaller than the coil dimensions, the screening-currents may also be modelled as a

current sheet, and therefore contribute an equal amount (E.28) to the total field at

the wire surface.

Using the T-coil parameters from appendix B, gives an estimated field at the

surface of

Ba+ = 2
4π × 10−7 0.2

4 63.5× 10−6
= 2.0mT ≥ Ba− (E.29)

where a pump current of 200mA is chosen to match most of the Class III measure-

ments (section 4.1.3), and the wire diameter is taken as 127µm (=0.005 inches).

Taking the equality between Ba+ and Ba− in E.29 gives the maximum possible

number of flux lines in the wire. This assumes that there is no energy barrier to

flux flow through the surface, and therefore no surface current flowing with the

penetration depth (Hc1 = 0). In this case the line density is

γ =
Ba−

Φ0

=
2.0× 10−3

2.07× 10−15
= 1.0× 1012lines/m2, (E.30)

which corresponds to an average spacing between the lines of√
1

1012
·
√

3

2
= 0.93µm, (E.31)

where a hexagonal arrangement of the lines is assumed.7 In this case the spacing

between consecutive rows of flux lines is 0.93× 10−6
√

3
2

= 0.806µm.

This is a substantial distance when compared with the wire radius of 63.5µm,

and it means that only a few tens of rows of lines can fit within the wire. With

the assumption of d � a, this is barely enough space to allow for a meaningful flux

gradient in the critical state. However, the long length of the wire, in comparison

to the flux line spacing, will tend to smooth-out any statistical fluctuations arising

from a small number of lines within the radius.

The length of wire in which this flux may be trapped can be estimated from

the coil dimensions and the number of turns; given in section B.2.1 and table B.1.

For the pancake coils, Lp, La and LT , the wire lengths are 12.6m, 12.3m and 12.9m

respectively. The toroidal inductor, Lb, has a length of 1.4m, and the total length

of wire forming each heatswitch and connecting the coils to the circuit board is is

estimated to be about 0.2m for each coil-to-coil connection.

7This is not intended to represent the Abrikosov lattice of flux lines seen an ideal mixed state.

The flux density here is approximately 100 times lower than that predicted by theory for the flux

lattice (essentially because the field is so much lower than Hc1), and the positions of the lines are

determined by the pinning sites.
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In the Class III measurements it appears that large quantities of flux are emerging

from the circuit wiring as the temperature is raised (chapter 4). It is therefore

interesting to compare this estimate of the maximum number of trapped flux lines

(E.33) with an estimate of the number of lines which emerge from the wire during

a measurement of the Class III behaviour.

A typical Class III measurement involved passing current through any one or

two of the coils Lp, La, LT and Lb (section 4.1.3). In each combination the pancake

coils represent almost 90% of the total wire length, and since higher surface fields

are expected over this length, the other components may be safely ignored.

The data of figure 4.5 is representative of the Class III effect. A pump of 200mA

was passed through LT and Lb for a few seconds before being removed. So, the

length of wire affected in such a procedure will be taken as

lw = lT = 12.9m. (E.32)

In this case, the total number of flux lines that could penetrate the wire may be

estimated using the density, γ, given in E.30:

np =
1

2
γ lw a = 0.5 · 1.0× 1012 · 12.9 · 10× 10−6 = 6.4× 107, (E.33)

where the factor of one half comes from the assumption of a linearly decreasing flux

density from the surface to the centre of the wire, and d, the maximum distance of

flux penetration, is set, arbitrarily, at 10µm.8

Therefore, during the current pump these flux lines are assumed to form the

density profile PSR shown in figure E.3. From the assumptions above, the entire

pump current of 200mA is flowing in this region in which the flux lines are pinned

in a critical state.

When the pump current is removed, the flux profile relaxes to QSR, according to

the Bean model of the critical state (section 4.3.2), in order to meet the boundary

condition of Ba+ = Ba−. In this situation there is no longer a current flowing

around the SPG circuit, but a current of approximately 100mA is circulating within

the wire: the forward current flowing in the region SR and the return current in

QS. Therefore, a decrease in the critical current density resulting from a rise in

temperature will cause the density gradients SR and QS to become shallower. The

flux lines in SR remain within the wire, but some of the lines in the shaded area,

under QS, move out of the wire surface as the gradient relaxes (see section 4.4 for a

complete discussion of this model).

8This is a generously large estimate for d as it corresponds to a critical current density of about

Jc = 1.6× 108 A/m2, or a critical pump current of only 700mA.
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Figure E.3: When a pump current is introduced to the circuit, flux lines enter the wire

surface and become pinned, forming a critical density gradient shown here as PSR, where

the pinned flux density at the surface is assumed to be equal to the field immediately

outside the wire. On removal of the pump current, the flux lines re-organize to form a

gradient of opposite slope near the surface so that the flux line density is zero at the

surface: the profile QSR. Finally, a rise in temperature shifts the flux density profile to

QS’R’, resulting in a change in the number of lines in the shaded part of the diagram as

they move out of the wire. This model is discussed in more detail in section 4.4

The change in area, and therefore the number of flux lines emerging from the

wire, can be estimated by assuming

∆ΦQS

ΦQS

=
∆Jc

Jc

≈ −1.6
∆T

Tc

, (E.34)

ignoring the small shift in the position of the peak flux density within the wire from S

to S’. The approximation relating ∆Jc to ∆T above is based on a generic temperature

dependence for Jc derived from the Gorter-Casimir temperature dependences for the

penetration depth, λ, and the thermodynamic critical field, Bc [27]:

Jc(T ) =
Bc(T )

µ0λ(T )

= Jc(0)
(
1− t2

) (
1− t4

) 1
2 , (E.35)

where t = T
Tc

is the reduced temperature. Taking the fractional derivative of Jc with

respect to T gives
1

Jc

∂Jc

∂T
= − 2

Tc

t

[
1 + 2t2

1− t4

]
, (E.36)

so that ∆Jc is related to ∆T by

∆Jc

Jc

=
1

Jc

∂Jc

∂T
∆T =

∆T

Tc

(−2t)

[
1 + 2t2

1− t4

]
. (E.37)

In normal operation of the SPG the reduced temperature was usually close to t = 1
2
.9

Substituting this value into E.37 yields the expression used in E.34:

∆Jc

Jc

= −1.60
∆T

Tc

. (E.38)

9The operating temperature range was typically 4.2–5.0K, and Tc = 9.2K for niobium.
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Therefore, using Tc = 9.2K for niobium in equation E.34,
∆ΦQS

ΦQS
is approximately

−0.17 per Kelvin. The flux lines, ΦQS, indicated by the shaded area represent 1
4

of the total number, np (indicated by the area under PSR), which penetrated the

wire during the current pump. Therefore the change in flux linkage with a 1K

temperature rise is expected to be

∆ΦQS = (0.17)
1

4
6.4× 107 = 2.8× 106Φ0. (E.39)

The resulting temperature dependence in the SQUID signal, ΦS, can be calculated

from this change in flux linkage using the calibration in E.27:

∆ΦS

∆T
= 2.8× 106 · 4.05× 10−4 = 1100Φ0/K. (E.40)

As noted in section 4.1.3, the Class III behaviour often yielded a SQUID response

of 10000–20000 Φ0 for a 1K temperature rise, at temperatures of about 4–5K. For

the data of figure 4.5, on which the above calculations are based, the irreversible

response has a slope of at least 20000 Φ0/K; much larger than value calculated here.

It is difficult to see how the assumptions made in the calculation of E.40 could

be reasonably changed to eliminate the discrepancy with the observed value. De-

magnetization effects in surface irregularities and impurities or other defects in the

niobium may increase the field penetration but it is unclear as to how the average

pinned flux density could be larger than the field outside the wire. Even if the flux

lines penetrated to the centre of the wire10 this would only raise np, and ∆ΦS

∆T
, by

a factor of a
10µm = 6.35, while the difference in the results is almost a factor of 20.

Furthermore, a non-zero field cannot be sustained at the centre as the circular flux

lines are annihilated as they contract to zero at this point [81]. If the flux lines

emerging from the wires expanded to link several other wires in the coil then this

would increase the flux linkage and the total SQUID response, but with all the as-

sumptions made about pinning in the wires it seems unlikely that lines of flux would

pass right through them with little impedance.

It appears then that following a current pump, there are many more flux lines

trapped within the superconducting material of the SPG than would be expected.

This observation is discussed further in section 4.4.

10This would mean that the critical current density in the wire corresponds to a case in which

the current is evenly distributed over the entire cross section, and Jc = 2.5 × 107 A/m2. This is

a low critical current density, and 200mA is much lower than the critical pump currents typically

observed in these niobium wires.
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Appendix F

Thermal calculations

To calculate the internal thermal time constant (τi) for the SPG it may be assumed

that the dominant term arises from the thermal inertia of the niobium in the main

body of the gauge. To verify this, consider the thermal diffusivity of the niobium in

the SPG:

α =
κ

cpρ
(F.1)

For Niobium at 4.2K

κNb = 14 W/m/K

cNb = 0.36 J/kg/K

ρNb = 8600 kg/m3 (F.2)

so that αNb = 4.5× 10−3m2/s. In contrast the thermal diffusivity for OFHC copper

at this temperature is more like αCu = 0.4m2/s; larger by a factor of about 100. Fur-

thermore, since the mass of niobium in stage 1 of the apparatus is greater than that

of the copper, it seems reasonable that the latter can be ignored in the calculation

of τi.

The main body of the SPG has a length, lSPG, of almost 9cm, so, as a first

approximation, the internal thermal time constant might be expected to be

τi = 1.8 s. (F.3)

The external time constant (τe) is a measure of the thermal response of the SPG

to changes in the external environment. Since it is expected to be much larger than

τi, it may be taken as simply the combination of the thermal impedance between the

SPG and its surroundings Rext, combined with the heat capacity C1 of the material

making up stage 1. In this case the presence of the copper cannot be ignored as it

contributes significantly to the heat capacity.

C1 = CCu + CNb

= ρCuVCucCu + ρNbVNbcNb (F.4)
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The volume of copper in the SPG in estimated at VCu = 1.5 × 10−4m3 while for

niobium it is approximately VNb = 2× 10−4m3. So C1 is estimated to be 0.75 J/K.

The thermal conductivity to the environment is assumed to be dominated by

the G10 fibreglass spacers at each end of stage 1. Their effective insulating length

is about 1cm with an annular cross section having inner and outer diameters of

8mm and 10mm respectively. The thermal conductivity of this material at 4.2K is

approximately 0.1W/m/K.

Therefore the impedance Rext is estimated at 1767K/W, and the external thermal

time constant is approximately

τe = RextC1 = 1320 s. (F.5)

This probably a low estimate for τe since there are other contributions to Rext

from other materials in series with the G10 spacers. If this figure represents a

minimum for the external thermal time constant then the temperature of the SPG

inner stage would not be expected to settle until several hours following a small

injection of heat. This was found to be the case in the SPG when the thermal

vacuum dropped below about 10−5Torr so that heat conduction through the residual

gas became insignificant.

This allows an estimation of the temperature gradients across the SPG due to

thermal regulation at a temperature T0 elevated above the bath temperature, Tbath.

In a thermal steady state, a heat flow,

Q̇ =
T0 − Tbath

Rext

(F.6)

will exist between the servo heater and the helium bath, where it is assumed that

the thermal impedance is dominated by Rext.

This heat flow may be considered as taking two alternate paths in passing from

the heater to the G10 spacers: firstly there is a flow directly through the thermom-

etry block and copper shield to the G10 spacers, characterized by RCu. Secondly, a

small fraction of the heat takes an alternate path through the SPG, having a much

greater thermal impedance, RSPG. This path includes conduction through the gauge

itself, RSPG−i, as well as conduction away from the extremities of the gauge, RSPG−e,

via the heatswitch and capacitor plate wiring as well as through thermal radiation.

So the heat flow in this second path, which determines the thermal gradients in

the gauge, is approximately

Q̇SPG = Q̇
RCu

RSPG

. (F.7)

This produces a temperature gradient across the SPG of Q̇SPGRSPG−i equal to

∆TSPG = Q̇RCu
RSPG−i

RSPG

= (T0 − Tbath)
RSPG−i

RSPG−e

RCu

Rext

, (F.8)
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where the following approximations have been made:

RSPG−e � RSPG−i

RSPG−e � RCu

Rext � RCu. (F.9)

Therefore the thermal gradients can be made very small using active thermal control.

However, for practical operation of the SPG it was necessary to reduce τe in order

to allow thermal equilibrium to be attained within a reasonable time (section 1.4).

This was achieved by operating with an elevated pressure in the thermal vacuum so

that Rext was dominated by conduction through the residual gas.1 This significantly

alters the above arguments as the larger thermal impedances are short-circuited and

the assumptions in F.9 begin to break down.

In this case the heat flow may be approximated by considering a path from the

servo heater, through the SPG, RSPG−i, and the thermal vacuum, Rext, where the

latter impedance is now significantly less than the estimate of 1767 K/W given above

for the G10 spacers.

In this case

∆TSPG = (T0 − Tbath)
RSPG−i

Rext

. (F.10)

Since RSPG−i and Rext are associated with the same thermal capacitance, C1, the

thermal gradients in the SPG can be approximated by(
∂T

∂x

)
=

∆TSPG

lSPG

≈ Tbath − T0

lSPG

τi

τe

(F.11)

where lSPG characterizes the spatial extension of the SPG.

1Ideally the performance of the gauge would have been tested with a good thermal vacuum by

removing the exchange gas after the thermal transients from the current pumping had died away.

However, when the SPG was cold, the vacuum system attached to the dewar was incapable of

returning the thermal vacuum to a significantly lower pressure once helium gas had been admitted.
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Appendix G

A high-resolution superconducting

pressure gauge for studies of critical

phenomena in quantum fluids
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