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Abstract

There has as yet been no definitive study on the statistical uniqueness of fingerprints.

This has become an important issue following several well publicised instances of

mistakes in identification by law enforcement agencies. The motivation behind this

work was to examine the statistical behaviour of the features used in fingerprint

identification. Given two fingerprint patterns that appear to match, indicating that

they may originate from the same finger, the goal is to estimate the likelihood that

such a match could in fact have occurred by chance between prints from different

fingers.

I first carried out a preliminary statistical analysis on a small database of fingerprint

images consisting of matched pairs (one ten-print and one latent print from the same

finger) in which the position and orientation of each feature had been manually

extracted. A RANSAC methodology was employed to extract from any given pair

of prints the spatial transformation that gave the best match in terms of the number

of matching feature points, the candidate match points being initially selected on

the basis of the configuration of other minutiae in the neighbourhood of the reference

point. I demonstrate that such a matching procedure results in a significant number

of false matches, indicating that the number of match points is not by itself a reliable

means of identification.

More detailed analysis of prints requires the automated extraction of such param-

eters as the ridge orientation field and the locations of the minutiae. Some im-

provements to existing methods of extracting this information were devised. An

“oriented diffusion” process was developed to enhance the image by removing most

of the tiny line breaks and irregularities in the ridges, which would otherwise be

falsely identified as minutiae. I demonstrate that this offers some improvements

over the common approach using contextual filters, which are sometimes effective

but require a good a priori estimate of the ridge frequency.



A means of efficiently representing the ridge pattern as the phase of a smoothly

varying scalar field, with the minutiae appearing as phase spirals superimposed on

the field, is presented, inspired by previous research along these lines. Construction

of this representation requires that the ridge flow orientation, which contains an

inherent ambiguity of π, be disambiguated to a consistent direction field — a non-

trivial task. Two approaches to disambiguation were investigated — one based on

the construction of branch cuts in the flow field, and the other on subdividing the

image into a number of sub-images in which the flow singularities are confined to

the borders, avoiding the need for branch cuts. Results from each approach are

presented and discussed.

Having extracted this information from the pattern, an attempt was made to use

it to improve the performance of the matching procedure used in the preliminary

analysis. It is found that using the ridge orientation field in the neighbourhood of

a point increases the fraction of correct point correspondences obtained in the first

stage of matching, leading to a corresponding improvement in the overall perfor-

mance of the matching algorithm. Further improvement is achieved by defining a

hybrid feature descriptor that combines information on both the local orientation

field and the locations of neighbouring minutiae.

I investigated the relation between minutiae occurrence and other parameters of the

ridge flow pattern. The probability of occurrence of a minutia at a point in the print

is found to be highly correlated with the magnitude of the divergence in the ridge

flow at the point. This result is potentially highly useful when assessing the quality

of a match based on minutia locations, since it implies that a minutia is much

less likely to be found in a region of small divergence, and the significance of an

actually observed minutia at such a point is therefore correspondingly higher. Maps

of aggregate minutia density for the loop and whorl print classes were obtained by

using a coordinate transformation to convert each print to a standard representation

based on the positions of the cores and deltas. Comparison of the aggregate minutia

density with the average divergence field, obtained in the same way via coordinate

ii



transformation, further demonstrates the strong link between ridge divergence and

minutia occurrence.
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Preface

Some of the work described in this thesis has already been presented at a number

of conferences:

• The preliminary statistical analysis described in Chapter 3 was presented in

poster form at DICTA2005 (Hastings, 2005).

• The work on fingerprint enhancement using oriented diffusion discussed in

Section 4.4.3 was presented at DICTA2007, and is published in the conference

proceedings (Hastings, 2007).

• The method discussed in Section 4.6.1 for disambiguating the direction of the

ridge flow, which is a prerequisite for constructing the phase-based represen-

tation, was presented in poster form at the 16th Scandinavian Conference

on Image Analysis, and is published in the conference proceedings (Hastings,

2009).
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Glossary of Terms and

Abbreviations

CN Crossing Number

coherence A number expressing the degree to which the variance of a func-

tion is directionally dependent. Values range from zero (variance

is independent of direction) to one (variance is entirely in one di-

rection).

Crossing Number The number of state transitions encountered in traversing a

closed path around a point in a binary image. Used for locating

ridge terminations and bifurcations in a skeleton ridge map.

dpi Dots per inch (in reference to printing or image resolution)

feature Any element that may be used to distinguish one pattern from

another. In the context of fingerprint matching, features include

cores, deltas, minutiae and fine detail such as the precise shape

of a ridge boundary.

feature descriptor,

feature set, feature

vector

A set of parameters that is associated with an entity so as to

permit comparison of one such entity with another. The con-

figuration of surrounding minutiae around a central reference

minutia is an example of a feature set associated with the refer-

ence minutia.

FMR False Match Rate (of a biometric identification scheme)
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FNMR False Non-Match Rate (of a biometric identification scheme)

latent, latent print A fingerprint obtained some time after deposition, eg. a print

left at a crime scene, rendered visible some time after the event

by suitable chemical treatment

minutia A point in a finger ridge pattern where a ridge either terminates

or bifurcates.

NIST (U.S.) National Institute of Standards and Technology

PI, Poincaré Index A number, expressed either in radians or as a multiple of 2π

radians, giving the angle through which the direction of a vector

field appears to rotate when traversing a closed path around a

given point.

ppi Pixels per inch (in reference to image resolution)

ppmm Pixels per millimetre (in reference to image resolution)

ten-print A fingerprint obtained under controlled conditions for the pur-

pose of obtaining fingerprint records, so named because prints of

all ten digits are normally taken at once and stored together.
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Chapter 1

Introduction

The use of fingerprints for identification purposes has a long history and, along with

other biometric identification systems, is becoming increasingly prevalent. With

this increased use, however, has come the need for placing the technique on a firmer

scientific foundation.

Fingerprint individuality is more difficult to quantify than, say, that of DNA profiles

or iris patterns, because the latter are normally available in complete form and

lend themselves to a standard representation. There has as yet been no definitive

study on the statistical uniqueness of fingerprints, though there has been some work

done on estimating the probability of a match in the distinguishing features of two

different prints or portions of prints (Tu and Hartley, 2000; Pankati et al. 2002).

This has become an important issue following several well publicised instances of

mistakes in identification by law enforcement agencies.

1.1 Biometric Identification — General Discus-

sion

Various techniques exist for characterising an individual based on certain biological

parameters believed to be unique to the individual. These methods are referred to

1
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as biometric identification, and include:

• Fingerprint analysis

• Iris imaging

• Voice recognition

• Face recognition

• Handwriting analysis

It is important to distinguish between biometric verification and identification:

• Verification refers to the act of comparing one sample against another and

making a decision on whether or not the two match.

• Identification consists of comparing a sample against every sample in a

database, in order to decide which, if any, of all the samples in the database

match the given sample. Identification is therefore far more time-consuming,

and subject to error, than verification. For example, the FBI master finger-

print file contains about 50 million fingerprints. Given a sample print, in

order to make an identification by matching with a print in the database to

99.99% confidence, it would be necessary, assuming the same error level for

each comparison, for this error to be less than one in 500 billion 1.

In this document, however, the term “identification” is used in a general sense to

include both verification and identification.

A biometric identification system functions by employing a matcher, defined as “a

system that takes two samples of biometric data and returns a score that indicates

their similarity” (Bolle et al., 2004). This score is compared with a prespecified

1We require (1−p)N > 0.9999, where N = 5×107 is the number of possible print comparisons
and p is the probability of making an error in any single comparison (assuming that all comparisons
have the same error probability). Solving this for p gives p < 2 × 10−12 = 1/500, 000, 000, 000.
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threshold in order to decide whether or not two samples originated from the same

individual. Two kinds of errors may occur when applying the matcher:

1. False Match (FM): Deciding that two biometrics are from the same identity,

while in reality they are from different identities,

2. False Non-Match (FNM): Deciding that two biometrics are not from the

same identity, while in reality they are from the same identity.

(Bolle et al., 2004, p. 65)

The rates at which these two types of error occur are denoted, respectively, FMR

(False Match Rate) and FNMR (False Non-Match Rate). For a given application

there is always a trade-off between these two error rates — the FMR may be reduced

by appropriately changing the threshold value, but this will invariably result in a

larger FNMR, and vice versa (Figure 1).

Match scores are based on comparison of some set of characteristic features called

a feature set. The feature set must satisfy, as far as possible, the criteria of

uniqueness and invariance, so as to minimise the probability of a false match or a

false non-match.

1.2 Fingerprint Based Identification

1.2.1 The Fingertip Friction Ridges

Each human being (as well as many other mammals) has a pattern of friction ridges

(the fingerprint) formed on the fingertips early in life. These were observed and

described in detail by scientists as early as the 17th century (Lane, 1992).

Many researchers, eg. Penrose (1969), have noted that:
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PROBABILITY

Different measurements
from same person

Different 
people

ENCODING DIFFERENCE
False Acceptance False Rejection

Possible Thresholds

Figure 1: Typical distribution of encoding differences for samples from the same
person (left), and for different people (right), showing the trade-off between false
acceptance and false rejection.

• The pattern appears to remain unchanged with age and to regenerate even

after serious injury to the skin.

• Each individual has a wholly distinctive set of fingerprints.

Penrose gives hypotheses that have been proposed to explain the origin of the ridge

patterns that arise on the skin developing foetus:

1. Ridges are lines of tension, running at right angles to pressure on the embry-

onic epidermis (they take approximate shortest paths). This is the conven-

tional view.

2. Ridges are lines of greatest positive curvature on the embryonic epidermis.

Loops occur on ellipsoids, and triradii occur on saddle shaped surfaces of

certain kinds.
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This hypothesis agrees well what is known about the shape of the foetal human

fingertip.

He also notes that ridge patterns vary between races. For example, Chinese and

some other Eastern peoples have more whorls on their fingertips than do Western

Europeans. Also, certain pattern parameters tend to be associated with genetic ab-

normalities. An index called the ridge count is calculated by counting the number

of ridges between certain features on each fingertip and adding the counts for all ten

fingers. This quantity is found to be correlated with chromosomal abnormalities

such as those occurring in Down’s Syndrome, or in Turner’s Syndrome, a condition

in which a woman’s genetic sequence contains only one X chromosome instead of

the usual two (Penrose, 1963; Penrose, 1969).

1.2.2 Identification Methodology

Fingerprint based identification employs features of the friction ridge pattern. These

features are essentially of two kinds:

1. Large scale features of the ridge flow pattern, referred to as Level 1 detail;

2. Fine scale features of the ridges themselves, viz. the number and placement

of ridges, and especially the points at which ridges terminate or bifurcate.

This is termed Level 2 detail. These termination and bifurcation points are

referred to as minutiae.

Level 1 and 2 features are described more fully in Section 2.2.

A set of features at an even finer level, termed Level 3 detail, includes the location

of sweat pores along the ridges and the fine structure of the ridge edges. These

entities however are much more difficult to capture in a fingerprint image and are

frequently not discernible in a print. Level 3 detail is outside the scope of this

project.
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Identification of an individual via fingerprint analysis has traditionally relied on

having a fixed number of point matches based on the ridge pattern. A point

match is a single minutia that is identified as being present at the same location

in both the input print and in the data print to which it is being matched.

1.2.3 Applications

The use of fingerprint based identification in crime investigation has a long history

and is discussed in Section 2.1.

Newer applications include:

• Authorisation of a person to enter a restricted area (in lieu of requiring the

person to carry a pass card),

• User identification at an ATM (avoiding the need to remember a PIN),

• Prevention of “double dipping”. This term refers to the practice whereby a

person attempts to claim a benefit payment more than once, eg. a welfare

payment. It is claimed (Maltoni et al., 2003, p. 43) that such instances of

welfare fraud cost the U.S. government $1 billion per year.

• Use of the print as a seal of authenticity in lieu of a signature. It is believed

that such seals were used by the Chinese and the Palestinian peoples over

2000 years ago (Berry and Stoney, 2001).

Note that some of these applications involve positive matching (using the fingerprint

to verify that the person is who he or she claims or is claimed to be), while others

involve negative matching (verifying that a person’s print does not match any print

already in the database, as in the case of preventing “double dipping”).
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1.2.4 Problems and Issues

Whilst it is believed that each person has a fingerprint pattern that is unique and

invariant, this statement needs clarification. A particular person’s fingerprint as

defined, for example, by a grey-scale image, or an inked print on paper, is not

really invariant. Natural growth will alter the size and shape of the fingertip, and

cuts and bruises will cause minor changes over the course of a person’s lifetime.

What is meant by “fingerprint pattern” is that certain features (namely the Level

1 and Level 2 detail) can be extracted from the configuration and structure of the

epidermal ridges, and it is the configuration of these features that is claimed to be

both unique to the individual and invariant over the lifetime of the individual.

The two components that affect the reliability of identification via fingerprints are:

1. the extraction of the features from the input print;

2. the statistical uniqueness of the features used.

Problems with Feature Extraction

Jain and Pankati (2001) and Maltoni et al. (2003, pp. 131-132) identify some of

the things that make fingerprint based identification difficult:

• Incomplete data. A fingerprint obtained from a sensor, or one recovered

from the scene of the crime, never includes the complete fingertip pattern,

and can in fact be quite fragmentary. Indeed, it is not clear what constitutes

a “complete fingerprint”, i.e. how far down and around the finger we choose

to follow the ridge pattern is partly arbitrary and partly determined by the

limitations of fingerprinting technology.

In contrast, some other biometrics work with complete samples that can be

presented in standard form. A DNA profile is always complete and can be

presented in a normalised form as the positions of peaks in the distribution of
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molecular weight of DNA fragments. Similarly an iris recognition code is gen-

erated from a complete, or near complete, image of an iris, and is normalised

with respect to illumination and to the diameters of the iris and pupil.

• Positional variation. Two fingerprints must first be registered before they

can be compared, i.e. the two images must be mutually translated, and pos-

sibly also rotated, to fit one over the other. This is true even if both prints

are taken under controlled conditions, since the placement of the finger will

never be precisely the same in the two cases.

• Distortion. The data is invariably distorted by virtue of the fact that it

is a flattened impression of a rounded finger. Further distortion, possibly

non-uniform, may result from lateral force of the fingertip against the surface.

• Finger injuries, eg. cuts and scars. These generate impermanent features

that overlay the ridge pattern 2.

• Image quality deterioration. This results from noise in the sensing equip-

ment as well as the inherent limitations of digital image capture.

• Imperfect feature extraction algorithms.

The result of these factors is that two prints of the same finger, taken at different

times, will never be identical even if the same sensing technology is employed. This

is illustrated in Figures 2 and 3, which show several pairs of high quality prints

taken from the NIST14 fingerprint dataset. Each pair consists of two different ten-

prints prints taken from the same finger. (See Appendix A for the specifications of

the NIST fingerprint datasets used for this research.)

The enormous number of candidate print records in existing databases makes the

seeking of a match a time-consuming and error-prone process. Although the use

2Some fingerprint sensors on the market are claimed by their vendors to circumvent this problem
by employing radio-frequency waves to detect the ridge pattern from the skin lying below the outer
surface layer (Authentec, 2005).
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(a) Finger A, first print (b) Finger A, second print

(c) Finger B, first print (d) Finger B, second print

Figure 2: Pairs of ten-prints, each pair being taken from the same finger, illustrating
the variation that can occur. Differences are visible in various factors, including the
total amount of fingertip captured, the thickness and clarity of ridges at each point,
and the intensity (i.e. the darkness) of the ridges.
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(a) Finger C, first print (b) Finger C, second print

Figure 3: Pairs of ten-prints, each pair being taken from the same finger, as for
figure 2, illustrating the variation that can occur.

of computer-based imagery can facilitate the process, manual examination is still a

time-intensive and error-prone activity (Maltoni et al., 2003, p. 1) due to:

• the repetitive nature of the work,

• the painstaking attention to detail required,

• the ever-growing demands for identification and the sheer number of samples,

• the inadequacy of the existing classification schemes, which results in a highly

skewed distribution of fingerprints into classes, so that search efficiency is

not greatly improved. For example, in the California Department of Justice

latent print database, 60% of prints were found to fall into the loop classifi-

cation, 35% into the whorl class and 5% into the arch class. (CSDIAI, 2002);

Osterburg et al. (1971) give the figures as 65%, 30% and 5% respectively.
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Statistical Uniqueness of Features

Despite popular belief, it is not possible to state with 100% certainty that two prints

come from the same finger (and hence the same person). There is as yet no good

data on the statistical reliability of identification via fingerprints. Newer identifi-

cation technologies such as DNA profiles and iris recognition have been accepted

because they have been subjected to extensive statistical analysis on large data

sets. No equivalent analysis has so far been done on fingerprints. The acceptance

of fingerprint identification has relied on experience accumulated over the last 100

years and on the skills of expert practitioners.

Traditionally, fingerprint analysis has relied on having a fixed number of point

matches to make an identification of an individual. Many countries once recognised

a certain number of “points of resemblance” in a complete print as irrefutable proof

of identity in a court of law; this number ranged from 6 in some Indian states

to 17 in France (Lane, 1992, p. 302). A number of challenges to the fixed point

match standard in the courts has resulted in the abandonment of this standard

in most countries. The challenges have revolved around the admissibility rules for

scientific evidence set forth in the Daubert vs. Merrill Dow Pharmaceuticals

case in 1993 in the US. This particular case concerned the admissibility of “expert”

scientific testimony in relation to claims that a child’s birth defects were caused by

a drug prescribed for morning sickness, taken by his mother while she was pregnant

(Specter, 2002). Prior to this case, the admissibility in courts of scientific evidence

was based on “general acceptance in the particular field in which it belongs”.

Regarding the admissibility of scientific evidence in court:

The Daubert ruling (German, 2001, p. 413) stated that:

• The trial judge must still screen scientific evidence to ensure it is

relevant and reliable;

• The focus must be solely on principles and methodology, not on

the conclusions they generate;
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• Factors the court should consider include:

– testing and validation

– peer review

– rate of error

– “general acceptance”

In the current context the most significant point out of the above list is the require-

ment that the rate of error should be known and stated.

Although this case had nothing to do with fingerprints, there are clearly implications

regarding the admissibility of fingerprints as evidence. Newman (2001) lists a num-

ber of court cases in which the defence counsel has sought to have fingerprint-based

evidence declared inadmissible. In some cases this has resulted in the prosecution

choosing to agree to a plea bargain rather than go through the process of defending

the evidence, with the possibility of it being judged inadmissible. Cole (2001) goes

so far as to suggest that it will not be long before fingerprints cease to be regarded

as a reliable means of identification, in much the same way as the Bertillon system

of standard body measurements fell into disrepute a century ago.

The controversy over the status of fingerprint identification as a science is reflected

in the nature of various sites on the Internet. Whilst some web sites (eg. OnIn,

2005) illustrate the traditional culture of acceptance of the reliability of fingerprints

as evidence, and are dismissive of the “Daubert defence” as being merely a delaying

tactic, others show a greater acceptance of the need to take a more critical approach

(eg. latent-prints.com, 2005).

Kaye (2003) notes two court cases in which the U.S. government directed the court

to admit fingerprint evidence at a trial, and “take judicial notice of the uniqueness

and permanence of fingerprints”, i.e. to take these as matters of common knowledge

and established fact.

Serious concerns have also been raised about the reliability of human examiners.
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The consequences of a fingerprint-based misidentification can be serious — for ex-

ample it is possible for an an innocent person to be convicted on the basis of a

fingerprint lifted from the scene of a crime and falsely matched to that person’s

fingerprint. The recent challenges in the courts to the admissibility of scientific

evidence in criminal cases suggests that identification via fingerprints needs to be

placed on a firm scientific foundation. There is a need to properly assess the reli-

ability and validity of the identification methods presently used. There may be a

need to improve these methods or to devise new ones.

In March 2000, in response to these concerns, the U.S. National Institute of Justice

called for research proposals into “Forensic Friction Ridge (Fingerprint) Examina-

tion Validation Studies” with US$500,000 available (U.S. Department of Justice,

2000). Four initial responses were received, but as of 2005 no projects had been

approved for funding under this solicitation (Lee, 2005).

Several cases of misidentification based on fingerprints, leading to wrongful arrests

and/or convictions, have been noted. Specter (2002) recounts a case in which four

fingerprint “experts” from the Scottish Criminal Record Office matched a person’s

print to one found at the scene of a crime. A senior forensic official later concluded

that the two prints not only did not match, but were not even from corresponding

fingers – one was from a left thumb, the other from a right forefinger. This conclu-

sion was later corroborated by a team of three experts from the Scottish Fingerprint

Service (McGregor et al., 2005).

In May 2004 the FBI wrongly identified Oregon lawyer Brandon Mayfield as the

source of prints found on a bag connected to terrorist bombings in Madrid (McRoberts

et al. 2004; German, 2005). Four experienced fingerprint analysts had declared a

match. The mistake was not realised and acknowledged until Spanish police linked

the fingerprint to an Algerian man named Ouhnane Daoud. Mayfield later won a

lawsuit against the US government on a claim of false arrest (BBC News, 2006).

Figures 4-6, extracted from the FBI report into the Mayfield affair, show feature
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points in the latent print that were used to identify the print as belonging to May-

field, but were also present in Daoud’s print (U.S. Department of Justice, 2006).

Several other cases of misidentification have been noted (Webb, 2005; Coghlan,

2005; Randerson and Coghlan, 2004).

It has been demonstrated (Discovery Channel, 2006) that a fake fingerprint, con-

structed by copying a fingerprint and pasting it over another fingertip, is capable of

fooling a fingerprint-based security system. Cappelli et al. (2007) describe a means

of reconstructing fingerprints from the locations and orientations of minutiae, based

on standard templates. They demonstrate that while the reconstruction is unlikely

to fool a human examiner, it is capable of fooling state-of-the-art commercial fin-

gerprint recognition systems. This points to the continuing need for improvement

in the accuracy of automated fingerprint recognition systems.

1.3 Motivation and Aims of the Research

The type of question one might want to ask is: given a sample fingerprint with

eleven feature points identified on it, how many fingerprints are there in a fingerprint

database that contain eleven points in roughly the same relative spatial positions,

and what is the probability that a different print will be matched more strongly

than the correct print? The fingerprints in the database will be of better quality,

and may well contain other features not discernible in the sample print, but we

are interested in the features discernible in both, and in how they determine our

confidence in declaring a match or a non-match.

A closely related question is: given two prints taken from the same finger under

different circumstances, what is the nature of the variation in the location of dis-

cernible features? This will determine how one selects a match threshold. The

answers to these questions will determine the reliability of this match point tech-

nique as a means of identification.
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Figure 4: Latent print from scene of Madrid bombing, showing features used to
identify both Mayfield and Daoud, i.e. features found in both Mayfield and Daoud
exemplars (Mayfield report Fig 6A).
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Figure 5: Mayfield exemplar, showing features used to identify both Mayfield and
Daoud (Mayfield report Fig 6B).
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Figure 6: Daoud exemplar, showing features used to identify both Mayfield and
Daoud (Mayfield report Fig 6C).
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Figure 7: Latent print from Madrid bombing, showing features used to identify
Mayfield having no source in Daoud print (Mayfield report Fig 7A).
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Figure 8: Mayfield exemplar, showing features used to identify Mayfield having no
source in Daoud print (Mayfield report Fig 7B).
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Figure 9: Daoud exemplar, showing features used to identify Mayfield having no
source in Daoud print (Mayfield report Fig 7C).
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The aim of this research was to help answer such questions as these by performing

computer-assisted analysis of a large number of digital fingerprint images.

Automation of the print examination process, or as much of it as possible, would

appear to be desirable, but in order for this to be achieved the computer must

be able to extract an appropriate set of features from a fingerprint image for the

purposes of classification. We sought to extract the relevant features from each

image and compile statistics on the variability of fingerprint patterns described in

terms of the Level 1 and Level 2 detail. Such information should indicate the best

means of constructing a match score for a given two prints and defining a match

score threshold, and should give an indication of how much confidence we should

place in the performance of such a matching algorithm as measured by the FMR and

FNMR. It has been noted by some researchers, eg. Ross et al. (2006), that a simple

point match score ignores much other information that is present in the image

of the fingerprint, and attempts have been made (see Section 2.3.2) to compare

prints using ridge curve correspondences, using landmarks that are based on ridge

curvature rather than on minutia locations. Hitherto this task has been hampered

by the lack of a suitable means of systematically describing the entire pattern in a

manner analogous to the way in which the Level 2 detail can be specified merely

by listing the locations and orientations of the minutiae.

One way in which the ridge detail can be represented is by means of a skeleton

ridge map (Section 2.3.1). Some kind of binarisation is first applied to the image,

so as to segment the image into ridge regions and valley region. A thinning algorithm

is then applied to the ridge regions to reduce the thickness to one pixel, thereby

converting the ridges to lines which can then be represented, for example, in the

form of a chain code by listing the coordinates of points at specified intervals along

the lines. There are however a number of problems with this representation — these

are discussed in Chapter 4.

A significant component of the research, therefore, was the development of a concise

yet complete way to represent a fingerprint pattern so that prints could then be
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compared using all available information rather than only using minutia locations.

Such a representation should have the following properties:

1. It should be robust, i.e. a small difference in the ridge pattern should result

in only a small change in the output representation.

2. It should be unique; that is, two identical ridge patterns should give identical

representations, and different patterns should give different representations,

so that a match can be recognised.

3. It should consist of a small number of scalar quantities (ideally just one),

which vary smoothly as a function of position in the image.

4. It should be possible to represent the data concisely, to minimise data storage

requirements. This is related to the previous item — a smoothly varying

quantity will be amenable to data compression techniques.

In Section 4.6 I describe my attempts to achieve such a representation, and the

degree to which the attempt can be considered successful.



Chapter 2

Background

2.1 History of the Use of Fingerprints in Identi-

fication

The use of fingerprints in establishing the presence of a suspect at the scene of a

crime, or in clearing innocent suspects, is well known and has a long history. Finger

ridge patterns were noted and described in detail by scientists as early as the 17th

century (Lane, 1992, pp. 275-317).

Sir Francis Galton (1822-1911), began in the late 1880’s the process of classifying

fingerprints according to the presence and position of “triangles”, or delta regions,

in the ridge flow field. Following on from this work, Edward Henry (1859-1931)

identified patterns in the ridge flow which were to become the basis of the standard

fingerprint classification scheme described in Section 2.2.1. The pioneering work of

Galton and Henry in developing fingerprint classification schemes paved the way

for the use of fingerprints as a means of identification.

The first criminal conviction based on the evidence provided by “latent” fingerprints

took place in Argentina in 1892, when the work of Argentinian fingerprint expert

Juan Vicetich was responsible for securing the conviction of Francesca Rojas for the

23
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murder of her two children (Lane, 1992, p. 284). During the early 20th century, the

use of fingerprints by law enforcement agencies replaced the earlier system known

as “Bertillonage”, a methodology devised by Alphonse Bertillon (1853-1914) that

relied on a set of standardised body measurements (Lane, 1992, pp. 39-41, pp. 98-

101).

2.2 Fingerprint Features and Classification

The features examined in fingerprint based identification are of three kinds:

• Level 1 features: Large scale patterns of the ridge flow.

• Level 2 features: Finer scale information about the placement and be-

haviour of the ridges themselves, especially instances where ridges meet or

terminate. These meeting points and termination points are referred to as

minutiae.

• Level 3 features: Details of the fine structure of the individual ridges. These

entities are much more difficult than the Level 1 and 2 features to capture in

a fingerprint image.

2.2.1 Level 1 Features (Ridge Flow Patterns)

Penrose (1969) describes how a system of lines (such as the epidermal ridges on

the fingertips) that are locally parallel but can curve gradually is subject to certain

topological constraints. The lines may fan out and form cusps without disturbing

the continuity of the field. However there are two kinds of discontinuity that can

arise:

1. A core is formed when the parallel field turns through 180◦ and meets itself.
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2. A triradius or delta is formed when three fields surround a point, leaving a

gap in the centre.

These two entities are complementary, meaning that the presence of a core in a

pattern requires that a triradius also be present (and vice versa) in order to maintain

broad scale continuity of the ridge line flow. (This can be proved mathematically.)

Berry and Stoney (2001) classify ridge patterns into four types: arch, tented arch,

loop and whorl.

• An arch fingerprint has ridges that enter from one side, rise to a hump, and

leave from the opposite side. An arch is not associated with any singularities in

the flow field, and for this reason is more difficult to describe mathematically

than the other types. Some researchers, eg. Karu and Jain (1996), do not

include the plain arch as a feature category, only the tented arch.

• A tented arch is similar to the plain arch, but contains one ridge with a high

curvature and contains one core and one delta.

• A loop has one or more ridges that enter from one side, curve around a core,

and leave on the same side they entered. A loop is always associated with

exactly one core and one delta.

A loop may be further classified as a right loop or a left loop according to

whether the ridges enter and leave from the right side or the left side.

• A whorl contains at least one ridge that makes a complete 360◦ path around

the centre of the feature. The whorl class can be be further subdivided into

two categories:

– A twin loop is a pattern containing two cores very close together.

– A plain whorl may be thought of as a twin loop pattern where the two

cores are coincident.

In either case, a whorl is always associated with exactly two deltas.
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These five categories - arch, tented arch, loop, twin loop and whorl, are illustrated

in Figure 10 and form the basis of the Galton-Henry classification scheme (Lane,

1992, p. 279; Maltoni et al. 2003, pp. 173-174).

2.2.2 Level 2 Features (Ridge Placement and Minutiae)

Several classes of Level 2 feature may be identified. Berry and Stoney (2001) for

example define seven basic types of fine scale ridge features:

• ridge ending

• bifurcation

• lake

• independent ridge

• dot or island

• spur

• crossover

However these can all be described as combinations of the basic two: ridge endings

and ridge bifurcations. Figure 11 shows some typical occurrences of these.

2.2.3 Level 3 Features (Fine Ridge Details)

Level 3 detail refers to the fine structure of the individual ridges, eg. the loca-

tion of the sweat pores on the ridges, or irregularities in the ridge edge profiles.

Whilst details such as the individual sweat pores are frequently visible in good

quality database prints (“ten-prints”), and improved latent fingerprint extraction

techniques can often reveal these features in a latent print, there has been little



2.2. FINGERPRINT FEATURES AND CLASSIFICATION 27

(a) Arch (b) Tented arch (c) Left loop

(d) Right loop (e) Twin loop (f) Whorl

Figure 10: Galton-Henry fingerprint classes.
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Ridge
Bifurcations

Ridge
Terminations

Figure 11: Closeup of portion of fingerprint, indicating some occurrences of ridge
bifurcations and terminations. (Ridges appear as dark regions, valleys as light re-
gions.)
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work done on the individuality of these features, though human fingerprint exam-

iners frequently make use of them as an additional aid to verification (Ashbaugh,

1999, pp. 149-150).

Jain et al. (2007) have shown that Level 3 features carry significant discriminatory

information. They describe a matching scheme that utilises information from all

three levels, the Level 3 features being extracted using Gabor filters and a wavelet

transform. They note that accurate detection of Level 3 features requires an image

resolution higher than the standard 500 ppi resolution of fingerprint images in

current fingerprint databases — they suggest a resolution of 1000 ppi is appropriate.

Level 3 details are considered to be outside the scope of this project.

2.2.4 Fingerprint Processing and Feature Extraction

Before a print can be classified and used as an aid to identification, the relevant

features must be extracted, either manually or automatically.

A typical feature extraction algorithm begins by extracting the ridge orientation

at each point. A ridge representation is then generated by refining the ridges to

eliminate imperfections such as spurious gaps, performing some kind of binarisation

to segment the image into ridges and valleys, and in some cases using a thinning

algorithm to create a skeleton image of the ridges. The ridge map, or sometimes

the skeleton image, is then analysed to identify the location and orientation of the

minutiae.

A minutia is defined as being a point where a ridge terminates or bifurcates (forks).

This implies that the term “ridge” is well-defined. There is however more than one

way to define the boundary between valleys and ridges. One way is to use an

intensity threshold. Because the overall lightness and darkness of the pattern may

vary across the image, it is better to use some kind of position-dependent intensity

threshold rather than a single threshold level for the entire image — for example,

one possibility is to use the median intensity in a specified neighbourhood as the
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threshold.

2.2.5 Fingerprint Classification

Once the parameters have been extracted, the print must be described by some

classification scheme in order to narrow down the search for a matching database

print as much as possible. The Galton-Henry scheme provides an essential but

very rudimentary initial classification, using only Level 1 detail. To narrow down

significantly the number of possible matching prints, a much stronger analysis is

necessary, using both Level 1 and Level 2 detail.

Coetzee and Botha (1993) for example describe a number of different classification

schemes:

• Using the directional image. Feature vectors are derived based on the domi-

nant ridge direction in each block of the image.

• Using a Fourier transform combined with a wedge-ring detector which

partitions the frequency domain image into frequency components.

• Using a correlation classifier, which compares the print images directly.

2.3 Previous Work

2.3.1 Work on Fingerprint Processing and Feature Extrac-

tion

Overall Methodology

Jain and Pankati (2001, their Figure 8.11) describe a typical feature extraction

algorithm at the conceptual level:
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1. From the input image, estimate the ridge orientation at each point, giving

an orientation field.

2. Generate a ridge representation:

• Identify the locations of the ridges.

• Refine the ridges using contextual filters, to eliminate imperfections such

as spurious gaps.

• Use a thinning algorithm to reduce the ridges to one pixel width, creating

a “skeleton image”.

3. Minutiae extraction – analyse the ridges to identify the location and orienta-

tion of the minutiae.

Another typical methodology for analysis of a fingerprint image is the sequence of

steps performed by Ratha et al. (1995):

1. Perform preprocessing and segmentation to convert the image into a binary

image with the print impression separated from the background.

2. Derive the ridge orientation field using Principal Component Analysis. The

image intensity variance also gives a “quality” measurement for the orientation

estimate.

3. Locate the ridges using a single projection perpendicular to the orientation.

The ridges are smoothed, then the peaks are counted, giving a ridge count.

4. Locate the minutiae by constructing a skeleton image and examining the be-

haviour of the binary values at the neighbour points (the “Crossing Number”

technique, described later in this section).

5. Perform postprocessing to eliminate spurious minutiae – ridge breaks, spikes,

and minutiae introduced as artifacts of boundary effects.
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Each of these steps is described more fully below. Note that the order in which

they are presented here does not imply that the operations are always performed

in that order. For example, many researchers use the ridge orientation field as an

aid to segmentation, implying that the step of obtaining the orientation must be

performed before the segmentation step.

Image Segmentation

The objective of segmentation is to separate the image into the foreground and a

background. The foreground is the part that contains the fingertip image itself; the

background is the remainder.

In many images there is some part of the fingerprint where the pattern cannot be

reliably retrieved – that is, the ridges and valleys are not sufficiently clear. In poor

quality images, such areas may form a significant fraction of the fingerprint, and

indeed one may not be able to say whether the region is part of the background or is

actually part of the fingerprint but with the ridge pattern obscured. From the point

of view of information retrieval the distinction makes little difference, since in either

case we are not able to obtain any useful information, such as ridge orientation or

the presence or absence of minutiae, from the region.

The directional image may itself form the basis of a segmentation of foreground

from background, in which case an orientation map must of course be computed

before performing segmentation. Mehtre et al. (1987), for example, first compute

the directional image, then divide the image into square blocks of 16 × 16 pixels

and construct a directional histogram for each block. A part of the image where

the orientation is well defined will exhibit strong response (intensity variation) in

certain directions and little or no response in other directions. The directional

variance of these directional responses is calculated, and a threshold value is used

to assign the block to either the foreground or the background.

An equivalent way of describing the variance of the orientation is to measure the
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orientation coherency (often simply called coherence). This is discussed further

in Chapter 4. The coherence is easily and quickly computed in terms of the mean-

squared-gradient tensor, as described in Jähne (1997, pp. 430-432).

Maltoni et al. (2003, p. 95) list a number of other approaches to segmentation:

• Ratha et al. (1995) perform foreground/background segmentation based on

a different criterion. They compute the variance of grey levels in the direc-

tion orthogonal to the orientation field in each block, on the assumption that

the background image regions have no directional dependence and have low

intensity variance in all directions, whereas the areas representing the finger-

print have very high variance in a direction orthogonal to the ridges and low

variance along the ridges.

• Maio and Maltoni (1997) discriminate foreground and background by using

the average magnitude of the gradient in each image block.

• Shen et al. (2001) employ a bank of eight Gabor filters which are convolved

with each image block and the variance of the filter responses is used for

segmentation.

Previous work on segmentation has mostly been done employing combinations of

one or more of the above criteria.

A somewhat different approach is to employ morphological operators. These

are set operators that work on binary images, where the input set is, for example,

the set of points in the image whose logical value is 1; the concepts can however

be extended to include grey-valued images. The basic morphological set operations

of dilation, erosion, opening and closing are described for example in Ritter and

Wilson (1996, Chapter 7).

Climent (2007a) has applied morphological techniques to the task of fingerprint

image segmentation. First a sequence of open and close operations is applied to
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the binarised fingerprint image, and the outputs of these are examined to deter-

mine the typical ridge spacing. This is found to be about nine pixels in a 500 dpi

image, corresponding to an inter-ridge spacing of about 0.45mm. He then proposes

segmenting the images by performing open and close operations with a structural

element slightly larger than this value of nine pixels, in an attempt to identify all

the points in the image corresponding, respectively, to ridges and to valleys (Cli-

ment, 2007b). It turns out however that this method of segmentation finds many

structures in the image background that have an orientation field and a character-

istic thickness similar to that of the ridges, and these areas are therefore incorrectly

marked as part of the foreground.

Chen et al. (2004) adopt an alternative approach to segmentation. Rather than

just generating a binary foreground/background image, they derive a measure of

ridge and valley “clarity” for each 32 × 32 pixel block of the image as follows:

• Compute the ridge orientation.

• Obtain the average intensity profile along a line perpendicular to the orienta-

tion.

• Select a threshold intensity value to classify each pixel as ridge or valley, based

on the average of the minimum and maximum intensities.

• Each portion of this averaged profile is marked as being part of either a ridge

or a valley according to whether the average intensity is above or below the

threshold. The local clarity score is based on the fraction of misclassified

pixels, i.e. pixels whose intensity is above the threshold but are in a region

marked as “ridge”, or with intensity below the threshold but lying in a region

marked as “valley”.

In other words, the clarity score is a measure of how much the intensity field within

the block deviates from the model of being solely a function of one coordinate

(perpendicular to the ridges) and independent of the other (parallel to the ridges).
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They also use a second method based on the global orientation map, making the

assumption that the block orientation should not differ from that of the neighbour-

ing block by more than a certain amount (they use 8◦ as the maximum permissible

difference).

Ridge Orientation

The large scale features of the ridge pattern are based on the orientation of the ridge

lines at each point. Most existing classification approaches make use of the orienta-

tion image (Maltoni et al., 2003, p. 176). This representation was first introduced

by Grasselli (1969).

The orientation field may be computed by the application of appropriate image

filters sensitive to particular texture orientations (Fleet and Jepson, 1989; Low,

1991). For example a 2-D Gabor filter may be applied to detect periodicity in a

particular direction (Turner, 1986). Namuduri et al. (1994) show how to efficiently

compute a hierarchy of such filters at various resolutions and various orientations.

Yager and Amin (2004) describe a fast method of obtaining orientation by convolv-

ing the image with a special 9 × 9 filter mask. The output assigns to each pixel a

number from 1 to 8, corresponding to one of 8 possible directions for the orienta-

tion. Clearly this method is unsuitable if a more accurate orientation estimate is

required.

Another way to compute orientation is to employ Principal Component Anal-

ysis. This is performed by taking the intensity gradients in the x and y directions

at each point, and constructing a covariance matrix. The largest eigenvector of this

matrix defines the direction in which the magnitude of the gradient is a maximum,

and the perpendicular direction is taken as the orientation of the lines. The rel-

ative sizes of the eigenvalues can also be used to assign a quality measure to this

orientation estimate. The method is described in detail in Chapter 4.

Bazen and Gerez (2002) describe a method for deriving a high-resolution orientation
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field (via Principal Component Analysis), extracting the singular points, identifying

each as a core or delta, and finding the orientations of these singularity features.

Ratha et al. (1995) divide the image into a set of 16× 16 pixel blocks and segment

each block independently as described above, using the orientation of each block,

which they compute via Principal Component Analysis.

Mehtre (1993) uses a similar approach, though in computing the ridge directions he

uses the magnitudes of intensity differences (whereas Principal Component Analysis

is based on the squares of these differences). The ridge flow direction is taken to

be the direction in which these difference magnitudes sum to a minimum. He also

carries out this step before the segmentation step, since he performs segmentation

based on the response obtained from direction-based filters.

Attempts have been made to use a mathematical model to describe the orientation

field. Zhou and Gu (2004) model the orientation field in terms of a rational polyno-

mial expression with a small number of coefficients. This is termed the “zero-pole

model”, because the singular points in the flow field correspond to points where the

numerator vanishes (cores) or the denominator vanishes (deltas).

Ridge Enhancement

Much work has focused on fingerprint image enhancement , i.e. improving the qual-

ity of the image (i.e. the clarity of the ridges) in order to facilitate the task of

matching, rather than on the matching process itself.

One popular approach to ridge enhancement (Maltoni et al., 2003, p. 107) is to

use a bank of contextual filters tuned to a specific ridge frequency. The image is

smoothed by selecting the appropriate filter at each point, based on the known

ridge orientation. For example, O’Gorman and Nickerson (1989) employed a bank

of oriented filters that were elongated in the direction of the ridge orientation and

cosine tapered in the direction at right angles to the ridges. Hong et al. (1998)

employ a bank of oriented Gabor filters. Sherlock et al. (1994) perform fingerprint
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enhancement by directional Fourier filtering, which again requires the estimation of

a single frequency component at each image point.

A problem with these kinds of filter is that, since they are tuned to specific frequen-

cies, they require a preliminary estimate of the ridge frequency. Frequency may

vary significantly across the image, and inaccuracies in this point-wise frequency

estimate may degrade the performance of the contextual filters. Moreover, one

might expect the frequency estimate to be unreliable near the ridge terminations

and bifurcations, which are precisely the regions of most interest. This issue is

discussed further in Chapter 4, where a method of ridge enhancement is described

that does not require an a priori point-wise estimate of ridge frequency.

Ridge Location, Minutia Detection and Minutia Filtering

The ridge frequency, or equivalently the inter-ridge spacing, is an important feature

of the pattern. For example it is useful for minutiae extraction and filtering, and

may also be used as an aid to segmentation. It should be noted, however, that

whilst the concept of ridge frequency is meaningful at the broad scale it fails at

scales of the order of one ridge wavelength or less. This is because of the presence

of the minutiae — at a ridge bifurcation or termination there is a discontinuous

jump of one in the number of ridges as one traces a direction parallel to the ridges.

There are a number of ways to compute ridge frequency. One approach is that em-

ployed by Maio and Maltoni (1998b), who model the image as an oriented sinusoidal

pattern and extract the frequency using a formula based on high-order derivatives

of the function.

Although such a model contains information about both ridge orientation and ridge

frequency, most researchers have proceeded by first producing an estimate of the

orientation field, then using one or more projections perpendicular to the orientation

to infer the ridge frequency. One approach is to locate the ridges using a single

projection perpendicular to the orientation. The ridges are smoothed, then the
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peaks are counted, giving a ridge count.

Minutia extraction can be performed by using the Crossing Number (Thai, 2003).

The image is first preprocessed, in the course of which it is converted to a binary

image. A thinning algorithm is applied to generate a skeleton ridge map. The

crossing number (CN) is then calculated at each pixel by traversing the eight neigh-

bouring pixels and counting the number of transitions between the two possible

binary values. The CN will normally be equal to either 4 (for points located on

a ridge line) or zero (for points not on a ridge line). A CN of 2 identifies a ridge

ending, while a CN of 6 identifies a bifurcation.

Hung (1993) works with binary images as input. An adaptive filtering technique is

used to equalise the width of the ridges. First, at each point a window is defined

whose size depends on the inter-ridge spacing measured along four directions (right,

left, up and down) from the selected point. The ridge direction is computed at each

point in the window, and a histogram of directions is constructed, from which

the dominant direction is found. The ridge width is then measured by counting

ridges perpendicular to the ridge direction, and the widths are adjusted so as to

make ridges and valleys equal in width. Noise removal and pattern purification is

performed based on ridge and valley characteristics as follows:

• Identify minutiae via crossing number.

• Select a threshold length.

• Spurs and holes with size less than this threshold are removed immediately.

• Bridges are removed. A bridge is identified as an edge, linking two bifurca-

tions, having a length less than twice the inter-ridge distance.

• Short line breaks are removed by carrying out an analogous operation on

valleys, since a ridge break may alternatively be viewed as a valley bridge.

Luo and Tian (2000) perform ridge enhancement and minutia filtering by first

binarising the image, then constructing both a skeleton ridge map and a skeleton
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valley map. The minutia are located by examining the Crossing Numbers of points

in the ridge and valley skeletons. The existence of many short lines and line breaks

results in the finding of many false minutiae — these are removed by means of a

number of explicit rules based on the permissible length of line segments and breaks

and the permissible angles of line junctions.

Amengual et al. (1997) also perform a thinning (skeletonisation) after the binari-

sation stage but before the final minutiae extraction stage. At the thinning stage,

small undesirable structures such as holes and spurs are removed, then the ridge

lines are thinned to a width of one pixel. Finally the remaining spurs are removed,

and the resultant skeleton image becomes the input to the minutiae extraction,

which is performed using the Crossing Number.

The elimination of false minutiae is a field in itself. It is important because a

falsely marked minutia point in a data or sample print can dramatically increase

the likelihood of a false match or a false non-match.

Maio and Maltoni (1998a) present a method of minutiae filtering based on a neural

network classifier. They note that automatic minutia extraction is subject to three

kinds of error:

1. False minutiae,

2. Misclassification (ridge ending classified as a ridge bifurcation or vice versa),

3. Missed (“dropped”) minutiae.

These errors are caused by gaps in the impression of the ridge lines, and by noise

in the image.

In an attempt to reduce the first two types or error, they employ a neural network

based minutiae filter. The minutia neighbourhood is first normalised with respect

to orientation, scale and perturbations such as image intensity. A neural network

classifier is then applied to the resultant pattern. They succeed in effecting signifi-

cant reductions in the overall error rate, though with a small increase in the rate of
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dropped minutiae. This method does not locate the minutiae – rather, it examines

points that have already been marked as minutia locations. Clearly this method

is useful only for the first and second types of error listed above – it cannot locate

dropped minutiae.

Xiao and Raafat (1991) describe a combined statistical and structural approach to

removing false minutiae in skeleton fingerprint images.

Farina et al. (1999) note that an initial skeleton ridge map may contain as many

as several thousand line endings or bifurcations, of which typically less than a

hundred, even in a full good quality ten-print, would correspond to actual minutiae

as identified by a human examiner. They use a multi-stage process to filter out

“spurious” minutiae:

1. Pixel Codification. Each pixel in the skeleton image is codified according

to the number of outgoing branches.

2. Pre-filtering. End-points next to another minutia are deleted, and adjacent

bifurcations or crossings are removed.

3. Skeleton enhancement. Ridges are “repaired” by connecting adjacent fac-

ing end-points.

4. Minutiae invalidation. Close minutiae, and those resulting from bridges

and spurs, are removed.

5. Topological validation:

• Island removal. Islands are removed by removing bifurcations that

correspond to a short closed path.

• Bifurcation validation. The ridge layout in the neighbourhood of the

bifurcation is examined to verify the existence of the correct pattern.

This is done by following each branch to verify that a lateral ridge is

present within 1.5λ, λ being the ridge wavelength which is typically

between 8 and 12 pixels in a 500 ppi image.
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• End-point validation, A rectangle of size 3λ × 1.5λ with the larger

dimension at right angles to the ridges, is constructed centred on the

end-point. Validation consists of verifying that there are two ridges that

enter the box from one side and leave on the other (in addition to the

ridge that terminates at the end-point).

Lu et al. (2002) describe a postprocessing algorithm for removing false minutiae.

Noise in a fingerprint image may result in a false ridge break with one bifurcation

and one ending — these are detected using the fact that such spurious bifurcations

usually have one highly curved branch. False pairs (eg. bridges, crosses, islands) are

characterised by pairs of endings or bifurcations that are very close together and

oppositely directed. They are removed using criteria based on the distance between

the points and their mutual orientation.

2.3.2 Work on Fingerprint Matching and Individuality

Beginning with the work of Galton in 1892, many researchers have devised models to

describe the individuality of fingerprints (Stoney, 2001; Maltoni et al. 2003, p. 261).

Traditionally the number of matching minutiae has been used as the criterion for

identification. In the U.S., for example, until 1973 the threshold was set between ten

and twelve match points (Ashbaugh, 1999, p. 2). Stoney concludes, however, that

“From a statistical viewpoint, the scientific foundation for fingerprint individuality

is incredibly weak.” (Stoney, 2001)

Stoney’s method examines the underlying statistical basis for fingerprint compar-

ison. The relevant question is: how much correspondence between two prints is

sufficient to conclude that they both came from the same finger?

He identifies two aspects to this:

1. Quantity — how much skin surface is depicted in the print, and how many

how many details (features) are visible,
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2. Quality — the accuracy of the imaging process.

A minutia-based matching scheme requires that the minutiae first be located and

spurious minutiae removed; a latent print can then be evaluated by attempting to

match the minutia pattern with another in the database. There are two aspects to

evaluating a match:

1. The two images must first be registered, i.e. they must conceptually be placed

one on top of the other in such a way that they correspond as closely as

possible. Formally stated, this means finding a spatial transformation to map

the points of one image onto the other in the way that gives the best match.

Since the centre of the fingertip will not always be in the same location relative

to the centre of the image, we would expect as a minimum that registration

would require a translation and possibly also a rotation. However, because of

the presence of non-linear distortion, a simple rigid transformation consisting

of a translation and a rotation is in general not sufficient, and one must

allow more general transformations that include a limited amount of stretching

and shearing. Non-linear distortion results from the fact that a fingerprint

represents a mapping of a rounded surface (the fingertip) onto a planar one,

as well as from additional distortion caused by uneven pressure of the finger

on the contact surface. Such additional distortion may be as much as 30% —

that is, the distance in the image between two given points on the fingertip

may vary by as much as 30% between one print capture and another (Tu and

Hartley, 2000).

2. Once a registration is performed, a match score may be generated by direct

comparison of corresponding locations in the two images — for example, by

noting the presence or absence of a minutia and the direction of the ridge

orientation at that location, or by some correlation measure based on actual

pixel intensity values.

The presence of cores and deltas common to both prints can be used to estimate
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the global transformation required to register the two prints. The locations of the

minutiae provide an additional cue.

A problem with implementing automated registration of fingerprint images is the

comparative scarcity of large databases containing multiple prints from the same

finger. However the MYCT project, launched in 2001, provides for the acquisi-

tion of prints from several hundred individuals, with 12 samples of each fingerprint,

acquired under human supervision and under controlled conditions regarding vari-

ability of positioning, and should help to remedy this data deficiency (Simon-Zorita

et al., 2003).

Trauring (1963) describes a fingerprint verification based on the assumption that

two prints from the same finger are related by an affine transformation plus a small

deviation α. An initial non-automatic registration process was first required, in

which minutia coordinates were measured and the coordinates relative to a set of

three reference minutiae were stored. At a later date the claimant placed his finger

in a guide identical to that used in registration, whereupon automatic minutia

detectors scanned the pattern and verified it against the original registered pattern.

Minutia detection was done by classifying each image point as ridge or non-ridge

according to an illumination threshold, then identifying features in the resultant

binary pattern that correspond to ridge endings and bifurcations. This system was

designed as a verification system, i.e. one in which the prints were taken with the

cooperation of the subject, to enable the subject to prove his identity, rather than

an identification system to retrieve a matching print from a database of candidate

prints.

When comparing one print with another, Mehtre (1993) derives a match score based

on the number of matching minutiae and on the number of discernible minutiae in

both the data print and the sample print. Each minutia is specified by a list of

attributes, viz. position, ridge orientation, and the ridge count from this minutia to

each of the five nearest minutiae. Two minutiae are said to match if their attributes

are the same to “within an allowable tolerance” (he does not specify how the size
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of this tolerance is selected).

Ratha et al. (1996) employ a matching methodology in which the minutiae are

extracted in both the query and the database print, and an attempt is made to

perform a pairwise match that gives a match score. In order to do this it is nec-

essary to first register the images, i.e. to find a translation, rotation and scaling

transformation that will match as many minutiae points as possible from the first

image with those in the second image. This is accomplished by means of a Hough

Transform technique, in which a match score is computed for each of the possible

combinations of transformation parameters and the best is selected.

Germain et al. (1997) generate a hash-code from fingerprint features, which they

extract from a skeleton ridge representation. Matching is performed by using a

least-squared-error technique to map one image to the other with a rigid transform.

The “Flash” algorithm is employed to locate triplets of minutiae that resemble one

another in terms of their geometric relation.

A recent approach to minutia-based matching is the one taken by Tu and Hartley

(2000), who perform a statistical analysis of the distribution of minutiae over a

100× 100 pixel grid centred on a given minutia and aligned with the orientation of

this minutia. The grid is subdivided into 100 squares, each of size 10 × 10 pixels,

and a binary code is generated recording the presence or absence of a minutia in

each square. A similarity measure between two codes is then calculated by taking

the Hamming distance between the two bit sequences. This is used to evaluate how

closely the neighbourhood of a given minutia in one print matches the neighbour-

hood of a given minutia in the other print, this information being used to register

the prints. The number of matching minutiae (minutiae in matching locations to

within a specified minimum distance) is then used to generate a match score. It

can be seen that two levels of matching take place here — a comparison of the

neighbourhoods of individual minutia pairs, in order to register the images, and a

global comparison of minutia locations to generate the final match score.

The prints in the database are thereby ranked according to the closeness of the
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match with the latent print. This provides a means of evaluating the performance

of a matching algorithm by noting how many prints are ranked ahead of the true

mate. A perfect matcher would of course place the true mate of the latent print at

the head of the ranked list every time.

My work described in Chapter 3 uses a modification of Tu and Hartley’s method,

which is therefore presented in that chapter in greater detail.

Kovács-Vajna (2000) applies a matching technique based on minutia correspon-

dences, but the feature descriptors in question here are based on image values in

a 16 × 16 neighbourhood of the minutia, with suitable correction for the effect of

differing image contrast. These image descriptors therefore reflect the appearance

of ridges and valleys in the immediate minutia neighbourhood, rather than the

locations of neighbouring minutiae as used by Tu and Hartley. Possible minutia

correspondences are found by matching triangular sets of minutiae, allowing for

the possibility of up to 10% difference in the length of corresponding line segments

between the two prints.

Tico and Kuosmanen (2003) have performed matching using a similar approach to

that taken by Tu and Hartley, but using minutia descriptors based on the local ori-

entation field relative to the reference minutia rather than the presence or absence

of neighbouring minutiae. Their minutia neighbourhoods are circular (compared

with those of Tu and Hartley which are square), and the similarity scores are cal-

culated from the differences between the orientation angles at corresponding points

in the two circular descriptor regions.

He et al. (2006) start with a thinned fingerprint (skeleton image). They treat the

fingerprint as made up of many local regions. Each region is represented by one

or more second-order “minutia-simplexes”. A second-order minutia-simplex is a

set of two minutiae, with an associated feature descriptor. Relative features of the

minutia-simplex are divided into two classes: transformation-invariant features,

which can be used for local similarity measurement, and transformation-variant

features, eg. the direction of the minutia-simplex, which are used for alignment.
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Regions are aligned using rigid transformation. The optimal rotation parameter for

alignment is found by using the histogram of similarity vs. rotation angle.

Ross et al. (2006) adopt an alternative approach of using ridge curve correspon-

dences, rather than minutia locations, to estimate the deformation parameters of the

nonlinear distortion between two candidate prints. Image registration is done using

landmarks based on ridge curvature rather than minutia locations. When several

different impressions of the same finger are available, they estimate an “average”

distortion by comparing the different impressions. They claim that this leads to a

better alignment of the images because of the “richer intrinsic information contained

in curves compared to points”.

Chen and Gao (2007) adopt an approach to minutia pattern matching that does

not require that pairs of corresponding minutiae be identified. They first generate a

Minutiae Direction Map (MDM) by converting minutia point sets into 2D image

spaces. The value of the field is defined to be a unit vector in the complex plane at

a minutia location, and zero elsewhere. Two MDM’s are then compared for degree

of match by calculating the Phase Correlation, which exploits the fact that two

images that differ only by a displacement have Fourier transforms that differ only

in phase, not in magnitude. By correlating the phases of the Fourier transforms,

a cross-correlation spectrum is obtained, and the displacement is identified as the

location of the peak in the cross-correlation spectrum.

In the work described in Chapter 3. I adopt a similar representation to that em-

ployed by Chen et al., i.e. the minutiae are represented by a complex function whose

value is a unit vector at a minutia location, and zero elsewhere.

Regarding the task of estimating the individuality, or degree of uniqueness, of a

given fingerprint, Pankati et al. (2002) derive a formula for estimating the probabil-

ity that two randomly selected prints that respectively contain m and n discernible

minutiae will have a given number ρ of minutiae that match, i.e. are present in

the same location to within a certain spatial tolerance. The size of this tolerance

depends on the observed variation between different impressions of the same finger,
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and is selected via analysis of a database of mated fingerprint pairs. Once this

tolerance is specified, this determines the value of M , the total number of possible

minutia locations. The probability of such a match follows a hyper-geometric distri-

bution with parameters M , m, n and ρ, and is shown to be highly sensitive to both

the number of minutiae and the number of matches. In other words, a misjudg-

ment regarding the existence of a minutia when examining the prints dramatically

increases the probability of a false match or a false non-match.

Chen and Moon (2007) present a fingerprint individuality model calculated by

combining the distinctiveness of the spatial locations and directions of the minu-

tiae.Their model assumes that the minutia locations are randomly distributed, but

recognises that the minutia orientations are not independent of their locations.

Based on this assumption, they derive a formula for estimating the probability that

two fingerprints have q minutia correspondences, where a correspondence is defined

as a positional difference less than or equal to a threshold value. They use 15 pixels

as the threshold — since the image resolution is 500dpi., this corresponds to about

0.75mm. Based on this model, they calculate for example that the probability of a

12-point match between two full prints is 2.7×10−15, which would appear to justify

the use of a 12-point standard for identification.

Zhu et al. (2007) note that the individualisation of fingerprints has not been sub-

jected to the principles of scientific validation, resulting in a number of legal chal-

lenges based on the Daubert ruling. They derive a joint distribution model for k

pairs of minutia features that takes into account the clustering tendencies of minu-

tiae and the dependence between minutia location and direction. Minutiae are

grouped into clusters, where a cluster is defined by a range of minutia locations and

orientations. The minutia position within each cluster is then modeled by a bivari-

ate Gaussian distribution and the minutia direction by a Von-Mises distribution.

Chen and Jain (2009) propose to evaluate fingerprint individuality by modeling the

distribution of minutia, ridge and pore features. The minutiae and ridge features

are separately modeled for each fingerprint class (loop, whorl, etc.). As in the
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work cited in the previous paragraph, minutiae are grouped into clusters based on

their positions and directions, and the locations and directions withing the cluster

are modeled, respectively, by a bivariate Gaussian distribution and a Von-Mises

distribution. They note that minutia density distribution is highly correlated with

the fingerprint class, with higher minutia density in the core and delta regions.

(This is consistent with my own findings, discussed in Chapter 5, in which I present

a hypothesis to account for this correlation with fingerprint class and location.) In

addition, the location of ridge pores is taken into account by assuming a particular

probability density function for pore spacing. They find that the intra-ridge pore

spacing is independent of minutia location or ridge flow pattern. As expected,

the addition of ridge features and pore features reduces the probability of random

minutia correspondence both theoretically and empirically.

Beginning in April 2009, the U.S. National Institute of Standards and Technology

(NIST) has announced challenges referred to as ELFT-EFS (Evaluation of Latent

Fingerprint Technologies: Extended Feature Sets) (NIST, 2010b). These are pub-

lic challenges whose purpose is to evaluate the current state of the art in latent

fingerprint matching, by comparing the accuracy of searches using images alone

with searches using features marked up by humans. Such information is vital be-

cause of the large expense in time, effort and expertise required for the task of

feature markup. The results of the first such challenge (ELFT-EFS Evaluation #1)

have been published in a preliminary report (NIST, 2010a). Results for the different

challenge participants employing inputs consisting of image only, image plus marked

feature set, or feature set only (Table 1 in this report), appear to indicate that the

use of both the raw image and marked feature sets results in significantly better

identification performance than using either one in isolation. It therefore becomes

important to either invest the time for accurate human markup of features, or to

devise improved image processing algorithms capable of mimicking the accuracy of

the human examiner in the task of identifying and marking features.
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A series of Fingerprint Verification Competitions has been organised by a consor-

tium of academically based biometric research laboratories; the fourth and most

recent of these, known as FVC2006, was held in 2006. For these competitions a

number of fingerprint databases are used, including some synthetically generated

prints; the non-synthetic prints are collected using a number of different sensing

technologies, but in all cases they involve volunteers presenting their fingertips to

the sensing device — that is, they represent what are generally known as “ten-

prints”, taken under controlled conditions, rather than latent prints. The aim of

these competitions is to “track recent advances in fingerprint verification, for both

academia and industry, and to benchmark the state-of-the-art in fingerprint technol-

ogy.” (FVC2006, 2006). However the results of the competitions are only presented

in the form of tables showing the performance of the various algorithms, along with

the author(s) of the algorithm; they do not discuss the nature of the algorithms

used.
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Chapter 3

Preliminary Statistical Analysis:

Pattern Matching Applied to the

Training Fingerprint Dataset

3.1 Introduction

The objective of this research was to gather statistics on the distribution of the

features used in fingerprint-based matching. In order to do this, the features must

first be extracted. As stated in Chapter 2, the features in question are:

1. Level 1 detail: the orientation pattern of the ridges, including the presence

and locations of any cores and deltas;

2. Level 2 detail: the location and type of minutiae.

The extraction and representation of the features of the fingerprint pattern is an

ongoing challenge. The development of a working methodology for analysing a

digital fingerprint image, extracting the Level 1 and Level 2 detail and representing

this information, formed a large component of this research; this work is described

in detail in Chapter 4.

51
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It was, however, possible to do some preliminary statistical analysis on the unique-

ness of fingerprint patterns. This was made possible by the acquisition of a fin-

gerprint “training” database supplied by the U.S. National Institute of Standards

(NIST, 2003). This is a database of 258 “mated pairs” of fingerprint images. Each

pair consists of one ten-print and one latent print that have been identified (man-

ually by human fingerprint experts) as belonging to the same finger. The locations

and orientations of all the discernible minutiae have been manually extracted and

tabulated for each print. The dataset is designed to be used for training fingerprint

examiners. The size of the database is probably too small to draw from it defini-

tive conclusions about fingerprints in the general population, especially considering

that the prints in this particular database, though anonymous, are sourced from

crime scenes and may therefore not be fully representative of the general popula-

tion. However the dataset proved to be large enough to gather some point match

statistics and gauge the limitations of a matching score based on the number of

point matches.

The specifications of the training dataset are given in Appendix A.

A Note on Convention: There appears to be no universally recognised conven-

tion for specifying the direction of a minutia. Some researchers define the direction

as that in which the number of ridge lines increases — this is the convention used in

my own work and in most of this document. Others (eg. NIST) adopt the opposite

convention, which is therefore the one used in the present chapter.

3.2 The Work of Tu and Hartley

Tu and Hartley (2000) address the issue of the reliability of a fingerprint matching

system based on matching of minutiae. Using a database of 300 ten-prints, they

select ten minutiae at random from each print, giving a total of 3000 minutiae. For

each minutia a feature descriptor is then constructed as follows:
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REFERENCE 
MINUTIA

Figure 12: Construction of a minutia feature descriptor using a 10× 10 square grid
of cells centred on the minutia and aligned with the minutia orientation.

1. A 10 × 10 grid of squares is centred on the minutia, and is aligned with the

orientation of the minutia (Figure 12). Each square of the grid is 10×10 pixels

in size. Each grid therefore covers 100 × 100 pixels; since the images have a

resolution of 500ppi or 19.69ppmm, this represents approximately 5mm ×
5mm.

2. Any grid cell containing a minutia (other than the reference minutia) is as-

signed a value of 1; other squares are assigned a value of 0. This results in a

100-bit code for each minutia, giving the locations of neighbouring minutiae.

3. The relative frequencies of an occurrence of 1 in each bit are analysed. The 8

central bits are found to have a relatively low frequency; these are therefore

excluded from the analysis leaving a 92-bit code.

After excluding the 8 central bits from each grid, the remaining 92 bits all display

a similar frequency; Tu and Hartley use this frequency to estimate the probability

p that a particular bit is “on” (contains a minutia) as:

p = 0.05381. (1)
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Given two 92-bit codes X and Y , the Hamming Distance is defined as the average

value of the exclusive or between each bit pair in the two codes; the similarity

measure S is then obtained by subtracting this quantity from 1:

S = 1 − 1

92

92
∑

k=1

X[k]
⊗

Y [k]. (2)

They compare the behaviour of S with the behaviour that would be expected if

S were the result of 100 independent Bernoulli trials, each with a probability p.

Using standard formulae for the mean and variance of a binomial distribution, the

expected sample mean and variance of S can be calculated. It turns out that the

observed value of S is very close to the predicted value, but that the variance is

significantly larger than expected. This result is interpreted as an indication that

the 92 bit values are not in fact independent but are correlated. They show that

the expected sample variance is close to what would be expected if the number of

independent trials was 82 rather than 92; that is, the number of degrees of freedom

N is close to 82 rather than 92.

They go on to use this result to derive the probability distribution of the Merit

Function for a given ten-print and a given latent print. The merit function is

calculated by registering the two minutia sets to give the best possible match, then

comparing the number of matching minutiae with the number that could have

occurred. In their example, if the latent print contained 14 visible minutiae (the

ten-print would normally contain a much larger number), the maximum possible

number of matches is 13 (it is 13 rather than 14 because one minutia pair is used to

initially align the prints, so there will always be one match point). If the best final

alignment actually matched 11 pairs, the merit score would be 10/13. In registering

a pair of images, they allow only for the possibility of a translation and a rotation —

that is, stretching is not permitted. They note however that stretching of up to 30%

can occur in real prints, and suggest that an improved methodology might use the

flow field singularities (cores and deltas), which are preserved by transformations,

to estimate the distortion parameters.
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In the present context we are mostly interested in the similarity measure S between

two given minutiae as defined above, based on their feature descriptors, and in how

this measure might be improved on.

3.3 A Modified Minutia Neighbourhood Similar-

ity Measure

3.3.1 Discussion

There are several points to note about the minutia feature descriptors used by Tu

and Hartley, and the similarity measure derived from them:

1. The descriptors are based on a square grid of 100 cells. A larger or smaller

number could just as easily have been used — it is not immediately clear that

100 is the best number of cells into which to subdivide the square neighbour-

hood.

2. For a minutia near the border of a cell, a small shift in the position may shift

the minutia from one cell to the other, causing the binary values of both cells to

change and drastically affecting the similarity score. Such a change in position

can easily result from distortion, or simply from the inherent inaccuracy in

determination of the exact location of one of the neighbouring minutiae, or

the exact location and orientation of the reference minutia.

3. The feature descriptor used by Tu and Hartley does not explicitly take into

account the orientation of neighbouring minutiae with respect to the reference.

Although their grids cover an area of only about 5mm by 5mm, so that in most

cases there is little variation across the grid in the orientation of the ridges,

this still leaves the possibility that a given minutia may be either parallel or

anti-parallel to the reference minutia. Since two oppositely directed minutiae
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are clearly distinguishable, it would seem desirable to use a feature descriptor

that takes this possibility into account.

An investigation was therefore carried out to try and determine what might be the

optimum number of cells. In addition, an attempt was made to devise a feature

descriptor that would describe the minutia neighbourhood in terms of a continuous

variable (within the limits of computational storage) rather than simply as the

presence or absence of a minutia in each individual cell, and would also take into

account the orientation of neighbouring minutiae.

3.3.2 Optimum Number of Grid Sub-cells

Given a square neighbourhood of a fixed size surrounding a minutia, we wish to

divide the area into a number N of equally sized cells. An N-bit feature descriptor

will then be generated based on the presence or an absence of a minutia in each cell,

and a pair of such descriptors may then be compared to give a similarity measure

based on the Hamming Distance.

The task is to determine the best value of N .

Note that we are not attempting here to experiment with the size of the square

neighbourhood — this is perhaps a task for future research. We assume for this

analysis that the size of the neighbourhood remains fixed, but the number of cells

into which the neighbourhood is subdivided is allowed to vary.

We observe that, on the one hand, a higher value of N gives a larger number of

bits for the feature descriptor, potentially giving more discriminating power to a

feature descriptor. On the other hand, increasing the value of N means that each

cell must be proportionately smaller, making it less likely that the cell contains a

minutia and therefore increasing the likelihood that corresponding cells will match

purely by chance (because they are both more likely to have a value of zero). It is

therefore necessary to analyse the problem mathematically.
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To do this, we postulated that the best similarity measure is the one that is least

likely to have a value of 1 when comparing two randomly chosen feature descriptors,

and that a rough measure of this likelihood may be got by calculating the mean

and variance of S. The distance of the mean of S from 1, expressed as a multiple of

the standard deviation of S, gives an estimate of the discriminating power of S —

the larger this quantity, the less the likelihood of S being equal to 1, making a high

value of S a stronger indicator that the match did not occur simply by chance.

Given a grid of area A subdivided into N equally sized cells, the area a of each cell

is then given by:

a = A/N. (3)

If the mean density of minutiae is ρ, then assuming that the minutia are randomly

and independently distributed (as in a Poisson distribution), the probability that a

given cell contains no minutia is then p
′

, where:

p
′

= exp(−ρa) = exp(−ρA/N), (4)

so that the probability p that the cell contains at least one minutia is

p = 1 − p
′

= 1 − exp(−ρA/N). (5)

Given two arbitrary feature descriptors, the probability α that two cells in a given

position will match is the probability that they both contain a minutia plus the

probability that neither one contains a minutia, i.e.:

α = p2 + p
′2
. (6)

Treating the cell-by-cell comparison of the two grids as a series of N Bernoulli

trials, each with probability α, standard formulae for the mean µ and variance σ2

of a Binomial distribution give:

µ = Nα (7)
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and

σ2 = Nα(1 − α) (8)

for the mean and variance of the total number of matching cells in the array.

The similarity score S is given by the total number of matching cells divided by N ,

so that the mean and variance of S are:

µS = α (9)

and

σ2
S = α(1 − α)/N. (10)

The quantity we seek to maximise is the distance of the mean of S from 1, divided

by the standard deviation of S, i.e. we seek to maximise r where:

r = (1 − µS)/σS. (11)

To follow the above steps and determine r for a given N , we need to know the

values of the entire grid area A and minutia density ρ to insert into equation (4):

• Using pixels as the unit of distance, the grid area is 100 × 100 = 104.

• To estimate ρ we use the value found by Tu and Hartley for the probability

that one of their cells contained a minutia. This probability was found to be

0.05381; since each of their cells contained 100 pixels, this gives:

ρ = 0.05381/100 = 5.381 × 10−4. (12)

Taking these values for ρ and A, and using equations. (4) to (11), the mean and

standard deviation of S and the value of r were calculated for various values of N .

Results are shown in Figure 13 and Table 2.

This figure and the accompanying table illustrate that:

1. As N increases, the value of r first rises sharply to a peak then declines

gradually.
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Figure 13: Behaviour of the similarity score S as a function of the number of grid
cells N .



60 CHAPTER 3. PRELIMINARY PATTERN MATCHING ANALYSIS

N µS σS r

10 0.5141 0.1581 3.0745
15 0.5789 0.1275 3.3035
20 0.6395 0.1074 3.3577
25 0.6877 0.0927 3.3694
27 0.7039 0.0879 3.3700
30 0.7255 0.0815 3.3689
40 0.7799 0.0655 3.3594
50 0.8168 0.0547 3.3493

100 0.9007 0.0299 3.3201
300 0.9651 0.0106 3.2948

1000 0.9893 0.0032 3.2849

Table 2: Mean of S (µS), standard deviation of S (σS) and corresponding values of
r for various numbers of cells (N).

2. The optimum value of r occurs when N = 27.

3. Notwithstanding the above, the 100-cell grid employed by Tu and Hartley

would be expected to yield a feature descriptor with close to the optimum

discriminating power, since there is very little difference between the r values

for N = 100 (r = 3.3201) and for the optimum value of N = 27 (r = 3.3700).

Based on the above results, the first proposed modification was to employ a feature

descriptor similar to that of Tu and Hartley, but using a 5 × 5 grid of 25 cells, this

being very close to the optimum number of 27.

It should be noted that some researchers have found different values for average

minutia density from the value found by Tu and Hartley. Maltoni et al. (2003,

pp. 262-264) present the results of studies on fingerprint individuality by various

authors. Henry (1900), Balthazard (1911) and Bose for example all estimate the

probability p that a square of size equal to six ridge widths contains a minutia to be

1/4 (this size of square was chosen because it was used by Galton in his original work

on fingerprint individuality.) Since the average ridge spacing is roughly 0.5mm, or

10 pixels in a 500 dpi image, the area of such a square in pixel units is 60×60 = 3600,

so that the minutia density ρ is estimated as 1/4×1/3600 ≈ 7×10−5. By contrast,
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Wentworth and Wilder (1918) and Cummins and Midlo(1943) use a value for p of

1/50, so that ρ ≈ 1/50 × 1/3600 ≈ 5.5 × 10−6. In most cases, the authors do not

present any details on how they arrived at the value chosen for the probability.

The wide difference in their estimates for p are presumably due to differing degrees

of conservatism in deciding whether a feature is a true minutia or a noise-induced

artifact in the print, and possibly also to differences in the definition of a minutia.

Figure 14 shows the dependence of r on N for some alternative estimates of the

minutia density ρ. For very low minutia densities (eg. ρ = 5.5×10−6) the optimum

value of r occurs when N = 1, that is, it is best not to subdivide the area at all but

simply use a single-bit descriptor to denote the presence or absence of a minutia

in the entire square. For higher values of ρ the value of r rises rapidly with N for

low values of N , then reaches an optimum after which there is a very slow leveling

off. For ρ = 10−3 (a value approximately double that used by Tu and Hartley),

this optimum value occurs when N = 50. Note that this is still less than the value

N = 100 used by Tu and Hartley, though the rate of decrease of r with N for high

values of N is so gradual that the choice of N is not very critical provided a value

at least as large as the optimum is selected.

3.3.3 Removing Cell Discretisation

The second issue to be addressed was the problem of minutiae that lie near cell

borders. In generating a grid-based feature descriptor, there is no way to express

the information that the minutia is actually in one cell but almost in the other — the

cell containing the minutia receives a value of 1 irrespective of whether the minutia

is at the centre or near the edge, and the presence of the minutia does not influence

the values of the neighbouring cells in any way. This was seen as undesirable,

since small variations in the measured position of any minutia may occur due to

estimation inaccuracy or to distortion related to the pressure pattern of the finger

on the underlying surface when making the print. Ideally a small change in minutia

position should only result in a small change in the feature descriptor. With a
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Figure 14: Dependence of r on N for different values of minutia density ρ. Note
that the horizontal scale in case (a) is different from that in the other cases.
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descriptor based on the presence or absence of a minutia in each cell, shifting the

minutia from one cell to its neighbour causes the values of two cells to change —

since the average number of minutiae in the entire 5mm × 5mm grid is only of the

order of 5, this can result in a very large relative change in the similarity score.

The alternative to simply storing minutia locations and comparing locations is to

“blur” the minutia locations. This can be done by representing the minutiae as a

function whose value is 1 at a minutia location and 0 everywhere else, then applying

a smoothing operation to the function, eg. by convolving with a Gaussian filter

giving a “minutiarity” function, which we denote M (Figure 15). The minutiarity

may be thought of as a probability density function for the minutiae. Wang et al.

(2008) employ such a representation for registering sets of shapes represented by

unlabeled point sets, of which fingerprint minutiae are one example.

The feature descriptor may then be taken as the values of M at all points in the

100 × 100 pixel neighbourhood, and a difference measure between two minutia

neighbourhoods may be generated using some measure of the difference between

the M values at corresponding points, for example the absolute difference of the

values, or the square of the difference.

The question immediately arises: how much smoothing is ideal? Too little smooth-

ing gives no benefit; too much smoothing simply smears out the minutia over a

broad area, effectively losing any position information.

To answer this question, we note that the cell-based representation can be thought

of as a crude form of smoothing in which the the minutia, instead of being smoothed

to a function with a profile tapering away from the centre, is instead “smoothed”

over the whole area of one cell with a sharp cutoff at the borders, giving that cell

a value of 1 without affecting the neighbouring cells.

In the previous section we found that a 5 × 5 cell grid was close to optimum. In

that arrangement each cell has are area of 104/25 = 400 square pixels. On the other

hand, a Gaussian smoothing filter effectively smears the value at the centre over
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(a) Minutiae represented as discrete points (b) Result of smoothing

Figure 15: Representing the minutiae as a function obtained by assigning the value
1 to points where a minutia is located, then applying a smoothing operation.

a circle whose radius is equal to σ, the spread of the filter. It seemed reasonable

therefore to choose a value of σ such that the area of this circle is the same as the

area of a cell in the optimal grid, i.e.:

πσ2 = 400 (13)

giving

σ =
√

400/π = 11.28 ≈ 11 pixels. (14)

Another way of describing the effect of changing the spread of the waveform is to

illustrate the output from applying the smoothing filter to a pattern consisting of

a single minutia at the centre of every cell except the centre cell (Figure 16). For a

filter of spread σ = 4 pixels, Figure 16(a) shows that the peak values, which occur

at the centres of the cells, are much higher than the minima, which occur along the

edges of cells and at the cell corners. This means that a second pattern generated
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from the first by merely shifting it a distance equal to half the width of one cell

would give a very low match score when correlated with the original pattern. With

a filter spread of 7 pixels, shown in Figure 16(b). the relative difference between

the maximum and minimum values is much smaller.

A filter spread of 11 pixels results in an almost ideal pattern (Figure 16(c)); the

difference between the maxima and the inter-cell minima is barely visible to the

eye, but the absence of a minutia at the centre still causes a pronounced dip in the

field at the centre.

Figure 16(d) shows the effect of too much spread (σ = 16); the dip at the centre

is almost smoothed out, so that the presence or absence of a minutia at this point

would make little difference to the match score.

3.3.4 Incorporating Minutia Orientation

The feature descriptors described by Tu and Hartley make use only of the positions

of neighbouring minutiae without recording their orientations. There are incentives

for using this orientation information:

1. Any additional information potentially makes the feature descriptor more

powerful.

2. Prints frequently contain pairs of minutiae close together and of opposite

orientation. These may be “real” (in the sense that they represent actual

ridges on the fingertip), but they can also very easily arise as a result of noise

in the image, or imperfections in the minutia extraction process. Storing the

minutia orientation, along with the use of the blurring technique described in

the previous section, allows oppositely directed minutiae located very close to

one another to almost cancel each other, resulting in a feature descriptor that

differs only slightly from the descriptor that would be obtained if there were

no minutiae at that location.
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Figure 16: Showing the result of superposition of a 5×5 array of Gaussian waveforms
of varying spread σ, one waveform being located at the centre of each grid cell except
the central cell. A narrow spread (σ = 4 or 7) results in insufficient coverage; the
peak values are much higher than the values along the cell borders. A spread of 11
pixels however gives good coverage, resulting in a surface of almost uniform height
except for the central dip. A spread of 16 pixels gives too much smoothing; the central
“hole” caused by the absence of a minutia at the centre is almost smoothed out by
the overlapping waveforms produced by the surrounding minutiae.
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Minutia orientation can be recorded simply by recording the minutia as a unit vector

pointing in the direction of orientation. Moreover, since only two dimensions are

involved, the numerical processing can be simplified considerably by expressing the

vector as a complex number of unit magnitude.

3.4 Point Pattern Matching Using RANSAC

3.4.1 Concepts

RANSAC (RANdom SAmple Consensus) is a general methodology for fitting

a model to a set of data points. A simple application would be the generation of

a straight line of best fit to a set of data points (xi, yi) for i = 1 . . . n. It differs

from the conventional method, which is based on minimising the sum of squared

distances from the line, in the way in which outlying points (points a long way

from the line of best fit) are handled. The least squares method suffers from the

defect that points at great distance from the line, which may be the result of errors

in the data, are given undue weight in determining the model because of the fact

that the distances are squared. By contrast, RANSAC deals with these points by

removing from the data set any points greater than a certain distance from the line

and constructing a model based on the remaining points, but it does this in such a

way that the number of points to be removed is minimised. The methodology was

first described by Fischler and Bolles (1981).

The steps can be summarised as follows:

1. A model is generated — for example, in the case of finding a line of best fit

as per the example given above, a possible model is

yi = mxi + c

for all (xi, yi), where the parameters m and c are to be estimated.
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2. A threshold tolerance value is selected. Points that fit the model to within a

tolerance less than the threshold are “inliers”, other points are “outliers”.

3. A number of trials are performed. At each trial:

(a) A subset S1 of n data points is selected at random from the set, where n

is the minimum number of points required to define a model M . In the

example above, n = 2, since two points are sufficient to specify a straight

line, fixing the values of m and c.

(b) Each remaining point in the set is examined to find whether it is an inlier

or an outlier. The set of inlying data points is called the consensus set

of S1 and denoted S∗
1 .

(c) If the size of the consensus set S∗
1 is greater than some threshold N , S∗

1

is used to compute a new model M1.

(d) If the size of S∗
1 is less than N , a new subset S2 is selected and the process

is repeated.

4. If after some predetermined number of trials no consensus set with N or more

members has been found, then depending on the application we may either

solve the model with the largest consensus set found or terminate with a

report of failure.

The total possible number of point subsets can be very large; for example if the data

set has 100 points the number of possible subsets of two points is





100

2



 = 4, 950.

It is however possible to substantially reduce the number of trials and still ensure

with some prespecified high probability z that at least one of the random selections

is a set of n data points that are all inliers. Fischler and Bolle show that the

expected number of trials necessary to achieve this is given by:

T =
log(1 − z)

log(1 − b)
, (15)

where:
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• z is the desired probability of finding a suitable data subset;

• b is the probability that all n points in a given subset lie within the error

tolerance of the model; b = wn where w is the probability that any single

point lies within the threshold tolerance;

• T is the expected number of trials.

We used a value of z = 0.99.

The quantity w is estimated “on the fly”, that is, at each trial the proportion of

inliers is calculated based on the best subset S found so far. Since the best subset

is always used, this estimate of w may change but can never decrease; this means

that the estimate of T may decrease but will never increase, and the trials can be

halted when the number of trials already performed exceeds the current estimate

of T .

In the context of the present application, the task is to find a matrix transformation

that maps the coordinates of one set of feature points onto the other, giving the

maximum number of “inliers”, i.e. points in the first set whose coordinates map

to the coordinates of corresponding points in the second set, to within a specified

threshold distance. A pair of matched points is retained if this separation is less than

10% of the effective diameter of the point sets. The number of point pairs that now

remain in the list of matches was used as the match score. This threshold value

is somewhat arbitrary; as was noted earlier (Section 2.3.2), the distance between

a given pair of points may change by as much as 30% between different prints of

the same finger. The 10% threshold allows for the possibility that points close to

the centre of the set may suffer a relative displacement of significantly more than

10%, expressed in terms of the distance from some central reference point.

It was necessary to decide on what kind of spatial transformations should be per-

mitted. Various kinds of linear spatial transformations are described and defined

by Hartley and Zisserman (2001). The simplest and most restrictive mapping is

a rigid transform, also called an isometry. It is so named because Euclidean
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distances (and therefore also angles) are preserved. Such a transformation can be

expressed as a simple translation combined with a rotation, and can be specified in

terms of a matrix:
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(16)

where

T =











cos θ − sin θ tx

sin θ cos θ ty

0 0 1











(17)

is referred to as the transformation matrix.

A rigid transform has three degrees of freedom, corresponding to the terms tx, ty

and θ in the matrix. This means that any two point mappings in the plane are

sufficient to specify T , since each point has two coordinates, making four numbers

in all. Moreover, since 4 > 3, the two points in fact over-specify the transformation;

what this means is that there are 2-point sets that cannot be mapped to one another

by a rigid transform. This comes about because T preserves Euclidean distances;

if the distance between the points in the first set differs from that in the second set

it is not possible to transform one set into the other with a rigid transform.

A slightly more general transform is a similarity, which is an isometry combined

with an isotropic scaling (i.e. both coordinates are scaled by the same factor). The

general form of the similarity transformation matrix T is:

T =











s cos θ −s sin θ tx

s sin θ s cos θ ty

0 0 1











. (18)

The extra term s is the scaling factor. This extra term introduces one more degree

of freedom, making four in all. This means that a set of two point correspondences



3.4. POINT PATTERN MATCHING USING RANSAC 71

in the plane is both necessary and sufficient to determine the elements of a similarity

transformation matrix T .

A more general type of transformation is the affine transform. This may be

expressed as a combination of three operations: a translation, a rotation and a

shear. The general form of the affine transformation matrix is

T =











a11 a12 tx

a21 a22 ty

0 0 1











. (19)

An affine transformation does not preserve Euclidean distances, but it does have

three important invariance properties:

1. Parallelism of lines is preserved.

2. The ratio of lengths of any two parallel line segments is unchanged (though

the lengths themselves may change).

3. The ratio of two areas is preserved. This is because it can be shown that all

areas are scaled by the same factor, this factor being equal to the determinant

of the matrix T .

An affine transform has six degrees of freedom, as is seen by the presence of six

unknown terms in the matrix T . Three point-pair correspondences are therefore

both necessary and sufficient to define an affine transform, since each point in 2-D

space has two coordinates, making six in all for the set. There is a proviso that

neither of the two three-point sets may be collinear, otherwise it is not possible to

obtain a non-singular transformation matrix.

An affine transformation may result in a reversal of orientation. Clearly such a

reversal is not possible in the case of registration of fingerprint images; however, it

is a simple matter to identify and remove such candidates for the transformation
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matrix by noting that the projection T either preserves or reverses orientation

according to whether the determinant of T is positive or negative respectively.

More general linear transformations exist that do not preserve ratios of parallel line

segments or ratios of areas. These are called projective transformations, and

are useful in projective geometry, but were felt to be too general to be applied to fin-

gerprint images. In particular, it is not possible to distinguish between orientation

preserving and orientation reversing projections, as is the case with affine projec-

tions — in fact a general projective transform may preserve the orientation in some

parts of the image while reversing it in other parts. Clearly such reversal cannot

occur in the case of fingerprint capture, even with the most extreme distortion.

3.4.2 Methodology

We examined the statistical behaviour of the distribution of the match scores be-

tween prints from two different fingers (Figure 23). For this we used the 258 ten-

print images in the NIST27 database; a pattern matching was performed between

each pair of different prints, so that the total number of pairwise comparisons was

(258 × 257)/2 = 33, 153.

In the process it was discovered that two of the ten-prints were identical (i.e. they

were the same photograph). One of the duplicate images was therefore excluded

from further analysis. This left 257 ten-prints in all, giving 32, 896 pairwise com-

parisons.

Given a pair of prints to be examined for a possible match and the positions of

the features points in each, we first generated a feature descriptor for each feature

point in each of the two prints. This feature descriptor is based on the the spatial

distribution and orientation of other minutiae in the neighbourhood of the point.

It was generated as follows:

• A square region of the image, of side 101 pixels, was defined centred on the
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reference minutia and aligned with the orientation of the reference minutia 1.

• For every other minutia lying within the square, a value Z = exp(iθ) was

assigned to the pixel at that location, where θ was the orientation of the

minutia relative to that of the reference minutia. All other points in the

square were assigned a Z value of zero.

• A Gaussian smoothing filter was applied to Z. The spread σ of the filter was

set at 11.28 pixels, which was identified in Section 3.3.3 as being the optimum

value when the average minutia density is taken to be 5.381× 10−4, the value

used by Tu and Hartley. The feature descriptor is therefore a 101× 101 array

of complex numbers, the values representing smoothed minutia density and

orientation.

• The similarity score between two feature descriptors was calculated by taking

the average magnitude of the differences in the M values at corresponding cell

locations, then subtracting this average from 1. For two feature descriptors

M1 and M2, the similarity score S is given by:

S(M1,M2) = 1.0 − 1

A

∑

i,j

(|M1(i, j) −M2(i, j)|) (20)

for all points (i, j) in the neighbourhood, where A is the total number of pixels

in each feature descriptor — in our case A = 104.

Figure 17 shows the positions of minutiae in the neighbourhood of a reference

minutia, and the corresponding feature descriptor.

The effect of the smoothing filter is that two feature points need not lie at exactly

the same pixel locations in order to contribute to a high similarity score; this allows

for the effects of print distortion and inaccuracies in the imaging process.

A list of putative first-guess matches between minutiae in the first print and minu-

tiae in the second print was then generated. The pair of minutiae — one from the

1We make the very minor change of increasing the size of Tu and Hartley’s square array from
100 to 101 pixels to allow the reference minutiae to be at the exact centre of the square.
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(a) Part of a fingerprint, centred on a ref-
erence minutia.

(b) Closeup of rotated central region.
with minutiae marked.

(c) Real part of M (intensity values). (d) Real part of M (contours).

Figure 17: A minutia descriptor based on the reference minutia at the centre of the
image region is constructed by taking a 101×101 pixel square centred on the reference
and rotating it so that the reference minutia orientation is 0◦ (towards the right). The
minutia descriptor M is constructed as described in the text — the real part of M
is shown in 17(c) and 17(d). Note that the two oppositely directed minutiae in the
lower right corner of 17(b) almost cancel, leaving a region where the magnitude of M
is small.
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(a) Ten-print, with 99 minutiae marked. (b) Corresponding latent print, with 16
minutiae marked.

Figure 18: Ten-print and latent print that have been identified as being from the
same finger, showing the location and orientation of the manually extracted minutiae.

first print and the other from the second print — whose feature descriptors had

the closest match (highest similarity score) were chosen as the first pair in the list.

From the points that remained, the most closely matching points from each set

were chosen as the second pair, and so on. The matching was repeated until one set

was exhausted — normally the set from the latent print, since there are generally

far fewer minutiae discernible in a latent print than in a good quality ten-print.

Figure 19 shows the resultant ordered set of feature descriptors, and Figure 20 the

initial minutia pairings based on this ordering.

Although it is likely that a few of the pairings are incorrect — i.e. even if the two

prints are from the same finger the correct point correspondences have not been

chosen — the percentage of correct matches proves to be sufficient for this list of

point pairs to serve as input to the second stage of the procedure.

In the second stage, we used the RANSAC technique to perform an alignment

of the two images by attempting to find the spatial mapping that gives the best

correspondence between the two paired sets of feature points. In order to see the
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(a) Matched minutia descriptors, nos. 1-8

(b) Matched minutia descriptors, nos. 9-16

Figure 19: Montage of the 16 best ranked pairs of matching features descriptors
from 18(a) and 18(b), in order of decreasing similarity score from left to right (1 to
16). Top row in each strip contains minutiae from the first image, bottom row shows
those from the second image.
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Figure 20: Putative matches between the minutia sets in 18(a) and 18(b).



78 CHAPTER 3. PRELIMINARY PATTERN MATCHING ANALYSIS

effect of allowing different kinds of spatial transforms, we performed two different

kinds of pattern matching — one which allowed only semi-rigid transforms, and one

which permitted the more general affine transforms.

The term “semi-rigid” requires explanation. As stated in Section 3.4.1, while two

point correspondences are necessary to define a rigid transform, in general the two

points form an over-determined system which does not have a solution if the point-

to-point distance in one set is different from that in the other. Whilst fingerprints

themselves are in theory not scaled (except in the imaging process which scales them

all by the same amount), the distance between two minutia will inevitably vary as

a result of pressure-induced distortion, and is in any case subject to measurement

error. This means that most, if not all, of the chosen two-point correspondences

will fail to satisfy the rigidity criterion.

In order to introduce some elasticity into the rigid transform model, it was modified

to allow for a semi-rigid transform, which is actually a similarity transform with

restrictions on the value of the scale factor s:

1. The point sets were normalised by multiplying by a scaling factor to make

the average distance from the centroid of the set equal to
√

2. The same

factor was used for both point sets, since we were attempting to fit a rigid

transform2.

2. For each model trial run, two pairs of points were chosen at random from the

list of putative matches.

3. If the point-to-point distance (before normalisation) between the two points

from the first image differed from that for the points from the second image by

more than a certain amount based on a “flexibility coefficient”, this particular

trial was aborted.

2Hartley and Zisserman (2001, p. 92) use the value
√

2 for the mean-squared distance when
normalising, because this is what would be obtained if the mean-squared x and y coordinates
relative to the centroid were both equal to 1. The actual value chosen for the average distance is
not important, provided that the same value is used for all images.
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4. Otherwise a similarity transformation was fitted to the points sets. Since the

point-to-point distances have passed the test applied in the previous step, this

similarity transform will automatically qualify as semi-rigid.

The remaining points in the sets were then evaluated and labeled as inliers or

outliers to determine the performance of the model from this particular trial.

We used a flexibility coefficient of 0.1, i.e. a trial was continued only if the two

point-to-point distances differed by less than 10%.

The threshold distance for inliers was set at 0.1 — this is a dimensionless quantity,

because the distances have already been normalised so that the mean distance from

the centre is
√

2.

In the second analysis, in which the matching was done by selecting an affine trans-

form, the issue of flexibility does not arise since scaling was allowed. (It must be,

since an affine transform includes a shear component, which is the outcome of scal-

ing by different factors in different directions.) In this case the two point sets were

normalised independently, since it was not necessary to ensure that the same scal-

ing factor was applied to each. Aside from this, and the fact that the number of

point correspondences required at each trial was three rather than two, the analysis

proceeded in the same fashion as when fitting a semi-rigid transform.

The use of the feature descriptors to obtain the initial list of putative matches serves

the vital function of greatly reducing the size of the search space when applying

RANSAC. Had the list of putative matches not been available, it would have been

necessary to consider all possible ways of choosing point pairs to define a possible

coordinate transformation. For example, three point correspondences are required

to specify the parameters of an affine transformation. For two prints each containing

100 minutiae, the number of ways of selecting two points is 1002 for the first pair,

992 for the second pair and 982 for the third pair, so that the number of possible

three-pair groups is 1002×992×982/6. We can divide by 6(= 3!), because the order

of the three pairs is immaterial. This number is approximately 1.6 × 1011. With a
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list of putative matches available, however, each point in the first print is already

assigned to a possible mate in the second, so the number of ways of selecting three

point-pairs reduces to (100× 99× 98)/(1× 2× 3) = 161700. Although this number

is still too large to allow us to examine the entire search space, it greatly increases

the likelihood that the RANSAC method will find a transformation giving a set of

point correspondences close to the optimum.

In summary, the methodology for generating a match score between two prints was

as follows:

1. A feature descriptor was generated for each minutia in each of the two prints,

incorporating information on the position and orientation of neighbouring

minutiae.

2. The minutiae in the two sets were paired by finding the best match between

feature descriptors, generating an initial large set of putative matches.

3. The RANSAC technique was used to find the spatial transformation that

mapped one set onto the other giving the highest possible number of point

matches. Two matchings were carried out — one for semi-rigid transforms

and one for affine transforms.

4. The match score was taken as the number of point matches N resulting from

the best transformation found above.

Figure 21 shows the final pairings from the set in Figure 20 after fitting a spatial

transformation T , while Figure 22 shows the result of applying the transformation

T to the first point set and overlaying this on the second set.

3.4.3 Results

The results of the 32, 896 pairwise comparisons between feature sets from ten-prints

taken from different fingers are shown in Table 3 and Figure 23. For comparison,
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Figure 21: Final matches between the minutia sets in 18(a) and 18(b), after removing
outlying correspondences.



82 CHAPTER 3. PRELIMINARY PATTERN MATCHING ANALYSIS

Figure 22: Minutia sets overlaid; final matched points are encircled.
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Semi-rigid transform Affine transform
N Cases of N Cases of <= N Cases of N Cases of <= N

0 0 (0.0) 0 (0.0) 0 (0.0) 0 (0.0)
1 0 (0.0) 0 (0.0) 0 (0.0) 0 (0.0)
2 0 (0.0) 0 (0.0) 0 (0.0) 0 (0.0)
3 8 (0.0) 8 (0.0) 0 (0.0) 0 (0.0)
4 330 (1.0) 338 (1.0) 0 (0.0) 0 (0.0)
5 2438 (7.4) 2776 (8.4) 136 (0.4) 136 (0.4)
6 7417 (22.5) 10193 (31.0) 3699 (11.2) 3835 (11.7)
7 9178 (27.9) 19371 (58.9) 11057 (33.6) 14892 (45.3)
8 6713 (20.4) 26084 (79.3) 9732 (29.6) 24624 (74.9)
9 3592 (10.9) 29676 (90.2) 4856 (14.8) 29480 (89.6)

10 1688 (5.1) 31364 (95.3) 1936 (5.9) 31416 (95.5)
11 800 (2.4) 32164 (97.8) 813 (2.5) 32229 (98.0)
12 354 (1.1) 32518 (98.9) 378 (1.1) 32607 (99.1)
13 200 (0.6) 32718 (99.5) 150 (0.5) 32757 (99.6)
14 88 (0.3) 32806 (99.7) 68 (0.2) 32825 (99.8)
15 46 (0.1) 32852 (99.9) 43 (0.1) 32868 (99.9)
16 24 (0.1) 32876 (99.9) 19 (0.1) 32887 (100.0)
17 9 (0.0) 32885 (100.0) 7 (0.0) 32894 (100.0)
18 7 (0.0) 32892 (100.0) 0 (0.0) 32894 (100.0)
19 4 (0.0) 32896 (100.0) 0 (0.0) 32894 (100.0)
20 0 (0.0) 32896 (100.0) 2 (0.0) 32896 (100.0)

> 20 0 (0.0) 0 (0.0)

Total 32,896 (100) 32,896 (100)

Table 3: Showing the total number of cases (with percentages in brackets to the
nearest 0.1%) where a given number N of point correspondences were obtained from
ten-prints taken from different fingers.

the results from using an affine transform and using a semi-rigid transform are both

shown.

The mean number of match points is approximately seven, with a variance close

to one; however this table and the accompanying figure illustrate that many print

pairs contained 13 or more match points. Figure 24 shows a magnified view of the

portion of the graph corresponding to high values of N .

For purpose of comparison, the matching algorithm was also applied to the 257

pairs consisting of a ten-print and a latent print from the same finger. Results are
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Figure 23: Number of cases of N point correspondences for various N , in prints
taken from different fingers. Blue curve shows the results when an affine point trans-
formation was permitted; red curve shows the results when the transformation was
restricted to being semi-rigid.
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Figure 24: Expansion of the tail of the graph in Figure 23, showing the results for
high values of N .
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not displayed, since the method typically matches all or nearly all of the manually

identified minutiae in the latent print with minutiae in the ten-print — between

about 20 and 80 depending on the quality of the latent print. A display of the

statistical behaviour of the number of matches between prints of the same finger

would therefore only reflect the quality and number of minutia of the latent prints

rather than give useful information about the matching algorithm.

3.4.4 Discussion

The results obtained here show that a matching criterion based on the number

of matching minutiae sometimes gives a large match score on pairs of prints from

different fingers. It should be remembered that until not so long ago a given number

of match points was recognised in many countries as being sufficient legal basis for

an identification (Section 1.2.4).

Figure 25 shows two ten-prints from different fingers that possessed a large number

of match points. Figure 26 shows the point matches between the two sets after

removing outlying correspondences; Figure 27 shows the two sets overlaid, with

match points encircled. Although there were 15 match points, Figure 27 shows

that each print also contained many minutiae not found in the other print. This

figure also shows a region in the top central portion of the point set where the

orientations do not match. A match criterion based solely on the number of match

points might well have resulted in a false identification.

Note that in Figure 27 (and also Figures 28(d), 29(d) and 30(d)), the number of

points at which a minutia from one set appears to almost coincide with one from

the other set is much larger than the number of final match points; this is because

the final match set is a subset of the set of putative matches, which is based

not on simple minutia locations but on the similarity of the neighbourhoods of two

minutiae.

This example illustrates the inherent limitations of the match point criterion:
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(a) First print (b) Second print

Figure 25: Marked minutia sets in two ten-prints that showed a large number of
match points.

• The ridge pattern orientation is not explicitly taken into account. It is used

implicitly in generating the minutia descriptors, in that these descriptors in-

corporate the relative orientation of neighbouring minutiae, but in regions of

the image where no minutia are apparent the orientation field is not utilised

at all.

• No provision is made for rejection of the identification based on the presence

of a minutia in one print that is absent in the other. This is a limitation of

any system based solely on lists of minutia positions and orientations, such

as the system described here. The absence of a marked minutia at a location

can mean one of two things:

1. The examiner was able to say with reasonable certainty that there was

no minutia present at that location, or

2. The pattern in that part of the print may have been insufficiently clear

to state with certainty whether a minutia was, or was not, present —

indeed the point may be located outside the area that was imaged in the
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Figure 26: Matched minutiae from 25(a) and 25(b) (final stage).
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Figure 27: Minutia sets from 25(a) and 25(b) overlaid, with match points encircled.
Each print contains many minutiae not found in the other print.
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fingerprint.

Figures 28 to 30 show some more examples of pairs of ten-prints that gave a high

match score. In all cases, each print has a significant number of minutiae that

were not matched by minutiae in the corresponding print, but a match score based

simply on the number of point matches does not take these into account.

Figures 31 to 33 illustrate a case where two very similar prints from different fingers

(the same two prints as in Figure 30) exhibited many minutia correspondences.

Although there were also many minutiae in one print that were clearly not present

in the other, had the relevant parts of the print not been discernible a match might

have been incorrectly declared, because of the lack of evidence to the contrary.

3.5 Conclusions

Some conclusions can be drawn from the research described in this section:

1. Minutiae can form a valuable aid to identification. The minutia-based match-

ing method described here, when applied to minutia sets from two prints from

the same finger, typically finds a match correspondence between all or nearly

all of the minutiae common to both prints. In contrast, given two good qual-

ity prints from different fingers, the average number of match points is only

about seven, with a standard deviation of approximately one.

2. Notwithstanding the above, the number of cases from a fairly small database

of 258 prints in which ten-prints from two different fingers gave a high match

score (13 or more) is large enough to state that such a match score is in-

sufficient on its own to form an identification. The number of cases (about

1%) may not sound large, but it is completely unacceptable for the purposes

of legal identification. It means, for example, that in a city of one million

people (with a total of ten million fingers), nearly a hundred thousand people
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(a) First print (NIST27 set, ID g008) (b) Second print (NIST27 set, ID b152)

(c) Identified matching minutiae (d) Minutia sets overlaid, with matching
minutiae encircled

Figure 28: Results of comparing two different ten-prints with a high number of
point matches (example 1). This pair showed 16 point matches after a suitable affine
transform.
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(a) First print (NIST27 set, ID g049) (b) Second print (NIST27 set, ID b144)

(c) Identified matching minutiae (d) Minutia sets overlaid, with matching
minutiae encircled

Figure 29: Results of comparing two different ten-prints with a high number of point
matches (example 2). This pair showed 18 point matches after a suitable semi-rigid
transform.
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(a) First print (NIST27 set, ID u294) (b) Second print (NIST27 set, ID u288)

(c) Identified matching minutiae (d) Minutia sets overlaid, with matching
minutiae encircled

Figure 30: Results of comparing two different ten-prints with a high number of
point matches (example 3). This pair showed 19 point matches after a suitable affine
transform.
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Figure 31: First of two prints that showed a large number of minutia correspondences
(NIST27 set ID u294).
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Figure 32: Second of two prints that showed a large number of minutia correspon-
dences (NIST27 set ID u288).
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Figure 33: Overlaid minutia sets from the prints shown in figures 31 and 32, with
some minutiae erased to simulate the effect of poor quality in certain image regions
resulting in some minutiae not being visible. A false identification is possible, because
many minutiae that might otherwise have indicated points of disparity are no longer
discernible.
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would be expected to have one fingerprint that had 13 or more match points

in common with a given high quality print found at a crime scene 3.

It should be stated that the limitations of the match point score have now been

tacitly recognised in the legal systems of most countries, where the point match

standard has been abandoned in favour of a more holistic approach. The findings

described in this chapter, however, illustrate why such a change has been necessary.

Given that a significant number of pairs of different fingertips are shown to exhibit

13 or more match points, it is a plausible scenario that a latent print from one of

those fingers might be compared with a ten-print from the other, and that subset of

minutiae identifiable in the latent may be in locations that match minutia locations

in the ten-print. The fact that the pattern from which the latent originated may

also have many minutia that are not matched by corresponding minutiae in the

other print is immaterial if this cannot be discerned from the evidence to hand.

The potential for false identification is clear.

In 1973, after a three-year study by the International Association for Identification,

the following statement was endorsed and adopted by all North American friction

ridge identification specialists:

The International Association for Identification . . . hereby states that no

valid basis exists at this time for requiring that a predetermined mini-

mum of friction ridge characteristics must be present in two impressions

in order to establish positive identification. The foregoing reference to

friction ridge characteristics applies equally to fingerprints, palm-prints,

toe-prints, and sole-prints of the human body.

(Ashbaugh, 1999, pp. 1-2)

3If the probability is 0.01 that a given print comparison results in a false positive identification,
then the probability that a given person has at least one finger whose print is incorrectly matched
to the print from the crime scene is 1− (1− 0.01)10 = 0.0956. The expected value for the number
of citizens possessing at least one matching fingertip is therefore 0.0956× 106 = 95, 600.
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A review of the 16-point standard in England and Wales, presented in 1989, con-

cluded that there was a need to modernise the identification process. This report

was released at the international symposium on fingerprint detection and identi-

fication in June 1995, at which meeting a modified version of the International

Association for Identification 1973 resolution was unanimously adopted by 28 iden-

tification specialists from many countries (Ashbaugh, 1999, p. 3).

This change in philosophy reflected the recognition of two things: firstly, that a given

number of points was not in itself sufficient to declare an identification, and secondly,

that fingerprints may contain sufficient additional detail for an identification even

if the number of matched minutiae is small. Such detail includes Level 1 detail

(alignment of the flow patterns), Level 2 detail (number and position of ridges, as

well as positions of ridge bifurcations), and Level 3 detail (fine ridge detail such as

the locations of the sweat pores on the ridges and the profile of the ridge edges). As

Ashbaugh notes, whilst this change in philosophy is probably in the best interests

of the science, it has placed a great deal of responsibility on the shoulders of those

who practise the science. This is because the identification process has become

much more subjective. Lacking a simple criterion such as a minimum number of

point matches, the examiner must rely on his educated judgment as to whether

two patterns are similar enough to claim an identification. There is now no simple

numerical measure of the quality of a match, as was the case when the match point

standard applied.

The need to remedy this situation was the motivation for the research presented in

subsequent chapters. The aims were twofold:

1. Develop a means of describing, as concisely as possible, all the Level 1 and

Level 2 information available in a print, and thereby a means by which one

print can be compared with another in a precise scientific manner.

2. Extract this information from fingerprint images at our disposal, and perform

a statistical analysis to determine the variability of this information between
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different prints from the same finger, and between prints from different fin-

gers. These statistics will ultimately determine how much confidence can be

ascribed to the assertion that two prints do or do not originate from the same

finger.
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Chapter 4

Fingerprint Analysis and

Representation

4.1 Overview

This chapter presents that part of my own research concerned with the task of

developing a suitable representation for a fingerprint pattern and then extracting

from the raw image the parameters required to generate that representation.

In Section 4.2, I discuss what constitutes a fingerprint pattern. I identify the rele-

vant parameters as:

1. A mask to segment the image into foreground (the portion that is within

the fingerprint and is able to be analysed), and background (the remainder).

2. The orientation field — this defines the ridge flow pattern;

3. A specification of where the ridges and valleys are located — this implicitly

includes information on the locations of ridge bifurcations and terminations.

The remaining sections of the chapter describe how these parameters are represented

and how I extract them from the raw images.

101
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Section 4.3 describes the extraction of the ridge orientation field from the image.

This is done using the well-established method of Principal Component Analysis. I

show how the resultant field may be smoothed by first locating the important flow

singularity points and separating out the orientation component due to these points,

then smoothing the residual orientation field, which is continuous. A postprocessing

step is described by means of which many irregularities in the field, which result

from such corrupting features as scars on the fingertip or hand-drawn lines on the

paper used to take the print, can be identified and removed.

Section 4.4 deals with the cleaning up of an image to remove the effect of corrupting

features that interrupt the flow of the ridges. I discuss some problems with a pop-

ular existing enhancement technique that makes use of frequency-tuned smoothing

filters, and present an alternative technique called oriented diffusion which is not

dependent on the availability of an a priori estimate of the ridge frequency.

As an aside I describe how I then derive a rough estimate of the point-wise ridge

frequency from the enhanced ridge image; this frequency estimate is useful in per-

forming segmentation.

In Section 4.5, I describe the non-trivial task of foreground/background segmen-

tation. Three quantities, viz. anisotropic energy, directional coherence and

spatially averaged ridge frequency, are combined to formulate a criterion to

classify each pixel as foreground or background.

Section 4.6 describes the extraction and representation of the ridge and valley lo-

cations, which includes Level 2 detail (the locations of the minutiae). I discuss at

some length the problems with the traditional chain-code ridge representation, and

then describe recent work by other researchers, namely Larkin and Fletcher (2007),

that proposes a phase-based representation as a more appealing alternative. My

own analysis uses the Larkin-Fletcher representation, which is therefore described

in some detail.

Because the phase representation requires the extraction of a wave normal at each
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point in the image, it is necessary to somehow disambiguate the orientation field

into a consistent direction field. This task is fairly easy if there are no singularity

points, but the presence of cores and deltas introduces serious difficulties. I describe

two different approaches that I followed in attempting to perform disambiguation

— one that uses a technique of constructing branch cuts in the flow field, and one

that effectively avoids the singularities problem by subdividing the image into a

number of sub-images that do not contain singular points (this can always be done)

and generating a phase representation of each sub-image.

It is demonstrated that, while the first method is often highly successful, there

are some cases where the flow pattern is very complex, and for which construction

of the branch cuts is difficult and error-prone. The method of disambiguation

by subdivision, on the other hand, is effective. However, it cannot be used to

generate a complete phase representation of the whole fingerprint, but the phase

representations of the sub-images are sufficient to define the locations of the ridges

and valleys and to locate the minutiae.

4.2 Parameters that Define the Fingerprint Pat-

tern

A digitised fingerprint image is, of course, a 2-dimensional array of pixel values

— the images are normally grey-scale images, so that the pixel values represent

brightness. However we think of the fingerprint as a field of alternating bright and

dark bands representing ridges and valleys. In most images the ridges are dark while

the regions between them (the valleys) are bright. For example, fingerprints taken

in a controlled situation are traditionally obtained by marking the fingertip with ink

and then pressing the fingertip against a piece of white paper or cardboard, leaving

an ink impression. The ridge spacing varies over the fingertip but is generally close

to 0.5 mm (Maltoni et al., 2003, p. 83). The ridges have the property of being
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continuous and locally parallel, except at certain points such as flow singularities

(the cores and deltas) and at places where the ridges terminate or bifurcate (the

minutiae). We do not expect two digitised prints of the same finger to be identical,

pixel by pixel, even under the most ideal conditions, but we do expect to see the

same ridge patterns.

The objectives of fingerprint analysis and representation are, therefore, to extract

from a grey-scale image the parameters that we regard as defining the ridge pattern,

and to represent the pattern in a manner that enables the essential features of two

ridge patterns to be compared with one another for the purposes of identification.

Parameters that we might consider as characterising the ridge pattern are:

• Ridge orientation,

• Ridge spacing (or, equivalently, ridge frequency),

• Location of flow singularities, viz. cores and deltas,

• Location, type and orientation of minutiae (ridge bifurcations and termina-

tions),

• Details of the ridges themselves, eg.:

– ridge thickness,

– locations of sweat pores,

– characteristics of the ridge edges.

The last item in the above list (details of the ridges) is referred to by fingerprint

examiners as “Level 3” detail. Note that some of the Level 3 detail in a fingerprint

is highly dependent on the manner in which the finger impression was taken. In an

image of an inked fingerprint, for example, the apparent ridge thickness is deter-

mined not only by the actual thickness of the ridges on the fingertip but by factors

such as the amount of ink on the finger and the amount of pressure applied when
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forming the impression. Whilst characteristics of the ridge edges may in certain

circumstances be useful in performing an identification (Ashbaugh, 1999, pp. 158-

163), it is very easy for such features to be introduced spuriously into the image

by spots of ink, breaks in the ink film, etc. Level 3 detail is not considered in the

present work.

One more important parameter that needs to be extracted from the digitised image

is a segmentation mask that separates the image into foreground and background.

The foreground is the part of the image occupied by the fingertip impression; the

background is the remainder of the image. Identifying the foreground is trivially

easy for a human examiner, but it is surprisingly difficult to formulate an algorithm

that will reliably segment the image when performing automated feature extraction.

In the present work, in which we do not examine Level 3 detail, it is sufficient

to work towards a representation of the pattern as an idealised field of smoothly

flowing light and dark stripes that represent the ridges and valleys. A description

of the pattern that would enable reconstruction of the pattern must clearly include

a record of the orientation of the stripes at each point; it also must include a means

of specifying the locations of the ridges in the sense that it must be possible to

state, for any point, whether it lies at the centre of a ridge, at the centre of a valley,

or somewhere in between. It is not, however, necessary to record the width of the

ridges, and in fact any or all of the following representations (among others) may

be considered as equivalent for the purposes of our work:

1. A “skeleton” image consisting of black lines just one pixel in width that follow

the axes of the ridges;

2. An equivalent skeleton image consisting of white lines representing the axes

of the valleys;

3. Black and white bands centred on the ridge and valley axes, where adjoining

bands are of approximately equal width.
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The analysis employed in this work may be described in terms of the following

subtasks:

1. Preprocess the image to remove some possible causes of error in the subsequent

steps.

2. Extract the orientation field. At this step, as well as obtaining a value for the

ridge orientation at each point, we obtain several parameters that describe

the directional variation of the image intensity.

3. Locate the flow singularities (cores and deltas).

4. Perform ridge enhancement – remove small breaks and irregularities in the

ridges and valleys by effectively smoothing the image in the direction of the

ridge orientation.

5. Segment the image into foreground (the fingerprint itself) and background.

6. Locate the ridge terminations and bifurcations (minutiae), identifying their

type and orientation.

7. Remove “spurious” minutiae.

Although the above list implies a series of independent sequential steps, this is an

oversimplification. Segmentation in particular is based on several different features

of the image, and a partial segmentation is carried out at various stages in the above

sequence.

4.3 Obtaining the Ridge Orientation

The most obvious feature of a fingerprint is perhaps the ridge flow pattern. In

fact it is worth emphasising that “Level 1” detail is solely concerned with the pattern

of the ridge flow, without regard to the location, frequency or appearance of the
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ridges themselves, so that the orientation field implicitly contains all the Level 1

detail.

There are several well documented techniques for obtaining the orientation (Sec-

tion 2.3.1). It is a comparatively straightforward process, and is often the first step

performed in analysis of a digitised print, since the determination of some other

parameters, eg. ridge frequency and ridge thickness, require an a priori knowledge

of the direction of the ridges. The behaviour of the orientation field is also an es-

sential input to the processes of segmentation and ridge enhancement, which are

described later in this chapter.

In this document I adopt the practice followed by other authors, eg. Jähne (1993),

of using the term “direction” to denote an angle of the complete circle, expressed for

example as a number of radians between −π and π, whilst the term “orientation”

implies an inherent ambiguity of π. For example a road may be oriented east-west,

but traffic on the road travels in either an easterly or a westerly direction.

4.3.1 Preprocessing

The purpose of any preprocessing step is to eliminate, as far as possible, sources

of error in the subsequent steps of analysis. In this case we wish to minimise

the likelihood of our orientation estimate being confused by directionally coherent

features that are not part of the ridge pattern. To do this we apply a Butterworth

bandpass filter, as described by Haykin and Veen (1999, pp. 519-521). This is

a filter that passes a specified range of frequency magnitudes. When viewed in

the frequency domain, the Butterworth filter has the appearance of an annulus

(Figure 34).

The reason for using a frequency filter of this nature is that we have some a priori

knowledge of the ridge frequencies on the fingertips. A typical ridge spacing is

about 0.5mm (Maltoni et al., 2003, p. 83). By specifying the high and low frequency

cutoff values so as to correspond respectively to half and double the average ridge
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(a) 2D Butterworth filter. Origin
(zero frequency) is at the centre.
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(b) Section through the centre of the fil-
ter. The vertical axis represents intensity.

Figure 34: Example of a Butterworth filter viewed in the frequency domain.

wavelength, we ensure that the estimate of ridge orientation will be based only on

features with a periodicity that may reasonably correspond to the presence of the

ridges and valleys.

4.3.2 Extracting Ridge Orientation and Related Parame-

ters

We determine the orientation field via principal component analysis in a manner

similar to the methodology of Bazen and Gerez (2002) as described in Section 2.3.1.

However, rather than taking the mean of gradient-squares and gradient-products

over a square block of the image, as done by Bazen and Gerez, we compute these

means by smoothing the point values of the quantities using a Gaussian filter.

For good quality images (i.e. images containing clearly visible ridges that are not

corrupted by other linear features) it is found that a filter spread of just one average

ridge wavelength (∼ 10 pixels) is sufficient to give smoothly varying values of the

mean gradient parameters, resulting in a smooth orientation field.
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If the image gradients in the x and y directions are denoted by gx and gy, it can be

shown (see Appendix C) that the direction θ for which the average squared gradient

is a maximum is given by:

2θmax = atan2(2gxy, g2
x − g2

y) (21)

We define the following quantities:

1. Total energy E, defined as:

E = g2
max + g2

min. (22)

This is the mean squared gradient magnitude, and is a measure of the total

image intensity variation without regard to orientation.

2. Anisotropic energy R, defined as:

R = g2
max − g2

min. (23)

This measures the total anisotropic (direction-dependent) intensity variation.

3. The directional coherence C. This is a dimensionless number expressing

the degree of anisotropy (directional dependence) of the image gradient, and

is defined as the difference between the maximal and minimal mean-squared-

gradients divided by their sum:

C =
(g2

max − g2
min)

(g2
max + g2

min)

= R/E. (24)

4.3.3 Locating Flow Singularities

The orientation field now enables us to locate the flow singularities, which corre-

spond to cores and deltas in the print. In tracing out a closed path on the image

and following the behaviour of a vector aligned with the ridge orientation, we ob-

serve that in most cases the nett rotation of the vector is zero. However, if the
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(a) Core (b) Delta

Figure 35: Closed loop surrounding a singular point, showing the orientation vector
at various points around the curve.

path surrounds a core point or a delta, the vector rotates an amount of π or −π
respectively. (see Figure 35). This total angular change is denoted the Poincaré

Index (here referred to as PI). (Some authors divide the above quantity by 2π

and refer to this as the Poincaré Index; in this case the Poincaré Index around a

singularity would be ± 1
2
.)

It is convenient here to define φ = 2θ. Then the total incremental change in φ

around the curve is twice the change in θ, i.e.

• 2π if the curve encloses a core,

• −2π if the curve encloses a delta,

• zero otherwise.

Substituting φ = atan2(S, c), where s and c respectively denote the sine and cosine

of φ, the integral of φ around the curve is
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∮

dφ =

∮

∂φ

∂x
dx+

∮

∂φ

∂y
dy (25)

=

∮

(Txdx+ Tydy) (26)

where

Tx =
∂φ

∂x
= c

∂s

∂x
− s

∂c

∂x
(27)

and

Ty =
∂φ

∂y
= c

∂s

∂y
− s

∂c

∂y
. (28)

Making use of Green’s Theorem (Stewart, 1995, p. 916), which relates the integral

of a quantity around a closed curve to the integral of the curl of the quantity over

the area inside the curve:

∮

(Pdx+Qdy) =

∫

A

(

∂Q

∂x
− ∂P

∂y

)

(29)

and replacing P and Q in equation 29 by Tx and Ty respectively, we find that the

total change in φ is:
∮

dφ =

∫

A

(

∂Ty

∂x
− ∂Tx

∂y

)

. (30)

The significance of expressing this quantity as an area integral is that it can be

found by summing the values of the quantity inside the integral at all points inside

the curve. In other words, defining the Poincaré index at each point as:

PI = curl

(

∂φ

∂x
,
∂φ

∂y

)

=
∂Ty

∂x
− ∂Tx

∂y
, (31)

the nett change in φ around the whole curve is equal to the sum of the Poincaré

indices for all the points enclosed by the curve. This nett change is also equal to 2π

times the difference between the number of cores and the number of deltas inside

the curve. This can only be true if the Poincaré index is ±2π at a singularity point

and zero everywhere else.

Singular points in the flow field are therefore identifiable from the following criterion

on the Poincaré index of φ:
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PI = 2π core point;

PI = −2π delta point;

PI = 0 no singularity.

When applying the foregoing analysis to actual digital images, the above assertions

are not precisely true. The limits of numerical representation and computational

accuracy mean the that computed Poincaré Index is not always precisely equal

to 0 or to ±2π — indeed, it can never be exactly ±2π since π is transcendental.

Moreover, we do not have available the exact spatial derivatives of the values in a

discrete image grid — derivatives must be approximated by taking finite differences,

and in order to avoid any bias these differences are taken between neighbouring

pixels on either side of the reference point, giving a minimum interval size of 2

pixels. What this means in practice is that the Poincaré Index field computed

as above exhibits regions, rather than single points, that correspond to the flow

singularities. Each region consists of a small number of points (normally between

one and six) in a connected set, the total Poincaré Index of the set being very close

to ±2π. At other points in the image the Poincaré Index is very close to zero.

The following procedure is therefore used to reduce the Poincaré Index field to a

set of single image points:

1. A threshold is selected for the magnitude of the Index. We use a value of

0.01, but it is found that the output is not critically dependent on the exact

threshold value chosen.

2. Pixels with a PI value whose magnitude is higher than the threshold are

flagged as being in a singularity neighbourhood.

3. Each connected singularity neighbourhood is identified and labeled.

4. In each region, the point with the highest PI absolute value is labeled as the

singularity point.
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5. Each singularity point is assigned a PI equal to the sum of the PI for its

neighbourhood, rounded to the nearest multiple of 2π.

6. All other points in the image are assigned a value of zero.

A typical fingerprint has between zero and four singularity points. Outside the

area of the fingerprint, where there is no meaningful orientation field, it is normal

to find many more points where the PI is non-zero, but these are removed at the

segmentation stage, during which process the image region corresponding to the

fingertip is identified and separated out from the background.

4.3.4 Removing Spurious Orientation Features

Features such as scars or hand-drawn markings may result in isolated lines that

cross the ridge lines at an angle and influence the resultant orientation field (eg. see

Figure 46(a)). Smoothing the orientation field reduces the effect of these features

but does not eliminate it, and even an error of a few degrees in the estimate of the

ridge orientation may significantly degrade the output of the ridge enhancement

stage resulting in the generation of false ridges, valleys and minutiae. Moreover, as

indicated in Section 4.3.2, over-smoothing of the orientation field gives inaccurate

results in the neighbourhood of core and delta points.

Ideally one would like to detect and remove these isolated line features and derive

a new clean orientation estimate on the basis of what remains. To achieve this, we

first decompose the doubled orientation field φ into a spiral component φs defined

by the singular points, plus a residual component φc, as follows:

φs(x, y) =
∑

i

[pi × atan2(y − yi, x− xi)] (32)

and

φc = φ− φs, (33)
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where (xi, yi) are the coordinates of the ith singular point and pi is its polarity,

defined as equal to +1 for a core point and −1 for a delta point.

Inspection of equation (32) will show that φs exhibits a singularity of the correct

sign at each singularity point, i.e. at the same points as does the total field φ;

this means that when one is subtracted from the other, the residual field φc con-

tains no singularity points. Figure 36 illustrates the spiral direction field around a

hypothetical pair of singular points.

On rare occasions, poor image quality results in the appearance of false singular

points — these always manifest themselves as pairs of closely spaced singular points

of opposite polarity. These are eliminated by applying a spatial averaging operation

to φs:

φ
′

s = 6 (exp(iφs). (34)

The mean is taken by convolving with a Gaussian filter of spread σ = 2λave (in our

case 19.7 pixels). A revised set of singular points based on φs rather than φ is then

obtained by replacing c and c in equation (26) by c′ = cos(φs) and s′ = sin(φs)

respectively.

We now attempt to eliminate the effect of isolated linear features on the residual

orientation field by defining the complex quantity Uc:

Uc = exp(iφc). (35)

We calculate the local mean Uc of Uc by convolving Uc with a Gaussian filter of

spread σ = 5λave = 49.2 pixels. We then apply a smoothness constraint to Uc by

flagging all the points where the magnitude of the difference between Uc and its

mean is greater than a threshold:

|(Uc − Uc| > τ. (36)

We use a value of τ = 0.75; this value is chosen because, for any angle φ,

| exp(i(φ+ π/4) − exp(iφ)| = | exp(iπ/4) − 1| ≈ 0.75. (37)
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(a) Spiral direction field around a core. (b) Spiral direction field around a delta.

(c) Combined spiral direction field.

Figure 36: Spiral direction field around a pair of hypothetical singular points.
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so that this choice of threshold identifies points where φc differs from its mean

by more than about 45◦. Since φ is twice the orientation angle, this imposes a

smoothness constraint of 22.5◦ on the residual orientation field over a neighbourhood

of about 30 times the average ridge spacing. While this size of neighbourhood may

seem large, recall that φc is the residual field after removing the spiral field due

to the singular points, which are the source of high ridge curvature, so that φc

is comparatively smooth and well-behaved (Figure 37(d)), and an assumption of

smoothness over fairly large neighbourhoods appears justified.

Once the regions of non-smooth behaviour of Uc are identified, the value of Uc is

set to zero in these regions, and a new value of Uc is then obtained for these points

by taking a spatial mean of the remaining valid values of Uc:

U
′

c = Uc (38)

where the mean is again taken using a Gaussian filter of spread σ = 5 × λave. A

new value for φc is thereby obtained for these points:

φ
′

c = 6 (U
′

c). (39)

Finally the modified φs and φc fields are combined to give the final estimate of φ:

φ
′

= φ
′

c + φ
′

s. (40)

Summarising, the removal of spurious orientation features proceeds in the following

steps:

1. Decompose the doubled orientation field φ into its spiral and residual compo-

nents.

2. Eliminate closely spaced false singularity points by smoothing the spiral com-

ponent.

3. Apply a smoothness constraint on the residual component by applying a con-

dition equivalent to restricting the orientation angle to lie within about 22.5◦
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from the mean. Where this constraint is violated, reconstruct the residual

field by spatial averaging.

4. Add the modified estimates of the spiral and residual fields to give a modified

estimate of the orientation field.

4.4 Ridge Enhancement

A ridge pattern is, by definition, one of alternating bright and dark regions. Given

an ideal ridge pattern, it should therefore be possible to categorise a pixel as either

representing a ridge point or a valley purely on the basis of intensity — in other

words, it should be possible to segment the image into ridges and valleys based on

an intensity threshold, although the threshold value might need to vary across the

image to take account of differences in the overall illumination from one part of the

image to another.

Errors in generating a binary ridge map in this manner result from abnormally

bright points within a ridge, or abnormally dark points within a valley. Some

sources of such contamination are:

• dust or dirt on the fingerprint itself,

• noise in the image capture process,

• cuts, abrasions or wrinkles on the fingertip, which interrupt the flow of the

ridges,

• the fine structure of the ridges themselves, eg. the profile of the ridge edge and

the location of sweat pores, which normally appear as relatively light circles

withing the dark ridges.

In the context of attempting to represent the fingerprint as a pattern of ridges, all

the above influences are forms of noise.
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(a) Portion of raw input image. (b) Initial orientation field θ. Circle indi-
cates a region where the orientation was
not well captured.

(c) Spiral phase field φs defined around
the singular points.

(d) Residual φc = 2θ − φs.

Figure 37: Refining the orientation field (1): separating the field into a spiral and a
residual component.
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(a) φc after smoothing with a Gaussian
filter of spread 19.7. Grey regions indi-
cate where this smoothed φc differs sig-
nificantly from the original φc of Fig-
ure 37(d).

(b) Final φc obtained from the field in
37(d) by setting the value in the grey re-
gions in 38(a) to zero then performing a
spatial averaging.

Figure 38: Refining the orientation field (2): applying a smoothness constraint on
the residual component of the field.
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(a) Final orientation estimate, obtained by summing the
fields in Figures 37(c) and 38(b) and halving the result. Com-
pare with 37(b); field in the area indicated by the circle shows
much better continuity.

Figure 39: Refining the orientation field (3): After smoothing, the residual com-
ponent is recombined with the spiral component to give the final estimate of the
orientation field.
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4.4.1 Possible Enhancement Methods

The traditional method of reducing noise in a digital image is to apply some kind

of smoothing, using for example a 2-dimensional Gaussian filter. In the case of

fingerprint images, however, the typical spacing between the ridges is about 0.5mm

(Ashbaugh, 1999, pp. 63-64; Maltoni et al. 2003, p. 83), which in a standard 500 dpi

image equates to approximately 10 pixels. This limits the amount of smoothing that

can be carried out using omnidirectional filters without smearing out the ridges and

valleys. What is required is a method of smoothing the image in the direction of

the ridge orientation but not in the perpendicular direction, thereby preserving the

identity of the ridges and valleys.

One popular approach to ridge enhancement is to use a bank of contextual filters

tuned to a specific ridge frequency (Maltoni et al., 2003, p. 107) . The image is

smoothed by selecting the appropriate filter at each point, based on the known ridge

orientation and on some estimate of the ridge frequency. For example, O’Gorman

and Nickerson (1989) employ a bank of oriented filters that were elongated in the

direction of the ridge orientation and cosine tapered in the direction at right angles

to the ridges. Hong, Wan, and Jain (1998) use a bank of oriented Gabor filters. A

problem with these kinds of filter however is that, since they are tuned to specific

frequencies, they require a preliminary estimate of the ridge frequency. Frequency

may vary significantly across the image, and inaccuracies in this point-wise fre-

quency estimate may degrade the performance of the contextual filters. This is

illustrated in Figures 40 and 41, which show the results of applying oriented Gabor

filtering to a test image consisting of a set of a concentric sinusoidal wave pattern

on which is superimposed a dark horizontal band. The frequency of the wave train

is 0.1 (i.e. λ = 10 pixels), while the band is 4 pixels in width. Oriented Gabor filters

of different frequencies were applied to the test image. In each case the spread σ of

the filter, both in the direction parallel to the orientation and in the perpendicular

direction, was chosen to be equal to the Gabor wavelength, meaning that the filters

were all the same shape, differing only in scale.
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Application of a filter of frequency f = 0.1, which matches the frequency of the

wave pattern, results in a quite clean output in which the corrupting horizontal

feature is effectively eliminated (Figure 40(b)). However, using a frequency that is

too low (Figure 40(c), f = 0.07) or too high (Figure 40(d), f = 0.15) results in

significant “washing out” of the pattern over much of the image, while artificially

enhancing the output at certain points where the corrupting feature interferes with

the ring pattern. When the filter outputs are binarised (Figures 41(a) and 41(b)),

it can be seen that incorrect linking up of some ridge portions on opposite sides of

the corrupting horizontal feature has taken place, resulting in the creation of some

spurious minutiae.

It should be pointed out that because the periodic nature of the ridges breaks down

at the ridge terminations and bifurcations, one might expect any frequency estimate

to be unreliable near these points, yet these are precisely the regions of most interest

when analysing a print.

Another possible strategy, which does not require an a priori frequency estimate,

is to employ a bank of elliptical smoothing filters. This technique is described in

Almansa and Lindeburg (1997). The performance of such filters, however, is limited

by the need to restrict the effective length of the filter so as to avoid propagation of

information across the ridge direction in regions of high ridge curvature. This prob-

lem can be partially overcome by applying the elliptical filters iteratively, allowing

information to “flow around corners” — however this also results in an unacceptable

degree of cross-ridge information flow when the filters are applied iteratively. The

short dimension of the filter cannot be less than one pixel, and in fact significant

quantisation effects are observable with width of less than three pixels — successive

application of the filters however is equivalent to increasing the effective thickness

of the filters. It should be borne in mind that a typical inter-ridge spacing in our

images is only of the order of 10 pixels; any filter that propagates information in

the cross-ridge direction by a distance of more than five pixels might therefore risk

obliterating ridges and valleys.
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(a) Test image. Actual ridge fre-
quency is 0.1 (i.e. the wavelength is
10 pixels).

(b) Output, filter frequency = 0.1.
The corrupting feature is well han-
dled. Degradation is noticeable near
the centre, but tolerable.

(c) Output, filter frequency = 0.07.
Significant degradation is apparent
near the location of the corrupting
feature, and also near the centre
where the central intensity maximum
has become a minimum.

(d) Output, filter frequency = 0.15.
Significant degradation is apparent.

Figure 40: Result of applying oriented Gabor filters to a test pattern of concentric
periodic rings overlain by a dark horizontal band 4 pixels in width. In each case the
filter spread in both the parallel and perpendicular directions was equal to the Gabor
wavelength of the filter.
Overlaid circles in (c) and (d) indicate the location of intensity peaks in the original
image, showing that the intensity maxima appear displaced from the correct positions.
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(a) Binarised output, filter frequency =
0.07.

(b) Binarised output, filter frequency =
0.15.

Figure 41: Significant degradation occurs for filters tuned to the wrong frequency.
Displacement of intensity maxima from the correct positions has led to the appearance
of false endings and bifurcations in the binarised outputs.

Çavuşoğlu and Görgünoğlu (2007) perform filtering by using a bank of oriented 3×9

filters the coefficients of which are obtained from a parabolic curve. All coefficients

are positive, but the middle row of the mask is concave (i.e. the coefficient of x2 is

positive), while the other two rows are convex. The result is that the filter output

at the reference pixel is more heavily influenced by remote sections of the middle

row than by the central sections, but more strongly influenced by central sections

of the two outer rows than by the remote sections of those two rows. They claim

that this has the effect of smoothing out small discontinuities near the centre of the

ridge. Good results are obtained for “dry” and “neutral” types of fingerprint (those

where the amount of ink or other marking medium was small or moderate), but the

results were less good with “oily” types (eg. those with large amounts of ink).

The alternative that we adopt is to perform ridge enhancement by a process of

oriented diffusion, which assumes the availability of an accurate map of the ridge

orientation but does not require any prior knowledge or estimate of the ridge fre-

quency. The method is described in detail in Section 4.4.3.
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4.4.2 Preprocessing

There are two inputs to the ridge enhancement process: the orientation field, and

an input image.

The bandpass filtered image which served as the input for determination of the

ridge orientation is not suitable for detecting and enhancing ridges. This is because

the filter is specifically tuned to the frequency range of the features we wish to

detect, and may introduce artifacts of a periodic nature, which moreover are likely

to be of the precise frequencies of the features we wish to detect, so that they may

be misinterpreted as ridges and valleys. For example a bandpass filter applied at a

sharp intensity boundary produces a ringing effect (figure 42).

It is however desirable to perform some kind of normalisation to eliminate effects

such as that due to uneven illumination, so as to permit valid comparison of the

patterns in different parts of the image. The preprocessing employed here is to to

apply a Butterworth filter of the same type as used earlier, but with a very low

cutoff frequency (0.01 pixels−1, i.e. λ = 100 pixels). The effect is to mask out large

scale intensity variations, while preserving the variations at smaller scales such as

that of the ridge wavelength, which is about 10 pixels.

4.4.3 Ridge Enhancement Using Oriented Diffusion

We wished to perform a ridge enhancement that did not require an a priori estimate

of the frequency field. We employ a methodology that we term oriented diffusion.

The concept underlying diffusion is that a system is allowed to evolve over time, with

the state at any point being modified at any given time according to the states of

its neighbours. Price et al. (1990), for example, take the reaction-diffusion equation

as used in chemistry and adapt the concept to processing various kinds of images,

making brief mention of its use in enhancing a fingerprint image. Chen and Dong

(2006) apply anisotropic diffusion to the task of improving their estimate of the
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(a) Test image containing sharp re-
gion boundaries.

(b) Result of applying bandpass fil-
ter, fmin = 0.05, fmax = 0.02.
Note the spurious intensity bands,
especially near the boundaries.

(c) Result of applying bandpass fil-
ter, fmin = 0.01, fmax = 0.02.
Ringing effect is much less appar-
ent.

Figure 42: Illustration of the ringing effect caused the application of a bandpass filter
to an image with sharp intensity gradients at region boundaries. Using a Butterworth
filter with minimum and maximum cutoff frequencies of 0.05 and 0.2 respectively,
corresponding to maximum and minimum wavelengths of 5 and 20 pixels, produces
artificial bright and dark bands that could be misinterpreted as fringes. Reducing
the minimum cutoff frequency to 0.01 (λmax = 100) avoids this problem. Images are
400× 400 pixels.
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orientation field in a fingerprint image. Firstly an initial estimate is generated via

the gradient-based method as used in the present work, then the orientation field

is smoothed by diffusion in successive stages. The diffusion coefficient is allowed to

vary over the image, being smaller in regions of high curvature.

Perona and Malik (1990) note that the traditional means of smoothing by convolving

with Gaussian filters is analogous to diffusion, with successive smoothing stages

corresponding to successive points in time during the diffusion process. They use

the term “anisotropic diffusion” to describe their methodology of edge detection,

in which they allow the diffusion coefficient to vary in accordance with the current

estimate of proximity to a region boundary, being smaller near the boundaries.

Goshtasby and Satter (2007) perform image smoothing using adaptive windows

whose shapes, sizes and orientations can vary. Their windows are rectangular, and

are narrow near region boundaries and aligned with boundaries. This minimises

diffusion near the region boundaries while allowing a full diffusion effect in the

interior of a region.

In the present work however we do not seek to minimise diffusion at the boundaries

of the ridge and valley regions; rather, we wish the amount of smoothing to be the

same right across the ridge, but for the diffusion to take place along one direction

only.

To show how this can be achieved, first consider the case of a 1-dimensional signal

(Figure 43). For a smoothly varying function1 f , the mean over an interval differs

from the function value at the interval’s mid-point by an amount that is determined

by the degree of concavity or convexity of the function, i.e. by the second derivative.

More formally, if the function in the neighbourhood of the point x0 can be expressed

as the summation of a Taylor series:

f(x) = f(x0) + (x− x0)f
′

(x0) +
1

2
(x− x0)

2f
′′

(x0) + . . . (41)

1We use f here because it is a popular symbol for an arbitrary function; it is not to be confused
with the ridge frequency, which we also denote elsewhere by f .
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Figure 43: Illustrating that the difference between the mean of a function and the
value at the mid-point is related to the second derivative of the function.

then a weighted mean of f centred on x0 is given by:

f(x) = f(x0) +
1

2
(x− x0)2f

′′

(x0) + . . .

= f(x0) + kf
′′

(x0) + . . . (42)

where k = 1
2
(x− x0)2 is a constant whose value depends on the size of the chosen

interval and on the nature of the weighting function used in taking the means, but

not on the behaviour of f itself. (Note that the mean displacement from x0 is

zero, so that the first-order derivative term vanishes, as do all the higher odd-order

derivative terms.) If the weighted mean is taken by convolving with a Gaussian

filter of spread σ, then k is simply equal to σ2/2.

This illustrates that rather than taking a weighted mean using a 1-dimensional

smoothing filter, an alternative is to make use of equation (42) by estimating the

second derivative, multiplying by an appropriate constant k, and adding this to the

value at the reference point.

This becomes useful when we consider functions over a 2-dimensional domain, be-

cause the second derivative f
′′

θ (x, y) along an axis forming an angle θ with the x-axis
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can to shown to be given by:

f
′′

θ (x, y) =
∂2f

∂x2
cos2 θ +

∂2f

∂y2
sin2 θ + 2

∂2f

∂x∂y
cos θ sin θ. (43)

Accordingly, we perform oriented smoothing in an iterative fashion as follows:

1. The raw image is preprocessed using a bandpass filter similar to that used

in determining the ridge orientation, but with a much lower minimum cutoff

frequency (fmin = 0.1/λT ). Exclusion of these very low frequencies means

that the intensity across the image is roughly constant when averaged over

scales greater than 10λT . This normalised image becomes the input for the

first iteration.

2. At each iteration:

• Obtain the three second-order partial derivatives over the image2.

• Set θ to be the ridge orientation, and use equations (42) and (43) to

obtain the directionally smoothed value at each point.

• The output at each stage then becomes the input image for the following

stage.

The same orientation map is used at every stage.

The degree of improvement at each stage may be assessed by taking the sum over

the whole image of the changes from one iteration to the next, disregarding the

sign of the changes. If we denote this quantity by Σ(∆), it is found that at first

the value of Σ(∆) falls off in approximately exponential fashion with successive

iterations, as might be expected if the process is converging to a well smoothed

image. Eventually however the rate of decrease of Σ(∆) with each iteration slows

down markedly, suggesting that little further improvement (even in relative terms)

2The first order derivatives are estimated by taking finite differences, eg. ∂f/∂x ≈ [f(x+ 1)−
f(x − 1)]/2. Similarly, second order derivatives are estimated by taking finite differences of the
first order derivatives.
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Figure 44: Absolute values of change summed over the entire image (logarithmic
scale) at each iteration of oriented diffusion, shown for several typical fingerprint
images.

is possible from then on (Figure 44). This point of diminishing returns depends on

the quality of the original image, but usually occurs somewhere between 50 and 100

iterations. For this reason 100 iterations was decided upon as an appropriate point

at which to terminate the process.

Once the directionally smoothed fingerprint image is obtained, it still remains to

perform a binary segmentation into ridge and valley regions. We do this applying

a very narrow 2-D Gaussian smoothing filter (σ = 0.3λT ), and then examining

the sign of the second derivative in the direction at right angles to the ridges.

This exploits the fact that the second derivative of a smoothly varying function

is positive in the neighbourhood of a local minimum and negative near a local

maximum (Figure 45). This quantity is obtained by again applying equation (43),

but replacing θ by θ + π/2.

Figure 46 shows the results of applying the method of oriented diffusion to a typical
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Figure 45: Illustrating the partitioning of the domain of a function into neighbour-
hoods of maxima and neighbourhoods of minima based on the sign of the second
derivative. Second derivative is negative near a maximum (red dashed line) and pos-
itive near a minimum (blue solid line).

fingerprint.

For purposes of comparison, the oriented Gabor filter technique was applied to the

same image (Figure 47). The orientation field used for selecting the appropriate

filter was the same as the orientation field used in applying the oriented diffusion.

The actual ridge frequency in this image, as measured manually at various points,

varied between 0.08 and 0.1; results are shown for contextual filtering at each of

these tuning frequencies. Note in particular the degradation in the top left corner

of the image, where insufficient smoothing along the ridges has resulted in the ap-

pearance of many spurious breaks and joins. Although it is conceivable that these

defects could be dealt with by some kind of block-wise frequency estimate, giving

a different frequency for different regions of the image, the primary advantage of

the method described herein is that it does not require any a priori estimate of

frequency at all3. The outputs from the enhancement methods in the lower left

corner of the image portion shown in Figures 46 and 47 require some discussion.

In this region neither the oriented diffusion method nor the frequency-tuned filter

enhancement method resulted in a clear pattern — this occurred because the image

3In the following section we go on to derive a frequency estimate to assist in the task of
segmentation; however the ridge-enhanced image, derived as outlined above, forms the input for
obtaining this frequency estimate.
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(a) Portion of the original fingerprint im-
age. Note the corrupting feature consist-
ing of a heavy vertical line at lower left.

(b) Original image with orientation field
overlaid. Image has been lightened to
make the orientation markers clearer.

(c) Directionally smoothed image. (d) Binarised smoothed image.

Figure 46: Output at various stages of oriented diffusion.



4.4. RIDGE ENHANCEMENT 133

quality at this point was too poor to give a sufficiently accurate estimate of orienta-

tion (Figure 46(b)). Similarly, there is a region towards the right side of the image

where poor image quality has resulted in a (probably false) break in the binarised

ridges. Again the Gabor filter technique has the same difficulty as the method of

oriented diffusion in dealing with this feature. Such regions are occasionally found

even in ten-prints of reasonable quality. Certain spurious orientation features, such

as individual wrinkles or hand-drawn lines lying across the ridges, can be handled

in the manner described in Section 4.3.4, but this will not deal with regions where

the orientation estimate is consistently wrong by only a few degrees but over an

extended region.

It is inevitable that some false minutiae will be identified in such regions by an

automated minutia extraction algorithm. It is possible however to identify and

prune many of these false minutiae at a later stage of the analysis, based on the

fact that such false minutiae tend to appear as pairs of closely spaced minutiae with

opposite orientations. Alternatively the minutiae can be represented in terms of a

continuous field. This was the approach taken for the work described in Chapter 3,

where was pointed out (Section 3.3.4) that in such a representation, closely spaced

pairs of oppositely directed minutiae almost cancel each other out, resulting in a

minutia field that is fairly robust to the presence or absence of such pairs.

4.4.4 Obtaining the Ridge Frequency

The ridge frequency is useful as an aid to segmentation (Section 4.5.3). Although

it was noted in Section 4.4.1 that the presence of minutiae means that the concept

of frequency is not meaningful at all points in the ridge pattern, it is nevertheless

possible to derive an estimate of the mean frequency over a given region of the

pattern. In a binary image where the two possible values are denoted zero and one,

the frequency is equal to the number of transitions from zero to one and back to zero,

per unit distance traveled in the direction perpendicular to the ridges (Figure 4.4.4).
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(a) Result of Gabor smoothing, filter fre-
quency = 0.08.

(b) Result of binarisation of Figure 47(a).

(c) Result of Gabor smoothing, filter fre-
quency = 0.1.

(d) Result of binarisation of Figure 47(c).

Figure 47: Output from smoothing with a bank of oriented Gabor filters, presented
for comparison. The orientation field used to align the Gabor filters was the same
orientation field as that used for the oriented diffusion method illustrated in Figure 46.
Actual ridge frequency in the image varies between 0.08 and 0.1. Note the poor
performance in the upper left region and in the area below and to the right of the
lower core.
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Figure 48: The spatial average of ridge frequency is given by the average number
of cycles per unit distance measured perpendicular to the ridge orientation. In this
example the number of ridge cycles between the two dotted lines is 4 or 5 depending
on the path taken, while the perpendicular distance between the lines is about 45
pixels. The average frequency in the indicated region between the dotted lines is
therefore somewhere between 4/45 and 5/45, i.e. between 0.09 and 0.11.
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Considering only the magnitude of a transition and neglecting the sign, the total

transition is 2 for each cycle of the ridge pattern. The ridge frequency is therefore

determined as follows:

1. Apply a very narrow Gaussian smoothing filter (σ = 0.1×λave) to the binary

image. This removes any very thin lines that may remain from the ridge

enhancement stage.

2. Calculate the image gradient perpendicular to the ridge orientation:

g⊥ = gx sin θ − gy cos θ (44)

where gx and gy are the gradients in the x and y directions.

3. The frequency is calculated as half the spatially averaged mean of the mag-

nitude of this quantity:

f =
1

2
× |g⊥| (45)

where the mean is taken over several average ridge wavelengths. In our case,

we take a weighted mean by applying a Gaussian filter of spread σ = 2λave,

giving an effective spread of about 12λave.

4.5 Foreground/Background Segmentation

The fingerprint image foreground is defined as consisting of that part of the image

where the location and orientation of ridges and valleys can reliably be determined.

This excludes regions of the fingertip where the ridge pattern is not clearly dis-

cernible, as well as parts of the image lying outside the fingertip.

Because the object of this research is to gather data from a database of sample prints

taken under controlled conditions (“ten-prints”), we work with relatively clean im-

ages. The background is normally a light-coloured piece of paper or card. However

segmentation is still a non-trivial task. Ten-prints typically include printed or hand-

written annotations such as an identification number, a code identifying from which
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Figure 49: Typical ten-print, illustrating background features that make segmenta-
tion difficult. The features include handwriting, printed letters and ruled lines.

finger the print was taken, or miscellaneous notes. Sometimes horizontal or vertical

lines are apparent near the edges of the image, presumably corresponding to the

edges of the card, or perhaps to an artifact of the digitising process. Occasionally

ink smudges appear in the background. Figure 49 illustrates some of these features.

The implications of this are that, while we know what a fingerprint or part of a

fingerprint looks like, we cannot know in advance what features to expect in the

background. Segmentation therefore needs to focus on identifying the characteris-

tics of a fingerprint and marking the foreground accordingly, rather than searching

for specified features that may make up the background.

There are a number of parameters that might be considered possible candidates as
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markers to identify the print foreground:

Coherence. Since the existence of a discernible ridge pattern implies a degree of

anisotropy, one might expect that setting a coherence threshold value could be a

means of separating the print from the background. There are two reasons why a

coherence threshold by itself is not sufficient:

1. The coherence is close to zero at points in the neighbourhood of a flow singu-

larity, i.e. near cores and deltas, due to the fact that the ridge orientation is

highly variable in these regions, and is undefined at the singularity point itself.

A segmentation based on a coherence threshold would exclude these regions,

but they legitimately form part of the fingerprint and should be included as

foreground provided the image is clear in such regions.

2. Features found in the background, such as solid straight lines or handwrit-

ten characters, are often of a linear character and contain regions of high

coherence.

The first of these cases could perhaps be dealt with by noting that, in a good quality

print, the regions of low coherence should consist only of the core and delta points

and their immediate neighbourhoods. On the other hand, if the coherence is low

over a large region it will not be possible to reliably estimate the flow behaviour

in such a region. One can therefore perform a segmentation based on a coherence

threshold, then “fill in the gaps” using a morphological closing operation that will

allow small areas centred on cores and deltas to be marked as foreground.

The second case is more difficult to deal with. One might expect that, in the

background, areas of high coherence would be confined to thin regions on either

side of a linear background feature. However a feature consisting of many lines in

a small region, such as a piece of handwriting, can exhibit high coherence values

over all or most of the region, even though the pattern of lines does not resemble a

fingerprint ridge pattern.
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Locally averaged image intensity. Fingerprints normally consists of a pattern

of dark ridges on a lighter background. Although the valleys between the ridges

may be the same colour as the background, one might attempt a segmentation

based on the average image intensity over a neighbourhood with a radius of several

ridge wavelengths. The problems with this are twofold:

1. The darkness of the print may vary, due to differences in pressure of the finger

on the surface, or to variations in the amount of ink. Frequently prints have

regions that contain very faint ridge lines which are easily discernible to the

human eye, yet the averaged imaged intensity in these regions would differ

very little from that of the background. One therefore has a problem deciding

what threshold value should be set, given that the threshold cannot be the

same over the entire image.

2. As is the case for coherence, areas of the background may have similar average

intensity to areas in the fingerprint.

3. The use of intensity as a marker makes no use of directional information.

This means that a part of the fingerprint where the lines were obscured due

to smudging might be considered as foreground, whereas we would wish it to

be marked as background.

Image intensity local variance. The presence of alternating bright and dark

bands means that, when viewed over a neighbourhood of size equal to several ridge

wavelengths, the intensity should exhibit a certain variance. A sharp discontinuity

would be expected at the edges of the print.

It is not clear, however, what the threshold value of the variance should be. The

use of variance as a marker suffers from the same issues as the use of intensity, viz:

1. Because the intensity within the print is variable, the value of the variance

itself is also variable.
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2. The nature of the background features cannot be known in advance, and it

may well be that the variance in these regions is close to that within the actual

print.

It appeared necessary to improve on the segmentation techniques described earlier

(Section 2.3.1), and to speculate further on exactly what it is that the human

examiner sees in the ridge pattern that enables identification of the fingerprint

foreground with comparative ease.

The key appears to lie in the phrase “ridge pattern”. Firstly, there should be

evidence of ridges, i.e., there should be a well defined orientation field based on

features of the same order of magnitude as the typical ridge spacing on a finger.

Secondly, there must be a pattern, i.e. there should be some degree of repetition

and continuity.

One cannot expect to see continuity in the ridge orientation angle θ over the whole

image. Near the flow singularities, and in other regions of high curvature, the angle

changes rapidly, and indeed at a singularity the angle is undefined. However it

seems reasonable to expect some smooth orderly behaviour in the parameters that

we use to determine θ.

We perform segmentation on the basis of three quantities:

1. Anisotropic energy;

2. Directional coherence;

3. Spatially averaged ridge frequency.

These three subtasks are not all performed at the same stage of the analysis. The

first two quantities are available once the orientation field has been derived; deter-

mination of the ridge frequency however requires a good quality binary ridge map,

so that this subtask is carried out after the task of ridge enhancement.
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4.5.1 Segmentation on Anisotropic Energy

It was noted earlier (Section 4.3) that the anisotropic energy in the image can be

described by a single complex quantity Z. Accordingly it was decided to investigate

whether the behaviour of Z could be used as a segmentation marker. The incentives

for using Z for segmentation are:

1. Since the print foreground consists largely of regions of quasi-parallel lines,

while most of the background does not, it seems reasonable to expect a dif-

ferent behaviour of Z in the foreground to that in the background.

2. Frequently the print capture process results in an image that exhibits signif-

icant variations across the image in the intensity of the ridges. Occasionally

extraneous features such as hand-drawn lines overlay part of the ridge pat-

tern. Such features, especially heavy (i.e. very dark) lines, may affect the di-

rectional response so as to give a completely unrealistic orientation field near

such features. One would like to apply some local normalisation to the image

so that all bright and dark regions are of approximately the same strength;

however, before normalising, it is necessary to identify regions of very low

signal strength in order to avoid simply scaling up the background noise4. An

obvious way to find and eliminate such regions is to apply a threshold based

on the strength of the anisotropic response.

In our case, we make the assumption that the fingerprint occupies at least 5% of the

image (in our images it normally occupies considerably more), and that therefore

if one constructs a histogram of the magnitude of Z for the entire image, then

the 95-percentile value should be a value typically found in that part of the image

corresponding to the fingerprint, rather than in the background. Making generous

allowance for ridge intensity variation, we then discard from consideration points

4Instances were found in which faint background noise showed high directional coherence; this
highly anisotropic noise may have been introduced as an artifact of the imaging process, or may
have been due to the grain of the paper on which the print was made.
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where the magnitude of Z is less than 1% of this “typical” value. This allows for

a large amount of variation in the intensity of ridges and valleys in the image, but

masks out regions of the background that show tiny intensity variations.

The effect of this masking is shown in Figure 50(b). This stage masks out large areas

of the background where the intensity is uniform or nearly so. Clearly however there

are many areas of the “foreground” that are not part of the fingerprint. The main

purpose of this segmentation stage is to remove areas of the background that exhibit

high coherence but very low overall anisotropic energy, in preparation for extracting

the final orientation field and performing the next stage of the segmentation.

4.5.2 Segmentation on Coherence

The next stage of segmentation is based on directional coherence. A threshold

coherence value must be selected, and the foreground is then defined as those points

where the coherence is higher than the threshold.

In this work a threshold of 0.3 is used. To some extent the choice of threshold is

arbitrary; however it was concluded after visual examination of many images that

in regions of the image where the coherence was greater than 0.3 the linearity in

the image was clearly discernible and it was possible to easily assign an orientation

direction by inspection; 0.3 therefore appears to be an appropriate cutoff value.

As noted in Section 2.3.1, the coherence falls to zero at a flow singularity and is

very low in the singularity neighbourhood. However, the singularity regions are

part of the print and should not be masked out. This problem is addressed by

performing a morphological closure operation that fills in “holes” in the mask with

a breadth less than a selected size. The appropriate size was selected by extracting

the coherence in a test image of concentric rings — the image intensity was a

sinusoidal function of radial distance from the centre. This test image was perfect

in the sense that it contained no image noise and the orientation of the rings was

well defined everywhere except at the exact centre. It was found that radius of
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the central region in which the coherence was less than the threshold was roughly

1.25 times the wavelength. For this reason we perform a closure on the coherence

mask using a morphological structure element of radius 1.25 times the average ridge

wavelength.

Figure 50(c) shows a typical result of such a segmentation. It can be seen that

the process successfully masks out areas of the print where the quality is too poor

to positively delineate the ridges, while not masking out regions near a singularity

in a good quality region. Parts of the background that contain linear features

such as ruled lines and handwriting are incorrectly flagged as foreground, as is a

region immediately bordering the true fingerprint. These regions were identified

and masked out in subsequent stages of the segmentation.

4.5.3 Segmentation on Spatially Averaged Ridge Frequency

Two constraints are applied to the ridge frequency field — a constraint based on the

value of the frequency, and a constraint based on the local variance of the frequency.

1. Constraint on Frequency Value. A fractional tolerance τ is specified.

The frequency is then constrained to lie within an interval logarithmically

centred on the nominal average frequency fave = 1/λave:

fave/(1.0 + τ) < f < fave × (1.0 + τ). (46)

In our case we specify τ = 0.3.

2. Constraint on Frequency Variance. Denoting the frequency gradients

in the x and y directions as fx and fy respectively, the magnitude of the

frequency gradient is calculated:

fg =
√

f 2
x + f 2

y . (47)

The median of this quantity is then calculated, considering only the values for

those image points that were not already masked out in the previous stages
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of segmentation. This gives what might be described as a typical value for

the spatial rate of change of the frequency. Points where the magnitude of

the frequency gradient is too much in excess of this typical value are masked

out. In our case a value of 3.0 times the median gradient is taken for the

threshold value. The output from a frequency-based segmentation is shown

in Figure 50(d).

4.5.4 Results

The final segmentation is obtained by taking the foreground mask as the intersection

of the foreground masks generated from the three partial segmentations — that is, a

region of the image must satisfy all three conditions, based on coherence, anisotropic

energy and ridge frequency, to be considered as part of the foreground.

Figures 50 shows a typical input image and the outputs of the different kinds of

segmentation. Figure 51 shows the final segmentation, obtained by combining the

outputs of the three partial segmentations. Background areas in segmented images

are shown as greyed out.

4.6 Integrated Representation of the Ridge Pat-

tern

A goal that has until recently eluded researchers is the concise, yet complete, rep-

resentation of the finger ridge pattern. Such a representation would encapsulate

information only about the ridge pattern, i.e. Level 1 and Level 2 detail, ignoring

such details as the actual brightness or blackness of valleys and ridges, the thickness

of the ridges and the fine Level 3 details of the ridge profiles. The motivations for

such a representation are:

• By not recording unwanted data, there is the potential to substantially cut
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(a) Input image. (b) Result of segmentation on anisotropic
energy.

(c) Result of segmentation on coherence. (d) Result of segmentation on ridge fre-
quency and frequency variance.

Figure 50: Segmentation of fingerprint image into foreground and background.
Background areas in segmented images are shown in grey.
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Figure 51: Final segmentation, obtained by combining the three partial segmenta-
tions. The final foreground mask is the intersection of the foreground masks obtained
from the three partial segmentations. Background areas in segmented images are
shown in grey.
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down on storage requirements for fingerprint data.

• By keeping only the data that defines the ridge pattern, we expect to simplify

the process of comparing one digitised print with another.

Information that is not required as part of the ridge pattern representation includes:

• ridge thickness;

• ridge and valley intensity, i.e. the amount of contrast between bright and dark

regions);

• level 3 detail — shape of the ridge edges, location of sweat pores on the ridges.

The generation of the ridge orientation field, using a methodology such as described

in Section 4.3, is comparatively straightforward, and this representation implicitly

contains all the Level 1 information, i.e. the direction of the ridges at every point and

the location and nature of flow singularities. It does not however convey anything

about the frequency and placement of the ridges and valleys, and therefore contains

no information about the location of the places where these terminate or bifurcate

(i.e. the locations of the minutiae).

Many researchers, eg. (Ratha et al., 1995), have represented the ridge pattern in

terms of chain-codes. For example, a chain-code may be used to define the points

on lines that are estimated to follow the central axes of the ridges — this is referred

to as a skeleton ridge map.

Shi and Govindaraju (2006) use chain-codes in a slightly different manner. They

take a binary image and scan it from top to bottom and from right to left, detect-

ing transitions from white to black. The contour is then traced and expressed as

an array of elements, with each element representing a pixel on the contour and

containing fields for the x and y coordinates of the pixel and the direction of the

contour into the pixel. The chain-code therefore defines the borders of the ridges in

the binarised image, rather than the ridge axes. Minutiae are identified as places
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where the list of elements follows a sharply turning path, which occurs at a ridge

ending or a valley ending.

Some problems with this representation are:

1. The output of the thinning process is critically dependent on the input, which

in turn is determined by the binarisation threshold. A small change in the

choice of threshold may preserve the identity of a ridge but significantly change

the location of its mid-point, which will later determine the location of the

line in the ridge skeleton map.

2. Thinning is a complex and non-trivial operation. The points at which ridges

meet are of primary importance in a fingerprint image, but special treatment

is required for dealing with these points, which represent short breaks in the

otherwise orderly linear flow of the ridges.

3. Thinning algorithms are highly sensitive to noise, implying the need for some

form of preprocessing to eliminate, as far as possible, false lines and false line

breaks in the output. Farina et al. (1999) note that an initial skeleton ridge

map may contain several thousand line endings and bifurcations, of which only

up to about 100 would be classified by a human examiner as true minutiae.

They describe a minutiae extraction process

4. Once a skeleton ridge representation is achieved, it is still not clear how one

pattern might be easily compared with another. Given that one would never

expect two different images of the same fingertip to produce identical skeleton

ridge maps (because of variations in line thickness, illumination gradient etc.),

the lines in one will never coincide exactly with those in the other. Moreover,

where one line splits into two, it is to some extent arbitrary which of the two

lines is counted as a continuation of the first, or indeed whether the lines

should be counted as three separate lines. This makes it difficult to define

a standard representation for a skeleton ridge map, complicating the task of
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finding how well one such skeleton ridge map matches another. The chain-

code can be used to locate the minutiae — however except for the minutia

locations the comparison of two chain-codes is equivalent to a comparison of

the locations of ridge boundaries, and would seem to be a good deal more

complicated than a simple pixel-based correlation of the binary images.

Rather than follow the chain-code approach, we sought to define a field that would

specify, for any point in the image, whether the point is on a ridge axis, on a valley

axis, halfway between a ridge axis and a valley axis, etc. Such a representation

would permit complete reconstruction of the ridge pattern — for example, the

ridge skeleton map is simply the set of points lying at the mid-points of the ridges.

4.6.1 Phase Field Representation of a Fingerprint

Representation of the Ridges as a Periodic Wave

Except at singular points in the ridge flow pattern, viz. the cores and deltas, the

ridges show a high degree of regularity. This suggests that the ridge pattern is

analogous to the peaks and troughs of a wave train.

If the ridge pattern were continuous across the image, with no flow singularities

and no ridge breaks or joins, it might be relatively straightforward to represent the

pattern as a wave train with the phase varying smoothly over the image. One could

for example imagine the phase as a function of the height of a surface (Figure 52).

There are two major stumbling blocks in the way of deriving such a representation:

1. The specification of a wave phase at any point implies the assignment of a

direction to the wave. Whilst it is relatively easy to obtain the ridge orien-

tation across the image, disambiguating this into a consistent flow field is a

non-trivial task. The difficulty is illustrated in Figure 53.

2. The ridge minutiae correspond in the wave model to points at which a wave
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(a) Hypothetical surface. (b) Cosine of φ, where φ is propor-
tional to the surface height.

Figure 52: Illustrating the derivation of a idealised fringe pattern where phase is
simply a scalar function (corresponding in this case to surface height). Note the
absence of any minutiae; wave crests and troughs correspond to surface contours, so
they are continuous and do not intersect.

crest terminates or bifurcates. Such points represent discontinuities in the

phase field, with the phase being undefined at these points. It can be demon-

strated that the presence of such points means that the phase cannot be

“unwrapped”, i.e. it cannot be represented as a continuous function such as

the height of a surface, as suggested above. If a wave model is used, it is

necessary to somehow deal with this difficulty.

The Helmholtz Decomposition Theorem (Joseph, 2006; Larkin and Fletcher, 2007)

states that the phase of a smooth vector field can be decomposed into two parts

— a continuous component, which can be unwrapped to remove the discontinuities

of 2π, and a residual component, which cannot be unwrapped but which can be

expressed in simple terms as a phase that exhibits spiral behaviour at a set of

discrete points in the image. This is discussed more fully in the next subsection.

It turns out that the concept of spiral phase can also be used in addressing the

other problem referred to above — the derivation of an unambiguous direction field
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(a) An unsuccessful attempt to assign a
flow direction.

(b) Flow direction correctly assigned.

Figure 53: A flow direction assigned so that it is consistent within a sub-image
defined by the rectangular boundary cannot always be extended to the rest of the
image without causing an inconsistency (a). Reversal of the direction over part of the
image resolves this inconsistency (b). Neighbouring regions may contain oppositely
directed flow provided that the boundary between the regions (dashed line) is parallel
to the flow.
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from an orientation field that has an ambiguity of π.

Existing Work on the Phase Representation

A recent paper by Larkin and Fletcher (2007) proposes representing fingerprint

structure as a “hologram”, i.e. a phase modulated fringe pattern. The work was

inspired by similarities between fingerprint patterns and optical interferograms,

which have been studied extensively by optics researchers. Such research has given

rise to the concept of phase vortex spirals, which are capable of representing the

singular points in the phase field of an optical interference pattern. Fingerprint

research has tended to concentrate on the ridge spacing, or, equivalently, the ridge

frequency — but the problem here is that the concept of frequency fails at the

most interesting points in the image, viz. the points where the ridges terminate or

bifurcate.

Larkin and Fletcher propose a finger ridge pattern representation based on phase,

rather than on ridge frequency, which is the spatial derivative of phase but is not

well-defined at all points. Their model represents the intensity in a fingerprint

image as:

I(x, y) = a(x, y) + b(x, y) × cos[ψ(x, y)] + n(x, y), (48)

which can be rewritten as:

I(x, y) − a(x, y) ≈ b(x, y) × cos[ψ(x, y)], (49)

where:

• I is image intensity at each point,

• a is the offset, or “DC component”,

• b is the amplitude,

• ψ is the phase term,
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• n is a noise term resulting from sweat pores and other artifacts as well as

noise in the image capture process.

The necessary task is to determine the parameters a, b and ψ; this is termed de-

modulation.

They first remove the offset term a(x, y) by estimating this as the mid-value of a

localised histogram. They then proceed to define the demodulation operator $:

${f(x, y)} = F−1{exp[iφ(u, v)]F{f(x, y)}} (50)

and show that:

${b(x, y) × cos[ψ(x, y)]} ≈ −i× exp[iβ(x, y)] × b(x, y) × sin[ψ(x, y)]. (51)

(Equation (4) in Larkin and Fletcher, 2007)

where:

• F and F−1 respectively denote the Fourier transform and inverse Fourier

transform operators,

• β is the direction of the wave normal,

• φ is the polar angle in frequency space, defined by:

φ(u, v) = atan2(v, u).

A comparison of equations (49) and (51) shows that the right hand sides are in the

ratio:

−i× exp[iβ(x, y)] × tan[ψ(x, y)] (52)

and that therefore provided we can determine β, the direction of the wave normal,

we can use this to directly determine ψ, the fringe phase.

Larkin and Fletcher go on to discuss the fact that, by the Helmholtz Decomposition

Theorem, ψ can be decomposed into a continuous phase component and a spiral

component:

ψ(x, y) = ψc(x, y) + ψs(x, y) (53)
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where ψs is the spiral phase component generated using the addition of a number

of spiral phase functions centred on n points:

ψs(x, y) =
∑

n

pn arctan

(

y − yn

x− xn

)

. (54)

The points (xn, yn) are the locations of the minutiae in the fringe pattern; each has

an associated “polarity” pn = ±1.

Figure 54 shows the wave phase behaviour across a fringe pattern containing a pair

of minutiae, one with positive polarity and the other with negative polarity.

The continuous phase component ψc contains no singular points, and can therefore

be unwrapped to a continuous field containing no discontinuities of 2π. The results

of Larkin and Fletcher’s work are four output images:

• the offset component a,

• the wave amplitude b,

• the continuous unwrapped phase field ψc,

• the spiral phase field ψs, specified by marking the location of each spiral phase

point along with its polarity (positive or negative).

The first three of these are smoothly varying scalar fields, and hence are amenable to

data compression techniques. The fourth field, spiral phase, is not continuous, but

can be encoded very economically simply by listing the points and their associated

polarities. Larkin and Fletcher show that very high data compression ratios (they

quote a factor of 239) can be achieved, and that the compressed data can be used

to reconstruct an image of the original fingerprint that is almost indiscernible from

the original.

Note however that it is only the last two quantities, ψc and ψs, that are actually

required in order to completely describe the ridge pattern; the other two parameters

are associated with image brightness and contrast, which are not relevant when

comparing ridge patterns.
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NORMAL
WAVE

Figure 54: Illustrating the phase behaviour in a fringe pattern containing two minu-
tiae, one of each polarity. Arrows indicate phase ψ, shown increasing anticlockwise
with ψ = 0 pointing to the right (not to be confused with the direction of the wave
normal β, which is approximately 90◦, i.e. upwardly directed, across the entire pat-
tern). Lower circle encloses a minutia of polarity +1; upper circle contains a minutia
of polarity −1.
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Application of the Larkin and Fletcher Phase Representation

Larkin and Fletcher show how to demodulate a fingerprint image to obtain a phase

field ψ, which can then be decomposed into a spiral component ψs and a residual

continuous component ψc. The minutia locations coincide with the spiral phase

points, and can therefore be identified as the points where the Poincaré Index of ψ

is ±2π. There is a close analogy with the method used to locate the flow singularities

by obtaining the Poincaré Index of the doubled orientation field (Section 4.3.3).

In order to obtain ψ, however, it is necessary to determine β in equation 51. This

is the direction of the wave normal. Obtaining β is equivalent to obtaining the

direction θ of the ridge flow, which is at right angles to β. Note that is is not

sufficient merely to know the ridge orientation; this must be disambiguated to a

ridge direction that is not subject to discontinuities of π when following the ridge

lines. This is because an inspection of (52) shows that replacement of β by β + π

must be accompanied by a negation of ψ in order to leave the expression unchanged.

A discontinuity in θ and β is therefore also accompanied by a discontinuity in ψ,

rendering it impossible to apply the phase unwrapping technique, which relies on ψ

being continuous except at a finite number of discrete points (the minutia locations).

At this point there are two possible approaches to overcoming this difficulty:

1. Attempt to disambiguate the ridge flow direction. This will allow the specifi-

cation of a consistent wave normal β over the entire image, which will in turn

allow the ridge pattern to be expressed as the sum of two phase terms — a

continuous phase field ψc spanning the whole image, and a spiral phase term

ψs defined by the specification of a list of spiral points, which correspond to

the minutiae.

2. Avoid the disambiguation problem by splitting the image into a number of

sub-images. It is always possible to do this in such a way that no cores or deltas

occur inside any of the sub-images. This means that the orientation field in

each of the sub-images can be easily unwrapped, and a phase representation
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of the ridge pattern in each one can be generated. Each sub-image can be

represented in terms of its phase pattern, but the phase sub-images cannot

be merged to give one single phase image because there is no guarantee that

the flow direction in one sub-image is consistent with that in the adjoining

sub-image along the line where they join. Nevertheless the phase sub-images

are useful, because we use them in locating the minutiae.

The first approach is the more appealing, since it can potentially lead to a descrip-

tion of the ridge pattern in terms of just a single continuous carrier phase image

plus a listing of the spiral phase points. Significant success was achieved with this

approach — in most cases it was possible to disambiguate the flow direction, and

thereby achieve a complete phase representation for the entire print.

Unfortunately our fingerprint database contained a small number of images, typ-

ically in the twin loop category, that exhibited very complex orientation patterns

and could not be reliably disambiguated. An example is presented in Section 4.6.5.

Rather than skew the dataset by removing these difficult cases, it was decided to

adopt the second approach when processing the images in our database, in order

to have a reliable ridge phase representation and reliable set of minutiae for every

image, to serve as the input for the statistical analyses described in Chapter 5.

Each of these two approaches to deriving a phase representation will now be de-

scribed in detail.

Disambiguating the Ridge Orientation

Figure 53 illustrates the difficulty inherent in determining a unique direction field

when only the orientation is known.

In the absence of flow singularities, this problem could be solved by starting at one

point and arbitrarily assigning one of the two possible directions, traversing the

image point by point, assigning the direction at each point so as to ensure there
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are no discontinuities of π between neighbouring points5. For example one might

“unwrap” the direction θ along one central column of the image by traversing from

top to bottom, then unwrap each row beginning from the column just unwrapped.

The presence of flow singularities, unfortunately, means that there are points in the

field where a discontinuity of ±π in the direction of the flow vector does indeed

occur, and therefore the above unwrapping technique will in general fail. It is

however possible to decompose the orientation field into two components — one

component that is continuous, and one in which discontinuous jumps of ±π only at

certain well defined points.

Examining Figure 53(b), we note that it is possible to follow a line down from the

core point marking the boundary between two oppositely directed flow fields. This

line is a branch cut (shown in the figure as a sloping dashed line). The strategy

adopted, therefore, is to extract these lines from the orientation field, define a special

direction field θs that is discontinuous only at these lines, and subtract this from

the original orientation field θ, leaving a residual field θc that can be unwrapped.

We denote the unwrapped version of θc by θ
′

c. θs can then be added to θ
′

c to give a

final unwrapped θ
′

that contains no discontinuities except those along the specified

branch cuts.

The foregoing is reminiscent of the decomposition of the fringe pattern phase into

spiral phase and continuous phase components. In fact it is completely analogous

except in two important respects:

1. When unwrapping the continuous component θc, discontinuities of π must be

removed. This contrasts with the wave phase unwrapping problem, where

discontinuities of π do not occur, and it is only jumps of 2π that need be

detected and removed. As mentioned above, this can trivially be handled by

doubling θc, unwrapping the doubled angle, then halving the result.

5The MATLAB language, for example, has a built-in function to perform such unwrapping on
a one-dimensional array; it detects and removes discontinuities of 2π rather than π, but this can
be handled by multiplying the orientation angle by 2, performing the unwrapping, then halving
the result.
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2. The spiral phase component described in Section 4.6.1 was a simple model

containing a discrete number of point phase vortices. This will not suffice

for modeling the behaviour of θ, where the discontinuities occur along one or

more lines rather than only at certain points.

A model that does give the required phase behaviour is a phase dipole (Figure 55).

This is constructed from a straight line segment by defining two spiral phase fields

of opposite polarity at the end-points of the line, and summing the resultant phase

fields:

ψd(x, y, x1, y1, x2, y2) = arctan

(

y − y1

x− x1

)

− arctan

(

y − y2

x− x2

)

(55)

where (x1, y1) and x2, y2) are the locations of the end-points of the line.

If ψd is defined to lie between −π and π, this gives a discontinuity of 2π only

along the line itself. This is precisely what is required, except that ψd must then

be divided by 2 to give a discontinuity of π rather than 2π. (Since the residual

direction field θc is unwrapped by first being doubled and must also later be halved,

it is convenient to leave the final division by 2 to the very end.)

A suitable phase direction field can now be derived by splitting the branch cut line

into a number of straight line segments and assigning a phase dipole field to each

segment. Line segment ends of opposite polarity meet at each node and cancel,

leaving only a positive pole at the beginning of the branch cut and a negative one

at the end. In almost all cases, the branch cut is traced until it lies outside the

borders of the image, so that only one end is visible. (There is a rare fingerprint

class called a tented arch, in which the delta and core points are connected by a

single branch cut.)

The above procedure defines a field φbc for each branch cut, with a discontinuity

of 2π along the cut. Summing the φbc for all the branch cuts gives a total branch

cut phase field Φbc with discontinuities at 2π at the required places, i.e. along the

branch cuts.

There is one further complication however. It is necessary to ensure that the phase
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(a) Phase dipole field (grey scale).

(b) Phase dipole field, shown in vector form.

Figure 55: Showing the phase field around a phase dipole. The positive end of
the dipole is on the left, the negative on the right. Note from (a) that the field is
continuous everywhere except along the line. this discontinuity is not apparent in (b),
because a vector direction of π is equivalent to a vector direction of −π.
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spirals at the ends of the branch cuts have the correct value. We seek to construct

a field φs such that when φs is subtracted from the doubled orientation field φ the

residual field φc contains no singularities and can be unwrapped — that is, the

Poincaré Index of φc must be zero everywhere.

The original doubled orientation field φ however has a Poincaré Index of 2π at a

core and −2π at a delta. This means that the PI of φs must also be ±2π at cores

and deltas. The PI of Φbc, however, does not show the required behaviour. A core

is the start point of one branch cut, which contributes +2π to the Poincaré Index.

A delta however is the starting point of three branch cuts, whose total contribution

to the PI at the delta point is therefore +6π.

We generate a phase field with the required PI as follows: define a bearing field

φb:

φb(x, y) =
∑

i

[atan2(y − yi, x− xi)] , (56)

where (xi, yi) is the location of the ith flow singularity and the summation is taken

for all the core and delta points. Note that this is very similar to the expression for

φs (equation 32), except that here the polarity of the singular point is not taken

into account. This results in a field φb that has a Poincaré Index of +2π at each

singular point. The spiral field φs is now defined by:

φs = 2φb − Φbc. (57)

To show that φs exhibits the correct spiral behaviour, note that:

• At a core, the PI of φs is 2 × 2π − 2π = 2π

• At a delta, the PI of φs is 2 × 2π − 6π = −2π

The spiral field φs is now subtracted from φ, giving a residual field φc that can be

unwrapped. A field φ
′

with discontinuities of 2π at the branch cuts is then generated

by recombining this unwrapped residual phase with φs. Finally the result is halved,

giving discontinuities of π rather than 2π along the branch cuts.
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Summarising, the process is as follows:

1. The orientation field θ is doubled, giving φ = 2θ.

2. The core and delta points are identified, using the Poincaré Index of φ, which

is 2π and −2π at a core and delta respectively.

3. Branch cuts are extracted by following lines from each core or delta point

until the image border (or, occasionally, another singularity point) is reached.

The cuts are specified by the list of nodes: {(x1, y1), (x2, y2) . . .}

4. For each branch cut, the branch cut phase field is constructed as the sum of

phase dipoles of each line segment:

φbc(x, y) =
n−1
∑

i=1

[ψd(x, y, xi, yi, xi+1, yi+1]. (58)

5. The φbc for all the branch cuts are summed to give a total branch cut phase

field Φbc.

6. The spiral field φs is calculated as 2φb − Φbc where φb is the bearing field

defined as above.

7. The residual φc is calculated by subtracting the spiral phase:

φc = φ− φs. (59)

8. φc is unwrapped to φ
′

c, using the method described at the beginning of this

section.

9. The final unwrapped direction θ
′

is given by:

θ
′

= (φ
′

c + φs)/2. (60)
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Phase Demodulation

The disambiguated flow direction θ
′

now defines the direction β of the wave normal

in equation 51, viz.:

β = θ
′

+ π/2. (61)

This allows the determination of the fringe pattern phase ψ, using (52).

4.6.2 Phase Decomposition

The fringe pattern phase ψ is now decomposed in a manner analogous to that in

which the doubled flow direction φ was decomposed earlier. The process is simpler

because no doubling or halving of the angle is required, and there are no branch

cuts, only discrete phase spiral points.

1. Phase singularities in the ψ field are found using the Poincaré Index, which is

+2π at a positive phase vortex, −2π at a negative vortex and zero everywhere

else.

2. The spiral phase field ψs is constructed as per equation 54, repeated here:

ψs(x, y) =
∑

n

pn arctan

(

y − yn

x− xn

)

; (62)

3. The residual phase ψc is given by:

ψc = ψ − ψs; (63)

4. φc is unwrapped to give φ
′

c.

4.6.3 Representing the Minutiae

A minutia is specified by three quantities: an x coordinate, a y coordinate, and a

direction θ. The coordinates of the minutiae are the locations of the singular points
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WAVE NORMAL

Figure 56: Specifying the minutia direction. The lower minutia has positive polarity
because the nett phase change in following the circle anticlockwise around the point
is +2π; its direction is therefore β − π/2, i.e. 90◦ clockwise from the wave normal.
Likewise the upper minutia, which has negative polarity, points in a direction β+π/2,
i.e. 90◦ anticlockwise from the wave normal.

in the fringe pattern phase, found by taking the Poincaré Index as described in the

previous subsection. The minutia direction lies along the ridges, and is obtained by

taking the wave normal β at the point and adding or subtracting π/2 according to

the polarity of the minutia. We adopt the convention that the minutia is taken to

point in the direction of increasing ridge count (some authors adopt the opposite

convention). This means that for a minutia of positive polarity the direction θ is

given by β − π/2; if the polarity is negative then θ = β + π/2 (Figure 56).

4.6.4 Unwrapping the Ridge Carrier Phase

In unwrapping ψ to ψ
′

, one could use the same technique that was employed in

unwrapping φ to φ
′

(Section 4.6.1). A problem here is that, although in theory ψc

contains no discontinuities, inevitable inaccuracies in the exact placement of the
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singular points occur due to the fact that we are dealing with a discrete digital

image rather than a continuous field. This results in many single lines in the image

where the calculated value of ψc is displaced by a multiple of 2π from its correct

value.

This problem also occurs when unwrapping φc to retrieve the flow direction; however

in the case of the flow direction only a small number of singular points are involved

(normally no more than four), and it is a relatively simple matter to correct these

few erroneous lines by comparing the values of φc with neighbouring values. In the

case of unwrapping the fringe phase there are many singular points, typically 100

or more.

An alternative means of unwrapping the phase is to treat the task as a problem in

reconstructing a surface from the known gradients. Frankot and Chellappa (1988)

provide an algorithm to do this based on considering the surface height as the sum

of Fourier basis functions and finding the coefficients that minimise the difference

(in a least squares sense) between the actual gradients and the computed gradients

of the function.

In our case the relevant inputs are the gradients in the x and y directions of ψc.

Because of the wraparound in the values of ψc we cannot use the directly computed

gradients: however the gradients of an angle are easily computed using the identity

∂ψ

∂x
= cosψ × ∂

∂x
(sinψ) − sinψ × ∂

∂x
(cosψ) (64)

with a similar term for ∂ψ/∂y. Since these expressions contain sines and cosines

rather than actual angles, the wraparound problem is avoided.

Stated in general terms, the Frankot-Chellappa algorithm takes as input two fields

fx and fy, which are estimates of the gradient of the function f in the x and y

directions, and reconstructs the function f in such a way as to give the best match

between the actual gradients f
′

x and f
′

y of f and the inputs fx and fy. If the actual

gradients differ from the computed gradients by an amount expressed by error terms
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ex and ey, i.e.

fx = f
′

x + ex (65)

and

fy = f
′

y + ey, (66)

then the Frankot-Chellappa algorithm seeks to generate f so as to minimise the sum

of the squares of ex and ey over the entire image. It does this by defining a set of

basis functions {Bi(x, y)}, in this case components of a Fourier series. The resultant

function f is then got by summing the basis functions, each being multiplied by

a coefficient proportional to the correlation between the input gradients and the

gradients of the basis function, i.e.

f(x, y) =
∑

i

[ai × Bi(x, y)] (67)

where ai is a correlation coefficient between the input gradients fx and fy and the

gradients of the basis function Bi. It can be shown that, for a given choice of

basis functions {Bi}, this construction for f minimises the sum of the squared error

terms.

Clearly this result is also true if each basis function Bi(x, y) is replaced by kBi(x, y)

for some constant k. In this case each correlation coefficient will change by a factor

k, and the output function will change by a factor k2. Also the gradient of a function

is unchanged when a constant is added to the function. That is, if the function f

is a best-fit solution, then so is f
′

= kf +C for any constants k and C. In our case

however f is the ridge phase ψ, so that we are able to determine the appropriate

scaling factor to the output function by requiring that the phase gradient have the

correct magnitude: If ψ(x, y) = k × f(x, y) + C then

ψ2
x + ψ2

y = k2 × f 2
x + f 2

y , (68)

enabling us to determine an appropriate value for k. The value of C is unimportant

provided that it has the correct value modulo 2π; we set C by requiring that the

unwrapped value of ψ at the centre of the fingerprint foreground has the same value

as the original (wrapped) value.
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Before applying the algorithm, we pad out the input fields fx and fy by increasing

both dimensions of the image by a factor of 1.5 and filling the padded regions with

zero values. Padding out is necessary because the Fourier basis functions are cyclic,

i.e. the values wrap around at the borders of the image. We do not expect the

output phase ψ to wrap around in this manner. Padding allows us to obtain an

enlarged ψ field that possesses this wraparound property — this is then truncated

to the original size.

When applying the Frankot-Chellappa algorithm to our images, we face the issue of

how to deal with parts of the image that are not in the foreground. It is important

that the computed gradients match the actual gradients as closely as possible in

the print foreground — in the background, we do not care how well or how poorly

they match. We also have no interest in the behaviour of the output function

in the padded-out parts of the image. An obvious way to deal with this issue is

to apply a weighting factor to the input gradients — for example, we can apply

a weighting of one at points in the foreground and a weighting of zero elsewhere

(i.e. in in the background and in the padded region). A problem here is that this

does not distinguish between points in the foreground where the gradient is small

or zero, and points in the background where the weighting is zero. The result is

that an application of the Frankot-Chellappa algorithm to a field of input gradients

associated with a weighting factor results in an output function that has roughly the

correct behaviour but shows significant error in certain regions where the gradient

is small (Figure 57(b)).

It is found that this problem can be addressed by applying the algorithm iteratively,

taking advantage of the fact that differentiation is an additive operation. For ex-

ample, if the first application of the algorithm produces an output function f1 with

gradients f1x and f1y that differ from the desired output gradients:

fx = f1x + ex (69)

and

fy = f1y + ey, (70)
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then the appropriate correction f
′

= f − f1 satisfies:

f
′

x = ex (71)

and

f
′

y = ey, (72)

so that the algorithm can be applied a second time, taking ex and ey as the inputs,

to estimate f
′

and add this to f1 giving a new estimate f2 for f .

The estimate can be refined by repeating the process as many times as desired. We

terminate the iteration when either one of two conditions is satisfied:

1. The sum of squared error terms is less than 2% of the sum of the squared

input gradient terms, or

2. The improvement in the estimate, measured in terms of the reduction in the

sum of squared errors from one iteration to the next, is less than 1%.

Typically one of these termination conditions is satisfied after between 10 and 15

iterations.

Obtaining the Fringe Pattern Phase by Image Subdivision

The second method of obtaining the fringe phase pattern, and the one used in gen-

erating the data used in the analysis described in Chapter 5, will now be described.

It does not rely on disambiguating the ridge flow in the presence of core and delta

points, but instead proceeds by progressively subdividing the image into a number

of rectangular sub-images, each of which is free of singular points.

If the orientation field contains a single singular point P , we define four slightly

overlapping rectangles surrounding the point (Figure 58(a)). The union of these

rectangles contains all the points in the image except the single point P . Each of

the sub-images is free of singular points, so that within each sub-image a consistent

flow direction can be assigned by unwrapping the orientation directly, enabling a
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(a) Input image, background shown in
grey.

(b) Output from iteration 1.

(c) Output from iteration 6. (d) Final output (from iteration 11).

Figure 57: Various stages of phase unwrapping by iterative application of the
Frankot-Chellappa algorithm. Contours of the phase function are shown in colour;
ridge orientation is marked in light grey; background regions are shown as black.
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wave normal direction to be assigned in a consistent fashion across the sub-image

(though the flow directions may not match between adjoining sub-images).

Analysis of each sub-image then proceeds as described earlier for the case of a single

image with a disambiguated flow field:

1. The Larkin-Fletcher demodulation operator is applied to each sub-image, giv-

ing a fringe phase field ψ.

2. The minutiae in each sub-image are located by examination of the Poincaré

Index of ψ.

It is necessary for the sub-images to overlap slightly, because the Poincaré Index

is obtained by taking differences, so that there is the risk of missing minutiae that

happen to lie close to the border of a sub-image. Because of this overlap however,

some minutiae may be counted twice, and a special procedure is required for merging

the lists of minutiae. Because it cannot be guaranteed that a minutia in a region of

overlap will be estimated to lie at precisely the same point in each of the overlapping

sub-images, some leeway is allowed for — two minutiae in two overlapping sub-

images are assumed to be the same one if their separation is less than some critical

distance. We use λave, the nominal average ridge wavelength, as the critical distance.

The amount by which adjoining sub-images overlap is chosen to be three times this

critical distance.

The original image may contain more than one singular point. If this is the case,

the image is partitioned into sub-images surrounding the first singular point, in the

manner described above. One or more of the sub-images will then contain a singular

point. The procedure is then applied recursively as illustrated in Figure 58(b) —

the sub-image(s) that contain singular points are further subdivided.
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P

(a) Subdivision of an image containing
just one singular point P .

Q

P

(b) Subdivision of an image containing
two singular points P and Q.

Figure 58: Subdivision of an image into sub-images free of singular points. Image
in (a) is analysed by subdividing the image into four slightly overlapping sub-images
surrounding the point P . Image (b) contains an additional singular point Q; this is
handled by a further subdivision of the lower right quadrant.
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4.6.5 Results

Phase Demodulation via Flow Disambiguation Using Branch Cuts

Figures 59 and 60 show a portion of a typical input image and the results of various

stages of deriving a ridge phase representation using the flow disambiguation ap-

proach. For simplicity a central sub-image of the image was chosen, most of which

lay within the foreground. Background areas are shown greyed-out in Figures 60(c)

and 60(d).

Points to note:

• The orientation field is well captured (Figures 59(c) and 60(c)).

• Figure 60(b) illustrates that only a small number of image points, plus the

polarity of each, are sufficient to specify the spiral phase component.

• As shown by Figures 60(b) to 60(d), the continuous or “carrier” phase, plus the

spiral phase specification, are together sufficient to recreate the flow pattern

to a high degree of accuracy, and to place the ridges and minutiae in the

correct locations.

• There are points on and near the branch cuts where slight inaccuracies in the

calculated carrier phase (and hence the total phase) occur. These are indicated

in Figure 60(d) in the area directly above the delta, and also just below and

slightly to the right of the core, where some spurious ridges and valleys appear

that could potentially lead to matching problems in these image regions. This

can be traced to the difficulty of constructing a surface, representing carrier

phase, whose gradient exactly matches the orientation field across the branch

cuts, given that the sign of the gradient must change abruptly at the branch

cut.

To reiterate, the benefits of this representation are:
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(a) Input image. (b) Ridge-enhanced image after performing
oriented diffusion.

(c) Orientation field, with branch cuts
shown.

(d) Direction field after disambiguation.

Figure 59: Typical fingerprint image and the results of early stages of processing,
using the branch cut method of disambiguating the flow direction.
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(a) Unwrapped continuous phase. (b) Spiral phase points: vortices of positive
polarity are white, negative are black.

(c) Cosine of continuous phase. (d) Cosine of total phase. Circles indicate
where some spurious ridges appear.

Figure 60: Outputs from final fingerprint processing stages, using the method of
disambiguating the flow direction. Compare Figures 59(b) and 60(d); the ridge flow
pattern is well captured, as are the individual ridges and the minutia locations, but
some spurious features are generated on and around the branch cuts.
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(a) Input image consisting of a twin loop
pattern with the two cores very close to
each other.

(b) Orientation field, with attempted
branch cut construction shown.

Figure 61: A portion of a more complex finger ridge pattern, illustrating the diffi-
culty of defining branch cuts in such a pattern. In this case the actual branch cuts
were so close as to nearly touch, and the inevitable slight inaccuracies in tracing the
branch cuts caused problems near the cores, where the lines traced from the cores
appear to touch and even to cross, a situation that could not occur in actuality. (The
two branch cuts crossing in the bottom left of the figure are not a problem, since this
point is on the edge of the print foreground.)
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1. As stated by Larkin and Fletcher, this allows the possibility of highly eco-

nomical data storage. The spiral phase field can be specified simply by listing

the locations of the vortex points and their polarities, and the residual phase

field is smooth and continuous and is therefore amenable to data compression

techniques based on sub-sampling.

2. It is our assertion that φs and ψs together encapsulate all the Level 1 and

Level 2 detail, so that a match score need be based only on the behaviour of

these two quantities.

The drawbacks of this approach are:

1. As mentioned earlier (Section 4.6.1), there are certain complex ridge patterns

for which we were unable to reliably disambiguate the flow direction, because

of the difficulty in accurately defining the branch cuts. Figure 61 illustrates

such a case.

2. There is also the problem referred to above, viz. even where a good disam-

biguated direction map can be obtained, it is difficult to construct a carrier

phase field that gives exactly the required ridge configuration in the immediate

neighbourhood of the branch cuts.

Phase Demodulation via Image Subdivision

The results of analysis using the second approach, i.e. subdividing the image into

smaller sub-images that are free of singular points and performing the demodulation

on each sub-image, are presented in Figure 62.

Because the flow direction in a given sub-image is not necessarily consistent with

that in an adjoining sub-image, the phase sub-images generated by applying de-

modulation to the sub-images cannot in general be combined into one consistent

phase image of ψ for the purposes of comparing one fingerprint with another. This

drawback is however not as serious as it might appear, because the distance of a
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(a) Portion of sample input finger-
print image.

(b) Sample fingerprint image parti-
tioned into sub-images. Background
shown in darker grey.

(c) Cosine of ridge phase in each sub-image,
with minutiae overlaid. Background areas
blanked out.

Figure 62: Disambiguating the ridge flow by image subdivision. The test image
shown in (a) is subdivided (b), allowing a consistent flow direction to be assigned
for each sub-image, although the directions may not be compatible where the sub-
images adjoin. The Larkin-Fletcher demodulation technique can then be applied to
each sub-image, giving a phase representation of the ridge pattern and allowing the
minutiae to be located (c).
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point from the nearest ridge axis, and hence its brightness relative to the brightness

at neighbouring points, depends only on the cosine of ψ. Replacing β by β + π

in (52) causes a reversal in the sign of ψ, but because of the symmetry of the cosine

function, the value of cos(ψ) is unaffected. In fact we can generate a suitable image

of cos(ψ) from the complete image, without resorting to subdivision, by applying

the demodulation formula using β = θ + π/2, where θ is the orientation, without

needing to disambiguate θ. It is only in locating the minutiae, which is done at

the sub-image level, that a continuous consistent ψ field is needed, requiring us to

perform the demodulation on each sub-image.

Because of these advantages of this divide-and-conquer approach, this is the one I

used for the task of processing the fingerprint images in the dataset. The derivation

of a complete phase representation of the entire print may be useful from a theoret-

ical standpoint and for the purposes of data compression, but it is not essential for

the work described herein, which is primarily concerned with the locations of the

minutiae.

Verification of Minutia Locations

The locations of the minutiae, as determined from the phase representation in the

manner described above, form the basis of the statistical analyses described in the

following chapters. We therefore need to have confidence that these minutia lists

are realistic. Visual inspection seems to suggest that there is good correspondence

between the minutia as observed by visual examination of an image and the minutia

as found by our detection methods, it was considered desirable to perform some kind

of verification. For “ground truth” data we have available the minutia locations from

the images in the NIST27 training dataset, which forms part of our total dataset.

Accordingly a comparison was carried out between the minutia lists as extracted

by human examiners and those generated via our own image analysis methodology.

For each of the 257 distinct fingerprints in this data subset, the following averages

were calculated:
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• The total number of minutiae as output from my analysis;

• The number of minutiae in the list as supplied by NIST;

• The fraction of minutiae in my list for which a correspondence was found in

the list supplied by NIST;

• The fraction of minutiae in the NIST list for which a correspondence was

found in my list.

A correspondence, for a minutia in one of the lists, was defined as the existence of

at least one minutia in the other list whose location was within a critical distance

of the minutia being examined. Counts were made for a series of critical distances

ranging from 5 to 25 pixels.

The minutia correspondences are summarised in Table 4, which gives:

• The geometric mean of the ratio between the numbers of minutiae in the two

lists;

• The mean fraction of minutia correspondences for each critical distance.

The variation of fraction of corresponding minutiae with critical distance is also

graphed in Figure 63.

We observe that on average the number of minutiae found by my own methodology

is about 50% higher than the number identified by NIST examiners. A number

of other studies also return minutia densities that are more consistent with those

of NIST than with those found by the methodology described here (Chapter 5,

Table 6. It should be noted that most of the other density figures cited are, like

those of NIST, derived from manual counting, and the possibility exists that humans

exhibit a bias towards discounting doubtful minutiae. However, in Chapter 5 we

discuss hypothetical reasons for the origin of minutiae, and present a model that

predicts roughly how many minutiae are likely to occur in a given region of a

fingerprint. The number of minutia predicted by this model is substantially less
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Average. ratio (minutiae found by me)/(minutiae found by NIST) 1.56

Av. fraction of minutiae in my list with correspondence in NIST list:
< 5 pixels 0.30
< 10 pixels 0.50
< 15 pixels 0.58
< 20 pixels 0.64
< 25 pixels 0.69

Av. fraction of minutiae in NIST list with correspondence in my list:
< 5 pixels 0.44
< 10 pixels 0.73
< 15 pixels 0.82
< 20 pixels 0.87
< 25 pixels 0.90

Table 4: Comparison of minutia sets from my analysis with those supplied by NIST,
for the 257 distinct prints of the NIST27 dataset.
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Figure 63: Correspondences between minutia identified by me and those supplied
by NIST, as a function of critical distance.
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than the numbers found by my analysis, but is roughly in accordance with the

figures quoted in other studies. This suggests that my own methodology consistently

overestimates the number of minutiae, and indicates that, despite the success of the

ridge enhancement method in removing many false minutiae, there is still room for

improvement.

Figure 63 indicates that, where a minutia in one set is found to correspond with one

in the other set, the correspondence is typically within 15 pixels (about 0.75mm, or

1.5 ridge wavelengths). This is shown by the fact that the graphs level off markedly

at greater distances. The fraction of minutiae in my list for which a correspondence

was found with a minutia in the NIST data does not approach 1.0 as the critical

distance increases but remains bounded by some lower number (about 0.65); this

is simply because my list was larger and many of the minutiae did not have a

corresponding entry at all in the NIST data.

For comparison, a rough estimate of the average spacing of minutiae can be derived

using the minutia density estimates from various sources. For example, Stoney’s

figure of ρ = 0.223 mm−2 (Table 6) implies that, on average, each minutia occupies

an area of 1/ρ = 4.48 mm2, suggesting that the average spacing is about equal to

the square root of this, i.e. 2.1 mm.

4.7 Summary

For our analysis we used a fingerprint dataset consisting of all the ten-prints from

the NIST27 database, plus a subset (1000 matched pairs) of ten-prints from the

NIST14 database. All the ten-prints in this dataset were analysed using the steps

described in this chapter.

Two approaches are presented for deriving a ridge phase representation via demod-

ulation — one that requires a disambiguation of the orientation field using branch

cuts, and one that employs a technique of subdividing the image into sub-images

that do not contain singular points. Because of certain problems encountered with
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the first approach, our data was processed using the second approach.

Each raw ten-print image is processed in the following sequence of steps:

1. The orientation field is extracted, using the covariance matrix of the intensity

gradient.

2. The image is segmented into foreground and background based on three cri-

teria: anisotropic energy, directional coherence, and ridge frequency (the last

of these is calculated after the ridge enhancement step).

3. The singular points are identified from the orientation field, which is then

decomposed into a spiral orientation field around the singular points plus a

residual field; the residual field is then smoothed, resulting in a smooth total

orientation field.

4. Ridge enhancement is applied using oriented diffusion to smooth the image

along the direction of the ridge orientation. this removes many of the noise-

induced image irregularities, which give rise to spurious minutiae.

5. The image is subdivided into sub-images based on the location of the singular

points, in such a way that each sub-image is free of singular points. Orien-

tation disambiguation is then carried out on each sub-image, after which the

Larkin-Fletcher demodulation method is applied to generate a phase repre-

sentation.

6. The minutia locations in the sub-images are identified as spiral points in the

phase, found using the Poincaré Index; the minutia sets for the sub-images

are merged to generate a minutia set for the entire image.

The outputs of the analysis steps are, for each ten-print in the dataset:

• A segmentation map separating the image into foreground and background;

• A map of the cosine of the ridge phase;
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• The list of the locations and directions of the minutiae.

The outputs of the above analysis steps are shown for a typical full ten-print (Fig-

ures 64 and 65).

These quantities form our means for comparing one fingerprint image with another,

and provide the basis for the statistical analysis described in the next chapter.
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(a) Original fingerprint image. (b) Cosine of ridge phase.

(c) Foreground mask. (d) Foreground mask superimposed on
original image.

Figure 64: Final outputs of analysis of typical ten-print image.
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(a) Minutiae. (b) Minutiae overlaid on original image.

Figure 65: Final outputs of analysis of typical ten-print image (cont’d).
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Chapter 5

Statistics of Fingerprint Features

5.1 Overview

This chapter presents and discusses some findings on the distribution statistics of

the features used in fingerprint identification.

A total of 1, 257 ten-print images (1, 000 images from the NIST14 dataset and

257 images from the NIST27 dataset) were studied. The images were processed

using the methodology described in Chapter 4, giving for each image a map of

the cosine of the ridge phase, plus a list of minutia locations and orientations. A

map of ridge frequency was also generated, using the frequency calculated in the

manner described in Section 4.4.4. This method was used because the calculation

had already been performed earlier in the analysis stage to make the frequency

available as an aid for segmentation; it would also have been possible to calculate

the frequency directly from the cosine of phase image.

Section 5.2 discusses in a general way the task of comparing two prints, and identifies

the issues that must be addressed before one can say with confidence that a match

between a given pair of prints is sufficient to make an identification.

Section 5.3 presents some general observations about the distribution of minutiae.

These observations lead to some questions that might be answered with a detailed

187
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analysis, and suggest what information might usefully be extracted from the dataset.

Section 5.4 itemises the various sets of statistics that were gathered, and presents

the results.

Section 5.5 presents a summary of the findings and discusses some conclusions

that may be drawn, in particular the implications when attempting to assess the

uniqueness of a fingerprint or portion thereof.

5.2 Discussion

To briefly reiterate some of the points made in Chapter 1, the making of an identi-

fication based on a fingerprint has two aspects:

1. The assessment of the degree to which the candidate print can be said to

match the target print;

2. An estimate of the probability that such a match between prints from two

different fingers could happen by chance.

It is the second aspect that is addressed in this chapter.

The information that we have available for comparing two prints consists of the

ridge pattern, the details of which are encapsulated in the cosine-of-phase field. The

most significant features of this pattern are firstly the orientation field (including the

locations of any core and delta points), and secondly the locations of the minutiae.

5.2.1 Orientation Field

The structure of the orientation field may allow the classification of the print into

one of the Galton-Henry fingerprint classes (Section 2.2.1; Figure 10). The ability

to make such a classification presupposes that the portion of the fingertip imaged

by the print is large enough to positively identify the singular points, or at least
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to be able to confidently state whether such points were present in the full print.

Moreover, assuming that such a categorisation is possible, the most that this clas-

sification may allow us to do is to state categorically that two prints do not match

(because they are of different classes). A cursory examination of the Galton-Henry

scheme might suggest that the probability of two prints falling in the same class is 1

in 6. In fact the situation is worse than this, because the classes are not evenly pop-

ulated. For example, a California IAI Statistical Committee study (CSDIAI, 2002)

of about 125, 000 latent fingerprints found the following breakdown into classes:

• Loop type (right or left loop): 60%;

• Whorl type (including twin loops): 35%;

• Arch type: 5%.

These figures are supported by a breakdown of the prints in the NIST14 database

into classes:

Type Number of prints % of total

Loop 32,178 59.6

Whorl 15,026 27.8

Arch 2,308 4.3

Other∗ 4,488 8.3

Total 54,000 100.0

∗ “Other” includes fingerprints that could not be classified because of scarring or

mutilation, or where the classification was considered ambiguous.

In other words, making the reasonable assumption that the loop types are evenly

distributed between right and left, a target print of the left loop type falls into

the same category as 30% of prints in the general population. The situation is

slightly better in the case of arch type prints, which comprise only about 5% of the
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population, but clearly the assignment of two prints to the same class is only a very

rudimentary first step in declaring a possible identification.

Although it might be claimed that the complete orientation field contains much

more information than simply the presence or absence of cores and deltas, there

is in fact little discernible variation in the broad appearance of prints in a single

class. All arch prints for example show a single undulation in the ridge flow, the

amplitude of the undulation being greater near the tip of the finger than near the

base. In Figure 66, it is fairly easy to imagine that the flow pattern of the first

arch print could be overlain on the second and be made to fit by means of a small

amount of appropriate stretching and shearing, and the same could be said for the

two left loop prints shown. Since any matching must allow for the possibility of

some distortion, this means that the flow patterns from two arch prints can nearly

always be said to match, two left loop patterns can be made to match, etc.

We rely, therefore, on the Level 2 detail (the minutiae) to decide whether two given

prints out of a very large number in the same class actually originate from the same

finger.

5.3 Some Observations of the Minutia Distribu-

tion

A visual inspection of a number of prints with marked-in minutiae suggests that,

while minutiae may occur in any part of the print, they tend to predominate in

certain regions. On the other hand, they appear to prefer to maintain a certain

minimum spacing. An exception arises in the case of certain configurations which

can be thought of as consisting of two oppositely directed minutiae next to each

other (Figure 67).

Human fingerprint examiners, when presented with an image of a set of dots in-

dicating the locations of minutiae in a fingerprint, are able to distinguish such a
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(a) Arch print. (b) Second arch print.

(c) Left loop print. (d) Second left loop print.

Figure 66: Illustrating the inherent similarity between two prints of the same class.
Dashed lines and circles identify the chief features of the flow pattern.
The two arch patterns in (a) and (b) both consist of a wave with an axis extending
in the direction from the base to the fingertip; by overlaying the wave axes and
performing a small amount of distortion, it is easy to imagine adjusting one flow
pattern to fit the other. Similarly, any two left loop patterns are topologically similar
and could be overlain by application of a suitable morphing.
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(a) Island feature. (b) Two bridge features.

Figure 67: Examples of features that can be considered as closely spaced minutia
pairs.

pattern from a pattern of dots whose locations are independently and randomly

chosen (Kovesi, 2009) (Figure 68). This presumably means that the examiner,

whether consciously aware of it or not, responds to certain configurations that he

or she recognises as typical of minutia patterns, and rejects certain features of the

random pattern as “unrealistic” if presented as possible minutia locations.

A pattern frequently observed in prints is a near-linear array of approximately

evenly spaced minutiae. The orientation of such arrays is seemingly independent

of the orientation of the ridges themselves. Figure 69 shows some examples. The

impression gained is that there is some natural biological process operating that

causes ridges to bifurcate preferentially along certain lines. Of course there are also

very many minutiae that are not part of such a linear grouping, and a proper statis-

tical analysis is required to determine whether such patterns are simply occurring

by chance or whether nature appears to show a preference for aligning minutiae in

this manner.
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(a) Minutia locations in an actual sam-
ple print.

(b) Randomly positioned dots.

Figure 68: Comparison of the appearance of a sample of minutia locations with a
set of independently random dots.

Figure 69: Portion of print with minutiae marked, exhibiting several sets of minutia
(enclosed in yellow) that are almost collinear.
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5.4 Statistical Analysis

The statistics presented in this chapter were gathered from a dataset of ten-prints

collated as follows:

• 1, 000 ten-prints from the NIST14 database;

• 257 ten-prints from the NIST27 database (the entire set contains 258, one of

which was discovered to be a duplicate of another).

Our dataset therefore comprised 1, 257 fingerprint images.

Data was extracted only from parts of the ten-print images identified as belonging

to the foreground. This excludes areas of the fingerprint that were of insufficient

clarity for analysis, as well as parts of the image lying outside the imaged area of

the fingertip.

5.4.1 Minutia Density

The most elementary statistic relating to the occurrence of minutiae is probably the

average number of minutiae per unit area of fingerprint. I calculated this parameter

for the dataset by counting the total number of minutiae in the dataset and dividing

this number by the total foreground area, the latter quantity being calculated from

the total number of pixels in the foreground mask and the known image resolution.

This density, expressed in minutiae per square millimetre, I denote ρave. I also

extracted the density ρ for each individual print, and found significant variation in

the minutia density between individual prints:

• ρave was estimated as 0.318 minutiae/mm2;

• The lowest minutia density of any print in the dataset was 0.142;

• The highest density found was 0.933;
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• The median density was 0.308; 10% of the measured densities were less than

0.227; 10% were greater than 0.449;

• The mean density ρ was 0.328 (this is the mean of the individual densities,

found by summing the ρ values for all the prints in the dataset and dividing

by the number of prints; it is not the same as ρave);

• The sample deviation σ(ρ) for the sample was 0.0978, which is approximately

30% of the mean value.

The variation in ρ is illustrated in Table 5, in which the minutia density values

are divided into a number of equal-sized bands, and the number of prints falling

within each density band is given. The distribution is also illustrated graphically

in Figure 70, for which a finer subdivision of the data was used, giving 50 density

bands each of width 0.02 mm−2. The graph illustrates that the distribution is

skewed towards large values of ρ by the presence of a small number of images for

which the density was anomalously high; this is borne out by the fact that the mean

is approximately 10% larger than the median.

It is interesting to compare these figures with the minutia density found by Tu and

Hartley (2000) in their research, which is discussed in Chapter 3. They construct a

10×10 grid of cells, each cell being 10×10 pixels, centred on the reference minutia,

and find that, except for a group of 8 cells at the centre, the mean frequency of

occurrence of a minutia in a grid cell is 0.05381. The resolution of their images was

19.69 ppmm. (500 ppi), so that this frequency corresponds to a minutia density of

0.05381/100×19.692 = 0.2086/mm2. Our value of ρ is significantly higher than this

(about 50%). It is true that Tu and Hartley’s figure refers to the minutia density

in a defined region around a given minutia, whereas our measured value refers to

density for the entire fingerprint; however, since Tu and Hartley’s data appears to

indicate that the distribution is relatively uniform once outside the central region of

the grid, it appears unlikely that this explains the discrepancy between our value for

ρ and theirs. (I did however investigate further the dependence of minutia density
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Density range (mm−2) Number of prints

0.00 - 0.05 0
0.05 - 0.10 0
0.10 - 0.15 1
0.15 - 0.20 40
0.20 - 0.25 210
0.25 - 0.30 321
0.30 - 0.35 280
0.35 - 0.40 157
0.40 - 0.45 125
0.45 - 0.50 46
0.50 - 0.55 36
0.55 - 0.60 20
0.60 - 0.65 10
0.65 - 0.70 3
0.70 - 0.75 1
0.75 - 0.80 5
0.80 - 0.85 1
0.85 - 0.90 0
0.90 - 0.95 1
0.95 - 1.00 0

Total 1257

Table 5: Minutia Density Distribution.
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Figure 70: Minutia density distribution. Graph shows the number of prints in which
the minutia density was within the specified density band. The density range, from
zero to 1.0 minutiae/mm2., was divided into 50 bands of size 0.02.

with distance from a reference minutia; this work is presented in Section 5.4.7).

Tu and Hartley state that their data was obtained by choosing ten minutiae at

random from each of their 300 prints, but they do not state how the minutiae were

identified and validated. Their value for the density is however roughly consistent

with the values quoted in a number of other studies (Table 6). With the exception

of the study by Thai, in which the minutiae were extracted automatically using the

Crossing Number technique, all the studies referred to in the table used minutiae as

extracted by human examiners, who would probably have been more conservative

than a computer algorithm in deciding whether or not a given apparent minutia

would be accepted as real.

The significant difference between our derived value of average minutia density and

that found by other researchers is probably due to the fact that our fingerprint

processing methodology does not include any minutia validation stage. A large

number of potential false minutiae are removed in the ridge enhancement stage



198 CHAPTER 5. STATISTICS OF FINGERPRINT FEATURES

Source of Data Sample Mean Minutia Standard
Size Density (mm−2) Deviation

Dankmeijer et al. (1) 1000 0.1900 0.0069
Stoney et al. (1) 412 0.2230 0.0045
Kingston (1) 100 0.2460 0.0084
Thai (1) 30 0.2040 0.0285
Tu & Hartley (2) 300 0.2086 not stated

Table 6: Minutia density distribution, as found by various researchers.
Source: (1) (Thai, 2003); (2) (Tu and Hartley, 2000)

(Section 4.4), which is carried out prior to the minutia extraction; however in some

poor quality image regions the output from the enhancement process still contains

features which a human examiner would probably classify as noise rather than as

genuine minutiae. Figures 71 and 72 show some prints for which the minutia density

was abnormally high (greater than 0.7/mm2). It will be observed that the clarity of

the ridge pattern was poor in these images, by comparison with most of the prints

in the dataset. Although the poorest quality regions were identified and masked

out by the segmentation stage, there were regions elsewhere in the images, such as

the upper left quadrant of the print shown in Figures 71(a) and 71(b), where the

ridge flow pattern was sufficiently clear for the region to be flagged as foreground,

yet where the individual ridges were corrupted by a large amount of noise, not all of

which was able to be removed by the ridge enhancement stage. This resulted in a

very high density of found minutiae in these regions, most of which would probably

have been flagged by a human examiner as being unreliable.

Rather than attempt some kind of minutia validation postprocessing step, it was

felt preferable to present the data “as is”, in the expectation that the presence of a

few such regions of abnormally high minutia density would manifest themselves by

anomalies in the spatial distribution — as indeed they appear to do in Figure 70.

It should be recalled that many “false minutiae” occur in pairs consisting of two

minutiae located very close together and oppositely directed, and that there are
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(a) Original print. (b) Phase map with minutiae: ρ = 0.72.

(c) Original print. (d) Phase map with minutiae: ρ = 0.78.

Figure 71: Examples of prints containing abnormally large numbers of minutiae,
due to the presence of poor quality image regions where the oriented diffusion process
was not able to remove all the noise effects that give rise to false minutiae. Original
images are at left, with background greyed out; corresponding ridge phase maps are
at right, with minutiae marked in.
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(a) Original print. (b) Phase map with minutiae: ρ = 0.78.

Figure 72: Examples of prints containing abnormally large numbers of minutiae
(cont’d).

ways to deal with these at the matching stage. For example, in Section 3.3 it

was shown how a feature map could be constructed around a reference minutia by

considering each neighbouring minutia as a unit vector, and how the application

of a Gaussian smoothing filter to the resultant feature map causes such very close

oppositely directed minutiae to almost cancel one another.

5.4.2 Correlation of Minutia Density with Fingerprint Class

Although a minutia may occur anywhere within a print, visual inspection suggests

there are fewer of them in regions where the ridge flow is very straight and uni-

form. Since the variability of the orientation highest near a singular point, it seemed

worthwhile to perform a statistical stratification of the above data by classifying

each print according to the number of singular points of each type that were iden-

tified. Because some singular points could not be extracted due to their being

in a region of low image quality, or lying off the edge of the print, the following
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classification was used for this particular analysis:

• If at least two cores or at least two deltas were visible, the print was classified

as whorl;

• Otherwise, if at least one core or at least one delta was visible, the print was

classified as loop;

• Otherwise the print was classified as arch.

This results in some prints being misclassified — for example a whorl print in which

one delta and one core were obscured would be misclassified as a loop pattern —

however the above scheme can be justified by noting that, if a singular point is

obscured, the minutiae surrounding the point are likely to also be obscured, resulting

in no nett statistical bias.

The results are shown in Table 7 (in which the data from Table 5 is repeated),

and appear to indicate that there is no significant variation between classes in the

overall minutia density in a print.

Regions of very high minutia density such as those shown in Figures 71 and 72

contain many minutiae that would be rejected by a human examiner as being insuf-

ficiently reliable for use in making an identification. In gathering statistics on the

distribution of the overall minutia density, it would be improper to exclude certain

prints merely because they appear to have atypically high values; however, when

examining more closely the spatial relations between minutiae, we are only inter-

ested in true ridge features. Since there is no reason to suppose that print quality

across an image would be correlated with the locations of true minutiae, it seems

reasonable to try and exclude these poor quality regions from later stages of the

analysis.

In an effort to eliminate most of these high-density regions from subsequent analysis,

it was decided to exclude prints for which the overall minutia density was higher

than 0.449/mm2, this representing the 90th percentile of the density values in our
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Density range Arch prints Loop prints Whorl prints Total prints

0.00 - 0.05 0 0 0 0
0.05 - 0.10 0 0 0 0
0.10 - 0.15 1 0 0 1
0.15 - 0.20 12 19 9 40
0.20 - 0.25 16 119 75 210
0.25 - 0.30 30 182 108 320
0.30 - 0.35 24 154 102 280
0.35 - 0.40 8 97 52 157
0.40 - 0.45 10 78 38 126
0.45 - 0.50 6 25 15 46
0.50 - 0.55 6 19 11 36
0.55 - 0.60 4 12 4 20
0.60 - 0.65 2 8 0 10
0.65 - 0.70 1 1 1 3
0.70 - 0.75 0 1 0 1
0.75 - 0.80 3 2 0 5
0.80 - 0.85 0 1 0 1
0.85 - 0.90 0 0 0 0
0.90 - 0.95 1 0 0 1
0.95 - 1.00 0 0 0 0

Total 124 718 415 1257
Median density 0.308 0.310 0.306 0.308

Mean density 0.342 0.330 0.320 0.328
Standard deviation 0.144 0.096 0.082 0.098

Table 7: Minutia density distribution, stratified by print classification.
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dataset. Figures 73 and 74 show some prints for which the density was just below

this threshold value, illustrating that they are largely free of problematic noisy

regions such as those found in the images in Figures 71 and 72. This appears to

justify the use of this value of ρ for the cutoff.

Excluding from the dataset prints with average minutia density higher than this

cutoff value left 1131 test images out of the original 1257. For these remaining

images the mean minutia density was 0.305 mm−2, while the median density was

0.300. The close correspondence between the mean and the median of the truncated

set indicate that the densities in this set follow a less skewed distribution; the

fact that the mean is still significantly higher than that obtained by other studies

suggests that even prints of reasonable quality contain many minutia-like features

that are not accepted as such by human examiners. This is no doubt partly due to

the fact that our ridge enhancement method is not 100% efficient — however it may

also reflect a conservative bias by human examiners, who would be aware that a

criminal conviction may result from an identification based on minutia occurrences.

5.4.3 Correlation of Minutia Density with Ridge Curvature

and Divergence

As noted earlier, inspection suggests that minutiae tend to appear more commonly

in regions of high curvature. One also gets the impression that they are are often

found where ridge lines are converging or diverging. The latter is understandable.

If a set of continuous ridge lines is convergent or divergent, the ridge frequency that

is observed as one moves along the ridges must increase in inverse proportion to the

ridge spacing. If however there is a physical process operating that favours some

optimum ridge spacing, as is apparently the case from cursory inspection, then this

constant spacing can only be preserved by the appearance of new ridge lines (i.e.

ridge endings or bifurcations).

There are reasons why one might expect the ridge spacing to be roughly constant on
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(a) Original print. (b) Phase map with minutiae:ρ = 0.447.

(c) Original print. (d) Phase map with minutiae:ρ = 0.443.

Figure 73: Examples of prints with minutia density slightly less than the cutoff
density value ρmax = 0.449.
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(a) Original print. (b) Phase map with minutiae:ρ = 0.447.

Figure 74: Examples of prints with minutia density slightly less than the cutoff
density value ρmax = 0.449 (cont’d).

a particular fingertip. The purpose of the ridges is believed to be to increase friction

between the skin and any other surface with which it comes in contact (Ashbaugh,

1999, p. 62). That being the case, there is presumably an optimum value for

the ridge spacing, dictated by the physics of two surfaces sliding in contact, and

biological evolution would be expected to produce such an optimum spacing in most

individuals. It is true that the average spacing is significantly greater in adults than

in young children, and that there is also a (smaller) difference between the average

spacing in adult males from that in adult females (Ashbaugh, 1999, p. 62), but

this is probably due simply to growth of the entire body, including the skin of the

fingertips, in the time from birth to adulthood.

To determine whether there is any correlation between curvature, divergence and

minutia density requires not only the tabulation of the divergence and curvature at

the minutia locations, but also the frequency with which those values for curvature

and divergence are observed in fingerprints as a whole. For example, suppose that

the number of minutiae in our dataset is M , while the number that lie in image
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regions where the magnitude of the curvature is between K1 and K2 is m(K1, K2).

Suppose also that the total number of foreground image points in the database,

whether or not they contain a minutia, is N , and the number for which the curvature

lies within the stated range is n(K1, K2). If minutia density were independent of

curvature, we would expect to find the density in each curvature band to be same

as the overall density, i.e.:
m(K1, K2)

n(K1, K2)
=
M

N
.

The extent to which these ratios are found to differ is a measure of the degree

to which a minutia is more or less likely to be found in a region with the given

curvature than in some randomly chosen location of the print.

First we needed to get a rough idea of the distribution of K and D, in order to select

the cutoff values for the ranges. To do this, we analysed a subset of 100 prints from

the dataset.

Curvature K and divergence D of the ridge orientation field are defined as follows:

• Curvature is the rate of change of direction as experienced by an observer

traveling parallel to the direction;

• Divergence is the rate of change of direction as experienced by an observer

traveling at right angles to the direction.

These are illustrated in Figure 75. These definitions lead to the following formulae

for K and D in terms of the orientation field θ:

K =
1

2

(

∂φ

∂x
cos θ +

∂φ

∂y
sin θ

)

(73)

and

D =
1

2

(

∂φ

∂x
sin θ − ∂φ

∂y
cos θ

)

, (74)

where φ = 2θ is the doubled ridge orientation angle. We work with the doubled

angle to avoid the problem of the orientation ambiguity. The resultant signs of K

and D are dependent on which of the two possible directions is taken for θ, but
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DIRECTION CHANGE
DUE TO DIVERGENCE

DIRECTION CHANGE
DUE TO CURVATURE

Figure 75: Curvature and divergence of the ridge direction field.

this does not concern us here since we are only interested in the magnitude of the

curvature and divergence1.

The values of the curvature and divergence at all points in the image foregrounds

were tabulated, and the lists were then analysed to obtain the percentile values of

the distribution 2. It was expected that the distributions of K and D for this subset

of 100 prints would not be too different from the distribution for the entire dataset.

The full set of 1131 ten-print images was then analysed:

• Each foreground pixel in each image was assigned to one of the curvature

bands and one of the divergence bands that were obtained by analysing the

subset. The distribution is shown in Figure 76. The horizontal axis of this

figure identifies the upper percentile of the curvature or divergence range.

1This use of the term “divergence” refers only to angles, and therefore differs from the meaning
of the term as used by physicists, who use it to refer to a property of a vector field. In the present
context it may be thought of as the divergence of a vector quantity whose magnitude is unity at
every point.

2The 0th and 100th percentiles refer, respectively, to the lowest and highest values found in the
dataset. No special significance should be attached to the latter, since K and D tend to ∞ in the
neighbourhood of singular points, so that there is no theoretical upper limit to their magnitudes.
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Percentile K value (mm−1) D value (mm−1)

0 0 0
5 0.0075 0.0057

10 0.0151 0.0115
15 0.0227 0.0175
20 0.0304 0.0235
25 0.0383 0.0298
30 0.0465 0.0362
35 0.0549 0.0430
40 0.0639 0.0502
45 0.0733 0.0580
50 0.0834 0.0665
55 0.0944 0.0758
60 0.1064 0.0862
65 0.1199 0.0980
70 0.1353 0.1118
75 0.1537 0.1281
80 0.1766 0.1483
85 0.2073 0.1747
90 0.2537 0.2135
95 0.3438 0.2863

100 11.8152 11.8911

Table 8: Percentile values of the Ridge Curvature and Divergence.
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Figure 76: Total number of foreground pixels in the dataset falling in each curvature
and divergence band.

For example, the height of the bar marked “30” represents the total number

of pixels falling within the range between the 25th and 30th percentiles. For

curvature, reference to Table 8 shows that this denotes a value between 0.0383

and 0.0465 mm−1; for divergence, the table shows that this corresponds to a

value between 0.0298 and 0.0362 mm−1.

Not surprisingly, the number of image pixels falling in each band was roughly

the same for all bands. This merely confirms that the percentile values ob-

tained from the 100 images in the subset that were used to obtain the per-

centiles are not too different from the actual percentile values for the entire

dataset.

• Curvature and divergence at each minutia were recorded (Table 9 and Fig-

ures 77 and 78).

Table 9 shows that minutiae tend to occur much more often in regions of high ridge

divergence. There is also a small positive correlation between minutia density and

ridge curvature, but the degree of dependence is much less than that between density
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Percentile Population of Curvature Band Population of Divergence Band
Range Pixels Minutiae Density Pixels Minutiae Density
0 - 5 11412734 6778 0.2303 11412303 3554 0.1207
5 - 10 11510982 6816 0.2296 11532680 3451 0.1160
10 - 15 11393404 6775 0.2305 11766636 3694 0.1217
15 - 20 11350900 6877 0.2349 11518746 3637 0.1224
20 - 25 11393272 6906 0.2350 11729657 3816 0.1261
25 - 30 11493036 7105 0.2397 11458038 3926 0.1328
30 - 35 11341489 7235 0.2473 11605561 4257 0.1422
35 - 40 11606639 7394 0.2470 11590373 4485 0.1500
40 - 45 11483044 7549 0.2549 11716353 4866 0.1610
45 - 50 11588671 7942 0.2657 11760199 5244 0.1729
50 - 55 11686321 7969 0.2644 11704196 5735 0.1900
55 - 60 11646641 8311 0.2767 11736736 6305 0.2083
60 - 65 11704969 8581 0.2842 11712524 7254 0.2401
65 - 70 11674645 8911 0.2959 11789407 8415 0.2767
70 - 75 11792838 9596 0.3155 11694024 9807 0.3251
75 - 80 11845722 10135 0.3317 11706041 11538 0.3821
80 - 85 11945037 10945 0.3552 11666631 14173 0.4710
85 - 90 12052929 12175 0.3916 11733402 18027 0.5956
90 - 95 12041732 13588 0.4375 11752752 23395 0.7717
95 - 100 12652477 19571 0.5997 12031220 35580 1.1465

Table 9: Number of minutia found in each curvature and divergence band.
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Figure 77: Minutia density (mm−2) in each curvature band.
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Figure 78: Minutia density (mm−2) in each divergence band.
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and divergence. These correlations are graphically illustrated in Figures 77 and 78.

For example, an image point with curvature falling in the 85%-90% percentile range

of curvature is about 1.6 times more likely to contain a minutia that one in the 25%-

30% range; for divergence however this likelihood ratio increases to approximately

4.5.

To illustrate the dependence of minutia density on the actual magnitudes of the

curvature and divergence, a scatter plot was generated (Figure 79). The horizontal

axis represents the curvature and divergence percentile values at 5% intervals from

5% to 95% (giving 19 data points). The vertical axis shows the density at each

percentile, estimated by averaging the densities in the two bands on either side of

the percentile.

This plot shows the dramatic effect of the magnitude of the ridge divergence on

minutia density, and the somewhat lesser correlation between ridge curvature and

minutia density.

The suspicion is raised that the small correlation of density with curvature may be

simply due to the fact that divergence and curvature are not themselves indepen-

dent. To test this theory I generated a plot of minutia density vs. divergence for

various curvature bands to show the behaviour of minutia density as a function of

divergence when the curvature was roughly constant (Figure 80). The divergence

values on the x-axis are the percentile levels that define the bands; the plotted

minutia density values were obtained in the same manner as the values displayed

in Figure 79, i.e. by taking the mean of the densities in the two divergence bands

on either side of the divergence percentile. A similar plot was then made of minu-

tia density vs. curvature for various values of divergence, to show the variation of

density with curvature when the divergence was nearly constant (Figure 81).

These plots appear to confirm that, once the correlation between ridge divergence

and curvature is allowed for, curvature by itself has little effect on minutia den-

sity, and that most of the variation of minutia density can be attributed to ridge

divergence.
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Figure 79: Minutia density plotted against curvature and divergence.
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Figure 80: Variation of minutia density with divergence for various curvature bands.
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Figure 81: Variation of minutia density with curvature for various divergence bands.
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5.4.4 Discussion

The connection between minutiae and divergence can be explained as follows:

Consider a bundle of streamlines in the orientation field (Figure 82). The trape-

zoidal box indicated by the dashed lines represents a section of this bundle, having

length L and average width W . Now if each ridge corresponds to a single streamline

(i.e. there are no ridge bifurcations or terminations), the number of ridges entering

the box at the left must equal the number leaving the box at right. On the other

hand, the number of ridges entering and leaving the box may be unequal, owing to

the presence of a minutia in the region inside the box.

In this example, the number n of ridge wavelengths entering at the left of the box

is three, while the number leaving at the right is four. The divergence of the ridges

causes the height W of the box to increase by an amount ∆W .

The ridge frequency if given by f = n/W , so that the change of frequency in the

x-direction is:

∂f/∂x =
W∂n/∂x − n∂W/∂x

W 2
. (75)

If there is some physical process operating that attempts to keep the frequency

constant, then the numerator must preferentially tend to zero, i.e.:

1

n
∂n/∂x ≈ 1

W
∂W/∂x, (76)

but ∂W/∂x is simply ∆θ = ∂θ/∂y ×W , so that:

∂n/∂x ≈ n∂θ/∂y. (77)

Now the expected number of minutiae m inside the box is given by:

m = L∂n/∂x (78)

= Ln∂θ/∂y (79)

so that the expected density ρ inside the box is

ρ =
m

LW
=

n

W
∂θ/∂y

= f∂θ/∂y (80)
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Figure 82: Dependence of ridge frequency on ridge divergence. Following the ridges
from left to right, the ridge frequency is affected by two factors — the divergence of
the ridge orientation angle, and the appearance of a new ridge within the segment.

The interpretation of (80) is that, in order to maintain the same ridge frequency in

a diverging ridge field, that fractional increase in the number of individual ridges

needs to be proportional to the ridge divergence, which appears as ∂θ/∂y in (80).

In other words, the density of minutiae in a region is expected to be proportional

to the divergence, the constant of proportionality being the average ridge frequency

f .

A regression analysis of the density vs. divergence data (the data points appearing

as asterisks in Figure 79) gives a line of best fit:

ρ = a + bD, (81)

where

a = 0.0219,

b = 2.9583.

The average ridge spacing in ten-prints is about 0.5mm, so that the average fre-

quency is approximately 2.0mm−1. The slope b of the line of best fit is therefore

somewhat higher than might be expected from (80). It should be borne in mind,
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Minutiae

n = 7 n = 6
n = 6

Figure 83: Two oppositely directed minutiae in a non-divergent ridge field. The
nett effect on the number of ridges is zero, so that there is no effect on the ridge
frequency except when this is measured at the local scale in the neighbourhood of the
minutiae.

however, that (80) gives an estimate of the minimum number of minutiae that must

exist in a divergent ridge field in order to maintain a nearly constant ridge frequency.

Two oppositely directed minutiae may exist in a completely non-divergent part of

the field, but their effects on the ridge frequency will cancel each other, except

when the frequency is examined at the very local scale in the neighbourhood of the

minutiae (Figure 83). The presence of such a pair may increase the overall minutia

density in the region without being accompanied by a corresponding increase in the

value of the divergence.

In any case, the deviation from linear dependence of ρ on D for low values of diver-

gence as shown in Figures 79 and 80 indicates that a simple linear causal relationship

cannot be assumed. A more sophisticated model of the physical processes operating

at the time of finger ridge formation would probably describe the process in terms

of an energy imbalance between the optimum ridge spacing and the actual ridge

spacing, the probability of minutia formation being in some manner dependent on
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this imbalance. Such a discussion would require knowledge of the relevant biology

and is beyond the scope of this document.

When observing the relation between minutia occurrence and other parameters of

the ridge pattern, it must always be remembered that the prints in the dataset

are mostly taken from mature adult fingerprints, but the fingertip ridge pattern is

formed prior to birth. In the same way that a newly born child does not resemble

a scaled down version of an adult, we do not expect the fingertips to retain exactly

the same shape between infancy and adulthood. This means that the configuration

of the divergence field may also change with time. Strictly speaking therefore, when

drawing conclusions about the relation between divergence and minutia formation

we should be referring to the divergence field in the foetal fingertip; that data is

of course unavailable. Nevertheless, the fact that the dataset prints exhibit a high

positive correlation between minutiae density and ridge divergence in adult prints

gives credence to the hypothesis that there is some natural force at work that tends

to maintain a fairly uniform ridge spacing, and that this is achieved by the formation

of minutiae in regions where the ridge flow is divergent.

5.4.5 Behaviour of the Divergence Field

Figures 84 and 85 show some examples of images for which each point has been

classified according to the magnitude of the divergence. The grey shades denote

percentile ranges from lowest (darkest grey) to highest (white); the background is

shown in black. Minutiae have been overlaid on the divergence maps. The figures

illustrate that many regions of high divergence magnitude — but not all — are long

and narrow in shape, the orientation of these regions bearing little or no relation to

that of the ridges themselves. Some instances are indicated where a line of minutia

exists along the axis of a region of high divergence; these are shown on the figures

as regions enclosed by a yellow border.

Certainly not all parts of the divergence field exhibit this kind of linear structure,
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(a) Original ten-print image. (b) Divergence map corresponding to
(a), minutiae overlaid.

(c) Original ten-print image. (d) Divergence map corresponding to
(a), minutiae overlaid.

Figure 84: Examples of original ten-print images (left) and corresponding maps of
the magnitude of the divergence (right) with minutiae overlaid. Divergence values
in the foreground are shown as grey-scale values representing divergence percentile
ranges; background is black. Linear regions of high divergence associated with linear
groups of minutiae are shown outlined in yellow.
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(a) Original ten-print image. (b) Divergence map corresponding to
(a), minutiae overlaid.

(c) Original ten-print image. (d) Divergence map corresponding to
(a), minutiae overlaid.

Figure 85: As for Figure 84: Examples of original ten-prints and corresponding
divergence maps, with minutiae overlaid.
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and even those that do are not invariably associated with a linear group of minu-

tiae. Moreover there are many minutiae that do not appear to be part of a linear

configuration at all. Collinearity by itself is therefore of limited value as a tool for

predicting where a minutia might be expected to occur. Nevertheless these exam-

ples, considered in the light of the correlation of minutia density with divergence,

go some way towards explaining the frequent occurrence of semi-regular lines of

minutiae in actual fingerprints.

Note that the transition from high to low divergence magnitude can occur over a

very short distance in the print. In the next section I demonstrate that the distri-

bution of minutia in certain fingerprint classes follows a similar behaviour — when

one examines a large sample of minutiae whose locations have been converted to

points on a standard archetypal pattern of the relevant class, there are well-defined

areas of frequent minutia occurrence, separated from regions of low occurrence by

only short distances.

5.4.6 Minutia Distribution in Pattern Class Archetypes

In Section 5.4.3, a clear connection was established between the divergence of the

ridge orientation field and the frequency of minutia occurrence. From visual in-

spection of ridge patterns, one might expect that divergence (or convergence) of

the flow lines would occur preferentially in certain regions of the pattern — for ex-

ample, likely candidate regions would seem to be around the axes of a delta point,

and towards the lower right of the print for a right loop (and the lower left for a

left loop) (Figure 86).

This raises the question of whether it is possible, given a print of a particular pattern

class, to generate a standardised representation by mapping the print onto some

representative archetypal print of the same pattern class, and whether this would

give useful information about the likelihood of finding a minutia at this point —

and, by implication, the significance of an actual observance of a minutia at this
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LIKELY DIVERGENCE REGIONS
Figure 86: Regions of a loop print where we might expect the ridge flow to be highly
divergent.
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Pattern Class No. of prints

Arch 33
Tented arch 19
Loop 484
Twin loop 37
Whorl 296
Unknown 10
Total included 879

Excluded (ρ > 0.449) 21
Total 1000

Table 10: Classification of 1000 Prints from the NIST14 Dataset.

point.

To answer this question, I proposed to generate a standardised coordinate system

for each of the two most common pattern classes — the loop class and the whorl

class. These classes lend themselves to this approach, because the core and delta

locations provide natural reference points. It is not so obvious how one might form

a standard representation of an arch pattern, and arch pattern prints were therefore

not considered here.

When converting a print to a standardised representation it is of course necessary to

first classify the print as loop, whorl etc. Automated extraction of the pattern class

is an important process and is discussed by a number of researchers, eg. Cappelli

et al. (1999) — however, because the manually extracted pattern classification is

already supplied for the NIST14 prints, it was decided to simply use this subset

of the data (1000 images out of 1257). Of these 1000 images, some were excluded

because the average minutia density was above the threshold of 0.449mm−2 which

was derived in Section 5.4.2, indicating that the print may have been of poor quality

with many false minutia. The remaining set contained 879 prints.

The classification breakdown is given in Table 10.
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Category No. of prints

Total loop prints 484
Singular points not well located 112
Core/delta angle < 10◦ 2
Total exclusions 114
Usable loop prints 370

Table 11: Categorisation of Quality of Loop Prints.

Standardised Loop Pattern

As noted above, the positions of the core and delta may be used as reference points

to generate a standard representation. Unfortunately, of the 484 loop pattern prints

in the set, a significant number (112) were unsuitable for this particular experiment

because one or both of the singular points could not be located precisely. In such

cases, whilst the image quality over most of the print may have been sufficiently

good so that the print could be unambiguously classified as a loop, the quality

near the singular point was too poor to precisely locate the point. In terms of the

analysis described in Chapter 4, the location of the singular point would have fallen

in the region masked out as background.

Another two of the prints were excluded because an analysis of the pattern revealed

that the core/delta angle was less than 10◦. This is defined as the angle between

the flow direction out of the core and the bearing of the delta point from the core

point (Figure 87). This angle can be very small if the pattern approximates a tented

arch pattern, in which the ridge line leaving the core eventually arrives at the delta.

In the case of the two prints in question (Figure 88), visual inspection shows that

neither resembles a tented arch, but the appearance of each is so different from that

of a typical loop print such as those shown in Figures 66(c) and 66(d) that it would

have been of questionable value to include these two prints in the set.

Table 11 gives a breakdown of the set of loop prints.

We wished to standardise the appearance of the loop prints by applying a coordinate
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CORE

DELTA

CORE/DELTA
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Figure 87: The core/delta angle is defined as the angle between the flow direction
out of the core and the bearing of the delta point from the core point.

(a) (b)

Figure 88: Loop pattern prints of unusual appearance.
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transformation to each image. There are many ways in which this could be done, but

if we restrict ourselves to affine transformations there are six degrees of freedom, i.e.

six parameters of the transformation matrix need to be specified (see Section 3.4.1).

The core and delta points are to be mapped to standard locations, so that this

gives four constraints (two x coordinates and two y coordinates). The selection of

the remaining two constraints is to a certain extent arbitrary. In order to make

the transformed patterns as similar to one another as possible, however, it seems

desirable to choose constraints based on the direction of the ridge flow at particular

points. I opted to base the constraints on the direction of ridge orientation in

the region just above the delta, and then to apply scaling only in the directions

parallel and perpendicular to this direction. The effect of this restriction is that lines

perpendicular to the reference orientation in the original image remain so after the

transformation. Parallel lines also remain parallel, because an affine transformation

always preserves parallelism.

Placement of the core and delta in the standardised representation is completely

arbitrary, but in order to make the transformed images resemble actual original

images some statistics were gathered on the geometrical properties of the core-delta

configurations. All our images had the same resolution, so pixel units were used

rather than converting to and from millimetre distances.

It was found that:

• The average distance between the core and delta was ≈ 160 pixels;

• The average angle between the flow direction above the delta and the bearing

of the core as seen from the delta was ≈ 0.63 radians (36◦).

Accordingly the normalised loop configuration was defined as follows:

• The image size was set to 1000×1000 pixels. This was found to be large enough

so that most of the image foreground regions, after coordinate transformation,

lay within the boundaries of the image.
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• The standard locations of the core and delta were set at

– Core at (c0x, c0y) = (500, 600)

– Delta at (d0x, d0y) = (350, 350)

In this standardised coordinate system the ridge flow direction above the delta is

vertical, and the bearing of the core from the delta is approximately 31◦.

In summary, the transformation was applied as follows:

1. Rotate the image so that the flow direction out of the delta just above the

delta is 90◦, i.e. in the positive y-direction. In most of the original images this

flow direction is already close to 90◦.

2. Translate and scale the image in both the x and y directions to map the core

point (cx, cy) to the standardised core location (c0x, c0y), and the delta point

(dx, dy) to (d0x, d0y).

This defines an affine transformation T (I) for each image I that converts I to a

standard representation.

Figure 89(a) illustrates the parameters of the standardised representation of the

loop pattern; Figure 90 shows some examples of loop pattern prints transformed

to fit the standard coordinates. Note that the standard representation is that of a

right loop, so that left loop patterns undergo a left-right reversal.

For each image in the set of usable loop prints, the coordinates of each minutia were

converted to normalised coordinates by applying the transformation T derived in the

manner described above. These normalised minutia locations were then combined

into one aggregate image (Figure 91), in which the intensity at each point represents

the number of minutia whose coordinates mapped to that point on normalisation.

A small amount of Gaussian smoothing (σ = 3.0) has been applied to the image to

make the minutia locations visible. The points are coloured according to the number

of images with a foreground pixel mapping to that location, the colour ranging from
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(a) Loop pattern.
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(b) Whorl pattern.

Figure 89: Standardised coordinate systems for loop and whorl patterns.

pure red (none) to white (all). The intensity (ranging from black to white, or black

to red) therefore indicates the frequency of observed minutia occurrence, while the

colour gives an indication of the reliability of the measure 3. Contours of density are

also shown — these were generated by smoothing the density by a larger amount

(σ = 30.0) and drawing contours at the following percentile levels: 30, 50, 70, 90,

97 and 99. The contour label values are minutia frequency (average occurrences

per image per pixel) times 105.

To relate the minutia distribution to the divergence pattern, an archetypal ridge

orientation map for the loop type (Figure 92(a)) was generated by averaging the

doubled orientation vectors for all the loop images, after coordinate transforma-

tion. This mean orientation map was then analysed to derive a mean divergence

field (Figure 92). The mean divergence is presented as a colour-coded image in

which brightness corresponds to divergence magnitude and colour to the number

of foreground pixels, ranging from red(none) to white (all) as for Figure 91. Red

3In the case of the archetypal loop pattern, very little red is visible because most of the minutiae
fell in the region where the total foreground mask was high. The red is more noticeable in the
corresponding figure for the whorl pattern.
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(a) Loop print 1 (original). (b) Loop print 1 converted to stan-
dard coordinates.

(c) Loop print 2 (original). (d) Loop print 2 converted to stan-
dard coordinates.

(e) Loop print 3 (original). (f) Loop print 3 converted to stan-
dard coordinates.

Figure 90: Examples of loop patterns before and after transformation to standard
coordinates. Note that the transformation sometimes results in a left-right reversal.
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Figure 91: Frequency of minutia occurrence in loop prints, with minutia coordinates
mapped to locations in a standard archetypal loop pattern. Colour of the point indi-
cates the number of images with a foreground pixel at the location, ranging from red
(none) to white(all). Singular points are indicated in yellow. A Gaussian smoothing
(σ = 3.0) has been applied to the minutia points to make them visible. Additional
smoothing (σ = 30) was applied before constructing contours, which are drawn at the
30, 50, 70, 90, 97 and 99 percentile levels.
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(a) Mean orientation field. (b) Divergence field.

Figure 92: Archetypal loop pattern mean orientation field, with corresponding di-
vergence field. Core and delta are shown in yellow. Brightness values in (b) show
divergence magnitude; colour indicates sample size, ranging from red(none) to white
(all).

regions therefore indicate where the value of divergence is unreliable, because the

total number of cases was very low. (These are not easily discerned for the loop pat-

tern, where there was a reasonable population of foreground pixels over the whole

image, but are more apparent in the case of the whorl/twin loop pattern.)

Standardised Whorl/Twin Loop Pattern

A similar analysis to the above was performed for whorl patterns.

Because it is sometimes very difficult to distinguish between a whorl and a twin

loop in which the two cores are very close together, and a whorl can in any case be

regarded as a special degenerate case of a twin loop pattern in which the two cores

coincide, it was decided to combine the two groups. This can be done by defining

the central core position as being the point midway between the two cores if two

are present, or as the location of the single core if only one is present.
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Category No. of prints

Whorl prints 296
Twin loop prints 37
Total 333
Exclusions (singular points not well defined) 120
Usable whorl/twin loop prints 213

Table 12: Categorisation of Quality of Whorl/Twin Loop Prints.

Out of 333 prints in this subset (296 whorls plus 37 twin loops), 213 were usable, i.e.

contained exactly two deltas and at least one core that could be reliably located.

Table 11 gives a breakdown of the set of whorl and twin loop prints.

The availability of three reference points — the central core position and two delta

positions — gives six constraints on the coordinate transformation. This makes

for a simpler normalisation task than in the case of the loop pattern, because

six is precisely the number of degrees of freedom available in specifying an affine

transformation. It is therefore merely necessary to decide on suitable locations for

the normalised locations of the core and the two deltas.

As in the case of the loop prints, in order that the standardised print bear a rea-

sonable resemblance to an actual print, an analysis was made of the set of usable

whorl/twin loop images to determine the average geometrical properties. These

may be expressed as the lengths of three sides of a triangle whose vertices lie at the

core and delta points. If we denote these points as C, D1 and D2, being respectively

the core point, the delta point closest to the core, and the other delta point, we can

determine the average values of the lengths of the sides CD1, CD2 and D1D2.

We found that:

• The average length CD1 was 148 pixels;

• The average length CD2 was 205 pixels;

• The average length D1D2 was 279 pixels.
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The standard transformation was defined as follows:

• Map the core point to the point 500, 550;

• Map the first delta point to the point 350, 400;

• Map the second delta point to the point 600, 450.

This results in the following distances between the reference points in the normalised

image:

• Core to nearer delta: 141 pixels

• core to further delta: 212 pixels

• First delta to second delta: 255 pixels

Figure 89(b) illustrates the parameters of the standardised representation of the

whorl/twin loop pattern; Figure 93 shows some examples of whorl or twin loop

pattern prints transformed to fit the standard coordinates. As in the case of loop

prints, conversion to a standard representation sometimes gives a reversal of left

and right, depending on which delta in the original print is the one closest to the

core.

The whorl/twin loop patterns were now analysed in the same manner described

for the loop patterns. The resulting minutia distribution is shown in Figure 94;

the corresponding map of divergence percentile value appears in Figure 95. As in

the case of the loop patterns, red regions indicate where the value of divergence is

unreliable, because the total number of cases used to derive the mean flow field was

very low.

Discussion

Figure 91 clearly indicates that in a loop pattern there is a preponderance of minutia

occurrences near the core and delta, as well as near the three axes that indicate
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(a) Whorl print 1 (original). (b) Whorl print 1 converted to
standard coordinates.

(c) Whorl print 2 (original). (d) Whorl print 2 converted to
standard coordinates.

(e) Whorl print 3 (original). (f) Whorl print 3 converted to stan-
dard coordinates.

Figure 93: Examples of whorl and twin loop patterns before and after transformation
to standard coordinates.
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Figure 94: Frequency of minutia occurrence in whorl and twin loop prints, with
minutia coordinates mapped to locations in a standard archetypal whorl/twin loop
pattern. Colour of the point indicates the number of images with a foreground pixel
occurring at the location, colours ranging from red (none) to white(all). Singular
points are indicated in yellow. Contours of aggregate minutia density were derived in
the same way as for Figure 91.
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(a) Mean orientation field. (b) Divergence field.

Figure 95: Archetypal whorl/twin loop pattern mean orientation field, with corre-
sponding divergence field. Singular points are shown in yellow — core is the upper-
most of the three singular points. Brightness values in (b) show divergence magnitude;
colour indicates sample size, ranging from red(none) to white (all). String-like pat-
terns near the periphery of the image are of unknown origin, but they can safely be
ignored since they result from a very low number of cases, as evidenced by the red
colour.
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the directions of the ridges emanating from the delta point. This is perhaps to be

expected, since visual inspection of a loop print suggests that these are regions of

ridge divergence. Perhaps less predictable is the presence of a secondary maximum

in the arc of ridges lying just above the core. As Figure 92 shows, this is consistent

with the existence of large divergence values in this region. Note also that in the

central region, between the core and delta and away from the delta axes, a minimum

in the minutia distribution is clearly apparent.

For the whorl and twin loop patterns, apart from the expected minutia density max-

imum in the immediate vicinity of the singular points, the distribution of minutiae

appears more uniform (Figure 94). This can perhaps be understood as being due to

the greater rotational symmetry present in a whorl pattern, by comparison with a

normal loop pattern. The more uniform minutia distribution in the whorl prints is

consistent with the behaviour of the divergence field (Figure 95), which by compar-

ison with the field in a loop pattern (Figure 92) shows little variation in the regions

away from the pronounced maxima that surround the singular points.

It is interesting to compare the frequency maps in Figures 91 and 94 with the

distribution of overall minutia density in prints (Figure 70 and Table 5). The 10th

and 90th percentile values of the density distribution differ by a factor of about 2; on

the other hand the minutia frequency in the archetypal prints exhibits a variation

significantly greater than this over fairly small distances in the print.

Although these standardised images of divergence value and frequency of minutia

occurrence provide graphic illustration of the variation in likelihood of minutia

occurrence in the pattern, it is not suggested that transforming a given fingerprint

image to standard coordinates is necessarily the best way to assess the significance

of observed minutiae in the print. A simpler and more reliable approach would be to

calculate the flow divergence field for the particular print and to use this to evaluate

the likelihood of minutia occurrence at specified locations, since the correlation

between divergence and minutia density has been established and demonstrated in

Section 5.4.3.
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5.4.7 Minutia Distribution around a Reference Minutia

In Chapter 3, the minutia feature descriptors were based on the distribution of

minutiae around the reference minutia and lying within a square of side 100 pixels

(approximately 0.5mm). The work was based on the earlier work by Tu and Hartley,

who used the same size area for their feature descriptors. The question arises

whether the size of the square is sufficiently large. It may be, for example, that there

is a high correlation, either positive or negative, between the presence or absence

of minutiae at locations within a given distance — that is, when the patterns are

examined at certain scales, the minutiae may appear to cluster together, or they

may tend to avoid one another.

To determine at what scale, if any, there is evidence of any clustering of minutiae,

or tendency to avoid clustering, the minutia dataset was analysed as follows:

1. For each ten-print in the dataset, one reference minutia was chosen at random.

2. The locations of all other minutiae in the print were recorded and classified

according to their coordinates relative to the reference minutia. Classification

was based on polar coordinates, the bearing angle being taken relative to the

direction of the reference minutia. The location groupings were:

• Bearing angle: 32 equal divisions of a full 2π revolution;

• Distance: intervals of 1.0mm, up to a maximum of 50mm (50 subdivi-

sions).

This gave 1600 possible “bins” into which a given relative location could fall.

3. The minutia populations of the bins were then grouped in two ways: by

bearing angle, and by distance.

4. A similar analysis to the above was carried out, but this time to determine

the total number of foreground pixels in each bin, i.e. not just those where a

minutia was located.
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5. For each bin, dividing the total minutia population by the total number of

foreground pixels gave the minutia density for that bin.

6. The entire process was performed three times, allowing a different reference

minutia to be randomly selected from each ten-print at each run. This was

done to verify that any observed pattern behaviour was not merely a quirk of

the particular set of reference minutia randomly chosen in a particular run.

It would have been possible to record the relative locations of every pair of minutiae

in every print, rather than just choosing one reference minutia per run for each print.

It was felt however that this could have biased the results by giving more weight

to minutiae that happen to be part of a densely populated region, simply because

there are more of them. To give an analogy, consider two neighbouring cities with

equal areas, but with one having twice the population density (and therefore twice

the population) of the other. A person chosen at random from the entire population

is more likely to be someone living in the city with the higher density, so that an

estimate of city density obtained by querying people selected at random would give

a density estimate biased towards that of the city with higher population.

Figures 96 and 97 show the observed variation of minutia density with bearing angle

and distance from the reference minutia, for each of the three runs.

From these figures we can infer:

• There appears to be no discernible correlation between bearing angle and

minutia density.

• There appears to be evidence of a slight tendency for clustering at around

the scale of 3mm or less. For each run, the minutia density at these small

distances from the reference was slightly greater than for the print as a whole.

Outside this distance, up to about 30mm, data for the three runs consistently

indicates little or no correlation of minutia density with distance.
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Figure 96: Minutia density vs. bearing angle from reference minutia. Bearings are
relative to the direction of the reference minutia, increasing anticlockwise.

0 5 10 15 20 25 30 35 40 45
0

0.005

0.01

0.015

0.02

0.025

0.03

0.035

0.04

0.045

Distance from reference minutia (mm)

M
in

ut
ia

 d
en

sit
y 

(p
er

 s
q.

 m
m

)

 

 
Run 1
Run 2
Run 3

Figure 97: Minutia density vs. distance from reference minutia.
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At greater distances the trend is unclear — the density appears to increase

with distance for some of the runs but not for others. This probably does

not represent a real trend, but rather reflects the small sample sizes at these

large distances, which results in the behaviour at these distances being highly

variable between runs. The maximum dimension of all prints was less than

50mm, so the number of points separated by a distance d falls off rapidly as

d approaches 50mm.

On this basis it appears that, given an arbitrary minutia, the probability of finding

another minutia at a certain relative location is slightly higher than average for

points within about 3mm of the reference minutia; Figure 97 suggests it may be up

to 20% higher. In other words, there is a slight correlation between the occurrence

of minutiae in neighbouring cells, so that the interpretation of a feature descriptor

as the outcome of a number of independent Bernoulli trials is not strictly true.

This is consistent with the finding of Tu and Hartley (Section 3.2) that the sample

variance of their similarity measure S is slightly higher than would be expected if the

occurrences of minutiae in the 100 cells of their grid were random and uncorrelated.

5.5 Summary of Findings

1. The prints of our dataset were found to contain minutiae with a median

density of 0.308 mm−2, but there was a large variation in density, both within

a single print and between different prints.

2. Stratification of the set into print classes based on the number of singular

points in the fingerprint did not reveal any useful link between the print

classification and the number of minutiae.

3. Examination of the behaviour of the ridge field at minutia locations revealed

a strong connection between the probability of minutia occurrence at a point

and the magnitude of the ridge divergence at that point. The constant of
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proportionality, while a little higher than might be expected, is nevertheless

of the right order of magnitude to support the hypothesis that minutiae tend to

form in divergent regions in response to some biological principle that strives

to maintain an approximately uniform ridge spacing across the fingertip.

The difference in minutia density between regions of low and high divergence

is dramatic, and has implications for estimating the likelihood of a particular

pattern. For example, if two fingerprint portions show matching orientation

patterns, and also possess a number of minutiae at locations that correspond,

the probability that such a match could have occurred by chance is much

higher if the orientation field is highly divergent (and the significance of an

observed correspondence is therefore lower). This needs to be taken into

account by any matching algorithm that assigns a probability to a match

based on a number of minutia correspondences.

4. Tabulation of minutia occurrence against location relative to randomly chosen

reference minutiae indicates a small but measurable tendency for minutiae to

cluster at the scale of a few millimetres. This has implications for matching

methods based on neighbourhood feature descriptors, such as that employed

and described in Chapter 3, since it affects the parameters of the probability

distribution of the similarity measure.

5. As already noted, our derived mean minutia density was significantly higher

than the value found by some other researchers. This was postulated as being

largely due to shortcomings in our image enhancement methodology in poor

quality regions of the print. It is difficult however to conceive of any reason

why the print quality should be correlated with such parameters as pattern

class and the magnitude of the ridge divergence. For this reason, though

the absolute values of the minutiae frequencies may be open to question, the

conclusions drawn above should still hold when different minutia frequencies

are considered relative to one another.



Chapter 6

Fingerprint Pattern Matching

Revisited

6.1 Introduction

It was shown in Chapter 4 how a fingerprint image may be analysed so as to extract

various items of information such as the orientation field and the minutia locations,

and how the pattern may be represented in terms of a phase-based image in which

the value at each pixel represents the cosine of the ridge phase at that point in the

print. In this chapter, I investigate how this information may be used in the print

matching stage.

Recapitulating on the preliminary matching work that was described in Chapter 3,

the point match statistics presented there were obtained by comparing pairs of

prints using the following methodology:

1. Minutia locations and orientations were extracted and tabulated.

2. A “feature descriptor”, based on the positions and directions of neighbouring

minutiae, was constructed for each minutia in each of the prints.

3. Putative matches between pairs of minutiae in the two prints were identified.

243
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These pairings were selected on the basis of similarity scores calculated for

the corresponding feature descriptors.

4. From the list of putative matches, a RANSAC methodology was used to iden-

tify a coordinate transformation by which one minutia set could be mapped

to the other with the maximum number of inliers — points in one set that

mapped sufficiently closely to the corresponding point in the other set, to

within a specified tolerance.

5. The number of match points so obtained was used as a measure of the quality

of the match.

This analysis was carried out on ten-prints from the NIST27 dataset, for which the

locations and orientations of the minutiae were already available, these having been

already extracted manually and supplied as part of the dataset.

Initially we used a feature descriptor consisting of a square portion of the image,

centred on the reference minutia and rotated so as to align with that minutia. The

value of the descriptor at each point was based on the location of other minutiae

within the square. A value of one was assigned to each point where a minutia was

located, the value being zero elsewhere; then a Gaussian point spread function was

applied, effectively spreading each minutia over a finite region. A modified feature

descriptor was later defined that incorporated not only the locations of the neigh-

bouring minutiae but also their orientations — this was achieved by representing

each minutia as a unit vector in the complex plane (rather than simply as a real

value of +1), then applying a Gaussian point spread function in the same manner as

before. The similarity measure for two feature descriptors was obtained simply by

taking the absolute value of the difference between the two values at corresponding

points in the two descriptors to give a difference measure, then subtracting this

from one to obtain a similarity measure.

Many of the minutia pairs identified by this similarity measure were later excluded

from the set of possible point matches, because a suitable coordinate transform
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could not be obtained that mapped the first point of the pair onto the second.

Nevertheless, the feature descriptors served the essential purpose of greatly reducing

the size of the search space when applying RANSAC.

The minutia-based feature descriptors were used in the earlier work in an attempt

to construct an initial set of point pairs containing as many true correspondences

as possible. The assumption was that the neighbourhood of a minutia, as described

by our feature descriptor, should resemble the neighbourhood of the same minutia

in the other print more closely than it did the neighbourhood of any other minutia

in the other print. As illustrated by Figures 20 and 21, this assumption frequently

did not hold, but the number of correct correspondences obtained was sufficient to

provide a reasonable estimate of the best coordinate transform.

We now investigate whether the feature descriptors used in the earlier work can be

improved upon. Some alternatives to the purely minutia-based feature descriptors

are defined, and their performance is tested by incorporating each into our matching

methodology and performing the matching on pairs of prints that are known to

originate from the same finger. To do this we have available the NIST14 data

set, which contains several thousand mated pairs of ten-prints. Unlike the NIST27

set, this dataset does not include manually identified minutia locations — however

using the analysis methodology described in Chapter 4, we can extract these from

the image, along with other useful information such as the print foreground mask,

the orientation map and the phase cosine map.

The NIST14 dataset consists of two groups: the “f” (first) set and the “s” (second)

set. Images from the two sets that carry the same identification number represent

two different ten-prints taken from the same finger, and are referred to as a mated

pair. The first 1000 mated pairs from the NIST14 set are used to compare the

performance of different feature descriptors by comparing each print with its mate.

I do this for both types of allowable coordinate transforms at the RANSAC stage

— an affine transform and a semi-rigid transform. The performances of the dif-

ferent feature descriptors in identifying corresponding minutiae are evaluated using
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a match quality measure that I term the Hit Rate, which is similar to the Merit

Function employed by Tu and Hartley. The results of this comparison are presented

in Section 6.3.3.

One of the new feature descriptors considered is a phase-based descriptor, which

employs the phase cosine values in a neighbourhood. However, this feature de-

scriptor is found to present various difficulties that would need to be surmounted

before this descriptor could be reliably used in matching, and achieving a working

implementation is beyond the scope of the present work. This is discussed further

in Sect 6.3.1.

The feature descriptor that I identify as being the most reliable of the set is in fact a

hybrid generated by combining the earlier minutia-based descriptor with one of the

new descriptors. I incorporate this hybrid descriptor into the matching algorithm.

Finally an analysis is carried out, similar to the one described in Chapter 3, on the

first 250 pairs from the NIST14 dataset. Each print in the “f” set is matched against

every print in the “s” set (including its own mate), and the results are presented

and discussed.

Note that the work described in this chapter is concerned with comparing different

minutia-based feature descriptors — in other words, with measuring how well each

of the proposed feature descriptors uniquely describes the minutia with which it is

associated. The whole-print match score, which is based on the number of minutia

correspondences, is here employed only as a means to this end — it is not claimed

that this can yet be used as a means of identification sufficiently accurate to be

admissible in a court of law.

6.2 Match Quality Measures

The decision whether or not two prints match must ultimately be based on some

match quality measure. Clearly this measure should be as large as possible when

the two prints are in fact from the same finger, so as to minimise the likelihood of
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a false rejection. Maltoni et al. (2003) identify two classes of fingerprint matching

methods, each of which employs its own particular type of match score:

1. Correlation-based Techniques. In its most basic form this consists simply

of correlating the point-wise intensity values in the two images and using the

correlation coefficient as a similarity measure. Some form of preprocessing is

always required, however. Firstly, the prints must be registered, which means

dealing with the problem of non-linear distortion. (This difficulty is illus-

trated in Section 6.3.1, in which the phase cosine map is used in an attempt

to generate an overall similarity score for the entire image.) Secondly, the

variations that can occur between different impressions of a finger must be

corrected for. These include variations in fingertip placement and alignment,

overall brightness, contrast and ridge thickness, and have been discussed at

length earlier in this document (eg. Section 4.6).

2. Minutia-based Methods. This is the most widely used method for fin-

gerprint matching, and is closely analogous to the manner in which forensic

experts compare fingerprints and perform identification in almost all coun-

tries. The measure of match quality is based on the number of point corre-

spondences obtained when one set of minutia locations is mapped onto the

other. The traditional process of fingerprint based identification by law en-

forcement agencies simply used this number directly as the match score. Tu

and Hartley (2000) define a Merit Function, described in Section 3.2, that

takes account of the maximum possible correspondences that could have been

obtained, giving a resultant score between 0 and 1.

Jiang and Yau (2000) define a matching score that is similar in concept to

the merit function of Tu and Hartley, but the individual point matches are

based on a “soft decision” rather than a yes or no. This is done by summing

the similarity scores of each pair of (possibly) matching minutiae, rather than

simply adding one to the count for each such pair. The result is then divided
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by the maximum possible theoretical score, to obtain an “average matching

certainty level” that is used as the match score.

The work described in Chapter 3 employed a minutia-based match score that con-

sisted simply of the number of minutia correspondences that were obtained by using

the best coordinate transformation. When comparing pairs of mated ten-prints,

however, the number of minutiae in each is large (typically more than 80), and can

vary significantly from one print to the next. A crude count of the number of point

matches found in a mated pair is not an adequate measure of the performance of a

feature descriptor; a match procedure that finds 50 correct minutia correspondences

out of a possible 55 is superior to one that finds 60 correspondences out of a possible

100.

For the work in this section we therefore describe the match in terms of the hit

rate, similar to the merit function of Tu and Hartley. The hit rate is defined as

the number of point correspondences divided by the maximum possible number of

such correspondences. For example, if the two prints contain 100 and 80 minutiae

respectively, the maximum possible number of correspondences obtained by our

methodology is 80; if the actual number of correspondences obtained is 60 then this

gives a hit rate of 60/80 = 0.75.

In Chapter 3 I demonstrated that the number of minutia correspondences between

prints is not by itself a reliable means of identification. In the present chapter,

however, hit rate (which is based on minutia correspondences) is simply used as

a means of comparison between a number of matching schemes based on different

minutia feature descriptors. The performance of the descriptors is measured in

terms of how well the hit rate, as a measure of the degree of matching, is able to

discriminate between matching print pairs and non-matching pairs.
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6.3 Alternative Feature Descriptors

In setting up a feature descriptor there are two things to be specified:

1. The nature of the data contained in the descriptor;

2. The formula by which two such feature descriptors are compared and a simi-

larity score is assigned.

If two feature descriptors are denoted F1 and F2, then a similarity measure S(F1, F2)

may be defined such that 0 <= S <= 1, a perfect match being represented as S = 1

and the worst possible mismatch by S = 0.

Some candidate descriptors are now considered, as alternatives to the minutia-based

descriptors used in the earlier work.

6.3.1 Phase Based Feature Descriptor

As noted in Chapter 4, the phase based representation, which includes a continuous

phase component and a spiral component corresponding to the minutiae, encapsu-

lates all the relevant information about the pattern. Although it proved difficult

to disambiguate the flow direction so as to obtain a consistent phase map, it was

possible to easily determine the cosine of the phase, which is sufficient for our

purposes because if we know the cosine of the phase at a point we know where that

point is in relation to neighbouring ridges and valleys.

The phase cosine field, therefore, appears attractive as the basis for a feature de-

scriptor, provided a suitable similarity measure can be defined.

The Feature Descriptor

We use a portion of the phase cosine image as the feature descriptor. The deriva-

tion of the phase cosine is described in Section 4.6. Like the minutia-based feature
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descriptors, it is a square array of cells 101 pixels on a side, centred on the ref-

erence minutia and rotated to align with the reference minutia, i.e. in the feature

descriptor the direction of the reference minutia is zero (towards the right). Fig-

ure 98 shows some phase based feature descriptors corresponding to some selected

reference minutiae in a print.

The Similarity Measure

The task at hand is to take a pair of image arrays, the values in the arrays being

interpreted as the cosine c of some smoothly varying phase quantity ψ, and generate

a similarity measure to express how well the two match. It is important to note

that only c is available — we do not know the value of ψ.

Let C1 and C2 denote the two phase cosine images, the image values at each point

being denoted c1(i, j) and c2(i, j). We wish to state how similar the two images are

at the point (i, j).

There are many possible definitions of similarity for c1 and c2. Perhaps the simplest

is one based on the difference between the absolute values of the cosines:

s1 = 1 − (|c1 − c2|) /2. (82)

Since c1 and c2 can each take any value in the range [−1,+1], it is evident that s1

lies in the range [0, 1].

Another possibility is to use a kind of correlation measure generated by multiplying

the two cosine values together, giving a value between −1 and +1, then adjusting

the result to lie in the range [0, 1]:

s2 = (1 + c1c2)/2. (83)

Each of these candidate similarity measures has shortcomings. The problem with s2

is its behaviour when c1 and c2 are both close to zero. This occurs near the halfway

point between a ridge and a valley. Two such points should have a similarity score
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(a) Original print. (b) Phase cosine map.

(c) Phase descriptor for refer-
ence minutia A.

(d) Phase descriptor for refer-
ence minutia B.

(e) Phase descriptor for refer-
ence minutia C.

(f) Phase descriptor for refer-
ence minutia D.

Figure 98: Examples of phase based feature descriptors. Feature descriptors for the
minutiae indicated in 98(a) are shown in 98(c) to 98(f). The blocky appearance of the
feature descriptors above is due to the the fact that they are enlargements of images
that are only 101 pixels on a side.
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Figure 99: Illustrating that the difference between the cosines of two angles depends
on the actual angles as well as their separation. Angular displacement between the
two functions is constant at 30◦, but the difference between their cosines varies greatly.

close to 1, because they identify similar points in the pattern. From Eq. 83, however,

when c1 and c2 are both zero, s2 will have a value of only 0.5.

This suggests that s1 might be a more appropriate measure than s2. However there

is a more subtle problem with s1, due to the fact that c1 and c2 are being interpreted

as the cosines of smoothly varying phase quantities. The problem lies in the fact

that the difference of two cosine values is not merely a function of the difference

between the two angles but also depends on the values of the angles themselves:

cos(θ + δ) − cos θ = cos θ cos δ − sin θ sin δ − cos θ

= cos θ(cos δ − 1) − sin θ sin δ

≈ − sin θ sin δ

for small δ. This behaviour is illustrated in Figure 99.

We would prefer a similarity measure (or difference measure) that is chiefly sensitive

to the difference between the two angular quantities rather than their actual values.

Such a measure can be obtained by taking the inverse cosines of the two angles:

d = | 6 cos(c1) − 6 cos(c2)|

where 6 cos denotes the inverse cosine function, returning an angle between 0 and π.
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It is evident that d must also lie in the range [0, π]. This leads to a third proposed

similarity measure:

s3 = 1 − d/π (84)

= 1 − 1

π
(| 6 cos(c1) − 6 cos(c2)|)

There are some cases where two angles that are not equal, even when considered

modulo 2π, have equal cosines, resulting in a similarity score of 1. This is un-

avoidable and results from the fact that the cosine is a symmetric function — for

example, cos(−10◦) = cos(10◦). This should not be seen as a shortcoming but

merely a reflection of the fact that points on either side of a ridge axis at equal

distances from the axis (expressed as a fraction of the ridge wavelength) should be

expected to have a similar intensity in the original image, and therefore should be

assigned a high similarity score.

The behaviours of s1, s2 and s3 are compared in Figure 100, in which the similarity

score is calculated for two angles, θ and (θ − δ), where δ = π/6 = 30◦, and θ

is allowed to range over somewhat more than one full cycle. This figure suggests

that, given the interpretation of c1 and c2 as cosine values, s3 is a better measure

of similarity than either s1 or s2, since s3 is almost constant for constant δ, and is

therefore a more accurate reflection of the phase difference implied by the values of

c1 and c2.

Implementation and Results

As shown in Table 13 and Figures 104 and 105, replacing the minutia-based de-

scriptor with a phase-based descriptor results in a poorer performance than using

the minutia-based descriptor, with fewer match points being identified between the

prints. This means that the set of putative correspondences, generated by compar-

ison of feature descriptors, contains relatively few true correspondences, i.e. there

are many cases in which the wrong pair of points gave a better similarity score
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Figure 100: Behaviour of the three similarity scores s1, s2 and s3 when applied
to two quantities c1 and c2 that are the cosines of θ and θ − 30◦ respectively. s3 is
constant except for small maxima where c1 and c2 are close to 1, resulting from the
fact that cos(θ) = cos(−θ). This suggests that s3 is a more meaningful similarity
measure than either s1 or s2.
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than the correct pair. This is disappointing, and the reason for the poor perfor-

mance is not at first obvious. In an effort to better understand the behaviour of

the phase similarity measure with pairs of actual prints. a number of sample pairs

were selected, and similarity maps were generated for the entire print as follows:

1. Given two fingerprint images I1 and I2, with corresponding phase cosine im-

ages C1 and C2, the phase based feature descriptor was used in conjunction

with the RANSAC methodology, as described above, to find the coordinate

transform T that gave the greatest number of point matches between I1 and

I2. That is, when T is applied to a point (x1, y1) in the minutia set of I1, the

result should be close to (x2, y2), the location of some point in the minutia set

of I2.

2. The transform T was then applied to the coordinates of C2 to generate the

transformed image CT
2 . (Note that this is equivalent to applying the inverse

of T to the features in I2 to shift them to new locations in CT
2 ).

3. The similarity measure s3 was used to calculate the phase similarity between

every point in C1 and the corresponding point in CT
2 , and the results were

displayed.

Some examples of similarity maps for entire prints are given in Figures 101 and 102.

These similarity maps illustrate that, even after the best coordinate transform has

been found, there are large areas of the print for which the similarity score is quite

low. Regions of high and low similarity appear to alternate in a manner reminiscent

of beats in audio signals, or of Moiré patterns. These are patterns produced when

two periodic patterns of slightly different frequency are superimposed on one another

— in the case of audio signals, for example, a pair of tones that differ slightly

in frequency produces an audible beat whose frequency is equal to the frequency

difference between the two input signals. In the case of the phase cosine images,

even a slight error in finding the location in one image that corresponds to a given
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(a) First print. (b) Second print.

(c) Phase cosine image for first
print.

(d) Phase cosine image for sec-
ond print after applying coordi-
nate transform.

(e) Phase similarity map.

Figure 101: Phase similarity map for a pair of phase cosine images derived from a
mated print pair. Similarity score is shown as colour, ranging from zero (red) to one
(cyan). Only the similarity values for pixels lying in the foreground of both images
are displayed — remainder of image is shown as black.
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(a) First print. (b) Second print.

(c) Phase cosine image for first
print.

(d) Phase cosine image for sec-
ond print after applying coordi-
nate transform.

(e) Phase similarity map.

Figure 102: Phase similarity map, as for Figure 101 but for a different mated print
pair.
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location in the other image may be critical — a relative displacement of 5 pixels,

which is approximately half of a ridge wavelength, is sufficient to shift one ridge

pattern so as to be completely out of phase with the other, resulting in a similarity

value of 0 rather than 1.

These maps give a clue to what is probably happening at the feature descriptor

level. In constructing the feature descriptors two assumptions are implied — firstly,

that the location of the reference minutia is accurately known, and, secondly, that

the feature descriptor can be generated from the input image by applying only a

translation and a rotation. Clearly the second assumption cannot be strictly true,

since to map one minutia neighbourhood onto another we should in fact apply the

transform T — of course we cannot do this since we do not know T in advance.

Moreover, T is only a best estimate, with the imposed restriction that it be linear,

i.e. an affine transform. In fact fingerprint distortion at the print capture stage

is known to be non-linear — that is, the scaling parameters may differ from one

location to another in the print (Maltoni et al. 2003, p. 160).

The effect of non-linearity when comparing two feature descriptors is apparently not

too serious in the case of the minutia-based descriptors. Small errors in the location

of neighbouring minutiae are to a certain extent compensated for by the Gaussian

smoothing that is applied to the points when generating the descriptor. In the case

of a phase-based descriptor however small coordinate changes can be disastrous.

the width of our descriptors is 101 pixels — a scaling error of 5% over this distance

represents a shift of 5 pixels. This is approximately half a ridge wavelength, and is

therefore sufficient to cause a ridge axis in one feature descriptor to be superimposed

onto a valley axis in the other, resulting in a similarity measure of zero.

It appears, then, that our particular point matching methodology is not capable of

fully exploiting the possibilities of the phase based representation, requiring us to

consider alternatives.
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6.3.2 Orientation Based Feature Descriptor

The results from the previous section indicate that using the phase field as a feature

descriptor suffers from the problem that the phase varies rapidly as a function of

image location, making the feature descriptor extremely sensitive to small changes

in image coordinate such as those that might be produced by a non-uniform defor-

mation of the fingertip during the capture process. An alternative is to construct a

feature descriptor based solely on the orientation field in the neighbourhood of the

reference minutia. The orientation field contains less information than the phase

field, but it varies much more slowly across the image, making it less sensitive to

the effect of distortion.

The Feature Descriptor

We construct the feature descriptor in exactly the same way as the phase-based

feature descriptor given in the previous section, except that we use the orientation

map in place of the phase cosine image. (In fact, to avoid the problem of orientation

ambiguity we record the doubled orientation angle.)

Because the ridge orientation as initially calculated is relative to the axes of the

original image, when rotating the feature descriptor to align with the reference

minutia we must also add a constant value to each of the values in the descriptor.

For example if the direction of the reference minutia is θr, the square array must be

rotated by θr to align with the reference; an amount −2θr must then be added to

the doubled orientation at each point in the descriptor so that the resultant value

represents the orientation relative to that of the reference minutia.

Figure 103 shows some reference minutiae with the corresponding orientation-based

feature descriptors.
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C

B

A

D

(a) Original print. (b) Orientation map.

(c) Orientation descriptor for
reference minutia A.

(d) Orientation descriptor for
reference minutia B.

(e) Orientation descriptor for
reference minutia C.

(f) Orientation descriptor for
reference minutia D.

Figure 103: Examples of orientation based feature descriptors. Feature descriptors
for the minutiae indicated in 103(a) are shown in 103(c) to 103(f).
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The Similarity Measure

The orientation is represented as φ, the doubled orientation angle. A simple way to

express the similarity of two angles φ1 and φ2 is to take the cosine of their difference.

This returns a value that ranges from −1 when the two angles are anti-parallel to

+1 when they are parallel. The value can then be adjusted to lie between 0 and 1:

s(φ1, φ2) =
1 + cos(φ1 − φ2)

2
. (85)

Implementation and Results

A match comparison of the first 1000 mated pairs from the NIST14 dataset using the

orientation-based feature descriptor gives a markedly better performance, as mea-

sured by the correspondence hit rate, than the phase-based descriptor (Figures 104

and 105, Table 13). It also performs measurably better than the minutia-based

feature descriptor used on its own.

This is consistent with the findings of Tico and Kuosmanen (2003), whose work

on matching using orientation-based feature descriptors was mentioned briefly in

Chapter 2. They employ orientation-based minutia descriptors to identify minutia

correspondences, using a slightly different similarity function based on the magni-

tude of the angular difference between two orientation values rather than on the

cosines, and also find that the matching algorithm benefits from the incorpora-

tion of the orientation information, reducing the interdependencies between minu-

tia details, which can be missed or erroneously detected by a minutia extraction

algorithm.

6.3.3 Performance Comparison of Feature Descriptors

Taking the hit rate for mated print pairs as a measure of performance, the four

feature descriptors described above are compared, and the results presented in Ta-

ble 13 and Figures 104 and 105. For the purposes of comparing the effect of using
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Feature Descriptor Transform
Affine Semi-rigid

Mean Std. dev Mean Std. dev.
Minutia-based, location only 0.21 0.13 0.22 0.14
Minutia-based, location plus direction 0.29 0.15 0.30 0.15
Phase cosine based 0.15 0.09 0.16 0.09
Orientation based 0.33 0.14 0.34 0.14

Table 13: Performance Comparison of Feature Descriptors on Mated Pairs. Each
table entry gives the mean and the sample deviation of the hit rate for the method
used.

the two different kinds of transformation — affine and semi-rigid — the performance

of each feature descriptor is also shown separately with the results for the two kinds

of transform displayed together on the one graph (Figures 108 and 109).

Of the four feature descriptors employed so far, the orientation-based feature de-

scriptor appears to offer the best performance, as measured by the number of correct

minutia correspondences found in mated print pairs. It is particularly noteworthy

that the performance is measurably better than that of the descriptor based solely

on the configuration of neighbouring minutiae. This is despite the fact that, as can

be seen from the examples of orientation based descriptors shown in Figure 103,

the variation in orientation across the width of our feature descriptors is normally

quite small unless the reference minutia happens to lie close to a core or a delta.

Apparently even this small variation in the orientation field serves in many cases to

identify corresponding minutia points at least as well as the presence (or absence)

of nearby minutiae.

In all cases, the matching performance using a semi-rigid transform is slightly better

than that achieved using the more general affine transform. though the difference is

minimal. In subsequent analysis, therefore, we only consider the semi-rigid trans-

form.
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Figure 104: Performance comparison of feature descriptors (affine transform).

6.3.4 Hybrid Feature Descriptors

Can we improve on the orientation-based feature descriptor? It may be that, where

there are minutiae present in the neighbourhood, they provide a useful cue to iden-

tification, but that where there are very few, or none, the local orientation field

may provide the best means of identification. This leads to the question whether it

is possible to combine the minutia-based and orientation-based feature descriptors

in such a way as to produce a hybrid descriptor that outperforms either one of the

components used in isolation.

One way to combine the two approaches is to generate a feature descriptor that has

two components — one based on neighbouring minutiae, and one based on the local

orientation field. A similarity score may then be assigned to two such hybrid feature

descriptors by taking the two similarity scores for each of the two components and

combining them in some fashion to give one final score. This is the approach taken
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Figure 105: Performance comparison of feature descriptors (semi-rigid transform).

by Feng (2008), who employs a combination of two minutia descriptors referred to

as “minutia-based” and “texture-based”.

The Feature Descriptor

Our hybrid feature descriptor has two components:

1. A minutia-based feature descriptor, constructed in the same way as the

one defined in Section 3.4.2;

2. An orientation-based feature descriptor, as defined in Section 6.3.2. (The

texture-based descriptor used by Feng is similar, except that it also incorpo-

rates frequency information as well as orientation.)

Each of these descriptors is a data structure of the same size — in our case, a square

array 101 pixels on a side (Figure 110).
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Figure 106: Hit rates using minutia location based feature descriptor.
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Figure 107: Hit rates using minutia location and direction based feature descriptor.
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Figure 108: Hit rates using phase based feature descriptor.
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Figure 109: Hit rates using minutia orientation based feature descriptor.



6.3. ALTERNATIVE FEATURE DESCRIPTORS 267

(a) Portion of original print, with selected reference minutia
encircled.

(b) Hybrid descriptor for indicated ref-
erence minutia (Minutia based compo-
nent). Only the real part shown.

(c) Hybrid descriptor for indicated reference
minutia (Orientation component).

Figure 110: Example of hybrid feature descriptor comprising a minutia-based com-
ponent and an orientation component.
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The Similarity Measure

One way to generate a similarity measure for the hybrid descriptor is to calculate

the similarity scores for the two components and then take a weighted mean. If

we denote the minutia-based and orientation-based similarity scores as SM and Sφ

respectively, and choose an additive weighting factor w that specifies how much

weight is given to the minutia-based component vs. the orientation component,

then the combined similarity score Sa is given by:

Sa = wSM + (1 − w)Sφ. (86)

It could be argued that a multiplicative weighting factor might be more suitable.

That is, if one of the descriptor components gave a very poor match (close to zero),

then perhaps we should assign a correspondingly low value to the combined similar-

ity score, no matter how good the match from the other component. For example,

Feng assigns a combined similarity score by taking the product of the individual

similarity scores. Accordingly we also define a similarity score Sm generated by

taking a multiplicative weighting, using a weighting factor w:

Sm = Sw
M × S

(1−w)
φ . (87)

Under this scheme, the combined feature descriptor employed by Feng corresponds

to using a multiplicative weighting with w = 0.5 — though it must be noted that

Feng’s texture-based similarity measure is not directly comparable with my own

since Feng also makes use of frequency information.

A set of each of these two kind of hybrid descriptors — one based on additive

weighting and one on multiplicative weighting — was defined for values of the

weighting factor varying between zero and one in steps of 0.1.

Implementation and Results

The set of 1000 mated print pairs was analysed using each of these hybrid descrip-

tors, and the results are shown in Table 14 and Figures 111 and 112.



6.3. ALTERNATIVE FEATURE DESCRIPTORS 269

Minutia Weighting type
component Additive Multiplicative
weighting Mean Std. dev Mean Std. dev.

0.0 0.34 0.14 0.34 0.14
0.1 0.40 0.16 0.40 0.16
0.2 0.40 0.16 0.39 0.16
0.3 0.39 0.16 0.38 0.16
0.4 0.38 0.16 0.37 0.16
0.5 0.37 0.16 0.36 0.16
0.6 0.36 0.16 0.35 0.16
0.7 0.34 0.16 0.34 0.16
0.8 0.33 0.16 0.33 0.16
0.9 0.32 0.16 0.32 0.16
1.0 0.30 0.15 0.30 0.15

Table 14: Performance Comparison of Hybrid Feature Descriptors on Mated Pairs.
Each table entry gives the mean and the sample deviation of the hit rate for the
method used. Only semi-rigid transforms were considered.
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Figure 111: Performance comparison of feature descriptors (affine transform).
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Figure 112: Performance comparison of feature descriptors (affine transform).

The following conclusions can be drawn:

1. In each case, a weighting factor of 0.1 for the minutia-based component ap-

pears to give the best performance. The hit rate achieved is measurably better

than that obtained from either the orientation field or the minutia field alone.

2. The additive weighting gives slightly better results than the multiplicative

weighting, but the difference is very small.

It appears therefore that the best feature descriptor, from among the set that we

have considered, is a hybrid consisting of two components — one based on minutia

location and direction, and one based on the local orientation field — with a simi-

larity score derived by taking a weighted mean of the similarities of the components,

with the minutia-based and orientation-based components being given weightings

of 0.1 and 0.9 respectively in calculating the overall score. We denote this similarity
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Hit rate Occurrences

0 - 0.05 2
0.05 - 0.10 18
0.10 - 0.15 29
0.15 - 0.20 45
0.20 - 0.25 84
0.25 - 0.30 110
0.30 - 0.35 110
0.35 - 0.40 108
0.40 - 0.45 129
0.45 - 0.50 105
0.50 - 0.55 88
0.55 - 0.60 65
0.60 - 0.65 46
0.65 - 0.70 26
0.70 - 0.75 22
0.75 - 0.80 9
0.80 - 0.85 3
0.85 - 0.90 1
0.90 - 0.95 1
0.95 - 1.00 1

Total 1000

Table 15: Hit rates for the best hybrid descriptor when applied to mated pairs
(semi-rigid transform).

score as SH :

SH = 0.1SM + 0.9Sφ. (88)

The match performance of SH on the 1000 mated pairs is given in Table 15 and

Figure 113.

6.4 Cross-comparison of Images from the Mated

Pairs Dataset

As well as giving a high score for prints from the same finger, a good matcher

should also give a low score for prints from different fingers. To test this aspect
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Figure 113: Hit rates for the best hybrid descriptor (semi-rigid transform).

of performance, we now carry out a cross-comparison on the prints of the first 250

mated pairs in the NIST14 dataset, using best hybrid descriptor from our set. We

compare each print from the “f” set with each print from the “s” set, in order to

examine the behaviour of the match score applied to prints from the same finger,

and when applied to prints from different fingers.

The total number of cross-comparisons was 2502 (i.e. 62500), of which 250 are

comparisons of prints from the same finger (mated) and the remaining 62250 are

comparisons of prints from different fingers (non-mated). Two runs were performed

— one for benchmark comparison purposes using the minutia-based descriptor de-

veloped in Chapter 3, and one using the hybrid descriptor that was found to give

the best match score when applied to mated print pairs. The specifications for the

two descriptors are given in Table 16.

Table 17 shows the distribution that was obtained of the number of point matches

from both mated and non-mated prints in each of the two runs. This information

is also illustrated graphically in Figures 114 and 115.



6.4. CROSS-COMPARISON OF MATED PAIRS 273

Run 1 Run 2
Coordinate transform Semi-rigid Semi-rigid

Feature Descriptor Minutia location
and direction,
Gaussian smooth-
ing with σ = 11.28

Minutia location
and direction with
Gaussian smooth-
ing, plus orientation
field

Similarity Measure SM = minutia
based similarity

SH = 0.1SM +0.9Sφ

SM = minutia
based similarity
Sφ = orientation
based similarity

Table 16: Feature Descriptor Specifications for Cross-comparison.
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Figure 114: Point matches for the same finger and for different fingers using the
minutia-based descriptor (semi-rigid transform).
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Minutia based descriptor Best hybrid descriptor
No. of Same-finger Different Same-finger Different

match points pair fingers pair fingers

0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
1 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
2 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
3 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
4 0.0 0.0 0.1 0.1 0.0 0.0 0.0 0.0
5 0.0 0.0 1.6 1.6 0.0 0.0 0.1 0.1
6 0.4 0.4 6.5 8.2 0.0 0.0 0.9 1.0
7 0.0 0.4 13.6 21.8 0.0 0.0 3.1 4.1
8 0.4 0.8 18.4 40.2 0.4 0.4 6.8 10.9
9 1.6 2.4 19.0 59.2 0.0 0.4 10.1 21.0

10 0.4 2.8 15.4 74.6 0.0 0.4 12.2 33.2
11 2.0 4.8 10.8 85.4 0.0 0.4 12.8 46.0
12 0.4 5.2 6.5 92.0 0.0 0.4 11.2 57.2
13 2.4 7.6 3.7 95.7 0.0 0.4 9.8 67.0
14 0.4 8.0 1.9 97.7 0.0 0.4 7.9 74.9
15 1.6 9.6 1.1 98.8 0.0 0.4 6.0 80.9
16 1.2 10.8 0.6 99.3 0.0 0.4 4.6 85.5
17 2.4 13.2 0.3 99.6 0.4 0.8 3.5 89.0
18 1.2 14.4 0.3 99.8 0.4 1.2 2.7 91.7
19 2.8 17.2 0.1 99.9 0.4 1.6 2.0 93.8
20 3.2 20.4 0.0 99.9 0.4 2.0 1.5 95.3
21 1.2 21.6 0.0 100.0 0.8 2.8 1.2 96.5
22 1.6 23.2 0.0 100.0 0.4 3.2 0.9 97.4
23 0.4 23.6 0.0 100.0 0.0 3.2 0.7 98.1
24 0.8 24.4 0.0 100.0 0.4 3.6 0.5 98.6
25 0.4 24.8 0.0 100.0 0.8 4.4 0.4 98.9
26 2.0 26.8 0.0 100.0 0.0 4.4 0.3 99.2
27 0.4 27.2 0.0 100.0 1.2 5.6 0.2 99.4
28 4.0 31.2 0.0 100.0 2.0 7.6 0.2 99.6
29 0.8 32.0 0.0 100.0 2.4 10.0 0.1 99.7
30 2.0 34.0 0.0 100.0 2.0 12.0 0.1 99.8

> 30 66.0 0.0 88.0 0.2

Sample size 250 62250 250 62250

Table 17: Point matches for the same finger and for different fingers (semi-rigid
transform). Table shows the percentage of image pairs giving the stated number of
match points. Left hand figure of each pair shows the individual percentage; right
hand figure gives the cumulative percentage (i.e. the percentage of cases showing at
most this number of correspondences).
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Figure 115: Point matches for the same finger and for different fingers using the
best hybrid descriptor (semi-rigid transform).

These graphs should be viewed with reference to the general discussion on bio-

metric identification in Chapter 1. Figure 1 presents a schematic illustration of

the behaviour of some theoretical match score with samples from the same source

and from different sources; Figures 114 and 115 provide working examples of this

behaviour, when using the matching methodology developed here. Whilst these

two graphs appear superficially similar, a closer inspection, especially of the region

where the number of match points is between 10 and 30, shows that the hybrid

feature descriptor achieves a better separation of the matching and non-matching

populations. This is confirmed by reference to the table. For example, if the identi-

fication threshold for a particular application were to be set at 15 match points, the

minutia-based descriptor would achieve a false acceptance rate of about 1%, but at

the cost of falsely rejecting nearly 10% of correct matches. A similar false accep-

tance rate could be obtained by employing the hybrid descriptor and setting the

acceptance threshold at 25 match points — this would then achieve a false rejection

rate of only 4.4%. Likewise, if it was desired to limit the false rejection rate to less

than 2.5%, using the minutia based descriptor the threshold would need to be set
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at 9 match points, giving a false acceptance rate of around 41%; by employing the

hybrid descriptor and setting the threshold to 20 match points the false acceptance

rate can be reduced to less than 5%.

Clearly these false acceptance and rejection rates are still too high to be acceptable

in many actual applications, but they serve to illustrate the improvement that can

be achieved by selection of the best feature descriptor. Also it should be noted that

these statistics refer to pairs of ten-prints, which are normally of medium to good

quality. In many real applications one of the prints is likely to be a latent print of

comparatively poor quality, so the statistics presented above would be inapplicable

in such situations.

It should be emphasised that the number of minutiae that appear to correspond

between two prints tells only half the story. The identification of minutiae that

occur in one print and can be confidently said not to occur in the other is of equal

importance; in fact for many applications it may be more important, since for

identification in crime cases even a single feature that is found in one print but no

the other is deemed sufficient to discount the possibility of a match. The problem

lies in the fact that if a minutiae in one print cannot be paired with a minutia in

the other, there are three reasons why this might be so:

1. The minutia may be absent in the second print;

2. The minutia may be present in the second print, but be in a region where the

image quality was too poor for the feature to be identified;

3. The minutia may be present on the second finger, but may lie outside the

part of the fingertip that was captured in the fingerprint.

The identification of minutiae appearing in one print but not the other would require

a significant modification and extension of the methodology described above. The

following steps would have to be followed:

1. Identify the locations of all minutiae in print 1;
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2. Identify the corresponding locations in print 2 (using a coordinate transforma-

tion found in some manner such as the RANSAC method described above);

3. Assuming some kind of numerical match score is being employed, modify the

match score according to the appearance of print 2 at these locations — the

image quality, whether this point is part of the foreground or background,

and whether a minutia appears to be present in the vicinity.

4. Carry out a similar procedure by locating all minutiae in print 2 and examining

the corresponding locations in print 1.

6.5 Summary

Although it was demonstrated earlier that the number of minutia match points is not

by itself a reliable basis for identification, the minutiae nonetheless play a vital role

in matching. It is therefore important to correctly identify pairs of corresponding

minutiae in two different images of a given fingerprint. After compiling a list of

pairs of minutiae that are believed to correspond between the two images, the

RANSAC analysis accepts or rejects each pair on the basis of whether it can be

accommodated by a suitable coordinate transform. The proportion of such pairs

that are accepted, which I denote the hit rate, is a measure of what fraction of the

original pairings were correct, and therefore indicates the quality of the minutia-

based feature descriptor that was used to generate these pairings.

The results presented in this chapter compare the performances of some different

minutia feature descriptors in performing this task of obtaining minutia correspon-

dences. It is found that a hybrid feature descriptor that incorporates information on

both the configuration of neighbouring minutiae and the neighbouring orientation

field gives the best performance. The best such hybrid descriptor was one for which

the orientation field and the neighbouring minutia pattern were given weightings of

0.9 and 0.1 respectively when calculating a similarity score.
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There are other possibilities that were not explored and are worthy of future re-

search:

• The use of additive weighting and multiplicative weighting does not exhaust

the list of possible ways to combine two similarity scores to generate a hybrid

score. A third possibility for example would be to simply take the minimum

of the two scores.

• Feature descriptor regions of different size should be investigated. Our fea-

tures descriptors are squares of 101 pixels on a side, which represents approxi-

mately 5mm on the fingertip. The variation of the orientation field across the

width of the descriptor is in most cases quite small, and the use of a larger

area for the feature descriptor may lead to better identification of minutia

correspondences.

• The measured ridge frequency is another parameter that could be used in

constructing a feature descriptor. Because the frequency is not well defined

at a minutia, a way would have to be found of dealing with these points. This

might be done by using only the frequency of the continuous phase component,

obtained after factoring out the spiral component due to the presence of the

minutiae (Section 4.6).

The phase-based feature descriptor shows promise, since the cosine of ridge phase

encapsulates in one quantity all the relevant details of a fingerprint or a portion of

a print. However a phase-based matching algorithm awaits the development of a

means of fine-tuning the transformation parameters to compensate for the extreme

sensitivity of the phase-based similarity score to small variations in pixel location.

Such fine-tuning will probably require the abandonment of the assumption of a

distortion consisting of a simple affine transformation, allowing for more general

non-linear distortions.

Finally, as noted in Section 6.4, the match score obtained by our approach is limited

in that it is based solely on how many feature points are found to match, without
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taking account of minutiae in one print that can be definitely said not to correspond

with a minutia in the other print. A more general kind of match score is required,

but this is outside the scope of this work. Note that, in theory, the phase cosine

image could be used to compare entire prints and to generate some total similarity

score that would implicitly take account of non-matching minutiae — however as

noted in the previous paragraph, this requires developing a means of fine-tuning

the coordinate transformation.
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Chapter 7

Conclusion

7.1 Issues Addressed by This Research

Although fingerprints have been used for identification purposes for more than a

century, and it is an accepted article of faith in the law enforcement community that

“no two fingerprints are the same”, a number of outstanding issues were identified

in Chapter 1. To say that no two prints from different fingers are the same is a

vague statement. No one would expect two different prints to be identical, pixel

by pixel, even if taken from the same finger. The implicit claim is that there is

something about images from a given fingertip that is preserved; properties such

as the brightness or darkness of the ridges and the background, the exact width of

the ridges and the clarity of the pattern may change, but it is assumed that the

essence of the pattern remains the same for different prints taken from the same

finger. We need to define however what is meant by “the essence of the pattern”,

before we are able to compare two such patterns and state with confidence whether

or not the observed difference is so small that they can be declared to originate

from the same finger.

The pattern in question is the configuration of the friction ridges. Level 1 detail

describes the ridge orientation pattern and the locations of the flow singularities;

281
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Level 2 detail refers to the individual ridges, and in particular the points at which

ridges bifurcate or terminate (the minutiae).

The traditional way of describing the ridge pattern is to use a skeleton ridge map.

Some problems with this representation were listed in Section 4.6. One problem

was that the skeleton ridge map is a representation based on chain codes, and it is

therefore not obvious how two such maps could be directly compared. The skeleton

representation is not robust — it is highly dependent on the threshold value used

to segment the initial image into ridges and valleys, and image noise may easily

introduce spurious line segments or obliterate existing ones. A need was seen for a

field-based ridge pattern representation. One ridge pattern could then be directly

compared with another by comparing values of this field quantity at corresponding

locations in the images.

There has also been a lack of detailed information about the spatial distribution of

minutiae in prints. Studies such as those of Tu and Hartley have generally assumed

a particular minutia density, and the significance of the presence or absence of

a minutia at a given location is assessed according to this overall density. It is

clear from visual inspection, however, that the minutiae do not resemble a set of

dots independently and randomly scattered over the image but tend to occur more

in some parts of the pattern than others, and also to occasionally form patterns

such as linear arrays. This clearly has implications for making a judgment on the

significance of an observed minutia (or the absence thereof) at a particular location.

A primary goal of this research was therefore to gather data about the distribution

of minutiae in actual prints.

7.2 Summary of This Work

In Chapter 3 I describe the extraction of some preliminary statistics on fingerprint

matches. In this work I employed a minutia feature descriptor that was a modified

version of the minutia-based descriptor used by Tu and Hartley. The modifications
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were:

1. Based on the minutia density assumed by Tu and Hartley, a mathematical

analysis was carried out to determine the optimum number of sub-cells into

which the square neighbourhood of the reference minutia should be subdi-

vided. This was found to be about 25; however it was also found that the

sensitivity of the similarity measure decreases very slowly for numbers of sub-

cells larger than the optimum, and the value of 100 used by Tu and Hartley

would not have resulted in a matching performance too different from that

achieved by using the optimum number of sub-cells.

2. The Tu and Hartley similarity measure was based on a yes-no decision on

whether a minutia was or was not present in a particular grid cell. A small

shift in minutia could shift the minutia from one cell into the neighbouring

cell, resulting in a mismatch. To introduce a degree of robustness to the

similarity measure, the feature descriptor was generated by first assigning a

value of one to each pixel that corresponded to the location of a minutia, then

applying a Gaussian point spread function.

3. The orientation of neighbouring minutiae was incorporated into the feature

vector. This was done by representing the minutia as a vector quantity of unit

magnitude rather than simply as a value of one; the Gaussian spread function

was then applied in the same way as before.

After using these feature descriptors to obtain putative minutia correspondences

between the two prints, the RANSAC methodology was used to find a coordinate

transformation that mapped the largest number of minutiae from one print onto

the corresponding minutiae in the other print. The number of matching minutiae

so obtained was then recorded.

It was discovered that while the average number of point correspondences between

ten-prints from different fingers was about seven, the number of cases where the
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match count was significantly higher (13 or more) was high enough to be a cause

for concern, given that until fairly recently the number of point correspondences

was used in many countries as the basis for acceptance or rejection of a match, the

threshold value being as low as 11 in some jurisdictions.

The work referred to above was based on images in the NIST27 database, which in-

cluded the manually extracted locations of minutiae. Further research on matching

required the development of extracting additional information such as the orien-

tation field and the foreground mask from the fingerprint image. In Chapter 4

I describe the methods used to extract this information. Some of these methods

were already in existence — the orientation field for example is found using the

method employed by Bazen and Gerez as well as many other researchers. A means

of enhancing the ridge pattern was developed, based on oriented diffusion, and was

shown to be more effective in the general case than the method of Gabor filtering,

since the latter relies on a correct estimate of the ridge frequency in order to select

the filter parameters. Segmentation into foreground and background was achieved

using a combination of the anisotropic energy, the directional coherence of the flow

pattern and the measured ridge frequency, and was shown to perform well, at least

for reasonable quality ten-print images.

With the aim of deriving an integrated representation of the ridge pattern in terms

of a phase quantity, the demodulation method of Larkin and Fletcher was used to

derive a phase map. Doing so required devising a means of disambiguating the

orientation of the ridge flow, a non-trivial task that was only mentioned briefly by

Larkin and Fletcher. While some success was achieved in disambiguating complex

patterns containing flow singularities using a method based on branch cuts, certain

patterns presented difficulties that made it necessary to consider an alternative.

The method adopted was to subdivide each print into a set of sub-images in such

a way that the sub-images were free of singular points. It was then an easy task

to derive a phase map for each sub-image. Although the partial phase maps could

not be fitted together to form one consistent phase image, the partial phase maps
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were still useful since they are used to locate the minutiae, which appear as spiral

phase singularities in the otherwise continuous phase field. Moreover, it was still

possible to construct a consistent map of the cosine of the phase, which may be

considered to encapsulate the ridge pattern and may at some stage in the future

provide a means for direct comparison of two ridge patterns.

In Chapter 5 I investigate the observed spatial distribution of the minutiae, the

locations of which emerge from the analysis described in Chapter 4. The overall

minutia density was found to be essentially independent of the print classification.

Examination at the local level, however, revealed that the minutia density is highly

correlated with the divergence of ridge flow, which of course varies across the im-

age. A weaker correlation was also found with ridge curvature, but this appears

to be almost entirely due to the the fact that ridge curvature and divergence are

themselves correlated; that is, when regions are considered that have the same mag-

nitude of ridge divergence, the minutia occurrence is largely independent of the ridge

curvature. The relationship between minutia density and divergence magnitude is

approximately linear for all but the lowest values of divergence, which lends support

to the theory that at the time of ridge formation there is a tendency for the ridges

to maintain roughly the same spacing. In a divergent or convergent flow field, this

can only be achieved by the creation of new lines at certain points, i.e. there must

be places where a new ridge starts from nothing (a ridge termination) or where one

ridge line splits to become two (a ridge bifurcation).

The manner in which minutiae tend to occur more often in some regions than others

was illustrated for two of the pattern classes — the loop class and the whorl class.

Each print was converted to a standard representation by applying a coordinate

transformation that mapped the singular points onto standard locations; the minu-

tia locations were then all compiled into an aggregate minutia density image (one

such image for each of the two classes). The flow divergence fields were transformed

to standard representations in the same way, giving an aggregate divergence map

for each class. The clustering of minutiae in certain parts of the pattern is visually
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apparent, and can be seen to be consistent with the location of regions of high di-

vergence; this is particularly noticeable in the case of the loop pattern, where there

is a marked tendency for minutiae to occur around the “arms” of the delta and near

the core, and a comparative scarcity of minutiae in the central region between the

core and the delta, where the divergence is low.

The methodology presented in Chapter 4 for extracting the parameters of the ridge

pattern was put to use in Chapter 6. Some different kinds of feature descriptors were

defined, with a view to improving the ability of the matching algorithm to correctly

identify pairs of corresponding minutiae in two prints from the same finger. The

phase cosine field seemed a logical choice for use as a feature descriptor, but it

suffers from the problem that the phase is a rapidly varying function of location

in the image, making the feature similarity score highly sensitive to small errors

in registering the two prints. In our case, registration is carried out by finding

the affine coordinate transformation that best maps one set of minutiae onto the

other. It is known however that the distortion in actual fingerprint capture may

be non-linear in nature, so that an affine transformation can only be at best an

approximation. Clearly this method in not capable of registering the images with

sufficient accuracy when the phase field is used to generate a similarity measure.

More encouraging results were obtained by using a similarity score based on the

ridge orientation field. This contains less information than the ridge phase field,

but the orientation varies only slowly over most of the print, so that a small error

in registering two prints does not have a catastrophic effect on the similarity score.

Measuring the performance of the matching algorithm in terms of the percentage

of correct minutia correspondences, it was demonstrated that this type of feature

descriptor gives a measurable improvement over the minutia-based descriptor em-

ployed for the earlier work. Further improvement was obtained by defining a hybrid

feature descriptor that incorporated information on both the configuration of neigh-

bouring minutiae and the local orientation field, with a similarity score defined by

taking a weighted mean of the two individual similarity scores. Various relative
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weightings were tried; the best results were obtained using a formula that assigned

a weighting of 0.9 to the orientation field and 0.1 to the neighbouring minutiae.

A cross-comparison of prints from the NIST14 set of mated print pairs was per-

formed. The match score was taken to be the “hit rate”, defined as the fraction of

putative matches found in the feature descriptor matching stage that were retained

after the image registration stage; that is, these were the point pairs for which the

image transformation mapped the location of the first point onto that of the second,

to within a specified tolerance. For pairs of images taken from the same finger, this

represents the fraction of correct correspondences. For the purpose of comparison

two comparison runs were carried out — one using the best hybrid descriptor, and

one using the same feature descriptor as used in the earlier work, which was based

solely on the pattern of neighbouring minutiae. An examination of the false match

rate and false non-match rate for various threshold values of the match score in-

dicates that the hybrid descriptor is measurably better at discriminating between

mated print pairs and non-mated pairs.

In summary, the main findings to report from the research carried out for this thesis

are:

1. Comparison of minutia locations between matching and non-matching pairs

from a NIST fingerprint database confirms the fact, already widely acknowl-

edged, that a simple count of minutia match points can never form a reliable

basis for identification.

2. The phase representation of the ridge pattern, as proposed by Larkin and

Fletcher, potentially provides a concise and complete description of the ridge

pattern. It relies on the availability of a disambiguated ridge flow pattern,

and it is still an open question whether this can be achieved on a reliable

basis, given the difficulty posed by some complex flow patterns. Nevertheless,

the methodology is still useful for describing and comparing portions of print

images when the portions do not contain a flow singularity.
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3. A comparison of some different minutia feature descriptors confirms the find-

ings of some other researchers that better minutia matching can often be

obtained using the orientation field as a feature descriptor than by relying

on the pattern of the neighbouring minutiae. Further experimentation shows

that the best results are obtained using a similarity score that is a weighted

mean of the scores derived from the minutia pattern and from the orientation

field. For our particular feature descriptors, the optimum weights are 0.1 and

0.9 for the minutia and orientation fields respectively.

4. Probably the most important finding of this research is the strong correlation

between minutia density and ridge flow divergence, a correlation that appears

to support the hypothesis that the minutiae form as a result of a biological

mechanism that tends to preserve the ridge spacing. This has obvious impli-

cations when assessing the degree of uniqueness of a given portion of a print,

and suggests a possible direction for future research (see next section).

7.3 Directions for Future Work

Phase Based Representation The phase representation of the finger ridge pat-

tern is appealing, because it has the potential, as shown by Larkin and Fletcher,

to provide a very economical description of the pattern. This is important for two

reasons — it reduces the volume of data required for storage or transmission of fin-

gerprint information, and it should simplify the task of comparing prints (because

the representation contains no extraneous data, only data that defines the ridge

pattern).

Generating a phase representation of the entire pattern, however, presents difficul-

ties when flow singularities are present, because of the need to disambiguate the

direction of the ridge flow. The method of disambiguation presented in this docu-

ment, which relies on the piecewise construction of branch cuts, is sometimes suc-

cessful. However it requires very accurate construction of the branch cuts, because
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errors in constructing the cuts are cumulative — a small change in the direction of

the branch cut near the starting point may have a large effect on the location of

later portions of the cut. It is also not clear how to deal with the situation where a

branch cut crosses a region of the print that is corrupted. The other problem with

branch cuts is a philosophical one — they are very important in the final phase

representation, but they are a purely mathematical construct forced on us by the

need to disambiguate the flow. There is nothing special on the physical fingerprint

that marks points lying on or near a branch cut as being different; the only way

one knows that a point is on a branch cut is by the fact that it is possible to follow

the ridge flow from that point and eventually reach one of the flow singularities.

A reliable means of disambiguating the ridge flow — one that is robust to small

quality deficiencies in the image — would be of use. Alternatively it may be possible

to devise some mathematical representation, analogous to phase, that describes the

ridge pattern using only the (ambiguous) ridge orientation, without the need to

perform a disambiguation.

Spatial Distribution of Minutiae The finding of a strong correlation between

minutia occurrence and ridge flow divergence is likely to be of interest to biologists.

The data appear to support the hypothesis that the probability of minutia forma-

tion is roughly proportional to the magnitude of the divergence, suggesting that

ridge formation in the embryo is governed by some process that strongly favours a

particular ridge spacing.

It was noted earlier that the growth of the fingertip in the early stages of foetal

development is likely to be non-uniform, with no guarantee that the pattern of di-

vergent and non-divergent regions will appear quite the same in the early stages

(when the ridges are formed) as in the adult (when most fingerprints are taken).

Researchers specialising in the relevant biological areas may be able to supply infor-

mation on the manner in which the fingertip grows in the early stages, which might

enable us to map the typical divergence pattern on the embryonic fingertip rather
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than that of the adult, allowing further testing of the hypothesised link between

ridge divergence and minutia formation.

Statistical Information Applied to Fingerprint Matching The research de-

scribed in Chapter 5 clearly shows a systematic variation in minutia density. How-

ever the pattern matching methodology presented in Chapter 3 and the modified

improved version described in Chapter 6 do not make use of this fact. Feature

descriptors, and the corresponding similarity measures, are constructed on the as-

sumption that the probability of minutia occurrence is independent of location.

This standard value for the minutia density was used to determine the number of

sub-cells into which a feature descriptor square should be subdivided so as to give

the most useful similarity score. Later when Gaussian smoothing was employed to

remove the problem of cell discretisation, this was used again to select the appro-

priate spread for the Gaussian filter.

It may be that the performance of the matching algorithm could be improved fur-

ther by taking into account the hypothetical probability of minutia occurrence in

the neighbourhood of the reference minutia, based on the magnitude of the ridge

divergence in the neighbourhood. For example, if a minutia-based feature descrip-

tor is constructed using a Gaussian point spread function, perhaps the amount of

spreading should be set in accordance with the expected minutia density, rather

than using a constant value for the spread.

Whether the method of matching to be adopted is to employ minutia-based fea-

ture descriptors or some other means of comparison, the important result from the

present work is that any estimate of the goodness of a match must take into account

not only how good the match is, but how likely it is for such a good match to occur

by chance, and that this latter quantity is highly dependent on the magnitude of the

ridge divergence in a particular region. A paradigm for a matching methodology

might be:

1. Define a descriptor of some kind, which can be applied to any arbitrary region
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of a print. Such a descriptor would, as a minimum, incorporate information

about the minutiae present in the region.

2. Compare two regions of the print by comparing the two feature descriptors

and obtaining a similarity measure (or a difference measure).

3. Calculate the expected statistical distribution of the similarity measure. This

will involve measuring the value of the ridge divergence field in the two print

regions that are being compared, since the results presented in Chapter 5

demonstrate that this has a dramatic effect on the probability of minutia

occurrence.

4. From this statistical distribution, calculate the probability that the similarity

score actually observed could have occurred by chance.

5. Repeat this procedure for all the parts of the two prints that are available

for comparison, and combine the estimates into one single estimate that the

observed match could have occurred by chance.

An alternative to the above approach would be classify the uniqueness of a print

or partial print by using the results of human attempts at matching, as recorded

for example by such contests as the FVC series. This would have the virtue that

it would simply use the observed fingerprint pattern as a “black box”, without the

need to exhaustively analyse the probability of minutia occurrence at each point.

However, the interpretation of the results and their application to identification of

a particular latent print might be difficult. It would be necessary to determine how

often the pattern observed in the latent print was found to occur within any of the

prints in the datasets, and how often this particular subset of the pattern led to a

misidentification being made.
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7.4 Final Thoughts

It is to be hoped that this research has gone some way to addressing the issues raised

in the introductory chapter, where it was noted that the use of fingerprints as a

basis for identification requires a more firm scientific backing. Fingerprint-based

identification has in a sense become a victim of its own success — the successful so-

lution of crimes and prosecution of criminals over a long period of time has resulted

in a general acceptance of the uniqueness of fingerprints and their infallibility as an

identification tool. It has taken cases such as the Brandon Mayfield case to raise

awareness that errors can and do occur, and following the Daubert ruling there is

now a danger that at some stage a court of law somewhere may declare that finger-

print evidence by itself is not sufficiently reliable to obtain a conviction. Most law

enforcement agencies would regard this as a disaster.

What is required is a means whereby a human or a machine can compare two prints

and declare with confidence:

“The prints appear to match, and on the basis of exhaustive statistical

analysis the probability is x that I am wrong and that these two prints

are in fact from different fingers.”

By quantifying the degree of confidence in this way, it should be possible to maintain

confidence in an identification technique that has shown its worth over many years,

while at the same time reducing to an acceptable level the likelihood of a miscarriage

of justice.
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Farina, A., Z. M. Kovács-Vajna, and A. Leone (1999). Fingerprint minutiae ex-

traction from skeletonized binary images. Pattern Recognition 32, 877–889.

Feng, J. (2008). Combining minutiae descriptors for fingerprint matching. Pattern

Recognition 41 (1), 342–352.

Fischler, M. A. and R. C. Bolles (1981). Random sample consensus: a paradigm

for model fitting with applications to image analysis and automated cartog-

raphy. Commun. ACM 24 (6), 381–395.

Fleet, D. and A. Jepson (1989, Mar). Hierarchical contruction of orientation and

velocity selective filters. IEEE Transactions on Pattern Analysis and Machine

Intelligence 11 (3), 315–325.

Frankot, R. T. and R. Chellappa (1988, Jul). A method for enforcing integrability

in shape from shading algorithms. IEEE Transactions on Pattern Analysis

and Machine Intelligence 10 (4), 439–451.

FVC2006 (2006). FVC2006 Fingerprint Verification Competition: Back-

ground. Retrieved 28 Jun 2010 from http://bias.csr.unibo.it/fvc2006/



296 BIBLIOGRAPHY

background.asp.

Germain, R. S., A. Califano, and S. Colville (1997, Oct). Fingerprint matching

using transformation parameter clustering. IEEE Computational Science and

Engineering 4 (4), 42–49.

German, E. (2001). Daubert hearings. See Lee and Gaensslen (2001), pp. 413–

417.

German, E. (2005, Sep). Problem idents. Retrieved 4 Oct 2005 from http://

onin.com/fp/problemidents.html.

Goshtasby, A. and M. Satter (2007, Aug). An adaptive window mechanism for

image smoothing. Computer Vision and Image Understanding 111 (2), 155–

169.

Grasselli, A. (1969). On the automatic classification of fingerprints. In S. Watan-

abe (Ed.), Methodologies of Pattern Recognition, pp. 253–273. New York:

Academic Press.

Hartley, R. and A. Zisserman (2001). Multiple View Geometry in Computer Vi-

sion. Cambridge University Press.

Hastings, R. (2005, Dec). The statistics of fingerprints. Retrieved 10 Aug

2008 from http://www.csse.uwa.edu.au/~bobh/research/fingerprints/

DICTA2005_poster.ppt.

Hastings, R. (2007, Dec). Ridge enhancement in fingerprint images using oriented

diffusion. In Proceedings of the Digital Imaging Computing: Techniques and

Applications (DICTA 2007), pp. 245–252.

Hastings, R. O. (2009, Jun). Disambiguation of fingerprint ridge flow directiontwo

approaches. In Proceedings of the 16th Scandinavian Conferences on Image

Analysis (SCIA2009), pp. 530–539. Springer Berlin/Heidelberg.

Haykin, S. and B. V. Veen (1999). Signals and systems. John Wiley and Sons

Inc.



BIBLIOGRAPHY 297

He, Y., J. Tian, L. Li, H. Chen, and X. Yang (2006, Jun). Fingerprint match-

ing based on global comprehensive similarity. IEEE Transactions on Pattern

Analysis and Machine Intelligence 28 (6), 850–862.

Hong, L., Y. Wan, and A. Jain (1998, Aug). Fingerprint image enhancement: Al-

gorithm and performance evaluation. IEEE Transactions on Pattern Analysis

and Machine Intelligence 20 (8), 777–789.

Hung, D. C. D. (1993). Enhancement and feature purification of fingerprint im-

ages. Pattern Recognition 26 (11), 1661–1671.

Jähne, B. (1993). Spatio-Temporal Image Processing - Theory and Scientific Ap-

plications. Berlin/Heidelberg, Germany: Springer-Verlag.

Jähne, B. (1997). Practical Handbook on Image Processing for Scientific Appli-

cations. CRC Press.

Jain, A. and S. Pankati (2001). Automated fingerprint identification and imaging

systems. See Lee and Gaensslen (2001), Chapter 8, pp. 275–326.

Jain, A. K., Y. Chen, and M. Demirkus (2007, Jan). Pores and ridges: High-

resolution fingerprint matching using level 3 features. IEEE Transactions on

Pattern Analysis and Machine Intelligence 29 (1), 15–27.

Jiang, X. (2005, Oct). On orientation and anisotropy estimation for online finger-

print authentication. IEEE Transactions on Signal Processing 53 (10), 4038–

4049.

Jiang, X. and W.-Y. Yau (2000, Sep). Fingerprint minutiae matching based on

the local and global structures. In Proceedings of the 15th International Con-

ference on Pattern Recognition, 3-7 Sep 2000, Volume 2, pp. 1038–1041.

Joseph, D. D. (2006, Jul). Helmholtz decomposition coupling rotational to irro-

tational flow of a viscous fluid. Retrieved 06 May 2008 from www.pnas.org/

cgi/reprint/103/39/14272.pdf?ck=nck.

Karu, K. and A. K. Jain (1996, Jan). Fingerprint classification. Pattern Recog-

nition 29 (1), 389–404.



298 BIBLIOGRAPHY

Kaye, D. (2003). Questioning a courtroom proof of the uniqueness of fingerprints.

International Statistical Review 71, 521–533.
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Appendix A

Fingerprint Datasets (NIST27 and

NIST14) Specifications

The US National Institute for Standards and Technology (NIST) has a number of

databases of fingerprint images that can be purchased cheaply. Also available from

NIST at no cost is software for extracting minutiae from fingerprint images. Two of

these databases, denoted NIST14 and NIST27, were acquired on CD-ROM disks;

these provided the raw data for this research.

The NIST27 dataset, used in the preliminary statistical analysis of minutia patterns,

is a database produced for the purpose of training fingerprint examiners. It contains

258 pairs of fingerprint images, each pair consisting of one ten-print and one latent

print identified as being from the same finger. The positions and orientations of all

the identifiable minutiae in each print have been tabulated by certified fingerprint

examiners, and this is supplied in data files along with the images.

In the course of the research it was discovered that two of these ten-print images

(those with identification codes “u270” and “g034”) were in fact identical images.

One of these was therefore excluded from further analysis.

The NIST14 dataset is a much larger set of 2, 700 mated card pairs, a pair being

two different fingerprint cards from the same individual. Each card comprises the
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Contents Latent prints and matching ten-prints
Source Latent prints from crime scenes, and matched ten-

prints
Number of pairs 258 (including one pair of duplicated ten-prints)
Image size width 800 pixels, height 768 pixels
Image resolution 19.69 ppmm (500 ppi)
Data format 256 grey levels, encoded in uncompressed 8-bit for-

mat
Additional data Positions of core and delta if present (X and Y co-

ordinates in hundredths of mm)
List of all identified minutiae (X and Y coordinates
in hundredths of mm, orientation in degrees)

Table 18: NIST27 Database — Data Specifications

Contents Ten-prints from matched card pairs
Source Approximate natural horizontal distribution of the

National Crime Information Center (NCIC) finger-
print classes

Number of pairs 2, 700 card pairs (= 27, 000 image pairs)
Image size width 832 pixels, height 768 pixels
Image resolution 19.69 ppmm (500 ppi)
Data format 8-bit wavelet scalar quantization

Table 19: NIST14 Database — Data Specifications

full set of ten prints from one individual — the full set therefore contains 27, 000

image pairs, or 54, 000 images in all. No manually extracted feature information is

supplied.



Appendix B

Differentiation of Angular

Quantities

Since we work with discrete images, the values of quantities like ∂f/∂x must of

course be estimated using finite differences. These are taken using the two pixels

on either side of the current pixel, i.e.:

∂f

∂x
(x, y) ≈ 1

2
[f(x+ 1, y) − f(x− 1, y)]

∂f

∂y
(x, y) ≈ 1

2
[f(x, y + 1) − f(x, y − 1)]

An exception occurs at the image borders, where the derivative of the function at a

border pixel is estimated using the difference between the value of f at the reference

pixel and the value at one neighbouring pixel.

When f is an angular quantity (eg. θ), two potential problems arise:

1. Because θ is cyclic, there is an aliasing problem if the period of θ is less than

2 pixels.

2. θ is normally stored as an angle in the range [0, 2π], or the range [−π, π]. In

either case this will result in discontinuities of size 2π when θ is at the limits

of the range.
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The two angular quantities that are important in this research are: the doubled

orientation angle φ, and the ridge phase ψ.

The derivatives of φ are used to obtain the curvature and divergence fields. Over

most of the image φ is a slowly varying quantity — the change in ridge orientation

from one pixel to the next is normally much less than π, except at a core or delta

where we do not expect curvature and divergence to be well defined. The ridge

phase ψ is also well behaved except at certain separated discrete points (viz. the

minutiae). The ridge wavelength in a fingerprint image at 500 dpi is typically about

10 pixels and is rarely less than 8, well above the minimum of 2 required to avoid

aliasing.

There remains the problem of estimating finite differences when the angle is close

to the limits of the range. For example if the two values of θ were:

θ1 = −π + 0.01

and

θ2 = π − 0.01

we would wish to record the difference as 0.02 rather than simply subtracting the

values to give a result of (2π − 0.02). To achieve this we use the sine and cosine of

θ:

θ = atan2(S,C), (89)

where:

C = cos θ,

S = sin θ.

Differentiating (89) gives:

∂θ/∂x =
1

1 +
(

S
C

)2

[

C∂S/∂x − S∂C/∂x

C2

]

=
C∂S/∂x − S∂C/∂x

C2 + S2

= C∂S/∂x − S∂C/∂x
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since C2 + S2 = 1.

The partial derivatives ∂C/∂x, ∂C/∂y, ∂S/∂x and ∂S/∂y are estimated using finite

differences as described above.



Appendix C

Analysis of Gradient Covariance

The technique of of Principal Component Analysis uses the gradient covariance

terms to find the orientation exhibited by an anisotropic 2-dimensional pattern.

It does this by calculating the directions for which the mean square of the image

gradient, measured along that direction, is maximal.

If the image gradients in the x and y directions are denoted gx and gy, then the

image gradient measured along a direction θ is given by:

gθ = gx cos θ + gy sin θ. (90)

Squaring this and taking the mean of the quantities gives:

g2
θ = g2

x cos2 θ + g2
y sin2 θ + 2gxgy cos θ sin θ (91)

where g2
θ , g

2
x etc. denote the spatially averaged values of g2

θ , g
2
x etc. The manner

in which spatial averaging is done will depend on the application; in our case it is

performed by convolving the quantities with a Gaussian kernel of spread σ = λave.

We make use of the following well-known trigonometric identities:

cos2 θ =
1

2
[1 + cos(2θ)]

sin2 θ =
1

2
[1 − cos(2θ)]

cos θ sin θ =
1

2
sin(2θ)
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Substituting these identities in (91) and rearranging terms gives:

g2
θ =

1

2

[

(g2
x + g2

y) + (g2
x − g2

y) cos(2θ) + 2gxgy sin(2θ)
]

(92)

The first term inside the square brackets is independent of θ, so the problem reduces

to maximising the sum of the remaining terms. We can do this by choosing

2θmax = atan2(p, d) (93)

where

p = 2gxgy (94)

d = g2
x − g2

y (95)

To see that this does indeed maximise the mean squared gradient, note that, with

θmax defined as above:

cos(2θmax) = d/
√

d2 + p2 (96)

and

sin(2θmax) = p/
√

d2 + p2, (97)

so that the quantity to be maximised is:

[cos 2θmax cos 2θ + sin 2θmax2 sin θ] /
√

d2 + p2

= [cos 2(θmax − θ)] /
√

d2 + p2 (98)

which is maximal when θ is parallel or anti-parallel to θmax.

(93) yields two values of θmax (differing by 180◦) for which g2
θ is a maximum. The

two directions at right angles to these therefore correspond to the orientation of the

linear features in the pattern — in our case the ridges.

This analysis is equivalent to the method employed by Jiang (2005), who expresses

the problem in terms of finding the eigenvectors of the gradient covariance matrix.


