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I. Abstract

This thesis presents data which support cochlear involvement in attentional 

listening. It has been previously proposed that the descending auditory pathways, 

in particular the medial olivocochlear system, play a role in reducing the cochlea’s 

response to noise in a process known as antimasking. This hypothesis was 

investigated in human subjects for its potential impact on the detection of signals 

in noise following auditory cues. Three experimental chapters (Chapters 3, 4 and 

5) are described in this thesis. Experiments in the first chapter measured the effect 

of acoustic cues on the detection of subsequent tones of equal or different 

frequency. Results show that changes in the ability to detect signals following 

auditory cues are the result of both enhanced detection for tones at the cued 

frequency, and suppressed detection for tones at non-cue frequencies. Both effects 

were measured to be in the order of ~3 dB. This thesis has argued that the 

enhancement of a cued tone is the implicit result of an auditory cue, while 

suppression of a probe tone results from the expectation of a specific frequency 

based on accumulated experience of a listening task. The properties of 

enhancement support the antimasking hypothesis, however, the physiological 

mechanism for suppression is uncertain. In the second experimental chapter, 

auditory cues were replaced with visual cues (representing musical notes) whose 

pitch corresponded to the target frequency, and were presented to musician 

subjects who possessed absolute or relative pitch. Results from these experiments 

showed that a visual cue produces the same magnitude of enhancement as that 

produced by an acoustic cue. This finding demonstrates a cognitive influence on 

the detection of tones in noise, and implicates the role of higher centres such as 

those involved in template-matching or top-down control of the efferent pathways. 

The final experimental chapter repeated several of the experiments from the first 

chapter on subjects with various forms of hearing loss. The results indicate that 

subjects with an outer hair cell deficit (concomitant with a sensorineural hearing 

loss) do not exhibit an enhancement of cued frequencies or a suppression of 

unexpected frequencies to the same extent as the normal-hearing subjects. In 

addition, one subject with a long-standing conductive hearing loss (with normal 

cochlear function) produced an enhancement equivalent to that of the normal-

hearing subjects. These findings also support the role of the medial olivocochlear 
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system and the outer hair cells in antimasking. It is the conclusion of this thesis 

that enhancement most likely results from a combination of changes in receptive 

field characteristics, at various levels of the auditory system. The medial 

olivocochlear system is likely to be involved in unmasking a portion of the signal 

at the cochlear level, which may be influenced by both acoustic reflex pathways or 

higher centres of the brain.
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1.1 Scope of literature review

This literature review is divided into two sections. The first section (1.2) describes 

the currently accepted views on selective auditory attention in humans, and the 

mechanisms that underpin attentional processes. Emphasis is placed on frequency-

selective listening to tones in noise, and the manner in which the auditory system 

detects both expected and unexpected sounds. The second section (1.3) discusses the 

role of the outer hair cells in the cochlea, particularly the efferent control thereof, in 

relation to their possible influence on the detection of tones in noise.
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1.2 Auditory attention

The emergence of auditory attentional research mid last century allowed for the 

characterisation of features of the human auditory system which facilitate the 

separation of signal from noise. In the past several decades, modern 

psychophysical testing has revealed several unique mechanisms which play a 

role in selective listening, and may soon give us an insight into the anatomy and 

physiology involved in such tasks.

1.2.1 Attentional selection

One of the most widely recognised examples of auditory attention is the “cocktail 

party” effect. This well-known phenomenon, first described and measured in the mid-

1950’s, describes the ability of an observer to voluntarily listen to their choice of 

speaker in a multi-source environment. (Cherry, 1953; Cherry and Taylor, 1954). In 

1954, Broadbent conducted basic listening experiments, which tested subjects’ ability 

to recall information presented to both ears simultaneously. Based on his findings, 

Broadbent likened the auditory system to a multi-channel receiver, capable of 

processing multiple sources of acoustic input simultaneously, segregating them into 

channels, and submitting target channels for cognitive processing. This multi-channel 

theory, often referred to as Broadbent’s “bottleneck” filter theory (Broadbent, 1958), 

described the auditory system as an information processing system (Figure 1.1). 

However, it only recognised channel selection on the basis of physical characteristics 

of the sound, such as location, intensity, and pitch. In 1960, Treisman pointed out 

that an auditory signal can change in its physical characteristics (for example, by 

switching ears), and continue to be the attended channel. The pertinence (Deutsch 

and Deutsch, 1963) and strength (Norman, 1968) of the incoming signals were also 

identified as factors determining attentional selection. Furthermore, in several 

dichotic listening tasks, it was observed that subjects were able to report some 

information from the unattended channels (Treisman and Geffen, 1967). Based on 

these findings, Treisman proposed an “attenuation” model, which describes a 

hierarchal filter structure; at early stages, sounds are segregated according to their 

physical characteristics (e.g. pitch information, temporal patterns), and at a higher 

level, semantic recognition allows for the selection of channels based on content or 
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meaning (Figure 1.1). Those channels not selected are simply attenuated or reduced 

(Treisman, 1964; Treisman and Riley, 1969). Despite the inclusions and 

modifications, Treisman’s hierarchal attenuation theory is still recognised as the 

fundamental model of general auditory attention.

    

    

Figure 1.1. 

Top panel: Broadbent’s “bottleneck” filter theory: A sound is divided into channels 
based on physical characteristics of the sound, following which one channel is 
selected and processed. 

Bottom panel: Treisman’s “attenuation” filter theory: Channels proceed through a 
hierarchy of filters (represented by “attenuator”), and selection is made at a higher 
level of processing, based on content or meaning.

The research discussed thus far has primarily been concerned with the detection and 

processing of speech information. This early work provided a basic understanding of 

the general principles of auditory attention, and helped to design future 

psychophysical experiments to test the theories (review: Scharf, 1998).

As shown in Figure 1.1, segregation (channel division) is required for selective 

attention to take place. The application of grouping principles to segregate an 

auditory stream into objects has been extensively reviewed by Bregman (1990), and 

Feng and Ratnam (2000). These reviews summarise the four acoustic features that 

facilitate segregation: the spectral content of a sound, the harmonic components of a 

sound, the waveform envelopes and intensity of a sound, and whether sounds start or 

stop synchronously. These features can be divided into two main groups; differences 

in frequency content of the competing sounds, and differences in temporal 

characteristics of the competing sounds. This thesis predominantly deals with those 
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features of attention that relate to frequency, as discussed in the remainder of this 

section.

1.2.2 Detection of tones of uncertain frequency

During audiometry, it is commonly observed that subjects’ thresholds for tones of an 

unexpected frequency appear to be lower when the stimuli are presented from a 

suprathreshold to a subthreshold level than vice-versa. In other words, if the subject 

does not know what to listen for, he or she is less able to detect the presented sound. 

This clinical example illustrates the difference in signal detection performance under 

conditions of frequency certainty and frequency uncertainty. The former refers to a 

subjective condition in which the subject “knows” the frequency of the signal to be 

detected, whilst the latter refers to any condition in which the subject is less aware of 

the frequency of the upcoming signal, than in conditions of frequency certainty. The 

research described in this section discusses several possible ways in which we detect 

tones of certain and uncertain frequency, on the premise that human sensory 

behaviour can be represented by a theoretical “receiver”. As stated by Tanner and 

Norman (1954), 

“ ...This is a logical application, for the human sensory systems are, of course, 

receivers, picking up transmitted energy and transforming this energy into a useful 

form.”       - Page 222.

Let us first consider a null hypothesis (Veniar, 1958a; 1958b; Creelman, 1960). This 

hypothesis states that performance in detecting tones of uncertain frequency is the 

same as the average performance in detecting each frequency measured under 

conditions of frequency certainty (Figure 1.2). Although no mechanistic explanation 

is required for such a hypothesis, it has often been used as a reference for the 

magnitude of change in detection level during frequency uncertain listening, or a 

theoretical position asserting that detection level does not change with increased 

uncertainty.
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    Figure 1.2. Null hypothesis

Simple evidence against the null hypothesis was reported by Tanner and Norman 

(1954) and Tanner et al. (1956). In both studies, a decrease in detection performance 

was observed as the number of possible frequencies was changed from one to two 

(on each trial, the signal frequency was randomly selected from one of the possible 

two frequencies, each with a likelihood of 50%), which introduced uncertainty about 

the to-be-detected signal. The authors hypothesised that the auditory system employs 

a single narrow-band filter, which is in constant operation, and scans back and forth 

between the two “target” frequencies. 

   Figure 1.3. Narrow-band scanning model

Figure 1.3 illustrates the basic features of the narrow-band model. Although the 

shape and depth of the filter was (at this stage) arbitrary, this primitive model made 

several predictions about the detection performance during frequency-uncertain 

conditions. If two target frequencies are equally likely to be presented, then on 50% 

of trials, the proposed ‘scanning’ filter would be positioned at the incorrect target, 

thus reducing the overall detection level. This prediction is consistent with the 

decline in detection as observed by Tanner et al. (1956). Additionally, this model 

predicts that, because the filter would take time1  to shift between frequencies, the 

1 The question of: ‘How quickly can a listener focus attention on a given signal frequency?’ had 
remained unanswered until recently (Scharf et al., 2007). Scharf et al. showed that a subject can 
completely shift their attentional filter to any target frequency in a maximum of 350 ms. However, a 
strong frequency dependence was observed, and lower frequencies could be ‘attended to’ in as little as 
52 ms.
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observer would be less effective at detecting tones as the frequency separation was 

increased. This effect was investigated by Creelman (1960). On average, detection 

slightly declined as the frequency separation was increased, but this decline was not 

as large as that mathematically predicted by the narrow-band scanning model. 

Creelman (1960) described his results as being more consistent with a “multiple-

band” model, suggesting that an observer can monitor the output of several filters 

simultaneously. A similar model had already been hypothesised by Green (1958), 

who observed that the detection of two simultaneously presented tones was greater 

than the detection of either of its constituents. Green described this result as being 

consistent with listeners simply combining the output of multiple bands, or channels, 

of attention. Green postulated that these bands attentional bands corresponded to the 

critical bands of the cochlea. Like the narrow-band model, the multiple-band model 

also predicts that the average detection at each target is less than in the case of 

frequency certain listening; since if the outputs of the two bands are combined, the 

listener is exposed to twice as much effective masking noise (the signal level does 

not combine, since on any trial there is only one signal). 

     Figure 1.4. Multiple-band model

Figure 1.4 summarises the characteristics of the multiple-band model. The main 

features are that two (or more) filters exist simultaneously, and the detection of each 

target is less than that obtained under frequency certain conditions. Like the narrow-

band model, the depth and shape of the filters are, at this stage, arbitrary. 

By the early 1960’s, neither the narrow-band nor multiple-band model were 

consistent with all of the experimental data. In 1961, Green performed signal 

detection experiments which presented any frequency selected at random from a 

range of frequencies, observing a maximum 3-dB decline in detection performance 

during conditions of frequency uncertainty, relative to conditions of frequency 
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certainty. Green estimated that, for frequency uncertain listening in a range of 3,500 

Hz (the maximum frequency range used in the study), both the narrow-band and the 

multiple-band models predicted about a 10-dB decline in detection level. This was 

calculated by estimating the number of critical bands in the listening range, 

combining the total noise output of each band, and comparing a tone’s predicted 

masked threshold in the combined output versus that in a single band2 . Green (1961) 

stated that: 

“...the magnitude of the decrease observed in the data falls far short of the 

predictions of these models” - Page 897.

and rejected the notion that an observer detects a signal on the basis of such a simple 

model. 

The conclusions which can be drawn from these early findings are fairly limited. This 

is due to the large scatter in subjects’ results (Veniar, 1958a, 1958b; Creelman, 

1960), and the results appearing more complex than can be represented by a simple 

receiver (Green, 1961). The next two sections (1.2.3 and 1.2.4) discuss the 

advancement of the filter models, from one represented by an internal receiver, to a 

complex technique of signal detection largely affected by prior exposure to sounds, 

as well as each observer’s expectation, motivation and listening strategy. 

1.2.3 Frequency selective listening

1.2.3.1 Targets and probes

The frequency uncertainty literature deals with changes in sensitivity under various 

levels of uncertainty about the frequencies presented during an experiment. In the 

previous section (1.2.2), “uncertainty” generally referred to the presentation of two or 

more of equiprobable tones, with subjects’ attention being presumably divided 

between them. However, shortly after these mechanisms had been theorised, several 

researchers investigated the effects on sensitivity when the majority of tones in an 

experiment were presented at a single, fixed frequency. In the context of the human 

receiver, this procedure was thought to “tune” the auditory system to a target 

2 This calculation is presented empirically in Green and Swets (1966) (p.288)
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frequency. Results from preliminary experiments showed that repeated exposure to 

tones of a fixed frequency raised the threshold of tones of different frequencies 

(Tanner and Norman, 1954, Greenberg, 1962). 

One of the earliest psychophysical measurements in which attention was “tuned” to a 

frequency, was made by Greenberg and Larkin (1968). They developed a probe-

signal paradigm in which a subject was led to expect a tone of a certain frequency, 

which was called the “primary”. During each session, primary tones (hereafter 

termed “targets”) were presented on the majority (77%) of trials, and on the 

remaining trials (23%) “probe” tones were presented whose frequency differed from 

the target. All tones were embedded in continuous broadband noise. Their results 

from four normal hearing subjects showed that target tones were detected more 

successfully than probes. In a variant of this procedure, Greenberg and Larkin also 

showed that targets whose frequency matched that of a suprathreshold “cue” tone 

(presented prior to the observation period) were detected more frequently than probes 

whose frequency deviated from that of the cue. With both procedures, detection 

declined as the probe frequency deviated from that of the target (Figure 1.5). 

Greenberg and Larkin described their results as an apparent band-pass filter tuned to 

the frequency of the target. This filter has often been described as an “attentional 

filter”, implying that the changes in an observer’s sensitivity are the result of 

attentional focus on the target frequency.

Figure 1.5. Detection level (percentage correct) at target and probe frequencies from 
500 Hz to 1,700 Hz, following an induced expectation of a 1,100 Hz target. Individual 
subjects’ results (four) are shown with dotted lines, and the average of all four 
subjects is shown with open circles and solid line. Data taken from Greenberg and 
Larkin (1968), Figure 2, Experiment 1.
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1.2.3.2 The attentional filter

i. Comparison to the internal auditory filter

The appearance of Greenberg and Larkin’s filters resembled those in classical work 

by Fletcher (1940), which showed that a tone is only effectively masked by noise 

within a “critical” bandwidth centred around the tone’s frequency. Fletcher originally 

proposed that the cochlea contained a succession of overlapping filters, known as 

critical bands, each filter being tuned to optimise detection at its centre frequency. 

The critical bandwidth has been investigated in relation to its place on the basilar 

membrane, revealing a linear relationship between critical band and distance on the 

basilar membrane (Greenwood, 1961; Moore, 1986). The critical bandwidths of these 

proposed auditory filters were measured to be roughly 15% of the centre frequency 

(Scharf, 1970; Patterson and Moore, 1986), although the width can vary between 

subjects (Moore, 1987). 

To investigate the relationship between selective listening and the critical band, Dai 

et al. (1991) measured critical bands (using a notched-noise method3), and attentional 

filters (using a probe-signal method) for the same subjects at multiple frequencies. 

For frequencies over 1 kHz, critical bands were found to be comparable in width and 

shape to the auditory attentional filter, however for frequencies less than 0.5 kHz, the 

width was roughly half that of the critical band. Dai et al. also estimated the depth of 

the attentional filter to be ~7 dB. The authors suggested that the tuning characteristics 

of the cochlea, resulting in the critical band, contribute to the features of the 

attentional filter.

ii. Modified probe-signal experiments

At this point, the attentional filter had only been observed by inducing an expectation 

at a fixed frequency. It was therefore difficult to determine whether the attentional 

filter, produced in this way, was the result of an expectation built on the cumulative 

exposure to one target frequency, or whether such a filter could be observed shortly 

following an unpredictable auditory cue informing the listener of the target. Schlauch 

and Hafter (1991) performed a modified probe signal procedure which varied the 

3 Determined by measuring thresholds of tones embedded in notched noise as a function of the notch 
width (Review: Moore, 1993)
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target frequency from trial to trial, ranging from 600 to 3,570 Hz. Targets, whose 

frequency matched that of the cue, were presented on 74% of trials, and probes, 

whose frequency was set as a multiple of the cue frequency on the same trial, were 

presented on the remaining 26% of trials. The authors reported that detection was 

greatest at the target frequency and declined as the probe frequency deviated from 

that of the cue, and concluded that the cue provided an immediate effect on the 

observers’ sensitivity that did not depend on accumulated experience of a specific 

frequency. However, although their procedure did not create an expectation of a 

particular frequency, it did create an expectation of the cue tone being matched by a 

target of the same frequency. This expectation was created by initial instruction, and 

reinforced as the trials progressed, since most of the trials contained a matched cue-

target pair. 

The earliest probe-signal study using multiple targets was performed by Macmillan 

and Schwarz (1975), who followed a similar procedure to that of Greenberg and 

Larkin (1968). In one of their experiments, one of two possible target frequencies 

separated by about an octave was presented on 75% of trials. The remaining 25% 

(probes) were distributed above, below, and between the two target frequencies. A 

click stimulus (which gave no indication of the target frequency) was presented at the 

beginning of each trial. Their results showed a higher detection of both targets 

relative to the detection of probes, with detection declining as the probe frequency 

deviated from that of the target (Figure 1.6). The depth of the filter was comparable 

to that observed for a single-frequency target. Thus, it appeared that the attentional 

filter obtained in a dual-target condition was essentially the combination of the two 

attentional filters for each target obtained in single-target conditions. Macmillan and 

Schwarz concluded that listeners could generally attend to two target frequencies 

simultaneously, and each “listening band” had approximately the same width as those 

measured for a single target (Figure 1.6).
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Figure 1.6. Percentage correct at target and probe frequencies following an induced 
expectation of  a 700 Hz target (top), 1,600 Hz target (middle), and both 700 Hz and 
1,600 Hz targets (bottom). Individual subjects’ results (three) are shown with dotted 
lines, and the average is shown with open circles and solid line. Data taken from 
Macmillan and Schwartz (1975), Figures 2-4, Experiment 2.

iii. Higher-order perceptual processes

This revisited multiple-band model was also consistent with results from probe-signal 

experiments using “complex” auditory cues with two or more frequency components. 

In 1991, Schlauch and Hafter performed experiments using cues containing either 

two or four randomly-selected frequency components (presented synchronously) that 

were not harmonically related, such that the multi-tone cue did not provide a pitch 

perception. The results consistently showed greatest detection at targets (those 

frequencies contained in the cue complex), and a declining performance as probes 

deviated from a target. This finding demonstrated the ability of subjects to operate up 

to four simultaneous filters. However, the width of the filters was observed to 
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increase with the number of cue constituents, concomitant with a slight decline in 

target detection.

The multiple-band model was also investigated for tones in a harmonic series. Hafter 

et al. (1992)4  observed that a combined set of harmonics successfully improved 

detection of its fundamental, but a presented tone did not improve the detection of 

sets of its harmonics. A decade later, the same authors also observed that a complex 

cue composed of an incomplete harmonic series improved the detection of an 

independent set of harmonics of the same fundamental (Hafter and Saberi, 2001). For 

example, a harmonic complex (of a randomly-selected fundamental) containing f2, f4, 

and f5, was better detected if it was preceded with a cue containing f3, f6, and f7, than 

if it was not cued. This finding clearly showed that the effects of cuing could occur at 

frequencies not directly stimulated. These authors proposed that filters were 

generated by the “prediction” of the expected, although missing, frequency 

components in a recognised stimulus (in this case, a harmonic series). They provided 

a model which argues that this “prediction” is provided by an internal representation 

of the stimulus, at a neural level of the auditory system capable of complex pitch 

recognition pertaining to the acoustic cue. Additional support of higher-order 

processes involved in attentional filtering has come from probe-signal tasks involving 

the expectation of a musical interval, or tasks using visual cues to represent a target 

frequency. These studies are reviewed in Chapter 4.

iv. Variation in filter depth and width

Variations in filter characteristics resulting from modified probe-signal experiments 

are difficult to interpret. For example, it is not clear whether a reportedly “broader” 

filter is the actual result of an increased bandwidth of an internal filter, the result of a 

shallower depth of filter (e.g. a decreased amount of suppression), or the overall 

result of (multiple) independent filter mechanisms, averaged over many trials to 

produce an apparently broader filter.

In the context of the human receiver (Tanner and Norman, 1954), a theoretical 

explanation for broader filters was provided by Hübner (1993). Hübner suggested 

4 Conference proceedings, cited in Hafter and Saberi (2001).
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that changing the location of the filter on a trial-by-trial basis (Veniar, 1958a; 1958b; 

Tanner et al., 1956; Creelman, 1960, Hafter et al., 1993) would not allow for a 

precise positioning of the filter, thus resulting in a filter which is not co-located with 

the target. The resulting filter, which would be an average of many misaligned filters, 

would therefore appear broader. This model may explain the concomitant decrease in 

detection with multiple targets (Tanner and Norman, 1954; Tanner et al., 1956), and 

the fact that a wider frequency separation results in a lower detection level 

(Creelman, 1960; Yama and Robinson, 1982). However, considering the limitations 

outlined in the previous paragraph, the validity of the model itself is difficult to test. 

Additionally, the characteristics and mechanism of filter “scanning” are yet to be 

described.

Many of the attentional filter researchers have also commented on a large inter-

subject variation. Some of these authors have tentatively attributed this variation to 

the observers’ choice of listening strategy (Macmillan and Schwarz, 1975; Penner, 

1972). Greenberg and Larkin (1968) had also discussed the variation between 

subjects’ responses, postulating this to result from discrepancies in subjects’ 

inclination to respond to (rather than detect) a tone of different frequency, however 

left the question open for investigation. Scharf et al. (1987) investigated the 

possibility of subjects detecting but not reporting probe tones because they “sounded 

different”. They found that informing the subjects of the presence of probe tones 

which differ from the target, produced a negligible increase in probe detection. 

Penner (1972) conducted probe-signal experiments under different motivational 

conditions, involving variation of verbal instruction, and monetary pay-offs (rewards) 

for successful detection for probe tones. Due to a large variation in results for the 

same subject under different motivational conditions, Penner (1972) suggested that 

differences in listening strategies accounted for much variation between subjects’ 

results.

The current discussion on auditory attentional filters has so far been limited to those 

filters observed following the expectation of tonal signals (in noise) of varying 

frequency. The next two sections (1.2.4 and 1.2.5) discuss the psychophysical effects 

resulting from prior exposure to, or the expectation of, other physical aspects of a 

sound.
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1.2.4 Attentional selection based on time of occurrence, duration and intensity

One important aspect of the attentional selection of a sound is the specific time at 

which a sound is expected to occur. Most of the auditory detection studies previously 

described have presented many repeated trials containing identical temporal 

characteristics, and the positioning (in time) of the to-be-detected signals was kept 

constant. One recent study showed that the presentation of a tone at varying 

(uncertain) time intervals following an auditory cue resulted in those tones being 

detected less frequently than those occurring at a constant (certain) time interval after 

the cue (Wright and Fitzgerald, 2004). The signal intensity of a tone has also been 

observed to play a role in attentional selection. Tones of expected intensities are 

generally detected more frequently than tones of unexpected intensities, reported to 

be the result of attentional focus on an intensity band (Green and Luce, 1974; Luce et 

al., 1976; Luce and Green, 1978; Nosofsky, 1983). Luce and Green (1978) suggested 

that their results were consistent with a single neural process in which both frequency 

and intensity information were encoded in a single neural template representing the 

sound. This is consistent with both frequency and intensity information being 

encoded in the same spike train (Rose et al., 1967). Wright (2005) also suggested that 

listeners monitor a single template representing both the frequency and duration of 

the signal, rather than listening through separate bands for each characteristic.  

Wright and her colleagues have also observed a listening band for tones based on 

their duration, showing that tones of an expected duration are detected more 

frequently than those of an unexpected duration (Wright and Dai, 1994; Dai and 

Wright, 1995; Dai and Wright, 1999). The template hypothesis is supported by 

research which has shown that expectation of a tone of a certain frequency enhances 

the ability to detect changes in the tone’s temporal characteristics (Mondor and 

Bregman, 1994; Botte et al., 1997). Similar template mechanisms have also been 

proposed by Dau et al. (1996) and Moore et al. (1996). These findings, in 

conjunction with the intensity band studies, suggest that the auditory system may 

represent a (target) sound in the form of a memory template containing multiple 

characteristics of the sound, which can be retrieved “on demand” to facilitate the 

detection of subsequent, matching sounds. The physiology involved in such a 

mechanism, however, has not yet been described.
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1.2.5 Spatial listening and attention

The perceived spatial location of a sound is determined by three characteristics: (i) 

the frequency content of the sound produced by reflections from the external ear 

(pinnae cues), (ii) the difference in time at which the incident sound is received by 

each ear (interaural time difference), and (iii) the difference in intensity of the sound 

received by each ear (interaural intensity difference) (Middlebrooks and Green, 

1991). It is clear that the location of a sound source plays an important role in 

selective listening (Feng and Ratnam, 2000). However, the physical characteristics of 

the sound used by the auditory system to “attend to” a direction, are much less clear.

If attention is directed to a spatial locus, does this affect sensitivity to sounds in the 

attended direction, or sensitivity to sounds from unattended directions? In 1968, 

Lowe conducted an experiment on the effects of “directional uncertainty”. Lowe’s 

experiment was simple. He used two loudspeakers, one on either side of a listener, to 

present tones, and two additional loudspeakers, placed to the front and rear of the 

subject, to deliver constant white noise. Detection of a fixed-frequency tone was 

measured under conditions of directional certainty (the tone was always presented on 

one side only), and conditions of directional uncertainty (the tone was equiprobable 

to be presented on either side). Lowe (1968) produced no evidence for a change in 

detection when directional uncertainty was introduced, and as a result, a filter model 

for directional listening could not be proposed. In 1986, Scharf et al.5  used a probe-

signal paradigm to create an expectation of a sound occurring at a known location 

(left or right). Scharf did also not observe any significant change in detection level 

between sounds from the expected and unexpected direction and concluded that 

sensitivity to a soft sound from any direction is not directly affected by attending to a 

spatial locus. In the context of Treisman’s “attenuation” model of selective attention 

(Figure 1.1), in which sounds are segregated on the basis of their physical properties, 

this finding is surprising because the segregation of a signal from noise relies heavily 

on the perceived location of the sound (Kidd et al., 1995; 1998, Feng and Ratnam, 

2000; Arbogast et al., 2002). Nonetheless, Scharf (1998) commented that his 1986 

finding is consistent with the (biological) role of the auditory system as an “early-

warning” system, which responds equally to sounds from all directions, regardless of 

5 Congress proceedings, cited in Scharf (1988).

17



the location of the sound relative to the individual.

Several researchers have also investigated the time taken to respond to stimuli from 

different directions, known as the “response time” or “reaction time”. Posner (1978) 

published many findings on the effect of spatial auditory cuing on response time. His 

experiments required subjects to (as fast as possible) provide either a “detection” 

response to a sound from any direction, or a “choice” response indicating the location 

of the sound. Both conditions failed to produce any evidence that response time is 

affected by the expected location of a sound. Other experiments using informative 

and non-informative cues (auditory and visual), have produced similar null results 

(Scharf et al., 19876 ; Buchtel and Butter, 1988). These findings are consistent with 

Scharf’s (1998) proposed “early-warning” role of the auditory system. Quinlan and 

Bailey (1995) reported a small benefit in response time to a target preceded by an 

auditory cue delivered to the ipsilateral ear (via headphones) compared to a cue in the 

contralateral ear. However, the first report of an effect of spatial attention on 

response time was made by Rhodes (1987). Using an array of eight loudspeakers, 

Rhodes observed that response time to a sound from an expected location was faster 

than for a sound from an unexpected location. Rhodes also observed that the time 

taken to respond to an unexpected sound increased linearly for distances up to 90 

degrees from the location of the attended sound. A comprehensive series of response 

time experiments was performed by Spence and Driver (1994). In their control 

experiment, subjects responded (as fast as possible) when sound was detected from 

any direction. In this experiment, no significant cuing effect on response time was 

observed, a result similar to that previously reported (Scharf et al., 1987; Buchtel and 

Butler, 1988). However, in other experiments, their subjects were asked to respond 

(by pressing one of two buttons) indicating the location of the sound. The results 

identified both “exogenous” (evoked using non-informative cues) and “endogenous” 

(evoked using informative cues) effects, which shortened the response time to the 

stimulus. Exogenous effects of spatial orienting were rapid, they were only observed 

at 100 ms following cue stimulus onset, whilst endogenous effects were observed to 

occur from 400 ms after cue stimulus onset. Spence and Driver (1994) also showed 

that the discrimination of two tones of slightly different frequency was faster and 

more accurate following informative spatial cues, but was unaffected by non-

informative cues. 
6 Preliminary (unpublished) findings, cited in Scharf et al. (1987).
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In summary, there is no evidence for a significant change in detection (of matching 

sounds) following a directional cue. There is also no evidence for a significant 

change in detection following the expectation of detecting a sound from a certain 

direction. The only positive finding following direction cues was a decrease (albeit 

marginal) in the time taken to respond to the stimuli (Rhodes, 1987; Spence and 

Driver, 1994); specifically, (i) a short-lived, 4% decrease in response time following 

a directional cue, (ii) a maximum 12% decrease in response time following the 

expectation of a direction (iii) a maximum 9% decrease in time taken to discriminate 

two tones of similar frequency. Attentional filters or listening bands, as described in 

the first sections, do not appear to operate in the spatial domain. 

1.2.6 Summary of attentional bands

This section (1.2) has presented research based on signal-in-noise detection 

experiments, and models of auditory attention. Using these models, the authors have 

described the extent to which attentional focus costs or benefits a listener in a signal-

in-noise task. The most notable effect is the detection advantage for signals of an 

expected frequency, which are thought to be “attended to” using a selective 

attentional band (filter). Analogous bands have also been observed with respect to a 

target’s intensity, duration, and placement in time. It was recently hypothesised that 

expected (target) signals are represented in the auditory system in the form of a 

neural template, containing multiple characteristics of the signal. The specific nature, 

and means of action, of such a mechanism is yet to be fully described. The next 

section (1.3) considers the physiology of several structures of the auditory system, 

particularly the efferent control mechanism of the cochlea, and describes several 

mechanisms shown to affect selective listening.
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1.3 Links between auditory attention and physiology

The interpretation of the data discussed in the previous chapter has been 

limited to the formulation of psychophysical models. The models’ strength 

could only be evaluated in terms of their consistency with psychophysical data. 

However, recent advancements in physiological techniques and understanding 

have provided opportunities to test the predictions of these models against the 

known physiology of the auditory system.

1.3.1 Attentional control of sensory organs

Attentional mechanisms can influence the sensory periphery. For example, the 

peripheral region of attentive focus in the visual system is a dense group of cells in 

the retina, the fovea. Light is focussed on these cells through the lens. The 

positioning of the fovea and the focal length of the lens are each controlled by 

extraocular and intraocular muscles respectively, which receive efferent input from 

higher centres. Although the auditory system has no direct equivalent of the fovea, 

the concept of an anatomical place of focus in the cochlea is not altogether 

inapplicable, since the receptor cells in the cochlea are tonotopically organised with 

respect to frequency (von Békésy, 1960), and attentional bands have been reported in 

the frequency domain (1.2.3). Furthermore, the outer hair cells (OHCs) in the cochlea 

are innervated by efferent nerve fibres of the olivocochlear bundle (OCB), which 

arise from the superior olivary complex in the brainstem (Rasmussen, 1946; 1960; 

Desmedt, 1975) and are tonotopically organised in the same fashion as the cochlear 

receptor cells (Guinan et al., 1984; Robertson and Gummer, 1985; Liberman and 

Brown, 1986). Therefore, at least with respect to frequency, there exists the 

possibility of a cochlear attentional mechanism controlled via the OCB. 

This chapter describes the physiology of the descending control of the cochlea, 

particularly the medial olivocochlear system (MOCS), and its possible role in 

selective attention. 
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1.3.2 The olivocochlear bundle

1.3.2.1 Anatomy

The OCB was first described in cats (Rasmussen, 1946), and originates in the 

superior olivary complex (SOC) in the brainstem. It forms part of the 

vestibulocochlear nerve (VIIIth cranial nerve, also known as the auditory-vestibular 

nerve). The vestibulocochlear anastomosis (von Oort, 1918) carries the efferent 

axons into the cochlea, where they innervate the Organ of Corti. The OCB contains 

fibres projecting to both the ipsilateral and contralateral cochlea, prompting an initial 

division into crossed (COCB) and uncrossed (UCOCB) systems (Rasmussen 1960; 

Warr, 1975). More recently, however, the division of the OCB is based on the cell 

bodies’ site of origin in the brainstem, the medial superior olivary complex (MSOC) 

and the lateral superior olivary complex (LSOC), giving rise to a medial (MOCS) and 

lateral olivocochlear system (LOCS), respectively (Warr and Guinan, 1979; Warr et 

al., 1986). This division is viewed as being more meaningful with respect to OCB 

physiology (Guinan et al., 1983). A basic overview of the OCB (for one cochlea) is 

shown in Figure 1.7.

       
Figure 1.7. The mammalian olivocochlear bundle, divided into medial (red) and lateral (green) 
systems. Both contain crossed and uncrossed fibres. The predominant fibres are represented 
by a thicker line. The insert (far left) shows the position of the cell bodies of the MOCS and 
LOCS relative to the MSOC and LSOC respectively, as observed in mammals (Insert 
adapted from Darrow et al., 2007). 
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The LOCS contains unmyelinated fibres that innervate the primary afferent dendrites 

of the inner hair cells (IHCs) in the cochlea. In contrast, the MOCS contains 

myelinated nerve fibres which innervate the OHCs directly (Liberman and Brown, 

1986). Although both the LOCS and MOCS contain crossed (contralateral) and 

uncrossed (ipsilateral) fibres, in most mammalian species the majority of LOCS 

fibres project to the ipsilateral cochlea, whilst the majority of the MOCS fibres 

project to the contralateral cochlea (Warr and Guinan, 1979, Warr, 1980). The 

proportion of fibres in the MOCS and LOCS also varies between species, but in most 

cases the fibres of the LOCS are more numerous (Thompson and Thompson 1986; 

Warr et al., 1986; Aschoff and Ostwald, 1987; Robertson et al., 1989; Warren and 

Liberman, 1989; Azeredo et al., 1999). In humans, there are an estimated (average) 

1,000 LOCS fibres and 360 MOCS fibres (Arnesan 1984, 1985), however the 

numbers vary between individuals. The MOCS gives rise to a frequency-specific 

innervation of the cochlea, observed in guinea pigs (Robertson and Gummer, 1985) 

and cats (Liberman and Brown, 1986). Both of these studies showed that MOC fibres 

terminate on the outer hair cells (OHCs) at the place in the cochlea predicted from 

the fibres’ characteristic frequency (CF), and are thus tonotopically organised in the 

same fashion as the primary afferent neurons. The fibres of the LOCS also appear to 

be arranged in a tonotopic fashion (Guinan et al., 1984; Robertson et al., 1987). 

However, it is not known whether the CFs of the LOCS fibres coincide with the CFs 

of the primary afferent neurons, since attempts to selectively stimulate the fibres of 

the LOCS have been largely unsuccessful (Guinan, 1996).

1.3.2.2 Physiology

i. Effects of electrical stimulation

In animals, the physiology of the MOCS has been studied far more extensively than 

the physiology of the LOCS. This is because the myelinated fibres of the MOCS are 

easier to electrically stimulate and record from (Guinan, 1996). Consequently, 

relatively little is known about the physiology of the LOCS (Groff and Liberman, 

2003).

Many studies performed on animals in vivo have stimulated the OCB using shock 
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stimuli delivered by electrodes placed on the nerve bundle. These studies have 

measured the output of the auditory nerve (AN), with and without OCB stimulation. 

In 1956, Galambos activated the efferent fibres of the cat by delivering shock stimuli 

to the floor of the fourth ventricle (at the decussation of the COCB). Galambos 

observed a suppression of the compound action potentials of the AN (referred to as 

the N1 potential) evoked by low-intensity click stimuli. This basic finding was 

repeatedly confirmed (Desmedt and Monaco, 1961; Fex, 1962; Desmedt, 1962; 

Wiederhold, 1970). An efferent suppression of N1 was also observed by stimulating 

the MOCS cells bodies in the medial SOC (Gifford and Guinan, 1987), confirming 

that the N1 suppression was the result of MOC (not LOC) stimulation. More recently, 

several researchers have observed a suppression of cochlear neural output during 

stimulation of the inferior colliculus (IC) in the midbrain, which projects to the 

superior olivary complex (SOC) (Rajan, 1990; Mulders and Robertson, 2000; Ota et 

al., 2004; Zhang and Dolan, 2006). Ota et al. (2004) also showed that the N1 

suppression in the cochlea was greatest at the frequency corresponding to the 

frequency placement of the electrode in the IC, providing further evidence for 

tonotopic organisation of the efferent pathways.

In anaesthetised cats, Gifford and Guinan (1983) and Guinan and Gifford (1988a, 

1988b, 1988c) measured the firing rate of a large number of single AN fibres, with 

and without MOC stimulation (stimulation either at the MSOC or the floor of the 

fourth ventricle). Selected data from their experiments are shown in Figure 1.8. 

Figure 1.8. (Both panels) Firing rates of single AN fibres at increasing sound levels, without () 
and with MOC stimulation (●). The efferent induced change in firing rate is represented as a ‘dB 
level shift’ (ΔL), defined as the increase in sound level required to produce equal firing rates of 
stimulated and unstimulated MOCS. Some fibres (right panel) showed a decrease in maximum 
(plateau) firing rate (ΔRP). Adapted from Guinan and Gifford, 1988a.
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Figure 1.8 shows the firing rates of single AN fibres in response to a tone of 

increasing intensity, referred to as an input/output (I/O) function. Two mechanisms 

can be identified as being attributable to MOC stimulation; (i) a horizontal level shift 

(ΔL) observed in response to low and medium intensity tones (both panels), and (ii) a 

decrease in the maximum (plateau) firing rate (ΔRP) at high intensity levels (right 

panel). The level shift (ΔL) measured by Guinan and Gifford (1988a) ranged from 0 - 

25 dB, similar to that observed by Wiederhold (1970) and Wiederhold and Kiang 

(1970). The decrease in the plateau firing rate (ΔRP) was observed predominantly in 

a small subset of fibres with a low spontaneous rate of firing (SR). Within this subset, 

the average suppression was 12% (ranging from 0% to 26%). The mechanism 

responsible for this decrease is poorly understood, although it has been speculated to 

be the result of mechanical changes in the basilar membrane (Guinan and Stankovic, 

1996; Cooper and Guinan 2006). 

Guinan and Gifford also found that ΔL was largest for fibres of mid- and high CF, as 

shown in Figure 1.9 (left panel) (a similar pattern had been previously observed by 

Teas et al. (1972) in the guinea pig, except ΔL was largest for those fibres of a 

slightly higher CF than the cat). In agreement with this, the synapses of MOCS fibres 

on the OHCs are most numerous in regions of the basilar membrane tuned to mid- 

and high frequencies (Figure 1.9, right panel) (Liberman et al., 1990; Robertson et al., 

1987), thus implicating the action of the MOCS on OHCs in firing rate level shifts. 

Figure 1.9. 

Left panel: dB shift in sound-evoked firing rates function of AN (ΔL) with crossed (+), 
uncrossed (▼), and midline () OCB stimulation, vs. the CF of each fibre (cat). The largest 
shift in ΔL is observed for fibres with CFs between 3 and 10 kHz. Data taken from Guinan and 
Gifford (1988a). 

Right panel: Three independent estimates of the total area of efferent terminals on a single 
row of OHCs vs. CF (cat), determined using light ( and ●) and electron (✕) microscopy. The 
greatest area of efferent connection is observed on OHCs with CFs between 3 and 10 kHz. 
Data taken from Liberman (1990).
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These findings lead to the current understanding that MOC activity decreases the 

active process of OHCs, leading to a frequency-specific reduction of cochlear gain.

ii. Acoustically evoked responses of the MOCS

Electrical stimulation in the brainstem can result in (i) the entire MOCS being 

stimulated, (ii) a discharge rate (up to 400 sec-1) much higher than is normally evoked 

by sound (up to 60 sec-1), and (iii) electrical stimulation of neurons other than MOCS 

fibres. Therefore, electrical stimulation of the MOCS may not give an accurate 

indication of its biological function, nor the natural magnitude of its effect. This 

section reviews research which has measured the effects of the MOCS activated by 

sound.

The MOCS’ response to sound is mediated through the MOC acoustic reflex pathway 

(reviews: de Venencia et al., 2005; Guinan, 2006), which had been previously 

investigated using anterograde and retrograde labelling techniques (Aschoff et al., 

1988; Robertson and Winter, 1988). Acoustic stimulation of the inner hair cells sends 

a neural signal to the posteroventral cochlear nucleus (PVCN), and the axons of the 

neurons from the PVCN cross the brainstem to innervate the contralateral MOC 

neurons. In most mammals, the MOC neurons predominantly project to the 

contralateral side (forming the ipsilateral reflex), with the remainder projecting to the 

ipsilateral side (forming the contralateral reflex). The simplified MOC acoustic reflex 

(for one AN) is shown in Figure 1.10. 

The strength of the reflex is weakest for pure tones, and becomes stronger as the 

bandwidth of the sound is increased (Berlin et al., 1993), hence the maximum MOCS 

response is observed for broadband noise (Guinan et al., 2003). Researchers have 

measured the effects of stimulating the MOCS with sound. In cats, Liberman (1989) 

showed that contralateral sound (resulting in MOCS stimulation) reduced the N1 

potential, a suppression which was eliminated upon transection of the OCB. In 

humans, the largest amount of evidence for the action of efferents has come from the 

suppression of otoacoustic emissions (OAEs) following acoustic stimulation (this 

research is reviewed in the next section (1.3.3)).
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Figure 1.10. The basic MOC acoustic reflex. The AN responds to sound ( ), sending a 
signal to the CN. Afferent nerve fibres cross the midline from the CN to the cell bodies 
of the MOCS (located near the MSOC), whose efferent fibres project back to the 
cochlea (red). In most mammals, the majority of the reflex is ipsilateral (shown as a 
thicker line), effectuated by the crossed MOCS.

Using acoustic stimuli to activate the MOC reflex pathway, recordings have been 

made from single efferent fibres in guinea pigs (Robertson and Gummer, 1985) and 

cats (Liberman and Brown, 1986). Both studies confirmed that MOC neurons are 

sharply tuned to frequency, as previously suggested by Cody and Johnstone (1982), 

and Robertson (1984). They also showed that the firing rate of MOC neurons 

increased as the intensity of sound increased from 0 to 100 dB SPL, and have 

comparable thresholds (within ~15 dB) to afferent neurons. Furthermore, both studies 

showed that most MOC neurons responded to sound presented in the ipsilateral ear 

(as shown in Figure 1.10), consistent with the majority of mammalian MOC neurons 

being contralaterally located (Warr and Guinan, 1979, Warr, 1980). No recordings 

have been made from MOC fibres in humans, because invasive in vivo experiments 

are not possible. In other primate species however, it has been shown that about 50-

60% of MOC fibres are crossed (Bodian and Gucer, 1980; Thompson and Thompson, 

1986).

iii. Time course of MOC responses

The firing latency of the auditory efferent fibres has been measured to be in the order 

of 10-30 ms in response to sound (Fex, 1962; Robertson and Gummer, 1985; 

Liberman and Brown, 1986). Physiological analysis of MOC-induced effects reveals 

both fast and slow components. An N1 inhibition (Galambos, 1956; Desmedt, 1962; 
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Wiederhold and Kiang, 1970), as well as a reduction of basilar membrane motion 

(Cooper and Guinan 2003) have been observed in 15-100 ms following electrical 

stimulation of the MOCS. These fast effects are thought to be the result of changes in 

OHC conductance. N1 has also been observed to decline gradually over the time 

course of 1 minute (Sridhar et al., 1995), thought to be produced by a change in OHC 

stiffness (Cooper and Guinan, 2006). A slow component has also been shown to 

affect basilar membrane motion, over a time course of 1-2 minutes (Cooper and 

Guinan 2003). In humans, MOC effects due to sound stimulation have been observed 

in ~70 ms post-stimulus, and may persist for several hundreds of ms (Backus and 

Guinan, 2006).

 

iv. Proposed functions of the MOCS 

The hypothesised functions of the MOCS fall into three general categories; (i) 

cochlear protection against loud sounds, (ii) development of cochlea function, and 

(iii) detection and discrimination of sounds in noise. This subsection briefly 

addresses points (i) and (ii) above, and the remainder of this thesis gives emphasis to 

those theories pertaining to the detection and discrimination of sounds in noise (iii), 

and the extent to which it is an attentional process.

Cody and Johnstone (1982) and Rajan and Johnstone (1988a; 1988b) showed that 

constant acoustic stimulation (which evokes a strong MOCS response (Brown et al., 

1998)) reduced the severity of acoustic trauma. This protection was negated in the 

presence of a chemical known to suppress the action of the OCB (strychnine), 

implicating the action of the MOCS in protection of the cochlea from loud sounds. 

Further evidence for the auditory efferents having a protective role was provided by 

Rajan (1995a) and Kujawa and Liberman (1997). Both studies showed that the 

hearing loss sustained by animals due to binaural sound exposure was more severe if 

the OCB was severed. Rajan (1995b) also showed a frequency dependence of MOC 

protection roughly consistent with the distribution of MOC fibres in the cochlea. 

Other studies supporting this function of the MOCS have shown that MOC 

stimulation reduces the temporary threshold shift (TTS) and permanent threshold 

shift (PTS) associated with prolonged noise exposure (Handrock and Zeisberg, 1982; 

Rajan, 1988b; Reiter and Liberman, 1995), and that animals with the strongest MOC 
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reflex sustain less hearing damage to loud sounds (Maison and Liberman, 2000). This 

proposed biological role of the MOCS, protection from loud sounds, was challenged 

by Kirk and Smith (2003), who argued that the intensity of sounds used in the 

experiments (≥105 dB SPL) would rarely or never occur in nature, and therefore a 

protective mechanism for sounds of such intensities could not have evolved. This 

claim (that MOC-mediated cochlear protection is an epiphenomenon) was recently 

challenged by Darrow et al. (2007), who suggested that the LOCS has an anti-

excitotoxic effect, indirectly protecting the cochlea from damage.

Evidence also exists for the role of the OCB in the development of cochlear function. 

Liberman (1990) measured the responses from single AN fibres of adult cats for 6 

months after the OCB was severed. Liberman did not find any change in AN fibres’ 

thresholds, tuning curves and I/O functions. Walsh et al. (1998) performed a similar 

experiment, however the researchers severed the OCB of neonatal cats, and recorded 

from AN fibres one year later. In the cats without efferent input to the cochlea, 

elevated thresholds of the AN, a decreased sharpness of the tuning curves, and 

decreased SRs were recorded. Walsh et al. (1998) proposed that neonatal de-

efferentation interferes with normal OHC development and function, hence 

implicating the OCB in the development of the active processes in the cochlea.

v.  The role of the MOCS in hearing

The MOC-induced effects discussed thus far have all been observed in experiments 

conducted in silence (generally in sound-attenuated booths or rooms). However, 

measuring the cochlea’s response to sounds in these conditions may not reveal the 

true biological function of the MOCS, since evolving mammals are rarely in silent 

situations, and the MOCS is particularly responsive to noise (Guinan et al., 2003). 

The first experiments investigating the effects of MOC stimulation in the presence of 

noise were conducted on guinea pigs by Nieder and Nieder (1970a, 1970b, 1970c), 

who measured cochlear output evoked by click stimuli presented in constant 

background noise (BGN). In this condition, they found that the N1 potential evoked 

by click stimuli was enhanced during a period of MOC stimulation. This finding has 

been confirmed using both electrical stimulation (Dolan and Nuttall, 1988; Winslow 

and Sachs, 1987) and acoustic activation (Kawase et al., 1993, Kawase and 
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Liberman, 1993) of the mammalian MOCS. Winslow and Sachs (1987) found that 

stimulating the OCB:

“...enables auditory nerve fibres to signal changes in tone level with changes in 

discharge rate at lower signal-to-noise ratios than would be possible otherwise.” 

      -Page 2002

One interpretation of these findings is that MOC stimulation selectively reduces the 

auditory nerve’s response to constant background noise, allowing a greater response 

to a transient sound (Guinan, 1996). In this way, MOC stimulation would reduce the 

effect of both suppressive and adaptive masking, and for this reason, the process has 

been referred to as “unmasking” or “antimasking” (Kawase et al., 1993, Kawase and 

Liberman, 1993). Antimasking has been suggested to occur in a similar fashion in 

humans (Kawase and Takasaka, 1995). Antimasking can be qualitatively represented 

by the I/O functions shown in Figure 1.11.

  
Figure 1.11. 

Left panel: The I/O function of a nerve fibre (firing rate in response to a tone of 
increasing intensity) before ( ) and after ( ) the addition of noise. The I/O function 
for the tone-in-noise shows a raised masked threshold (right shift), and a decreased 
dynamic range (due to an increased noise floor, and a decreased plateau rate from 
noise adaptation).

Right panel: I/O function for the same nerve, showing the effects of OCB stimulation 
( ). The dynamic range is visibly improved, resulting from an unmasking of the 
tone. 

Diagram adapted from Winslow and Sachs (1987, 1988) and Guinan (1996).

MOC-activated antimasking has implications for selective listening, since the rapid 

unmasking of a sound resulting from MOC activation would increase the overall 

signal-to-noise ratio (SNR), thus facilitating better detection of a target sound. 
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In humans, psychophysical experiments conducted in constant BGN have also 

implicated the OCB in selective listening. The research perhaps most relevant to this 

thesis has been performed by Scharf and his colleagues. In 1993, Scharf et al. 

presented data from eight patients who had undergone unilateral vestibular 

neurectomy to treat Ménière’s disease, a procedure which severs the OCB 

(presumably both the MOCS and the LOCS). Scharf et al. (1993) did not find any 

clear differences in subjects’ thresholds to tones in noise before and after surgery. 

Shortly after this finding, Scharf et al. (1994, 1997) performed a comprehensive set 

of psychophysical experiments from a total of sixteen patients who had undergone 

unilateral vestibular neurectomy (including the original eight subjects). They 

measured performance in the psychophysical listening tasks before and after surgery, 

and found no significant difference in performance for (i) detection of tones, (ii) 

intensity discrimination of tones, (iii) frequency discrimination of tones, (iv) loudness 

adaptation, and (v) detection of tones in notched-noise. Their only positive finding 

was that most patients detected unexpected sounds in the operated ear better than in 

the healthy ear, or the same ear before surgery. This result was obtained using a 

truncated probe-signal procedure which led the patient to expect a certain frequency 

on each trial. Twelve subjects completed this experiment. Their procedure was 

similar to that of Greenberg and Larkin (1968), except only 50% of trials (not 77%) 

contained a target whose frequency matched that of the auditory cue. The other 50% 

of trials containing a probe whose frequency differed from that of the cue. Also, only 

two probe frequencies were used, one whose frequency was higher than the target, 

and one whose frequency was lower than the target. All trials contained an auditory 

cue (at the target frequency) prior to the first observation interval. The results were 

used to construct a basic attentional filter, which displayed detection level of the 

expected (and cued) target frequency and the two unexpected probe frequencies. 

From the two published reports (Scharf et al., 1994, 1997), ears for which the OCB 

has been lesioned showed an attentional filter with an average depth7  of about 15%-

correct less than those ears for which the OCB was intact. Although there is no way 

to empirically convert this figure to dB, a rough estimate based on psychometric 

functions presented by Green and Swets (1966) yields a value of 2-3 dB. Their 

results have been summarised in Figure 1.12.

7 Depth = detection of target - average detection of probes
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Scharf and his colleagues argued that sectioning the OCB in these patients released 

suppression of unexpected frequencies, represented by probes (●) in Figure 1.12 (left 

and middle panels). This effect was not present in all subjects, and large variation 

between subjects was observed (Figure 1.12, right panel). Nevertheless, no other 

psychophysical characteristics of hearing were affected following sectioning of the 

OCB. Scharf et al. (1997) concluded that OCB-mediated suppression of sounds in the 

cochlea was responsible for the suppression of unexpected sounds, and thus plays a 

role in selective attention in normal hearing. 

Figure 1.12. 

Left and middle panels: The attentional filter of one subject in Scharf et al. (1997), 
showing detection performance of expected () and unexpected (●) tones in noise. The 
cue frequency is shown by the vertical red dashed line. An attentional filter was 
produced before (left) and after (middle) neurectomy surgery, showing a reduction in the 
post-surgical attentional filter depth. 

Right panel: Filter depths from all (12) subjects, for the same ear (▲) or different ears 
(✕), shown with combined mean (----) and 95% confidence intervals. An average ~15% 
decline in attentional filter depth can be seen following OCB lesion.

Data taken from Scharf et al. (1997).

Although Scharf et al.’s (1993, 1994, 1997) experiments failed to produce any clear 

differences in the basic psychophysical characteristics of hearing (other than the 

detection of unexpected sounds), many other studies using both animals and humans 

have implicated the OCB in listening-in-noise tasks using more complex stimuli. In 

constant BGN, rhesus monkeys with intact OCBs have been observed to perform 

better in vowel discrimination tasks than those without (Dewson, 1968). In cats, an 

intact OCB is associated with better vowel identification (Heinz et al., 1998), sound 

localisation (May et al., 2004), and intensity discrimination (May and McQuone, 

31



1995). All of these studies were performed in constant BGN. In humans, speech-in-

noise discrimination measurements have been performed on individuals who had 

undergone unilateral vestibular neurectomy (resulting in OCB sectioning). Giraud et 

al. (1997) observed a small advantage in the healthy ear over the operated ear for 

phoneme recognition and speech intelligibility in BGN. Scharf et al. (1988) had 

previously investigated the role of auditory attention during speech perception, and 

suggested that speech-in-noise discrimination is assisted by attentional focus on 

frequency regions. In 2000, Zeng et al., reported that vestibular neurectomy did not 

directly affect pure-tone thresholds or intensity discrimination (confirming earlier 

findings of Scharf et al. 1994; 1997). For the listening-in-noise tasks, they observed a 

number of discrepancies between the healthy and operated ear. Consistent with the 

earlier findings of May and McQuone (1995), intensity discrimination in noise was 

observed to be slightly worse in the ear without OCB input. (It is interesting to note 

that the increased dynamic range of the AN’s I/O function for tones-in-noise 

effectuated by MOC stimulation (Figure 1.11) would predict a MOCS-activated 

improvement in intensity discrimination, as observed by May and McQuone, (1995), 

and Zeng et al., (2000).) However, Zeng et al.’s main finding related to the 

“overshoot” effect, which was found to be significantly reduced (~50%) in the 

operated ears. This effect was first observed by Zwicker (1965), and was 

characterised as an increased detection threshold of a tone when it is presented at the 

onset of the noise compared to when it is presented in constant, steady-state noise. 

Zeng et al. proposed that this finding is consistent with MOCS-evoked antimasking; 

that is, MOCS-evoked antimasking being absent at the onset of noise however 

becoming active during steady-state noise. This theory was supported by the time 

course of MOC activation (Liberman and Brown, 1986; Backus and Guinan, 2006) 

being similar to the time course of the overshoot effect (Zwicker, 1965), as well as 

the overshoot effect being disrupted in subjects with sensorineural hearing loss, for 

whom the MOCS would be most likely ineffectual (Bacon and Takahashi, 1992).

In this section (1.3.2), many contrasting functions for the OCB, particularly the 

MOCS, have been discussed. Although most of the physiological work has been 

performed in animals, a large amount of psychophysical data measured in humans 

has also been collected. These data suggest that the mature MOCS, and thus the 

OCB, do not significantly affect the characteristics of hearing in silence. However, 
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several measurements made in constant BGN show an OCB-mediated effect which 

may facilitate signal-in-noise discrimination, and thus support the proposed 

involvement of the MOCS in selective listening in a noisy environment. The next 

section (1.3.3) describes independent evidence, in both animals and humans, which 

implicates the OCB in (i) control of the active process in the cochlea, and (ii) top-

down control of the cochlea from higher centres in the brain relating to attention.

1.3.3 Otoacoustic emissions

1.3.3.1 Spontaneous and evoked otoacoustic emissions 

The generation of sounds in the inner ear, and their emission into the ear canal was 

first hypothesised by Gold (1948). Thirty years later, such sounds were recorded in 

the external ear canal by Kemp (1978), who observed an acoustic response to click 

stimuli presented to the ear. This response, known as an otoacoustic emission (OAE), 

is only detected if the cochlea is functioning normally, and has hence become a 

valuable tool for the clinical evaluation of cochlear function (Kemp, 2002; Lonsbury-

Martin, 2005).

OAEs are thought to be a by-product of cochlear amplification caused by the 

electromotility of OHCs (Brownell et al., 1985; Brownell, 1990; Frolenkov et al., 

1998), although the mechanisms that produce them are not completely understood 

(For reviews, see: Patuzzi, 1996; Lonsbury-Martin, 2005; Mom, 2007). OAEs can be 

broadly divided into two categories; spontaneous (SOAEs) and evoked (EOAEs). 

SOAEs are low-level tones emitted from the cochlea in the absence of external 

stimulation (Kemp, 1979), and likely originate from the non-linear OHC activity at 

the cochlear place corresponding to the frequency of the SOAE (Keilson et al., 1993; 

Nuttall et al., 2004). In contrast, EOAEs are observed in response to an external 

stimulus, most commonly clicks, pips (short tone bursts), or continuous tones. OAEs 

evoked using clicks and pips are known as transient-evoked OAEs (TEOAEs). 

TEOAEs are thought to result from the active process in the cochlea (OHCs) due to 

(i) the non-linear characteristics of the response (Yates and Withnell, 1999), and (ii) 

the intensity of emissions (evoked by low-intensity stimuli) being larger than would 

be expected for a passive response (Kemp and Chum, 1980). In 1979, Kemp also 
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observed that the cochlea produces an intermodulation distortion product in response 

to two simultaneous pure tones (f1 and f2 primary tones). This emission is known as a 

distortion-product OAE (DPOAE) (Review: Kemp, 2002). The largest DPOAE in 

mammals (including humans) occurs at the frequency 2f1 - f2 (also known as the 

cubic-difference tone), although the intensity of the DPOAE is about 60 dB less than 

the primary tones used to produce them. The 2f1 - f2 DPOAE is thought to originate 

from two sources in the cochlea and to be generated by independent mechanisms; (i) 

energy from the non-linear distortion product at the place in the cochlea of the f2 

primary, and (ii) energy from the 2f1 - f2 reflected at its own place in the cochlea 

(Shera and Guinan, 1999; Shaffer et al., 2003). The resulting emission therefore is a 

combination of these two products, and its strength theoretically represents the 

sensitivity of two cochlear locations. However, the frequency specificity of the 

EOAE response is a contentious topic, and is discussed in the next sections (1.3.3.2, 

1.3.3.3).

1.3.3.2 Clinical use of evoked otoacoustic emissions

TEOAEs and DPOAEs (EOAEs) have both been proven as useful clinical tools for 

the diagnosis of cochlear hearing loss. However, predicting audiometric thresholds 

on the basis of EOAE strength is rarely performed in a clinical setting (Prieve and 

Fitzgerald, 2002). Numerous studies have reported a large variation of correlation 

coefficients between individuals’ audiometric thresholds and EOAEs strength, and 

emissions are generally too small to detect (or absent) for individuals with a hearing 

loss of greater than 40-50 dB at their best frequency8  (e.g. Collet et al., 1989a; 1992; 

1993; Gaskill and Brown, 1993; Kimberley et al., 1994; Kim et al., 1996; Wagner 

and Plinkert, 1999; Boege and Janssen, 2002; Komazec et al., 2002). 

Interpreting EOAEs as a frequency-specific indicator of cochlear function also 

presents a difficult challenge. A correlation between audiometric threshold and 

EOAE response amplitude at the same frequency has been reported for DPOAEs 

(e.g. Kim et al., 1996; Attias et al., 1998; Carvalho et al, 2004; Chen et al., 2004), 

and to a lesser extent TEOAEs (e.g. Fuse et al., 1994; Suckfüll, 1996; Vinck et al., 

1998; Ueda, 1999). Other studies have recorded TEOAEs containing frequency 

8 Audiometric test frequency with the lowest behavioural threshold
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components not present in the stimuli (Withnell and Yates, 1998; Yates and Withnell, 

1999), which complicates the interpretation of frequency-specific TEOAEs. 

Furthermore, the correlation between audiometric thresholds and EOAE strength has 

been shown to be affected by many other factors listed in Table 1.1.

Attias et al. (1995); Duvdevany and Furst (2006; 2007)History of noise exposure 

Cacace et al. (1996).Time of day tested 

Driscoll et al. (2004).Body position 

Lieberum et al. (1996); Janssen et al. (2005).Middle ear condition 

Aidan et al. (1997), Driscoll et al. (2002); Sininger and 

Cone-Wesson (2004); Saitoh et al. (2006).

Ear tested, resulting from 

left-right asymmetries 

Ferguson et al. (2000); Durante and Carvallo (2002); 

Dunckley et al. (2004); Saitoh et al. (2006).
Gender 

Collet et al. (1989b); Chida (1998); Kim et al. (2002).Age 

Table 1.1 Factors known to affect OAE measurements.

These multiple factors emphasise that an accurate prediction of cochlear function at a 

certain frequency is far too complex (hence unreliable) to make on the basis of 

EOAE strength alone. For this reason, the most widespread current application for 

EOAEs in clinic is for screening, in which the strength of the EOAE response is 

assessed as being either “normal” or “impaired” (or into broad categories of hearing 

loss), based on large-scale population data (Gorga et al., 1997).

Despite the current clinical limitations of OAE testing, it is nonetheless a valuable 

tool for research. The next two sections discuss the application of OAE testing to 

investigate the function of the auditory efferents, focussing on data acquired from 

human subjects.
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1.3.3.3 Otoacoustic emissions and auditory efferents

Early work conducted on animals showed that electrical stimulation of the OCB can 

increase or decrease the magnitude of OAEs (Mountain, 1980; Siegel and Kim, 

1982). In humans, presenting noise to one ear has been reliably shown to suppress the 

amplitude of EOAEs in the contralateral ear (e.g. Collet et al., 1990, Moulin et al., 

1993, Giraud et al., 1997; Durante and Carvallo, 2002; Müller et al., 2005). This 

suppression is absent in individuals with a sectioned OCB for the tested ear 

(neurectomy patients) (Williams et al., 1994, Giraud et al., 1995), or unilateral 

deafness for the ear receiving the noise (Abe et al., 1990; Moulin et al., 1993; 

Komazec et al., 2003), thus implicating the activity of the ipsilateral MOCS acoustic 

reflex (shown in Figure 1.10). The suppressive effect has only been observed at 

frequencies roughly corresponding to the speech frequency range (Moulin et al., 

1993), and is stronger in males than females (Durante and Carvalho, 2002). A 

frequency specificity of the effect has been observed (Chéry-Croze et al., 1993, 

Collet et al., 1994 (review), Morawski et al., 2001), but the effect does not appear to 

be sharply tuned (Maison et al., 2000). 

1.3.3.4 Otoacoustic emissions and attention

Although the suppression of EOAEs by contralateral noise may be a useful 

quantitative measure of MOC activity, the effect provides little insight into the 

MOCS’ functional role. Nevertheless, the MOC activity, measured in this way, has 

been shown to be related to other aspects of hearing and attention. Contralateral 

suppression of EOAEs reaches adult-like values at ~37 weeks gestation (Ryan and 

Piron, 1994; Abdala et al., 1999; Chabert et al., 2006; Gkoritsa et al., 2006). It 

remains at a fairly constant level until adulthood, however by middle-age, the 

suppression is nearly absent (Kim et al., 2002) (Figure 1.13). The age-related decline 

in MOC activity (Figure 1.13) has been correlated with a decline in speech-in-noise 

performance (Yilmaz et al., 2007). Micheyl et al. (1995) and Micheyl and Collet 

(1996) both showed that individuals with a stronger MOC reflex generally have a 

greater ability to detect tones in noise. Additionally, Kumar and Vanaja (2004) found 

a significant correlation between MOC reflex strength in children (also measured by 

contralateral suppression of OAEs) and speech-in-noise performance. 
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Figure 1.13. Age-related growth (pre-natal) and decline (adulthood) of noise-evoked 
EOAE-suppression in humans, presumed to indicate MOCS function. Data taken from 
Chabert et al. (2006) (pre-natal and young adult), and Kim et al. (2002) (young adult, 
middle-aged, and old).

Before the characterisation of OAEs in the late 1970’s, physiological changes in the 

peripheral auditory system during attentional tasks had already been observed. These 

observations spawned the notion of a “top-down” control of attentional modulation, 

extending from cortical regions of the brain to the auditory periphery. In awake cats, 

Oatman (1971) observed a reduction in click-evoked potentials (measured at the 

round window, CN, and auditory cortex) under conditions of increased visual 

attention. A similar finding was recently reported for chinchillas (Delano et al., 

2007). Oatman (1971, 1976) proposed that centrally-controlled inhibitory 

mechanisms were responsible for the effect, extending to the cochlea via the OCB. In 

human subjects, a reduction in EOAEs has been observed when subjects were 

engaged in a task requiring an increased level of visual attention (Puel et al., 1988; 

Meric and Collet, 1992; 1994a; Froehlich et al., 1990a; 1990b; Ferber-Viart et al., 

1995; Wang and Zhong, 1997; 2000; de Boer and Thornton, 2007), although a large 

inter-subject variability exists (Froehlich et al., 1990a; Meric et al., 1996). 

Nonetheless, the general consensus of these authors is that active cochlear processes 

can be suppressed by higher centres of the brain via the descending auditory 

pathways (Wang and Zhong, 1999). 

A limitation of these studies is that they all employed visual tasks to evoke a general 

state of increased attentiveness, rather than manipulating the subjects’ auditory 

attention. This trend was not followed by Giard et al. (1994). Using auditory cues to 

direct attention to either the left or right ear, Giard et al. showed that the EOAE 
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amplitude was larger when attention was directed to the same ear, than if attention 

was directed to the opposite ear. However, they could not discern whether the effects 

observed were due to a suppression of unexpected signals, or an enhancement of 

expected signals. In 2000, Giard et al. reviewed much of the data on top-down 

control of the auditory periphery, and accordingly proposed the existence of:

“...an adaptive filtering mechanism for selective auditory attention, that can be 

flexibly and dynamically tuned depending on the attentional demand.”      - Page 84

Maison et al. (2001) used auditory cues to direct subjects’ attention to a target 

frequency, following which subjects were required to detect further tones of the same 

frequency. All stimuli were presented in constant BGN. Their results showed a larger 

efferent activation (measured as a suppression of EOAEs) at the frequency of the 

attentional target, compared to the efferent effect (measured in the same way) at non-

target frequencies. This finding provided critical support for the existence of the 

attentional-controlled peripheral filter which is frequency specific (proposed by 

Giard et al. (2000)), consistent with the notion of MOCS-induced suppression of 

BGN for the purposes of selective listening. 

In these studies, the effective change in EOAE amplitude was generally small (less 

than 1 dB). It is important to acknowledge, however, that this measure does not give 

a direct indication of the magnitude of N1 suppression, nor does it directly indicate 

the size of any associated perceptual effect. Moreover, several researchers have 

criticised the interpretation of several of the findings outlined in the previous 

paragraph. In 1996, Michie et al. suggested that the design of many of the previous 

experiments had not controlled for changes specifically due to selective auditory 

attention, and did not rule out other factors such as general arousal and alertness. In 

their discussion, it was also suggested that a comparison between the OAE studies 

and the MOCS-induced antimasking (Kawase et al., 1993) may be inappropriate 

because many of the OAE studies did not employ continuous masking noise to 

activate the MOCS. Michie et al. (1996) accordingly did not find any consistent 

change in the amplitude of evoked EOAEs during an activity which specifically 

manipulated auditory attention. Along with Michie et al., several other researchers 

had failed to find such changes (Hirschhorn and Michie, 1990; Meric and Collet, 
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1994b9; Timpe-Syverson and Decker, 1999, Morand-Villeneuve et al., 200210). 

Interestingly, the criticisms of Michie et al. (1996) could not apply to the earlier 

study of Giard et al. (1994), or the more recent studies of Maison et al. (2001) and de 

Boer and Thornton (2007), who all successfully showed a reduction of EOAE 

amplitude when auditory attention was specifically manipulated (while controlling 

for the impact of the visual task). The reasons for this inconsistency is still unknown, 

however Michie et al. (1996) previously suggested that a significant inter-subject 

variability, a small size of the actual effect, and a critical dependence on the 

methodology and analysis, is likely to contribute to discrepancies between findings. 

Despite these concerns, the bulk of the evidence is at least compatible with the 

hypothesis of top-down control of the cochlea via the auditory efferents, due to 

MOCS’ influence on OHCs. However, whether the function of the MOCS is to 

reduce the neural response to BGN and assist selective listening, and whether 

measuring EOAE suppression during attentional tasks is a valid way of measuring 

the magnitude of this effect, remains unclear.

9 Meric and Collet, (1994b): One group of subjects (those with SOAEs) showed no change in TEOAE 
amplitude during attentional an task
10 Morand-Villeneuve et al., (2002): Found no effects of contralateral noise on loudness summation 
and integration (affecting loudness perception)
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1.4 Summary of review

The auditory system has been described as a multi-channel receiver, capable of 

segregating and selecting channels based on their physical characteristics, content or 

meaning. Channels not selected are thought to be attenuated. One instance of this 

attenuation is a concomitant reduction in detection level if the frequency of a to-be-

detected signal is unknown. This attenuation is thought to result from movable filters 

operating in the frequency domain, which facilitate the detection of one or more 

target frequencies by suppressing those frequencies which differ from that of the 

target(s). This model, however, has not received unanimous support from the 

experimental data, nor has a physiological mechanism been proposed. 

Attentional filters, measured using probe-signal tasks which induce an expectation of 

target frequencies, are thought to represent one such channel of attention. They are 

movable, that is, they can be evoked on a trial-by-trial basis at different frequencies, 

and they resemble (in width and shape) the internal bandpass filters of the peripheral 

auditory system. It has been suggested that the attentional filter results from a listener 

“attending to” the output of an internal bandpass filter. However, the width of the 

attentional filter is affected by subjects’ prior exposure, listening strategy and 

motivation, suggesting a complex interaction between higher order centres of the 

brain and the peripheral auditory system. Analogous attentional filters have also been 

observed with respect to a target’s intensity, duration, and placement in time. Based 

on these findings, it is often thought that targets may be internally represented in the 

form of a neural template, containing multiple characteristics of the signal. However, 

the properties of such a mechanism are not known. 

The cochlea may, in fact, be influenced by a top-down control mechanism originating 

in higher centres of the brain relating to attention. Activation of the medial 

olivocochlear system (a division of the descending auditory system) has been shown 

to affect the cochlea’s responses to sound. It is thought that MOC activity decreases 

the gain of the cochlea amplifier, potentially in a frequency-specific manner, by 

reducing the active processes of OHCs. MOC activation has also been shown to 

selectively reduce the masking of a tone embedded in BGN, a process called 
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antimasking. However, the functional role of the MOCS in audition is unclear. The 

majority of evidence supports MOC involvement in protection from loud sounds, and 

the detection and discrimination of sounds in constant noise. The latter function of 

the MOCS is supported by evidence linking the OCB to performance in auditory 

tasks involving selective attention. 

MOC activity has also been linked to the suppression of EOAEs (thought to indicate 

OHC amplification). Using this as a measurement of MOCS function, MOC-induced 

suppression determined for an individual has been shown to be correlated with the 

ability to detect sounds and discriminate speech in noise. MOC-induced suppression 

of EOAEs has also been observed during selective-attentional tasks, potentially in a 

frequency-specific manner. These studies support the existence of a top-down control 

mechanism influencing the cochlear active process, whose primary function is to 

assist in signal-in-noise detection and discrimination.
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1.5 Objectives and organisation of thesis

The main two objectives of this thesis are to (i) identify which properties of tone-in-

noise detection tasks are responsible for the change in detectibility of a tone 

following a cue, and (ii) identify potential physiological mechanisms involved. 

This chapter (Chapter 1) has reviewed the existing research relevant to auditory 

attention, and the possible influence of the descending auditory pathways on 

detection of tones in noise. The introductions to each results chapter in this thesis 

(Chapters 3, 4 and 5) describe several limitations of this existing research, and how 

these limitations can be addressed experimentally.  The details of the general set-up 

and procedures used throughout the thesis are given in Chapter 2. 

The introduction to Chapter 3 describes how the existing research fails to make 

adequate distinction between changes in detection resulting from a cumulative 

expectation of target detection, and those purely due to an immediate effect of 

auditory stimulation. Accordingly, a modified probe-signal paradigm was developed 

to eliminate any trial-by-trial change in frequency certainty, while retaining auditory 

cues. This experiment isolated the effects of the physical properties of an auditory 

cue, without changing the trial-by-trial frequency certainty. Chapter 3 also describes 

several conventional experiments conducted on normal-hearing subjects, the results 

from which allowed for a validation of the current procedures, as well as a 

comparison with the other experiments. 

In accordance with the findings from Chapter 3, the introduction to Chapter 4 points 

out that previous methods have not allowed for the separation of effects due to the 

physical properties of an auditory cue, and those due to its information content. To 

address this issue, musicians with absolute pitch or relative pitch participated in an 

experiment which measured the effect of a visual cue which informed subjects of the 

target frequency in the same manner as the auditory cues in Chapter 3. A control 

experiment was also performed to identify any other potential effects associated with 

cuing, such as an increase in temporal certainty or alertness. The discussion of 

Chapter 4 focusses on the potential role of stored auditory templates in tone-in-noise 
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detection and selective listening.

Chapter 5 investigates the potential impact of the OHCs and OCB on the detection of 

tones in noise. Subjects were recruited who had a long-standing hearing loss, several 

of which could be verified as the result of OHC malfunction. One experiment 

measured the effect of a randomly-selected auditory cue which was always followed 

by a matching target, performed to determine if the active process in the cochlea 

(potentially influenced by the MOCS) contributed to the detection benefit following 

an auditory cue as observed in Chapter 3. Chapter 5 also addresses a previous 

hypothesis that the OHCs contribute to the suppression of unexpected tones via the 

activity of the OCB. To determine if the MOCS potentially contributed to the 

suppression of unexpected tones, several hearing-impaired subjects participated in a 

probe-signal experiment known to produce a suppression in normal-hearing subjects.

Chapter 6 provides a summary of all the findings of this thesis. The role of the 

auditory efferent pathways and higher centres in the brain are discussed, as well as 

the applications of this research and possible direction of future work.

A complete list of references and several appendices conclude this thesis. The 

appendices provide referenced formulae and other information, which have been 

used throughout the thesis. One section (Appendix F) is also devoted to presenting 

some data on response time, which was collected throughout the experiments. A copy 

of a peer-reviewed publication, adapted from the findings in Chapter 3, is provided in 

Appendix G.
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Chapter 2

General materials and 
methods
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2.1 General set-up and stimulus calibration

2.1.1 Subjects

The use of human subjects for experimentation was approved by the Human Ethics 

office at the University of Western Australia. Subjects were recruited from a variety 

of sources, which are described in the relevant chapters. All subjects were provided 

with an information sheet and consent form. These documents are shown in 

Appendix A.

2.1.2 Audiological testing

All subjects who participated in the experiments underwent a standard audiometric 

assessment (Hughson and Westlake, 1944; Carhart and Jerger, 1959; ASHA, 1978; 

Harrell, 2002). This was performed using a Madsen Midimate-602 audiometer, in a 

sound-attenuated room at the University of Western Australia or at iHear Australia11. 

Hearing thresholds (dB HL) were measured at 250, 500, 1000, 2000, 4000 and 8000 

Hz for each ear, at a resolution of 5 dB. Two hearing-impaired subjects (BV and MJ) 

provided audiograms measured by a third party. In both cases, the testing was 

performed by a qualified Audiologist registered with the Australian Society of 

Audiology (ASA), the date of assessment was within 6 months of the psychophysical 

testing, and subjects’ hearing was reportedly stable.

Several subjects underwent EOAE testing. This was performed using a MAIKO™ 

ERO-SCAN portable device, either at the University of Western Australia or at iHear 

Australia. Details of the EOAE parameters are discussed in the relevant sections.

2.1.3 Psychophysical testing

All subjects were tested in a sound-attenuated room approximately 3 

€ 

×  4 m, in the 

Department of Psychology at the University of Western Australia. Tones were 

generated and delivered with a Windows-based PC, fitted with a Creative Sound 

Blaster Live! PCI sound card, running a LabVIEW 7 virtual instrument (2.2.1). 

Sounds were mixed and amplified with a Behringer MX-602A mixing desk, and 

11 iHear Australia is a private audiology clinic, located in Tuart Hill, Western Australia.
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delivered through a pair of Sennheiser HD-280 Pro headphones to the subject, who 

was seated approximately 1 m in front of a computer display. All stimuli were 

delivered diotically. A broadband noise generator was constructed using an Apple 

Powerbook 340 (laptop computer) and Sound Sculptor12  software. A summary of the 

general setup is shown in Figure 2.1.

 
Figure 2.1. General set-up. A tone generator (Windows PC running a 
LabVIEW VI) and a noise generator (Apple powerbook laptop) were mixed 
and amplified. The audio output was sent to the headphones.

The total sound pressure level of the noise source at the headphones was set at 60 

dBA for each ear. This was calibrated with a Brüel & Kjær 2260 Investigator sound-

level meter and Artificial Ear Type-4152 (with condenser microphone and 

preamplifier). The output of the noise source from the headphones was analysed with 

spectrum-analysis software13, and adjusted using the equalisation feature of Sound 

Sculptor such that the frequency-weighting of the noise between 600 and 2,000 Hz 

was evenly distributed (Figure 2.2). 

    
Figure 2.2. Spectrum analysis of 
adjusted noise source.

12 Sound Sculptor II (Version 2.4.4). Apple OS, 2001
13 Amadeus II (Version 3.8) . Apple OS, 2004
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Tone stimuli, delivered to the headphones, were calibrated using the same sound 

level meter and artificial ear as for the noise stimulus. A fixed-intensity tone at 

approximately 40 dBA (mid-intensity range) was used to measure the intensity of 

tones spanning the frequency range used in the experiments (700 to 1400 Hz). The 

intensity of tones across this frequency range, measured in dBA, was within ± 1 dB. 

Additionally, the output of the headphones (dBA) was measured as a function of 

sound card output at 840, 920, 1000, 1080 and 1160 Hz (Figure 2.3, left panel). The 

intensity recorded at each frequency was within ± 1 dB for a fixed sound card output. 

A least-squares linear regression was applied to the logarithm of the sound card 

output (x-axis) and the sound output level (y-axis), shown in Figure 2.3 (right panel). 

The resulting equation, in the form [y = ax + b] is shown below (Equation 1). Using 

this equation, a sound card output value could be converted into dBA.

  • Sound intensity (dBA) = 17.59 

€ 

×  Log [ Sound card output ] - 25.55    [Equation 1]

Figure 2.3. 

Left panel: Sound output intensity of the headphones, measured in dBA, for increasing levels of 
sound card output (increments of +500). The data points shown as red circles are the averages 
of the dBA values (at 840, 920, 1000, 1080 and 1160 Hz) for each sound card output level.

Right panel: The average intensity for each sound card output (from the left panel) is shown for 
increasing sound card output level. Also shown is the least-squares regression fit of the 
Log[sound card output] vs. intensity.

In an evenly frequency-weighted noise source, tones of a higher frequency are better 

detected than those of a lower frequency (Green et al., 1959). To correct for this 

frequency-dependence, the amplitude of all tonal signals in the current experiments 

was adjusted by + 0.2 dB per 100 Hz above 1000 Hz, and - 0.2 dB per 100 Hz below 

1000 Hz, such that signals of all frequencies would be equally detectable in noise 

with an evenly-distributed spectral weighting.
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2.2 General procedures

2.2.1 LabVIEW virtual instruments

All of the psychophysical experiments in this thesis were performed using custom-

programmed virtual instruments (VIs), created using LabVIEWTM 7 Express14. 

LabVIEW is a Macintosh or Windows based G (graphic) programming language, 

suitable for the creation of custom instruments for signal generation and analysis. A 

VI made using LabVIEW has two basic components; (i) a front panel and (ii) a block 

diagram. The front panel is a graphical user interface (GUI) with controls (e.g. knobs, 

switches) and indicators (e.g. numeric displays, LEDs) that are accessible during 

experiments. The back panel (block diagram) contains the “circuitry” that processes 

input from the front panel, performs calculations and operations, and generates 

information. During an experiment, a VI is designed to run in the GUI mode, for the 

purpose of easily and rapidly manipulating variables, generating signals, making 

calculations, analysing input, displaying and recording data. 

2.2.2 Two-interval forced choice procedure

The majority of the experiments presented in this thesis used a two-interval forced 

choice (2IFC15) procedure in order to measure the detection of signals in noise. This 

procedure is designed to eliminate bias resulting from subjective criteria applied to 

reporting the detection of a signal. A “yes-no” detection procedure would allow a 

subjective bias regarding the level of certainty before a “yes” response is made. 

Simply put, this is the result of some subjects being “trigger-happy”, and others 

“trigger-shy”. This bias can be measured by running catch trials to determine each 

subject’s likelihood of giving a false positive, however, this property is likely to 

differ between subjects, and may not remain constant throughout the experiments. In 

contrast, the implementation of a 2IFC simply eliminates these problems, because a 

subject must decide (on each trial), not whether a signal was detected or not, but 

which interval contained the signal. In this way, a 50% lower asymptote is always 

produced, representing a level at which a subject’s detection performance is at 

chance, and this asymptote is the same for all subjects.

14 LabVIEW Express (Version 7.0). National Instruments, 2003.
15 A 2IFC procedure has also been described as a two-alternative forced choice (2AFC), or a two-
alternative temporal-forced-choice (2ATFC) procedure.
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Some of the experiments contained a suprathreshold auditory cue, presented at the 

onset of each trial. For those trials containing a cue, a 250-ms tone burst appeared 

1000 ms after the initiation of the trial, and was followed (after a 500-ms delay16) by 

the first of two observation intervals. One of the two observation intervals contained 

the to-be-detected signal, each with an equal likelihood (50%). All signals were 250 

ms in duration, and their amplitudes were shaped using a cosine-function window, 

with attack and decay times of 25 ms. The two observation intervals were each 

marked by the presentation and prompt removal of the numbers “1” and “2” on a 

computer screen, and were separated by a 250-ms blank interval. Following the 

second observation interval, a visual prompt was presented to the observer to 

“Respond now”. Subjects were instructed to decide which observation interval 

contained a sound and to signal their response by pressing one of two buttons 

labelled “1” and “2”. If a signal could not be detected, subjects were instructed to 

guess. The sequence was repeated once a response was entered, or once 5 seconds 

had expired17  (Figure 2.4). One block consisted of 105 trials, and took between 12 - 

15 minutes. The observers completed no more than 8 blocks in a single day. 

Figure 2.4. Temporal structure of one trial, showing the cue tone (green) and the two 
observation intervals (pink), one of which contained a target or a probe tone. Subjects were 
prompted to respond after the second interval, and the sequence was reinitiated after a 
response was made (red dotted line)

Several of the experiments did not contain an auditory cue, or replaced the auditory 

cue with a visual cue. For these experiments, the temporal structure of each trial was 

identical to Figure 2.4, except the 250-ms cue was replaced with a silent 250-ms 

interval, during which, in some cases, a visual cue was presented. 

16 This delay (500-ms) was sufficiently large to ensure that the tones presented in the observation 
intervals would not experience any forward masking, which has a maximum longevity of 100-200 ms 
(Weber and Moore, 1981; Fastl & Zwicker, 1999).
17 If 5 seconds expired, no response value was entered, and the trial was removed from analysis.
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2.2.3 The cued signal level

2.2.3.1 Adaptive ‘up-down’ procedure

Before each experiment, the signal level required to produce 84.1% correct detection 

of a cued, fixed-frequency signal in noise was estimated for each subject. This value 

is referred to as the “cued signal level”. 

The cued signal level was determined using a 4-down, 1-up procedure (Levitt, 1971) 

over 105 trials, using a 2IFC procedure. On each trial, the to-be-detected signal (250-

ms shaped tone burst) was preceded by an auditory cue of the same frequency and 

duration, although presented at 12 dB above the intensity of the to-be-detected signal. 

The auditory cue was implemented to produce a detection level of 84.1% for a cued 

signal, and to eliminate any uncertainty in the placement-in-time of the to-be-

detected signal. Previous researchers have generally not incorporated an auditory cue 

into the level-setting procedure.

There were two phases in the procedure; (i) a rapid approximation of a subject’s cued 

signal level, and (ii) a “fine tracking” of the cued signal level (Figure 2.5). At the 

beginning of the first phase, the signal level was set approximately 10 dB above the 

estimated cued signal level. Following four consecutive correct detections, the signal 

level was decreased by 5 dB. This descending phase continued until a single error 

was made, which initiated the second phase. During the second phase, four 

consecutive correct detections resulted in a 1-dB decrease in signal level, and an 

incorrect response resulted in a 1-dB increase in signal level. In this phase, both 

ascending and descending “runs” could be observed (Figure 2.5). The first and last 

trials of each run are “reversals”, and the average of the two reversals which flank 

each run is the “midpoint” for that run. This phase continued until a total  of 105 

trials had elapsed (in both phases). At this point, averaging the midpoints of all runs 

in Phase 2 yielded the cued signal level, that is, an intensity for which the subject 

would score about 84% correct for the detection of a fixed-frequency tone, presented 

with an auditory cue of the same frequency. 
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Figure 2.5. Example results from a cued-signal-level determination procedure. In Phase 1, the 
signal level was decreased by 5 dB following four correct responses (●), and an incorrect 
response (●) initiated Phase 2. In Phase 2, the signal level was decreased by 1 dB following 
four correct responses, and increased by 1 dB following an incorrect response. Reversals are 
shown as dotted black lines, indicating a change in direction from an ascending run to a 
descending run (or vice-versa).

2.2.3.2 Psychometric functions

In several experiments, a psychometric function was determined for each subject 

using a 2IFC procedure. This function allowed for the conversion of a detection 

performance (measured in %-correct) into an equivalent signal level (dB). 

Psychometric functions were all measured at 1000-Hz.

Seven intensities were chosen to measure performance ranging from about 50% (did 

not detect) to about 100% (always detected). These were selected in approximate 1-2 

dB steps, with 4 steps below the cued signal level, the cued signal level itself, and 2 

steps above the cued signal level. A 1000-Hz cue tone preceding the observation 

intervals was fixed 12 dB above the intensity of the signal in each trial. A 

psychometric function was then constructed for each subject, measured over at least 

8 sessions of 105 trials, with random presentations of each signal level until at least 

100 trials had been completed at each level. Using GraphPad Prism18, a regression 

curve was calculated assuming the relationship between detection and sound intensity 

can be modelled by a normal sigmoidal dose-response curve (Finney, 1971). 

18 GraphPad Prism for Windows (Version 4.02). GraphPad Software, Inc. 2004.
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€ 

P(C) = b +  
t - b

1+10h*(log EC50 - x)
     [Equation 2]

             P(C) =  Detection, measured in %-correct.

    x =  Logarithm of intensity (dB)

    t =  Top of curve (fixed at 1.00)

    b =  Bottom of curve (fixed at 0.50)

    h =  Hillslope

         log EC50 = x-value for which P(C) = 0.75 (centre of curve)
 

Equation 2 can be rearranged to solve for x (dB):

                       
    

€ 

x (dB) =  

− log
t − P(C)
P(C) − b

 

 
 

 

 
 − h * log EC50

 

 
 

 

 
 

h
                 [Equation 3]

For each subject, best-fit values for h and Log EC50 were calculated according to 

Equation 2. Substituting these values into Equation 3, a detection level in a 

psychophysical experiment could be transformed from percentage correct to effective 

signal intensity (in dB) for each subject. 
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Chapter 3

The auditory attentional filter 
in normal hearing subjects
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3.1 Introduction

Probe-signal experiments have shown that the ability to detect tones in noise is 

affected by prior presentation of sounds. Specifically, sounds that are expected on the 

basis of recent exposure are detected more reliably than those that are unexpected. 

Greenberg and Larkin (1968) showed that sounds with a particular frequency that 

appeared on a majority of trials (“targets”) were detected more reliably than sounds 

that differed in frequency and which appeared on a minority of trials (“probes”). In a 

variant of this procedure, Greenberg and Larkin also showed that targets whose 

frequency matched that of an auditory cue presented just prior to the observation 

period were detected more frequently than probes whose frequency deviated from 

that of the cue. With both procedures, detection declined as the probe frequency 

deviated from that of the target, suggesting the operation of a filter centred on the 

expected frequency (Scharf et al., 1987; Schlauch and Hafter, 1991; Mondor and 

Bregman, 1994; Scharf, 1998) which acted to suppress the unexpected probe sounds. 

According to this view, detection of the target frequency represents an attenuation of 

0 dB, and a suppression-only mechanism affects only the detection of non-target or 

probe sounds. The reported average attenuation of distant probes ranges from 3 dB to 

more than 7 dB with considerable variation between subjects (Dai et al., 1991; Botte, 

1995; Moore et al., 1996). 

There is independent evidence for the operation of a suppressive mechanism during 

an attentional listening task. In 1994, Scharf et al. reported that detection of 

unexpected probe frequencies was improved in a patient who had undergone 

unilateral vestibular neurectomy to treat Ménière’s disease, a procedure which 

severed the efferent olivocochlear bundle (OCB). This finding was later replicated in 

a total of 12 patients who had undergone vestibular neurectomy, most of whom 

detected probes in the operated ear better than in the healthy ear, or than in the same 

ear before surgery (Scharf et al., 1997). Scharf and his colleagues argued that 

sectioning the OCB released the suppression of non-target (unexpected) frequencies 

in these patients, and concluded that OCB-mediated suppression of sounds in the 

cochlea plays a role in selective attention in normal hearing (1.3.2.2v). However, this 

model of OCB function is not supported by the known anatomy or physiology of the 
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descending auditory pathways. Firstly, Scharf’s model requires that OCB activity 

suppresses the response to probe tones whose frequencies are neither the focus of 

attention, nor matched by a preceding cue. In contrast to this model, it has been 

established that the MOCS (and to some extent, the LOCS), which responds to sound 

via an acoustic reflex (Aschoff et al., 1988; Robertson and Winter, 1988), innervates 

the OHCs at the same place in the cochlea predicted from the fibres’ characteristic 

frequency (Robertson, 1984; Robertson and Gummer, 1985; Liberman and Brown, 

1986). This would predict an efferent effect at the frequency of a cue or attentional 

focus, rather than at neighbouring frequencies as proposed by Scharf. Scharf’s model 

also implies that the OCB is tonically active for all signals of unexpected frequency, 

and is subsequently turned off (at the same frequency) following a cue or attentional 

focus. However, there is no evidence to suggest that the MOCS or LOCS are turned 

off by either attentional focus or repeated cue tones. In addition, research has shown 

that attentional focus on a target frequency causes increased activation of MOC 

neurons of the same characteristic frequency (Maison et al., 2001). Lastly, 

stimulation of the MOCS has been shown to enhance the neural response to transient 

stimuli in constant noise (Kawase et al., 1993; Kawase and Liberman, 1993; Kawase 

and Takasaka, 1995), in a process known as antimasking. This also contrasts with 

Scharf’s view which requires efferent activity to decrease the signal-to-noise ratio at 

non-target frequencies. All in all, these findings do not support a model in which 

OCB activity suppresses the response to unexpected probes which were not preceded 

by a matching cue.

So, how does one appropriately measure a change in detectibility of tones in noise 

under different listening or cuing conditions? A common procedure used to 

accurately measuring small changes in detection is the 2IFC procedure (2.2.2), in 

which a detection rate is measured as a percentage correct score ranging from 50% to 

100%. However, this quantity is not very useful when considering the possible 

impact of a physiological mechanism which enhances or suppresses the neural 

response to sound. Rather, the quantity which best describes the change in the 

detectibility of a tone is the change in “effective signal intensity” (dB). A change in 

effective signal intensity can be determined in one of two ways. The first way would 

be to set up an experiment with two conditions, both which measure percentage 

correct as a function of signal intensity (a psychometric function), and manipulate 
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one other variable between the two conditions (in this chapter, the two variables that 

are manipulated are (i) the presence of a cue, and (ii) frequency certainty of the to-be-

detected tone). The position and slope of the resulting two psychometric functions 

could then be directly compared, and the difference between them could thus be 

attributed to the manipulated variable. If the slopes are the same, then the simplest 

way of determining the effective change in effective signal intensity would be to 

calculate the difference between the centres of each curve on the signal-intensity 

axis. This is illustrated in Figure 3.1 (top panel), for two hypothetical conditions. In 

an experiment containing tones of different frequencies (e.g. a probe-signal 

experiment), this method would be very time-consuming. This is because, in order to 

produce enough data, one would need to measure a psychometric function for each 

condition at each frequency. In some instances, frequencies could be pooled, but this 

would result in the loss of frequency-specificity of the finding. This procedure was 

adopted by Dai et al. (1991) whose data show a clear 3-4 dB shift between 

psychometric functions for targets and (pooled) probes. 

  

Figure 3.1 

Top: Two psychometric functions 
derived from two different 
theoretical conditions (  and ----). 
The horizontal shift (↔) represents 
the change in effective signal gain 
(dB), attributed to the difference 
between the conditions. A change 
in slope between the two conditions 
could also be potentially observed 
using this method.

Bottom: Estimation of the change in 

effective signal gain (↔) derived 

from one psychometric function 

( ) and two %-correct values, 

each representing a different 

frequency or condition. This 

method assumes the slope of the 

hypothetical function (----) for the 

second condition to be the same as 

that of the first.
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The second way of estimating the change in effective signal intensity between two 

conditions is to employ a single psychometric function. Using this function, the 

difference in effective signal intensity (dB) between two conditions can be rapidly 

calculated by converting two percentage correct values to a dB-shift between the two 

conditions. This is illustrated in Figure 3.1 (bottom panel). However, this method 

makes the non-trivial assumption that the slopes of the psychometric functions for 

both conditions being compared are equivalent. Dai et al. (1991) compared pooled 

psychometric functions for three subjects under different conditions of frequency 

certainty. In one condition, 100% of the signals were of a fixed frequency, and in the 

other, 66% of signals were at a fixed frequency while the remaining 33% of the 

signals were selected at random (which were pooled into one psychometric function). 

The resulting slopes of the functions did not significantly differ. Similar results have 

also been found by Green et al. (1961) and Dai (1994). Dai et al (1991) observed 

some differences in psychometric slope at different frequencies, however, it was only 

between frequencies separated by a much greater amount than the range of 

frequencies used in this thesis (The frequency of the probes in Dai et al’s experiment 

ranged from 0.25 to 3.4 kHz).

Another issue arising from the existing literature is the general lack of distinction 

between (i) the physiological response to an acoustic cue, and (ii) effects elicited by 

attentional mechanisms which may be attributed to the presentation of a cue. That is, 

the results from previous probe-signal experiments often leave unclear the extent to 

which changes in detection result from an immediate effect of auditory stimulation or 

from an expectation of stimulation built on the cumulative exposure to the target 

frequency in the test sessions. Schlauch and Hafter (1991) measured detection of 

targets and probes following a cue whose frequency was selected at random on each 

trial, and which was therefore unpredictable. Targets, whose frequency matched that 

of the cue, were presented on about 74% of trials, and probes, whose frequency was 

set as a multiple of the cue frequency on the same trial, were presented on the 

remaining trials. Their finding that detection was greatest at the target frequency and 

declined as the probe frequency deviated from that of the cue, suggests that the cue 

had an immediate effect on the observers’ sensitivity that did not depend on an 

expectation based on accumulated experience of a specific frequency. However, 

although their procedure did not create an expectation of a particular frequency, it did 

create an expectation of the cue tone being matched by a target of the same 
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frequency. This expectation was created by initial instruction, and reinforced as the 

trials progressed, since most of the trials contained a matched cue-target pair. The 

present experiments were thus designed to isolate those features of the cue 

responsible for changes in the target and probe detection, that is, to identify the 

contribution to a change in detection produced by (i) the physical features of the cue, 

or (ii) an attentional mechanism in response to a cue. This was achieved by 

manipulating the level of predictability of the to-be-detected signal following a cue, 

and comparing detection in the cued condition to one without cues. Previously, cues 

have generally been used to inform the listener of the frequency of the to-be-detected 

tone, thus creating an expectation of detecting a tone of the same frequency. To 

remove this expectation, the cue frequency in one of the current experiments was 

randomly selected on each trial (from a predetermined set of frequencies), and the 

frequency of the to-be-detected signal frequency was also randomly selected (from a 

predetermined set of multiples of the cue frequency).  

The target signal level in probe-signal experiments has generally been set to support 

detection performance of at least 80% correct in a two-interval forced-choice (2IFC) 

task. An important, but not generally acknowledged, point is that during the initial 

level-setting procedure the observer performs under conditions of frequency 

certainty, in that all of the to-be-detected tones are at the same frequency. It is likely 

that this procedure would enhance detection. If such an enhancement does occur, the 

procedure will yield a signal level that will support the designated detection level for 

the signals of the repeated frequency (that is, targets), but not for less frequently 

presented signals with deviant frequencies (that is, probes). As a result, the relative 

detection of targets and probes in the test trials (with targets detected at about the 

performance level sought in the signal level-setting procedure, and with probes 

detected less often) would show an apparent suppression of sensitivity for probe 

frequencies. Hence, the present experiments also determined whether the condition of 

frequency certainty enhances detection by comparing detection of targets of 

randomly selected frequency that were preceded by a matched-frequency cue with 

detection of probes of the same frequency that were presented alone. 
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3.2 Methods and Results

3.2.1 Subjects

A total of seventeen subjects (7 male, 11 female) participated in the experiments 

reported in this chapter. The subjects were aged from 21 to 25 years, and none 

reported any hearing difficulties. None of the subjects reported a history of 

significant noise exposure or long-standing tinnitus. Table 3.1 lists the subjects who 

completed each experiment.

MT, AG, RO, RH.No cues and random cues with 100% target 

presentation

3.2.63

MT, AG, RO, RH.Fixed cued with 100% target presentation3.2.8

7 MT, AG, RO, RH, EC, 

NT, LC, GW.

Cued and uncued psychometric functions3.2.10

MT, DP, JN.Psychometric slope comparison3.2.9

-

-

6

5

4

2

1

Exp.

GA, SU, TH, VI, AD, 

MA, MI.

No cues and random cues with 100% target 

presentation, binaural and monaural comparison 

MT, AG, RO, RH.Random cue, with 20% target presentation3.2.5

MT, AG, RO, RH.Fixed cue, with 75% target presentation

3.2.7

3.2.4

MT, AG, RO, RH, GA, 

SU, TH, VI.

Otoacoustic Emissions3.2.3

MT, AG, RO, RH, DP, 

JN, GA, SU, TH, VI.

Audiometry3.2.2

SubjectsDescription of experimentSection

 
Table 3.1 Subjects who participated in the experiments of Chapter 3.

3.2.2 Audiometry

Subjects MT, AG, RO, RH, DP, JN, GA, SU, TH and VI underwent a standard 

hearing assessment (2.1.2). The remaining subjects were either unavailable for this 

assessment, or did not attend their appointment. Figure 3.2 shows audiograms for the 

ten subjects who completed the hearing testing. 
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 MT        AG

 RO       RH

 DP   JN

 GA         SU     

 TH        VI

Figure 3.2. Audiograms for subjects MT, AG, RO, RH, DP, JN, GA, SU, TH and VI.
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All ten subjects had air conduction thresholds within normal range (≤ 25 dB HL at 

0.25, 0.5, 1, 2, 4, and 8 kHz). Impedance audiometry revealed bilateral type A 

tympanograms in all subjects, indicating normal middle ear pressure and compliance. 

These findings are consistent with subjects having normal outer, middle, and inner 

ear structure and function. The only anomaly in the audiometric results was a 

borderline mild conductive hearing loss in the low frequencies, for Subject AG 

(Figure 3.2, top right panel). The reason for this result is unknown.

There was no reason to suspect that those subjects unavailable for testing would 

possess an undiagnosed hearing loss. These subjects were thus assumed to also have 

normal hearing. 

3.2.3 Otoacoustic emissions

MT, AG, RO, RH, SU, TH, VI and GA were tested bilaterally for DPOAEs and 

TEOAEs, using a Maico ER-34 Ero-ScanTM device. Both ears of each subject were 

tested while the subject was in a seated position in a quiet room. DPOAEs were 

measured at the cubic distortion tone 2 f1 - f2 (for a   ratio of 0.8), at f2 values of 

1.5, 2, 3, 4, 5 and 6 kHz. TEOAEs were measured in response to a click stimulus, for 

frequencies bands centred at 0.7, 1, 1.4, 2, 2.8, and 4 kHz. A compete list of the 

settings used for the otoacoustic measurements is provided in Appendix B.

Figures 3.3 and 3.4 show the results from the DPOAE and TEOAE recordings 

(respectively) for each subject. As can be seen, there is a large range of emission 

strengths between subjects for both DPOAE and TEOAE measurements. This inter-

subject variation is common in OAE measurement, and its potential sources are 

discussed in Section 1.3.3.2. Nonetheless, most subjects produced DPOAEs and 

TEOAEs that were consistently above the noise floor at the tested frequencies. This 

finding indicates normal OHC function and is consistent with normal hearing 

thresholds. Subject AG produced noticeably lower DPOAEs and virtually absent 

TEOAEs, which may have been influenced by a borderline conductive hearing loss, 

known to affect OAE measurements (Lieberum et al., 1996; Janssen et al., 2005). 

These OAE measurements are analysed for their correlation with the data from the 

psychophysical experiments in a later chapter (5.2.8).
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Figure 3.3 Noise floor ( ) and DPOAE strength (●) for subjects MT, AG, RO, RH, SU, TH, 

VI and GA.
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Figure 3.4 Noise floor ( ) and TEOAE strength (●) for subjects MT, AG, RO, RH, SU, TH, 

VI and GA.
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3.2.4 Experiment 1: Fixed cue with 75% target presentation

This experiment was the first in a series of four psychophysical signal-in-noise 

detection experiments. All psychophysical experiments were conducted using the 

general set-up described in Section 2.1.3. 

Experiment 1 measured a basic attentional filter, in which a fixed-frequency cue was 

presented on each trial, following which the majority of to-be-detected tones were 

presented at the same frequency (targets). The method of this experiment was chosen 

to be consistent with those described earlier (Dai et al., 1991, Hafter et al., 1993, 

Scharf et al., 1994; Botte, 1995) in order to make a direct comparison between 

established findings in the literature and the current results. The range of signal 

frequencies was chosen to span the range of the attentional filter band previously 

reported by Dai et al. (1991). All to-be-detected stimuli (targets and probes) were 

presented at a signal intensity which represented a detection performance of 84% 

correct (this signal intensity was determined in a cued, fixed-frequency condition 

prior to the experiment for each subject, as described in Section 2.2.3). In this 

experiment, a 1000-Hz auditory cue was presented on every trial, set at 12 dB above 

the intensity of the to-be-detected signals. The cue was followed by either a 1000-Hz 

target or one of four probe frequencies (840, 920, 1080, or 1160 Hz). Targets were 

presented with a probability of 0.75, and probes with a probability of 0.25; each of 

the four probe frequencies was equally likely to be selected (probability of 0.0625 

each). Figure 3.5 illustrates the features of each trial in Experiment 1.

Figure 3.5. Features of each trial in Experiment 1. On 100% of trials, the auditory cue was set 
at 1000 Hz. On 75% of trials, a 1000-Hz target (green) was presented, whilst on the remaining 
trials, a probe (pink) was presented at 840, 920, 1080 or 1160 Hz, each with a likelihood of 
6.25%. On each trial, the to-be-detected signal was placed in one observation interval, each 
with an equal likelihood (50%) of containing the signal.
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Four subjects (MT, AG, RO and RH) completed a minimum of 15 blocks of 105 

trials, until about 60 observations had been made for each of the probe frequencies 

(corresponding to about 1,200 observations of the target, and a total of about 1,500 

trials for each subject). Results for each subject, as well as an average of all four 

subjects, are displayed in Figure 3.6. 

The average result shows that detection performance was best at the target frequency 

with about 80% correct, and declined as the probe frequencies deviated from that of 

the target. The detection level of the probes furthest from the target (0.84 and 1.16) 

were about 50-60% correct. These results are also consistent with established 

findings from similar experiments (Greenberg and Larkin 1968, Macmillan and 

Schwartz 1975, Dai et al., 1991; Schlauch and Hafter 1991, Botte, 1995; Wright, 

2005). Some variability can be observed between subjects, however, all subjects 

produced the same basic finding. A similar amount of inter-subject variability for a 

similar task was also observed by Greenberg and Larkin (1968), Dai et al. (1991), 

Botte (1995) and Moore et al. (1996).

This finding has generally been attributed to an attentional focus on the target 

frequency, and a suppression of unexpected (probe) frequencies (Scharf et al., 1987; 

Dai et al., 1991; Schlauch and Hafter, 1991; Botte, 1995; Scharf et al., 1997).
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Average

Individual Subjects’ Results

     MT    AG

     RO    RH 

Figure 3.6. Results from Experiment 1, showing the detection level of a 1000-Hz target and 
four probe frequencies, for individual subjects MT, AG, RO and RH (lower panels) as well as 
the average of all subjects. Each data point is shown with 95% confidence intervals.
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3.2.5 Experiment 2: Random cues with 20% target presentation

Experiment 2 was conducted immediately after Experiment 1 using the same four 

subjects and experimental set-up. All signals were presented at the same signal level 

as that determined prior to the experiments.

Similar to Experiment 1, this experiment measured the detection of signals whose 

frequency was the same as, and different from, the frequency of an auditory cue 

presented on each trial. However, rather than repeating a cue of a fixed frequency, 

this experiment presented a cue of randomly-selected frequency on each trial. 

Schlauch and Hafter (1991) previously measured the detection of targets and probes 

following a randomly-selected cue, however, their experiment presented a matching-

frequency target on the majority of trials. This method did not allow for the 

separation of those effects due to the physical properties of the cue, and those due to 

an expectation of detecting a matching target. Experiment 2 contained cues whose 

frequency was selected at random, however, the frequency of the to-be-detected tone 

was also selected at random, with only 20% of to-be-detected signals of the same 

frequency as the cue. In this way, there is no reason that a cue would encourage the 

listener to expect, or focus on, a matching-frequency target.

The procedure of this experiment was identical to that of Experiment 1 with two 

modifications; (i) instead of a fixed 1000-Hz auditory cue, the cue frequency on each 

trial was selected at random from 840, 920, 1000, 1080, and 1160 Hz, and (ii) the to-

be-detected frequency was determined using a randomly-selected multiple of the cue 

frequency, selected on each trial from 0.84, 0.92, 1.00, 1.08, and 1.16 (these values 

were chosen to match the probe:cue ratios used in the fixed-cue task (Experiment 1) 

such that direct comparison could be made). Each cue frequency and multiplier were 

equally likely to be selected, each with a probability of 0.20. In this way, a total of 25 

different frequency combinations were presented. Figure 3.7 illustrates the features of 

each trial in Experiment 2. 
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Figure 3.7. Features of each trial in Experiment 2. The auditory cue on each trial was presented 
at 840, 920, 1000, 1080 or 1160 Hz, each with a likelihood of 20%. On each trial, a “multiplier” 
was selected from 0.84, 0.92, 1.00, 1.08, and 1.16, each with a likelihood of 20%, and 
multiplied by the cue frequency on the same trial to produce a probe (pink) or target (green) 
frequency. To-be-detected signals were placed in one observation interval, each with an equal 
likelihood (50%) of containing the signal.

Subjects MT, AG, RO and RH completed a minimum of 30 sessions of 105 trials, 

until at least 100 observations had been recorded at each of the frequency 

combinations. This produced a total of about 3,200 trials for each subject. Results for 

each subject, as well as an average of all four subjects, are displayed in Figure 3.8. 

Similar to Experiment 1, the average detection level at the cued frequency was about 

80%-correct, and detection generally declined as the frequency of the to-be-detected 

tone deviated from that of the cue. However, the average detection level of the probes 

furthest from the target (0.84 and 1.16) was about 60-65% correct, which was higher 

than in Experiment 1.

The data recorded in this experiment were also separated for each respective cue 

frequency (840, 920, 1000, 1080 and 1160 Hz). This was performed to determine 

whether there were any frequency-dependent effects, and whether the average result 

for each subject represented five functions of similar appearance. This is illustrated in 

Figure 3.9, with each cue frequency represented by a different colour. These data 

show that each cue tone produced a similar change in detection level with respect to 

the ratio between the cue and probe frequencies. It confirms that the overall filters 

(Figure 3.8) are produced by the average of five filters (measured at different 

frequencies) of comparable width and depth.
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Average

 

Individual Subjects’ Results

     MT   AG 

     RO   RH 

Figure 3.8. Results from Experiment 2, showing the detection level of five [probe:cue] frequency 
ratios for individual subjects MT, AG, RO and RH, and the average of all subjects. Each data 
point represents approximately 600 trials for individuals, or 2,400 trials for the average, and is 
shown with 95% confidence intervals.
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Average

                 

Individual Subjects’ Results

MT AG  

RO RH    

Figure 3.9. Results from Experiment 2, showing the detection level of five [probe:cue] 
frequency ratios for the five different cue frequencies (each shown in a different colour), for 
individual subjects MT, AG, RO and RH, and the average of all subjects.
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3.2.6 Experiment 3: No cues, and random cues with 100% target presentation

The next experiment in this series was a comparison of detection performance 

between a condition containing randomly-selected signals without cues, and a second 

condition containing the same randomly-selected signals, each preceded by a same-

frequency cue19 . This experiment was performed to provide a basis of comparison 

with the previous two experiments, in order to isolate the contribution to the 

attentional filter produced by (i) the simple presentation of an auditory cue, and (ii) 

the expectation of detecting a matching target.

Experiment 3 was divided into two conditions. In the first, each trial contained one of 

five frequencies selected at random from the set 840, 920, 1000, 1080, and 1160 Hz; 

these were presented alone and were not preceded by an auditory cue. On every trial, 

each frequency was equally likely to be selected (probability of 0.20). The second 

condition contained frequencies from the same set, also selected at random, but each 

was preceded by an auditory cue of matching frequency. Features of these two 

conditions are shown in Figure 3.10.

Testing sessions alternated between these two conditions, with four subjects (MT, 

AG, RO, RH) each completing at least four sessions of 105 trials in each condition. 

In this way, each subject completed about 500 trials in each condition, or a total of 

1,000 trials. 

19 In the condition without cues, the subject is unaware of the frequency of the to-be-detected tone on 
each trial, and thus the uncued condition may also be referred to as frequency-uncertain listening. In 
the condition containing cues, the listener is informed the frequency of the to-be-detected tone, thus 
the cued condition may also be referred to as “frequency-certain” listening (1.2.2). 
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 Uncued   

    Cued   

Figure 3.10. Features of each trial in Experiment 3.

Top panel: The frequency uncertain condition. No cues were presented. On each trial, the 
frequency of the to-be-detected signal was selected from 840, 920, 1000, 1080 or 1160 Hz, 
each with a likelihood of 20%.

Bottom panel: A frequency certain condition, with a moving target. Cues were presented on 
every trial selected from 840, 920, 1000, 1080 or 1160 Hz, each with a likelihood of 20%. On 
each trial, a target (whose frequency was the same as the cue) was presented.

Results for Experiment 3 are displayed in Figure 3.11. The main feature of the results 

is that average detection of the cued tones was consistently greater than the detection 

of the uncued tones. The averaged data show a ~15% difference between the 

detection (across all five frequencies) in the uncued and cued conditions. The overall 

effect of a cue was found to be significant (F(1,3) = 50.20, p < 0.01). This finding is 

consistent with analogous research which has compared detection levels under 

frequency certain, and frequency uncertain conditions (Creelman, 1960; Green, 1961, 

Scharf et al., 2007). 

In all subjects, detection performance in both cued and uncued conditions varied 

slightly across the frequency range, however, neither the overall effect of frequency 

(F(4,12) = 0.90, p > 0.05) nor the interaction between cue and frequency (F(4,12) = 

0.91, p > 0.05) approached significance. 
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Average (Binaural) 

Individual Subjects’ Results

    MT    AG      

   RO    RH    

 

  

Figure 3.11 Results from Experiment 3 for four subjects (MT, AG, RO and RH), 
conducted in binaural conditions. The results for individual subjects (bottom) as well as 
the average results for all four subjects (top) are shown, displaying the detection level 
of tones presented at random without cues (●), and the same tones preceded by a cue 
of matching frequency (). Each data point is shown with 95% confidence intervals, 
and represents ~100 trials for the individual subjects, and ~400 trials for the average.
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3.2.7 Experiment 4: No cues, and random cues with 100% target presentation, 

binaural and monaural comparison

All experiments performed thus far contained diotic tones and noise, presented at 

equal intensity to each ear. In this experiment, seven subjects (GA, SU, TH, VI, AD, 

MA and MI20) performed a listening task identical to Experiment 3 in both binaural 

and monaural (one ear only) conditions. This experiment was performed for two 

reasons: (i) to make comparison with previous research which was also conducted 

monaurally (Scharf et al., 1993; 1997), and (ii) to investigate the possible impact of 

crossed neural pathways on tone-in-noise detection, in particular, the MOCS and 

LOCS, whose fibres project predominantly contralaterally and ipsilaterally 

respectively (1.3.2.1).

In the monaural condition, noise and signals were presented only to the left ear (TH, 

VI, AD and MA) or the right ear (SU, GA, and MI). All other variables remained 

unchanged. Each subject completed six sessions (total of 1,260 trials) in the binaural 

condition, before the same number of trials were completed in the monaural 

condition. The average results for this experiment are displayed in Figure 3.12, for 

both binaural and monaural conditions.

        Binaural           Monaural

     
Figure 3.12 Average results from Experiment 4 for seven subjects (GA, SU, TH, VI, 
AD, MA and MI), conducted in both binaural and monaural conditions. Each data point 
is shown with 95% confidence intervals, and represents ~900 trials.

In both cases (binaural and monaural), the overall effect of a cue was found to be 

20 The  majority of testing in this experiment was performed by GA, SU, TH and VI, as described in 
the Statement of Candidate Contribution (page iii) at the beginning of this thesis. These subjects did 
not participate in any other psychophysical experiments.
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significant (F(1,6) = 40.06, p < 0.01; and F(1,6) = 56.44, p < 0.01 respectively). This 

confirms the earlier finding of Experiment 3. There also appears to be a slightly 

greater effect of a cue in the binaural condition, and a quantitative comparison 

between these conditions is performed in Section 3.2.13.

Statistical analysis also revealed a significant effect of frequency in the binaural 

condition (F(4,24) = 10.37, p < 0.01), implying that signals of certain frequencies 

were detected at a higher level than others. In addition, a significant cue-frequency 

interaction was found in the monaural condition (F(4,24) = 2.99, p < 0.05), indicating 

that, in this condition, the effect of a cue was greater at certain frequencies than 

others. The reasons for these effects are unknown. However, the potential impact of 

frequency on detection and the effect of cuing, and a possible relationship between 

these effects and a physiological mechanism, are discussed in later sections (5.3, 

6.2.1.2).

3.2.8 Experiment 5: Fixed cue with 100% target presentation

Subjects MT, AG, RO and RH completed one block (105 trials) in which a fixed-

frequency 1000-Hz cue was always followed by a 1000-Hz target (Figure 3.13). This 

was performed for two reasons; (i) to determine if the detection performance for a 

fixed-frequency target had remained stable over the course of the experiments, and 

(ii) to compare the result to the target detection levels as observed in the previous 

experiments.

Figure 3.13. Features of each trial in the fixed cue with 100% target experiment.

The average performance in this task was 79% (range 65% to 86%), which was 

slightly less than established by the initial level setting task (84%). This decline is 

consistent with a gradual decline in target detection after several thousand trials, as 

observed by Greenberg and Larkin (1968). The reason for this is not known. 
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However, it should be pointed out that these possible “long-term effects” do not 

directly effect the conclusions drawn from these experiments. This is because all 

effects described in this chapter are derived from the comparison of two conditions 

which are “interleaved” throughout each session, with each condition lasting several 

minutes. In contrast, the gradual decline described by Greenberg and Larkin (1968) 

occurred over weeks or months. The possible impact of longer term effects is 

discussed in a later section (6.3.2.1).

A quantitative comparison of the performance level of this task with that of the 

previous experiments is provided in Section 3.2.11.

3.2.9 Experiment 6. Psychometric slope comparison

Experiments 6 and 7 measured psychometric functions, in order to convert the data 

from Experiments 1-5 from percentage correct to dB. The method used to measure 

psychometric functions is described in detail in Section 2.2.3.2. However, before a 

conversion could take place for the present results (Experiments 1-4), it needed to be 

established that the slopes of the psychometric functions were equivalent in the 

different listening conditions. The reasons for this are discussed in the introduction to 

this chapter (3.1). 

A psychometric function was measured using the same set-up as the Experiments 1-4 

under two conditions. The first condition contained tones of a fixed frequency 

(frequency-certainty), and the second contained tones of a randomly-selected 

frequency (frequency-uncertainty). In the frequency-certain condition, all signals 

were presented at 1000 Hz, while in the frequency-uncertain condition, frequencies 

were selected at random from 840, 920, 1000, 1080 and 1160 Hz, each with an equal 

likelihood (0.20). Frequencies were selected independently of the intensities, which 

were always selected at random (in both conditions, seven intensities were chosen to 

measure performance ranging from about 50% (chance detection) to about 90% 

(nearly always detected)). Cues were not presented in either condition.

Since an approximate 3-dB decrease in detection would be expected in the 

frequency-uncertain condition (Green et al., 1961; Dai et al., 1991; Dai, 1994), the 

intensities in this condition were increased in order to span the same detection levels 

(50% correct to 90% correct). To estimate the appropriate intensities for the tones in 
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the uncertain condition, a fixed intensity value was added to each of the seven 

original intensities (determined prior to testing). This amount was determined by 

measuring one block of trials during frequency-uncertainty using the original 

intensities, and estimating the effective intensity shift from the resulting function.

Three subjects (MT, DP and JN) performed at least five blocks of 105 trials for each 

condition, totalling about 1,000 trials each. For the condition containing randomly-

selected frequencies (uncertainty), the data recorded at each intensity were pooled for 

multiple frequencies. In this way, a single psychometric function could  be produced 

for both frequency-certain and frequency-uncertain conditions. Each subject’s 

individual results are shown in Figure 3.14, with the curve of best fit shown for the 

average of all three subjects. Some variation can be seen, but all subjects generally 

showed an increasing detection for tones of higher intensity. The curve in the 

frequency-uncertain condition was shifted about 2-dB to the right, which is slightly 

less than expected (3-dB). 

   Frequency certain          Frequency uncertain

   Hillslope (h) = 0.237          Hillslope (h) = 0.217

      

   Intensity (dBA)           Intensity (dBA)

Figure 3.14. Comparison of slopes of psychometric functions for frequency-certain (left), and 

frequency-uncertain (right) conditions. 

The important finding in this experiment is that the slopes of both functions, given by 

the hillslope (h) values shown in Figure 3.14, did not largely differ. Due to a small 

number of subjects, statistical analysis was not performed. Nonetheless, this finding 

is consistent with that of Green (1961), Dai et al., (1991) and Dai (1994) who all 

found similar slopes of psychometric functions for tones of expected or unexpected 

frequency. Accordingly, the conversion of detection performance in the different 
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listening conditions to equivalent signal level in dB is justified.

3.2.10 Experiment 7: Cued and uncued psychometric functions

This experiment was performed to investigate the effect of a fixed-frequency 

auditory cue presented on every trial, if 100% of the to-be-detected tones were at the 

same frequency as the cue. Cues presented in this manner would not affect frequency 

certainty, thus any change in detection can be attributed to the physical properties of 

the cue itself. 

To measure this effect, psychometric functions were recorded for eight subjects (MT, 

AG, RO, RH, EC, NT, LC, and GW) at a fixed frequency, in both cued and uncued 

conditions. For the cued condition, a 1000-Hz auditory cue was fixed 12 dB above 

the signal level on each trial, whereas the uncued condition did not contain any 

auditory cues. In both conditions, seven intensities were chosen to measure 

performance ranging from about 50% (chance detection) to about 90% (nearly 

always detected). These seven intensities were consistent for all subjects, so that the 

data could be pooled. Sessions alternated between 105-trial blocks in each condition, 

until at least four blocks had been completed for each.

Figure 3.15 shows the pooled data for all eight subjects, for both the cued (green) and 

uncued (red) conditions. A best-fit sigmoidal dose-response curve was constructed 

according to Equation 2 (2.2.3.2), which is also shown for both conditions. As can be 

seen, both functions are of similar slope with a left-shift for the cued condition. This 

shows that a small improvement in detection can be directly attributed to the 

presence of the acoustic cue.

 

Figure 3.15. Composite psychometric function, 

containing all eight subjects’ pooled data. The 

condition containing cues is displayed in green, and 

the condition without cues is displayed in red. All 

data points are shown with 95% C.I.
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The amount by which a cue improved detection can be determined by calculating a 

“dB shift”, defined as the difference in intensity at the midpoint (75% correct) of the 

cued and uncued psychometric function. This is justified because the slopes in the 

two conditions (cued and uncued) do not differ. The dB shift for each subject ranged 

from -0.2 to 4.2 dB, with an average of 1.4 dB (Figure 3.16). A single-sample t-test 

revealed that this shift was significantly non-zero  ( t (7) = 2.81, p < 0.05).

                        

Figure 3.16. The dB shift for each subject ( ), 

shown with the overall mean (-----). 
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3.2.11 Conversion from percentage correct to dB

The next step was to convert the functions obtained in Experiments 1-5 from 

detection level (percentage correct) to an effective change of signal intensity (dB). 

This was calculated with Equation 3 (2.2.3.2) using the best-fit values for each 

subject’s uncued psychometric function (Experiment 7). In this way, every 

percentage correct score was converted to its equivalent dB value.

The uncued condition in Experiment 3 was designated to serve as a “baseline” 

reference level representing a 0-dB change in sensitivity, because signal detection in 

this condition was unaffected by immediately prior stimulation or by expectation of a 

particular frequency. For each subject, the difference between the effective signal 

intensity (dB) in the uncued condition (Experiment 3) and conditions containing cues 

(Experiments 1-4) was calculated for each tested frequency.

The average of all subjects’ converted data is displayed in Figure 3.17. This figure 

shows that repeated presentation of a fixed auditory cue (open symbols) generated an 

average 2.9 dB increase of effective signal intensity at the target frequency and an 

average effective attenuation of 3.4 dB (range 2.6 to 4.7 dB) at the most deviant 

probe frequencies (840 and 1160 Hz). Presentation of a randomly selected auditory 

cue (closed symbols) generated an average 3.4 dB increase of effective signal 

intensity at the target frequency, which was similar to that observed for the fixed-cue 

frequency cue (2.9 dB), but with no evidence of suppression at any frequency. 

Figure 3.17. Average results from the fixed-cue task (Experiment 1) () and the random-cue task 

(Experiment 2) (●), relative to performance in the uncued task (----), converted to dB.
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3.2.12 Cue-evoked enhancement 

Prior to this thesis, an increased detection performance associated with cuing has 

generally been attributed to a reduction in frequency uncertainty (Schlauch and 

Hafter, 1991; Hübner and Hafter, 1995; Scharf et al., 2007). The present results do 

not entirely support this view, since an auditory cue provided a detection benefit at 

the cue frequency whether or not it reduced frequency uncertainty (further discussed 

in Section 3.3). Accordingly, for the purpose of this thesis, the word “enhancement” 

is used to describe an increased ability to detect a tone in noise relative to conditions 

in which neither a cue nor a change in probability of occurrence of a particular 

frequency is present.

Figure 3.18 shows the average enhancement evoked by an auditory cue for subjects 

MT, AG, RO and RH. Despite the large variability between subjects, the overall 

mean for each experiment is consistently ~3 dB. A one-way ANOVA revealed no 

significant difference between the enhancement measured in any of the experiments 

(F(3,12) = 0.20, p > 0.05). This result shows that the auditory cue itself produces 

about 3-dB enhancement at the cued frequency whether or not the cue is followed by 

a high proportion of matching targets.

    Experiment  

Figure 3.18. Enhancement of a signal-in-noise following a cue of the same frequency, for subjects 

MT, AG, RO and RH ( ), and the overall mean (----), for Experiments 1, 2, 3, and 5.
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3.2.13 Enhancement in binaural and monaural conditions (dB)

Psychometric functions were not obtained for the seven subjects tested in Experiment 

4 (GA, SU, TH, VI, AD, MA and MI). For these subjects, detection performance was 

transformed into effective signal gain using the average uncued psychometric 

function derived from the data obtained in Section 3.2.4, and Equation 3. Using this 

method, an enhancement (dB) was calculated for each subject in both binaural and 

monaural conditions (Figure 3.19).

In the binaural condition, subjects exhibited an average 4.0 dB (range 1.5 - 6.5 dB) 

enhancement following a cue at the same frequency. In the monaural condition, the 

average enhancement (dB) observed for the same seven subjects was 2.8 dB (range 

0.9 - 3.9). However, the average enhancement measured in the monaural condition 

was ~1 dB less than that determined for the same subjects in the binaural condition. 

A paired-sample t-test revealed this difference as being non-significant ( t (6) = 1.88, p 

> 0.05), however, due to the large variance (which also appears to differ between 

conditions), small sample size, and potentially small magnitude of effect, a real 

difference between the two conditions can not be ruled out. This is discussed in the 

next section (3.3).

     

Figure 3.19. Enhancement of a signal-in-noise 

following a cue of the same frequency, for 

subjects GA, SU, TH, VI, AD, MA and MI ( ), 

and the overall mean (----) for binaural and 

monaural conditions (Experiment 4).
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3.3 Discussion

 In the literature, an increase in target detection following an auditory cue is thought 

to be the result of a reduction in frequency uncertainty (Creelman, 1960; Green, 

1961; Scharf et al., 2007). This interpretation implies that frequency uncertainty is 

accompanied by a constant suppressive effect at all frequencies, which is selectively 

switched off, or “released”, shortly after a cue which reduces or eliminates frequency 

uncertainty. This interpretation has also been adopted by researchers attempting to 

link the function of the descending auditory pathways to the detection of unexpected 

tones (Scharf et al., 1994; 1997). However, as discussed in the introduction to this 

chapter (paragraph 2), this interpretation is not supported by a known physiological 

mechanism, and it contrasts with several known features of the descending auditory 

pathways, in particular, the MOCS. The present results show that changes in 

detection following an auditory cue are due to both enhanced target detection and 

suppressed probe detection, and the emergence of either effect is dependent on the 

manner in which the stimuli are presented. In light of this, enhancement and 

suppression are treated as independent mechanisms, and as such, are discussed here 

in turn.

In the current experiments, an auditory cue provided a detection benefit at the same 

frequency of the cue, whether or not the cue changed the level of certainty of the to-

be-detected signal (3.2.12). The results from Experiment 7 (cued and uncued 

psychometric functions) show an average effective 1.4 dB increase in detection 

following an auditory cue. During this experiment, there was no change in frequency 

certainty on any trial (only 1000-Hz tones were used), therefore any increase in 

detection can only be interpreted as an enhancement due to the cue itself. In 

Experiment 2, the presentation of an uninformative auditory cue of unpredictable 

frequency (which was matched with a target on only 20% of trials), resulted in an 

average ~3 dB detection advantage at the cued frequency. Since the auditory cues in 

this experiment did not reliably indicate the target frequency, the change in detection 

level observed in this experiment also can not be attributed to a reduction of 

uncertainty. In other words, it may be said that the auditory cue, and not necessarily 
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its frequency-information content21, implicitly increases the detection of a subsequent 

tone of the same frequency. This interpretation, however, is based on the assumption 

that subjects did in fact treat the randomly-selected cue as uninformative. This is not 

necessarily the case, and it has been previously observed that some subjects assign 

significance to features of an experiment which were indeed random and 

uninformative (Wright and Saberi, 1999). Therefore, in Experiment 2, while there 

was no obvious reason for subjects to “listen for” a tone of matching frequency, the 

possibility can not be ruled out.

In contrast to enhancement, probes whose detection level was less than in an uncued, 

frequency-uncertain condition, were deemed to be suppressed. Suppression was 

shown to occur only after repeated presentations of a fixed-frequency cue with a 75% 

likelihood of target presentation, and was greatest at frequencies most distant from 

the target (Figure 3.17). Thus, this suppression is thought to be the result of 

attentional focus on an expected frequency, affecting only those frequencies not 

expected. Similar findings have been previously interpreted in a similar way (Dai et 

al., 1991; Botte, 1995; Scharf et al., 1997; Hafter and Saberi, 2001). Several of these 

researchers have also converted the obtained attentional filter (the function describing 

the detection of targets and probes) from percentage correct to effective stimulus 

intensity in dB. Estimates of the average difference in detection performance from 

the maximum (at the target) to the minimum (at the most distant probe), or “filter 

depth”, from these studies range from 3 to 7 dB. The variation between these 

estimates is due largely to the different ranges of frequency ratios tested. In 

comparison, the average filter depth presented in Section 3.2.11 was 6.2 dB, which is 

consistent with the literature. 

However, previous researchers have generally attributed the depth of the attentional 

filter purely to a suppressive mechanism. This interpretation is not consistent with the 

current findings, which have identified a cue-evoked component of the attentional 

filter due to an enhancement mechanism. Previously, the detection level of targets 

(usually about 85% correct) was generally assumed to represent a zero-reference, or 

baseline condition, to which the detection of probes can be compared to reveal 

suppression. However, according to the findings of this chapter, the signal intensity 

21 The amount of enhancement due specifically to the frequency information associated with a cue is 
investigated in Chapter 4. 
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which yields the 85% target detection level would only do so in a repeated fixed-

frequency, or matching-cue, condition. If either of these features are changed, the 

detection performance will decline. Accordingly, during a probe-signal task, the 

presentation of probes at the same signal intensity as the target will always result in 

relatively less successful detection of the probes, since probes are not cued by a tone 

of matching frequency, and appear relatively infrequently. However, the current 

results have shown that the actual detection level of probes is not affected by cuing 

alone, because in conditions with equivalent frequency uncertainty (Experiment 2 

and the uncued component of Experiment 3), the actual detection of probe tones 

remained unaffected whether a cue tone was present or not. It would therefore be 

incorrect to assume that a relative decline in probe detection (compared to target 

detection) implies that the actual detection level of probes is suppressed, nor that the 

entire depth of filter is the result of this suppression. It is thus plausible that 

attentional filters previously described as resulting from probe suppression, also 

contained an enhanced component.

The attentional filter measured in Experiment 1 was measured using a fixed-

frequency cue. However, an attentional filter of similar depth has also been measured 

following cues of a randomly-selected frequency, followed by a high proportion of 

matching targets (Schlauch and Hafter, 1991). In contrast, the experiment in the 

current series which presented randomly selected cues (Experiment 2) did not contain 

a high proportion of matching cue-target pairs, and did not reveal any suppression. 

These findings suggest that the suppression of probes only occurs during a condition 

in which the listener forms an expectation of a target frequency (such as a condition 

containing a high proportion of matching cue-target pairs), and is not necessarily a 

consequence of an auditory cue. Experiment 2 also used a narrower frequency range 

than that in Schlauch and Hafter’s random-cue condition, a feature which may have 

supported better probe detection. Nonetheless, the current data revealed that probe 

detection (following an uninformative cue) was the same as that in the uncued 

condition over the same frequency range, indicating that the cue itself did not 

suppress non-cue frequencies. Furthermore, even in the frequency range used by 

Schlauch and Hafter (1991), the maximum enhancement effect provided by a cue that 

eliminated frequency uncertainty would not have exceeded 3-4 dB (Green, 1961; 

Scharf, 2007) (3-4 dB represents the maximum effective difference between 
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frequency-certain, and frequency-uncertain conditions). This amount does not 

account for entire depth of the attentional filter as observed by Schlauch and Hafter 

(1991). This is consistent with the current hypothesis; that an additional suppression 

of these probes resulted from the expectation of the target. That is, a high probability 

of a cue-target match creates a listening condition in which non-target signals are 

suppressed.

The extent to which different listening strategies might have been adopted in each 

condition, and the implications for the interpretation of the results, should be 

considered. A high probability of a cue-target match is assumed to induce an 

expectation of a target of a certain frequency. For a fixed-frequency target, this 

expectation has been previously thought to create a narrow listening strategy such 

that listeners attend to a narrow frequency band (Penner, 1972; Scharf et al., 1987), 

whereas conditions in which target frequency is uncertain are thought to create a 

broad listening strategy such that listeners attend to a wide frequency band (Tanner et 

al., 1956; Green, 1961; Hübner, 1993). In the current random-cue and no-cue 

conditions (Experiment 2 and Experiment 3 respectively), signal frequency was 

equally unpredictable. Accordingly, it is likely that listeners adopted a broad listening 

strategy in both of these conditions, and comparison of performance in these two 

conditions would therefore not be affected by listening strategy. This comparison 

showed an effective 3-dB increase in detection of a target (i.e., a signal whose 

frequency matched the cue) and no measurable change in detection of a probe (i.e., a 

signal whose frequency did not match the cue). In contrast, the current fixed-cue 

condition (Experiment 1) is likely to have created a narrow listening strategy. 

Accordingly, comparison of performance in this condition with that in the no-cue 

condition will reflect, at least in part, the effect of different listening strategies. As 

shown in Figure 3.17, this comparison revealed an effective 3-dB increase in 

detection of the target and an effective 3-dB decrease in detection of deviant probe 

tones in the fixed-cue condition. The 3-dB increase in target detection is 

approximately the same magnitude as that observed in the random-cue condition and 

thus is likely to result from the same rapidly-acting, cue-evoked process. The 

decreased detection of deviant probe frequencies in the fixed-cue condition relative 

to the no-cue condition might be an effect of listening strategy. That is, the 

suppression of frequencies that are unexpected may be a characteristic of a narrow 

listening strategy.
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Let us now consider the physiological mechanism which may enhance detection. The 

present results have shown an increase in tone-in-noise detection following an 

auditory cue, which is largest at the same frequency as the cue. This finding suggests 

that a cue tone presented in background noise effectively increases the signal-to-

noise ratio at the cued frequency. This effect can be explained by antimasking, a 

process in which the auditory system’s response to background noise is reduced, thus 

“releasing” a signal from the noise by which it is masked (1.3.2.2v).  Experiments in 

animals (Winslow and Sachs, 1987; Kawase and Liberman, 1993; Kawase et al., 

1993) and humans (Kawase and Takasaki, 1995) have shown that activation of the 

MOCS provides an antimasking effect. The MOCS has been implicated in signal 

detection, due to a correlation between MOCS function and several tone-in-noise 

detection tasks (Micheyl et al., 1995; Micheyl and Collet, 1996). Physiological and 

anatomical evidence also supports the notion of a frequency-specific action of the 

auditory efferent fibers on cochlear function (1.3.2.2ii). Several behavioural studies 

in animals have also revealed that stimulation of the OCB improves performance in 

listening-in-noise tasks, such as speech recognition, sound localisation, and intensity 

discrimination (1.3.2.2ii).

As previously discussed, the auditory efferent pathways have been implicated in the 

detection of unexpected tones during a probe-signal task in humans (Scharf et al., 

1994; 1997). From these reports, ears for which the OCB had been lesioned showed 

an attentional filter with an average depth of about 15%-correct less than those ears 

for which the OCB was intact (1.3.2.2v, Figure 1.12). This 15%-correct decline in 

detection performance corresponds to about a 2-3 dB relative decrease in effective 

stimulus intensity (using a value of 7 %-correct/dB (Green and Swets, 1966)). Scharf 

et al. (1997) regarded the attentional filter to result only from suppression of probe 

tones, and thus argued that sectioning the OCB reduced the filter depth due to a loss 

of probe suppression. However, as discussed, this hypothesis is not supported by the 

known physiology of the auditory efferent pathways, and it does not explain all of the 

current results. The alternative hypothesis proposed in this thesis is that MOC 

activation produces an antimasking effect for a frequency band centred at the target. 

Probes, which would receive less or no antimasking, would therefore experience a 

relatively higher masking level than the target. In the case of OCB-lesioned ears 

(such as those in Scharf et al.’s reports), this antimasking would thus not be present 
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at the cued frequency. That is, the enhancement component of the attentional filter 

would be lost. As a result, matching targets would receive the same effective 

masking level as the probe tones, resulting in a shallower filter relative to ears with 

an intact OCB. Therefore, the MOC-antimasking hypothesis potentially explains the 

shallower attentional filter observed in neurectomy patients. 

The antimasking hypothesis suggests a better detection of tones in noise (masked 

threshold) for individuals with an intact OCB. However, this was not found by Scharf 

et al. (1993, 1997), whose results revealed no significant difference in masked 

thresholds for OCB-intact and OCB-lesioned ears. This being said, there are several 

differences between the masked threshold experiment performed by Scharf et al., and 

the current experiments in which MOC-evoked antimasking is hypothesised to occur. 

Firstly, a masked threshold task contains a single fixed frequency whose intensity 

varies throughout the experiment, whereas the intensities in the current experiments 

were all fixed. Secondly, the masked threshold task did not contain auditory cues. 

Therefore, a cue-evoked effect, such as that provided by an acoustic reflex to the 

cochlea, would not have been detected in a comparison of masked thresholds. A third 

difference between Scharf’s experiments and the current experiments is that Scharf’s 

attentional filters were obtained under monaural listening conditions, whereas the 

current filters were measured using binaural noise and tones. This difference may 

affect the comparison of the present results to those reported by Scharf et al., since 

binaural stimuli has been previously shown to enhance olivocochlear effects in a 

process known as binaural facilitation (Brown et al., 1998). This issue was partially 

addressed by Experiment 4, which measured the detection benefit associated with an 

auditory cue, in both binaural and monaural conditions (3.2.7, 3.2.13). This 

comparison revealed a small (about 25%) although statistically insignificant decline 

in cue-evoked enhancement in the monaural condition (Figure 3.19). Despite the lack 

of statistical significance (which may be due to a small magnitude of effect, a large 

variation of results, or a low number of subjects) this finding can nonetheless be 

considered with respect to the antimasking hypothesis, and the physiology of the 

MOCS. The MOCS responds to sound via the MOCS reflex, which is predominantly 

ipsilateral (consisting mainly of contralateral MOC neurons) (1.3.2.2ii) (Figure 3.20). 

If this reflex produces an effect at the OHCs, it follows that the net effect would be of 

greater magnitude in binaural conditions than in monaural conditions. 
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     Monaural           Binaural

   

Figure 3.20. Comparison of MOC reflex strength for one cochlea, in monaural and binaural 

conditions. The ascending pathways are not shown in this diagram (previously illustrated in 

Figure 1.10). For the descending pathways (red), a greater neuronal population is represented by 

a thicker line.

In this section (3.3), it has been argued that the OCB (specifically, the MOCS) plays 

a role in suppressing the auditory system’s response to background noise. However, 

this mechanism does not explain the suppression of probe tones (3.2.11), and thus 

does not account for the entire depth of the attentional filter. The present findings 

indicate that probe suppression is a relatively long-term consequence of a task which 

induces the expectation of a target. This implicates suppression as being the outcome 

of a higher-order process, such as that involving auditory memory, learning, pattern 

recognition, attentional focus and listening strategy. However, the physiological 

mechanism by which suppression is evoked remains unknown. The role of higher-

order processing is discussed in more detail in the next chapter (4.3).

In summary, it can be concluded that a maximum ~3 dB enhancement occurs rapidly 

following auditory cuing, whether the target is predictable from the history of 

stimulus presentations or not. The olivocochlear system remains a possible candidate 

for enhancing the signal-to-noise ratio via the suppression of noise (antimasking), 

leading to an increase in tone-in-noise detection. The present hypothesis is that, 

following the presentation of a tone in noise, the auditory system’s response to the 

noise in the same frequency region as the tone is reduced, thereby enhancing the 

detection of the tone. However, it seems that a ~3 dB enhancement “ceiling” can not 

be exceeded, which may represent a hard limit of the auditory system’s signal-to-

noise improvement capability. The mechanism which causes the suppression of 

unexpected tones remains uncertain.
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Chapter 4

Cuing with visual stimuli, 
using musicians with 

absolute or relative pitch
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4.1 Introduction

The previous chapter has identified changes in tone-in-noise detection that result 

from either the physical properties of acoustic cues, or the expectation of a tone of a 

certain frequency. Those effects due to the acoustic properties of the cue have been 

isolated by measuring detection following a randomly-selected cue which did not 

encourage an expectation of a matching target. These (uninformative) cues were 

shown to enhance the detection of a subsequent matching tone by ~3 dB (3.2.10). 

Detection levels were also measured following randomly-selected acoustic cues 

which did encourage an expectation of a matching target. These (informative) cues 

were shown to enhance the detection of a subsequent matching tone by an equivalent 

~3 dB (3.2.11). However, the experiments of the previous chapter, as well as the 

majority of previous studies, have only utilised acoustic cues at the target frequency, 

which makes it difficult to entirely separate those effects due to a cue’s information 

content from those due to its acoustic properties.

In a brief report, Hafter and Schlauch (1989) questioned whether the expectation of a 

target frequency (which differed on each trial) could be induced without presenting 

auditory cues at the same frequency. They described a modified probe-signal 

procedure which contained an auditory cue on every trial, and a target (presented on 

the majority of trials) whose frequency was set at a fixed multiple of the cue 

frequency. The rationale for this procedure was that repeated exposure to the same 

melodic interval (between the cue and target) would lead to an expectation of the 

target, albeit different in frequency to that of the cue. Results from their experiments 

supported the hypothesis that the establishment of an attentional filter does not 

require repetition of a fixed frequency, nor prior cuing at the same frequency. Hafter 

and Schlauch’s (1989) findings implicated higher-order processing, specifically that 

which involved the computation of musical intervals, which the authors described as 

being consistent with a top-down control mechanism.

Confirmation of a higher-order control of attentional filters was provided by Hafter et 

al. (1993). Similar to the previous experiments of Hafter and Schlauch (1989), their 

experiment was designed to determine whether an attentional filter could be created 
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at frequencies not directly stimulated by an auditory cue. They employed a probe-

signal procedure under two different conditions, one containing “iconic” auditory 

cues and the other with “relative” auditory cues. In the iconic condition, each trial 

contained a randomly selected cue, following which 74% of trials contained a 

matching target. This condition produced a result equivalent to previously-attained 

attentional filters (e.g. Schlauch and Hafter, 1991). The second condition also had 

randomly selected cues, however the listener was repeatedly exposed to a target 

which, on 74% of trials, differed from the cue by a frequency ratio of 3/2, an easily 

recognisable melodic interval (perfect 5th). In this condition, the authors predicted 

that the listener would develop a strategy to detect the target, even though the target 

was not the same frequency as the auditory cue. As predicted, the relative cue did 

produce a detection benefit at the target, although on average it produced a slightly 

lower target detection level (approximately 1.7 dB22) and a broader filter bandwidth 

compared to that in the iconic cue condition. To explain the properties of the 

attentional filter that was not stimulated directly, Hafter et al. (1993) proposed two 

possible mechanisms, both of which have been previously described in this thesis. 

The first was that subjects simultaneously combined the outputs of multiple auditory 

filters in the vicinity of the target (1.2.2), which were created using a cognitive 

process (knowledge of a musical relationship). The second possibility was that the 

“location” of a single filter, although under cognitive control, was slightly misplaced 

on a trial-by-trial basis resulting in an apparently broader filter (1.3.2.2vi). However, 

there is another possibility which can explain this finding. Detection of the target in 

the iconic-cue condition may have been enhanced due to an antimasking mechanism 

operating only at the cued frequency. Such an enhancement would not operate in the 

relative cue condition, since the frequency of the cue was different to that of the 

target. The effective difference in target detection between the two conditions 

(iconic-cue and relative-cue) is consistent with the amount of enhancement identified 

in the previous chapter (3.2.9) to result purely from the acoustic properties of a cue 

(1-2 dB). 

Although the experiments of Hafter and Schlauch (1989) and Hafter et al. (1993)  

showed that successful cuing does not require an acoustic cue of the same frequency 

as the target, the procedures still do not allow for the complete separation of effects 

due to the acoustic properties of a cue from those due to its information content. A 
22 Converted from %-correct to dB using the average psychometric function in Section 3.2.8.
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novel way of eliminating the effects of auditory cuing is to replace the auditory cues 

with visual cues which represent the frequency of a target for musically-trained 

subjects who possess absolute pitch23 . Using these subjects, Plamondon and Hafter 

(1990) found that visual cues representing a musical note produced a similar change 

in detection compared to auditory cues of the same frequency. The visual cues were 

thought to reference a neural “template”, stored in the memory of subjects with 

absolute pitch, representing the frequency of a musical note. Their brief report, 

however, did not make quantitative comparison between these conditions, nor were 

the findings discussed in relation to a potential cochlear mechanism.

The aim of the experiments in this chapter was to measure a change in detection 

attributable to the information content of a cue separate from its acoustic properties. 

This was performed by presenting non-auditory cues which informed subjects of the 

frequency of the to-be-detected tone. In this way, an effective change in stimulus 

intensity could be measured specifically for a reduction in frequency uncertainty or 

attentional focus on a target. Auditory cues were not presented at any stage during 

this series of experiments. Instead, in the cued condition, each trial contained a visual 

cue representing a musical note, whose frequency always matched that of the target. 

The subjects (highly trained musicians with absolute or relative pitch) were selected 

for their ability to generate a pitch perception of a target based on a representative 

visual stimulus.

23 Absolute pitch, also known as perfect pitch, is defined as “...the ability either to identify the chroma 
(pitch class) of a tone presented in isolation, or to produce a specified pitch without external 
reference.” (Levitin and Rogers, 2005)
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4.2 Methods and Results

4.2.1 Subjects

Six musicians (MT, AG, YL, RC, DH and AE) were tested in this series of 

experiments. None of these subjects reported a known hearing loss or a history of 

hearing difficulty. Two male musicians (MT and AG) had participated in the 

experiments of the previous chapter. The additional four subjects volunteered for 

participation after receiving a document which was distributed to Bachelor of Music 

or Music Education students at the University of Western Australia. This document 

indicated that musicians with absolute pitch were sought for a research project 

(Appendix C). The four new subjects comprised three females and one male, all aged 

between 19 and 23 years. Table 4.1 lists the subjects who completed each 

experiment.

1

-

4

3

2

Exp.

MT, AG.No cues and visual cues with no musical meaning

MT, AG, YL, RC, DH, AE.No cues and visual cues with 100% target 

presentation

4.2.5

AG, RC, AE.Relative pitch assessment

4.2.6

4.2.4

MT, AG, YL, RC, DH, AE.Perfect pitch assessment4.2.3

YL, RC, DH, AEAudiometry4.2.2

SubjectsDescriptionSection

   
Table 4.1 Subjects who participated in the experiments of Chapter 4.

4.2.2 Audiometry

Subjects YL, RC, DH and AE underwent a standard hearing assessment (2.1.2). 

Figure 4.1 shows audiograms for these four subjects. Audiograms for MT and AG 

were previously shown in Section 3.2.2.

All four subjects had air conduction thresholds within normal range (≤ 25 dB HL at 

0.25, 0.5, 1, 2, 4, and 8 kHz). Impedance audiometry revealed bilateral type A 

tympanograms in all subjects, indicating normal middle ear pressure and compliance. 
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These findings are consistent with subjects having normal outer, middle, and inner 

ear structure and function.

YL       RC

DH       AE

Figure 4.1. Audiograms for subjects YL, DH, RC and AE, each subject displaying normal hearing.

4.2.3 Experiment 1. Perfect pitch assessment

Many different tests have been used to verify absolute pitch (e.g., Ward and Burns, 

1982; Zatorre and Beckett, 1989; Wayman et al., 1992). These tests all contain a 

sequence of tone bursts at randomly-selected frequencies, each corresponding to a 

western musical note. Subjects are required to identify the pitch of each note and 

write down a response. This basic paradigm was followed in the current experiments. 

A LabVIEW VI was programmed to present 100 consecutive 500-ms tone bursts of 

randomly selected frequency, each separated by a 5000-ms interval. The frequencies 

were selected from those shown in Table 4.2, which contained consecutive semitones 

(smallest musical interval) spanning two octaves (A4 - A♭6). This frequency range 

was similar to that used in previous tests. 
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A4 440.0
A♯4/B♭4 466.2
B4 493.9
C5 523.3

C♯5/D♭5 554.4
D5 587.3

D♯5/E♭5 622.3
E5 659.3
F5 698.5

F♯5/G♭5 740.0
G5 784.0

G♯5/A♭5 830.6       

A5 880.0
A♯5/B♭5 932.3

B5 987.8
C6 1046.5

C♯6/D♭6 1108.7
D6 1174.7

D♯6/E♭6 1244.5
E6 1318.5
F6 1396.9

F♯6/G♭6 1480.0
G6 1568.0

G♯6/A♭6 1661.2

Table 4.2. Frequencies (Hz) selected from during the absolute-pitch determination task.

All signals were presented in silence at an intensity of 45 dBA. Each trial was 

marked with the trial number displayed on a computer monitor. The subjects were 

told to expect a brief note of randomly-selected pitch spanning two octaves, 

occurring every 5 seconds. Subjects were required to identify the pitch of each tone 

(a musical note), and write a response in a table numbered from 1-100. To be 

classified as possessing absolute pitch, a score ≥ 85%, or ≥ 95% allowing for 

semitone errors24 , was required. These criteria were similar to those used in previous 

tests. Feedback was provided to each subject at the conclusion of the experiment.

The scores from this task are shown for all six subjects in Figure 4.2.

Figure 4.2. Scores (/100) for correct responses in the perfect pitch determination task 
(black), and scores (/100) for the same task allowing for semitone errors (grey), for each 
subject. The pass criterion was set at 85% or higher without semitone errors, or 95% or 
higher allowing semitone errors.

24 A semitone error is an incorrect response adjacent to the correct response, e.g., A# for A.
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Three subjects passed the absolute pitch assessment task (DH, YL and MT), and thus 

met the criterion for possessing absolute pitch. Those subjects who did not meet the 

criterion for absolute pitch (RC, AE and AG) undertook the relative pitch assessment.

4.2.4 Experiment 2. Relative pitch assessment

Relative pitch is the ability to determine the pitch of a musical note, while having 

knowledge of the pitch of a “reference” note (Levitin and Rogers, 2005). The relative 

pitch ability of three subjects (RC, AE and EG) was determined using a LabVIEW 

VI. Prior to testing, each subject was presented a single 45 dB tone at 880 Hz (A5), 

and informed of its pitch. This provided the subject with the knowledge of a 

reference pitch, with which the pitch of subsequent tones could be compared. 

Subjects were then required to recognise the pitch of 40 randomly-selected tones, and 

write their responses in a table numbered 1-40. The frequencies were selected from 

those listed in Table 4.3. Each frequency had a likelihood of 20%, and was separated 

by a 5000-ms interval.

A5 880.0

B5 987.8

C6 1046.5

D6 1174.7

E6 1318.5

    

Table 4.3. Frequencies (Hz) 
selected during relative pitch 
determination task.

This test only determined whether subjects had a relative pitch ability suitable for the 

Experiment 3 (4.2.5), which used only five frequencies. All three subjects who 

participated in this experiment scored 100%, and feedback was provided to each 

subject at the conclusion of the experiment.

4.2.5 Experiment 3. No cues and visual cues with 100% target detection

This 2IFC experiment was similar to Experiment 3 of Chapter 3, which compared the 

detection of randomly-selected tones with, or without, preceding cues of matching 

frequency. However, instead of an auditory cue being presented on each trial, 

subjects were presented with a visual representation of a musical note whose pitch 

always matched the frequency of the to-be-detected signal. All signals were 

presented at an intensity which yielded an 84%-correct detection in a cued, fixed-

frequency condition, determined prior to the experiment for each subject. 
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 Uncued   

    Cued   

Figure 4.3. Features of each trial in Experiment 3.

Top panel: The uncued condition. On each trial, the frequency of the to-be-detected signal was 
selected from the set of shown in Table 4.3, each with a likelihood of 20%.

Bottom panel: The cued condition, with a randomly-selected target. Visual cues were presented 
on every trial, selected from A, B, C, D or E, each with a likelihood of 20%. On each trial, a 
target (whose frequency corresponded to the visual cue presented on each trial) was 
presented.

 

Experiment 3 was divided into two conditions; uncued and cued (Figure 4.3). In the 

uncued condition, each trial contained one of five frequencies selected at random 

from the set 880, 987.8, 1046.5, 1174.7 and 1318.5 Hz (Table 4.3), each with an 

equal likelihood of being presented (20%). These five frequencies represented the 

pitch of the musical notes A5, B5, C5, D5, and E5 respectively. These were 

presented alone and were not preceded by any auditory or visual cue. The cued 

condition contained frequencies from the same set, also selected at random on each 

trial, but with each preceded by a visual representation of the musical note (A, B, C, 

D, or E) presented on the same trial, displayed on a computer monitor (Figure 4.4). 

Each visual cue was displayed for 500 ms. Testing sessions alternated between these 

two conditions, with each observer completing at least four sessions of 105 trials in 

each condition (minimum 840 trials). 
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Figure 4.4. LabVIEW front panel for the 

experiment containing visual cues (red).

All six subjects undertook this experiment. Results for all subjects showed that 

detection during the cued condition was better than during the uncued condition 

(Figure 4.5). The overall average in the cued condition was 82%, compared to the 

uncued condition average of 69%. The overall effect of a cue was found to be 

significant (F(1,5) = 77.53, p < 0.01), in that cued tones were detected significantly 

better than uncued tones. In addition, statistical analysis also revealed a significant 

effect of frequency (F(4,20) = 9.98, p < 0.05), in that tones of lower frequencies were 

detected more frequently than their higher frequency counterparts. The reason for this 

effect is again unknown, however, the potential impact of frequency on detection and 

the effect of cuing is discussed in later sections (5.3, 6.2.1.2). 

There were no clear differences between results from subjects with perfect pitch (left 

panels in Figure 4.5) or relative pitch (right panels in Figure 4.5). This distinction is 

discussed in the first paragraph of the discussion (4.3). All six subjects reported that 

the targets were easier to detect in the condition containing visual cues than the 

condition with no cues, which was consistent with the results. 
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  Subjects with Perfect Pitch               Subjects with Relative Pitch

MT AG

YL RC

DH AE  

Figure 4.5. Results from the visual-cue task, showing detection levels (with 95% CIs) for the 
uncued condition (●) and the visually-cued condition (). The frequencies used were 880, 
987.8, 1046.5, 1174.7 and 1318.5 Hz, which represented the pitch of the musical notes A5, 
B5, C5, D5, and E5 respectively. Results are displayed for each subject (placed into two 
columns according to absolute or relative pitch ability), as well as an average for all six 
subjects (top).
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4.2.6 Experiment 4: No cues and visual cues with no musical meaning

The presentation of a visual cue may also affect detection performance in ways other 

than those specifically relating to selective listening. For example, physiological 

changes in the auditory system have been previously associated with a change in 

visual attention or alertness (Puel et al., 1988; Meric and Collet, 1992; Froehlich et 

al., 1990a; Ferber-Viart et al., 1995; Wang and Zhong, 2000). Additionally, auditory 

detection may be affected by the temporal predictability of the to-be-detected signals 

(Wright and Fitzgerald, 2004), which could be influenced by the presentation of a 

visual cue at a fixed duration before the observation intervals. For this reason, a 

control experiment was performed in which the informative, pitch-related visual cues 

(A, B, C, D and E) were replaced with 5 visual cues that carried no pitch information 

(V, W, X, Y and Z) (Figure 4.6). These cues were selected at random independently 

from the to-be-detected signal, each with equal likelihood (20%), and were presented 

on a computer monitor in the same manner as the informative cues. Subjects were 

told to maintain visual focus on the computer monitor, as in the experiment 

containing informative visual cues.  

As before, cued blocks of 105 trials were interleaved with uncued blocks. Two 

subjects (MT and AG) participated in this experiment, and their results are shown in 

Figure 4.7. Both subjects showed no difference between cued and uncued detection, 

indicating that an uninformative visual cue, presented in the same manner as the 

informative visual cues (4.2.5), did not provide any detection benefit. Both subjects 

displayed a slightly higher detection level in the low-frequency region, indicating an 

effect of frequency. The reason for this result is unknown, and it is discussed in a 

later section (6.2.1.2).
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Uncued     

Cued   

Figure 4.6. Features of each trial in Experiment 4.

Top panel: The uncued condition. On each trial, the frequency of the to-be-detected signal was 
selected from the set of shown in Table 4.3, each with a likelihood of 20%.

Bottom panel: The cued condition. Visual cues were presented on each trial, selected from V, 
W, X, Y or Z, each with a likelihood of 20%. On each trial, a to-be-detected tone (whose 
frequency was selected independently of the visual cue, each with equal likelihood) was also 
presented.  

4.2.7 Conversion from percentage correct to dB

For subjects MT and AG, the average detection benefit (dB) following both 

informative and uninformative visual cues was estimated using each subject’s uncued 

psychometric functions from Section 3.2.9. For the remaining subjects (YL, DH, RC, 

and AE), for whom a psychometric function was not obtained, the detection benefit 

(dB) was estimated using the average uncued psychometric function (3.2.9). These 

values are shown in Figure 4.8, in which each data point ( ) is the average detection 

benefit for each subject at all of the five test frequencies. The overall average 

detection benefit attributable to an informative cue is 3.4 dB, compared to 0.1 dB for 

an uninformative visual cue. 

106



Average

      

 MT AG

Figure 4.7. Results from the visual-cue task, showing detection levels (with 95% CIs) for the 
uncued condition (●) and the condition containing uninformative visual cues V, W, X, Y and Z 
(). Results are displayed for each subject as well as an average for both subjects (top).

  

Figure 4.8: Enhancement for each subject in 
the visual-cue task ( ), as calculated with 
psychometric functions from Section 3.3.3, 
showing the mean (-----) for both informative 
and uninformative visual cues.    
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4.2.8 Summary of results

The results of these experiments are clear. The presentation of a visual cue, 

informing subjects of the frequency of the to-be-detected signal, resulted in an 

average 3.4 dB (range 2.5 - 5.4 dB) detection benefit. This finding is consistent with 

Plamondon and Hafter (1990), who reported a detection benefit when musicians with 

absolute pitch were cued with visual symbols representing the targets. The present 

results also allow for a quantitative comparison to an analogous condition using 

auditory cues (3.2.6) which is discussed in the next section (4.3). 

In addition, the presentation of a visual cue which contained no information of the 

pitch of the to-be-detected signal, and was presented in the same manner as the 

informative visual cue, resulted in an average of 0.1 dB (range 0.0 - 0.2 dB) detection 

benefit. Although only two subjects completed this experiment, the results provide no 

evidence for any detection benefit due to increased general attention or alertness, or 

an increased temporal certainty of the signal.
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4.3 Discussion

The main finding in this chapter is that the presentation of a randomly-selected visual 

cue, informing subjects of the target frequency, resulted in an average 3.4 dB (range 

2.5 - 5.4 dB) detection benefit, compared to the detection of the same (randomly-

selected) tones in an uncued condition. The lack of enhancement following a visual 

cue with no musical meaning (Experiment 4) shows that the enhancement can be 

attributed purely to the information content of the visual cue, which provided the 

subjects with knowledge of the target frequency. For the condition containing 

informative visual cues, there was no clear difference between subjects with absolute 

pitch (average 3.2 dB) or relative pitch (average 3.6 dB). This similarity is not 

surprising, because internally generating a visually-cued pitch selected from a small 

set of consecutive notes (A, B, C, D, and E) is not a difficult task for any trained 

musician (all six subjects had at least 10 years of musical training). Nonetheless, it 

should be pointed out that several of the neural mechanisms described in this section 

have been previously considered in the literature relating to subjects with absolute 

pitch, and not relative pitch. Is this distinction important in the context of the current 

experiments? In the experiment containing visual cues, it is most likely that both 

absolute and relative pitch subjects employed a similar listening strategy to detect the 

target tone, that is, internally generating a pitch perception of the target in order to 

“listen for” a tone of the matching pitch. Internally generating a pitch perception 

based on a visual cue may involve a number of different processes, such as 

calculating a frequency based on a previously-learned mathematical ratio, or 

recalling a previously-experienced sound from short-term or long-term memory. 

However, trying to deduce the exact recall strategy used by each subject is 

problematic and dubious. To complicate matters, subjects with absolute pitch 

reported that they tended to rely on their relative pitch ability during the task 

containing visual cues. In addition, the absolute / relative pitch distinction is not 

black and white, as can be seen from the range of scores attained in the absolute pitch 

assessment task (Figure 4.2). Despite these ambiguities, it is nonetheless certain that 

both absolute pitch and relative pitch subjects relied to some extent on recalling 

memorised sounds. Thus, the distinction between the groups for the purpose of this 

discussion is not critical. The main question raised in this chapter relates to the neural 

mechanism by which an internally-generated or memorised sound is used to affect 
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tone-in-noise detection. The remainder of this discussion considers several 

hypotheses regarding this issue.

The detection benefit following an informative visual cue is of similar magnitude to 

that following an auditory cue, as displayed in Section 3.2.10. A direct comparison 

between auditory and visual cuing is displayed in Figure 4.9, which shows the 

average detection benefit or enhancement for each subject across all test frequencies 

( ). 

    

Figure 4.9. Comparison between the detection benefit 
attributable to a visual cue with the enhancement evoked 
by an acoustic cue. Each subject’s result over all tested 
frequencies is displayed ( ), with the overall mean (-----).

(Some data points previously presented in Figures 3.18 
and 4.6)  

The similar amounts of detection benefit produced by visual and auditory cuing may 

be due to the same antimasking mechanism operating in both conditions, however 

there is no evidence to support this view. Nonetheless, let us for a moment consider 

this hypothesis. The antimasking mechanism, as postulated in the previous chapter to 

explain cue-evoked enhancement, describes a frequency-specific suppression of the 

auditory system’s response to noise. Antimasking is hypothesised to occur in 

response to acoustic stimuli, likely mediated via a peripheral acoustic reflex 

(1.3.2.2ii, 3.3). In contrast, the detection benefit observed in the present chapter 

requires a comprehension of visual symbols and their meaningful association with 

specific, memorised sounds. This process (in absolute pitch subjects) has been 

previously linked to neural plasticity of the planum temporale and auditory cortex 

(Hirata et al., 1999; Schlaug, 2001), most likely representing the location of the 

memorised sound. Therefore, for the antimasking mechanism to be operational in the 

present visual-cue experiments, it would need to be activated for a place in the 

cochlea whose characteristic frequency is selected according to a previously-

memorised sound. This requires a top-down mechanism capable of retrieving 
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frequency-information from stored neural representations of sounds, and selectively 

activating MOC neurons of the same characteristic frequency as those contained in 

the memorised sound, in order to unmask subsequent, matching sounds. Although 

OCB activity has been shown to be affected by non-auditory stimuli (1.3.3.4), and 

attentional focus on an expected frequency has been shown to selectively activate 

MOC neurons of the same characteristic frequency (Maison et al. 2001), there is 

currently no evidence directly linking visual cues or memorised sounds to MOC-

evoked antimasking. In addition, there are several other explanations for the current 

findings which do not involve the OCB. The remainder of this discussion addresses 

these alternative explanations. 

The mechanisms discussed so far involve rapid frequency-specific changes to 

cochlear properties driven by attentional focus or exposure to sound. However, both 

of these factors are also known to modulate attentional processing and filtering in 

regions of the human auditory cortex (Bitterman et al., 2008; Schnupp and King, 

2008). Using intracranial microelectrodes (implanted into the auditory cortex of 

epileptic patients), Bitterman et al. observed sharply tuned neurons in the auditory 

cortex, the receptive characteristics of which were observed to rapidly adapt in 

response to the stimulus presented (i.e. plasticity). This phenomenon has also been 

observed in ferrets, by measuring responses from individual neurons in the primary 

auditory cortex during a conditioned-avoidance procedure (Fritz et al., 2003; Fritz et 

al., 2005). Using this method, Fritz and his colleagues demonstrated rapid changes in 

the spectrotemporal receptive fields (STRFs) of the cortex. When an animal is trained 

to anticipate a target tone, cortical STRFs revealed an enhanced neural response 

(measured by an increased firing rate of a cortical neuron) in a narrow band centred 

at the frequency of the target, and in addition, suppressed responses immediately 

outside this band. These rapid changes occurred synchronously with the temporal 

characteristics of the anticipated sound. The authors argued that auditory attention is 

a key factor in establishing a dynamic sensory filter, containing both enhancement 

and suppressive components, brought about by rapidly modifying the properties of 

the cortical receptive field (Fritz et al., 2007a). They also showed that these changes 

to the STRF can persist for minutes to hours after the behavioural task was 

completed, implicating a longer-term component to attentional listening (Fritz et al., 

2003; Fritz et al., 2007b).
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Findings from the current experiments have also implicated the retrieval of frequency 

information encoded into the subject’s auditory memory. The current results have 

shown that this memorised information can be utilised to improve the detection of a 

similar sound presented in constant noise. Similar mechanisms have been previously 

hypothesised by Luce and Green (1978), Dau et al. (1996), Moore et al. (1996), 

Hafter and Saberi (2001), Wright (2005) and Roye et al., (2007), who have proposed 

that neural “templates” are encoded with the physical characteristics of a sound, and 

listening for a target sound would thus involve a matching procedure with the 

incoming sound. This mechanism suggests that changing a single characteristic (in 

addition to frequency) of an incoming target signal will result in it being detected less 

successfully. This prediction is supported by a large amount of data showing a 

decline in detection corresponding to an unexpected change in signal duration 

(Wright and Dai, 1994; Wright, 2005), placement in time (Wright and Fitzgerald, 

2004), rate of amplitude modulation (Wright and Dai, 1998) and temporal structure 

(White and Carlyon, 1997). However, despite the consistency of these data to the 

proposed template theory, previous descriptions of the nature of such templates are at 

best conceptual, and not linked to physiology. The next paragraph discusses some 

existing literature on memory templates, their location in the brain, and research 

supporting their retrieval for the purposes of attentional listening. 

In the visual system, various template hypotheses have been proposed, typically 

investigated using brain-imaging techniques during a visual imagery task. Based on 

this research, the recognition of images is currently thought to involve a “top-down” 

projection of memorised images, as well as the “bottom-up” sensory input (Farah, 

1989; Reisenhuber and Poggio, 1999; Bartolomeo, 2002). Both mechanisms are 

thought to share similar cortical pathways (Kosslyn and Thompson, 2003; Ganis et 

al., 2004). In the auditory system, an analogous “imaging” process is performed to 

internally generate an auditory perception (review: Zatorre and Halpern, 2005). This 

process has been investigated using brain-imaging techniques, such as functional 

magnetic resonance imaging (fMRI) (Yoo et al., 2001; Halpern et al., 2004) and 

positron emission tomography (PET) (Zatorre et al., 1996; Halpern and Zatorre, 

1999), which has implicated the activity of the association cortex in auditory memory 

retrieval (review: Zatorre and Halpern, 2005). A pitch-recognition process has been 
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postulated to occur in the posterior dorsolateral frontal cortex, investigated with 

fMRI during a pitch-recognition task for listeners with absolute pitch (Zatorre et al., 

1998). Another recent study showed a greater activation of auditory association areas 

of the cortex during silent gaps in familiar songs than that for gaps in unknown songs 

(Kraemer et al., 2005). However, it is important to note that these findings should not 

be interpreted as direct evidence for the location of auditory templates, since it is 

difficult to know what is being measured during fMRI or PET (Zatorre and Halpern, 

2005). Zatorre, in his recent (2007) review, stated that an internally generated sound 

is most likely due to the activity of a top-down mechanism which “projects” a neural 

representation of a memorised sound to other centres of the brain involved in 

auditory perception and sensation. Zatorre argued that these neural representations of 

sounds are somehow encoded into the auditory cortex. In order to explain the results 

of the current chapter, it could be argued that these templates are retrieved on 

attentional demand, and are combined with, or compared to, incoming signals to 

enhance their detection in noise. However, there is still no evidence regarding the 

manner in which incoming sounds are compared with, or combined with, stored 

auditory templates.

In summary, the present results have demonstrated that a meaningful visual cue can 

improve the detection of tones in noise. This effect has been attributed to the retrieval 

of memorised sounds, most likely stored in the form of a neural template in the 

auditory cortex. However, the mechanism by which these templates improve the 

detection of matching sounds is uncertain. Three possibilities have been described in 

this section. Firstly, the internal generation of a memorised sound (retrieved using 

information contained in the visual cue) may evoke the same antimasking effect in 

the cochlea as an analogous auditory cue. That is, the physical properties of a sound 

encoded into an auditory template are somehow projected to the cochlea in a top-

down fashion via the descending pathways. If this were indeed the case, it is possible 

that such a projection would also incorporate other features of a target sound, such as 

those relating to timing and amplitude (Wright and Dai, 1994;  White and Carlyon, 

1997; Wright and Dai, 1998; Wright and Fitzgerald, 2004; Wright, 2005). 

Accordingly, attentional selection of a sound based on these features. could also 

activate cochlear antimasking. In regard to the current experiments, the cortically-

controlled antimasking hypothesis is consistent with the similar magnitudes of effect 
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following a visual or auditory cue, however, there is currently no evidence directly 

linking visual cues or memorised sounds to MOCS activity or antimasking. 

Secondly, the anticipation of a previously-heard sound may rapidly modify the 

responsive characteristics of cortical neurons (corresponding to the anticipated 

sound). However, limited data are currently available in humans to describe the 

nature of this process. Lastly, a template-matching procedure may operate which 

involves both a top-down and bottom-up component. However, the location and 

physical characteristics of memorised sounds are uncertain, and the manner by which 

incoming sounds are “matched” with stored templates is yet to be described.
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Chapter 5

Detection of cued and uncued 
signals in normal-hearing and 

hearing-impaired subjects
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5.1 Introduction

As described in Section 1.3.2.2.v, tone-in-noise detection may be influenced by a 

component of the descending auditory pathway, the medial olivocochlear system 

(MOCS). In humans, a handful of studies have presented data from subjects who 

have undergone a unilateral vestibular neurectomy which presumably25  severs the 

MOCS. Scharf et al. (1994, 1997) found no significant change in post-operative 

performance in a number of psychophysical listening tasks. The single exception was 

that ears without OCB input produced a higher detection level of unexpected tones 

than ears with OCB input (resulting in a “shallower” attentional filter). Scharf and his 

colleagues argued that sectioning the OCB in these patients released the suppression 

of unexpected tones. As discussed in Section 3.3, this model of OCB activity requires 

that the OCB normally delivers a constant suppressive effect to tones of all 

frequency, which is turned off at a target frequency following its expectation. 

However, this view is not supported by the known physiology of the OCB, which is 

activated by sound or attentional focus via an acoustic reflex, and innervates the 

OHCs at the same place in the cochlea predicted from the fibres’ characteristic 

frequency. 

The MOC acoustic reflex is known to alter the micromechanical properties of OHCs. 

This is confirmed by an observed decrease in evoked otoacoustic emissions (EOAEs) 

during stimulation of the MOCS, which is absent if the OCB is lesioned (1.3.3.3). In 

addition, it has been shown that the MOC reflex does not operate in ears with a 

sensorineural hearing loss (SNHL) (Abe et al., 1990; Moulin et al., 1993; Komazec 

et al., 2003). On the basis of these findings, it follows that subjects with damaged or 

non-functional OHCs would not benefit from a MOC-mediated effect evoked by 

acoustic stimulation. Therefore, subjects with a confirmed OHC-associated SNHL 

can also be tested to investigate the effect of OCB activity on tone-in-noise detection. 

This is useful because most SNHL cases possess damaged or non-functional OHCs 

(Moore and Oxenham, 1998). However, other than a loss of sensitivity, OHC 

malfunction has several consequences which impact the comparison between results 

from hearing-impaired and normal-hearing subjects. These consequences are 

25 Scharf et al. verified the sectioning of the OCB with the surgeon’s visual observation (according to 
the known anatomy of the OCB), caloric tests, and the absence of OCB-induced suppression of OAEs.
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discussed in this section.

OHCs detect vibration of the basilar membrane with mechanosensitive hair bundles, 

and respond by generating a mechanical force. This response is thought to be the 

primary active process of the cochlea amplifier (Dallos and Corey, 1991, Dallos 

1992), and contributes to the sensitivity and sharp tuning curves of the auditory nerve 

in response to sound (Patuzzi and Robertson, 1988; Holley, 1996; Ulfendahl and 

Flock, 1998). If the OHCs are absent or non-functional, one would therefore predict 

(i) a loss of sensitivity and (ii) a broadening of tuning curves.

In mammals, OHCs have been shown to deliver 40-50 dB of cochlear amplification, 

observed throughout the frequency range of the animal’s hearing (Stebbins et al., 

1979; Browning et al., 1982). In humans, the active process of the OHCs is also 

thought to provide up to a similar amount of amplification (Møller, 2006). Therefore, 

a subject with non-functional OHCs would be expected to exhibit hearing thresholds 

of 40 - 50 dB HL. In addition to this loss in sensitivity, inducing damage to 

mammalian OHCs also results in broader tuning curves (Evans and Harrison, 1976; 

Cody and Johnstone, 1980; Robertson et al., 1980; Liberman and Dodds, 1984; 

Ruggero and Rich, 1991). No such data are available for humans. However, using 

various masking techniques, a psychophysical tuning curve can be obtained 

(Chistovich, 1957; Small, 1959; Zwicker, 1974), which is thought to be a correlate of 

the conventional neural tuning curve (Evans et al. 1989). Thus, a normal 

psychophysical tuning curve is likely to indicate normal OHC function (Smith et al., 

1987; Nelson, 1991; Mitchell and Creedon, 1995). Many studies have compared 

psychophysical tuning curves obtained from both normal hearing, and hearing-

impaired individuals (e.g. Hoekstra and Ritsma, 1977; Leshowitz and Lindstrom, 

1977; Florentine et al., 1980; Mason et al., 1981; Carney and Nelson, 1983; Nelson, 

1991; Leek and Summers, 1993; Kluk and Moore, 2004). Despite a considerable 

range in appearance, the studies generally show that the psychophysical tuning curve 

of hearing-impaired listeners are flatter, broader, and present with higher thresholds 

than their normal hearing counterparts. For individuals with sloping or notched 

audiograms, broad psychophysical tuning curves were only observed at frequency 

regions corresponding to a hearing loss (Florentine et al., 1980; Carney and Nelson, 

1983). These findings are consistent with the animal studies which have 
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biochemically or mechanically rendered the OHCs non-functional.

An inevitable consequence of broader tuning curves is a reduced ability to 

discriminate two similar frequencies, that is, a poorer frequency resolution (Smith et 

al., 1987). In SNHL individuals, this has been verified by showing a correlation 

between width of the psychophysical tuning curves and frequency selectivity26  

(Florentine et al. 1980). In addition, independent methods have shown hearing-

impaired listeners to have a reduced frequency selectivity (e.g. Gengel, 1972; 

Margolis and Goldberg, 1980; Patterson et al., 1982; Tyler et al., 1983; Hall and 

Fernandes, 1983), consistent with a reduction or absence of OHCs’ contribution to 

the sharp tuning of the AN response. 

The psychophysical tuning curve is thought to be a correlate of the critical band 

(Patterson and Moore, 1986; Ishigami et al., 1995). Therefore, if the properties of the 

attentional filter are linked with those of the critical band (1.2.3.2i), then it is likely 

that its width would be broader in subjects with SNHL (Moore et al., 1996). One 

previous study has previously attempted to measure an attentional filter in two 

subjects with a unilateral SNHL (Moore et al. 1996). The authors of this study 

assumed that the width of each subject’s attentional filter could be predicted by 

measuring their psychophysical tuning curve. Since subjects with SNHL are known 

to exhibit broader psychophysical tuning curves than those produced by normal-

hearing subjects, the authors predicted that subjects with SNHL would also show a 

broader attentional filter (that is, less attenuation of probes) than subjects with normal 

hearing. However, according to their results (Figure 5.1), the attentional filter for the 

impaired ears did not show any attenuation of probes at any frequency. 

26 Frequency selectivity was determined using narrow-band and two-tone masking, and loudness 
summation. All measures of selectivity, including psychophysical tuning curves, were significantly 
correlated.
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Figure 5.1. Attentional filter measured in the 
impaired ear of two subjects with a unilateral SNHL 
(Data adapted from Moore et al. (1996). Each 
subject’s result is shown with a dashed line (----), 
and the average is shown with open symbols and a 
solid line ( ). Function was measured following a 
randomly-selected cue, with a 60% likelihood of 
target presentation.

According to this result, the attentional filter in the hearing-impaired subjects was 

either non-existent, or much broader than that predicted by the psychophysical tuning 

curve. In addition, their results from several normal-hearing subjects, as well as the 

normal ears of the unilateral-SNHL subjects, also showed a higher-than-expected 

probe detection compared to that predicted by each subject’s psychophysical tuning 

curve. Accordingly, Moore et al. concluded that the tuning characteristics of the 

cochlea (as represented by the psychophysical tuning curve) were not sufficient to 

fully explain the suppression of unexpected tones (for both normal-hearing and 

hearing-impaired subjects), and it was suggested that an additional mechanism is 

required. 

The discussion section of Chapter 3 has hypothesised the existence of such a 

mechanism: MOC-induced antimasking evoked by a cue. It is proposed that this 

mechanism may, at least in part, explain the properties of cue-evoked enhancement. 

Therefore, the presence of this effect in subjects with a non-functional MOC reflex 

would be evidence against this hypothesis, whereas a reduction or absence of this 

effect would support it. Accordingly, this chapter presents data from subjects with an 

OHC-associated SNHL, confirmed by an absence of DPOAEs and TEOAEs. The 

major aim of this chapter is to determine the extent to which this type of hearing loss 

affects tone-in-noise detection following an auditory cue. Both enhancement and 

suppression are measured for the hearing-impaired and normal-hearing control 

subjects. Enhancement is also measured for one subject with a conductive hearing 

loss with normal bone-conduction thresholds (and presumably a functional MOCS), 

whose results allow for a useful comparison with those obtained from the subjects 

with SNHL.
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5.2 Methods and Results

5.2.1 Subjects

Eight hearing impaired observers were tested in this series of experiments (BV, KF, 

VW, MC, KW, MB, MJ and JH). Subjects were aged between 22 and 40, only one 

(VW) had any psychophysical testing experience. All subjects had a bilateral 

congenital SNHL of unknown cause, except subject MB, who had sustained bilateral 

middle-ear damage due to chronic otitis media as an adolescent. None of the subjects 

reported to have been exposed to loud noises for prolonged durations, nor did any 

subject report a long-standing tinnitus. None of the subjects presented with any other 

physical or intellectual disabilities or medical conditions. In addition to these eight 

hearing-impaired subjects, six normal-hearing subjects (MT, AG, DP, JN, NP and 

AC) participated as controls. Table 5.1 lists the subjects who completed each 

experiment. 

BV, KF.No cues and randomly-presented cues with 100% 

target presentation, extended frequency range

5.2.6.3

MT, AG, DP, JN, BV, 

KF, VW, MJ, JH.

No cues and fixed cued with 75% target presentation5.2.10

-

-

2

1

1

Exp.

MT, AG, NP, AC, BV, 

KF, VW, MC, KW, MB.

No cues and randomly-presented cues with 100% 

target presentation

5.2.6.1

BV, KF, VW, MJ, JH.Otoacoustic Emissions5.2.3

NP, AC, BV, KF, VW, 

MC, KW, MB, MJ, JH.

Audiometry5.2.2

SubjectsDescriptionSection

Table 5.1 Subjects who participated in the experiments of Chapter 5. Normal-hearing subjects 
are shown in green.  

5.2.2 Audiometry

Normal-hearing subjects NP and AC, and hearing-impaired subjects KF, VW, MC, 

KW, MB and JH, underwent a standard audiometric hearing assessment (2.1.2). This 

testing was performed in a sound-attenuating room at the University of Western 

Australia (KF, KW, JH, NP and AC) or iHear Australia (VW, MC and MB). Subject 

BV provided results from a hearing test performed one month prior to testing, and 
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subject MJ provided results from a hearing test performed three months prior to 

testing. Audiograms for normal-hearing subjects MT, AG, DP and JN were 

previously presented in Section 3.2.2. 

All hearing-impaired subjects had been wearing hearing aids since their hearing loss 

was identified, except for Subject MB who had never worn a hearing aid. All subjects 

reported that their hearing loss was stable and had not noticeably changed during 

their lifetime, except subject KW who reported a degenerative hearing loss of 

unknown cause which began in his late teenage years. 

Audiometric results for normal-hearing subjects NP and AC are shown in Figure 5.2. 

Both subjects had hearing thresholds ≤ 25 dB HL at audiometric frequencies. 

Impedance audiometry revealed bilateral type A tympanograms. These findings are 

consistent with both subjects having normal outer, middle, and inner ear structure and 

function. Audiometric results from each of the eight hearing-impaired subjects are 

also shown in Figure 5.2. All subjects presented with a sensorineural hearing loss, 

except for subject MB who presented with a mild to moderate conductive hearing 

loss. Subject MC also displayed a conductive component to his hearing loss in the 

lower frequencies (“mixed” hearing loss). Sensorineural hearing losses were of 

varying severity.

NP      AC

Figure 5.2. 

Above: Audiograms for normal-hearing subjects NP and AC.

Right: Audiograms for hearing-impaired subjects BV, KF, VW, KW, MC, MB, MJ and JH.
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       BV      KF

      VW      MC

     KW      MB

     MJ       JH
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5.2.3 Otoacoustic emissions

Five hearing impaired subjects (BV, KF, VW, MJ and JH) were tested bilaterally for 

DPOAEs and TEOAEs with a Maico Ero-ScanTM device. Testing was performed in 

the same manner as described in Section 3.2.3. Subjects MC and KW were not 

available for this testing, and subject MB was not tested due to a middle ear 

pathology, known to affect the reliability EOAE measurements (Lieberum et al., 

1996; Janssen et al., 2005). Figures 5.3 and 5.4 show the DPOAE and TEOAE 

strength (respectively) for both ears of the five tested hearing-impaired subjects. 

Most of the subjects did not display any DPOAEs or TEOAEs above the noise floor, 

with the exception of a few isolated measurements in the lower-frequency region. 

The reason for this is unknown. Nonetheless, this result is generally consistent with 

all subjects possessing a hearing loss which is (at least in part) caused by damaged or 

non-functional OHCs.

      

Figure 5.3. Noise floor ( ) and DPOAE strength (●) for the left and right ears, for 

subjects BV, KF, VW, MJ and JH.
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Figure 5.4. Noise floor ( ) and TEOAE strength (●) for the left and right ears, for 

subjects BV, KF, VW, MJ and JH.

In a later section (5.2.9), these OAE measurements are compared to those obtained 

for normal-hearing subjects, with respect to data from the psychophysical 

experiments.

   
5.2.4 Noise normalisation

Due to the large variation in hearing thresholds exhibited by the hearing-impaired 

subjects, the frequency weighting and intensity of the original 60-dB noise source 

(2.1.3) were adjusted in order to provide an estimated equivalent sensation level for 

each subject. This was performed with an Alto® EQU215 Graphic Equaliser and a 

LabVIEW VI. Using the EQU215, the shape of the noise source between 500 and 

2000 Hz was adjusted according to each subject’s audiometric thresholds and 

algorithms used for linear hearing-aid fittings. The algorithms chosen were NAL-R 

(Byrne and Dillon, 1986) for mild-moderate SNHL, and POGO (McCandless and 
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Lyregaard, 1983) for severe SNHL. The NAL-R and POGO formulas are shown in 

Appendix D. The spectral shape and intensity of the noise source were verified by a 

LabVIEW VI which performed a real-time spectral analysis (Figure 5.5).

Figure 5.5. The front panel of the LabVIEW VI created to estimate an equivalent sensation 

level of the noise source for hearing-impaired subjects. The VI has two components which 

are run separately; (i) a confirmation of the intensity of the original noise source (60 dBA), 

and (ii) a graphical representation of spectral adjustments made using a hardware graphic 

equaliser, in accordance with the formulae used in hearing-aid fittings.

This adjustment resulted in a higher noise intensity than that used for normal-hearing 

subjects in previous chapters. For this reason, the intensity of the noise spectrum for 

all of the normal hearing subjects was raised to a constant 78 dBA (with equal 

spectral weighting from 500 to 2000 Hz). A comparison between results from the 

same normal-hearing subjects (in the current and previous chapters) would reveal if 

the increased noise intensity affected the amount of enhancement or suppression.

5.2.5 Threshold determination

For the hearing-impaired subjects, masked thresholds would not be equivalent at all 

frequencies tested (Tyler et al., 1982). Therefore, the signal level required to produce 

84.1% correct detection was estimated for each frequency used in the experiment. 

Using a 4-down, 1-up procedure (2.2.3.1), the cued signal level was estimated for 

each subject at 840-Hz, 1000-Hz and 1160-Hz. A cued signal level was estimated for 

920 Hz and 1080 Hz, by calculating the mean of the cued signal levels at 840 Hz and 

1000 Hz, and at 1000 Hz and 1160 Hz, respectively. 
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For the normal hearing subjects, the signal level required to produce 84.1% correct 

detection of a cued 1000-Hz signal was estimated for each subject, as described in 

detail in Section 2.2.3.1.

5.2.6 Experiment 1. No cues and random cues with 100% target presentation

This 2IFC experiment was identical to Experiment 3 of Chapter 3, which compared 

the detection of randomly-selected tones with, and without, preceding cues of 

matching frequency. This experiment was divided into two conditions. In the first, 

each trial contained one of five frequencies selected at random from the set 840, 920, 

1000, 1080, and 1160 Hz; these were presented alone and were not preceded by an 

auditory cue. The second condition contained frequencies from the same set, also 

selected at random, but each was preceded by an auditory cue of matching frequency. 

Testing sessions alternated between these two conditions, with subjects each 

completing at least four sessions of 105 trials in each condition. In this way, each 

subject completed about 500 trials in each condition, or a total of 1,000 trials.

5.2.6.1 Normal-hearing vs. SNHL

Four normal-hearing subjects (MT, AG, NP and AC) and five hearing-impaired 

subjects (BV, KF, VW, MC and KW) participated in this experiment. The average 

results for both groups (normal-hearing and SNHL) are shown in Figure 5.6. The 

normal-hearing subjects’ averaged data revealed a ~15% difference between the 

average detection (across all five frequencies) in the uncued and cued conditions. The 

overall effect of a cue was found to be statistically significant (F(1,3) = 12.49, p < 

0.05). Neither the overall effect of frequency, nor the interaction between cue and 

frequency, approached significance. This is consistent with the previous findings of 

Section 3.2.6. The hearing-impaired data revealed an overall < 5% difference 

between the average detection (across all five frequencies) in the uncued and cued 

conditions, which is much less than was shown by the normal-hearing subjects. 

Despite this, the overall difference in detection attributable to the cue was also 

statistically significant (F(1,4) = 13.45, p < 0.05). The cue-frequency interaction was 

also found to be significant (F(4,16) = 3.73, p < 0.05). 
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          Normal hearing       Hearing impaired 

        

Figure 5.6. Average results from Experiment 1, for the normal-hearing subjects (MT, AG, NP and 
AC) and the hearing-impaired subjects (BV, KF, VW, MC, and KW). Both graphs display the 
detection level of five probe tones presented at random without cues (●), and the same five tones 
presented with a cue of matching frequency (). Each data point represents approximately 400 
trials, and is shown with 95% confidence intervals.

5.2.6.2 Conductive hearing loss

Only one subject with a conductive hearing loss and normal bone-conduction 

thresholds was tested in this experiment (MB). This subject showed systematically 

higher detection levels in the cued condition than in the uncued condition (Figure 

5.7), indicating a cue-evoked enhancement of similar magnitude to that observed in 

the normal-hearing subjects.

MB      

Figure 5.7. Results from the cued vs. uncued 
task for subject MB, showing the detection 
level of five probe tones presented at 
random without cues (●), and the same five 
tones presented with a cue of matching 
frequency (). Each data point represents 
approximately 80 trials, and is shown with 
95% confidence intervals.

 

128



5.2.6.3 Extended frequencies for SNHL subjects

Two subjects with SNHL (BV and KF) completed the same task using five 

frequencies selected at random from the set 600, 680, 760, 840 and 920 Hz. These 

lower frequencies were selected because they were in a frequency region which 

corresponded to slightly lower hearing thresholds (threshold for better ear shown in 

red in Figure 5.8). The results from this experiment were combined with those from 

the previous task in which frequencies were selected from 840, 920, 1000, 1080 and 

1160 Hz. The combined results are displayed in Figure 5.9. Subject BV did not show 

any systematic difference between cued and uncued detection. Subject KF, however, 

showed a systematic separation of cued and uncued detection levels for frequencies ≤ 

840 Hz. Subject KF also had hearing thresholds approaching normal in the lower 

frequency range, whereas subject BV displayed hearing thresholds ≥ 50 dB HL at all 

tested frequencies.

      BV      

      KF    

Figure 5.8. Results from the cued () vs. uncued (●) task for subjects BV (top) and KF (bottom), 
incorporating data from two experiments using different frequency ranges (0.60 - 0.92, and 0.84 
- 1.16 kHz). Percent correct is shown on the left Y-axis, and each data point is shown with 95% 
confidence intervals. Each subject’s audiometric threshold for the better ear is shown in red, on 
the right Y-axis (note that this scale is reversed compared to a conventional audiogram). Lower 
thresholds indicate better hearing.  
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5.2.7 Estimation of enhancement (dB)

For subjects MT and AG, the average enhancement (dB) for all tested frequencies 

was estimated using the corresponding psychometric function determined in Section 

3.2.10. For all remaining normal-hearing and hearing-impaired subjects from whom 

psychometric functions were not obtained, the average enhancement (dB) for all 

tested frequencies was estimated using the average uncued psychometric function 

(3.2.10). It is worth pointing out that this estimation presents a potential source of 

error, since the %-correct-to-dB conversion is dependent on the psychometric slope 

(3.2.9) which may not always be equal for normal-hearing and hearing-impaired 

subjects (Arehart et al., 1990). Despite this, one previous study has found that the 

average difference in slopes between psychometric functions for normal-hearing and 

hearing-impaired subjects, measured in an equivalent manner to those in Chapter 3, is 

about 5% (steeper slopes for hearing-impaired subjects) (Buus et al., 199527).  

Therefore, the potential error during the %-correct-to-dB conversion attributable to 

the difference in psychometric slopes between the normal-hearing and hearing-

impaired individuals is unlikely to have a large impact on the present estimates of 

change in effective signal intensity (dB).

The estimates for cue-evoked enhancement are displayed in Figure 5.9. The four 

normal-hearing control subjects tested in Experiment 1 are shown in red ( ), with the 

average shown in black (----). The grey symbols ( ) represent subjects from Chapter 

3 who completed the same experiment. The overall average is shown in grey (----). 

Figure 5.9 shows that the normal-hearing subjects exhibited an average 3-4 dB 

enhancement, whereas the SNHL subjects all exhibited 0-1 dB average 

enhancement. The variability of the (pooled) normal-hearing data also appears much 

greater than the SNHL group. Comparison between the two groups (controls and 

SNHL) was thus performed using an unpaired t-test assuming unequal variances, 

revealing a significant difference ( t (16) = 6.61, p < 0.01). 

27 Data summarised in Appendix E.
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Figure 5.9. Average enhancement across all five test frequencies for each subject tested in the 

current chapter with normal hearing (controls), a conductive hearing loss, or a SNHL ( ), shown 

with the mean (- - - -). The grey symbols ( ) represent subjects from Chapter 3 who completed 

the same experiment, shown with the combined mean of subjects from both chapters (----).

The average enhancement revealed by the conductive subject was 3.9 dB. This single 

value could not be subjected to statistical analysis, however, it appears far more 

likely to represent a group whose enhancement is similar to that of the control group 

than the SNHL group. It is thus tentatively concluded that a long-term conductive 

hearing loss does not affect the presence of a cue-evoked enhancement. However, 

due to the large variance in the control group, additional subjects with a conductive 

hearing loss would be needed to improve the generality of the data before any 

similarity between the groups could be established.

.
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5.2.8 Potential correlates of enhancement

Subjects with a SNHL showed significantly less enhancement than their normal-

hearing counterparts. However, due to the small variance in the amount of 

enhancement within the SNHL group, analysing the data for a correlation with other 

variables would be of little value. Despite this, the enhancement data in the normal-

hearing group did provide a range suitable to investigate possible correlations 

between (i) enhancement and audiometric threshold, and (ii) enhancement and OAE 

strength. These two comparisons are described below.

5.2.8.1 Audiometric threshold

To examine the relationship between audiometric thresholds (dB HL) and cue-

evoked enhancement (dB), an audiometric threshold was required at each test 

frequency. These were interpolated from those recorded at audiometric frequencies 

(2.1.2), assuming a straight line between adjacent threshold measurements. In the 

case of an asymmetric hearing threshold at any frequency, the threshold for the better 

ear was used. For each tested frequency, an audiometric threshold was then plotted 

against the corresponding cue-evoked enhancement at the same frequency. This 

comparison was performed on all normal-hearing subjects who underwent the cued 

(100% target) vs. uncued experiment (3.2.6, 5.2.6.1). Figure 5.10 shows the results 

from each subject at each frequency tested ( ), as well as the average across all 

frequencies tested for each subject (). Linear regression (least-squares) was 

performed, and the line of best fit and r2 value are shown in green. 

       

Figure 5.10. Scatter diagram showing the relationship 
between audiometric threshold (dB HL) and cue-evoked 
enhancement for normal-hearing subjects. Data points are 
shown for all tested frequencies for each subject (✕), as well 
as the average across the five tested frequencies for each 
subject (). All subjects present with data from five test 
frequencies. Line of best fit and r2 value are displayed in 
green (-----).

132



Linear regression produced a line of best fit whose slope was not significantly 

different from zero (P ≫ 0.05) and a very small r2 value. Therefore, there does not 

appear to be any correlation between hearing threshold and enhancement within each 

group. Interestingly, subject AC, who was the only normal-hearing subject to 

produce a near-zero enhancement, also had the highest audiometric thresholds in the 

tested frequency region (audiogram shown in Figure 5.2). Despite this, her 

audiometric thresholds (10 - 15 dB HL) are still regarded as being in the normal 

range, and do not indicate any malfunctioning of the auditory system.

5.2.8.2 OAE strength

For those subjects from whom OAEs were measured (3.2.3, 5.2.3), a comparison was 

made between the OAE strength (averaged across five test frequencies in both ears), 

and the estimated enhancement (dB) following an auditory cue. This comparison is 

shown in Figure 5.11. Due to the small range and variance of OAE strength for 

hearing-impaired subjects, linear regression (least-squares) was only performed for 

normal-hearing subjects. The line of best fit and r2 values for the normal-hearing 

subjects are shown in green. 

 
Figure 5.11. Scatter diagram showing the relationship between OAE strength (dB) and cue-evoked 
enhancement. The left panel shows DPOAEs and the right shows TEOAEs. Subjects with normal 
hearing are represented with open symbols () and subjects with SNHL are represented with closed 
symbols (●). Two normal-hearing subjects (MT and AG) are each represented by two independent 
estimates of enhancement (3.2.6, 5.2.6.1), which do not largely differ despite the difference in noise 
intensity (60 dBA and 78 dBA). Lines of best fit and r2 values are displayed in green (-----).

The subjects in the hearing-impaired group, none of whom produced reliable OAEs, 

all displayed a near-zero enhancement. For the normal-hearing subjects, a large 

scatter in the OAE strength can be seen (for both DPOAEs and TEOAEs), which is 
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commonly reported in OAE measurements (1.3.3.2). For these normal-hearing 

subjects (open symbols) there does not appear to be any correlation between strength 

of OAEs and the magnitude of enhancement. This apparent lack of correlation is 

supported by a line of best fit whose slope is not significantly different from zero (P 

≫ 0.05) and a very small r2 value.

5.2.9 Experiment 2. No cues and fixed cues with 75% target presentation

This experiment measured detection performance in a conventional probe-signal 

procedure, interleaved with an uncued condition containing randomly-selected tones 

of the same frequency as those used in the probe-signal procedure. Four subjects with 

SNHL and four normal-hearing controls participated in this experiment. In the probe-

signal procedure, all of the to-be-detected stimuli (targets and probes) were presented 

at the cued signal level for each frequency. A 1000-Hz auditory cue, presented on 

every trial, was set at 12 dB above the cued signal level. The cue was followed by 

either a 1000-Hz target or one of four probe frequencies (840, 920, 1080, or 1160 

Hz). Targets were presented with a probability of 0.75, and probes with a probability 

of 0.25; each of the four probe frequencies was equally likely (probability of 0.0625 

each) to be selected. In the uncued condition, each trial contained one of five 

frequencies selected at random from the set 840, 920, 1000, 1080, and 1160 Hz; these 

were presented alone and were not preceded by an auditory cue. Each frequency was 

equally likely (probability of 0.20) to be selected. Testing sessions alternated 

between these two conditions, with each observer completing at least four sessions of 

105 trials in each condition. 

One subject (JH) who participated in this experiment presented with a profound 

hearing loss in the frequency region used throughout the current experiments (840 to 

1160 Hz). This presented several complications. Firstly, the severity of this hearing 

loss is often associated with very rapid loudness growth and severe recruitment 

(Scharf, 1978; Buus and Florentine, 2002). In addition, presenting tones to this 

subject in this frequency range would have required the presentation of high-intensity 

signals outside the operating range of the apparatus. For these reasons, this subject 

was tested using tones of a lower frequency (420 to 580 Hz) at which this subject 

possessed moderate hearing thresholds. The frequency ratio of targets and probes 

remained unchanged.
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The average results for both normal-hearing and hearing-impaired groups are shown 

in Figure 5.12. For the normal-hearing subjects, the results revealed a typical 

attentional filter centred at the target frequency. Detection of the 1000-Hz target was 

greater than the detection of the same frequency in the uncued condition, which 

indicates the presence of enhancement. Detection at distant probes (0.84 and 1.16) in 

the cued condition was, on average, less than that in the uncued condition, indicating 

a suppression of tones whose frequency was most distant from the target. The 

features of the attentional filters presented here for normal-hearing subjects are 

consistent with those obtained in Section 3.2.4, as well as those measured in other 

studies (1.3.2.3). For the hearing-impaired subjects, detection performance at the 

centre frequency was no different in the cued and uncued conditions, again indicating 

a loss of cue-evoked enhancement. In addition, there is no evidence of any 

suppression of unexpected tones, which was exhibited by the normal-hearing 

subjects.

  Normal hearing     Hearing impaired

    

Figure 5.12. Average results from Experiment 2, for the normal-hearing subjects (MT, AG, DP and 
JN) and the hearing-impaired subjects (VW, KF, MJ and JH). Both graphs display the detection 
level of five probe tones presented at random without cues (●), and the same five tones presented 
following a fixed-frequency cue with 75% of to-be-detected tones at the cue frequency (). Each 
data point represents approximately 400 trials, except for the target which represents 
approximately 1,200 trials. All data points are shown with 95% confidence intervals.

For the hearing-impaired data (right panel), the data for the four subjects (MJ, VW, KF and JH) 
was pooled according to the probe:cue frequency ratio. The actual frequency of signals presented 
to subjects MJ, NW and KF is shown on the upper horizontal scale (.84 - 1.16), while the lower 
horizontal scale (.42 - .58) applies to data from subject JH.
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5.3 Discussion

This chapter presents results from subjects with an OHC-associated SNHL, 

confirmed by audiometry and an absence of DPOAEs and TEOAEs. The main two 

findings are:

(i) Subjects with SNHL did not exhibit a cue-evoked enhancement of the same 

magnitude as the normal-hearing subjects (with the exception of one subject 

in the low frequencies). This is illustrated most clearly in Figure 5.9, which 

shows that normal hearing subjects exhibited an average of 3-4 dB 

enhancement whilst the hearing-impaired subjects exhibited an average of 0-1 

dB enhancement for the same task.

(ii) Subjects with SNHL did not show a consistent suppression of unexpected 

frequencies during a task containing a fixed-frequency cue and a 75% 

likelihood of target presentation. This lack of suppression is illustrated most 

clearly in Figure 5.12, which shows that unexpected tones were detected at an 

equivalent level as tones presented in a condition which contained neither 

cues nor a greater likelihood of target presentation.

In Chapter 3, it was argued that enhancement and suppression are likely caused by 

separate mechanisms. For this reason, the possible explanations for each of the above 

findings (i and ii) are considered separately. 

So, let us first consider the finding that cue-evoked enhancement was reduced or 

absent for subjects with SNHL. This thesis has hypothesised that cue-evoked 

enhancement can be explained by an antimasking effect which operates via the 

MOCS acoustic reflex (3.3, 5.1). This hypothesis is consistent with the known action 

of the MOCS on the OHCs (1.3.2.2v). As proposed in the introduction to this chapter, 

the presence of a cue-evoked enhancement in subjects with a non-functional MOC 

reflex (due to OHC malfunction) would therefore be evidence against the MOC-

antimasking hypothesis. In contrast, a reduction or absence of enhancement in the 

same subjects would be evidence for the MOC-antimasking hypothesis. The results 
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presented in this chapter, which have shown that enhancement is nearly abolished in 

subjects with SNHL, therefore support the hypothesis that cue-evoked enhancement 

results from (at least, in part) the action of the MOCS. However, the MOC-

antimasking hypothesis also contains several weaknesses. Firstly, pure tones are 

thought to produce a relatively weak OCB response relative to noise (Berlin et al., 

1993, Guinan et al., 2003, Komazec et al., 2003). Secondly, this theory contrasts 

with the results of Scharf et al. (1997), who failed to find any difference in masked 

thresholds between ears with, or without, OCB input (the limitations and relevance of 

Scharf et al.’s findings have been previously discussed in Section 3.3). Lastly, the 

hearing-impaired ears were not completely without enhancement; on average, all 

hearing-impaired subjects displayed a positive (although small) enhancement 

following a cue (Figure 5.9), and the overall effect of a cue was significantly non-

zero (5.2.6.1). One subject in particular (KF) exhibited a cue-evoked enhancement 

similar to that of a normal-hearing ear in the lower frequencies. Can this finding be 

explained by the activity of the MOCS on the OHCs? The amplification provided by 

the OHCs is thought to be about 40 - 50 dB (Stebbins et al., 1979; Browning et al., 

1982; Møller, 2006). This implies that OHCs are (at least partially) functional for 

regions of the cochlea corresponding to hearing thresholds < 40 dB HL. Interestingly, 

KF’s thresholds were shown to be < 40 dB HL in the frequency region exhibiting 

enhancement (Figure 5.9). Therefore, it remains possible that the OHCs (and thus, 

the MOCS reflex) were operational for this low-frequency region of KF’s hearing. 

OHC function in this frequency region can not be assessed using the current OAE 

measurements, since DPOAEs were only measured at frequencies over 1.5 kHz 

(TEOAE recordings were made as low as 0.7 kHz, although the frequency-specificity 

of TEOAEs is thought to be less reliable (1.3.3.2)).

Enhancement may also be the outcome of other mechanisms. In particular, 

enhancement may result from a template-matching procedure involving higher 

cortical centres (4.3). It is possible that such a mechanism would be affected in 

hearing-impaired listeners, due to long-term cortical changes resulting from a loss of 

cochlear sensitivity. However, all of the SNHL subjects in the current study were 

aided since their hearing loss was identified, which generated an equivalent 

“sensation level” as that experienced by a normal-hearing subject in most listening 

situations. In addition, the conductive hearing loss subject (who presumably 
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possessed functional OHCs, since his bone-conduction thresholds were normal) 

exhibited an average of ~4 dB enhancement, despite the fact he had never worn a 

hearing aid and possessed similar (unaided) air-conduction thresholds to some of the 

subjects with SNHL. This finding supports cochlear involvement and potentially 

MOCS-antimasking being involved in cue-evoked enhancement.

Let us now consider the lack of suppression displayed by the subjects with SNHL, 

during a task in which attention was focused on a fixed-frequency target. As 

described in the introduction to this chapter, Moore et al. (1996) previously failed to 

produce an attentional filter in the impaired ear of two subjects with unilateral SNHL, 

using a procedure containing a cue tone on every trial and a 60% likelihood of target 

presentation (5.1). This result is consistent with the current findings, which have also 

shown an absence of probe suppression during a condition which has previously 

produced a suppression of probes in normal-hearing subjects (fixed-frequency cue, 

75% likelihood of target presentation (3.2.4, 5.2.10)). 

The physiological mechanism producing the suppression of unexpected tones is 

currently uncertain, however, several mechanisms have been proposed. Suppression 

has previously been thought to involve an attention-controlled, band-pass filter of 

cochlear origin (Tanner et al., 1956; Scharf et al., 1987;  Dai et al., 1991; Hübner, 

1993; Hafter et al., 1993), however, the specific relationship between probe 

suppression and the physiology of the cochlea is vague. The present results do not 

resolve this ambiguity, since a correlate of a cochlear filtering mechanism (e.g. a 

critical band, or a psychophysical tuning curve) was not measured. Therefore, the 

theory that the attentional filter is derived from the filtering characteristics of the 

cochlea can neither be confirmed nor rejected. Nonetheless, similar to Moore et al. 

(1996), the current results do show a complete abolition of probe suppression in 

subjects with SNHL, consistent with a non-existent attentional filter in these subjects. 

Therefore, Moore et al.’s conclusions, that the tuning characteristics of the cochlea 

are not sufficient to fully explain the suppression of unexpected tones, and that an 

additional mechanism is required, are compatible with the current results.

Another mechanism which may contribute to the probe suppression was proposed by 

Scharf et al. (1997), who presented data implicating the descending auditory 
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pathways in the lowered detection of unexpected tones. Scharf et al. (1997) showed 

that attentional filters for ears without OCB activity had an average “depth” of about 

10-15% correct, which was about 15% correct less than that for ears with an intact 

OCB. According to Scharf’s hypothesis, this difference results from the absence of 

suppression, provided by the OCB, in regions of the cochlea corresponding to 

unexpected frequencies. As previously described (1.3.2.2.v), 15% correct 

corresponds to about 3 dB, which is similar to the present values of suppression 

associated with attentional focus on a target (Figure 3.17). If Scharf’s hypothesis is 

correct (that the activity of the OCB is responsible for this 3 dB suppression), then 

we would expect to see no evidence of suppression in subjects with OHC-

malfunction, since the component of the OCB previously associated with attention 

(MOCS) affects the properties of the OHCs. This prediction is supported by the 

current results, which show virtually no suppression in ears without OHC function 

(Figure 5.12). However, as discussed in Chapter 3, there is no evidence for the 

existence of a physiological mechanism that supports Scharf’s model of probe 

suppression. In addition, the absence of OCB-evoked effects can not entirely explain 

the absence of the attentional filter in hearing-impaired subjects, since (i) ears 

without OCB input retained a ~3 dB depth of filter, and (ii) it is unlikely that OCB 

activity both suppresses and enhances the response to tones. In addition, the 

reduction in depth of the attentional filters in Scharf et al.’s neurectomy subjects 

(previously viewed as a loss of OCB-mediated suppression) may be explained by 

MOC-evoked antimasking at the target (3.3). Therefore, while the OCB cannot be 

ruled out as generating a suppression of unexpected tones, the physiological 

mechanism by which it acts remains unknown and problematic.

Probe suppression may also be the result of a non-cochlear process. Moore et al. 

(1996) suggested that an additional process, such as a template-matching mechanism, 

was involved in the suppression of unexpected tones. As previously mentioned, it is 

possible that such a mechanism is affected in hearing-impaired listeners, due to long-

term cortical changes. However, as previously mentioned, all of the SNHL subjects 

in the current study were aided since their hearing loss was identified, such that their 

sensation level was roughly equivalent to that of a normal-hearing subject. Although 

amplification does not restore normal hearing (5.1), this does provide some evidence 

against a loss of suppression resulting from long-term cortical changes due to sensory 
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deprivation.

In summary, the current data provide evidence for cochlear involvement in 

attentional listening. The MOCS-antimasking hypothesis, which proposes that a cue 

causes a frequency-specific reduction of neural response to noise, is supported by the 

current results that reveal a loss of cue-evoked enhancement in subjects with SNHL. 

Accordingly, this hypothesis remains the most likely candidate for explaining the 

enhancement component of the attentional filter. However, the mechanism causing 

the suppression of unexpected tones (i.e. the suppressive component of the 

attentional filter) remains unclear. The hypothesis that suppression results from the 

tuning characteristics of the cochlea, such as those revealed by the critical band, can 

not be substantiated with the present results. Scharf’s hypothesis implicating an 

OCB-mediated suppression can also not be ruled out with the present results. 

However, as previously discussed, this hypothesis is inconsistent with the known 

physiology of the descending auditory pathways, and does not take into account the 

possibility of cue-evoked antimasking.
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Chapter 6

Conclusions and general 
discussion
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6.1 Summary of findings

In Chapter 3, one experiment measured the detection level of tones over a range of 

intensities, from which psychometric functions were determined. Consistent with 

previous studies, the slopes of these psychometric functions were shown to be similar 

during conditions in which the frequency of the signal was either known or unknown. 

Psychometric functions for a fixed-frequency signal were also compared for cued and 

uncued conditions, revealing an average ~1.5 dB detection benefit attributable to the 

presence of the acoustic cue. 

The properties of the auditory attentional filter were also investigated in Chapter 3. A 

conventional probe-signal procedure measured the detection of targets (75% of trials) 

and probes (25% of trials) following a fixed-frequency cue. The effective signal 

intensity of the probe-signals furthest from the target was about 6 dB less than that of 

the target, which was consistent with previous studies. A modified probe-signal 

procedure measured detection levels following a randomly-selected cue, which only 

matched the to-be-detected signal on 20% of trials (an auditory cue presented in this 

manner was thought not to encourage attentional focus on a target). The auditory 

cues in this experiment provided a ~3 dB increase in effective signal level at the cued 

frequency, but did not affect the detection of non-cue frequencies. The final 

experiment of Chapter 3 measured the effect of a randomly-selected cue whose 

frequency matched that of the target on 100% of trials. Cues presented in this manner 

were also shown to produce ~3 dB detection benefit at the cued frequency. This 

finding is consistent with several previous studies which have reported a ~3 dB 

detection benefit for listening conditions in which the signal frequency is known, 

compared to conditions in which it is unknown. A single experiment measured the 

cue-evoked detection benefit in monaural conditions (all other experiments were 

conducted binaurally), and a ~25% reduction (average) in the magnitude of the 

detection benefit was found.

Results from the experiments in Chapter 4 showed that the ~3 dB detection benefit 

associated with an auditory cue was the same as that observed following a visual cue 

which informed the subjects of the target frequency. Another experiment in Chapter 

143



4 showed that the presentation of an uninformative visual cue (i.e. one that did not 

contain any frequency information) did not affect the detection of subsequent signals. 

Accordingly, the detection benefit associated with visual cuing could be attributed to 

the information content (frequency) of the visual symbol, rather than to an increase in 

visual attention or temporal certainty of the signal.

Chapter 5 reports experiments using subjects with an OHC-related hearing loss, 

confirmed with pure-tone audiometry and an absence of DPOAEs and TEOAEs. The 

experiments in this chapter measured changes in detection following an auditory cue, 

similar to the experiments of Chapter 3. One experiment measured the detection 

benefit following an auditory cue, and showed that the hearing-impaired subjects did 

not exhibit a cue-evoked detection benefit of the same magnitude as normal-hearing 

subjects. However, one subject did record a detection benefit of similar magnitude to 

the normal-hearing subjects in a region of her hearing with near-normal thresholds. 

In addition, one subject with a conductive hearing loss (with presumably normal 

OHC function) exhibited a cue-evoked detection benefit equivalent to that of the 

normal-hearing subjects. The final experiment in Chapter 5 measured the detection of 

unexpected (probe) tones in a condition which contained a fixed cue and a greater 

likelihood of target presentation. Results from this experiment showed that hearing-

impaired subjects did not show any consistent suppression of unexpected 

frequencies.
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6.2 General discussion and conclusions

6.2.1 Cue-evoked enhancement:

6.2.1.1 Enhancement vs. suppression

This thesis has argued that changes in detection in probe-signal listening tasks are the 

result of an enhancement of target detection or a suppression of probe detection. The 

conventional attentional filter, which has traditionally been viewed as being purely 

the result of a mechanism which suppresses unexpected sounds, has been shown to 

result from both mechanisms acting concurrently.

The present results demonstrate that the simple presentation of an auditory cue in 

noise enhances the detection of subsequent signals of the same frequency. The extent 

to which this occurs appears to be in the order of ~1.5 dB (for a repeated frequency) 

to ~3 dB (for a randomly-selected frequency). In both of these situations, 

enhancement can be attributed to the physical properties of the cue, since the same 

level of frequency-certainty was fixed in both the cued and uncued conditions (in 

other words, these cues were not presented in such a manner which would encourage 

listeners to expect a certain frequency).

In contrast to the enhancement of a cued tone, the suppression of uncued tones was 

only observed if an expectation of a target frequency was encouraged. In this thesis, 

suppression was derived from the comparison of the detection levels of a non-target 

(unexpected) tone, with a tone of the same frequency in an uncued condition. 

However, previous studies derived suppression from a comparison of detection levels 

of a non-target tone and the target within the same task. Adoption of this method 

involves the assumption that detection of the target represents 0 dB attenuation; that 

is, the detection level of a repeated, frequency-certain target represents a “neutral” 

condition of the auditory system. Accordingly, the ~3 dB detection benefit which has 

been (in this thesis) attributed to an auditory cue, was previously interpreted as an 

additional ~3 dB suppression of those frequencies which differed from the cue. This 

resulted in an apparent ~6 dB probe suppression while attention was focussed on a 

target, when it seems that the actual amount of probe suppression is closer to ~3 dB.
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This distinction is significant, since it is possible that enhancement and suppression 

are caused by independent mechanisms. This thesis has focussed on the 

characterisation of cue-evoked enhancement, in an attempt to identify a potential 

neural mechanism involving the descending auditory pathways.

6.2.1.2 Frequency-dependent effects

In many of the experiments in this thesis, signals of different frequency and 

equivalent intensity were presented randomly in noise with an evenly-distributed 

spectral weighting. It was assumed that signals presented in this way would produce 

equivalent detection levels at the tested frequencies (2.1.3). However, several 

experiments revealed an effect of frequency on detection level. In other words, the 

detection of tones of some frequencies was greater than the detection of tones of 

other frequencies, resulting in asymmetrical and sloping functions (e.g. Figure 4.7). 

There are several possible reasons for this. Firstly, there may have been slight 

irregularities in subjects’ audiograms; either chronic (such as a sloping audiogram) or 

transient (such as a temporary-threshold shift acquired from noise exposure). 

Secondly, there may have been long-term changes in the auditory system resulting 

from repeated exposure to certain stimuli or tasks (discussed in Section 6.3.2.1). 

Thirdly, subjects may have utilised a listening strategy in which they “listened for” 

only a certain band of frequencies, despite there being no features of the task which 

would encourage them to do so. These effects are difficult to test using the present 

procedures. Despite this, enhancement was determined in this thesis by comparing 

the detection levels (in percent correct) between two conditions, which were 

presented in an interleaved manner. Based on this method of presentation, it can be 

assumed that an underlying effect of frequency (e.g. sloping audiogram) present in 

one condition would also be present in the other. Consequently, the effect of 

frequency per se is deemed unimportant in regards to the effect of cuing.

This being said, data from two experiment showed a significant interaction between 

the effect of a cue and the effect of frequency (3.2.7, 5.2.6.1). That is, the analysis 

revealed an effect of cuing which was significantly greater at some frequencies than 

others. This finding has implications regarding the physiological mechanism, since it 

may be used to determine a correlation between the magnitude of the cuing effect, 
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and a physiological feature of the auditory system. However, due to the general 

sloping nature of the audiograms and the physiological features associated with a 

hearing loss, a cue-frequency interaction in hearing-impaired subjects is more likely 

to be an effect of threshold than an effect of frequency. This possibility was 

considered in an earlier section (5.2.8), however, due to a lack of variance in the 

cuing effect within the SNHL group, analysing the data for a correlation with 

audiometric threshold would not have been productive. In addition, a significant cue-

frequency interaction was not repeated in data from other normal-hearing subject 

groups (3.2.6, 5.2.6.1), which indicates the effect is likely an artefact.

6.2.1.3 Role of the descending pathways

i. Medial olivocochlear system

Stimulation of the MOCS has previously revealed an increase in signal-to-noise ratio 

associated with a masked signal (antimasking) (Kawase et al., 1993, Kawase and 

Liberman, 1993). This thesis has proposed that this antimasking mechanism 

contributes to the cue-evoked enhancement, in that an auditory cue presented in noise 

causes a reduction in neural response to the noise in the same frequency region as the 

cue. This hypothesis is generally compatible with the previous findings, insofar as 

cue-evoked enhancement has been previously interpreted as a suppression of non-cue 

frequencies (3.1, 6.2.1.1). This hypothesis is also consistent with the MOC fibres 

being tonotopically organised in the same manner as the characteristic frequencies of 

the OHCs and the primary afferent neurons (1.3.2), and the fact that the MOCS is 

activated by sound (1.3.2.2ii). The results from this thesis generally support the cue-

evoked enhancement hypothesis. However, several ambiguities remain regarding the 

extent to which a cue-evoked effect is provided by the MOCS.

An analysis of Scharf et al. (1997)’s data (1.3.2.2v) revealed a ~3-dB discrepancy 

between the attentional filter depths for OCB-intact and OCB-severed ears, which is 

potentially explained by an absence of antimasking at the target for OCB-severed 

ears. It is tempting to attribute this entire 3-dB to the MOCS-antimasking 

mechanism, for this would neatly explain the current 3-dB enhancement measured 

following unpredictable auditory cues (3.2.12), as well as the ~3-dB maximum 
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detection benefit previously associated with a “reduction in frequency uncertainty” 

evoked by an acoustic cue (1.2.2). However, this would also create a problem. A 3-

dB cue-evoked enhancement is about twice that observed (average ~1.5 dB) 

following an auditory cue in a fixed-frequency condition (3.2.10). Therefore, if the 

cued, fixed-frequency tones in Section 3.2.10 were subject to ~3-dB cue-evoked 

enhancement due the MOCS, there would need to be an additional ~1.5 dB 

enhancement attributable to another feature of this experiment. The only other unique 

feature of this experiment (3.2.10), to which enhancement could be attributed, is the 

repeated presentation of a same-frequency target. However, if repeated exposure 

(rather than cuing) was sufficient to evoke an antimasking effect via the MOCS, we 

would expect to see a difference in fixed-frequency masked thresholds in ears 

without MOCS input, which we do not (Scharf et al., 1993; 1997). It therefore seems 

that the 3-dB enhancement can not be entirely produced by the auditory efferent 

pathways, and thus would require an additional mechanism which operates in 

conjunction with the efferent pathways (such as control from higher centres, which is 

discussed in the next subsection (6.2.1.4)). In contrast, the results from hearing-

impaired subjects in Chapter 5 point towards cochlear involvement of cue-evoked 

enhancement. However, the data also indicate that some enhancement (average <1 

dB) is possible without OHC activity (and thus MOCS input). In addition, a higher-

order effect such as cortical plasticity (4.3) can not be ruled out, even though data 

from one subject with conductive hearing-loss indicates that a hearing loss per se 

does not diminish the magnitude of cue-evoked enhancement. 

The mechanism by which unexpected tones are suppressed has also been discussed, 

however, a physiological mechanism has not been proposed in this thesis. It has been 

previously argued that the OCB plays a role in the suppression of unexpected sounds 

(Scharf et al., 1994, 1997), although, a plausible mechanism by which the MOCS or 

LOCS suppresses the detection of tones in noise at the cochlea level was not 

described. Moreover, a MOC-induced suppression of unexpected tones implies that 

attentional focus on a target activates MOC neurons whose characteristic frequency 

differs from the target, which contradicts the known properties of the MOCS (Maison 

et al., 2001). Nonetheless, results from Chapter 5 revealed that hearing-impaired 

subjects do not exhibit a suppression of unexpected tones in the same manner as 

normal-hearing subjects, which implies cochlear involvement in suppression. 
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Although this result is consistent with OCB-mediated suppression, other possibilities 

such as cortical plasticity, a broadening of tuning curves, or a template-matching 

mechanism can not be ruled out (5.3). 

Thus far, the extent to which the MOCS influences tone-in-noise detection remains 

uncertain. According to the above counter-arguments, it seems that a cue-evoked 

MOCS effect provides at most a portion of the 3-dB enhancement observed in this 

thesis, or, it only operates in certain cuing situations (such as that involving randomly 

selected tones). That is, it is likely that cue-evoked antimasking results from complex 

interactions between prior exposure, cuing, and the extent to which a subject focuses 

on an “expected” signal (listening strategy).

ii. Lateral olivocochlear system

This thesis has primarily considered the role of the medial olivocochlear system, 

which contains in the order of 300-400 descending nerve fibres. However, the human 

auditory system also contains an estimated 1,000 fibres of the lateral olivocochlear 

system (LOCS). In contrast to the MOCS, the fibres of the LOCS terminate on the 

afferent dendrites of the IHCs, and project mainly ipsilaterally (1.3.2.1). According to 

animal studies, the LOCS fibres are thought to be tonotopically organised (Guinan et 

al., 1984; Robertson et al., 1987), and are most numerous in the apical (low-

frequency) region of the cochlea (Liberman, 1980). However, it is unknown whether 

the CFs of the LOCS fibres are located at the same place as the CFs of the primary 

afferent neurons, because it is extremely difficult to electrically stimulate single 

fibres of the LOCS (Guinan, 1996).

While it has been recently confirmed that the LOCS can modulate afferent nerve 

firing (Darrow et al., 2007), its functional role remains largely speculative, with 

hypotheses including indirect OHC control (Liberman and Brown, 1986; Vetter et 

al., 1991; 2002), protection against excitotoxicity (Pujol, 1994) or acoustic injury 

(Darrow et al., 2007), and sound localisation (Groff, 2003). In addition, findings 

from animal experiments in which the LOCS had been severed or pharmacologically 

inhibited have produced contrasting results, indicating possible differences between 

mammalian species (Le Prell, 2007, Darrow et al., 2007). Despite these limitations, 

149



the possible role of the LOCS in signal detection is particularly important for the 

comparison of the current results with those obtained by Scharf et al. (1993, 1994, 

1997). This is because the cochleae of subjects tested in Scharf’s (1994, 1997) 

experiments received neither input from the MOCS or the LOCS, whereas the 

hearing-impaired subjects in the current study may well have possessed an 

operational LOCS. For this reason, it is possible that the difference between the 

results of Scharf et al. and those presented in this thesis are the result of a LOCS-

evoked effect in the current subjects, however, since the LOCS function of these 

subjects is not known, this theory can not be confirmed.

In a recent editorial review, Le Prell (2007) pointed out that recent developments in 

our understanding of the LOCS implicated several possibilities which may be 

revealed in future psychophysical testing. Le Prell hypothesised that the known 

features of the LOCS were consistent with an optimised dynamic range of neural 

responses, an improved intensity discrimination, and possibly and improved 

discrimination of complex sounds such as speech. However, due to the limitations 

described in the last paragraph, and the lack of conclusive findings which specifically 

implicate the LOCS in signal-in-noise detection, it is difficult to attribute any of the 

current findings to the lateral efferent system. So, while it cannot be ruled out, there 

is currently insufficient evidence to implicate the LOCS in cue-evoked enhancement 

or suppression.

6.2.1.4 Role of higher centres

The results from Chapter 4 have revealed a 3-dB enhancement following the 

presentation of a visual symbol which represents the frequency of a target tone. The 

role of higher centres in this process has been discussed in Section 4.3. Two potential 

mechanisms have been theorised involving the voluntary retrieval of neural templates 

which represent the physical properties of a memorised sound.

The first theory argues that the information contained in a visual symbol is used to 

create an internal perception of a sound (derived from the stored template) in order to 

“listen for” a matching sound. This event rapidly modifies the receptive field of the 

auditory cortex, enhancing the detection of the matching sound (should it be 
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presented). This mechanism would also presumably operate following an auditory 

cue, which would explain the equivalence of detection benefits associated with both 

visual and auditory cuing. If enhancement were to be cortically generated, the lack of 

enhancement observed in hearing-impaired subjects would thus only be explainable 

by a cortical plasticity resulting from hearing impairment. However, the hearing 

impaired subjects were all aided such that their day-to-day exposure to sound would 

have been similar to that of a normal-hearing subject. In addition, the subject with a 

conductive hearing loss, who would have been subject to a chronic deprivation of 

acoustic input, did not display any loss of enhancement. On the basis of these 

findings, cue-evoked enhancement can not be isolated to the receptive field 

characteristics of the auditory cortex.

The second theory relies on the assumption that the MOCS-antimasking hypothesis is 

correct, and argues that a visual cue evokes the same response in the cochlea as an 

analogous auditory cue. This theory is generally compatible with previous research 

which showed that attentional focus (without recent exposure to sound) can alter 

frequency-specific properties of the OHCs (1.3.3.4, 4.3). This theory is also 

compatible with the present findings. However, this theory remains speculative, since 

there is currently no evidence linking a frequency-specific MOC effect to an 

informative visual cue.

Neither of these theories are implicitly incompatible with the auditory-cue-evoked 

antimasking hypothesis (3.3), which may well operate independently of, or in 

conjunction with, a higher-order mechanism. 

6.2.2 Cuing in real-world listening

6.2.2.1 Speech-in-noise discrimination

The real-world application of the cuing phenomenon in improving the detection or 

discrimination of a signal is rarely discussed in the psychophysical literature. In 

humans, the most important application of this theory is the success of voiced 

communication; in particular, speech-in-noise discrimination. 
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So, how does cue-evoked enhancement, as described in this thesis, plausibly relate to 

the improved discrimination of speech sounds in background noise? Firstly, there 

exist interesting similarities between cue-evoked enhancement and semantic or 

phonetic cuing in speech. As shown in this thesis, a detection advantage can be 

achieved by simply presenting a tone with similar characteristics as a target sound 

before the target is presented (3.2.5, 3.2.10). In addition, a detection advantage can be 

achieved if the presentation of a target sound is anticipated; for example, during an 

auditory-visual association task (4.2.5), or anticipating the “next note” in a known 

melodic sequence or song (Hafter and Schlauch, 1989; Hafter et al. 1993; Kraemer et 

al., 2005). There is no reason why these basic cuing properties would not also apply 

to spoken communication. In fact, analogous cuing mechanisms have been identified 

which assist in speech-in-noise discrimination. These include the anticipation of 

predicable words or phrases (Duffy and Giolas, 1974), facial expression or lip-

reading (Sumby and Pollack, 1954; van Wassenhove et al. 2005), identification of 

the speaker’s face or voice (Ellis et al., 1997; von Kriegstein et al., 2008), and 

semantic priming with words of similar meaning or context (Norris, 1995). These 

cues, which rapidly impact the detection or discrimination of speech stimuli, are all 

potentially explained using the basic properties of cuing described in this thesis; that 

is, successful cuing results from either exposure to a sound with similar 

characteristics as a target sound or expectation of a target sound.

There also exists evidence linking MOC activity to both an improved signal-to-noise 

ratio (Kawase et al., 1993, Kawase and Liberman, 1993, Kawase and Takasaka, 

1995) and speech-in-noise recognition (Kumar and Vanaja, 2004). That is, the 

MOCS may be involved in reducing the neural response to noise concomitant with a 

predicted, or a recently presented, speech signal. In addition, results from human and 

animal studies have implicated the auditory efferent pathways (and hypothetically, 

cue-evoked antimasking) in listening-in-noise tasks containing speech stimuli. In 

general, the findings suggest that the auditory efferent pathways facilitate better 

discrimination of phonemes, particularly the vowel components, in background noise 

(Dewson, 1968; Giraud et al., 1997; Heinz et al., 1998; Kumar and Vanaja, 2004). 

These findings could be explained by a cuing effect provided shortly after the onset 

of the vowel sound; successful cuing of low-frequency sounds (such as vowels 

sounds) can occur in as little as ~50 ms (Scharf et al., 2007), and vowel sounds are 
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typically 200-300 ms in duration (Hillenbrand et al., 2000). The improved detection 

of missing or masked harmonic components (such as those present in a vowel sound) 

may also occur if the fundamental frequency of a voice can be ascertained (Hafter et 

al., 1992; Hafter and Saberi, 2001). 

According to these arguments, it is plausible that visual and auditory cues used in 

human communication act to (i) “fill in the blanks” of an incomplete sound which 

resembles an expected or previously-detected sound, or (ii) unmask a speech signal 

in noise according to the principles of cue-evoked enhancement as described in this 

thesis.

6.2.2.2 Loss of cuing effect in SNHL

A perceived loss of speech intelligibility in background noise is a very common 

complaint for subjects with a SNHL (Roeser and Wilson, 1997). To make matters 

worse, this problem is not generally alleviated with amplification (Lyregaard, 1982). 

In fact, for subjects with a moderate-to-severe SNHL, speech recognition thresholds, 

measured in an amplified speech-in-noise discrimination task, are about 7 dB higher 

than normal-hearing controls (Festen and Plomp, 1990; Plomp, 1986). In addition to 

the basic loss of sensitivity (Moore, 1996), this deficit is likely caused by other 

factors associated with a SNHL, such as poorer frequency selectivity (Gengel, 1972; 

Patterson et al., 1982; Hall and Fernandes, 1983), poorer temporal resolution 

(Zwicker and Schorn, 1982; Moore 1985), and OHC-recruitment (for review, see 

Pickles, 1988). However, in addition to these deficits, subjects with a SNHL also 

present with a loss of cue-evoked enhancement (5.2.7). According to the mechanisms 

described in the previous paragraph, cues in speech assist in speech-in-noise 

listening. Therefore, the loss of a cuing effect is likely to contribute to the poorer 

speech-in-noise discrimination observed in hearing-impaired subjects.

The final point of this subsection regards the magnitude of the cuing effect. 

According to past and present results, the maximum detection benefit attributable to a 

cue is in the order of 3 dB. In a real-world listening situation, a 3 dB improvement of 

signal-to-noise ratio may seem trivial. However, several researchers investigating 

speech-in-noise discrimination have concluded that a decline in the speech 
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recognition threshold of as little as 2-3 dB represents a serious handicap for speech 

communication (Plomp, 1986; Plomp 1994; Alcántara et al., 2004). Accordingly, 

cuing mechanisms operating during spoken communication may indeed be necessary 

to provide optimal success in speech-in-noise listening.
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6.3 Future work

There are two main issues raised in this thesis which require further investigation. 

The first issue is the role of the auditory efferents, in particular, the MOCS, in the 

detection of cued or expected sounds. The second issue is the role of higher centres, 

in particular, those relating to the retrieval of memorised sounds. These two issues 

are addressed here in turn.

6.3.1 Role of the MOCS

6.3.1.1 Neurectomy subjects

One of the main challenges in this thesis was isolating the effects of the auditory 

efferent pathways from those effects associated with OHC disfunction and hearing 

loss. This became even more complicated due to the assortment of causes (and range 

of severity) associated with the hearing-impaired subjects (1.4.3, 5.2.1). 

Previous studies on the role of the OCB tested subjects who had undergone a 

vestibular neurectomy (1.3.2.2v). These researchers found that testing neurectomy 

patients also presents several challenges, such as availability of subjects, uncertainty 

of OCB lesion, and a concomitance with other disorders or hearing impairments. 

However, many neurectomy patients exhibit normal audiometric thresholds, OHC 

function, frequency discrimination, loudness growth, etc. For this reason, neurectomy 

patients are preferable to hearing-impaired subjects for the purposes of investigating 

the role of the MOCS in hearing. It would therefore be useful if many of the current 

experiments could be replicated with neurectomy subjects. Results from such 

experiments could provide a more definitive answer to the question of whether or not 

the MOCS is involved in cue-evoked antimasking.

6.3.1.2 Conductive hearing loss

The comparison of data from subjects with sensorineural or conductive hearing loss 

may help to distinguish between those effects attributable to the OHCs (and thus, the 

MOCS), and non-cochlear effects resulting from a long-standing hearing loss. The 

current results present data from only one subject with a permanent conductive 
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hearing loss, due to a scarcity of audiology patients with this type of hearing loss. 

This single result is insufficient for statistical analysis, or comparison with the SNHL 

group. Testing additional subjects with a permanent conductive condition could help 

to determine the impact of a reduction in hearing thresholds on enhancement or 

suppression.

6.3.1.3 Objective measures of MOCS function

The magnitude of effect associated with cuing significantly varies between subjects. 

For example, the average cue-evoked enhancement for normal-hearing subjects, as 

measured in this thesis, ranged from 0.5 - 6.5 dB (3.2.12, 3.2.13, 5.2.7). In addition, 

the number and activity of MOCS fibres significantly varies between individuals 

(e.g. Arnesan, 1984; 1985; Collet et al., 1990; Durante and Carvalho, 2002). The 

reasons for these variations are unknown. Nonetheless, these variations do provide an 

opportunity to observe a potential correlation between psychophysical measurements, 

such as those recorded in the current experiments, and physiological measures of 

MOC function.

MOCS function has been previously quantified in terms of the magnitude of 

contralateral suppression of OAEs (1.3.3.3). Using this method, several studies have 

revealed a mild correlation between MOCS strength and various signal-in-noise 

detection tasks (Micheyl et al., 1995; Micheyl and Collet, 1996; Giraud et al., 1997; 

Kumar and Vanaja, 2004). Experiments which measure a cuing effect could be 

performed in conjunction with a procedure which gives an objective estimate of the 

strength of the MOC reflex. A significant correlation between the magnitude of 

enhancement or suppression and the strength of the MOC reflex would implicate the 

activity of the MOCS in either phenomenon.

6.3.2 Role of higher centres

6.3.2.1 Longitudinal effects

One issue which has not attracted much attention in the literature is the extent to 

which performance in a probe-signal experiment changes over an extended period of 

time. Several researchers have previously observed a gradual improvement in signal 
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detection over longer periods of time, thought to be due to training or practice (for 

review, see Irvine and Wright, 2005). In contrast, one earlier finding from Greenberg 

and Larkin (1968) showed a general decline in target detection over 24 sessions. The 

mechanism responsible for these changes has not been explained. Be that as it may, 

these changes are important for the interpretation of some of the current results 

because they implicate longer-term task-dependent changes in the auditory system, 

most likely associated with cortical plasticity. In particular, these longer-term effects 

are likely to have been operating during the experiments which maintained a single 

listening condition over multiple sessions running over several weeks (e.g. measuring 

the attentional filter in Section 3.2.4). 

However, the majority of experiments of this thesis involved the comparison of two 

conditions (A and B) which were “interleaved”, with subjects generally completing 

several blocks of each condition in each testing session. While testing in this manner 

does reduce the impact of longer-term effects (i.e. those that occur over days or 

weeks), it does not rule out the potential impact of medium-term effects (i.e. those 

that occur within minutes). These medium-term effects may result from changes in 

general attention or motivation, the auditory system adapting to the background 

noise, subjects gaining practice at the task, or even simply learning the “rules” of 

each condition (e.g. a cue is always preceded by a matching target). It is currently 

unknown the extent to which these effects occur. 

The difficulty in analysing longitudinal trends is that the number of trials required for 

a meaningful result may not have occurred in the desired time period. For example, 

consider that 100 trials are required for a meaningful result, and that a 100-trial task 

is completed over 10 minutes. Given these conditions (which are similar to some of 

the present experiments), it would be impossible to measure any minute-by-minute 

trends in detection, since only 10 trials would have elapsed each minute. A possible 

solution to this would be to run large numbers of subjects on the same experiment, 

and pool the results chronologically. That is, combine the results from multiple 

subjects for the first block of 10 trials, the second block of 10 trials, and so on. In this 

way, with a sufficient number of subjects, minute-by-minute effects may be 

identified. 
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6.3.2.2 Equivalence of auditory and visual cues

The experiments of Chapter 4 showed that a visual cue representing the pitch of the 

target tone can produce a similar enhancement to an analogous auditory cue. 

However, the mechanism by which subjects used the information contained in the 

visual cue to enhance tone-in-noise detection is unclear. In addition, whether a visual 

cue is sufficient to cause suppression of unexpected sounds is unknown. 

Experiments measuring attentional filter functions (similar to those experiments of 

Chapter 3) could be performed using subjects with absolute or relative pitch to 

determine whether, or under what conditions, visual cues produce a suppression of 

unexpected tones. Alternatively, experiments containing visual cues could be 

designed to compare the performance of subjects with absolute or relative pitch to 

that of non-musicians. This could help to identify whether the “neural templates 

containing the physical properties of the target tone” (as discussed in Section 4.3) are 

indeed retrieved from subjects’ long-term memory, or whether they can be instantly 

created and used for the task at hand.

6.3.2.3 Real -world applications

As discussed in Section 6.2.2, the cuing phenomenon as described in this thesis may 

operate in many real-world situations which rely on higher centres of the brain 

associated with auditory attention, signal-in-noise detection, or voiced 

communication. There are various ways to test this application of the cuing 

phenomenon. For example, the expectation of a spoken word is known to enhance its 

detection (6.2.2.1). Is this enhancement due to the same mechanisms as observed in 

this thesis? This question could be addressed by performing an experiment measuring 

the detection benefit attributable to the expectation of, or prior exposure to, speech 

sounds (e.g. phonemes). A testing procedure could be similar to that of the present 

experiments, using vowel sounds as auditory cues, or phonetic symbols displayed on 

a computer screen as visual cues. If prior exposure to (and expectation of) a phoneme 

produced a detection benefit in the same manner as observed in the current 

experiments, this would provide a plausible link to the cuing phenomenon reported in 

this thesis and real-world listening. It would also provide evidence for a mechanism 

which retrieves frequency information from a stored template, in particular, one 

pertinent to spoken language and communication (4.3).

158



References

1978. Guidelines for manual pure-tone audiometry. American Speech-Language-Hearing 
Association (ASHA).

Abdala, C., Ma, E., Sininger, Y.S. 1999. Maturation of medial efferent system function in 
humans. J Acoust Soc Am 105, 2392-402.

Abe, T., Tsuiki, T., Ito, S., Endo, Y., Suzuki, K., T, O.U. 1990. Suppression of evoked 
otoacoustic emissions by contralateral noise exposure in humans. Nippon Jibiinkoka Gakkai 
Kaiho 93, 1890-7.

Aidan, D., Lestang, P., Avan, P., Bonfils, P. 1997. Characteristics of transient-evoked 
otoacoustic emissions (TEOES) in neonates. Acta Otolaryngol 117, 25-30.

Alcantara, J.I., Weisblatt, E.J., Moore, B.C., Bolton, P.F. 2004. Speech-in-noise perception in 
high-functioning individuals with autism or Asperger's syndrome. J Child Psychol Psychiatry 45, 
1107-14.

Arbogast, T.L., Mason, C.R., Kidd, G., Jr. 2002. The effect of spatial separation on 
informational and energetic masking of speech. J Acoust Soc Am 112, 2086-98.

Arehart, K.H., Burns, E.M., Schlauch, R.S. 1990. A comparison of psychometric functions for 
detection in normal-hearing and hearing-impaired listeners. J Speech Hear Res 33, 433-439.

Arnesen, A.R. 1984. Fibre population of the vestibulocochlear anastomosis in humans. Acta 
Otolaryngol 98, 501-18.

Arnesen, A.R. 1985. Numerical estimations of structures in the cochlear nuclei and cochlear 
afferents and efferents. Acta Otolaryngol Suppl 423, 81-4.

Aschoff, A., Muller, M., Ott, H. 1988. Origin of cochlea efferents in some gerbil species. A 
comparative anatomical study with fluorescent tracers. Exp Brain Res 71, 252-61.

Aschoff, A., Ostwald, J. 1987. Different origins of cochlear efferents in some bat species, rats, 
and guinea pigs. J Comp Neurol 264, 56-72.

Attias, J., Bresloff, I., Reshef, I., Horowitz, G., Furman, V. 1998. Evaluating noise induced 
hearing loss with distortion product otoacoustic emissions. Br J Audiol 32, 39-46.

Attias, J., Furst, M., Furman, V., Reshef, I., Horowitz, G., Bresloff, I. 1995. Noise-induced 
otoacoustic emission loss with or without hearing loss. Ear Hear 16, 612-8.

Azeredo, W.J., Kliment, M.L., Morley, B.J., Relkin, E., Slepecky, N.B., Sterns, A., Warr, 
W.B., Weekly, J.M., Woods, C.I. 1999. Olivocochlear neurons in the chinchilla: a retrograde 
fluorescent labelling study. Hear Res 134, 57-70.

Bachem, A. 1955. Absolute Pitch. J Acoust Soc Am 27, 1180-1185.

Backus, B.C., Guinan, J.J., Jr. 2006. Time-course of the human medial olivocochlear reflex. J 
Acoust Soc Am 119, 2889-904.

Bacon, S.P., Takahashi, G.A. 1992. Overshoot in normal-hearing and hearing-impaired subjects. 
J Acoust Soc Am 91, 2865-71.

Bartolomeo, P. 2002. The relationship between visual perception and visual mental imagery: a 
reappraisal of the neuropsychological evidence. Cortex 38, 357-78.

Békésy, G.v. 1960. Experiments in hearing McGraw Hill, New York.

Berlin, C.I., Hood, L.J., Wen, H., Szabo, P., Cecola, R.P., Rigby, P., Jackson, D.F. 1993. 
Contralateral suppression of non-linear click-evoked otoacoustic emissions. Hear Res 71, 1-11.

Bitterman, Y., Mukamel, R., Malach, R., Fried, I., Nelken, I. 2008. Ultra-fine frequency tuning 
revealed in single neurons of human auditory cortex. Nature 451, 197-201.

181


	01front
	02chapter1
	03chapter2
	04chapter3
	05chapter4
	06chapter5
	07chapter6
	09bibliography

