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Abstract

The aim of the research project that is the subject of this thesis is to apply
mathematical techniques, especially those in the area of operations research, to
the problem of maritime minefield transit. We develop several minefield models
applicable to different aspects of the minefield problem. These include optimal
mine clearance, shortest time traversal and time constrained traversal. We hope
the suite of models and tools developed will help make mine field clearance
and traversal both safer and more efficient and that exposition of the models
will bring a clearer understanding of the mine problem from a mathematical
perspective.

In developing the solutions to mine field models, extensive use is made of
network path planning algorithms, particularly the Weight Constrained Short-
est Path Problem (WCSPP) for which the current state-of-the-art algorithm
is extended. This is done by closer integration of Lagrangean relaxation and
preprocessing to reduce the size of the network. This is then integrated with
gap-closing algorithms based on enumeration to provide optimal or near optimal
solutions to the path planning problem. We provide extensive computational
evidence on the performance of our algorithm and compare it to other algo-
rithms found in the literature. This tool then became fundamental in solving
various separate minefield models.

Our models can be broadly separated into obstacle models in which mine
affected regions are treated as obstacles to be avoided and continuous threat
in which each point of space has an associated risk. In the later case, we wish
to find a path that minimizes the integral of the risk along the path while
constraining the length of the path. We call this the Continuous Euclidean
Length Constrained Minimum Cost Path Problem (C-LCMCPP), for which
we present a novel network approach to solving this continuous problem. This
approach results in being able to calculate a global lower bound on a non-convex
optimization problem.
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Chapter 1

Introduction

“When you can’t go where you want to, when you want to, you
haven’t got control of the sea” - Admiral Forrest Sherman [42]

Sea mines are cheap and effective weapons used mainly to restrict access
to mined waters including ports, harbours and shipping lanes. Sea mines pose
an asymmetric threat to conventional forces. They are relatively cheap, so can
be deployed by any entity with a reasonable military budget and also have an
immense potential to cause damage.

The magnitude of the mine threat can be illustrated by the fact that of the
18 US Navy ships seriously damaged since the Korean War, sea mines were
responsible for 14 of these incidents [24]. The most serious incident occurred
in 1988 when the USS Samuel B. Roberts (FFG-58) was struck by an Iranian
contact mine injuring 10 sailors [6]. Estimates of the repair cost range from
US$52 to $96 million [6, 17]. The mine was estimated to cost US$1500. In
addition, the USS Tripoli (LPH-10) was damaged by a moored contact mine in
1991, injuring 4 sailors, while heading up aerial mine countermeasure operations
for the Gulf War. Less than three hours later, the USS Princeton (CG-59) was
struck by two bottom influence mines (one is thought to have detonated due to
the detonation of the first), injuring three sailors [17]. The cost of repairing the
USS Tripoli was US$5 million. The cost of repairing the USS Princeton was
estimated to run into the tens of millions of dollars. The offending mines were
estimated to have cost less that US$5000 dollars and US$3000, respectively,
[17, 41]. Mines also pose an asymmetric threat in terms of the amount of time
it takes to lay versus to clear a mine field, given that it generally takes much
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more time to clear a minefield than lay one.
In the Korean War, North Korea was able to significantly hamper the US

amphibious landing at Wonsan causing the loss of multiple ships in the clearance
process. Though the delay did not have serious strategic impact, the potential
for disaster was noted by naval commanders, leading Admiral Forrest Sherman,
the then Chief of Naval Operations, to make the remark quoted at the start of
this chapter.

Even if mines do not damage ships, they still pose a serious obstacle to
the supremacy of a naval force. In addition to the Wonsan landing, mines
significantly hampered landing in Kuwait in the 1990s [24] and were encountered
in the recent Iraq conflict. Mines offer a comparatively cheap way to control or
hamper the movement of naval forces and as such pose a significant problem. In
an age with significant potential for non-state aggressors with limited budgets,
the mine threat takes an added dimension.

Australia, with it’s vast coastline and significant reliance on civilian shipping
is particularly vulnerable to the mine threat in any serious military conflict.
Australian forces are also involved in many allied operations and have provided
mine clearing forces in the recent Iraq conflict. This means that mine counter
measures are taking increasing priority in Australia’s naval strategy.

Currently, the Australian military is undergoing a paradigm shift towards
manoeuvre warfare. In essence this involves getting the maximum impact for
the minimum cost by cleverly using a synthesis of new technology and informa-
tion. It involves rapid tempo warfare that cannot afford to be held up by a mine
threat. This shift is enabled by the rapid progress of technology in both infor-
mation gathering and response capabilities. Intelligence, Surveillance and Re-
connaissance (ISR) systems are improving with the advent of aerial based mine
detection, mine detection sonar and unmanned underwater vehicles (UUVs).
UUVs are also making neutralization of mines safer, reducing the need to put
divers and marine mammals in harm’s way.

Unifying the growing volume of new information and increasing capabili-
ties are the human decision makers that must synthesize the new information
into intelligent and effective actions that make best use of the new capabilities.
Manoeuvre warfare promotes dynamic responses to situations; so while conven-
tional wisdom might suggest identifying and neutralising all potential threats,
it may be more effective to simply log the position of, and navigate around, a
suspicious object even if the capability to identify or neutralize it exists.

This thesis examines methods in which rigorous mathematical treatment,
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particularly using the tools of operations research, can be of use in dealing
with maritime minefields and provide tools to aid decision makers. We model
various minefield transit problems, a generic term encompassing any problem
related to passing through a maritime minefield, problems such as optimal mine
clearance and minimum-risk minefield traversal. We provide an explanation
of each model’s range of applicability. This enables models to be understood
and used appropriately by practitioners. Inevitably, all these models require
algorithms to find solutions to the model. Where appropriate, we have extended
some of these algorithms to push the boundaries of the current state of the art.

1.1 Mine Threat Background

Here we provide background information on the mines and the terminology used
by the mine countermeasures community. Firstly we talk about different types
of mines and mine-like objects. Mines can generally be classified by their mode
of detonation; either by contact with a vessel, or by detecting the influence
of a vessel. Minefields may also contain NOn-mine Mine-like Bottom Objects
(NOMBOs) that act as decoys.

We then discuss mine countermeasures. Mine removal can broadly be classi-
fied into sweeping and hunting. Sweeping involves the mass removal of mines to
some statistical level of certainty. Hunting involves the individual identification
and neutralization of suspect objects. When mine hunting, the course of action
is determined on an object by object basis. Usually a combination of sweeping
and hunting is required to render an area sufficiently safe from the mine threat.

Lastly, we talk about some of the methods currently used to model the mine
threat. This includes the classification of the danger posed by a mine and how
the danger posed is determined.

1.1.1 Types of Mines

Contact Mines
When thinking of sea mines, one generally envisions a barbed spherical ob-

ject moored to the sea floor. This is the classic design of a contact mine. Each
lead protuberance contains a glass phial filled with sulphuric acid which breaks
upon contact with a ship. This completes the circuit of a lead acid battery, which
in turn triggers the detonator. Contact mines must make physical contact with
a ship to detonate.
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Though contact mines are relatively primitive, they still pose a serious haz-
ard. As mentioned in the introduction, both the USS Samuel Roberts and USS
Tripoli were struck by contact mines. Contact mines are usually moored below
the surface at a depth consistent with the draft of the target ships. They may
also be found on the sea floor where they target submarines which are resting
to avoid detection and also in the littoral region to hamper amphibious land-
ings. Many of the obstacles seen in the D-Day landings were attached to contact
mines.

Contacts mines may also float freely on the surface. However, floating mines
are less common as they are a potential hazard to all parties. Moored mines
may become floating mines if their mooring breaks or is cut. Floating mines are
banned by international law.

Influence Mines
Contact mines have largely been surpassed by influence mines. Influence

mines use one or a combination of magnetic, acoustic, electric and pressure
signals in combination with a firing algorithm to trigger detonation. This means
influence mines do not need to make physical contact with the target vessel.
More advanced mines process the incoming signals and detonate only when a
pre-set target signal is detected. This allows the mine, for example, to target
military ships but allow civilian ships through, or to target a particular class of
military ship.

Being free from the constraint of making physical contact with the ship,
influence mines can lie on the sea floor. This allows them to carry a larger ex-
plosive payload. Bottom mines are also generally harder to detect than moored
mines since they may be buried in a sandy or muddy bottom.

Some modern mines do away with a simple explosion, instead launching a
rocket or torpedo at the intended target, allowing them to be effective at a much
greater depth. Some mines also count the number of ships that pass and deto-
nate after a certain number of ships have been detected. Ship counting mines
tend to target ships travelling towards the back of a convoy. These are generally
the more important ships.

NOMBOs
NOMBO is an acronym for a NOn-mine Mine-like Bottom Object. NOM-

BOs are not mines but are false positives for a given mine detection system.
NOMBOs may be naturally occurring objects or deliberate decoys employed to
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hamper mine clearing efforts. NOMBOs deployed as decoys look like mines to
mine sensors but carry no explosives, hence are much cheaper to deploy. NOM-
BOs frustrate the efforts of mine clearance teams, as any potential mine must
be treated with caution. Frequent encounters with NOMBOs have the potential
to elongate the time taken to navigate a minefield.

Minefield Placement
When a minefield is laid, the mine-layer typically tries to make the positions

of the mines difficult to predict, otherwise the field would be easily countered.
This means that any large scale regular pattern is usually avoided, as the de-
tection of a few mines would reveal the likely location of other mines. However,
small groups of mines are typically laid in straight lines due to the method of
delivery, usually being dropped from the back of a boat or plane. Sometimes
mines are laid in small clusters consisting of a few parallel mine lines. Occa-
sionally, mine lines can be quite long, especially if the purpose of the minefield
is to block access to channel or bay.

Mines are sometimes laid singly. This strategy is often employed if a wide
area needs to be mined. Though the density of mines is low, the spectre of
mines in the area can be enough to deter vessels from entering the area, or at
least hinder their progress.

In the Gulf War, for example, Iraq used six minefields to form an arc extend-
ing all the way from the Kuwaiti/Saudi border to the Faylaka Islands [23, 15].
Inside this arc, they had another series of mine lines. Over 1000 mines were laid
in all. The extent of mining only became fully apparent to allied forces when
the minefield records were obtained after the Iraqi surrender.

Minefields are not usually impenetrable, in the sense that every path from
one side to the other will set off a mine to the detriment of the crossing vessel.
Minefields rely on the uncertainty in the mine locations, NOMBOs and the
spectre of undetected mines to deter ships from crossing. It is entirely possible
that if every mine location is known precisely, the field could be crossed without
any mine needing to be cleared.

1.1.2 Mine Counter Measures

Sweeping
Sweeping a minefield involves systematically combing an area for mines in

a rapid fashion. Sweeping is characterized by not necessarily having to know

5



the precise location of individual mines before they are removed. Sweeping
techniques differ depending on the type of mine.

Moored mines are relatively easy to sweep by towing a cable between two
mine sweeping vessels. The high quality steel cable rubs against the moorings
till the mooring is cut. The mines are then collected or destroyed when they
float to the surface.

Mines that rest on the bottom obviously cannot be swept in this manner.
One technique for sweeping influence mines is to use a device that mimics a
target ship’s signature. Devices can either be fitted to a plane, towed by a
helicopter, fitted to an expendable drone or towed behind a suitable boat with
sufficiently long cord.

The more sophisticated the mine the more difficult it is to fool its sensors
and firing algorithm using an influence sweep. Anti-sweeping countermeasures
include using a count so that the mine only detonates after its firing algorithm
has been triggered a certain number of times. Moored mines may also be linked
to small explosive charges designed to cut sweeping wires.

Mine sweeping generally relies on a dedicated mine countermeasures (MCM)
team on specialized mine sweeping vessels. The disadvantage of a separate force
is that if an area is found to be mined unexpectedly, significant operational de-
lay may be encountered while waiting for the MCM team to arrive.

Hunting
As mines become more resistant to sweeping, they have to be hunted to en-

sure reliable threat removal. Hunting involves identifying individual objects that
may be mines, usually using sonar, marine mammals or unmanned underwater
vehicles (UUVs). Suspicious objects may then be dealt with by sending divers
or UUVs to identify and possibly disarm them, or may simply be destroyed
using a torpedo.

Mine hunting is becoming the new paradigm for mine threat removal. In-
stead of relying exclusively on MCM teams to deal with the mine threat, the
navy intends to employ MCM capability throughout the fleet so that mine threat
can be dealt with organically. This involves fitting ships with the capability to
detect mines, e.g. fitting sonar, and to deal with any mines they find with on-
board capabilities.
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1.1.3 Minefield Modelling

Total Mine Simulation System
The Total Mine Simulation System (TMSS) was originally developed in the

UK to model the interaction of a single ship with a single mine [43, 13]. It
has since been adopted by the US, Canada and Australia with collaborative
improvements made to the system. The parameters of the ship and the mine are
entered into the program and the risk to the ship is calculated for various straight
line paths near the mine by simulating the electromagnetic, acoustic and/or
pressure signature of the ship and how a mine’s sensors and firing algorithm
would respond. These paths are characterized by the ambient distance, that is
the closest point of approach of the ship to the point on the sea surface directly
above the mine. A diagram showing ambient distance and depth is given in
Figure 1.1(a).

The simulation is also done for various combinations of mine depth and
ambient distance to derive a plot similar to the one given in Figure 1.1(b). For
each combination of ambient distance and mine depth, TMSS will derive the
probability of the mine actuating. Note that Figure 1.1(b) is hypothetical as
real mine actuation plots are classified.

As the exact methodology of the TMSS is confidential, all of the factors
influencing the probabilistic output of the TMSS are unclear. One factor, ob-
tained from discussions with the Defence Science and Technology Organisation
(DSTO), is that the orientation of the mine, and in particular, the mine sensors
in relation to the ship can play a crucial role in whether or not a ship is detected.
As the orientation of the mine is generally unknown, the results are averaged
over many possible mine orientations; therefore giving a probabilistic outcome
as the result of the calculation. Other factors, such as signal noise, may also
contribute to the probabilistic result. An example of signal noise is the effect of
ocean waves on pressure sensors.

Due to the sensitive nature of ship signatures and the TMSS system in gen-
eral, we do not have access to real data concerning mine actuation. Thus, we
must make educated guesses for our model and leave the model general enough
so that real information may be fed in by a user at a later date.

Shock Factors and Damage Curve
Mine actuation is only part of the story, we also need to be concerned with

the amount of damage to vessel caused by the mine if it detonates. The dam-
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(a) Diagram showing the parameters depth, ambient dis-

tance and the ship track as used by TMSS.
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(b) A plot of mine actuation for different ambient dis-

tance and mine depth combinations. White indicates
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Figure 1.1: An illustration of some TMSS concepts.
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age caused by a mine is influenced by several factors, including the amount of
explosive power, the depth of the mine and the distance of the mine from the
ship. This is summarized by a number called the shock factor (SF) [37] given
as follows,

SF =
√

W

R

1 + sin α

2
, (1.1)

where W is the explosive’s weight equivalent of TNT in pounds (lb), R is the
slanted distance from the mine to the ship in feet and α is the angle of declination
from the ship to the underwater explosive. Shock factors provide a rough figure
of merit on which to judge the effect of an underwater explosion. The science
of underwater explosions is, of course, much more in-depth than is summarized
by the shock factor equation and the interested reader is referred to [12].

The damage done to a ship will be roughly proportional to the shock factor
experienced. If the ship sustains enough damage, it will no longer be effective
in the mission it is to carry out. This level of damage and above is referred to
as mission-abort damage. The likelihood of mission-abort damage, rather than
ship sinking, is the criterion typically used to assess various courses of action.
Note that we do not have access to shock factor information for ships due to its
sensitive nature.

Conventional thinking about mines prescribes each mine a lethal radius
which represents the distance a ship must be from a mine or potential mine
to be considered safe. The size of the lethal radius depends on such factors as
the sensor range of the mine, the explosive payload, the depth of the mine, the
robustness of the ship at withstanding explosive shocks and possibly an inbuilt
safety margin to account for navigational and mine position inaccuracies.

1.2 Background Mathematics

To aid the discussion of the literature and to frame the contribution of this
thesis, it is helpful to discuss some background mathematics.

1.2.1 Graph Theory

We employ graph theory a great deal in this thesis as it provides useful tools
for minefield transit problems. This is shown in detail in Chapters 4 and 5.
In these chapters, we overlay a spatial network on the minefield and search for
paths within that network.
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Figure 1.2: An example of a directed network. The nodes are shown as num-
bered circles and the edges are represented by arrows.

Definition 1. A directed graph G = (V,A) is a collection of nodes V and a set
of edges consisting of ordered pairs of nodes A ⊂ V × V such that if (i, j) ∈ A,
then i 6= j. We also require, for simplicity, that there are no repeated edges,
that is, if (i, j) and (k, l) are two distinct elements of A then (i, j) 6= (k, l).

Note that a graph with repeated edges can be converted to a graph with no
repeated edges by suitably adding intermediate nodes into the repeated edges
and suitably adding and adjusting edges. For our purposes let a graph G =
(V,A) be a finite directed network where V ⊂ Z+ is a finite set of nodes and
each a ∈ A is a directed edge (i, j) such that i, j ∈ V, i 6= j where Z+ is the set
of positive integers. Let |V | = N , |A| = M with N,M ∈ Z+. An example of a
graph is given in Figure 1.2.

Definition 2. A path p from node i0 to node im in G is a sequence of arcs
((i0, i1), (i1, i2), . . . , (im−1, im)) such that (ik−1, ik) ∈ A for all k = 1, . . . ,m.

Given that we do not allow repeated arcs in our graphs, we can also denote
paths as a sequence of nodes, (i0, i1, . . . , im−i, im), given that the corresponding
arcs exist in our network. We will often use the node sequence notation for
paths as it is less cumbersome.

We identify the sequence of edges that makes up a path with the set of edges
the path contains and thus abuse notation slightly, writing a ∈ p to mean that
the edge a is in the sequence that makes up path p. We further abuse notation
to extend the definition of functions from edges to paths, and so for any function
D : A 7→ R⊕, where R⊕ is the set of non-negative real numbers, we define

D(p) =
∑
a∈p

D(a)
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for any path p in G.

1.2.2 The Single-Objective Shortest Path Problem

All our models employ some sort of minimum cost path search in a network.
These are traditionally called shortest path problems because of their natural
analogy with finding shortest paths when the cost refers to distance. The single-
objective shortest path problem is used to find the shortest path in a network,
representing the best path through our minefield. It is also used extensively as
a subroutine in solving constrained shortest path problems.

Consider a network G = (V,A). Let the function C : A 7→ R⊕, where R⊕

is the set of non-negative real numbers, map each edge to a non-negative cost.
Let the nodes s, t ∈ V be the designated start and end nodes in our network G.
The (network) single-objective shortest path problem, is to find the path in G

from s to t that minimizes the sum of the costs of the edges used in the path.
Let PG be the set of all paths from s to t in G. Then, formally, the shortest
path problem is

min
p∈PG

C(p).

We will also refer to the single-objective shortest path problem as the uncon-
strained shortest path problem. This is to distinguish it from the constrained
shortest path problem we consider later. We may also refer to the unconstrained
shortest path problem as simply the shortest path problem when the context is
clear. The shortest path problem is important as it is used as the basis of our
constrained shortest path algorithms as well as being a useful path planning
tool in its own right.

The shortest path problem can be solved efficiently by Dijkstra’s algorithm,
a simple dynamic programming algorithm. We detail the operation of Dijkstra’s
algorithm for completeness as it is the algorithm we use to solve unconstrained
shortest path problems. Details of other algorithms for the unconstrained short-
est path problem can be found in Subsection 2.1.1.

Algorithm 1 (Dijkstra’s Algorithm).

1. Let d(i)←∞ for all i ∈ V .

2. Let d(s)← 0.
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3. Let k ← s and Perm = {s}.

4. For all nodes j such that (k, j) ∈ A.

If d(j) > d(k) + C((k, j)), d(j)← d(k) + C((k, j)).

5. Let k ← arg mini∈V \Perm d(i) (break ties arbitrarily).

6. Perm← Perm ∪ {k}.

7. If Perm = V , Stop

8. Else, Goto 4.

Dijkstra’s algorithm maintains a label d(i) for each node i ∈ V recording
the length of the shortest path so far found to that particular node. Initially,
all nodes have a distance label of d(i) =∞ to indicate no path to that node has
so far been found. The nodes in Dijkstra’s algorithm are divided into two sets;
permanently labelled Perm and temporarily labelled nodes V \ Perm. Next,
we give the start node the distance label 0 and add it to the set of permanently
labelled nodes. We use k to denote the active node. Initially, k is set to s,
making the start node the first active node.

In the first step, for each edge (k, j) leaving the active node k, we see if the
label at node j can be updated. If the label changes, it indicates we have found
a shorter (or the first) path to that node.

In the next step, we select the temporarily labelled node with the smallest
distance label to be permanently labelled and make this node the next active
node k. As there may be many nodes with the smallest label, we break ties
arbitrarily. We know the label of this node cannot change as any label produced
in any subsequent iteration must be have a value greater than or equal to the
minimum cost temporary label in the current iteration.

Now if all nodes have been permanently labelled, we can stop. Otherwise,
we return to the Step 4 and update the labels of the nodes associated with
edges leaving the active node. We continue this process until all nodes have
been permanently labelled.

In this way, Dijkstra’s algorithm finds the shortest path to every (reachable)
node in the network. The actual path can be retraced by recording the previous
node for each node or from the shortest distance labels by noting that if d(j) =
d(i) + C((i, j)) then i is a possible previous node to j in the shortest path tree.

Dijkstra’s algorithm can be modified to stop more quickly if we are only
looking for the shortest path to a single node t by stopping when t is permanently
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labelled. We can also reverse the direction of the edges to find the shortest path
from each node to a particular node.

We note that Dijkstra’s algorithm runs in polynomial time. Using the ap-
propriate implementation and clever data structure, Dijkstra’s algorithm runs
in O(M + N log(N)) time [1].

1.2.3 The Weight Constrained Shortest Path Problem

In Chapter 3 we present a new algorithm for the Weight Constrained Short-
est Path Problem (WCSPP). This tool allows us to find minimum risk paths
through minefields while constraining some other factor, such as time. Con-
strained paths are often a more useful tool in practice than simple shortest paths.
In particular, we use the WCSPP to approximate the solution to the Continu-
ous Euclidean Length Constrained Minimum Cost Path Problem (C-LCMCPP)
in Chapter 5. The ability to effectively solve the WCSPP is paramount to the
viability of using networks to approximate this continuous problem. We also
use the WCSPP in some of the danger zone models treated in Chapter 4.

Consider a directed graph G in which each edge has an associated non-
negative cost and non-negative weight. The Weight Constrained Shortest Path
Problem (WCSPP) is the problem of finding a path from a specified start node
to a designated end node in a directed graph that minimizes the sum of the
costs while keeping the sum of the weights less than or equal to a given limit.

Let the functions C : A 7→ R⊕, W : A 7→ R⊕, where R⊕ is the set of non-
negative real numbers, map each edge to a non-negative cost and weight and
the nodes s, t be the designated start and end nodes in our network G.

If we let PG be the set of all paths from s to t in G, the WCSPP is defined
as follows:

min
p∈PG

C(p)

s.t. W (p) ≤WL,

where WL is the weight limit, with C(p) and W (p) the cumulative cost and
weight, respectively, along the path. We denote a solution to the WCSPP as
p∗. The following definitions will be useful to our discussion.

Definition 3 (Beasley and Christofides [4]). A path is elementary if it
visits each node at most once.
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Definition 4 (Beasley and Christofides [4]). A path is simple if it uses
each edge at most once.

Note that if a path is elementary, it is also simple. Beasley and Christofides
[4] stated that there will be an optimal solution to the WCSPP that is elemen-
tary when the costs and weights are non-negative. This is easy to see, as any
path that loops around to visit the same node twice can have its cost and weight
lowered (or will at least be unaffected) by the removal of the loop.

It is thus possible to formulate the WCSPP as a binary integer program
(BIP). We use the variables xa to indicate that an edge a is used by giving it
the value 1 or not used by giving it the value 0. These individual variables then
become the elements of the vector x. The BIP formulation is then,

min
x∈{0,1}|A|

cx

s.t. Bx = d

wx ≤WL.

Here c is a vector of costs and w a vector of weights corresponding to the order
of the edges in the vector x. The |V | × |A| matrix B and vector d combine
to force x to represent a path. The entry Bij is -1 if the jth edge begins at
the ith node, 1 if the jth edge ends at the ith node and 0 otherwise. The ith
entry of Bx then represents the sum of the number of edges entering node i

minus the number of edges leaving node i. We want this sum to be zero for all
nodes except the start and end nodes, where we wish the sum to be −1 and 1,
respectively. These constraints determine the entries in the vector d.

Note that the BIP formulation above forces paths to be elementary, but the
resulting paths are not forced to be simple. However, given any non-simple op-
timal solution to the WSCPP, it is straight forward to produce a simple solution
be removing the redundant loops. We will not be too concerned with the BIP
formulation of the WCSPP and only include it for completeness.

Lagrangean Relaxation
The additional weight constraint makes the WCSPP NP-hard [21]. La-

grangean relaxation moves the weight constraint into the objective function,
converting the WCSPP back into a single objective problem. Lagrangean re-
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laxation is the key to finding good upper and lower bounds on the cost of the
optimal solution to the WCSPP.

Relaxing the weight constraint gives,

L(λ, p) = C(p) + λ(W (p)−WL) = (C + λW )(p)− λWL, (1.2)

where λ ≥ 0 and (C + λW ) : A 7→ R⊕ is defined in the natural way as (C +
λW )(a) = C(a) + λW (a). For convenience, we use the following definition.

Definition 5. The reduced cost function Λ(λ, ·) : A 7→ R⊕ is given by

Λ(λ, ·) = (C + λW )(·).

We will use the notation Λ(λ, a) = (C + λW )(a) for a ∈ A and Λ(λ, p) =∑
a∈p Λ(λ, a) for p a path.

By minimising L(λ, p) over p ∈ PG we define the dual function ΦG(λ),

ΦG(λ) = min
p∈PG

Λ(λ, p)− λWL. (1.3)

For any λ ≥ 0, ΦG(λ) provides a lower bound on the value of the WCSPP.
Naturally, we will want to maximize this lower bound so we wish to find λ∗, a
maximizer of ΦG(λ) over all λ ≥ 0. Of course, this is just the Lagrangean dual
problem. To calculate ΦG(λ) for a single value of λ, we only need to solve an
unconstrained shortest path problem. We call any shortest path with respect
to the function Λ(λ, ·) a solution of ΦG(λ).

ΦG(λ) is a piecewise linear concave function [44] of a single variable and thus
can easily be maximized by Kelley’s cutting plane method (KCPM) [31]. We
briefly review KCPM, and introduce notation needed to describe it, as we will
modify it when we combine solution of the Lagrangean dual with preprocessing.
For convenience, we also introduce the following notation.

Definition 6. Let Qλ
ij with λ ∈ R⊕ denote the minimum cost path from node i

to node j with respect to the reduced cost function Λ(λ, ·) found by the shortest
path calculator. Let Q∞

ij be the minimum weight path between node i and j

found by the shortest path calculator.

In discussing KCPM, we will be interested in the case in which i = s and
j = t. We consider other possibilities in later sections.

Now, if Qλ
st ∈ PG is a solution of ΦG(λ) for λ ∈ R⊕, then W (Qλ

st) −WL

is a subgradient of ΦG(λ). KCPM maintains two values λ+, and λ−, and the
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corresponding path cost and weight of Qλ
st for each λ = λ+, λ−. We discuss how

λ+ and λ− are initialized later. We require W (Qλ+

st ) > WL and W (Qλ−

st ) < WL

for λ+, λ− ∈ R⊕, respectively. This means the subgradient corresponding to
λ+ must be positive, and that corresponding to λ− must be negative. When
λ− =∞ we allow W (Qλ−) ≤WL. We will discuss this nuance shortly.

Since KCPM only makes use of one subgradient for each value, we abuse
notation and write Φ′

G(λ) to denote the subgradient W (Qλ
st)−WL. So for the

price of a single shortest path calculation, we can, for given λ ∈ R⊕, find ΦG(λ)
and Φ′

G(λ); together these define a tangent line to the graph of ΦG(λ) at the
point λ.

KCPM proceeds by calculating the λnew value such that L(λnew, Qλ+

st ) =
L(λnew, Qλ−

st ). When λ+, λ− ∈ R⊕, i.e. λ− 6= ∞, this corresponds to the in-
tersection of the tangent lines to ΦG(λ) at the points λ+ and λ−. We write
λnew = I(λ+, λ−), where

I(λ+, λ−) =
C(Qλ+

st )− C(Qλ−

st )
W (Qλ−

st )−W (Qλ+

st )
. (1.4)

This intersection formula is given by both [26, 30]. Depending on whether
Φ′

G(λnew) is positive or negative, λnew replaces λ+ or λ− and the corresponding
path costs and weights as appropriate. The procedure is then iterated till an
optimal Lagrange multiplier is found, indicated by either Φ′

G(λnew) = 0 or
ΦG(λnew) = C(Qλ+

st ) + λnewW (Qλ+

st ).
To initialize KCPM we do the following. Firstly, we calculate a minimum

cost path, Q0
st. If W (Q0

st) ≤WL then ΦG(λ) is optimized at 0 otherwise λ+ = 0.
Secondly, we find a minimum weight path, Q∞

st . If W (Q∞
st ) > WL we know the

problem is infeasible and no optimal Lagrange multiplier exists. If W (Q∞
st ) ≤

WL we set λ− =∞ and proceed with KCPM using Equation (1.4) to find λnew.
A subtle point is that the minimum weight path Q∞

st returned by our shortest
path calculator may not have the least cost amongst all minimum weight paths.
This means it may not be what would naturally be described as a solution of
ΦG(∞): that is the path obtained by solving the relaxed problem in the limit of
λ→∞. As a consequence, W (Q∞

st ) = WL does not imply that we have found an
optimal Lagrange multiplier as it would if λ were finite. Thus, if W (Q∞

st ) = WL

we must continue with KCPM.
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1.2.4 Visibility Graphs

In Chapter 4 each mine is modelled as having an associated danger zone. Each
danger zone is a circular obstacle of a certain lethal radius. We wish to find paths
that avoid these obstacles. Visibility graphs are the tool we use for finding these
paths. We also consider different extensions of this model that include mine
clearance, disambiguation and paths through danger zones. These extensions
of the basic model all rely fundamentally on visibility graphs. To this end, we
give a brief introduction to the mathematics of visibility graphs.

Let O ⊂ R2 be a set of points belonging to obstacles in R2, S a finite set
of start points and T a finite set of end points. The simple obstacle avoidance
problem is finding a shortest path from a point in S to a point in T while
avoiding points in the obstacle set O.

Let C([0, 1], R2) represent the set of all piecewise differentiable paths in R2

parameterized by s ∈ [0, 1] and Γ = {p ∈ C([0, 1], R2) : p(0) ∈ S, p[1] ∈ T}.
Then formally our problem is,

min
p∈Γ

Eu[p] =
∫ 1

0

‖p′(s)‖ds

s.t. p(s) /∈ O ∀s ∈ [0, 1]. (1.5)

This obstacle avoidance problem is well studied for many different geometries
of the obstacle set O; see Section 2.3. In particular, the solution for the case
in which O consists of a set of disk obstacles has been characterized [35]. The
shortest path will be a path in the visibility graph.

Intuitively, we can see that any part of the shortest path in free space must
be a straight, otherwise it could be locally shortened. We can also see that
the path should be allowed to trace the boundary of the disk obstacles, as any
shorter path would intersect the obstacle. Lastly, we can see that any path must
intersect the boundary of an obstacle at a tangent, otherwise a cusp would exist
that could be locally shortened. The concept of tangents and tangent points is
important for constructing visibility graphs, and explained precisely below.

Definition 7. A tangent is:

1. a segment starting from a specific point and ending on the boundary of a
circular danger zone such that the segment is tangential to the boundary
at the point of intersection; see Figure 1.3(a), or;

17



(a) Point to boundary. (b) Boundary to boundary.

Figure 1.3: Examples of tangents between a point and a circular boundary and
between circular boundaries. Black dots on the circular boundaries indicate
points of tangency. There is also a black dot start/end point in Figure 1.3(a).

2. a segment starting from the boundary of one circular danger zone and
ending at the boundary of another circular danger zone such that the
segment is a tangential to each boundary at the point of intersection; see
Figure 1.3(b).

With these restrictions, there are only a certain number of forms the shortest
path can take. We create the visibility graph by first creating an edge for all
allowed straight path segments. That is all collision-free segments corresponding
to:

1) segments directly from a start point to an end point,

2) tangents from the start point to an obstacle,

3) tangent from an obstacle and to an end point,

4) tangents from one obstacle boundary to another obstacle boundary.

Collision free means that the segment does not intersect O. We create a node
at each start, end and tangent point, that is points where the a segment meets
a boundary. We also create a node at any place where two disk boundaries just
touch. We then create an edge from each node on an obstacle to its immediate
clockwise and anticlockwise neighbour on the same obstacle as long as the edge
is collision-free.

By weighting each edge by its Euclidean length, we can then find a solution
to Problem 1.5 by finding the shortest path from a start to end node in that
graph using a network shortest path algorithm such as Dijkstra’s Algorithm.
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A proof that the optimal path for Problem 1.5 is found in the visibility graph
can be found in Appendix A. The fact that the optimal path for the simple
obstacle avoidance case can be found in the visibility graph will be used to prove
that the optimal solution to more complex models can also be found in similar
graphs in Section 4.8.

1.3 Outline and Contribution

This thesis makes several contributions to the existing body of knowledge. The
major contributions are in the areas of minefield modelling, network optimiza-
tion algorithms and the theoretical link between network and continuous path
planning problems. We hope these contributions to minefield transit problems
will help Mine Counter-Measure (MCM) practitioners tackle the mine threat
from a mathematical perspective.

Our minefield models fall into two broad categories. In the first model,
treated in Chapter 4, each potential hazard in the minefield has an associated
circular danger zone. The danger zone model best reflects the traditional doc-
trine on the handling of mine threat, which dictates a safe distance must be
kept from suspicious objects. Within this danger zone framework, we consider
various path planning problems that may be of interest to MCM practitioners.
The simplest problem is to plan a path avoiding these danger zones which, as
shown in Section 1.2.4, can be solved with a visibility graph model. Our contri-
bution is to extend the simple visibility graph model to consider more complex
minefield transit problems and include them in a unifying framework. These
problems include:

1. finding the optimal mines to clear to give the least cost path, given that
clearing mines incurs a non-negative cost and/or a limited number of clear-
ances that can be done;

2. finding the minimum risk path given that we allow a vessel to enter danger
zones without clearance (thus exposing the vessel to risk) given a length
or time constraint on the path and;

3. path planning with contingencies when we allow disambiguation of poten-
tial hazards.

The contingency path planning is based on the disambiguation model of
Priebe, Fishkind, Abrams and Piatko [49]. This model allows the identity of
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a potential hazard, i.e. whether it is a mine or NOMBO, to be determined at
the boundary of the danger zone. The path taken after this point depends
on the outcome of the disambiguation. The aim is to minimize the expected
length of the path. We extend the method of Priebe et al. by solving the one
disambiguation problem more accurately using an iterative numerical method.
This is in contrast to the approximate method proposed by Priebe et al. This
better highlights the fundamental trade-off in the problem of balancing the
reward of a shorter path if the disambiguation shows that the object is not a
mine with the penalty of a longer path if the object is actually a mine.

The second minefield model we consider is a continuous risk model, which is
the subject of Chapter 5. This is a natural extension of the length-constrained
minimum risk traversal considered in the obstacle avoidance section. However,
in the continuous risk model, the risk depends on the amount of time spent in
the danger region, not solely on whether or not a danger zone is entered. The
continuous model assigns a risk at each point in the minefield, in recognition
that there is some risk associated with every point in a minefield. We then
plan a path that minimizes the integral of the risk subject to a Euclidean length
constraint on the path, that is we look for solutions to the Continuous Euclidean
Length Constrained Minimum Cost Shortest Path Problem (C-LCMCPP). In
general, the C-LCMCPP is a non-convex optimization problem.

We give a rigorous scheme for convergence of network approximations to the
C-LCMCPP. With this scheme, we show that if we solve the corresponding
WCSPP with path lengths constrained to L̄(1 + γ), where γ depends on the
network construction and L̄ is the length constraint for the continuous problem,
then we can compute a lower bound on the global optimum of the C-LCMCPP.
We prove, furthermore, that this bound converges to the global optimum as the
network is refined in a way described in Chapter 5. We also prove that the
solution to the WCSPP with path length constrained to L̄, (an upper bound on
the global optimum of the C-LCMCPP), converges to the global optimum as
the network is refined.

This theoretical work is used to devise a cellular network construction, based
on triangular tessellation of the spatial domain, and hexagonal cells. This net-
work is sparse, while still meeting the conditions for convergence. We give the
results of numerical computations, showing the effects of refining the network
discretization on the lower and upper bounds computed.

The significance of this work is that many of the methods in use currently,
specifically nearest neighbour grid networks, are not convergent. The only sim-

20



ilar work we are aware of is the work of Kim and Hespanha [32] on Unmanned
Aerial Vehicles (UAVs). They also provide a convergent network solution to
continuous path planning problem. However, they consider an unconstrained
shortest path problem rather than our constrained shortest path problem. They
do, however, consider an anisotropic cost function, i.e. the cost depends on the
UAV’s direction. Furthermore, the lower bound implicit in their work cannot
be numerically evaluated.

Thus, the contribution of this work is what we believe is the first network
approach to a constrained continuous minimum cost path problem that is proved
to converge to the globally optimal solution, under mild assumptions on the
cost function. Also, as far as we are aware, this is the first work to derive an
explicit lower bound formula for the C-LCMCPP. This formula gives a concrete
lower bound value for a given problem instance and appropriate approximation
network.

Lastly, in Chapter 3 we detail an improved algorithm for the Weight Con-
strained Shortest Path Problem (WCSPP) that extends the current state of the
art. The WCSPP is a fundamental tool used in both the danger zone and contin-
uous minefield path planning models. With regard to the WCSPP, our principal
contribution is to integrate the simultaneous solution of Lagrangean duals with
preprocessing, in a computationally effective manner. We have evaluated the
computational trade-offs of several alternative strategies for such integration.
As far as we are aware, this is the first time that Lagrangean relaxation steps
and preprocessing steps have been tightly integrated, and the first time it has
been shown that simultaneous solution of Lagrangean dual problems for each
edge can be made computationally effective. We also experiment with alterna-
tive uses of the Lagrangean information generated in preprocessing in the final
gap-closing stage. This results in improvements in the gap closing algorithm of
Carlyle and Wood [10].

This thesis is structured as follows. In Chapter 1 we begin with background
on the mine threat. This is followed by background mathematics. In Chapter 2
we provide a review of the literature related to minefield path planning problems,
network algorithms, optimization algorithms and other relevant material. In
Chapter 3 we describe our algorithm for the WCSPP. In Chapter 4 we give
the details of our models based on the danger zone concept. Chapter 5 deals
with the continuous risk model, including our novel network discretization and
proofs of convergence of the upper and lower bound. We conclude this thesis
with a summary of our results and findings.
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1.4 Notation and Abbreviations

In this section we tabulate some of the notation, symbols and abbreviations
used throughout this thesis. Note that some common symbols, such as N ,
have different meanings depending on the chapter in which they are found.
We have also included the definitions of some common mathematical terms for
convenience.
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Table 1.1: Mathematical Symbols I.
| Denotes the concatenation of two paths when used as a binary

operator.
| · | When A is a set, |A| is the number of elements in that set.
‖ · ‖ The Euclidean norm.
← Used to denote assignment of value from right to left in algo-

rithms.
\ Used to denote set subtraction.
(·)c Denotes the complement of a set.
a The start point for the path in the C − LCMCPP .
A∆ The edges whose Lagrangean lower bound value may have

changed due to the removal of edges.
acl(β1, β2) The set of angles on a circle anti-clockwise from angle β1 to

angle β2.
Adj(·) Gives the supernodes adjacent to a supernode si.
αi(y) The anticlockwise angle, in the range [0, 2π), made by the line

from ci to y ∈ R2 \ {ci} with the positive x-axis.
argmin The value or set of values of the argument that minimizes the

given expression.
b The end point for the path in the C − LCMCPP .
B(c, r) An open disk in R2 with centre c and radius r.
∂B(c, r) A circle of radius r with centre c.
BDFse(·) The boundary distance function. It gives the minimum distance

of a point x on the superedge se to a point on the boundary of
se.

BndyNodes(·) The set of supernodes used to define the boundary of a super-
edge.

Bndy(·) The set of superedges that make up the boundary of a given
node in V \ {b} or superedge in SEΩ.

ci The centre of MOMLO i’s danger zone.
C(·) The cost function in network shortest path problems.
C+

(i,j) The stored value of the cost of the weight infeasible path through
edge (i, j) in the AEE algorithm.

C−
(i,j) The stored value of the cost of the weight feasible path through

edge (i, j) in the AEE algorithm.
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Table 1.2: Mathematical Symbols II.
C([0, 1], R2) The set of piece-wise differentiable paths in R2 parameterized

by the interval [0, 1].
C([0, 1],Ω) The set of piece-wise differentiable paths in Ω ⊂ R2 parameter-

ized by the interval [0, 1].
cc The vector of non-negative clearance costs associated with the

danger zones Oi in the danger zone model.
χ(·) Gives the spatial coordinate of the input node.
cl(β1, β2) The set of angles clockwise from angle β1 to angle β2.
d(·) Denotes a distance label in labelling algorithm.
δ A parameter of a cellular network. It is the perpendicular height

of the triangles used in the tessellation.
∆ A parameter of the unstructured (γ, ∆)-approximation net-

works. Note that ∆ ≤ ∆G where ∆G is a function calculated
over the network G.

∆G The maximum over all regions Rv, v ∈ V \ {b}, of M↑(v) −
M↓(v). It is the maximum possible difference in F values within
a region for graph G.

E[·] In the danger zone model, a vector functional whose ith com-
ponent is δiEu[·] + z̃[·] · wi, where δi ∈ {0, 1}.

E(i, x) Denotes the expected length of the random disambiguation path
that disambiguates MOMLO i at point x.

Eu[·] The Euclidean length functional.
fse(·) Similar to BDF but for a given point on se, the input to fse(·)

is the distance of the point on se from the end of se, rather that
the actual point. The end of se is chosen arbitrarily.

F (·) A function that gives the point-risk at a point in R2.
G A network construction, that is a procedure that produces net-

works for solving the C-LCMCPP.
G = (V,A) A graph with node set V and edge set A.
Gi The visibility graph over the set of MOMLOs indexed by

{1, . . . , N} \ {i}.
γ A parameter that relates to the difference in length between a

path and its network approximation.
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Table 1.3: Mathematical Symbols III.
Γ The set of acceptable paths in both the continuous and danger

zone models. Note that the definition of Γ in each chapter is
slightly different to suit the context.

I Denotes an instance of the C-LCMCPP.
I Denotes a set on MOMLO index numbers.
J [·] A functional which gives the cost of a path in the C-LCMCPP.

It is the integral of the risk function F along the path.
J∗(·) A function which takes a weight constraint as input and gives

the cost of an optimal path for the C-LCMCPP with that weight
constraint as output. The function F , domain Ω the start point
a and end point b are defined implicitly.

J∗G(·) A function which takes a weight constraint as input and gives
the cost of an optimal path for or the WSCPP over G as output.
The start point a and end point b are defined implicitly.

Ki The cost of disambiguating MOMLO i.
L A list of Lagrange multiplier values produced during the running

of a WCSPP algorithm.
L̄ The length constraint for the C-LCMCPP.
L(λ, ·) The Lagrangean function C(·) + λ(W (·)−WL).
λ The Lagrange multiplier.
λ− The Lagrange multiplier associated with weight feasible paths

in KCPM.
λ+ The Lagrange multiplier associated with weight infeasible paths

in KCPM.
λ∗ An optimal Lagrange multiplier.
Λ(λ, ·) The reduced cost function C(.) + λW (.).
Lnkd(·) The set of linked superedges to superedge. This is the union of

the boundary and partner superedges.
m The number of weights associated with a path in the danger

zone model.
M The number of edges in the WCSPP in Chapter 3. In the Chap-

ter 5, it is the number of nodes per side length in the cellular
network construction.

M↓(v) The minimum value of F on the region Rv.
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Table 1.4: Mathematical Symbols IV.
M↑(v) The maximum value of F on the region Rv.
MC The maximum number of clearances allowed in the danger zone

clearance model.
N The number of nodes in the WCSPP chapter (Chapter 3). In the

danger zone chapter (Chapter 4), N is the number of MOMLOs.
In Chapter 5 on continuous threat models, N is the number of
edges in a particular network path approximation.

O(·) Used to denote the computational complexity of an algorithm.
Oi The danger zone associated with the ith MOMLO.
O The union of all danger zones Oi.
Ω The convex subset of R2 which is the allowed area for the path

in the C-LCMCPP.
Ord(·) An ordering function used in Algorithm 18 to treat MOMLOs

in order of increasing cost. The relevant cost is minimum value
of Eu[Qv] amongst all nodes on the MOMLO’s boundary.

p Denotes either a network path or continuous path depending on
context.

p(·) Denotes a parametric path from the interval [0, 1] 7→ R2.
P [·] A functional that gives probability of surviving a path.
P (·) The point-risk at a point in R2.
pU The network path corresponding to the upper bound U .
PG The set of all network paths in the network G from the start

node to end node.
PG,i The set of all networks paths in PG that go through node i in

Chapter 3.
Pk A parameter set used to define a network construction in Chap-

ter 5.
Ptnr(·) The set of partner superedges for a given superedge se. Partner

superedge to se contain se on their boundary.
PtnrNodes(·) The set of supernodes that are adjacent to both end nodes of a

superedge.
ΦG(λ) The Lagrangean lower bound on the cost of weight feasible paths

in network G.
ΦG,k(λ) The Lagrangean lower bound on the cost of weight feasible paths

in network G that go through node i.
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Table 1.5: Mathematical Symbols V.
ΦG,(i,j)(λ) The Lagrangean lower bound on the cost of weight feasible paths

in network G that go through edge (i, j).
Φ′

G(λ) A sub-gradient to the function ΦG(·) at the value λ.
Φ+

(i,j) The values of ΦG,(i,j)(λ+) calculated from stored values of
λ+, C+

(i,j) and W+
(i,j).

Φ−
(i,j) The values of ΦG,(i,j)(λ−) calculated from stored values of

λ−, C−
(i,j) and W−

(i,j).

Φmax
(i,j) The maximum value of the Lagrangean lower bound calculated

for the edge (i, j) during the course of the AEE algorithm.
Φp(λ) The Lagrangean lower bound on the cost of weight feasible paths

in network that start with the sub path p.
q∗G The optimal solution to the WCSPP in the network G using a

relaxed weight constraint as found by the WCSPP solver.
Qλ

ij The minimum reduced cost path, as found by the shortest path
calculator, from node i to node j using the reduced cost function
Λ(λ, ·).

Qv Either the shortest path to or from a node depending on the
context.

ri The lethal radius of MOMLO i.
R(·) The point-risk function.
R[·] A functional that gives the risk of a path.
Rradial(·) A function that gives the point-risk at a given distance from a

mine.
RTMSS(·) A function that gives the risk of a path at a given ambient

distance.
Rv A region around node v. It is a subset of R2.
R+ The set of positive real numbers, i.e. {x ∈ R : x > 0} or (0,∞).
R⊕ The set of non-negative real numbers, i.e. {x ∈ R : x ≥ 0} or

[0,∞).
Rm
⊕ The Cartesian product of m ∈ Z+ copies of R⊕. Rm

⊕ is a subset
of Rm.

s The start node or parameter in a parametric equation depending
on context.

S The set of all possible start points in an obstacle model.
SE The set of superedges in the equilateral triangulation of R2.
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Table 1.6: Mathematical Symbols VI.
SEΩ The set of superedges that are part of the scaffolding graph.
SN The set of supernodes in the equilateral triangulation of R2.
SNΩ The set of supernodes that are part of the scaffolding graph.
ST (j, T ) The sub-tree of SPT T rooted at node j.
t The end node.
T The set of all possible end points in an obstacle model.
T (i, j) An undirected network consisting of equilateral triangles.
Tri()̇ Given a set of three supernodes, Tri(·) gives the area of R2

enclosed by the triangle formed by the supernodes.
TriΩ The set of triangles of the equilateral triangle tessellation that

intersect with Ω. This is used to define (SNΩ, SEΩ).
U An upper bound on the WSCPP.
ΥG The set of γ values which are valid for a (δ, ε, κ)-network G.
Vi The set of nodes that are on the boundary of MOMLO i.
wi In the danger zone model, a vector of non-negative real weights

with length given by the number of MOMLOs. Used for the
vector of clearance costs of risks associated with each MOMLO.

W (·) The weight function in network shortest path problems.
WL The weight limit for the WCSPP.
Wn(·) The nth edge weighting function in the danger zone model.
W+

(i,j) The stored value of the weight of the weight infeasible through
edge (i, j) in the AEE algorithm.

W−
(i,j) The stored value of the weight of the weight feasible through

edge (i, j) in the AEE algorithm.
z In the danger zone model, a vector whose ith element is the

number of times a given path enters danger zone i.
z̃ In the danger zone model, a vector whose ith element is 1 if a

given path intersects danger zone i and 0 otherwise.
Z+ The positive integers, i.e. {1, 2, 3, 4, . . .}.
Z⊕ The non-negative integers, i.e. {0, 1, 2, 3, 4, . . .}.
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Table 1.7: Mathematical Terms.
Beta distribution A continuous random variable following a Beta distri-

bution with parameters (α, β) ∈ (0,∞) × (0,∞) ⊂
R2 has the probability density function P (x) =
Γ(α+β)
Γ(α)Γ(β)x

α−1(1 − x)β−1 for x ∈ [0, 1] where Γ(·) is the
Gamma Function.

co-prime Two positive integers are co-prime when their greatest
common divisor is one.

elementary (network
path)

A path in a network is elementary if it contains any edge
no more than once.

Hölder continuous A function F : Rn 7→ R is Hölder continuous if, for
any x, y ∈ Rn, |F (x) − F (y)| ≤ K‖x − y‖σ for some
K > 0 and 0 < σ ≤ 1. A Hölder continuous function is
continuous.

Poisson Distribution A discrete random variable with a Poisson distribution
with parameter λ ∈ (0,∞) ⊂ R has the probability mass
function P (k) = λke−λ

k! for k ≥ 0 ∈ Z.
Pseudo-polynomial A pseudo-polynomial time algorithm is polynomial in

the numeric value of the inputs. It is not strictly poly-
nomial as the numeric value of an input is an exponen-
tial function of the number of digits used to encode an
input.

NP The set of non-deterministic polynomial decision prob-
lems, that is problems for a which a proposed solution
can be checked for in polynomial time.

NP-complete The set problems in NP whose solution in polynomial
time would lead to a polynomial time algorithm for ev-
ery algorithm in NP.

NP-hard A problem (not necessarily a decision problem) that is
polynomially reducible to every problem in NP.

simple (network path) A path in a network is simple if it contains any node no
more than once.
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Table 1.8: Acronyms.
AEE Aggressive Edge Elimination (algorithm).
AEO All Edge Optimizers (enumeration algorithm).
AEOUB All Edge Optimizers with Upper Bounds updating (enu-

meration algorithm).
ALM All Lagrange Multipliers (enumeration algorithm).
C-LCMCPP Continuous Euclidean Length Constrained Minimum

Cost Path Problem.
DARPA Defence Advanced Research Projects Agency. DARPA

is the central research and development agency for the
U.S Department of Defence.

DEM Digital Elevation Model.
DSTO The Defence Science and Technology Organisation.

The Australian government’s leading defence research
agency.

ECWF Edge Choice and Weighting Function.
ECWF SOA Edge Choice and Weighting Function Simple Obstacle

Avoidance.
FMM Fast Marching Method.
HJB Hamilton-Jacobi-Bellman (equation).
KCPM Kelley’s Cutting Plane Method.
MCM Mine Counter-Measures.
MOMLO Mine Or Mine-Like Object.
NE No Elimination (algorithm).
NOMBO NOn-mine Mine-like Bottom Object.
OO Optimum Only (enumeration algorithm).
QoS Quality of Service.
SAM Surface to Air Missile (site).
SEE Simple Edge Elimination (algorithm).
SNE Simple Node Elimination (algorithm).
SNE+AEE Simple Node Elimination followed by Aggressive Edge

Elimination (algorithm).
SPT Shortest Path Tree.
UAV Unmanned Aerial Vehicle.
UUV Unmanned Underwater Vehicle.
WCSPP Weight Constrained Shortest Path Problem.
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Chapter 2

Review of Path Planning

and Mine Threat Literature

In this chapter we provide an overview of the literature related to minefield
transit problems. First we discuss network shortest path problems, which are the
general tools we use to solve the minefield transit problem. We then look at the
ways minefield transit and related path planning problems have been modelled
in the literature. This leads us to the various techniques that have been used
to model path planning problems, namely obstacle avoidance methods, spatial
networks and continuous path planning. Each of these three topics occupies a
section. Lastly, we look at the ways in which multiple objectives and constrained
path problems have been handled in the literature.

2.1 Graph Algorithms

2.1.1 Unconstrained Network Shortest Path Problems

In this thesis, we make extensive use of unconstrained network shortest path
problems both as a direct tool to solve minefield transit problems and as an
intermediary in the solution of the WCSPP. It would be more accurate to
call shortest path problems in networks “minimum cost path problems” as the
objective being minimized is not always distance. However, we stick with the
conventional name of shortest path problems.

Consider a directed graph in which each edge has a cost associated with it.
The unconstrained shortest path problem considers the problem of finding the

31



minimum cost path from a given start node to a given end node. Often this
problem is computationally as easy as finding the minimum cost path from a
given node to every node in the network.

Algorithms for the unconstrained shortest path problem can be broadly clas-
sified into label setting methods and label correcting methods. Label setting
methods choose the minimum cost node from the list of temporarily labelled
nodes to become permanently labelled. Label correcting methods cover alter-
nate schemes.

Dijkstra’s algorithm [16], explained in detail in Section 1.2.2, is the archety-
pal label setting algorithm. It is applicable when the costs associated with the
arcs are non-negative. Dijkstra’s algorithm is the most widely used shortest
path algorithm. Beasley and Christofides [4] and Handler and Zang [26] both
use Dijkstra’s algorithm as a sub-routine to help solve the WCSPP. Dijkstra’s
algorithm is also used by Piatko, Diehl, McNamee, Resch and Wang [46] to solve
shortest path problems relating to minefield path transit.

The worst-case complexity of Dijkstra’s algorithm depends on the data struc-
tures used in the implementation. A naive implementation takes O(N2) time,
N being the number of nodes, which is the best achievable with a completely
dense network [1]. A binary heap implementation of Dijkstra’s algorithm has
worst-case complexity O(M log(N)), M being the number of edges, while a
Fibonacci heap implementation has worst-case complexity O(M + N log(N))
[1].

The A∗ algorithm, described in the paper by Hart, Nilsson and Raphael [27]
can also be used to solve the network shortest path problem. The A∗ algorithm
can be viewed as an extension of Dijkstra’s algorithm. The A∗ algorithm adds
an estimate of the cost of the path from node i to the end node to the distance
label d(i). In the case of Dijkstra’s algorithm, this estimate is zero. If the path
estimate yields a lower bound on the cost of the path the A∗ algorithm will
give the optimal path. However, in many applications the heuristic used to
estimate the path cost is not a lower bound. In this case, the A∗ algorithm is
not guaranteed to give the optimal path, hence finds a heuristic solution.

The Bellman-Ford [5] algorithm is a label correcting algorithm that copes
with the case in which the arc costs in the network can be negative. In the case
of negative edge costs, the algorithm requires there to be no negative cost cycles
(paths that start and end at the same node which have negative cost), otherwise
no shortest path would exist because any path could be made arbitrarily short
by multiple passes through the cycle. Implementations of the Bellman-Ford
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algorithm exist with O(NM) worst-case complexity. However, implementations
with exponential worst-case complexity can have better run-times in practice
[1]

The Bellman-Ford algorithm initializes all the nodes with a distance label
of ∞ then gives the start node a distance label of zero. As with Dijkstra’s
algorithm, the distance labels represent the cost of some path from the start
node to that node or are infinity to indicate that a path has yet to be found. The
algorithm loops over each arc (i, j) ∈ A testing whether d(j) > d(i) + C((i, j))
and setting d(j) = d(i) + C((i, j)) if the result is true. After looping over each
arc, the distance labels will represent the shortest path to that node using one
or fewer arcs. After looping through all the arcs with the same procedure k

times, the labels will represent the shortest path from the start node using k

or fewer arcs. Now any optimal path from the start node to any other node
in the graph must use fewer that N nodes otherwise it would contain a cycle.
Thus, after N passes, under the assumption of no negative cost cycles, we are
guaranteed to have found the optimal path to every node in the graph. We can
test the assumption of no negative cost cycles by doing one more pass through
all the arcs and testing whether all the nodes are indeed optimal.

2.1.2 Constrained Network Shortest Path Problems

A major section of this thesis involves improvements made to solution methods
for the Weight Constrained Shortest Path Problem (WCSPP). This algorithm
is then used to solve various minefield transit models. The WCSPP problem is
a useful tool as it can be used to highlight trade-offs that must be made, such as
between path length and risk, when selecting a path when we have more than
one weight associated with the path.

Algorithms for the WCSPP have generally involved some kind of preprocess-
ing to eliminate nodes and/or arcs that cannot appear in any feasible and/or
optimal path. Many have also involved Lagrangean relaxation, either before or
after preprocessing, with the Lagrangean dual solved either approximately, for
example by subgradient relaxation, or exactly, for example by Kelley’s cutting
plane method [31], or a bisection search [10, 9]. Both preprocessing and solution
of the Lagrangean dual involve repeated solution of unconstrained shortest path
problems. In general, there will be a duality gap, which is closed with some kind
of dynamic program or labelling algorithm, a kth-shortest path algorithm, or
with some form of enumeration, including branch-and-bound. The gap-closing
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stage is often made more efficient by using bound information collected in the
earlier stages. Much of the research done on the WCSPP is in terms of the Re-
source Constrained Shortest Path Problem (RCSPP) in which multiple additive
resource constraints are present.

Formulation
There are a few subtleties and quirks when formulating the WCSPP/RCSPP

as an integer program. Generally, formulations found in the literature set the
variable xij to be 1 if an edge is used and 0 otherwise. Beasley and Christofides
[4] formulate the RCSPP as binary integer programming problem in this manner.
This formulation implicitly assumes that each edge will be used at most once,
i.e. that the path will be elementary. Beasley and Christofides [4] showed that
this will be the case if the costs and weights are non-negative and there are no
lower limits on resource use. Allowing lower limits on resources use is rare and
is not found in many other WCSPP papers. The binary variables can also be
associated with paths, rather than edges, though this is less common.

Some papers allow resource consumption to be associated with nodes as
well as edges, e.g. Beasley and Christofides [4]. However, a formulation with
costs and weights on nodes and edges can easily be converted to an equivalent
formulation with costs and weights only on edges. Both Dumitrescu and Boland
[18] and Chhajed and Lowe [11] make this observation, the former in relation to
the WCSPP and the latter in relation to the Node Selection Problem - another
weighted network problem. Associating costs and weights only with edges leads
to a much cleaner formulation.

The WCSPP is NP-hard. This can be shown by expressing the knapsack
problem as a WCSPP [26]. However, the WCSPP is weakly NP-hard, i.e.
pseudo-polynomial time algorithms for the WCSPP exist.

Lagrangean Dual Optimization
Once the problem has been formulated, most effective methods use La-

grangean relaxation to find feasible solutions to the WCSPP, put a lower bound
on the optimal solution and/or help in determining the optimal solution. La-
grangean relaxation involves relaxing the weight constraint by including it as
a penalty term in the objective function, weighted by a non-negative number
called the Lagrange multiplier; see Section 1.2.3. Any Lagrange multiplier, or
vector in the case of the RCSPP, will provide a lower bound on the optimal
solution. However, the best lower bound will be provided by optimising the
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Lagrangean dual, that is solving the Lagrangean dual problem. Thus, any work
incorporating Lagrangean relaxation includes a procedure to solve or approxi-
mately solve the Lagrangean dual problem.

Beasley and Christofides [4] use a subgradient optimization procedure. At
each iteration, the procedure chooses a subgradient of the Lagrangean dual,
which can be calculated easily from the resource consumption of the minimum
reduced cost path. This subgradient direction is then combined with a weighting
factor and added to the current Lagrangean multiplier vector to get an updated
Lagrange multiplier vector. The weighting factor decreases as the gap between
the upper and lower bounds narrows. Note that this procedure will, in general,
only provide an approximation to the optimal Lagrangean dual vector. The
subgradient optimization procedure is most suitable for solving the Lagrangean
dual of the RCSPP for a large number of resources. For only a single resource,
much simpler and more effective techniques are available.

In the case of the WSCPP, optimising the Lagrangean dual is much easier
than for the RCSPP, as it is a one-dimensional optimization problem. Handler
and Zang [26] use a technique that is identical to Kelley’s Cutting Plane Method
(KCPM) [31]. This procedure is described in Section 1.2.3. The same procedure
is also used by Dumitrescu and Boland [18] and Jüttner et al. [30] in work on
the WCSPP. Recently, Jüttner [29] showed that this optimization procedure
runs in polynomial time O(M log2(M)), consistent with the empirical observa-
tions showing that the number of iterations taken to find the optimal Lagrange
multiplier are low; see [18, 30].

Carlyle and Wood [10] and Carlyle, Royset and Wood [9] instead use a
binary search procedure to optimize the Lagrange multiplier. This procedure
simply chooses the value halfway between the existing Lagrange multipliers as
the new Lagrange multiplier, replacing one of the old values of the Lagrange
multiplier as appropriate. This process is repeated iteratively until the desired
level of accuracy is obtained. This procedure has the advantage of being simple
to implement.

Lagrangean dual problems also offer the possibility of finding upper bounds
on the value of the WCSPP if the path that corresponds to the dual solu-
tion happens to be feasible. This fact is exploited by many authors including
[4, 18, 26]. It is also easy to demonstrate that as the solution of the Lagrangean
dual problem progresses through KCPM, the feasible solutions found will be
closer to optimal.
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Preprocessing
Preprocessing, deleting nodes and arcs from the network, is also a feature

of many WCSPP algorithms. Elimination can be based on minimum weight
paths, i.e. eliminating nodes and edges that violate the resource constraint.
Such reductions were done by Aneja et al. [2] and Beasley and Christofides [4].
For the RCSPP, it is possible to iterate the resource reduction tests as done by
Aneja et al. [2].

Beasley and Christofides [4] also used the Lagrangean dual solution to elim-
inate nodes and edges. They calculate the Lagrangean lower bound for each
node/edge and eliminate any node/edge whose lower bound exceeds the up-
per bound. Note that this procedure relies on a feasible solution being found
during the solution of the Lagrangean dual which may not be the case for the
RCSPP. For the WCSPP, however, finding a feasible solution is guaranteed if
the problem is feasible. Ziegelmann [58] also used preprocessing based on La-
grangean lower bounds; though Ziegelmann solves the Lagrangean dual problem
exactly, whereas Beasley and Christofides solve it approximately. The results of
Ziegelmann show a much larger problem reduction using exact rather than ap-
proximate Lagrangean optimization over a wide range of problems. Ziegelmann
also shows Lagrangean based preprocessing outperforms single shot resource
reduction based preprocessing. The large reductions reported by Ziegelmann
show that Lagrangean relaxation is an invaluable tool in preprocessing.

Dumitrescu and Boland [18] iterate the elimination of nodes that violate the
weight constraint with elimination of nodes for which the minimum cost path
through the node is greater than or equal to the cost of the best feasible path.
They include an aggressive upper bound search which tests for a lower cost
feasible path through an edge whenever that edge is not eliminated based on
minimum cost and weight path information.

They compare their preprocessing procedure both to that of Beasley and
Christofides [4] and Aneja, Aggarwal and Nair [2]. As their procedure is an
extension of the method on Aneja et al., it always performs at least as well.
The numerical results of Dumitrescu and Boland show that for some network
classes the method of Dumitrescu and Boland significantly outperforms Aneja
et al. preprocessing, while for others it only provided a slight improvement.
Dumitrescu and Boland preprocessing also slightly outperforms Beasley and
Christofides preprocessing over the class of problems for which they were com-
pared. This indicates that the iteration and upper bounds updating method
of Dumitrescu and Boland can make a significant impact on problem reduc-
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tion. Dumitrescu and Boland also make a direct comparison with the reported
results of Ziegelmann for networks based on digital elevations models (DEM).
This shows that the exact Lagrangean method of Ziegelmann outperforms the
iterated minimum cost and weight method of Dumitrescu and Boland on this
class of networks.

Gap Closing
Lagrangean relaxation and preprocessing alone are not enough to guarantee
finding an optimal solution to the WCSPP. In general, there will be a gap
between the lower bound found by the Lagrangean dual and the upper bound
provided by the best feasible path. This must be closed by some form of gap
closing algorithm. Many approaches have been tried and we detail the most
relevant below.

k-Shortest Paths
A k-shortest paths algorithm such as that of Yen [56] finds loopless paths

between two given nodes in a network in increasing order of cost. One method to
find the optimal solution to the WCSPP is to use a k-shortest paths algorithm
to find paths of increasing cost. The algorithm terminates when the first path
that satisfies the weight constraint is found.

Yen’s algorithm starts with the shortest path (or an arbitrary shortest path
if the shortest path is not unique) between the start and end nodes and an
empty list of candidate paths. At the k-th iteration, it then adds to the list of
candidate paths by creating “deviations” of the k−1 shortest path at each node
i. The deviation at node i is created by temporarily removing all edges (i, j)
emanating from node i that satisfy the condition that there is an m-shortest
path p with m ≤ k − 1 such that (i, j) is an edge in p and the sub-path of p

from the start node to node i and sub-path of the k − 1 shortest path from the
start node to node i are the same. The subpath from the start node to node i

for the k − 1 shortest path is then concatenated with the shortest path from i

to the end node that does not use the banned edges or any of the edges in the
subpath from start node to i. After the deviations are created at each node, the
shortest path in the candidate set will be the k-shortest path. Note that paths
created from deviations in earlier iterations may still be in the candidate path
list.

An interesting extension of this method is using the Lagrangean cost of the
path, rather than the actual cost. Handler and Zang [26] employ this method.
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If a gap exists between the upper and lower bound after the Lagrangean Dual
stage, they use a modified version on Yen’s k-shortest path algorithm to close
the gap. They note that as paths with increasing Lagrangean cost are found,
the upper bound can be updated if the latest path is weight feasible and the
cost of the path is less than the current upper bound.

Handler and Zang noted that if pk(λ) is the k-shortest path using L(λ, ·) as
a cost function, then L(λ, pk(λ)) is a lower bound on the cost of feasible paths
not yet enumerated by the algorithm. The proof of this is simple. Let p be a
weight feasible path with cost less than L(λ, pk(λ)), that is, L(λ, pk(λ)) is not a
lower bound on the cost of p. Then L(λ, p) = C(p) + λ(W (p)−WL) ≤ C(p) <

L(λ, pk(λ)), note that λ(W (p)−WL) is non-positive as p is weight feasible. As,
L(λ, p) < L(λ, pk(λ)) the path p must have already been enumerated by the
k-shortest paths algorithm.

Note that k-shortest paths algorithms require many shortest path calcula-
tions to be performed; for example see the experiments of Handler and Zang
[26]. The time complexity of the k-shortest algorithm is proportional to k. Thus,
when solving the WCSPP in which the value of k is not known in advance, the
run time can be quite large. Thus, in recent work on the WCSPP, the k-shortest
path algorithm has fallen out of favour and been replaced with methods tailored
to the WCSPP.

Label Setting
Label setting methods for the WCSPP maintain a set of labels at each node

that record the cost and weight of a sub-path to that node from the start node.
Algorithms usually begin with a label of (0, 0) on the start node. A label at
node i is propagated by creating a new label at each node j such that (i, j) is
an edge in the network. The value of the new label is simply the old label plus
the cost/weight vector of the edge. The number of labels can grow very quickly
so strategies are usually employed that prune labels that will not lead to an
optimal solution. Label-setting approaches differ in the methods in which they
a) use to prune labels and b) choose the next label to propagate.

One method of pruning labels is to use the dominance principle. Given two
labels on the same node (c1, w1) and (c2, w2), if c1 ≤ c2 and w1 ≤ w2 with at
least one of the inequalities being strict, we say (c1, w1) dominates (c2, w2). It
is clear that a dominated label will not lead to an optimal solution, thus can
be discarded. This principle is used by Aneja, Aggarwal and Nair [2], Widyono
[55] and Dumitrescu and Boland [18]. Dumitrescu and Boland modify the label
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setting algorithm of Desrochers and Soumis [14] for the Shortest Path Problem
with Time Windows.

Aneja et al. [2] treat outgoing labels in order of minimum cost. In this
case, if all costs are non-negative, the first feasible label at the end node will
be the optimal solution. Dumitrescu and Boland treat the outgoing labels in
order of minimum weight as does Widyono [55]. If the weights are all non-
negative, (possibly with negative costs), when the weight of the minimum weight
label exceeds the weight limit, the algorithm can terminate as all subsequently
produced paths will be infeasible.

Labels can also be pruned if they violate various cost, resource and/or La-
grangean lower bound constraints. Aneja et al. [2] test whether a label is able to
produce a feasible path by appending the appropriate minimum resource path
to it. Any label that cannot be extended to the end node without violating
a resource constraint can be pruned. Aneja et al. also tested whether a label
could produce a better upper bound by extending it with minimum cost paths.

Lagrangean relaxation can also be very effectively used in label setting algo-
rithms. Mehlhorn and Ziegelmann [38] use Lagrangean lower bounds associated
with the optimal Lagrange multiplier to prune labels. Dumitrescu and Boland
use a similar method. Their most successful procedure uses all Lagrange mul-
tipliers used in the course of optimising the Lagrangean dual to prune labels.
They make the point that the optimal Lagrange multiplier for the full WCSPP
is not, in general the optimal Lagrange multiplier for the label pruning problem.
Indeed, their numerical results show that a large majority of the labels pruned
were not pruned using the optimal Lagrange multiplier. Dumitrescu and Boland
also have convincing numerical results showing that introducing an aggressive
upper bounds updating scheme leads to a large improvement in solve times.

Enumeration
Carlyle and Wood [10] and Carlyle, Royset and Wood [9] used enumeration

to close the duality gap. Enumeration is a depth first branch and bound pro-
cedure as opposed to label setting which is generally breadth first. Branches in
their enumeration search were pruned using the lower bound provided by the
optimal Lagrange multiplier as well as testing whether the minimum cost and
minimum weight extensions of the path violated the upper bound or resource
limit restrictions, respectively. They also updated the upper bounds whenever
the enumeration reached the end node and truncated the search if a node was
revisited.
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Beasley and Christofides [4] also use a depth first branch and bound proce-
dure to close the gap. They used Lagrangean lower bounds to prune paths that
could not be extended to the end without violating the upper bound restriction.
They also pruned paths that could not be extended without violating a resource
constraint.

Unlike label setting, enumeration may produce many paths that would have
been dominated by previous paths in the network. However, it does not produce
paths with loops - an important class of paths in which domination occurs. As
enumeration algorithms do not store and sort labels, they have low overhead,
thus can be very fast.

Heuristic Method
In this thesis, we focus on exact algorithms for the WCSPP, given that

exact algorithms are capable of solving the WCSPP for the problems we are
interested in a suitable time frame. However, much work has been done on
heuristic algorithms for the WCSPP. Much of this work is done in the context
of Quality of Service routing in which the speed of the algorithm is critically
important.

Such a heuristic algorithm was proposed for the WCSPP by Salama, Reeves
and Viniotis [51] which they call the Backwards Forward Heuristic (BFH). They
first calculate the reverse minimum cost and minimum weight SPTs rooted at
the destination node. Beginning at the start node, the next node in the path is
chosen by following the minimum cost SPT if the resulting partial path is weight
feasible. Otherwise the next node is determined by following the minimum
weight SPT.

Many heuristic algorithms also employ Lagrangean relaxation to find good
feasible solutions to the WCSPP, for example Jüttner et al. [30] and Guo and
Matta [25]. Both Jüttner et al. and Guo and Matta (the latter using work by
Blokh and Gutin [7] on general constrained combinatorial optimization prob-
lems) use a method equivalent to Kelley’s Cutting Plane Method (KCPM) [31]
to optimize the Lagrangean dual. Guo and Matta [25] use Lagrangean relax-
ation to provide a good upper bound which they further refine by optimising
a new cost function which is a non-linear combination of the original cost and
weight of the path.

The work of Guo and Matta [25], Jüttner et al. [30] and Salama et al. [51] was
done in the context of Quality of Service (QoS) routing. A good overview com-
paring the computational performance of heuristic algorithms for the WCSPP
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in the context of QoS routing can be found in Kuipers et al. [34].

2.2 Models of Mine Threat

This section deals with how the naval minefield problem is converted to a math-
ematical formulation. As the naval minefield literature is relatively sparse, we
also discuss how related path planning problems are modelled mathematically.
The mathematical approaches to the naval minefield problem in the literature
fall into three main categories: functional threat models, disambiguation models
and probabilistic models. We discuss each in turn.

2.2.1 Functional Threat Models

Functional threat models assume that risk is a continuous function of the dis-
tance from the threat (e.g. mine, missile site). Such a model was used by Piatko,
Priebe, Cowen, Wang and McNamee [47] as well as by Piatko, Diehl, McNamee,
Resch and Wang [46] to model naval minefield problems. The functions used
can be arbitrary, e.g. Piatko et al. assumed the risk from the mine was inversely
proportional to distance. Similarly, the functions used can have some physical
basis. For example Kim and Hespanha [32] model path planning for Unmanned
Aerial Vehicles (UAVs) avoiding Surface to Air Missile (SAM) sites using a
risk function consistent with radar cross section data from a DARPA challenge
problem.

The most rigorous functional models calculate the risk of a path by integrat-
ing the risk function along the length of the path. This risk is then logarithmi-
cally related to the probability of surviving the path. This interpretation was
described briefly by Mitchell and Sastry [40] in the context of flight planning
and also by Kim and Hespanha [32] in the context of UAV survivability. Piatko
et al. [47, 46] did not make use of this specific interpretation in their functional
threat models instead viewing the threat model as a heuristic to select paths
that balanced the threat from multiple mines.

Functional threat models may also take direction and speed into account in
the risk model. This is done by both Murphey, Uryasev and Zabarankin [57] and
Kim and Hespanha [32] in the case of UAVs where the risk is proportional to the
radar cross section and thus the angle between the vector from the radar to the
UAV and the direction vector of the UAV. Murphey, Uryasev and Zabarankin
[57] do a detailed risk model, modelling the UAV as an ellipsoid with the risk
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proportional the projected radar cross section. Their risk function is inversely
proportional to the distance squared for a passive sensor and to the distance to
the power of four for an active radar.

Most simulation done with functional threat models assume constant speed,
e.g. [32, 57], even if the underlying model theoretically allows the risk function
to vary with speed. Adding variation of risk with (continuously variable) speed
adds an extra dimension to the problem, which makes finding good solutions
much more difficult. The justification for constant speed include the risk being
minimized for maximum speed [32], the existence of an optimal speed or the
assumption that the risk function considered does not alter significantly with
changes in speed [57].

Another major assumption used in functional threat models is that there is
no interaction/cooperation between the threat sources. This is the case in the
work of Murphey et al. [57], Kim and Hespanha [32] and Piatko et al. [47, 46].
This assumption is generally not true in the case of radar threats to aircraft, but
is often a justifiable simplification. New generations of “networked mines” allow
the possibility that mines communicate with each other. However, in general
the “no interaction” assumption is justifiable for most minefields.

2.2.2 Disambiguation Models

The disambiguation model was devised by Priebe, Fishkind, Abrams and Piatko
[49]. The model makes the assumption that the position of all objects that are
potentially mines and the probability the object is actually a mine is known a
priori. Associated with each object is a lethal radius. Thus, each object presents
a circular obstacle that must be avoided by the traversing vessel if it is to cross
with zero chance of encountering a mine.

The identity of a particular object can be determined at some non-negative
cost when the vessel reaches the boundary of the lethal radius of a particular
object. This disambiguates the object into either a mine or a NOMBO. The
aim of the path planner is to minimize the expected length of a path through
the minefield from a start point to an end point by selecting: a) the optimal
points at which to disambiguate and b) the path to take given the result of the
disambiguation. These choices form a binary tree that Priebe et al. dubbed a
disambiguation protocol.

As the obstacle are circular, they note that the shortest path from one point
to another for any given subset of the obstacles can be computed easily using
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the visibility graph, which has a size polynomial in the number of obstacles.
The various paths taken after the disambiguations will be paths in a visibility
graph for the appropriate subset of obstacles.

Priebe et al. solve this problem approximately for the case in which one dis-
ambiguation is allowed. Instead of considering the continuum of disambiguation
points on an object’s lethal radius, they use a finite set consisting of a) the point
on the lethal radius which the shortest path from the start to end would inter-
sect if that object were a NOMBO, if such a point exists, and b) any points on
the object’s lethal radius that are nodes in the visibility graph of the entire set
of obstacles. They test each disambiguation point on each obstacle and return
the combination that gives the minimum expected length path.

The subset of disambiguation points Priebe et al. consider include the ex-
treme cases of the point that would be optimal if the object were a NOMBO
and the point that would be optimal if the object were known to be a mine.
The true optimal point is likely to be somewhere in between.

Priebe et al. also describe a procedure to approximate the solution if a fixed
number of disambiguations is allowed. Their procedure was to consider all
possible binary trees representing ways to visit objects and the points at which
to visit them. For each object and binary tree history, they only consider the
set of disambiguation locations on the object’s boundary for the appropriate
visibility graph. The appropriate visibility graph is the one starting either at the
last disambiguation point, or start node in the case of the first disambiguation
point, using the obstacle set implied by the results of the disambiguations so far
realized in the binary tree. They also consider the disambiguation location given
by the point at which the shortest path would first intersect the object given
that the object was a NOMBO, if such a point exists, taking into account the
results of previous disambiguations. Each leg between disambiguation points
can then be calculated using the appropriate visibility graph.

By using this reduced set of disambiguation points and a fixed number of dis-
ambiguations, they showed their approximation method could run in polynomial
time in the number of obstacles. However, they commented that the method
does not perform well numerically and numerical results were not given.

2.2.3 Probabilistic Models

Gaver, Jacobs and Pilnick [22] model a minefield as a grid of squares. Each
square has a fixed, independent probability of containing an object. This object
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could either be a mine or a NOMBO. However, the object is unable to be
classified by the transiting vessel’s sensors.

The transiting vessel’s sensors have a fixed probability of detecting an object
in a neighbouring square, but never detects an object in an empty square. Thus,
if the vessel detects an object, it is 100% certain to be there (though it might be
a NOMBO) while if the vessel does not detect an object, there is still a chance
that the square contains an object. If the undetected object happens to be a
mine rather than a NOMBO, the vessel is destroyed when it enters that square.

The transiting vessel’s aim is to cross from one side of a minefield of length
L squares to the other. If the transiting vessel is destroyed, another vessel
is sent in its place from the beginning of the field. The paper quantifies the
expected time, expected number of ships lost and the probability of crossing
without losing a vessel under various strategies and how these outcomes vary
with the parameters of the model such as sensor accuracy. In each model, they
were able to derive analytical expressions in the various model parameters for
the expected values of path length and numbers of vessels lost, as well as for
the probability of crossing with no fatalities.

The simplest strategy was dubbed the No Local Avoidance Model (NLAM)
in which the vessel proceeds through the minefield directly forward one square
at a time, retracing the path back to the start and continuing on a statisti-
cally independent path if an object is detected in the next square. This model
performed poorly. Starting from the beginning of the minefield each time dra-
matically increases the number of squares traversed and thus the probability of
encountering an undetected mine.

The next model allows the vessel to detect objects in the three squares
directly and diagonally ahead. If an object is detected in the square directly
ahead, the ship investigates the squares to either side, and if no object is detected
the ship manoeuvres around the object directly ahead on a longer circular path.
If all three squares are occupied, the vessel returns to the start of the minefield
and continues along an independent path. This strategy has a much higher
probability of crossing the minefield with no vessel loss. It also reduced the
expected crossing time and expected number of vessels lost.

Gaver et al. also consider the possibility of calling in an assisting platform
(e.g. a helicopter) that could try to identify the object, with some probability
of correct classification. The assisting platform could also neutralize the object,
rendering the square safe if the object was classified as a mine. If the assisting
platform incorrectly identifies a mine as a NOMBO, then the crossing vessel is
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lost. In each case, the time the assisting platform takes to arrive increases as
more of the minefield is crossed, as the assisting platform has to cover a greater
distance.

In the NLAM, the crossing vessel waits for the assisting platform if an object
is detected in the next square. In the diagonal manoeuvring case, the vessel will
only call in the assisting platform when all three forward squares contain an
object. In the diagonal case, the assisting platform only classifies/neutralizes
the one square directly ahead on the vessel. For the NLAM, the improvement
with the assisting platform was dramatic, while in the diagonal manoeuvring
case, the improvement was only marginal.

The main result is that using diagonal manoeuvring was the best strategy.
Gaver et al. also found increasing the crossing vessel’s object detection accuracy
is more effective at increasing the probability of no fatalities than increasing the
assisting platform’s classification accuracy.

It was also interesting to note that the NLAM strategy is worse than blindly
crossing the minefield. This illustrates that the incorrect use of information
can lead to an adverse result. Though this model is interesting and highly
informative, we do not consider minefield models similar to Gaver et al. [22] in
this thesis.

Another interesting probabilistic approach is found in Savitz [52]. The main
concern of the paper are the factors that affect how probabilistic threat esti-
mates are interpreted by decisions makers in the area of mine warfare. However,
a useful ancillary is the various mine threat models that illustrate that clear-
ing a minefield not only makes the minefield safer to transit, it also provides
information about the residual hazard posed by undiscovered mines.

Given a detection accuracy and the number of mines cleared, Savitz uses
Bayes’ theorem to determine the probability distribution of the number of re-
maining mines. The probability distribution of the number of remaining mines
also depends on the estimated a priori probability distribution of the initial
number of mines.

Savitz considers two examples. In the first example any initial number of
mines is equally likely, which would likely be the default assumption given no
information. In the second scenario, intelligence shows that the mines were laid
by 0-4 ships each with 5 mines with each mine having a 10% chance of being
defective. By assuming that the use of 0-4 ships are all equally likely, Savitz
calculates the a priori distribution for the intial number of mines. A relatively
simple calculation then gives the probability distribution of the number of re-
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maining mines given the number of mines cleared, the clearance probability for
an individual mine and the a priori distribution.

Savitz also tabulates the average number of residual mines for various values
of the clearance probability and number of mines cleared, as these may not be
known accurately (the former for obvious reasons and the latter due to objects
being destroyed before they are definitively known to be mines). By assign-
ing a simple scenario in which a channel of a certain width has to be crossed
perpendicularly, the paper estimates the average number of ships to be hit.

We believe that there is a flaw in [52] in the calculation of the average number
of ships to be hit. The paper seems to neglect the fact that the mine influence
widths may overlap (as they would have to if 10 mines with a 150m influence
width covered a channel 1000m wide). However, the main point of informing
the decisions of commanders using probability analysis still stands.

As stated before, the rest of the paper concerns the interpretation of proba-
bilistic estimates by human commanders and the psychology of risk assessment.
It is fascinating and thoroughly worth reading, especially how human intuition
and estimates of probability can be skewed away from proper rigorous assess-
ment. However, the work is psychological rather than mathematical in nature
and thus will not be summarized here.

2.3 Obstacle Avoidance Problems

The problem of path planning to avoid obstacles is a well studied problem,
especially in the context of robot motion planning. This work is applicable if
we apply a lethal radius model to the minefield transit problem. The technique
of using visibility graphs to find shortest paths through sets of obstacles in two-
dimensional Euclidean space is so well established, it has attained the status
of folk theorem [49]. A good overview of visibility graph formulations can be
found in [35].

The simplest form of the problem involves trying to find the shortest Eu-
clidean path for a non-rotating polygon through a set of polygonal obstacles.
This can be transformed to the problem of finding the shortest path for a point
object through a set of appropriately expanded polygonal obstacles. The visi-
bility graph is constructed by placing nodes at each polygonal vertex and the
start and end location. Any two vertices are joined together by an edge if the
edge does not intersect an obstacle. The shortest path will lie in this graph.
The optimality of this path can be proven by arguing that any part of the path
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through free space must have zero curvature, i.e. must be straight, leaving the
only points with non-zero curvature to lie at polygon vertices [35].

This method can be extended by noting that only segments that are tangent
segments to obstacles can be part of an optimal path. Many edges can be thus
removed, resulting in the reduced visibility graph [50]. A line is tangent to a
vertex of an obstacle X if there is a neighbourhood of X in which the obstacle
lies entirely on a single side of the line [35]. An edge is a tangent segment if it is
tangent to the obstacle at any end that coincides with a polygon vertex. Note
that some tangent ends may correspond to start or end points.

Nilsson [45] is credited with introducing the visibility graph method using
polygonal obstacles into robot motion planning. The algorithm controlling the
mobile robot breaks down the space to be navigated into a sequentially finer
grid, with each grid square being labelled full, empty, partial or unknown. Any
partially full square is further subdivided into four smaller squares till the size of
any partially full square reaches a minimum size. Nodes were then established
in the space at the corner of obstacles and a visibility graph established using
these nodes. They then use A∗ algorithm of Hart, Nilsson and Raphael [27]
to find the shortest path in this graph. If unknown regions exist, these are
handled by multiplying any edge through an unknown region by a weight factor
of magnitude greater than one. The weight factor can be adjusted to allow or
discourage paths through unknown regions.

If obstacles contain circular arcs as well as straight line segments they are
termed generalized polygons [36]. Such objects arise if polygonal obstacles have
to be navigated through with some prescribed minimum clearance between the
obstacles and the path. They are also of interest to us as circular danger regions
are a natural way to model mine threats, as circles obviously belong to the class
of generalized polygons. It can be shown that the shortest path through a set
of generalized polygons lies in a visibility graph consisting of tangent segments
that are tangent to obstacles at each end. The new additions to the visibility
graph when going from polygonal to generalized polygonal obstacles are tangent
segments to and from vertices to tangent points on circular arcs, segments that
that are tangent to circular arcs at both ends and edges around the circular
boundary of obstacles [35]. We will use the fact that the optimal path to the
Euclidean shortest path problem through a set of generalized obstacles is found
in the visibility graph extensively in Chapter 4. Once the visibility graph is
constructed we must use a network algorithm to find the shortest path in the
graph. These are discussed in Section 2.1.
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The disambiguation method of Priebe et al. [49] also make extensive use of
obstacle avoidance problems and visibility graphs. Each sub-problem, in which
a certain subset of mines are assumed to be threats, will give rise to an obstacle
avoidance problem using circular obstacles.

2.4 Spatial Network Methods

A spatial network method refers to a solution technique that uses a network
to solve a path planning problem in continuous space. These techniques are
most relevant to our work on the Continuous Length Constrained Minimum
Cost Path Problem (C-LCMCPP); see Chapter 5. The C-LCMCPP, simply
stated, is to find a path in a domain Ω ⊂ R2 between two given points that
minimizes the integral of a non-negative, Hölder continuous risk function F

along its length given a length constraint on the path. Many techniques in
the literature are more applicable to the version of the problem without the
complicating length constraint which we call the Continuous Minimum Cost
Path Problem (C-MCPP).

In a spatial network, each node is associated with a point in space and
edges connect the nodes to indicate allowable paths. With careful placement of
nodes, choice of edges and assignment of node/edge weights, we can convert a
continuous path planning problem into a path planning problem in a network.
Examples of spatial networks in the literature include Kim and Hespanha [32]
and Piatko et al. [46, 47]. They use spatial network methods to model UAVs
avoiding radar and ships passing through minefields, respectively.

Spatial network methods have the advantage that, if we choose the appro-
priate network problem with which to approximate a continuous problem, many
efficient network algorithms exist that will solve the network problem to opti-
mality or at least find good approximate solutions. For example, in Chapter 5
we use the WCSPP to approximate the C-LCMCPP while Piatko et al. [46, 47]
use both Dijkstra’s and A∗ to solve unconstrained shortest path problems. Net-
work algorithms are also more commonly able to find globally optimal solutions.
Network algorithms are discussed in more detail in Section 2.1.

In general, it is useful to know how well a spatial network method approxi-
mates the continuous problem, in particular, if refining the spatial network will
give the solution to the continuous problem in the limit. This analysis, how-
ever, is rarely done, as usually the focus is on getting feasible solutions to the
problem. Indeed, sometimes the formal definition of the underlying continuous
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path planning problem is not given. Network design is an important, but often
overlooked, aspect of successfully implementing a network method. Elements
of network design include the spatial arrangement of nodes, how the nodes are
connected by arcs and how the nodes/arcs are weighted.

The simplest method used for the spatial arrangement of nodes is a regular
square grid. Piatko et al [46, 47] use such an arrangement when modelling a
minefield transit problem. Fahlén [19] uses a similar grid arrangement for nodes
in a missile routing problem while Caccetta, Loosen and Rehbock [8] used a grid
graph to model a submarine transit problem. Kimmel and Kiryati [33] consider
a curve shortening flow application in which the surface was represented by a
graph with a node for each surface voxel. The possible surface voxels lie on a
three-dimensional grid. Grids have the advantage of being easy to implement,
but tend to use an excessive number of nodes.

A common approach to connecting nodes in a grid network is to use the near-
est neighbour approach, in which a node is connected to its n nearest neighbours,
n commonly being 4, 8 or 16. For example Piatko et al. [47, 46] use 4 and 8
nearest node, Fahlen [19] uses up to 16 nearest neighbours. Kimmel and Kiryati
[33] apply the same technique in three dimensions allowing the possible edges
in their surface voxel graph to have one of the 26 possible nearest neighbour
directions in a three-dimensional grid graph. Using a fixed number of near-
est neighbours can lead to discretization bias, in which paths exhibit stair-case
like patterns due to the insufficient number of tangent directions available to
represent paths. This problem was noted by Kimmel [33] among others.

A more advanced approach was used by Kim and Hespanha [32] in path
planning work which they applied to Unmanned Aerial Vehicles (UAVs). They
used a method which they dubbed the “honeycomb” method. This method
selects points at random from the spatial domain, according to a probability
distribution that ensures either the points are close together, or that a term
related to gradients of the cost function is small. The Voronoi diagram for
these points is then constructed, and nodes on the network are sampled from
the edges of the Voronoi diagram. Kim and Hespanha compare honeycomb
sampling computationally with (i) a network with nodes selected uniformly at
random from the spatial domain, and (ii) a network with nodes selected at
random according to a probability distribution based on cost function gradients.
They report average reductions in the cost of the network paths found using
honeycomb sampling of around 7.5% over the uniform sampling networks and
around 11% over the gradient based sampling method. Unfortunately, they do
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not say how their network nodes were connected, (they do not define the edges
of the network). The cellular networks described in Chapter 5 are similar to
those of Kim and Hespanha, in that they are comprised of cells with nodes on
the boundaries of the cells. The differences in the networks are the structure of
the cells, the determination of the nodes and edges and the way the network is
used to calculate a numerical lower bound.

Network structures can also be used to model dynamic constraints. Fahlen
[19] connected each node in a square grid to at most 16 nearest neighbours. Each
node was then split into several separate nodes to model dynamic constraints
such as minimum turn radius and maximum kink (rate of change of accelera-
tion). Zabarankin [57] also used network structure to model turning constraints
on paths for UAVs in three dimensions. Caccetta et al. [8] used multiple arcs
between nodes to represent different possible speeds of travel.

For network models that consider the minimum of an additive objective
function over the path, we see many different methods used to weight arcs in
the graph. The risk function of Piatko et al. [46, 47] is described by a risk
value on each node with the risk on each edge being the risk value of its “to”
vertex. If all the edges are the same length, as in the 4 nearest neighbours
case, the risk model can be thought of as a discretization of the integral of the
risk function along the network path. In this case, it has been established that
using four nearest neighbours (or any ‘n’ nearest neighbours) will not converge
to the optimal solution of the continuous problem. This is shown in the proof to
Theorem 39. Defining the risk as the value of the “to” vertex regardless of the
length of the edge, as in the 8 nearest neighbour case, destroys the analogy to
the continuous problem as the weight of the edge is no longer an approximation
to the integral of the risk along that edge. Piatko et al. also use the geometric
length of an edge as an additional weight.

Kimmel and Kiryati [33] in work on curve shortening flow, use a path length
estimator to weight the edges in their three-dimensional grid graph. Their
situation was unique in that their graph represented a digitization of some un-
derlying surface. Thus, weighting the links in the graph with their true length
overestimated the length of the underlying curve.

An advantage of network solution methods, that make them useful for non-
convex problems, is that they find global optima within the network. This is in
contrast to continuous methods that may get stuck in locally, but not globally,
optimal solutions. Given that the quality of the solution of many continuous
methods is dependent on the initial guess provided, many authors use a network
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method to provide this initial guess. For example. Kimmel and Kiryati [33] used
a grid network and local refinement procedure to find the minimum length path
on an underlying 3-D surface given a digitization of the surface. Caccetta et
al. [8] use network method to provide an initial path for a submarine transit
problem which is then fed into the optimal control solver MISER3 [28]. Their
method is interesting as it allows multiple possible submarine speeds, with the
risk function dependent on the speed of the submarine. We discuss continuous
solution methods in Section 2.5.

However, network methods can be constructed that guarantee convergence
to the continuous optimal solution. Kim and Hespanha [32] formulated the
general problem of finding a path that minimized an anisotropic (direction de-
pendent) integral objective function and found the properties of a network that
would provide a good approximation. They showed that the network and con-
tinuous solutions would converge as the parameters of the networks used were
adjusted in the appropriate manner (corresponding to an increase in the size of
the networks). They used this convergence result to elucidate the properties of
the network that would result in a good approximate solution. A contrast of
Kim and Hespanha’s convergence proof with our own is given in Section 5.5.4.

2.5 Optimal Control and Continuous Approaches

The last major class of approaches to path planning problems is that of contin-
uous approaches. These can be broken down into two major categories: tech-
niques that use calculus of variations or optimal control to find locally optimal
solutions and techniques that solve the Hamilton-Jacobi-Bellman equation, that
in principle yield globally optimal solutions. These techniques are most relevant
to our work on the C-LCMCPP; see Chapter 5. Most consider the C-MCPP,
the version of the C-LCMCPP without the complicating length constraint.

2.5.1 Calculus of Variations and Curve Shortening

Solutions to the C-MCPP must satisfy the Euler-Lagrange equation from the
theory of Calculus of Variations, which gives a differential equation a path must
satisfy to be extremal. The Euler-Lagrange equation only gives a necessary
condition for a path to be a minimum, not a sufficient condition. Consequently,
paths found using the Euler-Lagrange equation may actually be maximal as
noted by Murphey, Uryasev and Zabarankin [57]. Thus, the actual path ob-
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tained using the Euler-Lagrange method depends upon an initial guess. It is
thus prone to being trapped in local optima in the case of non-convex prob-
lems. The problem of local minima was noted by Kimmel and Kiryati [33] using
a curve shortening flow algorithm to find minimum geodesics on surfaces. The
actual path found by the curve shortening flow algorithm depended on the initial
path.

A similar approach was used by Caccetta et al. [8] for a submarine transit
problem. They used a network method to obtain a good initial path which was
then refined using the optimal control package MISER [28]. The optimal control
techniques implemented in MISER were only capable of finding locally optimal
solutions that were dependent on the initial guess provided by the network
algorithm.

2.5.2 Hamilton-Jacobi-Bellman Equation

Using Bellman’s optimality principle, some continuous path planning problems
can be formulated as continuous dynamic programming problems. This is done
by defining a value or “cost-to-go” function that gives the optimal cost of reach-
ing an end state from the current state. It can be shown that the value function
must satisfy the Hamilton-Jacobi-Bellman (HJB) partial differential equation.
Analytic solutions to the HJB equation are rare, so numerical techniques are
usually employed. Smooth solutions to the HJB equation often do not exist,
so instead viscosity solutions are sought that satisfy the equation almost every-
where.

Most of the work utilising the HJB equation to solve path planning problems
focuses on problems without state constraints, or otherwise simplifies the prob-
lem to an unconstrained form by incorporating the constraints into the objective
function. In the specific case of the C-MCPP, the HJB equation simplifies into
the Eikonal equation, given below,

(∇τ)2 = F (x, y)2. (2.1)

In Equation 2.1, the value function τ , is the time of arrival of a disturbance
propagating from an initial set on which τ = 0, travelling at a given “slowness”,
(the inverse of the speed of propagation), F , at each point. In general, a viscosity
solution is sought which satisfies Equation 2.1 almost everywhere.

The Eikonal equation Equation (2.1) arises in seismology and optics. In
optics, for example, F would be the refractive index at each point. If the initial
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set is a point x0, then τ(x) gives the minimum value of the path integral of
F over all piece-wise differentiable paths from x0 to x. The path itself can be
retraced by gradient descent on τ .

Mitchell and Sastry [40] use the Eikonal equation to solve a problem similar
to the C-LCMCPP. They consider a multiple objective problem with each
objective of the form of the C-LCMCPP objective function. Their aim is to
find an aircraft flight path that minimizes the probability of encountering bad
weather, path length and information uncertainty. Whereas we take path length
as a constraint and use a network solution method, they combined their multiple
objectives using a weighting vector. They find the solution to the resulting C-
MCPP using the Eikonal equation 2.1. Their method samples from possible
weighting vectors, and so samples from the set of Pareto-optimal solutions for
the multi-objective problem. As they note, this will not necessarily yield an
optimal solution to the constrained problem. Mitchell and Sastry [40] found
viscosity solutions to the Eikonal equation using the Fast Marching Method
(FMM), devised by Sethian [53]. The FMM can be thought of as a continuous
version of Dijkstra’s algorithm.

2.6 Constrained Shortest Path and Multiple Ob-

jectives Problems

When solving minefield transit problems, we may have to consider many possible
objectives. Possible objectives are lowering the risk of the path, decreasing the
time taken to traverse the path and minimising the number of mines that have
to be cleared.

There are several common methods for solving multiple objective problems.
The most general method would be to find all efficient solutions. That is,
(assuming we are trying to minimize all objective functions), finding all solutions
such that decreasing the value of one objective would result in the increase in
the value of one or more of the other objectives. Label setting algorithms that
do not use a specific weight limit to prune labels, such as the CBF algorithm
of Widyono [55], are capable of generating all efficient solutions. Of course, in
some cases, finding all efficient solutions is not practical so we must consider
other methods.

A common approach to multiple objective problems is to combine all the
objectives into a single objective using a linear weighting function, converting
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the multiple objective problem in a single objective problem. The approach is
very common, being utilized by Piatko et al. [47], Mitchell and Sastry [40] and
Kim and Hespanha [32] among many others. Most authors adjust the weighting
vector to explore the trade-off between the various objectives. Using a linear
weighting functions guarantees that the solution found is efficient (as long as all
the weighting constants are non-zero) but in general not all efficient solutions
will be found by varying the weighting function, only the convex hull of the
efficient set will be found. This point was noted by Mitchell and Sastry [40].

It may be the case that we are particularly interested in minimising one ob-
jective and we wish only to have a constraint on the other objectives. Such a sit-
uation is finding the minimum risk path through a minefield with the constraint
that the vessel must land at the beach before a certain time for operational
reasons. In this case we have a constrained shortest path problem. Piatko et
al. [46] consider using the WCSPP to solve a minefield transit problem of this
kind. They utilized the fact that an efficient pseudo-polynomial time algorithm
for the WCSPP exists when the weights of all the edges are identical, as will be
the case in a 4 nearest neighbours grid graph.

Putting a hard constraint on all but one objective is also an approach often
employed in the literature concerning Quality of Service (QoS) routing in com-
munications networks. In the single constraint QoS routing case, a minimum
cost path is sought with a hard constraint on the delay of the path. Delay in
this case is the lag in communication over the channel which is an important
consideration in real-time voice and video applications.

Putting hard constraints on a problem often means that the problem is NP-
hard. In this case, many authors employ heuristic techniques, rather than try
to solve the problem exactly. Linear relaxation of the constraints is one possible
technique. Note that though using a linear combination of the objectives gives
an efficient solution, it is not necessarily guaranteed to give an optimal solution
to a problem with a hard weight constraint.
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Chapter 3

The Weight Constrained

Shortest Path Problem

3.1 Introduction

The Weight Constrained Shortest Path Problem (WCSPP) consists of finding a
minimum cost path from a start node to an end node in a network, given that
each edge consumes a resource and the sum of the resources used on the path
is at most a given limit.

The WCSPP is used as a model for solving many practical problems such
as military path planning under resource constraints [19, 57] and shortest path
network routing with quality of service (QoS) guarantees [25]. It also arises as
a subproblem in solving some airline scheduling models [3]. It was clear that
the WCSPP would also be a useful tool in modelling the mine threat. These
applications of the WCSPP are described in Chapters 4 and 5.

The utility of many of these applications depends greatly on the size of the
network that can be reliably solved. This is particularly the case in network
discretizations of continuous space in which finer discretizations, thus larger net-
works, offer better solution accuracy. Given that the WCSPP is NP-hard [21],
polynomial solution methods are considered highly unlikely to exist. However,
pseudo-polynomial time algorithms for the WCSPP exist when the weights are
integer valued [21]. These algorithms are only practical for small values of the
weight constraint and impractical for real valued weights. However, constant
improvement in solution algorithms, as detailed in the literature review, has
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been responsible for many practical problems being solvable even for very large
networks.

In this chapter, we concentrate on the WCSPP as an abstract network prob-
lem. We demonstrate a new preprocessing algorithm for the WCSPP that more
closely integrates two steps that were previously separated in other WCSPP
algorithms. This improvement gives us the flexibility to use even larger net-
works in our mine-field transit models and thus provide more accurate solutions
and/or consider larger or more complex problem instances.

3.2 Key Concepts

The concise mathematical definition of the WSCPP belies the complexity in-
volved in finding optimal solutions. Here we give a brief description of the key
concepts involved in solving the WSCPP.

We can see that without the addition of the weight constraint, the WCSPP
would simply be an unconstrained network shortest path problem. The solution
to network shortest path problem with one cost can be found in polynomial time
using shortest path algorithms such as Dijkstra’s algorithm [16], the Bellman-
Ford [5, 20] algorithm or the A∗ algorithm [27] (depending on the heuristic used).
In the case in which all the edge costs are non-negative, A∗ and Dijkstra’s are
applicable whereas the Bellman-Ford algorithm allows negative edge costs as
long as there are no negative cost cycles. We consider only the case with non-
negative edge costs as these are suitable for our mine-field transit models.

In terms of worst-case complexity, it is computationally as easy to find the
shortest path from the start node to the end node as it is to simultaneously find
the shortest paths from the start node to every other node in the network. It is
also a simple matter to find the shortest path from every node to the end node.
This yields the forward and reverse shortest path trees (SPTs). These are useful
because the shortest path from the start to a particular node concatenated with
the shortest path from that node to the end is the shortest path using that
node. A similar idea yields the shortest path using a particular edge. This fact
is exploited in many of the algorithms used to solve the WCSPP.

The unconstrained shortest path problem is used in solution approaches
to the WCSPP in a number of ways, using a number of different edge length
measures. For example, for the WCSPP, the minimum weight path from the
start to the end gives a feasible solution, if one exists, and hence yields an upper
bound on the cost of the optimal solution. The minimum cost path gives a lower
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bound. Lagrangean relaxation of the weight constraint yields a shortest path
problem with edge lengths given by a combination of cost and weight, the latter
weighted by the Lagrange multiplier. Solution of this shortest path problem
also yields a lower bound; the best such lower bound is given by the optimal
Lagrange multiplier.

Many WCSPP algorithms employ a preprocessing stage in which infeasi-
ble nodes and edges are eliminated using information from forward and reverse
shortest path trees for various cost functions and the best feasible solution ob-
tained. This reduction in the size of the network can lead to a vast improvement
in the solvability of a problem instance; see, for instance, [18]. Using Lagrange
multipliers, we can put a lower bound on the value of the objective function
and compare that to the value of the objective function corresponding to the
best feasible solution. If they are the same, we have proved the optimality of
our solution, but in general there will be a duality gap that must be closed by
some other algorithm.

To close the gap, we must do an exhaustive search of the remaining paths
in the network for an optimal path. Different gap closing methods use differing
approaches to searching the remaining paths and tricks for making the search
more efficient. These can roughly be broken down into breadth first search
methods like label-setting algorithms and depth first searches such as enumer-
ation. Effective gap closing algorithms usually utilize information gathered in
the previous preprocessing stage.

3.3 Overview of New WCSPP Algorithm

Our aim was to get the maximum possible network reduction from prepro-
cessing using Lagrangean relaxation techniques by solving the Lagrangean dual
problem associated with each edge to optimality and using this information to
eliminate edges. This was inspired by noting that other preprocessing proce-
dures only eliminated edges using information from the Lagrangean dual of the
full WCSPP. We term our new procedure Aggressive Edge Elimination (AEE)
to distinguish it from other edge elimination strategies that only solve a single
Lagrangean dual problem.

Our choice to focus on edge elimination rather than node elimination stems
from the fact that edge elimination subsumes node elimination: if a node can
be eliminated by Lagrangean information, then every edge entering or leaving
it can be eliminated by the same information. However, eliminating the node
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directly can be computationally faster than testing and deleting each individual
edge. Thus, we include node elimination as part of our theoretical treatment
and test node elimination algorithms.

Our principal contribution is to integrate the simultaneous solution of La-
grangean duals with preprocessing, in a computationally effective manner. We
have evaluated the computational trade-offs of several alternative strategies for
such integration. We describe in detail the algorithm that performed best over-
all. This algorithm consists of two stages: (1) we iterate solution of the La-
grangean dual of the WCSPP, formed by relaxing the weight constraint, with
preprocessing steps that eliminate nodes from the network, followed by (2) we
simultaneously solve the Lagrangean dual problem associated with each edge
(defined in Section 3.4) in the reduced network, finding lower bounds on the
cost of weight-feasible paths passing through each edge, iterated with prepro-
cessing steps that eliminate edges.

As far as we are aware, this is the first time that Lagrangean relaxation
steps and preprocessing steps have been tightly integrated, and the first time
it has been shown that simultaneously solving the Lagrangean dual problem
associated with each edge can be made computationally effective. The result
is an algorithm that we demonstrate to be computationally at least as fast
as previous algorithms, on average, but that is significantly more robust; the
number of “intractable” problems that require long run times is reduced.

We also experiment with alternative uses of the Lagrangean information
generated in stages (1) and (2), in the final gap-closing stage. We test a spec-
trum, from using minimal information, to using almost complete information,
and present a computational analysis of the relative performance across the
spectrum.

We use Carlyle and Wood’s [10, 9] enumeration algorithm as the basis of our
gap closing stage. The enumeration algorithm performs better than the label
setting algorithm in practice because only one label/branch is active at a time
making the data structure handling much faster than having to store, sort and
retrieve many labels at once in a breadth first search. Also, it is likely that
improvements to upper bounds are found faster with a depth first method. For
these reasons, we too use enumeration as the basis of our gap closing stage.

Our algorithm seeks to combine and expand on the best aspects of previ-
ous algorithms. From previous work, we take Lagrangean relaxation, iterated
network reduction using both feasibility and optimality tests, aggressive upper
bounds updating, and enumeration for gap closing. We extend this by solving
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not only the single Lagrangean dual problem for the original WCSPP but every
one of the Lagrangean dual problems associated with each edge, solved simul-
taneously. In other words, we integrate the preprocessing and Lagrangean dual
solution stages, iterating between preprocessing and the simultaneous solution
of the Lagrangean dual problems, while aggressively updating upper bounds.

3.4 Node and Edge Lagrangean Dual Problems

and Preprocessing

Consider first the following problems, closely related to WCSPP, in which we
seek a weight-feasible minimum cost path passing through a particular node k:

min
p∈PG,k

C(p)

s.t. W (p) ≤WL,

(3.1)

where PG,k is the set of paths in G from s to t via node k. Now consider the
Lagrangean relaxation of each of these problems:

ΦG,k(λ) = min
p∈PG,k

Λ(λ, p)− λWL, (3.2)

for each k ∈ V . Clearly, for any λ ≥ 0, ΦG,k(λ) is a lower bound on the cost of
weight-feasible paths through k. Also ΦG,s(λ) = ΦG,t(λ) is a lower bound on
the value of the WCSPP.

For a given λ ≥ 0, ΦG,k(λ), for all k ∈ V , can be found simultaneously
for the price of two (unconstrained) shortest path calculations. One shortest
path calculation can give the forward shortest path tree Fλ ⊆ G with respect to
the reduced cost function Λ(λ, ·); the unique path from s to each node k using
only edges in Fλ is the least reduced cost path from s to k. Similarly a second
shortest path calculation can give the reverse shortest path tree Rλ ⊆ G with
respect to the reduced cost function, with paths from each node k to t using only
edges in Rλ giving the least reduced cost paths from k to t. For convenience,
we also introduce the following notation.

Definition 8. Qλ
ij denotes the minimum cost path from node i to node j with

respect to the reduced cost function Λ(λ, ·) found by the shortest path calculator.
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From two shortest path calculations we are able to find Qλ
sk and Qλ

kt for all
k ∈ V . Now it is not hard to see that

ΦG,k(λ) = Λ(λ, Qλ
sk) + Λ(λ, Qλ

kt)− λWL,

giving lower bounds on Problem 3.1, as described earlier. Upper bounds can of
course be calculated as well: if W (Qλ

sk) + W (Qλ
kt) ≤ WL then U = C(Qλ

sk) +
C(Qλ

kt) is an upper bound on the value of the WCSPP.
It is also not hard to see how such Lagrangean information can be used for

preprocessing. If U is any upper bound on the value of the WCSPP, and if for
some k ∈ V and some λ ≥ 0, we have that ΦG,k(λ) ≥ U , then obviously no path
through k can yield a better upper bound, and so we can safely delete k (and
all incident edges) from the network. In this case we say node k is eliminated
by λ and U .

Similar ideas apply for edges. Using PG,(i,j) to denote the set of paths in G

from s to t via edge (i, j), define

ΦG,(i,j)(λ) = min
p∈PG,(i,j)

Λ(λ, p)− λWL, (3.3)

for each (i, j) ∈ A. If we have done the two shortest path calculations as
described above for given λ ≥ 0, then the path formed by concatenating Qλ

si

with the edge (i, j) and then the path Qλ
jt, which we denote by Qλ

si|(i, j)|Qλ
jt, is

a solution of ΦG,(i,j)(λ). Thus,

ΦG,(i,j)(λ) = Λ(λ, Qλ
si) + Λ(λ, (i, j)) + Λ(λ, Qλ

jt)− λWL,

can be found simultaneously for all (i, j) ∈ A, providing a lower bound on
the cost of any weight-feasible path through each edge. Again, upper bounds
can easily calculated from Qλ

si|(i, j)|Qλ
jt in the case this path is feasible. Also,

min(s,j)∈A ΦG,(s,j)(λ) is a lower bound on the value of the WCSPP, where (s, j) ∈
A are all the edges emanating from the start node.

Clearly, edge (i, j) ∈ A can be safely removed from the network if ΦG,(i,j)(λ) ≥
U for some λ ≥ 0 and upper bound U on the value of the WCSPP. In this case
we say edge (i, j) is eliminated by λ and U .

The following lemma tells us that edge elimination subsumes node elimina-
tion.

Lemma 9. If a node k is eliminated by λ and U , then each edge incident to k

is eliminated by λ and U .
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Proof: Assume that some node k is eliminated by λ and U , that is,

ΦG,k(λ) = min
p∈PG,k

Λ(λ, p)− λWL ≥ U.

Let a be an edge incident to k, that is a = (k, j) or (j, k) for some j ∈ V . The
lower bound on using the edge a calculated using λ is

ΦG,a(λ) = min
p∈PG,a

Λ(λ, p)− λWL.

Now as a is incident to k, the set of all paths through a is a subset of all paths
through k, i.e. PG,a ⊆ PG,k. This implies

min
p∈PG,a

Λ(λ, p) ≥ min
p∈PG,k

Λ(λ, p)

as PG,a is a restriction of the domain PG,k. Thus,

ΦG,a(λ) = min
p∈PG,a

Λ(λ, p)− λWL

≥ min
p∈PG,k

Λ(λ, p)− λWL

≥ U.

As ΦG,a(λ) ≥ U , a is eliminated by λ and U . Thus, if a node k is eliminated by
λ and U , then each edge incident to k is eliminated by λ and U . �

Lemma 9 has the obvious consequence that if we remove a node using node
elimination, we are justified in removing all the edges connected to it. It also
means that if we tested each edge incident to a node that could be eliminated by
a particular λ and U , we would find that these edges could all be eliminated. The
node, becoming disconnected from the network, would then also be eliminated.
However Lemma 9 leaves open the possibility that even though a node may
not be eliminated by λ and U , some of the incident edges to the node may be
eliminated. This means that testing each edge for elimination will give us a
reduction at least as big as testing each node.

As we may eliminate nodes and edges with lower bounds equalling the upper
bound, it is possible that the primal WCSPP in the reduced network is not
equivalent to the primal WCSPP in the original network. This means that the
primal problem in the reduced network may have a higher cost optimal solution
than in the original network or be infeasible, i.e. by removing nodes and edges
that are in the best feasible path, we remove all feasible paths from the network.
By the reasoning inherent in node and edge elimination, we note that if the
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network reduces to the point that the WCSPP in the remaining network is
infeasible or has a higher cost optimal solution than a previous upper bound,
then the best upper bound found previously must be optimal for the original
problem.

To summarize, for a given λ ≥ 0, we can, for the price of two shortest path
calculations, find lower bounds on the costs of weight-feasible paths through
each node and edge in the network; if these exceed (or even equal) any known
upper bound, we can remove the corresponding node or edge from the network,
i.e. “preprocess”.

Of course, closely related ideas to those described above have already been
used. The case λ = 0, is used in Dumitrescu and Boland [18] preprocessing. In
the case λ = λ∗, a maximizer of Φ(λ), (i.e. an optimal solution to the Lagrangean
dual of the WCSPP), the above mirrors the work of Beasley and Christofides [4].
Both Carlyle and Wood [10] and Dumitrescu and Boland [18] use reverse shortest
path trees with respect to reduced costs, and related lower bounds on path
completion from a node, to improve efficiency of the gap-closing stage of their
algorithms. The former used information for both λ = 0 and λ = λ∗; the
latter considered all values of λ generated by KCPM in solving the WCSPP
Lagrangean dual.

In all work that solves the WCSPP Lagrangean dual, (either partially or
fully), the solution is completed before any use is made of the information
generated; as far as we are aware there has been no prior attempt to iterate
between solving Lagrangean dual and using the information gained to reduce
the network (i.e. preprocess by removing nodes and/or edges). There has also,
as far as we are aware, never been an attempt to solve all the related Lagrangean
dual problems for each edge to optimality.

Here, in this work, we ask the question: how can we find values of λ that will
enable us to reduce the network substantially, and how can we do so efficiently?

Ideally, we would like to find, for each edge a ∈ A, the maximal lower
bound on paths passing through that edge. In other words, we would ideally
like to solve a Lagrangean dual problem for each edge: we would like to find
λa maximising ΦG,a(λ) over all λ ≥ 0, for all a ∈ A. This would maximize
our ability to remove each edge from the network, and so achieve the greatest
possible network reduction from Lagrangean information.

Intuitively, this ideal seems far too computationally costly: the computa-
tional savings gained through network reduction would be far outweighed by
the computational cost of solving so many Lagrangean dual problems, but we
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address this issue in several ways.

1. We iterate between Lagrangean dual solution steps and preprocessing
steps. Each Lagrangean dual solution step requires two shortest path cal-
culations. So if we reduce the network between each Lagrangean step, (i.e.
insert a preprocessing step), the shortest path calculations will become
successively easier, thus accelerating solution of the Lagrangean dual(s).

2. We notice that solving the Lagrangean dual problems for paths passing
through particular edges can be done simultaneously. As discussed above,
finding shortest paths with respect to a single reduced cost function gives
us information about all Lagrangean dual problems; whilst this might not
be the “best” information for all problems, in fact the problems are so
closely related that we can make significant progress in solving many of
them in a single step.

3. Although edge elimination subsumes node elimination, we notice that the
fastest network reduction is gained though node elimination. Thus, it is
computationally more effective, on balance, to delay even testing edges for
possible elimination, until after some node elimination has taken place.
Thus, we develop an algorithm with two stages: the first focused on node
elimination, the second on edge elimination.

4. We do not need to continue the Lagrangean dual solution process for edges
that have been eliminated from the network. Typical network reductions
on the problems tested are very large, thus the number of edges in the
final network, and hence the number of related Lagrangean dual problems
that are eventually solved, is comparatively small.

3.5 Integrating Preprocessing and Solution of

the Lagrangean Dual

We now describe the general theory of our integration of KCPM and network
reduction, applicable to full WCSPP duals, as well as to duals derived from node
or edge problems. We integrate preprocessing and solution of the Lagrangean
dual problem(s) by alternating steps of KCPM with network reduction steps.
We take one KCPM step, in which a new Lagrange multiplier is calculated, and
then take a network reduction step, in which nodes or edges may eliminated
from the network by deduction from lower and upper bounds.
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Before we continue, we make the following definition to ease further discus-
sions.

Definition 10. A graph G2 = (V2, A2) is a subset of a graph G1 = (V1, A1),
written G2 ⊆ G1, if V2 ⊆ V1 and A2 ⊆ A1.

As we reduce our graph, we will get a series of subsets of our original graph.
After doing an appropriate network reduction to get from graph G1 to G2, we
find that the dual problems may be different. That is, in general there is some
λ ≥ 0 such that ΦG1(λ) 6= ΦG2(λ). In particular, it is not generally the case
that the optimal Lagrange multiplier for G1 will be the same for G2. Thus,
when we integrate KCPM and network reductions, we are chasing a moving
target. We begin by describing the difficulties that arise from removing parts
of the network while in the middle of solving a Lagrangean dual problem.

Recall that for a non-reducing graph G, KCPM maintains λ+, λ− and the
cost and weight of Qλ+

st and Qλ−

st from which we can calculate ΦG and Φ′
G

at λ+ and λ−; see Section 1.2.3. However, if we start with G1 and remove
some edges or nodes from the network to get G2, it is not necessarily true that
ΦG1(λ

+) = ΦG2(λ
+) or ΦG1(λ

−) = ΦG2(λ
−). Of more immediate concern,

however, is that the subgradients Φ′
G1

(λ) and Φ′
G2

(λ) may have different signs
for λ = λ+, λ− as if the subgradient at λ+ or λ− changes sign, it is impossible
to proceed with a KCPM step. The same general problem arises whether we
are solving a relaxation of the full WCSPP or a node or edge subproblem.

Before we address this issue, we note that when we take a Lagrangean step,
we calculate a new value λnew = I(λ+, λ−), and then do the two shortest path
calculations to determine the forward and reverse shortest path trees with re-
spect to reduced cost function Λ(λnew, ·). Using these trees, we seek to eliminate
nodes and edges, as described in Section 3.4. Fortunately, we can be assured
that either we have solved the WCSPP, or the value of ΦG and the subgradient
corresponding to λnew are unchanged after elimination.

Lemma 11. Given an upper bound U on the value of the WCSPP and given

λ ≥ 0, either no edge in any solution Qλ
st of ΦG(λ), (and hence no node), can

be eliminated by λ and U , or every node and edge in the network is eliminated

by λ and U .

Proof: Suppose that for some solution Qλ
st of ΦG(λ), some edge (i, j) ∈ Qλ

st

can be eliminated by λ and U , i.e. that

Λ(λ, Qλ
si) + C(i, j) + λW (i, j) + Λ(λ, Qλ

jt)− λWL ≥ U.
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But since (i, j) ∈ Qλ
st, and by the structure of paths in the shortest path trees,

in fact this is equivalent to

Λ(λ, Qλ
st)− λWL ≥ U

ΦG(λ) ≥ U.

Now for any node k,

ΦG,k(λ) = min
p∈PG,k

Λ(λ, p)− λWL

≥ min
p∈PG

Λ(λ, p)− λWL

≥ U,

as PG,k ⊆ PG. Thus, node k can be eliminated by λ and U .
Similarly, for any edge a,

ΦG,ka(λ) = min
p∈PG,a

Λ(λ, p)− λWL

≥ min
p∈PG

Λ(λ, p)− λWL

≥ U,

as PG,a ⊆ PG. Thus, edge a can be eliminated by λ and U .
Thus, either no edge in any solution Qλ

st of ΦG(λ) can be eliminated by λ

and U , or every node and edge in the network is eliminated by λ and U . �

The following result relates the value of the lower bound produced by an
original and reduced network for a given value of λ.

Lemma 12. If G2 ⊆ G1 then ΦG1(λ) ≤ ΦG2(λ) for all λ ≥ 0.

Proof: Clearly, PG2 ⊆ PG1 . Thus, for any λ ≥ 0,

ΦG1(λ) = min
p∈PG1

Λ(λ, p)− λWL

≤ min
p∈PG2

Λ(λ, p)− λWL = ΦG2(λ),

That is, ΦG1(λ) ≤ ΦG2(λ) for all λ ≥ 0. �

Proposition 13. If G2 ⊆ G1 is obtained from G1 by testing every node (or

edge) in G1 for elimination using λ and U , then either the entire network is

eliminated, or ΦG1(λ) = ΦG2(λ) and Φ′
G1

(λ) = Φ′
G2

(λ).

Proof: Let Qλ
st be a solution to ΦG1(λ). If λ and U eliminate any edge in

Qλ
st then by Lemma 11 they eliminate the entire network.
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Otherwise, no edge in Qλ
st can be eliminated. In this case Qλ

st is in the
reduced network, i.e. Qλ

st ∈ PG2 . Thus,

ΦG2(λ) ≤ Λ(λ, Qλ
st)− λWL

= ΦG1(λ).

But by Lemma 12 ΦG2(λ) ≥ ΦG1(λ). So ΦG1(λ) = ΦG2(λ).
Also, as Qλ

st is also a solution of ΦG2(λ), we have

Φ′
G2

(λ) = W (Qλ
st)− λWL

= Φ′
G1

(λ).

Thus, either the entire network is eliminated by λ and U , or ΦG1(λ) = ΦG2(λ)
and Φ′

G1
(λ) = Φ′

G2
(λ) �

In the context of KCPM on a reduced network, Proposition 13 means that
after a preprocessing step, either we can stop and declare the current best upper
bound optimal, (because the entire network has been eliminated), or the new
value λnew calculated in the last Lagrangean step is still up-to-date, up-to-date
meaning ΦG1(λnew) = ΦG2(λnew) and Φ′

G1
(λnew) = Φ′

G2
(λnew) where G1 and

G2 are the networks before and after the preprocessing step, respectively. Note
that in practice, preprocessing steps could be “null steps”, in the sense that
nothing could be eliminated from the network with λnew.

Now to take another KCPM step, we firstly replace one of λ+ or λ− with
λnew; which depends on the sign of Φ′

G2
(λnew). But if any reduction in the

network took place since the time the two shortest path trees corresponding to
the other value of λ were calculated, these will have to be re-calculated as in
general ΦG2(λ) 6= ΦG2(λ) for λ 6= λnew. This will guarantee the two points
and subgradients used for the intersection calculation are on ΦG2 and thus that
the calculation provides a meaningful result. Note that the old shortest path
tree can be updated to form the new shortest path tree which is, in some cases,
faster than recalculating the new shortest path tree from scratch.

If all that needed to be done was to recalculate the shortest path trees for
the other value of λ the method would be straightforward, but after doing this
we may find that the subgradients of ΦG2 at λ+ and λ− have the same sign.
This would make it impossible to take another KCPM step. The possibility of
the subgradient at the other value of λ changing signs is the main complicating
factor in integrating KCPM with network reduction.
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The way we address this problem is to simply search for a new value of λ+

or λ− as appropriate if, after the network reduction, the subgradients of Φ at
λ+ and λ− have the same sign.

If we are looking for a new λ+, we need to look for a value lower than the
old λ+ value (which we remember is out-of-date so has a negative subgradient).
However, we must be aware that in the new reduced network a point with
positive subgradient may not exist. This would mean that zero is the optimal
multiplier and the modified KCPM can stop as the optimal Lagrange multiplier
has been found. If our dual problem is a relaxation of the full WCSPP, it also
means that the minimum cost path is feasible and thus the optimal solution is
either the path corresponding to the current upper bound or this new minimum
cost path. Thus, any search procedure for λ+ must check λ = 0 in a finite
number of steps to be practical.

Now, if we are looking for a new λ−, we need to look for a value higher than
the old λ− value. Now it may be the case that in the new reduced network no
point with a non-positive subgradient exists. This would mean that the problem
in the reduced network is weight infeasible. If the dual problem corresponds to
the full WCSPP, this would mean that the current upper bound path, if it exists,
is optimal or else the problem is infeasible. For the node and edge Lagrangean
duals it would mean the particular node or edge under consideration could be
deleted. Thus, the search procedure for λ− for must check λ = ∞ in a finite
number of steps.

We have chosen to implement the search for new values of λ by utilising an
ordered list L = (λ1, λ2, . . . , λn), with λ1 < λ2 < · · · < λn, of all the values
of λ generated in the course of the algorithm with λ1 = 0 and λn = ∞. We
store every forward and reverse shortest path tree calculated. Our strategy is to
recover a new value of λ+ or λ−, (whichever is not λnew), giving a subgradient
with the appropriate sign, by looking in the list L. If seeking to recover λ+,
we look to the nearest element before it in L; if seeking to recover λ−, we look
to the nearest element after it in L. In each case, we may have to calculate
or update shortest path trees for these values if the network has been reduced
since they were last calculated. The main advantage of this method is that it
allows updating algorithms to be used to re-calculate shortest path trees rather
than starting from scratch each time a new λ is needed. In the case of searching
for λ+, if no positive subgradient point exists, we will eventually reach λ = 0.
Similarly, in the case of searching for λ− if no negative subgradient point exists,
we will eventually reach λ =∞.
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3.6 Simple Node Elimination Algorithm

In this section we give the full pseudo-code for our Simple Node Elimination
(SNE) preprocessing algorithm. The node elimination algorithm will eliminate
nodes while solving for the optimal Lagrange multiplier for the full WCSPP dual.
The Simple Node Elimination algorithm (Algorithm 3) was designed as a pre-
liminary stage to speed up the Aggressive Edge Elimination algorithm described
later. The term “simple” is used since only one Lagrange multiplier is being
optimized rather than multiple Lagrange multipliers as with Aggressive Edge
Elimination. We introduce Simple Node Elimination first as we can show the
integration of KCPM with network reduction without the added complication
of solving many Lagrangean problems simultaneously. Simple Node Elimination
can be used as a preprocessing algorithm in its own right and the results section
will include tests of the node elimination algorithm without Aggressive Edge
Elimination for comparison purposes.

Whenever we calculate a shortest path tree we retain it for future use, for
two reasons: (i) to facilitate updating algorithms and (ii) because we intend to
use Lagrangean information from preprocessing in the gap closing stage. We will
refer to a shortest path tree as being out-of-date, by which we mean the network
has been reduced since the shortest path tree was calculated. In practice, we
test this by comparing the number of edges in the network to the number when
the shortest path tree was calculated, though this is not specifically stated in
the pseudo-code.

In our pseudo-code, Q∞
ij will denote the minimum weight path from node i

to node j and Qλ
ij will be the minimum reduced cost path from node i to node j

using Λ(λ, ·) as the cost function, both as found by our shortest path calculator.
Note that Q0

ij corresponds to minimum cost paths. We will keep an ordered list
L = (λ1, . . . , λn) of the λ values used so far, in increasing order, and insert new
values of λ into the list as they are generated. The value of the upper bound is
given by U and the path that produced the upper bound is represented by pU .

When we calculate shortest path trees, we will either be using Dijkstra’s al-
gorithm starting from scratch or an updating algorithm that uses an old shortest
path tree to start Dijkstra’s algorithm from an advanced point. For clarity, the
type of algorithm (updating or from scratch) is only stated if it is important to
the function of the algorithm.

This algorithm is used to initialize the preprocessing algorithms and test for
feasibility and trivial optimal solutions on the network G = (V,A).
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Algorithm 2 (WCSPP Initialization).

1. Calculate and store the reverse minimum weight SPT to find Q∞
st .

If W (Q∞
st ) > WL, the problem is infeasible. Stop.

U ← C(Q∞
st ).

pU ← Q∞
st .

2. Calculate and store reverse minimum cost SPT to find Q0
st.

If W (Q0
st) ≤WL, the minimum cost path is optimal. Stop.

In Step 1, we work out whether the problem is feasible by using the minimum
weight SPT. If it is feasible, we initialize the upper bounds, otherwise we
terminate the algorithm.

Next, we calculate the minimum cost path. We note that if W (Q0
st) ≤ WL

then the minimum cost path is feasible so must also be optimal in which case
we can terminate the algorithm.

If the problem is feasible and non-trivial, then Algorithm 2 will have initial-
ized the upper bounds and calculated the reverse shortest path trees for λ = 0
and ∞.

The pseudo-code for our node elimination algorithm follows with the expla-
nation given after.

Algorithm 3 (Simple Node Elimination).

1. Do WCSPP Initialization (Algorithm 2).

2. Let λ+ ← 0 and λ− ←∞ and let L = (λ+, λ−).

3. λnew ← C(Qλ+
st )−C(Qλ−

st )

W (Qλ−
st )−W (Qλ+

st )
.

Lnew ← C(Qλ+

st ) + λnew(W (Qλ+

st )−WL).

Calculate and store the forward and reverse shortest path trees for λnew,
calculate ΦG(λnew), Φ′

G(λnew) and, if λnew /∈ L, insert λnew into the list
L.

4. For each node k ∈ V ,

If C(Qλnew

sk |Qλnew

kt ) < U and W (Qλnew

sk | Qλnew

kt ) ≤WL,

U ← C(Qλnew

sk |Qλnew

kt ).

pU ← Qλnew

sk |Qλnew

kt (a new upper bound has been found).
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5. Let V ′ ← {} and A′ ← {} (the set of nodes and edges to delete, respec-
tively).

For each node k ∈ V ,
If ΦG,k(λnew) ≥ U ,

V ′ ← V ′ ∪ {k} (i.e. delete node k).

A′ ← A′ ∪{(i, j) ∈ A : i = k or j = k} (delete all edges beginning
or ending at k).

Set V ← V \ V ′, A← A \A′ and G← (V,A).

6. If V = ∅, Stop (the current upper bound is optimal).

If ΦG(λnew) = Lnew, Stop (optimal Lagrange multiplier found).

7. If Φ′
G(λnew) ≤ 0,

λ− ← λnew.

If SPTs for λ+ are out-of-date, recalculate SPTs for λ+.

If Φ′
G(λ+) ≤ 0 and λ+ 6= 0,

Repeat

Set λ+ to the next lowest value of λ in L.

If SPTs for λ+ are out-of-date, recalculate SPTs for λ+.

Until either Φ′
G(λ+) > 0 or λ+ = 0.

If λ+ = 0 and Φ′(0) ≤ 0, Stop (the current upper bound is optimal).

Else

λ+ ← λnew.

If SPTs for λ− are out-of-date, recalculate SPTs for λ−.

If Φ′
G(λ−) > 0 and λ− 6=∞,

Repeat

Set λ− to the next highest value of λ in L.

If SPTs for λ− are out-of-date, then recalculate SPTs for λ−.

Until either λ− =∞ or Φ′
G(λ−) ≤ 0.

If λ− = ∞ and W (Q∞
st ) > WL, Stop (No feasible path exists in the

current network. The current upper bound is optimal).

8. Goto step 3
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An illustration of Simple Node Elimination on a real network is given in
Figure 3.1. For the sake of the example, instead of looking for an upper bound
at every node, (step 4 of Algorithm 3), we only check the minimum reduced
cost s to t path. The weight limit, WL, is 20.

Example 14. After doing WCSPP Initialization (Algorithm 2) for the network

G1 shown in Figure 3.1(b), we find that we have an upper bound of 14 from a

minimum weight path (pU = (1, 2, 3, 11, 12)). We also find that the minimum

cost path is not feasible and thus that we do not have a trivial solution. We set

λ+ to 0 and λ− to ∞.

We can then calculate λnew = 5
12 ; see Figure 3.1(a). The minimum reduced

cost path, (1, 4, 8, 11, 12), has cost 6 and weight 25 so does not give a new upper

bound. We find we cannot delete any nodes with λnew and the upper bound of

14. Φ′
G1

( 5
12 ) = 5 > 0 so 5

12 becomes the new λ+. As no reduction took place,

λ− stays the same.

In the next iteration, we calculate λnew to be 8
13 ; see Figure 3.1(c). The

minimum reduced cost path, (1, 8, 11, 12), has cost 9 and weight 19 and thus

provides a new upper bound. Using λnew and the new upper bound to eliminate

nodes we find we can delete nodes 4, 5, 6, 9 and 10 and their adjacent edges to

get network G2, Figure 3.1(d). As Φ′
G1

( 8
13 ) = Φ′

G2
( 8
13 ) = −1, we set λ− to 8

13 .

The SPT used to calculate λ+ = 5
12 is now out-of-date. When we recalculate

the shortest path tree for λ = 5
12 for the new network G2 we find that Φ′

G2
( 5
12 ) =

−1 ≤ 0. Thus, 5
12 is not a valid λ+ value in the new network. By this stage,

the ordered list L of multipliers used is L = (0, 5
12 , 8

13 ,∞). To find a new λ+,

we take the next lowest value than 5
12 in the list L, i.e. 0; see Figure 3.1(e). We

recalculate the SPTs for λ = 0 and find Φ′
G2

(0) = 0.5 > 0 and thus that we

have a new value of λ+.

We can then proceed to calculate λnew = 1
3 . We find that node 2 is elim-

inated by λnew and the upper bound of 9 to give the final network, Figure

3.1(f). We also find that 1
3 is the optimal Lagrange multiplier for ΦG2 , as

ΦG2(
1
3 ) = Lnew in Step 6 of Algorithm 3, so terminate the algorithm.

A subtle point to note is that the optimal Lagrange multiplier for ΦG2 may
not be the optimal for ΦG3 (however, it is in our example). This point is
expanded on in the edge elimination algorithm.

We now explain the Algorithm 3 in general. Firstly we use the WCSPP
Initialization algorithm (Algorithm 2) to verify the problem is feasible and non-
trivial. The WCSPP Initialization algorithm also calculates the shortest path
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trees for λ = 0 and ∞ which we use to appropriately initialize λ+ and λ−. We
also initialize the list L of λ values used in the algorithm.

With these initial values for λ+ and λ− we can use the intersection formula
to find λnew and Lnew, the value of the Lagrangean function at the point of
intersection. We then calculate the shortest path trees for λnew and search
for a feasible path at every node to try to improve U , the upper bound on
C(p∗). After that, we calculate the lower bound at every node and eliminate
nodes where possible. We then check whether every node has been eliminated
in which case we can stop as our current upper bound is the optimal solution
to our WCSPP.

Otherwise we check whether Lnew = ΦG(λnew) in which case we have found
the optimal Lagrange multiplier and the algorithm can terminate. The value
λnew is guaranteed to be the optimal Lagrange multiplier for the network prior
to the last set of reductions (e.g. the network in Figure 3.1(d) rather than Figure
3.1(f)).

If there are still nodes in our network and the algorithm has not halted, we
calculate Φ′

G(λnew) and if this is positive we set λ+ to λnew otherwise we set
λ− to λnew. To calculate the next value of λ, we need to have two points on
the current ΦG(λ) curve. As we may have deleted nodes from our network, the
only stored value guaranteed to be current is ΦG(λnew).

If, for example, Φ′
G(λnew) > 0 then λ+ = λnew so the value of λ− might be

out-of-date. If it is, we need to re-calculate the shortest path trees for λ−.
Now if the network has changed, Φ′

G(λ−) may now be positive. In that case,
we need to find another value for λ−. We do this by calculating Φ′

G(λ) for
consecutively higher values of previous λ values used till we find a value of λ

for which Φ′
G(λ) ≤ 0. In the case where we get to λ− =∞ and W (Q∞

st ) > WL

the problem is now infeasible for the reduced network and we can declare the
current least upper bound optimal.

If Φ′
G(λnew) ≤ 0 we set λ− to λnew and make sure the SPT for λ+ is up-to-

date and Φ′
G(λ+) > 0. If this is not the case we try consecutively lower values

of λ till we find a λ such that Φ′
G(λ) > 0. If we reach λ = 0, however, and

Φ′
G(0) ≤ 0 then the minimum cost path in this reduced network is feasible, so

the optimal solution to the WCSPP is either the minimum cost path in this
reduced network or the path corresponding to the upper bound, which ever has
the lower cost.

Thus, the algorithm terminates either with the discovery of the optimal La-
grange multiplier for some reduced network or with the discovery of the optimal
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solution to the original WCSPP by either eliminating every node from the net-
work or finding the minimum cost path is feasible.

We also tested an algorithm, which we call Simple Edge Elimination, which
is similar to Algorithm 3 except, in step 4, instead of testing every node for
elimination we test every edge for elimination. The replacement code is given
by Algorithm 4 below.

Algorithm 4 (Simple Edge Elimination).

5. Let A′ ← {} (the set of edges to delete).

For each edge (i, j) ∈ A,
If ΦG,(i,j)(λnew) ≥ U ,

A′ ← A′ ∪ {(i, j)}.
A← A \A′.

V ← {k ∈ V : ∃i ∈ V s.t. (i, k) or (k, i) ∈ A}.
G← (V,A).

3.7 Node Equivalance

Before we explain the Aggressive Edge Elimination algorithm and give the re-
sults of the computational tests of our main preprocessing algorithms, we discuss
an interesting side note related to node elimination. When nodes are eliminated,
it was noticed that they were often removed in groups. On examination of the
structure of node elimination, the reason became apparent - the shortest path
through a particular node was often the same path as the shortest path through
a neighbouring node. To formalize this concept, we define node equivalence.

Definition 15. In a network G = (V,A), a node i ∈ V is equivalent to node
j ∈ V with respect to a Lagrange multiplier λ ≥ 0 if the shortest path from the
start node to node j in forward shortest path tree Fλ includes node i and the
shortest path from i to the end node in the reverse shortest path tree Rλ includes
node j (or if the same statement is true with the roles of i and j reversed).

Given that the shortest path using a given node is found by concatenating
the shortest path from the start node to that node with the shortest path from
that node to the end node, we can see that if two nodes are equivalent, they
will each lie on one another’s shortest path.
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(a) Lagrangean diagram for the first iter-

ation of modified KCPM. ΦG1 is shown

in bold.
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(b) The original network G1. No nodes

are eliminated by λ+ = 0, λ− = ∞ or

λnew = 5
12

and U = 14.
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(c) Lagrangean diagram for the second

iteration of modified KCPM. ΦG1 is

shown in bold.
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(d) The reduced network G2 after re-

moving all nodes eliminated by λnew =
8
13

and U = 9.
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(e) Lagrangean diagram for the final iter-

ation of modified KCPM. ΦG2 is shown

in bold, ΦG1 as bold and dashed.
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(f) The final reduced network G3 af-

ter removing all nodes eliminated by

λnew = 1
3

and U = 9.

Figure 3.1: An example of modified KCPM on the network G1 shown in Figure
3.1(a). The edge labels are (cost, weight) pairs. The start node is 1 and the
end node is 12. We consider the full WCSPP dual with WL = 20. Each line in
the KCPM diagrams represents a path in the network. We update the upper
bounds when we find a new λ− value.
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Node equivalence classes are interesting because nodes in the same equiva-
lence class have the same reduced cost path through them. We can thus refer
to the cost of the equivalence class being the cost of the minimum reduced cost
path through any one of it’s nodes. Nodes in an equivalence class will all have
an identical Lagrangean lower bound as produced by that particular Lagrange
multiplier. That means that when we test for elimination, either all the nodes
in an an equivalence class will be eliminated, or none will be. We also only need
to test one node in an equivalence class for a better upper bound, as the path
through all the other nodes in the same equivalence class is exactly the same.

1
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1 1

1 1

1 1

1 1 1

1
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Figure 3.2: A diagram showing node equivalence classes on the left and the
corresponding hierarchy diagram to the right. The forward shortest path tree
is given by the solid arrows and the reverse shortest path tree is given by the
dashed arrows. The start node is on the left and the end node is on the right.
Each node in the same equivalence class is labelled with the same number. Each
number in the hierarchy diagram represents one equivalence class and the solid
and dashed arrows represent hierarchy relations resulting from the forward and
reverse SPT, respectively.

A visualization of node equivalence classes is shown in Figure 3.2. Visually,
we can see that two nodes i and j belong to the same equivalence class if there
is an arrow from i to j in both the forward and reverse shortest path tree.
However, it is also interesting to note the consequence of an arrow in one SPT
not matching an arrow in the other SPT. In this case, we find that this implies
a relationship between the costs of the equivalence classes.

Formally, if a node i is the previous node to node j in the forward shortest
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Problem Equiv. SNE

30x100 Run time (s) 0.3 [0.07] 0.28 [0.07]

100x100 Run time (s) 0.98 [0.18] 0.92 [0.1]

200x200 Run time (s) 5.09 [2.00] 4.93 [2.11]

200x350 Run time (s) 7.83 [1.89] 7.62 [1.87]

Table 3.1: A comparison of using node equivalence against treating nodes se-
quentially in preprocessing. Each algorithm was tested on the same 100 prob-
lems in each problem class. The average run times are given with the standard
deviation in brackets. The heading “Problem” indicates the length and width
of the 4M network used for the testing (4M networks are defined in Section
3.10). The column “Equiv” is the node equivalence preprocessing algorithm
and “SNE” is the simple node elimination algorithm. Both algorithms use the
Optimum Only (OO) enumeration algorithm discussed in Section 3.11 to close
any gap. The testing was done on a 350MHz PowerMac with 128 Mb RAM.

path tree but j is not the previous node to node i in the reverse shortest path
tree, then the cost of the equivalence class of node j is greater than or equal
to the cost of the equivalence class of node i. The same statement is true if
j is the previous node to i in the reverse shortest path tree, but i is not the
previous node to j in the forward shortest path tree. This gives us a hierarchical
relationship between equivalence classes, as shown to the right in Figure 3.2.

Thus, each of the forward and reverse shortest path trees gives us a tree
relationship amongst the equivalence classes. If one equivalence class is deleted,
(though node elimination) then all nodes in all equivalence classes higher in
either tree could also be eliminated.

Using these techniques, we did a trial using node equivalence in node elimi-
nation. We only used the hierarchy relationships given by the forward shortest
path tree. The results are given in Table 3.1. Unfortunately, we see that adding
node equivalence classes does not speed up node elimination and instead actu-
ally leads to a slight increase in the average run times. It appears that that
computational overhead required to use node equivalence classes was not com-
pensated for by faster node elimination. This led us to stop further utilization of
node equivalences in computational testing. However, a use for node equivalence
classes may be found in future work.
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3.8 Aggressive Edge Elimination Algorithm

The Aggressive Edge Elimination algorithm (Algorithm 10) finds the optimal
Lagrange multiplier for every edge in our reduced network. This is done by stor-
ing information on all the Lagrangean problems we wish to solve and updating
this information for all problems simultaneously rather than just for a single
problem as for Simple Node Elimination (Algorithm 3). The entire Aggressive
Edge Elimination algorithm is quite long; therefore it will be broken down into
separate functional modules to aid clarity.

We solve the Lagrangean problems simultaneously by storing, for each edge
(i, j), the values λ−(i,j) and λ+

(i,j) as well as the corresponding values C+
(i,j), W+

(i,j),
C−

(i,j) and W−
(i,j) associated with the solution of ΦG,(i,j)(λ+

(i,j)) and ΦG,(i,j)(λ−(i,j)),
respectively, if λ+

(i,j), λ
−
(i,j) ∈ R⊕ or associated with the minimum weight path

through the edge if λ+
(i,j), λ

−
(i,j) = ∞. In each iteration of the algorithm, a

value of λ is chosen based on the Lagrangean dual problem of the unopti-
mized edge with the greatest lower bound. This λ, however, is tested to see
if it can replace either the λ+

(i,j) or λ−(i,j) for each potentially affected edge using
the LBandUB Update algorithm (Algorithm 6), potentially allowing us to make
progress on many Lagrangean dual problems simultaneously. This simultaneous
updating allows us to solve the Lagrangean dual problems associated with each
edge in a computationally effective manner. We also use the LBandUB Update
algorithm to search for feasible paths to find better upper bounds.

The Boolean variables valid+
(i,j) and valid−(i,j) indicate if the edge (i, j) cur-

rently has valid values for the points with positive and negative subgradient,
respectively and optimized(i,j) indicates whether we have found an optimal La-
grange multiplier for the edge (i, j). For each edge, we also store Φmax

G,(i,j) which
is the maximum value of all the ΦG,(i,j)(λ) values calculated for that edge in
the course of the algorithm. This facilitates finding the edge with the greatest
lower bound.

We use Φ+
(i,j) and Φ−

(i,j) as shorthand to indicate the values C+
(i,j)+λ+

(i,j)(W
+
(i,j)−

WL) and C−
(i,j) + λ−(i,j)(W

−
(i,j) −WL), respectively, calculated using stored path

values, for λ−(i,j), λ−(i,j) ∈ R⊕. If λ+
(i,j) = ∞ then Φ+

(i,j) = ∞ and if λ−(i,j) = ∞
then Φ+

(i,j) = −∞.
As we are trying to solve many Lagrangean problems simultaneously, we need

to have a method of prioritising which problems we wish to focus on solving first.
We have chosen to focus on solving the problem for the unoptimized edge with
the greatest value of Φmax

(i,j) with the choice of λ designed to work towards finding
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the optimal Lagrange multiplier for this edge. This is motivated by trying to
eliminate edges from the network quickly. We try to eliminate edges by λ and
U at each stage. Thus, it is possible, indeed desirable, that edges are eliminated
before their associated Lagrangean dual problem is solved.

Even though eliminating edges from a network may invalidate stored path
values, some edges may retain the same values over successive network reduc-
tions. The shortest path tree updating algorithm (Algorithm 8) allows us to
alter only those edges whose values were affected by the elimination. The algo-
rithm ensures that when the shortest path trees for a value of λ are updated,
edges known not to have altered their ΦG,(i,j)(λ) are not retested. Thus, if the
shortest path trees for λ are up-to-date, then all stored path values using that
λ are up-to-date. The notation ST (j, T ) is used in the updating algorithm to
denote the nodes in the sub-tree of a SPT T rooted at j, i.e. j and all its de-
scendants. To facilitate the updating algorithm we store the deleted edges in
the list DeletedEdges.

Algorithm 5 (Initialization).

1. Initialize:

DeletedEdges = ∅.

2. For each edge (i, j) ∈ A:

Set C−
(i,j), C

+
(i,j),W

−
(i,j),W

+
(i,j),Φ

max
(i,j) ← −∞.

Set valid+
(i,j), valid−(i,j), optimized(i,j) ← false.

Algorithm 5 initializes variables to indicate that for each edge, we currently
have no information about minimum ΦG,(i,j)(λ) paths for any λ value and that
no edges have been deleted.

Algorithm 6 (LBandUB Update((i, j), λ, Fλ, Rλ)).

1. Input:

The edge (i, j) to update.

λ and Fλ and Rλ (the forward and reverse SPTs for λ) from which we
can derive Qλ

si and Qλ
it for all i ∈ V .

2. If W (Qλ
si) + W ((i, j)) + W (Qλ

jt) > WL,

If λ =∞ or λ 6=∞ and Λ(λ, Qλ
si)+Λ(λ, (i, j))+Λ(λ, Qλ

jt)−λWL > Φ+
(i,j),
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λ+
(i,j) ← λ.

C+
(i,j) ← C(Qλ

si) + C((i, j)) + C(Qλ
jt).

W+
(i,j) ←W (Qλ

si) + W ((i, j)) + W (Qλ
jt).

valid+
(i,j) ← true.

If valid−(i,j) = true and λ−(i,j) ≤ λ,

C−
(i,j) ← −∞.

valid−(i,j) ← false.

If C−
(i,j) = −∞,

λ−(i,j) ← λ+
(i,j).

3. If W (Qλ
si) + W ((i, j)) + W (Qλ

jt) ≤WL

If valid−(i,j) = false or λ 6=∞ and Λ(λ, Qλ
si) + Λ(λ, (i, j)) + Λ(λ, Qλ

jt)−
λWL > Φ−

G,(i,j),

λ−(i,j) ← λ.

C−
(i,j) ← C(Qλ

si) + C((i, j)) + C(Qλ
jt).

W−
(i,j) ←W (Qλ

si) + W ((i, j)) + W (Qλ
jt).

valid−(i,j) ← true.

If valid+
(i,j) = true and λ+

(i,j) ≥ λ,

C+
(i,j) ← −∞.

valid+
(i,j) ← false.

If C+
(i,j) = −∞,

λ+
(i,j) ← λ−(i,j).

If C(Qλ
si) + C((i, j)) + C(Qλ

jt) < U ,

U = C(Qλ
si) + C((i, j)) + C(Qλ

jt).

pU = Qλ
si|(i, j)|Qλ

jt.

4. If λ+
(i,j) or λ−(i,j) have been updated,

If max(Φ+
(i,j),Φ

−
(i,j)) > Φmax

(i,j) ,

Φmax
(i,j) = max(Φ+

(i,j),Φ
−
(i,j)).

If optimized(i,j) = true,

optimized(i,j) ← false.
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Algorithm 6 uses the shortest path trees for λ to see if the path values λ+
(i,j),

C+
(i,j) and W+

(i,j) or λ−(i,j), C−
(i,j) and W−

(i,j) for a particular edge (i, j) can be
updated.

Firstly the weight of Qλ
si|(i, j)|Qλ

jt is calculated. If the weight is greater than
WL and either λ = ∞ or the calculated value of ΦG,(i,j)(λ) is greater than
the stored value of Φ+

(i,j) then the stored values of λ+
(i,j), C+

(i,j) and W+
(i,j) are

updated appropriately and valid+
(i,j) is set to true to indicate we have a valid

λ+
(i,j) value for this edge.

We also check if λ−(i,j) is valid and also less than λ. If this is so, it indicates
that the slope at λ−(i,j) has changed and hence λ−(i,j) is no longer valid. In this
case, valid−(i,j) is set to false and C−

(i,j) is set to −∞ to indicate that a new set
of negative slope values has to be found for this edge. If C−

(i,j) is −∞ then we
set λ−(i,j) to λ+

(i,j) to indicate that we should start looking for a new λ−(i,j) that
is higher than the current λ+

(i,j) value.
A similar update of variables is done if the weight of the minimum reduced

cost path using λ is less than or equal to WL or if valid−(i,j) is false. However,
we add the step of checking the if minimum Λ(λ, ·) path through that edge is a
new upper bound. This check is done regardless of whether the path variables
are updated.

If path values are updated in step 2 or 3, the edge is checked to see whether
Φmax

(i,j) can also be updated. Additionally, if the updated edge was previously
optimized (when the network had more edges), the fact we found a greater
lower bound indicates that the optimization is no longer valid in the new reduced
network. If this is the case, the edge is flagged as unoptimized.

In the Aggressive Edge Elimination algorithm, Algorithm 6 will be used
successively to update many edges for the same value of λ, allowing us to work
towards the solution of the Lagrangean dual problem for each edge simultane-
ously.

Algorithm 7 (Optimize GLB Edges(λ)).

1. Input: Lagrange multiplier λ.

2. Repeat let (i, j) be an unoptimized edge with the greatest value of Φmax
(i,j) .

If valid+
(i,j) and valid−(i,j) = true and SPTs for λ+

(i,j) and λ−(i,j) are up-
to-date

If λ =
C−

(i,j)−C+
(i,j)

W+
(i,j)−W−

(i,j)
and

C+
(i,j) + λ(W+

(i,j) −WL) = Λ(λ, Qλ
si) + Λ(λ, (i, j)) + Λ(λ, Qλ

jt)− λWL,
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optimized(i,j) ← true.

Else, Break.

Else

If valid(i, j)− = true, SPTs for λ−(i,j) up-to-date and λ−(i,j) = 0,

optimized(i,j) ← true.

Else, Break.

Until no unoptimized edge remains (or loop is broken).

Algorithm 7 sequentially takes an unoptimized edge with the greatest value
of Φmax

(i,j) and tests whether its optimal Lagrange multiplier is λ. If so the edge
is flagged as optimized and the new top edge is tested.

Before using the intersection formula to test for optimization, Algorithm
7 checks whether valid+

(i,j) and valid−(i,j) are true as well as if the shortest
path trees for λ+

(i,j) and λ−(i,j) are up-to-date. This makes that we can use the
intersection formula to test for optimization.

It also tests for the case in which zero is the optimal Lagrange multiplier.
In this case valid+

(i,j) will be false, as there will no positive slope section to the
curve, so we only need to test that valid−(i,j) = true, that λ−(i,j) = 0 and that
the shortest path tree for λ = 0 is up-to-date to optimize the edge.

If the edge is not optimized, the optimization loop breaks and does not
process subsequent edges. This saves us from processing all edges every time a
value of λ is chosen, especially in the early stages of the algorithm in which it
is unlikely that the λ value will optimize an edge.

Algorithm 8 (SPT Updating(λ, Fλ, Rλ)).

1. Input:

λ, Fλ and Rλ (the old forward and reverse SPTs for λ).

DeletedEdges, the list of edges so far eliminated from the network.

2. Initialize:

VF = ∅, the nodes affected in the forward SPT.

VR = ∅. the nodes affected in the reverse SPT.

V∆ = ∅. the nodes affected in either SPT.

A∆ = ∅. the edges containing a node in V∆.
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3. For each edge (i, j) ∈ DeletedEdges,

If i is the previous node to j in Fλ,

VF ← VF ∪ ST (j, Fλ).

4. Add all nodes in VF to the set of non-permanent labels and set their cost
to ∞ and add all the nodes in the set V − VF to the set of permanent
labels and retain their cost from the original forward SPT.

5. For each edge (i, j) ∈ A such that i ∈ V − VF and j ∈ VF

If λ =∞,

Set the tentative cost of j to min(W (Q∞
sj ),W (Q∞

si ) + W ((i, j))).

else

Set the tentative cost of j to min(Λ(λ, Qλ
sj),Λ(λ, Qλ

si) + Λ(λ, (i, j))).

6. Perform Dijkstra’s algorithm, starting by selecting the node in VF with
the minimum cost as the next permanent node.

7. Repeat steps 3-6 using Rλ and VR instead of Fλ and VF .

8. V∆ ← VR ∪ VF .

9. A∆ ← {(i, j) ∈ A : i ∈ V∆ or j ∈ V∆}.

10. Output A∆.

The updating algorithm, Algorithm 8 takes the existing SPTs and the list of
deleted edges and calculates which nodes in the SPTs may have been affected
by deletion of the edges. The nodes affected have their distance labels set to∞.
The nodes whose distance labels are known not to be altered by the deletion
of edges form the initial list of permanently labelled nodes. The edges that
lead from a permanently labelled node to a non-permanently labelled node are
then used to calculate tentative distance labels. Dijkstra’s algorithm can then
be warm started from this advanced position, with the first action being to
permanently label a tentatively labelled node with the smallest distance label.

After doing this for both the forward and reverse shortest path trees, the al-
gorithm will calculate which edges have potentially increased their lower bounds
(or have become weight infeasible if λ =∞) since the last calculation with this
value of λ was done. This algorithm will output A∆, a list of the edges that
were affected in the updating procedure. This is then used by the edge updating
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algorithm to update only those edges whose Lagrangean information may have
changed.

Algorithm 9 (Choose Lambda((i, j))).

1. Input:

The edge (i, j) to direct the choice of λ.

2. If valid−(i,j) = false,

If λ−(i,j) <∞

λ← next highest λ in L after λ−(i,j).

Else λ←∞.

3. Else If SPTs for λ−(i,j) out-of-date, λ← λ−(i,j).

4. Else If valid+
(i,j) = false,

If λ = 0, λ← 0.

Else λ← next lowest λ in L before λ+
(i,j).

5. Else If SPTs for λ+
(i,j) out-of-date, λ← λ+

(i,j).

6. Else,

λ←
C−

(i,j)−C+
(i,j)

W+
(i,j)−W−

(i,j)
.

If λ /∈ L,

Calculate the forward and reverse shortest path trees for λ and insert
λ into L.

7. Output λ.

Algorithm 9 chooses the next value of λ with which to proceed in the al-
gorithm by inspecting the Lagrangean dual problem associated with the input
edge (i, j). After each choice of λ, the elimination, lower bounds updating, up-
per bound searching and edge optimization testing routines are run. This means
that when we choose λ again, the greatest lower bound edge may have changed
due to it either being eliminated, optimized or replaced by an edge with a higher
lower bound. The sequence of choices is designed to find the optimal Lagrange
multiplier for the edge if run repeatedly.
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For the choice of λ, firstly, if the edge does not have a valid λ−i,j value we
check to see if the λ−i,j value is less than ∞. If so we return the next highest
value of λ in the list L. If λ−i,j equals ∞ we set λ to ∞. This will lead to either
updating the edge with a valid λ−i,j value or eliminating the edge because it is
weight infeasible.

If valid−(i,j) is true, we check to see whether the SPTs for λ−(i,j) is out-of-date.
If so, then we choose λ−(i,j) as the λ value. This makes sure the SPTs associated
with λ−(i,j) is up-to-date. We test the λ−(i,j) values first because it is possible that
zero is the optimal Lagrange multiplier and a λ+

(i,j) value does not exist. If the
λ−(i,j) value is fine, we move on to the next test.

The next test checks whether valid+
(i,j) is false. If it is and λ = 0 we choose

λ = 0 as the next λ to treat. If not, we choose the next lowest value of λ than
λ+

(i,j) in the list L. Note that if a positive subgradient to ΦG,(i,j) exists, then
λ = 0 will produce such a point.

If valid(i,j) is true, then the SPTs for λ+
(i,j) is tested to see if it out-of-date

and if so we choose λ+
(i,j). These tests make sure the SPTs associated with λ+

(i,j)

are up-to-date.
If the λ+

(i,j) and λ−(i,j) SPTs are up-to-date we use the intersection formula
to choose the new value of λ. If this value of λ has not been seen before, i.e. is
not in L, we must then calculate its SPTs and insert the new value of λ in L.

Algorithm 10 (Aggressive Edge Elimination).

1. Do WCSPP Initialization (Algorithm 2) noting L = (0,∞).

2. Do Initialization (Algorithm 5).

3. For λ = 0 and ∞,

If SPTs for λ out-of-date,

Recalculate SPTs for λ.

For each edge (i, j) ∈ A.

Do LBandUB Update((i, j), λ, Fλ, Rλ).

Do Eliminate Edges.

If A = ∅, Stop.

Do Optimize GLB Edges(λ).

4. Repeat

Let (i, j)max be an unoptimized edge with the greatest value of Φmax
(i,j) .
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Do λ← Choose Lambda((i, j)max).

If SPTs for λ are out-of-date,

Do A∆ ← SPT Updating(λ, Fλ, Rλ).

If λ = 0, ∞ or λ has not been used to update edges,

EdgesToTest = A.

Else, EdgesToTest = A∆ ∪ {(i, j)max}.

For each edge (i, j) ∈ EdgesToTest.

Do LBandUB Update((i, j), λ, Fλ, Rλ).

Do Eliminate Edges.

If A = ∅, Stop.

Do Optimize GLB Edges(λ).

If all edges optimized,

For each edge (i, j) ∈ A,

If SPTs for λ+
(i,j) or λ−(i,j) out-of-date,

optimized(i,j) ← false.

5. Until all edges are optimized.

The Aggressive Edge Elimination algorithm starts by using Algorithm 2 to
check whether the problem is feasible and non-trivial and if so returns with
the upper bound initialized and the shortest path trees for λ = 0 and ∞. We
then use the initialization algorithm (Algorithm 5) to appropriately initialize
the edge data to indicate that we have no Lagrangean information for any edge.
We then use the shortest path trees for λ = 0 and∞ to update the lower bounds
and do some preliminary upper bounds updating and elimination.

Network reduction (edge elimination) is straightforward.

Algorithm 11 (Eliminate Edges).

For each edge (i, j) ∈ A,

If Φmax
(i,j) ≥ U ,

A← A \ {(i, j)}.
DeletedEdges← DeletedEdges ∪ {(i, j)}.
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Next, we enter the edge optimization loop which starts by choosing the first
value of λ to treat. This is done by selecting an unoptimized edge with the
greatest lower bound and using Algorithm 9 to choose the next value of λ. Note
that this edge may not be unique, so we may choose one arbitrarily. If the SPTs
for this λ are not up-to-date, we use the SPT updating algorithm (Algorithm
8) to calculate the correct SPTs and produce a list of the affected edges.

We then update the Lagrangean information for the edges making sure that
we update the unoptimized edge with the greatest lower bound to be certain of
working towards the solution of the Lagrangean dual for the edge used to choose
λ. We can then use the Lagrangean information to try and make progress in the
solution of the Lagrangean dual problems associated with all the other edges.

This lower bounds updating occurs in one of two ways, depending on whether
the value of λ has already been used to update lower bounds. If it has not been
used to update edges or λ = 0 or ∞, we test every edge, using Algorithm 6, to
see if we can improve the lower bounds. We test every edge when λ = 0 or ∞
as the algorithm can remove λ+

(i,j) and λ−(i,j) if they become out-of-date so we
try to replace these with values for λ = 0 or λ =∞ as appropriate.

If λ has been used to update edges before, we only test the edges that
have been affected in the updating process, i.e. those edges in A∆ output by
Algorithm 8 and the greatest lower bound edge used to choose λ. We check the
affected edges because if the shortest path trees for λ were used to update edges
before, then we are likely to only get new information from the edges affected by
the update and not those edges whose ΦG,(i,j) value for that λ are guaranteed
to be the same as at the last lower bounds updating procedure.

One exception is the case where a switch in the sign of the subgradient
occurs, and we search for a new value of λ to replace an out-of-date one by
looking at successively lower or higher λ values in the list L. In this case, it may
be possible that we miss an opportunity to update Lagrangean information if
we find that when we switch to the lower or higher value of λ, the edge/s for
which we are searching for new Lagrangean information are not affected by the
update of the shortest path trees. However, by always updating the edge used
to choose λ, we are guaranteed of making progress in the solution of at least
one Lagrangean dual problem at each stage. For each edge, there are only a
finite possible number of steps in the solution of its Lagrangean dual and as
there are a finite number of edges, we can be guaranteed that our algorithm will
terminate.

After the lower bounds are updated, the algorithm then eliminates those
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edges whose lower bound exceeds the upper bound. We then test to see whether
the edge with the greatest lower bound can be optimized by the current value
of λ and, if so, we flag it as optimized. We repeat this test until we find the first
edge that cannot be optimized, which then becomes the edge with the greatest
lower bound, or all edges are optimized.

It is possible that some edges are flagged as optimized before a network
reduction and remain flagged as optimized when all the edges are flagged as
optimized. To ensure that we have the best network reduction, when all edges
are flagged as optimized we check each edge (i, j) to ensure the shortest path
trees used to calculate Φ+

(i,j) and Φ−
(i,j) are up-to-date. If we find any are not

up-to-date, we flag them as unoptimized and re-enter the edge update and
elimination loop.

If there are still unoptimized edges, then we repeat the edge optimization
loop (Step 4) using the edge with the greatest lower bound as the basis for
choosing the next value of λ, otherwise the algorithm terminates. Algorithm
10 will eventually terminate when either all the edges have been optimized
using up-to-date shortest path trees or all the edges in the network have been
eliminated.

If we use Aggressive Edge Elimination Algorithm after the node elimination
stage, we can make use of the extra Lagrangean information to better initialize
the edge elimination procedure. We do this by using the optimum WCSPP
Lagrange multiplier as well as the multipliers just greater than and just less
than it in the list L to update the Lagrangean for each edge as well as do some
preliminary edge elimination and optimization testing. This is done by replacing
Step 3 of Algorithm 10 by the following code.

Algorithm 12 (Edge Hot Start).

1. Let opt be index corresponding to the optimal Lagrange multiplier in the
list L = (λ1, . . . , λn) for which the SNE algorithm halted.

2. For each index m = opt, opt− 1 and opt + 1 such that m ≤ n,

If SPTs for λm out-of-date,

Recalculate SPTs for λm.

For each edge (i, j) ∈ A.

LBandUB Update((i, j), λm, Fλm
, Rλm

).

Do Eliminate Edges.
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Optimize GLB Edges(λm).

If A = ∅, Stop.

There will always be a λopt+1 as we include λ = ∞ in the list and do not
allow ∞ to be the optimal Lagrange multiplier. There will also always be a
λopt−1 as 0 ∈ L and if zero is the optimal Lagrange multiplier in the node
elimination stage, we would have found the optimal solution to the WCSPP
and would have terminated the algorithm before entering the edge elimination
stage.

After any elimination, we check to see if all the edges have been eliminated
before continuing. If all the edges have been eliminated, the current upper
bound is the optimal solution and the algorithm terminates.

3.9 Implementation and Complexity Analysis

In this section, we give a complexity analysis of the Simple Node Elimination
algorithm as well as the Aggressive Edge Elimination algorithm to show that
they terminate in polynomial time. We also give details about some of the
data structures used in the implementation. We will use N and M , the original
number of nodes and edges in the network, respectively, to put an upper bound
on the time and space complexity and ignore the fact that the size of the network
may decrease. Note that M is at least O(N) and at most O(N2).

For all algorithms, the edges will be stored in one list sorted by their start
node and in another list sorted by their end node. This facilitates the calculation
of forward and reverse shortest path trees, respectively. These lists will consume
O(M) space and take O(M log(M)) time to create from the unsorted network
data.

To initialize the Simple Node Elimination algorithm, we do two shortest
path calculations that will take O(M + N log(N)) time, assuming a Fibonacci
heap implementation of Dijkstra’s algorithm (we actually use a binary heap
implementation that has slightly worse worst-case complexity).

During each iteration of the main loop (Steps 3 to 7 of Algorithm 3) we do
two shortest path tree calculations taking O(M + N log(N)) and check every
node for an upper bound, taking O(N) time. We also check every node for
elimination which takes O(M) time as we may have to delete incident edges. We
may also have to check through the list L, doing two shortest path calculations
for each element in L.
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The length of the list L could increase by one for each pass through the
main loop. We know from Jüttner [29] that optimising the Lagrangean lower
bound using Kelley’s Cutting Plane Method takes O(M log2(M)) iterations.
The function we are optimising could change at most N times if we eliminate
the nodes one at a time. Thus, the list L is at most O(NM log2(M)) long.
Thus, stepping through this list and doing a shortest path calculation each time
takes at most O(NM log2(M)(M + N log(N))) time. Inserting a value into the
ordered list L takes O(log(NM log2(M))) for a linked list implementation. In
reality, the length of the list L is typically very small, typically around 10, so
we used an ordered array.

The worst-case time taken to search through L dominates the time taken
to check for upper bounds, do elimination and do the shortest path tree calcu-
lations. Thus, the entire procedure will take at most O(N2M2 log4(M)(M +
N log(N))). This shows the Simple Node Elimination algorithm runs in poly-
nomial time.

The shortest path trees for a single λ value takes O(N) space. The Simple
Node Elimination algorithm will thus take at most O(N2M log2(M)) space to
store the shortest path trees. The space requirement for the shortest path trees
dominates the other space requirements of the algorithm.

The Aggressive Edge Elimination has the additional overhead of storing the
Lagrangean information for each edge. This is stored in an array sorted by the
edge’s start node and takes O(M) space. We also store each edge in one of two
binary heaps, one for the optimized and one for the unoptimized edges, each
heap again taking O(M) space. The entries in the heaps are linked back to the
static list holding the Lagrangean information.

Using reasoning similar to that used for Simple Node Elimination, we know
that it will take at most O(M log2(M)) iterations of KCPM to optimize the
Lagrangean dual problem for each edge given a non-reducing network. Given
that there are M edges and the dual functions could change up to M times,
there are at most O(M3 log2(M)) iterations through the main loop (Step 4 of
Algorithm 10). This will also be the order of the length of the list L. Note that
Aggressive Edge Elimination does not strictly use KCPM to optimize the La-
grangean duals, as it may insert values obtained from one Lagrangean problem
into another. However, these inserted values act to lower the number of itera-
tions required and, more importantly, do not affect the worst-case complexity
bound of Jüttner [29].

As we are using a heap implementation, finding the unoptimized edge with
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the greatest lower bound takesO(1) time. Both Choose Lambda and SPT Updating
may take up toO(M+N log(N)) time as they may do shortest path calculations.

LBandUB Update takes O(log(M)) time as if Φmax
(i,j) changes, the position of

edge (i, j) in the heap may have to be readjusted. LBandUB Update may have
to be called M times through each pass of the loop giving O(M log(M)) time
steps. Eliminate Edges will take O(M log(N) log(M)) as for each of M possible
edges, it take O(log(M)) time to delete an edge from its heap and O(log(N))
to delete the edge from the list of edges sorted by end node.

Both Optimize GLB Edges and checking if all optimized edges are not out-
of-date may take O(M log(M)), again due to heap operations. Pulling every-
thing together, we can see that the Aggressive Edge Elimination algorithm runs
in at most O(M4 log3(M) log(N)) time and is thus polynomial.

Again, the worst-case storage of the shortest path trees dominates the space
complexity. Each of the O(M3 log2(M)) possible shortest path trees takes O(N)
space giving a polynomial space complexity for the Aggressive Edge Elimination
algorithm of O(NM3 log2(M)).

3.10 Computational Testing

We tested the Aggressive Edge Elimination preprocessing algorithm, both by
itself and after the Simple Node Elimination algorithm (Algorithm 3) using an
enumeration gap closing stage (our enumeration stage is explained in Section
3.11). We also tested the Simple Node Elimination, Simple Edge Elimination
and No Elimination, using KCPM to find the optimal Lagrange multiplier, all
also followed by Enumeration.

The results of the testing are given in Table 3.2. Each algorithm was tested
on a variety of different networks. The 4L, 4M and 4H (type 2) networks were
introduced in [18]. They are grid networks with a separate start and end node
connected to every node on the first and last row of the grid, respectively.
The forward edges have random integer costs and weights between 80 and 100
inclusive and all the other edges have random integer costs and weights between
1 and 10 inclusive. Defining the weight of the minimum weight path as Wmin

and the weight of the minimum cost path as Wmax, the weight limits for the
problem classes 4-L, 4-M and 4-H are

(1− α)Wmin + αWmax, (3.4)

for α = 0.05, 0.5 and 0.95, respectively.
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For each of the classes 4-L, 4-M and 4-H, 100 problems for each of the
500× 500 and 1000× 1350 grid sizes were tested. These networks have 250,002
node and 749,500 edges and 1,350,002 nodes and 4,049,350 edges, respectively.

We also tested the solution methods on digital elevation model (DEM) data
available on the Internet [39]. The costs of the edges are the absolute value of
the height difference between two nodes and the weights are random integers
between 10 and 20 inclusive. The costs for DEM-S (based on Scotland) are
integers between 0 and 682 and for DEM-A (based on Austria) are integers
between 0 and 1007.

We generated 100 different problems for each of the Scotland and Austria
based problems by keeping the costs the same and generating different sets of
weights by generating random integers between 10 and 20 inclusive. The weight
limit was defined by setting α = 0.0541 in (3.4). DEM-A problems have 41, 600
nodes and 165, 584 edges. DEM-S problems have 63, 360 nodes and 252, 432
edges.

The testing summarized in Table 3.2 was all done on the same Pentium
2.4GHz with 512Mb RAM. Each algorithm was tested on the same set of
problems. The time includes only the CPU time taken to solve the WCSPP
and not the time taken to read in or generate the networks. The first number
given is the arithmetic mean and the number in square brackets is the (sample)
standard deviation.

We can see from Table 3.2 that the algorithms that employed Aggressive
Edge Elimination (AEE) were able to solve all but two of the problems tested
to optimality within the time limit. This compares very favourably with the
other algorithms tested which all timed-out on significantly more problems. We
can also see that the Simple Node Elimination then Aggressive Edge Elimination
(SNE + AEE) algorithm performed the best overall in terms of average time,
standard deviation and number of problems solved in all problem classes.

Both SNE + AEE algorithm and AEE solved the same problems to opti-
mality but the SNE + AEE was faster, on average, in all problem classes. This
is because by using the Simple Node Elimination algorithm first, the edges that
were, in a sense, easiest to delete were eliminated quickly leaving the Aggressive
Edge Elimination to concentrate on the harder edges. This contrasts with using
Aggressive Edge Elimination from the start, in which case the algorithm tests all
edges meticulously from the beginning and thus uses more time without much
added benefit. This is illustrated in Table 3.2 by the consistently lower mean
and standard deviation of the preprocessing time for SNE+AEE versus AEE.
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The mean and variance of the time taken for the gap closing stage for the
algorithms that employed AEE were less (and usually substantially less) than
for the other three algorithms. This is due to the other algorithms experiencing
occasional blow-outs in enumeration times. This demonstrates the benefit of us-
ing more rigorous preprocessing to increase reliability of the enumeration stage.
We also note that the time taken for the preprocessing stage of all algorithms
are fairly constant, with the exception of the Aggressive Edge Elimination al-
gorithm, which takes significantly longer in preprocessing than the others.

The number of edges removed by preprocessing by all algorithms was very
significant percentage of the network, being well over 99% for all algorithms.
What we notice is that the algorithms that employed Aggressive Edge Elimina-
tion resulted in a network which was on average between 13% and 60% smaller
than the network produced by the Simple Edge Elimination Algorithm. Though
this extra reduction represents only a small fraction of the original network, we
can see that it is very significant in reducing enumeration times.

The benefit of preprocessing is reinforced by the poor performance of the
algorithm that used no preprocessing (NE) as indicated by the larger number
of problems that timed out in all network classes as well as the higher mean
total run time in all classes. The higher standard deviation of the total run
time of Simple Edge Elimination (SEE) compared to NE in the 500 × 500 4H
class can be explained by the fact that the two problems not solved by NE were
solved by SEE with quite large run times which increased the reported standard
deviation of the average run time of the SEE algorithm. Apart from this case,
the standard deviation of the total run times was also higher for NE than for
any other algorithm.

We also notice that Aggressive Edge Elimination (AEE) and Simple Node
Elimination then Aggressive Edge Elimination (SNE+AEE) have the same mean
and standard deviation for the number of edges remaining for problems not
solved in preprocessing. We also notice that they have the same lower bound
for those problems not solved in preprocessing for any algorithm. This indicates
that the preceding node elimination stage in SNE+AEE does not have an impact
on the final network or lower bound produced in any of the problems tested.

We can also see that the different preprocessing stages produce different lower
bounds. Aggressive Edge Elimination and Simple Node Elimination followed
by Aggressive Edge Elimination produced the highest lower bound while No
elimination is uniformly produced the lowest. The difference in lower bounds,
however, is only marked for the DEM networks.
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From these results, we can conclude that though optimising the Lagrange
multiplier for every edge is a fairly complex procedure, it is definitely worth
the effort as it brings benefits both in terms the number of problems solved
to optimality and the average time taken to solve the problems in the cases
tested. That is, the Aggressive Edge Elimination preprocessing stage helps
solve the WCSPP faster with less variation in algorithm solve times and problem
tractability.

All algorithms used the same enumeration gap closing stage using only the
cost, weight and a single Lagrange multiplier to prune branches in a very similar
manner to the algorithm proposed by Carlyle and Wood [10]. In the next section,
we try some modifications to this procedure.

3.11 Modified Enumeration Algorithm

After the edge elimination stage, or any other preprocessing stage, there is the
possibility that a gap exists between the greatest lower bound and least upper
bound found on the cost of the optimal solution to the WCSPP. Thus, we need
a method that will close this gap by finding the optimal solution, if it has not
already been found, and prove that the solution is indeed optimal.

We employ a modification of the gap closing algorithm proposed by Carlyle
and Wood [10]. Their enumeration algorithm is basically a depth first branch
and bound search which uses the reverse SPT for the optimal s-t Lagrange
multiplier as well as the minimum cost and resource reverse SPTs to fathom
branches in the search tree.

The enumeration algorithm allows flexibility in the test used to fathom
branches. Our fathoming test employs the shortest path trees calculated in
the preprocessing stage to prune branches based on Lagrangean lower bound
information. Although possible, we have not attempted to calculate SPTs for
new values of λ at this stage.

Any value of the Lagrange multiplier will produce a lower bound from which
we can try to fathom, so we could try all the Lagrange multipliers in turn till
we either successfully fathom the branch or run out of Lagrange multipliers, in
which case we conclude that we must continue the enumeration procedure along
that branch of the tree.

However, when attempting to fathom a branch, each unsuccessful test adds
time to the enumeration algorithm. As we may potentially be testing a very
large number of branches for pruning, too many redundant tests hinder the
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algorithm. Conversely, if we are not aggressive enough in the pruning stage, we
end up testing many branches that could have been nipped in the bud. We test
many different fathoming schemes to determine the one that performs best in
computational trials.

The enumeration algorithm (Algorithm 13) given below delegates the prun-
ing test to a sub-function that may be one of the testing schemes given later. In
the enumeration algorithm, Path is an ordered sequence of nodes designating
the current path up to that point in the enumeration. We may add a node to
the end of the path and remove a node from the end of the path. We will use
cp and wp to store the cost and weight of the current path. We will denote the
node currently at the end of the path as ic and will use pred(i) to denote the
immediate predecessor of node i in the current path. For the purposes of the
algorithm, we will assume there is a phantom node 0 at the start of the path
and that both the cost and weight of the edge from this node to the start node
is 0.

For each node i, we will need an ordered list of the edges emanating from
node i and a marker that indicates which edge to travel down when we next
treat that node. We will not be concerned about the way in which the list is
ordered, but only require that the order of the list stays constant during the
running of the algorithm.

The list of edges emanating from node i will be called Outi. The first edge
in the list is Outi(1) and the last edge will be Outi(finali). We will use nexti

as the index for the next edge for node i.

Algorithm 13 (Enumeration).

1. Initialize:

(cp, wp)← (0, 0).

Path← (0, s).

ic ← s and pred(s)← 0.

For each node i ∈ V ,

Create Outi.

Set nexti = 1.

2. While Path 6= (0),

(i, j)← Outic
(nextic

), (the next edge to branch on).
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nexti ← nexti + 1.

If j 6∈ Path and Fathom Test((cp, wp), (i, j), U) = false,

Add j to Path.

ic ← j and pred(ic)← i.

(cp, wp) = (cp, wp) + (c(i,j), w(i,j)).

If j = t,

pU ← Path.

U ← cp.

If nextic
> finalic

,

Remove ic from Path.

(cp, wp)← (cp, wp)− (c(pred(ic),ic), w(pred(ic),ic)).

Set nextic
← 1.

ic ← pred(ic).

Algorithm 13 is easier to understand when we realize that without Fathom-
Test, it would create every elementary path in the network from the start node
to the end node, hence the name “enumeration”.

There are, in general, an exponentially growing number of paths in the
network as the size of the network increases. Thus, the design of the fathoming
test is crucial to the practical success of the algorithm. The fathoming test can
greatly reduce the number of paths that need to be generated before we can
prove the solution is optimal.

At a minimum, to solve the WCSPP all the fathoming test is required to
do is check whether the current path’s weight is less than the weight limit and
its cost is less than the current upper bound. However, by using Lagrangean
information, we can greatly increase the efficiency of pruning.

If (cp, wp) is the cost and weight of the current path from s to i in the
enumeration algorithm then we can formulate a modified WCSPP in terms of
extending this path:

min
q∈Pp

C(q)

s.t. W (q) ≤WL − wp,

where Pp is the set of paths in G from s to t that starts with the sub-path p

from s to i. Note that this is similar to the edge elimination problem except
that we now fix many edges (all the edges in p) instead of just one.
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We can then do the familiar Lagrangean relaxation procedure to create Φ0
p(λ)

which is a lower bound on the cost of the path for any λ ≥ 0.

Φ0
p(λ) = min

q∈Pp

Λ(λ, q)− λ(WL − wp), (3.5)

Now if we separate the paths in Pp into the sub-path of cost cp and weight
wp from node s to node i and let Pit be the set of paths from node i to node t,
we can put a lower bound on Φ0

p(λ),

Φ0
p(λ) ≥ Φp(λ)

def
= Λ(λ, p) + min

q∈Pit

Λ(λ, q)− λWL. (3.6)

The function Φp(λ) is only a lower bound on Φ0
p(λ) as Pit may include paths

which use edges that are already in p.
In this thesis, we do not try to optimize Φp(λ): we will have already gen-

erated many reverse SPTs for various values of λ in our preprocessing stages;
these store the solution to the minimization over Pit for that λ. Thus, for any
stored value of λ, we can easily generate the lower bound Φp(λ) for any path
p. We will utilize the stored λ values in different ways to produce alternative
fathoming tests.

Below we give a description of the fathoming tests trialled and their numer-
ical performance on some test problems. In all cases, we will use the Simple
Node Elimination then Aggressive Edge Elimination preprocessing before the
enumeration stages, so Lagrange multipliers and corresponding reverse SPTs
are available during enumeration.

The generic form of the fathoming test is given in Algorithm 14. It uses
an ordered list L̄ = {λ0, . . . , λm} of λ values to find that which produces the
greatest value of Φp(λ). How the list L̄ is chosen determines the different forms
of the algorithm and will be discussed later.

The fathoming test seeks first to prune based on one “optimal” Lagrange
multiplier. There are many choices of “optimal” Lagrange multiplier, since we
optimize the Lagrange multiplier for all edges simultaneously. Note that the
Lagrange multiplier that optimized edge (i, j) is not necessarily the “best” for
pruning the path p at (i, j), because of the term λwp that appears (implicitly)
in (3.6). Here we choose the value that optimized the greatest number of edges,
which we call λopt. Of course it is also possible to use the Lagrange multiplier
that optimized edge (i, j); our preliminary experiments with this choice gave
similar results to those we report here for λopt. In either case, we do a bisection
search (based on index) through a given list of Lagrange multipliers, to find
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that which is best for for pruning the path. It is essentially a “quick and dirty”
algorithm for maximizing Φp(λ) over λ ∈ L̄.

Although we could do a bisection search starting from the two ends of the
list, we saw that testing the Lagrange multiplier λopt first is generally effective.

The fathoming test also checks whether the path is weight feasible and then
whether the path cost is less than the current upper bound. We do this check
second as we find that the optimal Lagrange multiplier does most of the prun-
ing. In fact, the order in which checks are performed can be crucial to the
performance of the fathoming test as a successful pruning check means other
checks in the sequence do not need to be performed.

Note that the test outputs true if the branch is pruned and false if the
branch is not pruned, i.e. if the enumeration must continue along the branch.

Algorithm 14 (Fathom Test((cp, wp), (i, j), U)).

1. Input:

Edge (i, j), currently investigated by the enumeration algorithm.

(cp, wp), the cost and weight of the current path.

U , the current upper bound on the cost of the solution to the WCSPP.

2. Initialize:

Let L̄ = {λ0, . . . , λm} ⊆ L be a finite ordered list of λ for which we have
SPTs.

Let opt be the index such that λopt is a value of λ that optimizes the
greatest number of edges left after the edge elimination algorithm is run.

Let pos← 0 and neg ← m.

3. If (cp + λoptwp) + (c(i,j) + λoptw(i,j)) + Λ(λopt, Q
λopt

jt )− λoptWL ≥ U ,

Output → true. Stop.

4. If wp + w(i,j) + W (Qλopt

jt )−WL > 0,

pos← opt.

If wp + w(i,j) + W (Q∞
jt ) > WL,

Output → true. Stop.

Else
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neg ← opt.

If cp + c(i,j) + C(Q0
jt) ≥ U ,

Output → true. Stop.

If wp + w(i,j) + W (Q0
jt)−WL ≤ 0,

Output → false. Stop.

5. new = bpos+neg
2 c.

6. While new 6= pos,

If (cp +λnewwp)+ (c(i,j) +λneww(i,j))+ Λ(λnew, Qλnew
jt )−λnewWL ≥ U ,

Output → true. Stop.

If wp + w(i,j) + W (Qλnew
jt )−WL > 0,

pos← new.

Else

neg ← new.

new = bpos+neg
2 c.

Algorithm 14 employs a procedure analogous to the bisection method to
search for the Lagrange multiplier from the list L̄ that maximizes the lower
bound function Φp(λ). It is based on the principle that Φp(λ) is concave and
thus, if we have an ordered list of the possible λ values to try, we can use the
slope of Φp(λ) to direct our search through the list in a bisection approach and
find the best λ in the list in logarithmic time.

The algorithm has two markers, pos and neg, that indicate the range of
values that includes the best λ value. We initialize pos to zero and neg to m.
Note that if zero is in the list we can guarantee that pos has the correct slope. If
λm =∞, we can also guarantee neg has the correct slope. If we include λ0 = 0
and λm =∞ in the list, we can guarantee that the test will fathom a branch if
it is possible to do so with a Lagrange multiplier in the list L̄.

The algorithm tests whether Φp(λopt) ≥ U is true. If so, that branch of
the search tree can be fathomed. Otherwise, the algorithm calculates the slope
of Φp(λ) at λopt and if it is positive assigns opt to pos and tests whether the
extension to the path p is weight feasible. If the slope is negative the algorithm
assigns opt to neg and tests whether the minimum cost extension is feasible.
In both the min cost and min weight extension tests, there is the possibility of
fathoming the branch.
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If Φ′
p(λopt) is negative, and the cost of the min cost path is less than the

upper bound, we also check whether the min cost path is weight feasible in
which case zero is the optimal Lagrange multiplier and we cannot fathom the
branch and thus return false.

If the branch has not been fathomed and zero is not the optimal Lagrange
multiplier, then pos and neg are correctly initialized for the list bisection search
procedure in Step 6. The new Lagrange multiplier tested, indexed by new in
Algorithm 14, is the one with the index halfway between pos and neg (rounded
down) and if the branch is not fathomed, new is appropriately set to pos or neg

depending on the slope of Φp(λ) at λnew. The new value of λ to test is again set
to halfway between pos and neg and as long as new 6= pos the loop is repeated.

The loop ends when either a value of λ fathoms the branch or new = pos

indicating that we have found the λ in the list L̄ which produces the greatest
lower bound and as this does not fathom the branch, the enumeration algorithm
must continue searching along that branch.

We obtain alternative fathoming tests as follows. First we take L̄ to consist
only of a single element: the Lagrange multiplier that optimized the greatest
number of edges of all those remaining after preprocessing. We call this the
“OO” algorithm (Optimum Only). This algorithm is closest to the one proposed
by Carlyle and Wood [10], who chose the optimal Lagrange multiplier for the
full WCSPP as the single value to use. (In many cases they will be identical.)

Second we take L̄ to be all Lagrange multipliers generated by the program.
We dub this the “ALM” algorithm (All Lagrange Multipliers).

Thirdly, we take L̄ to be only those Lagrange multipliers that optimized an
edge plus 0 and ∞ if they are not already included, dubbed “AEO” (All Edge
Optimizers). A variant of this was generated by also updating the upper bounds
in the enumeration algorithm more aggressively, testing each feasible path found
to see whether it provides a better upper bound. The upper bounds testing was
added to the All Edge Optimizers algorithm to create the All Edge Optimizers
with Upper Bound updating (AEOUB) algorithm.

Table 3.3 show the computational results of using the enumeration algorithm
(Algorithm 13) with the alternative versions of the fathom test, Algorithm 14,
discussed above. We tested the enumeration algorithms on 4L, 4M and 4H
networks with dimension 1000×1350 and 1500×1500 as well as DEM-S and
DEM-A networks. The 1500×1500 4L, 4M and 4H networks contain 2,250,002
nodes and 6,748,500 edges.

Looking at Table 3.3, we can see that the difference between the enumera-
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1000x1350 OO ALM AEO AEOUB

total time (s) 67.9 [17.1] 66.9 [9.2] 65.4 [8.4] 65.4 [8.5]

4
L

gap close (s) 4.2 [15.6] 3.3 [3.8] 1.7 [3.2] 1.8 [3.4]

timed-out 0 0 0 0

total time (s) 71.0 [7.8] 72.3 [6.5] 70.4 [5.2] 70.6 [5.4]

4
M

gap close (s) 2.0 [5.4] 3.7 [3.7] 1.4 [2.0] 1.4 [2.1]

timed-out 0 0 0 0

total time (s) 76.4 [7.5] 78.0 [8.0] 76.3 [6.8] 76.3 [6.8]

4
H

gap close (s) 2.0 [6.8] 3.6 [6.6] 1.8 [5.5] 1.9 [5.8]

timed-out 0 0 0 0

1500x1500 OO ALM AEO AEOUB

total time (s) 144.4 [49.2] 150.2 [53.8] 150.4 [73.7] 145.3 [60.6]

4
L

gap close (s) 18.2 [45.1] 23.9 [51.5] 23.9 [71.5] 19.7 [57.2]

timed-out 8 7 5 6

total time (s) 158.3 [53.7] 164.2 [47.3] 156.0 [54.9] 152.0 [35.0]

4
M

gap close (s) 23.7 [53.4] 28.9 [48.0] 20.7 [54.6] 16.7 [35.3]

timed-out 5 4 3 4

total time (s) 163.7 [48.7] 167.4 [45.2] 167.5 [66.0] 162.7 [51.7]

4
H

gap close (s) 18.6 [47.8] 22.9 [44.3] 22.8 [65.4] 18.7 [50.0]

timed-out 2 2 0 1

DEM OO ALM AEO AEOUB

total time (s) 1.28 [0.73] 1.25 [0.11] 1.25 [0.10] 1.23 [0.09]

gap close (s) 0.088 [0.700] 0.030 [0.039] 0.020 [0.032] 0.019 [0.031]

D
E

M
-A

timed-out 0 0 0 0

total time (s) 3.17 [5.75] 2.22 [0.96] 2.14 [0.78] 2.15 [0.80]

gap close (s) 1.20 [5.72] 0.287 [0.938] 0.216 [0.755] 0.223 [0.770]

D
E

M
-S

timed-out 2 1 1 1

Table 3.3: The summary of results of testing enumeration algorithms utilising
varying degrees of Lagrangean information found in preprocessing. Each algo-
rithm was tested on the same 100 problems in each class and was preceded by the
SNE + AEE preprocessing stage. Where appropriate, the mean is given with the
standard deviation in brackets. Problems were considered solved if they solved
to optimality within a total time elapsed of ten minutes. “Gap close” gives
the time taken for the enumeration algorithm and “timed-out” is the number
of problems that failed to solve within the ten minute time limit. The results
for the items marked with a star (*) are only given for the problems solved,
the others are given for all 100 problems. The acronyms for the algorithms are
Optimum Only (OO), All Lagrange Multipliers (ALM), All Edge Optimizers
(AEO) and All Edge Optimizers with Upper Bounds updating (AEOUB).
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tion algorithms is not as dramatic as the difference between the preprocessing
algorithms. Overall, the AEO algorithm seems to fare the best, generally hav-
ing the same or slightly lower average run time and fewer instances of problems
that time-out than the other algorithms. The 1500×1500 4L and 4H cases in
which AEO is slower on average than OO can be explained by the problem
instances on which OO times-out being solved in longer than average time by
AEO, pushing up AEO’s average solve time.

However, there are some interesting problem instances that shed light on
the differences between the algorithms. Looking at the standard deviations
in the 1000×1350 4L problem class, we see that the standard deviation for
OO is significantly higher than for the other algorithms. This is due to two
problems taking significantly longer for gap closing using OO, 69.4s and 135.5s,
compared to the average of 4.2s. This compares to 11.4s and 8.7s, respectively,
for ALM, the next slowest algorithm for each problem. This indicates that using
multiple Lagrange multipliers, rather than just a single Lagrange multiplier,
in enumeration can have an significant impact on the tractability of problem
instances.

This improvement in tractability is also demonstrated in the 1500×1500
problem class. We can see that OO results in more time-outs than the ALM,
AEO and AEOUB algorithms. In the most pronounced case, the OO algorithm
times out after ten minutes while ALM, the next slowest enumeration scheme,
took only 45.8s for gap closing. Again, this clearly indicates that using multi-
ple Lagrange multipliers can have a significant impact on the tractability of a
problem.

The effect of multiple Lagrange multipliers on problem tractability is further
shown by the DEM class of networks. Here we find that in the DEM-S class
we can now solve one of the two problems not solved in the time limit using
one of the multiple Lagrange multiplier enumeration schemes rather than the
OO scheme. In this problem the gap was closed by the ALM algorithm in 6.5s,
(slightly faster by AEO and AEOUB) but failed to solve in the time limit for
the (OO) algorithm.

The average performance of the ALM algorithm is generally slightly slower
than AEO and AEOUB. This is due to the extra Lagrange multipliers increasing
the time taken for fathoming tests and not fathoming a significant number of
extra branches to compensate. Though the extra run time is not large compared
to the total run time of the algorithm, the average gap closing time can be
more than twice as long. The 1500×1500 4L and 4H cases in which ALM is
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slightly quicker than AEO on average can be explained by ALM timing out on
problems that AEO solved in longer than average time, which increased AEO’s
and AEOUB’s average time. On harder instances, the extra time that ALM
spends on each fathom test can push it over the time limit, (note that ALM
will always use fewer tests that AEO). This phenomenon can be seen in the
4L, 4M and 4M 1500×1500 networks. However, there are cases in which the
ALM offers a noticeable reduction in enumeration time. In the 1000×1350 4H
problem class, there is a case in which ALM takes 9.3s for gap closing versus
39.0s for AEO, the next fastest algorithm.

The addition of upper bounds updating to the AEO algorithm did not have
a dramatic effect on the running of the algorithm. We can see that for the
1000×1350 and DEM networks, the mean and standard deviation of the total
run time and the gap close time as well and the number of time-outs are identical
or almost identical. Although the AEOUB timed-out on one more problem
instance than AEO in each of the 1500×1500 problem instances, this was due
to runs with times that were very close to the cut-off time of ten minutes. The
AEO algorithm took 585.6, 575.4 and 580.2 seconds for the 4L, 4M and 4H
problems in question, respectively, while AEOUB took 602.4, 615.5 and 604.7
seconds, respectively. These instances account for the difference in the mean
and standard deviation of AEO and AEOUB in the 1500×1500 problem class.

In summary, using multiple Lagrange multipliers in the enumeration can
have an impact on the tractability of some problem instances over using one
Lagrange multiplier (OO fathoming), even though such instances are quite rare
in the problem classes tested. The improvement in tractability with AEO and
AEOUB is gained without any significant detriment to the average performance
of the algorithm. ALM exhibited slightly poorer average performance than
AEO and AEOUB. There were rare instances in which ALM significantly out-
performed the other algorithms but this difference did not extend to affecting
tractability.

3.12 Extensions

Future work will consider the initial stages of the node elimination algorithm,
which gives rise to a significant portion of the running time and variability of
the final algorithm. In the initial stages, few, if any, edges are deleted making
the upper bounds search redundant. Foregoing the upper bounds search makes
calculating both the forward and reverse shortest path tree unnecessary, as only
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one shortest path tree is needed to search for the optimal Lagrange multiplier.
These changes could shave a significant amount of time off the running time of
the algorithms.

Beyond these changes, there are many other combinations of algorithm com-
ponents and parameters that could be varied to further improve the algorithm.
The choice of the greatest lower bound edge as the next edge to treat in the
edge elimination algorithm could be modified to treat edges in a different or-
der. There are also many other lists of λ values we could use in the fathoming
procedure for the enumeration algorithm. There are many other arbitrary pro-
gramming choices. Thus, a procedure to optimize these choices and parameters
could be of great benefit and could possibly give surprising results especially if
we move on to larger and harder problems.

Extensions to the algorithm could include moving between enumeration and
preprocessing, i.e. using enumeration to improve the upper bounds then re-
entering the preprocessing stage. There is also the possibility of calculating the
shortest path trees for new values of λ in the enumeration stage.

There is also the logical extension to the resource constrained shortest path
problem (RCSPP) in which we have a vector of weights for each edge and a
corresponding vector of weight limits. The node and edge elimination procedure
would have to be substantially modified to handle vectors of weights but the
general principle of interleaving node and edge elimination with optimization of
the Lagrange multipliers could still be applied. It may also be possible to apply
the concepts used in the AEE to other network problems that use Lagrangean
based preprocessing such as the travelling salesman problem.

Lastly, it is curious to note that the number of edges in the final network
using AEE and SNE + AEE were always identical for the problems tested
when the problem was not solved in preprocessing. It would be of theoretical
interest as to whether this is always the case, i.e. that given a fixed upper bound,
whether there is some unique minimal network produced by edge elimination
using Lagrangean lower bounds, regardless of the order the elimination is done.

3.13 Conclusion

By integrating preprocessing more closely with Lagrangean relaxation, and
through optimising the Lagrange multiplier for every edge, we were able to
increase the effectiveness of preprocessing in the WCSPP, enabling the enumer-
ation algorithm to find the optimal solution more quickly and reliably than other
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algorithms tested. The new Aggressive Edge Elimination preprocessing stage
reduced the problems to a stage in which they were solvable by the enumeration
algorithm in more cases than any other preprocessing stage tested.

By using a cruder node elimination stage before the aggressive edge elimina-
tion algorithm we were able to speed up the algorithm without any detriment
to the number of problems solved. Both the average and standard deviation
of the time taken is lowest for this combination of preprocessing stages when
tested on a large number of hard problems.

Lastly, we modified the enumeration stage to take advantage of the SPTs
created for different values of the Lagrange multiplier. By using the set of
Lagrange multipliers that optimized an edge to fathom, in a bisection search
scheme, we were able to devise a superior enumeration scheme that performed
better than using only one optimal Lagrange multiplier to fathom. We also
saw that there are some instances in which including extra Lagrange multipliers
may be beneficial, but that including too many Lagrange multipliers hurts the
average running time.
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Chapter 4

Danger Zone Models

4.1 Introduction

This chapter focuses on models which treat the mine threat with a danger zone
model. A danger zone model considers a set of circular objects, with each object
having some probability of being a mine or a NOMBO. Each circular object
defines a danger zone. For the purposes of the model we assume that some event
is triggered or potentially triggered when a danger zone is entered regardless of
the length of time spent in the danger zone. Examples of events that may be
triggered by entering a danger zone are: incurring an unsatisfactorily high risk
of mission-abort; incurring tolerable risk and; having to clear the danger zone.

Danger zone models complement continuous models considered in Chapter
5 in which the probability of an event varies with the time spent in the danger
zone. Contrary to the sharply defined danger zones we consider here, in contin-
uous models the danger becomes more nebulous and the sharp boundary of the
danger zone disappears.

The models in this section are similar to obstacle avoidance problems found
in the literature [45, 35]. Indeed, we use the terms “danger zone” and “obsta-
cle” interchangeably in this chapter. Simple models of the mine threat can be
solved using well established techniques in the path planning literature; see Sec-
tion 2.3 for details. However, our later models allow paths through obstacles,
e.g. possibly clearing a mine, and thus differ from typical obstacle avoidance
problems.

In this chapter, all the models are based on circular regions we call danger
zones. As such, the first thing we do is define and explain the parameters com-
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mon to all the models. We next describe the General Disk Graph Construction
Algorithm that constructs a graph based on our circular obstacles and a set of
start and end points in which we can find an optimal or good feasible solution to
our chosen path planning problem. This algorithm is utilized by all the models
in this chapter. The graph constructed by this algorithm depends not only on
the obstacles input, but also on the choice of a function that determines which
edges to include in the graph and what weights to associate with each edge.
This allows us to have one graph construction algorithm for several models.
The General Disk Graph is very similar to the visibility graphs found in the
literature [35, 49] in the types of nodes and arcs admitted. Our contribution
was to modify the visibility graph to model new path planning situations, using
a single network generation algorithm. This also allows us to prove general re-
sults about models that are derived from the General Disk Graph Construction
Algorithm.

Next we describe each of our particular models in turn. These are the simple
avoidance model, the clearance model and the tolerable risk model. The simple
avoidance model considers finding the path with minimum length while avoiding
all danger zones. The clearance model considers allowing a vessel to cross into
a danger zone if it first pays a fixed non-negative cost for clearing the danger.
The solution to the clearance model will give a path as well as the objects that
need to be cleared. We also consider limiting the allowed number of clearances.
The tolerable risk model also considers allowing the vessel to cross into danger
zones, but in this case, they incur some risk of mission-abort. The aim is to
find the path that minimizes the chance of mission-abort while constraining the
length of the path.

Lastly, we look at random disambiguation paths, first put forward by Priebe
et al. [49]. They consider a scenario in which a determination can be made on
whether an object is a mine or a NOMBO when at the border of its danger zone.
This determination of the object’s identity as either a mine or NOMBO is called
disambiguation. The path taken after a disambiguation is done depends on the
result of the disambiguation. The probability of the result for each object, (i.e.
whether the object is a mine or NOMBO), is known a priori. A strategy for
crossing is determined by the points at which to disambiguate and the path to
take given each sequence of possible outcomes. The aim is to find the minimum
expected length strategy. We show that we can solve this problem accurately
for the case in which one disambiguation is allowed.

Our contributions in this chapter include providing a unifying framework for
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danger zone models based on circular threat regions. While the simple obstacle
avoidance model has already been well established, as far as we are aware, the
clearance model and tolerable risk model have not been considered elsewhere in
the literature. These models both utilize the WCSPP algorithm developed in
Chapter 3. Lastly, we extend the random disambiguation path model of Priebe
et al. [49] to solve the case of one disambiguation more accurately.

All our graph construction algorithms in this chapter were coded in Math-
ematica. We use the inbuilt Dijkstra routine found in Mathematica’s Combi-
natorica package for single cost shortest path and used a purpose built C++
program to solve Weight Constrained Shortest Path Problems (WCSPPs) as
detailed in Chapter 3.

4.2 Model Parameters

For each of our models, we will have a set of objects. Each object may be a
mine or a NOMBO, though we do not know which a priori. To make this point
clear, we will call these objects MOMLOs for Mine or Mine-Like Objects. The
term MOMLO highlights the uncertainty in an object’s identity.

As we are planning paths for ships on the sea’s surface over areas in which
the curvature of the earth is unimportant, we assume our domain is some subset
of R2. Also let ‖.‖ denote the Euclidean norm. We will make use of open disks
for the description of our object sets.

Definition 16. An open disk is the set B(c, r) = {x ∈ R2 : ‖x − c‖ < r}
for c ∈ R2 and r ∈ R+. We denote the boundary of an open disk as the set
∂B(c, r) = {x ∈ R2 : ‖x− c‖ = r}.

For a particular instance of our problem, we will have N ∈ Z+ MOMLOs.
For each MOMLO i we are given a position ci ∈ R2 for i ∈ {1, . . . , N}. The pa-
rameter ci is the centre of the danger zone for MOMLO i. For the ith MOMLO,
we are also given a danger zone radius ri ∈ R+. Note that we allow danger zones
to intersect and vary in radius.

Definition 17. For MOMLO i, for i ∈ {1, . . . , N}, the danger zone Oi is the
open disk Oi = B(c1, ri) for i ∈ {1, . . . , N}.

Definition 18. We call the boundary of the MOMLO i, for i ∈ {1, . . . , N}, the
set ∂Oi = ∂B(ci, ri).
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Definition 19. We denote set O =
⋃

i∈{1,...,N} Oi as the union of all the indi-
vidual obstacle sets.

We allow a path through the mine field to start at one of a finite number
of start points in the set S = {a1, . . . , au} and terminate at one of a finite
number of end points in the set T = {b1, . . . , bv}. We assume the start and end
points are not within a danger zone, i.e. aj , bk /∈ O for all j ∈ {1, . . . , u} and
k ∈ {1, . . . , v}. We also assume that the start and end node sets are disjoint,
i.e. S ∩ T = ∅.

We denote a piece-wise differentiable path p in the region of interest as
p : [0, 1] 7→ R2. A point on this path is denoted as p(s) for some s ∈ [0, 1].
Let C([0, 1], R2) be the set of all piece-wise differentiable paths parameterized
by [0, 1]. The set Γ = {p ∈ C([0, 1], R2) : p(0) ∈ S, p(1) ∈ T}, that is paths
that start at one of the start nodes and end at one of the end nodes. We say
two paths p and q are equivalent if p(f(s)) = q(s) for all s ∈ [0, 1] for some
continuous non-decreasing function f : [0, 1] 7→ [0, 1]. We denote the Euclidean
length of the path p as Eu[p]. We also introduce notation that allows paths to
be split and concatenated.

Definition 20. Consider two paths p and q such that p(1) = q(0), that is q

starts where p finishes. Then the concatenation of p and q written p|q is the
path ρ : [0, 1] 7→ R2 given by;

ρ(s) =

{
p(2s) s ∈ [0, 1

2 ),
q(2s− 1) s ∈ [ 12 , 1].

Definition 21. We can split a path p at a point p(t) for t ∈ (0, 1). This gives
two paths p1 : [0, 1] 7→ R2 and p2 : [0, 1] 7→ R2 defined as follows,

p1(s) = p(st),
p2(s) = p(t + s(1− t)).

Note that each path maps the interval [0, 1] into R2, even if the paths are
split or concatenated. Thus, for any path p, p(0) will be the start of the path
and p(1) will be the end.

4.3 General Disk Graph Construction Algorithm

In this section we present and explain the General Disk Graph Construction
Algorithm, (Algorithm 15). This algorithm unifies the presentation of the vari-
ous problems based on circular danger zones and is a key subroutine in all the
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models. The graphs used by these models are very similar to the visibility graph
discussed in Section 1.2.4 and [35, 49]. However, the more general graph allows
the possibility of edges through danger zones as needed by the clearance and
tolerable risk models. So while the General Disk Graph is a slight modification
of the visibility graph, with essentially the same computational steps, it opens
up new modelling possibilities. The possible arcs in the graph mirror those in
the visibility graph. Given a set of start and end points and a set of circular
obstacles, the possible edges are,

1) segments directly from a start point to an end point,

2) tangents from the start point to an obstacle,

3) tangents from an obstacle to an end point,

4) tangents from one obstacle boundary to another obstacle boundary.

5) sections of circular MOMLO boundaries going to nodes immediately clock-
wise and anticlockwise on the same boundary.

A General Disk Graph admits the same type of edges as a visibility graph, we
just no longer necessarily require the edges to be collision-free. However, not all
possible edges are necessarily selected for a given model. For the simple obstacle
avoidance, for example, only edges that do not intersect a danger zone would be
selected, while for the tolerable risk model, we would include all possible edges.

As well as which edges are chosen, how the edges are weighted is model spe-
cific. We may also assign a vector of weights to each edge, which is useful when
we are considering constrained optimization scenarios such as the minimum
length path with a limit on the number of clearances. This choice is encapsu-
lated in a function called the Edge Choice and Weighting Function (ECWF)
that is an input into the General Disk Graph Construction Algorithm. The
ECWF both determines which of the possible edges are actually included in the
graph and what weight to assign them. All our models use weights that are
non-negative real numbers. Examples of possible weights are Euclidean length,
the number of distinct danger zones entered by the edge and cumulative clear-
ance costs of mines encountered by the edge. These weights are then used to
find optimal paths using the appropriate network algorithm.

Formally, the General Disk Graph(I, S, T , ECWF(.)) Construction Algo-
rithm, Algorithm 15, takes a set of MOMLOs indexed by the set I ⊂ {1, . . . , N}
as well as a finite set of start points S ⊂ R2, a finite set of end points T ⊂ R2
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and an edge choice and weighting function ECWF(.) and constructs a directed
graph G = (V,A), assigning a weighting vector to each edge.

In our construction, we may have multiple nodes at the same point in Eu-
clidean space. This case arises, for example, if two different tangents happen
to share a common end point. To give each node a unique identity, we label
them with successive positive integers. We define a function χ(i) : V 7→ R2 that
gives the Cartesian coordinates that correspond to each node i ∈ V . Edges will
thus be ordered pairs of integers. There are two fundamentally different types
of edges in our graph, defined below.

Definition 22. A straight edge is defined by its start and end node and repre-
sents a direct straight line path from the point in R2 represented by the start
node to the point in R2 represented by the end node.

Definition 23. A circular edge is defined by its start and end node, a MOMLO
index number i and a direction (clockwise or anticlockwise). A circular edge rep-
resents a path that is a directed circular arc along the boundary of the MOMLO
i ∈ {1, . . . , N} in the specified direction from the point in R2 represented by the
start node to the point in R2 represented by the end node.

For each potential edge we are given a start and end point. For a straight
edge, the start and end point are enough to determine the edge exactly. For a
circular edge, we need to know which boundary it curves around and whether
it is directed clockwise or anticlockwise to determine the edge uniquely. Thus,
ECWF(type, potential edge, I, i (optional)) takes the following inputs: “type”
tells us whether the potential edge is straight, circular and clockwise or circular
and anticlockwise; “potential edge” gives the start and end node coordinates
of the potential edge under consideration; I indexes the MOMLOs considered
as obstacles and; “i” is an optional MOMLO index number which tells us to
which MOMLO boundary a circular edge belongs. The set I is important for
the disambiguation model as the obstacle set may change due to the results of
disambiguations.

If the edge should be included in the network, the ECWF will return a vector
of weights e ∈ Rm

⊕ , where m is the number of weights we want to assign to each
edge (m is model specific). If the edge should not be included, the ECWF will
return∞. The function Wn(·) : V ×V 7→ R⊕ for n ∈ {1, . . . ,m} maps each edge
to nth element of the vector produced by ECWF. In relation to a vector e of
weights produced by ECWF, we use the shorthand W ((i, j))← e to mean that
W1((i, j)) is the first element of the vector e, W2((i, j)) is the second element.
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In our models, we use either one or two weights, i.e. m ∈ {1, 2}. The ECWF is
model specific, so we will have a different ECWF for each model.

To facilitate the graph algorithms employed later that are usually stated in
terms of a single start and end location, we include phantom nodes and edges in
our network. We have a phantom start node that has a zero weight edge going
to every start node in S and and phantom end node which has a zero weight
edge arriving from every end node in T .

We also use the following definition in our algorithm to facilitate the sorting
of vertices on the perimeter of a MOMLO’s danger zone. It assigns to each
point an angle between 0 and 2π, based on the angle made between the line
joining the point and the centre of the danger zone, and the positive x-axis.

Definition 24. The angle αi(x) ∈ [0, 2π) for i ∈ {1, . . . , N} and x ∈ R2 \ {ci}
is the angle that satisfies x = ci + ‖x− ci‖(cos(αi(x)), sin(αi(x)))).

The Generic Disk Graph Construction Algorithm constructs the graph G =
(V,A) as follows:

Algorithm 15 (General Disk Graph(I, S, T , ECWF(.))).

1. For i ∈ {1, . . . , |S|}, χ(i)← ai. (Index the start nodes from 1 to |S|).

For i ∈ {1, . . . , |T |}, χ(|S| + i) ← bi. (Index the end nodes from |S| + 1
to |S|+ |T |).

A ← {(|S| + |T | + 1, i) : i = 1, 2, . . . , |S|}. (Create phantom start node
|S|+ |T |+ 1 and connect it to each start node in S).

A ← A ∪ {(i, |S| + |T | + 2) : i = |S| + 1, |S| + 2 . . . , |S| + |T |}. (Create
phantom end node |S|+ |T |+ 2 and connect each end node in T to it).

n← |S|+ |T |+ 2. (Set the number of nodes so far created)

2. For each pair of start and end nodes (i, j) ∈ {1, . . . , |S|} × {1, . . . , |T |}.

[Evaluate all potential edges between start and end nodes.]

e← ECWF(straight, (ai, bj), I).

If e 6=∞, A← A ∪ {(i, |S|+ j)} and W ((i, |S|+ j))← e.

3. For each pair (k, j) ∈ I × S of MOMLOs k with start node aj ,

[Evaluate tangent segments from start node j to MOMLO k.]
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Find the set of all tangent points between start point j and MOMLO k

given by Tk = {t ∈ R2 : (aj − t) · (t− ck) = 0 and ‖t− ck‖ = rk}.

For each t ∈ Tk,

e← ECWF(straight, (aj , t), I),
If e 6=∞,

n← n + 1, χ(n)← t and A← A ∪ {(j, n)}.
W ((j, n))← e.

4. For each pair (k, j) ∈ I × T of MOMLO k with end node bj ,

[Evaluate tangent segments from MOMLO k to end node bj .]

Find the set of all tangent points between MOMLO k and end point j

given by Tk = {t ∈ R2 : (bj − t) · (t− ck) = 0 and ‖t− ck‖ = rk}.

For each t ∈ Tk,

e← ECWF(straight, (t, bj), I),
If e 6=∞,

n← n + 1, χ(n)← t and A← A ∪ {(n, |S|+ j)}.
W ((n, |S|+ j))← e.

5. For each pair of MOMLOs (k, l) ∈ I × I with k < l,

[Evaluate tangents between each distinct pair of MOMLOs.]

If ‖ck − cl‖ = rk + rl (the MOMLO boundaries intersect at only one
point),

n← n + 1, χ(n)← ci + ri

ri+rj
(cj − ci). (Create a node at the point of

intersection; see Figure 4.1)

Find the set of all pairs of tangent points between MOMLO k and
MOMLO l given by Tkl = {(t1, t2) ∈ R2 × R2 : (t1 − t2) · (t1 − ck) =
0, (t1 − t2) · (t2 − cl) = 0, ‖t1 − ck‖ = rk and ‖t2 − cl‖ = rl}.

For each (t1, t2) ∈ Tkl,

e← ECWF(straight, (t1, t2), I).
f ← ECWF(straight, (t2, t1), I).
If e 6=∞ or f 6=∞, n← n + 2, χ(n− 1)← t1, χ(n)← t2.

If e 6=∞, A← A ∪ {(n− 1, n)} and W ((n− 1, n))← e.

If f 6=∞, A← A ∪ {(n, n− 1)} and W ((n, n− 1))← f .
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6. V ← {1, 2, . . . , n}.

7. For each MOMLO k ∈ I,

[Evaluate clockwise and anticlockwise circular edges around the boundary
of each MOMLO]

Let Vk = (v1, . . . , vMk
) such that {v1, . . . , vMk

} = {v ∈ V : χ(v) ∈ ∂Ok}
and αk(χ(vi)) ≤ αk(χ(vj)) for i < j with i, j ∈ {1, . . . ,Mk}. (Order the
nodes on MOMLO k anticlockwise).

For each i ∈ {1, . . . ,Mk − 1},

e← ECWF(anticlockwise, (χ(vi), χ(vi+1)), I, k).

If e 6=∞, A← A ∪ {(vi, vi+1)} and W ((vi, vi+1))← e.

e← ECWF(anticlockwise, (χ(vMk
), χ(v1)), k, I).

If e 6=∞, A← A ∪ {(vMk
, v1)} and W ((vMk

, v1))← e.

For each i ∈ {2, . . . ,Mk},

e← ECWF(clockwise, (χ(vi), χ(vi−1)), k, I).
If e 6=∞, A← A ∪ {(vi, vi−1)} and W ((vi, vi−1))← e.

e← ECWF(clockwise, (χ(v1), χ(vMk
)), k, I).

If e 6=∞, A← A ∪ {(v1, vMk
)} and W ((v1, vMk

))← e.

8. Return ((V,A), χ(.),W (.))

In Algorithm 15 we first index the positions of the start and end nodes. We
also add all the edges from the phantom start node to the (physical) start nodes
and from the (physical) end nodes to the phantom end node. Part 2 then tests
each potential edge a start node to an end node for validity using the ECWF.

In part 3, we iterate over each circular danger zone and start point in set
S, checking whether each tangent from the start node to the MOMLO (there
will be two per MOMLO) is a valid edge. If the edge is valid, we add a node at
the point of tangency on the MOMLO and add the edge to A. Part 4 similarly
iterates over each circular danger zone and end node in T , checking whether
each tangent from the MOMLO to each end node is a valid edge. Note that
there are again two potential edges per MOMLO and end node. If the edge is
valid, we add the point of tangency to the list of nodes and add the edge to A.

Next we test all the common tangents between each pair of danger zones as
potential edges. For each pair of MOMLOs, let ri and rj be the radius of each
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1 21 2

Figure 4.1: Creating a node where two MOMLO boundaries just touch allows
the path shown in bold to exist in the graph. The circles are the danger zone
boundaries. In the visibility graph the thin, straight lines are the edges and
the dots are the nodes. The shortest path between the start and end point is
shown in bold. The node where the boundaries touch is needed to allow the
switch from one MOMLO boundary to the other and thus make the shortest
path available in the graph.
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MOMLO with ri ≥ rj and ci and cj their centres. Then there will be no common
tangents if one danger zone is a proper subset of the other, i.e. ri ≥ ‖cj−ci‖+rj ,
two tangents if they intersect partially, i.e. ≥ ‖cj−ci‖−rj < ri < ‖cj−ci‖+rj ,
two tangents and a common point of tangency if the perimeters of the circular
danger zones just touch, i.e. ri = ‖cj − ci‖ − rj and four common tangents if
closures of the danger zones are completely disjoint , i.e. ri < ‖cj − ci‖ − rj .
These situations are illustrated in Figure 4.2. The size of the set Tij is zero,
two, two and four in each case, respectively. For each tangent, we test whether
it produces a valid edge in both the forward and reverse direction, remembering
that edges in our network are directed. If either or both edges are valid edges,
we add a node at the point of tangency for each MOMLO and then add the
valid edges to A.

We also add a node at any point where two circular danger zone perimeters
just touch, i.e. ri = ‖cj − ci‖ − rj . This allows paths that include segments
that jump straight from one MOMLO boundary to another, as shown in Figure
4.1, that would otherwise not be possible. Note that this node belongs to both
MOMLO boundaries. Thus, in Part 7 of Algorithm 15, the node is linked to
the nodes both clockwise and anticlockwise on both MOMLO boundaries.

Note that if two different tangents have the same end points, then two nodes
will be created at the same spatial location. This will occur, for example,
for three danger zones with the same radius and co-linear centres are spaced
sufficiently far apart. Although we could test for multiple nodes at the some
location and merge the nodes into one node, it is more convenient to allow
multiple nodes at the same location as it streamlines the presentation of the
code.

In part 7, we add the circular edges that skirt the perimeter of the danger
zones. First we find Vk, a list of all the points that lie on the perimeter of the
danger zone of MOMLO k. Note that Vk may contain start and/or end nodes.
The list Vk has the property that consecutive elements have angles greater than
or equal to previous elements, as measured by anticlockwise angle from the
positive x direction to the vector from the centre of MOMLO k to the node. If
there are multiple nodes with the same spatial location, then the list Vk will not
be unique. In this case, any arbitrary choice of the list Vk fulfilling the criteria
will suffice. Once we have Vk we test each potential edge from a node to the
nodes immediately clockwise and anticlockwise from it to see if they are valid
edges.
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(a) One danger zone is a proper subset of

the other. No tangents.

(b) The danger zones intersect partially.

Two tangents.

(c) The boundaries of the danger zones

just touch. Two tangents and a point of

common tangency.

(d) The danger zones and their boundaries

are completely disjoint. Four tangents.

Figure 4.2: A diagram illustrating the possible tangents between two danger
zones. The number of tangents depends on how much the danger zones overlap.
The circles are the boundary of the danger zones, the straight lines are the
tangents and the dots are the points where the tangents intersect the boundary
of the danger zone.
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We now present several models that use Algorithm 15 to construct the graph
associated with the model. These graphs are then coupled with a path planning
algorithm to give the full model.

4.4 Simple Obstacle Avoidance

Given a set of MOMLOs with their danger zones modelled as open disks, we
may wish to find the shortest path through them that completely avoids the
danger zones. This would correspond to a situation in which we deemed it too
dangerous to venture into a danger zone in case the MOMLO was actually a
mine.

If we assume that all MOMLO locations are known, then the resulting path
will have zero risk. We could also view taking the shortest path as minimising
exposure to undiscovered mines with the assumption that the risk from residual
mines is proportional to the length of the path through the minefield. In this
case the shortest path minimizes the potential exposure to these undiscovered
mines. Clearly minimising length also minimizes the time taken to traverse the
path given a constant velocity and thus reduces the time to reach the goal.

The Simple Obstacle Avoidance Problem corresponds to Problem 1.5. We
can use the standard visibility graph as described in Section 1.2.4 to solve this
problem. Using the General Disk Graph Construction Algorithm, we can con-
struct the standard visibility graph. We define an ECWF that rejects edges
that intersect a danger zone and assigns viable edges their Euclidean length.
We make the following definitions so that we can succinctly define the function.

Definition 25. A straight edge (vi, vj) intersects a danger zone in I iff there
exists an s ∈ [0, 1] ⊂ R such that sχ(vi) + (1− s)χ(vj) ∈ O.

Definition 26. The set acl(β1, β2), with β1, β2 ∈ [0, 2π), corresponding to the
angles anticlockwise from β1 to β2, is the set [β1, β2 + n2π] where n is the
smallest integer such that β2 + n2π ≥ β1. Similarly, the set cl(β1, β2), with
β1, β2 ∈ [0, 2π), corresponding to the angles clockwise from β1 to β2, is the set
[β2, β1 + n2π] where n is the smallest integer such that β1 + n2π ≥ β2.

Definition 27. An anticlockwise circular edge (vi, vj) on MOMLO k intersects
a danger zone in I iff ck+rk(cos(α), sin(α)) ∈ O for some α ∈ acl(αk(vi), αk(vj)).
Similarly, a clockwise circular edge (vi, vj) on MOMLO k intersects a danger
zone in I iff ck + rk(cos(α), sin(α)) ∈ O for some α ∈ cl(αk(vi), αk(vj)).
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The ECWF for the simple obstacle avoidance case is given below.

Function 16 (ECWF SOA(type, (x, y), I, i)).

1. If type = straight,

If the straight edge intersects a danger zone in I, Return ∞.

Else, Return ‖x− y‖.

2. If type = clockwise,

If the clockwise edge intersects a danger zone in I, Return ∞.

Else

If αi(y) > αi(x), n = 1, Else n = 0.

Return ri(αi(x)− αi(y) + 2nπ).

3. If type = anticlockwise,

If the anticlockwise edge intersects a danger zone in I, Return ∞.

Else

If αi(x) > αi(y), n = 1, Else n = 0.

Return ri(αi(y)− αi(x) + 2nπ).

Examples of visibility graphs are shown in Figure 4.3. The shortest Eu-
clidean length path from the start to end point is shown as the wider width
line. Note that the circular arcs in the visibility graphs are represented as
straight lines between nodes on the same MOMLO boundary in Figure 4.3.

4.5 Modelling Q-route

A Q-route is a channel of a certain width that is free from mines. Due to navi-
gational inaccuracies in following a given path, we might like to find an optimal
channel with a certain width instead of a path that may hug the danger zones.
We can accommodate this in our model by simply adding half the required
width of the Q-route to the lethal radius of each MOMLO. We then construct
the visibility graph around these expanded obstacles in exactly the same way
as the original obstacles.

The result of a route modification can be seen in Figure 4.4(a). As compared
to Figure 4.3(a), in Figure 4.4(a) each obstacle’s lethal radius is enlarged by

119



1

2

3

4

5

1

2

3

4

5

(a) Basic visibility graph.
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(b) Including multiple start and end points

Figure 4.3: Basic visibility graphs for 5 MOMLOs. The nodes are shown as
dots and the edges as thin, straight, unbroken lines. Phantom edges are shown
as dashed lines. The circular edges are represented by straight lines but are
weighted by the length of the corresponding circular arc. Phantom edges have
no cost. The other edges are weighted by the Euclidean distance between their
nodes. The shortest path between the start node/s at the bottom and the
destination node/s at the top is highlighted in bold.
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half the Q-route width. This expansion closes off a previously available route
between MOMLOs 3 and 5. The interpretation of this is that the gap between
MOMLOs 3 and 5 is too narrow to be safely navigated through. We construct
the visibility graph over the newly expanded obstacles and find the shortest
Euclidean length path in this new graph. We find that the new route, shown in
bold in Figure 4.4(a), passes around the other side of MOMLO 3. The new route
is shown in Figure 4.4(b), without the visibility graph and with the originally
sized obstacles to make the Q-route concept clearer. The path length increases
from 3.288 to 3.577 units when adding in the Q-route.

Note there is a trade-off between Q-route width and the length of the path.
The length of the minimum length path is monotonically increasing with respect
to the required width of the Q-route. The wider, and thus less risky, you make
the Q-route, the longer the path will tend to become. Practitioners may want
to vary the Q-route width to explore the trade-off between the width and the
minimum length.

Q-routes can also be added to the clearance and tolerable risk model. For
the clearance model, the interpretation is that an object has to be cleared if the
path comes within half the Q-route width of the object’s danger zone. Similarly,
in the tolerable risk model the risk is incurred if the path comes within half the
Q-route width of a danger zone.

4.6 Clearance

Next we consider allowing mines to be cleared. We allow a path to enter a
danger zone at the cost of some non-negative penalty called the clearance cost.
We may also limit the number of distinct danger zones a path is able to enter.
For simplicity, we consider an edge to be weighted by their length and scale the
clearance cost to convert it to the equivalent length.

The clearance model can model many situations depending on the way clear-
ance costs are assigned and which graph problem is solved. These include:

a) finding the minimum cost path when any number of obstacles can be
neutralized while traversing,

b) finding the minimum cost path when a certain limited number of obstacles
can be neutralized while traversing,

c) working out which obstacles should be cleared pre-operation when only a
certain number can be cleared so that the resulting path is the shortest.
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(a) Q-route graph
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(b) Q-route path

Figure 4.4: Basic visibility graph for 5 MOMLOs including Q-route. The nodes
are shown as dots and the edges as thin, straight, unbroken lines. The original
MOMLO boundary and the boundary expanded to take into account the Q-
route are shown as the smaller and larger of the concentric circles around each
number in Figure 4.4(a), respectively. The circular edges are represented by
straight lines but are weighted by the length of the corresponding circular arc.
The other edges are weighted by the Euclidean distance between their nodes.
The shortest path between the start node at the bottom and the destination
node at the top is highlighted in bold. Figure 4.4(b) is included to give a better
graphical idea of the Q-route.
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The Situation a) can be solved by solving a standard shortest path problem
on the new expanded graph using whatever clearances costs deemed appropriate.
Situations b) and c) can be solved by solving a WCSPP with the sum of the
clearances limited. In b) each item would have a clearance cost, whereas in c)
the clearance cost would be zero, as the clearance and path traversal are done
separately, e.g. a mine hunter removes the prescribed mines before an operation
and then an amphibious landing force uses the newly cleared path.

To define the clearance problem mathematically, let cc = (cc1, cc2, . . . , ccN )
be a vector of clearance costs such that cci ≥ 0 for i ∈ {1, . . . , N} is the cost of
entering Oi. Let the vector z̃[p] = (z1, . . . , zN ) be such that zi for i ∈ {1, . . . , N}
is 1 if path p intersects Oi and zero otherwise. Let 1̂ be the N element vector
(1, 1, . . . , 1) and MC the maximum number of clearances allowed. Then the
problem to be solved can be stated as follows.

min
p∈Γ

∫ 1

0

‖p′(s)‖ds + cc · z̃[p]

s.t. 1̂.z̃[p] ≤MC. (4.1)

Returning to clearance situations a), b) and c), Situation a), (allowing an
unlimited number of clearances), would not have the constraint that limits the
number of clearances in Problem 4.1. For Situation b), we would set MC to the
maximum number of MOMLOs that could be cleared and set the clearance costs
cc to the cost of removing the MOMLOs during traversal. Lastly, in Situation
c), (a mine hunting team clearing a path for another force), we would set cc

to the zero vector and again set MC to the maximum number of clearances.
This would give the MOMLOs that the mine hunters should remove to give the
shortest path for the secondary force.

The vector z̃[p] indicates the set of MOMLOs that have to be cleared to
make path p viable. However, z̃[p] for a path p is not an additive quantity.
This means that if we break p into two sub-paths p1 and p2, then z̃[p] does
not necessarily equal z̃[p1] + z̃[p2]. This can occur when a larger danger zone is
intersected by a smaller danger zone. We can see this situation in Figure 4.5,
assuming no clearance costs. If we could clear only one MOMLO, then it would
be best to clear MOMLO 1. However, the best path clearing MOMLO 1, Figure
4.5(b), crosses into MOMLO 1’s danger zone twice. It is easy to see that this
path could be split into two subpaths, (e.g. splitting it in the middle), with each
subpath intersecting MOMLO 1.
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From a graph point of view in which we want to construct paths from con-
catenations of edges, we would prefer an additive quantity. This is because
algorithms using additive quantities are generally much faster. For shortest
path problems with non-negative costs, the additivity property allows us to use
the very efficient Dijkstra algorithm [16]. The additivity and non-negativity of
the costs give the optimal path the optimal subpath structure that makes it
easy to prove that the algorithm produces an optimal path. Similarly, having
additive costs allows us to use the WCSPP, detailed in Chapter 3, to model
constrained shortest path problems.

We define z[p] = (z1, . . . , zN ) for p ∈ C([0, 1], R2) such that zi = |{s ∈ [0, 1] :
∃Υ s.t. p(s) /∈ Oi but p(s+ ε) ∈ Oi∀ε ∈ (0,Υ)}|. The quantity zi is the number
of times path p enters a danger zone i. This new function is additive over
sub-paths. Our approximate problem then becomes.

min
p∈Γ

∫ 1

0

‖p′(s)‖ds + cc · z[p]

s.t. 1̂.z[p] ≤MC. (4.2)

Though it is possible for an optimal path to enter the same danger zone
more than once, it is unlikely. Thus, for most reasonable paths z̃[p] = z[p].
Comparing Problem 4.2 to the full problem, we see that any feasible solution to
Problem 4.2 is also a feasible solution to Problem 4.1. This means solving for
the optimal path to Problem 4.2 will give a, hopefully good, approximation to
Problem 4.1.

Now although a path may enter a disk shaped danger zone more than once, a
straight directed edge can only enter at most once as the disks are convex. Also
edges that are sections of a circular boundary can enter another disk shaped
danger zone at most once. This fact can be established by noting that two non-
concentric circles (one representing the edge and one representing boundary of
the open disk) can intersect at at most two points. For a circular edge oriented
in a particular direction at most one will be the entry point into the disk and at
most one will be the exit point from that disk. Thus, to calculate z[p] where p

corresponds to a circular or straight edge, we can simply calculate the number
of danger zones it intersects, discounting any danger zones in which the edge
originated.

To solve Problem 4.2 we use the General Disk Graph Construction Algorithm
with the ECWF given below. We first make a few definitions to concisely write
the ECWF.
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1 234 1 234

(a) Shortest path for I =

{1, 2, 3, 4}. Length = 5.5963.

1 234

(b) Shortest path for I =

{2, 3, 4}. Length = 5.4574.

1 234

(c) Shortest path for I =

{1, 3, 4}. Length = 5.5530.

1 234

(d) Suboptimal shortest path

calculated for one clearance.

Length = 5.5269.

Figure 4.5: An example showing the sub-optimality of the additivity assumption
in the clearance model. We assume no clearance costs. Nodes are shown as dots
and edges as thin, straight lines. The shortest paths are given as bold lines.
Figures 4.5(a)-(c) show the visibility graph. Figure 4.5(d) shows the clearance
graph. The solid circles designate MOMLOs treated as obstacles, the dashed
circles indicate cleared MOMLOs. The true optimal path using one clearance
is given by Figure 4.5(b). However, as the optimal path enters the same danger
zone twice, it is counted as using two clearances by the clearance model. Thus,
the path produced by the clearance model given in Figure4.5(d) is sub-optimal.
Figures 4.5(a) and 4.5(c) are given for comparison.
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Definition 28. The set Intersected Danger Zones IDZ((x, y), I) for an or-
dered pair of points (x, y) and MOMLO index set I ⊂ {1, . . . , N} representing
a straight edge with x, y ∈ R2 is the set IDZ((x, y), I) = {i ∈ I : ∃s ∈
[0, 1] s.t. sx + (1− s)y ∈ Oi}. The set Entered Danger Zones EDZ((x, y), I) is
the set EDZ((x, y), I) = IDZ((x, y), I) ∩ {i ∈ I : x /∈ Oi}.

Definition 29. The set Intersected Danger Zones Clockwise IDZC((x, y), I, i)
for an ordered pair of points (x, y) with x, y ∈ R2 and MOMLO index set I ⊂
{1, . . . , N} representing a clockwise circular edge on the perimeter of MOMLO
i’s danger zone is the set IDZC((x, y), I, i) = {j ∈ I : ∃θ ∈ cl(αi(x), αi(y)) s.t.
ci + ri(cos(θ), sin(θ)) ∈ Oj}.

The set Entered Danger Zones Clockwise EDZC((x, y), I, i) is defined as
the set EDZC((x, y), I, i) = IDZC((x, y), I, i) ∩ {j ∈ I : x /∈ Oj}.

Definition 30. We define the set Intersected Danger Zones Anticlockwise
IDZA((x, y), I, i) for an ordered pair of points (x, y) with x, y ∈ R2 and
MOMLO index set I ⊂ {1, . . . , N} representing an anticlockwise circular edge
on the perimeter of MOMLO i’s danger zone to be the set IDZA((x, y), I, i) =
{j ∈ I : ∃θ ∈ acl(αi(x), αi(y)) s.t. ci + ri(cos(θ), sin(θ)) ∈ Oj}.

The set Entered Danger Zones Anticlockwise EDZA((x, y), I, i) is defined
as the set EDZA((x, y), I, i) = IDZA((x, y), I, i) ∩ {j ∈ I : x /∈ Oj}.

The following ECWF is used to implement the clearance model using a list of
the clearance costs {cc1, cc2, . . . , ccN} of each MOMLO. We use the parameter
MC to reject edges with greater than a certain number of clearances if we know
in advance the maximum number of clearances we wish to consider. If we want
all possible edges, we set MC to N .

Given that our path starts outside the danger zones, it is also true that if the
number of danger zones intersected by an edge e (as opposed to just those that
edge e enters) is greater MC then any path from a start to an end node using
that edge would have more than MC clearances. This is because to arrive at the
start node of e we would have had to enter the danger zones that e originated
in at some earlier point in the path. This means any path containing e would
be infeasible and thus we do not need to include it in the graph.

Function 17 (ECWF Clearance(type, (x, y), I, i)).

1. If type = straight,

If |IDZ((x, y), I)| > MC, Return ∞.
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Else Return (‖x− y‖+
∑

j∈EDZ((x,y),I) ccj , |EDZ((x, y), I)|).

2. If type = clockwise,

If |EDZC((x, y), I, i)| > MC, Return ∞.

If αi(y) > αi(x), n = 1, Else n = 0.

Return (ri(αi(x)− αi(y) + 2nπ)+∑
j∈EDZC((x,y),I,i) ccj , |EDZC((x, y), I, i)|).

3. If type = anticlockwise,

If |EDZA((x, y), I, i)| > MC, Return ∞.

If αi(x) > αi(y), n = 1, Else n = 0.

Return (ri(αi(y)− αi(x) + 2nπ)+∑
j∈EDZA((x,y),I,i) ccj , |EDZA((x, y), I, i)|).

In Function 17, the restriction of the edges based on the maximum number
of clearances is not strictly necessary, though it does help to limit the size of
the network. Any edge that enters more than MC number of danger zones
can automatically be eliminated. So too can any edge that intersects, rather
than just enters, greater than MC danger zones as the danger zones intersected
but not entered (that is the ones that the edge originates in) would have to be
entered via another edge or edges and thus any path containing that edge would
have greater than MC number of clearances.

The choice of using intersected danger zones for straight edges and entered
danger zones for circular edges in Function 17 is deliberate. This is because
the number of intersected danger zones is naturally calculated within the course
of the algorithm for straight edges. Thus, it made sense to utilize this extra
information, given that it takes a trivial effort to implement. For curved edges
however, the number of entered danger zones is the natural quantity calculated,
so we forewent the extra step of calculating the number of intersected danger
zones.

An example is shown in Figures 4.6 and 4.7 for one and two allowed clear-
ances, respectively. Clearance costs for each mine were 0.05, 0.1, 0.1, 0.05 and
0.2 for each MOMLO from 1 to 5, respectively. The optimal path costs were
3.152 units for one clearance and 3.146 for two clearances.
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Figure 4.6: The clearance graph and optimal path for our 5 mine example with
one allowed clearance. The thin straight lines represent edges and the black
dots represent nodes. Note that circular edges are represented by straight lines
between the corresponding end points. The black lines represent edges that
have no clearances and the solid grey lines represent edges with one clearance.
The least cost path is shown in bold. The optimal path requires MOMLO 1 to
be cleared.
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Figure 4.7: The clearance graph and optimal path for our 5 mine example with
two allowed clearances. The thin straight lines represent edges and the black
dots represent nodes. Note that circular edges are represented by straight lines
between the corresponding end points. The black lines represent edges that
have no clearances, the solid grey lines represent edges with one clearance and
the dashed grey lines edges with two clearances. The least cost path is shown
in bold. The optimal path requires MOMLOs 1 and 4 to be cleared.
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4.7 Minimum risk paths

In minefield transit, pressing time constraints may mean that a minefield might
need to be traversed without clearance beforehand. A vessel may have to tra-
verse a mine danger area without clearance and rely on the possibility that the
MOMLO turns out to be a NOMBO. In this case, we would like to find the
minimum risk path through the minefield given a length constraint.

Given that each MOMLO i has a certain probability of being a mine pi, if
a vessel crosses into the danger zone of MOMLO i, the vessel will be destroyed
the ship with probability pi. If a vessel enters multiple danger zones, say the
danger zones of the MOMLOs indexed by J ⊂ {1, . . . , N}, then the probability
of survival takes the following form.

P (Survive) =
∏
i∈J

(1− pi), (4.3)

assuming the probability that a given MOMLO is a mine is independent of the
identity of the other MOMLOs. We change the product into a sum by taking
logs:

−ln(P (Survive)) =
∑
i∈J
−ln(1− pi). (4.4)

We call −ln(1− pi) the risk associated with obstacle i. Note that the risk is
zero when the probability that the object is a mine is zero and tends to infinity
at the probability the object is a mine tends to 1. The risk from each MOMLO
combines additively to form the risk of an edge or path that crosses multiple
danger zones.

Letting rr = (−ln(1 − p1),−ln(1 − p2), . . . ,−ln(1 − pN )), that is the list
of risks associated with each danger zone, we formally define the tolerable risk
model.

min
p∈Γ

rr · z̃[p]

s.t.

∫ 1

0

‖p′(s)‖ds ≤ L̄. (4.5)

However z̃[p], the vector indicating whether a danger zone has been inter-
sected by path p, is not an additive quantity; see Section 4.6. Thus, we instead
approximate z̃[p] by using z[p], that is the vector indicating the number of times
a danger zone is entered by path p, giving the problem
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min
p∈Γ

rr · z[p]

s.t.

∫ 1

0

‖p′(s)‖ds ≤ L̄. (4.6)

As in the mine clearance case, this model will overestimate the risk of a path
for which a danger zone is entered more than once, as in this case, the risk of
the object being a mine is counted twice whereas it would be clear from the
first successful pass through the danger zone that the object was not a mine.
However, it has the advantage that it can be solved efficiently using the WCSPP.
Also for reasonable cases, z̃[p] = z[p].

Thus, in constructing our graph, we associate two numbers with each edge:
the length of the path segment the edge represents and the sum of the risks
associated with each danger zone the edge enters. For the tolerable risk model,
we include every possible edge in the General Disk Graph regardless of how
many danger zones the edge passes through.

We give an example of this calculation in Figures 4.8 to 4.11. We have
assigned each of the MOMLOs from 1 to 5 a probability of being a mine of 0.4,
0.2, 0.4, 0.2 and 0.3, respectively. We can see the trade-off between risk and the
length of the path as we progressively relax the weight constraint from Figure
4.8 to Figure 4.11. Naturally, the risk of a path is a decreasing function of the
length limit.

4.8 Some Proofs Relating to the General Disk

Graph

Models that use the General Disk Graph Construction Algorithm (Algorithm
15) may allow paths that go through danger zones. We show here that for a
class of path weighting functions and constrained minimization problems that
includes the clearance model and the tolerable risk model, a path that is an
optimal solution to the problem can be found in the graph constructed by the
General Disk Graph Construction Algorithm. This class of path weighting func-
tions have the form of a dot product of the obstacle intersection vector z̃[·] with a
weighting vector with the possible addition of the Euclidean length of the path.
We also show that for non-intersecting obstacles, the WCSPP approximation to
the tolerable risk and clearance models is exact.
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Figure 4.8: An example of the tolerable risk model with a length limit of 3.0.
The least risk feasible path, shown in bold, has risk measure 1.245 and length
3.000. The optimal path goes through danger zones 1, 3 and 4. The thin,
straight lines represent edges and the black dots represent nodes. Note that
circular edges are represented by straight lines between the corresponding end
points. The dashed lines represent phantom edges. The start node is at the
bottom and the end node is at the top of the diagram.
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Figure 4.9: An example of the tolerable risk model with a length limit of 3.1.
The least risk feasible path, shown in bold, has risk measure 0.357 and length
3.019. The optimal path goes through danger zone 5. The thin, straight lines
represent edges and the black dots represent nodes. Note that circular edges
are represented by straight lines between the corresponding end points. The
dashed lines represent phantom edges. The start node is at the bottom and the
end node is at the top of the diagram.
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Figure 4.10: An example of the tolerable risk model with a length limit of 3.2.
The least risk feasible path, shown in bold, has risk measure 0.223 and length
3.14. The optimal path goes through danger zone 4. The thin, straight lines
represent edges and the black dots represent nodes. Note that circular edges
are represented by straight lines between the corresponding end points. The
dashed lines represent phantom edges. The start node is at the bottom and the
end node is at the top of the diagram.
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Figure 4.11: An example of the tolerable risk model with a length limit of 3.4.
The least risk feasible path, shown in bold, has risk measure 0.0 and length 3.361.
The optimal path does not cross into any danger zones. The thin, straight lines
represent edges and the black dots represent nodes. Note that circular edges
are represented by straight lines between the corresponding end points. The
dashed lines represent phantom edges. The start node is at the bottom and the
end node is at the top of the diagram.
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Let the vector z̃[p] = (z1, z2, . . . , zN ), where N is the number of MOMLOs,
be such that zi = 1 if path p enters danger zone i and 0 otherwise. If we
have n ∈ Z+ weighting vectors wi = (wi

1, w
i
2, . . . , w

i
N ) such that wi

j ≥ 0 for
i ∈ {1, . . . , n} and j ∈ {1, . . . , N}, then let us define the following objective
vector functional.

Definition 31. The n-dimensional vector functional E[p] is a vector whose ith
component is the functional δiEu[p]+ z̃[p] ·wi where δi ∈ {0, 1} and at least one
of the δi’s equals 1 for i ∈ {1, . . . , n}. We denote the ith component of E[p] by
Ei[p] for i ∈ {1, . . . , n}.

For reference, in the clearance model n = 1, δ1 = 1 and w1 is the clearance
cost vector. If we also include a limit on the number of clearances then n = 2,
δ2 = 0 and w2 = 1̂, a vector of 1’s of length N . For the tolerable risk model,
n = 2, δ1 = 0, δ2 = 1, w1 is the vector of risks and w2 is the zero vector.

We say that a path p1 dominates p2 if Ei[p1] ≤ Ei[p2] for all i ∈ {1, . . . n}
with at least one strict inequality.

We, say that a path p ∈ Γ is in a General Disk Graph G if p consists entirely
of edges in the graph G remembering that the edges in G represent circular and
straight segments. The following theorem shows that a solution to a class of
mine transit problems utilising the General Disk Graph have a solution in the
General Disk Graph.

Theorem 32. Consider a set of N circular danger zones and a set of start nodes

S and end nodes T . Any path p ∈ Γ that is not in the graph G constructed by the

General Disk Graph Construction Algorithm over the set of N circular danger

zones, (with an edge choice and weighting function (ECWF) that includes all

possible edges), will be dominated by a path in G with respect to the weight

vector E[·].

Proof. Let G be the General Disk Graph constructed over a set of disk obstacles
indexed by {1, . . . , N} using an ECWF that includes all possible edges and
assigns weights to edges using the vector functional E[·]. Note that if we pick
any subset of obstacles, G will contain all the paths in the visibility graph for
that subset of obstacles.

Let p be a path that is not in the graph G. Consider the vector z̃[p] =
(z1, z2, . . . , zN ) the vector indicating the set of obstacles intersected by path p.
Consider the visibility graph Gp on the set of obstacles Op = {i ∈ {1, . . . , N} :
zi = 0}, that is the obstacles not intersected by p. The path p∗ with minimum
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Euclidean length that must avoid obstacles in the set Op is in G as G contains
all paths in the visibility graph Gp. Note that by assumption, p is not in G so
is not in the visibility graph Gp. This means that Eu[p∗] < Eu[p] by Corollary
84 found in Appendix A.

Let z̃[p∗] be the vector whose ith element is 1 if the path p∗ intersects ob-
stacles indexed by i in the original set of MOMLOs {1, . . . , N} and 0 otherwise.
Then, z̃[p∗] ≤ z̃[p] as the path p∗ does not intersect the obstacles missed by
p as p∗ is in the visibility graph Gp. Hence for any wi ≥ 0, it must be that
z̃[p∗]wi ≤ z̃[p]wi.

When δi = 1, we have δiEu[p] < δiEu[p] for i ∈ {1, . . . , N}. Thus, we have
δiEu[p∗] + z̃[p∗].wi ≤ δiEu[p] + z̃[p].wi for δi ∈ {0, 1} with a strict inequality
when δi = 1.

As we assume that δi = 1 for some i ∈ {1, . . . , n} we can see that the
weighting vector of path p∗ dominates that of path p. Thus, any path not in the
General Disk Graph will be dominated by a path in the General Disk Graph.

Note that an optimal path is only guaranteed to be in the General Disk
Graph if the path is weighted by a weighting functional of the form E[·]. In
particular, the component of E[·] that contains the Euclidean length of the path
guarantees that an optimal path will lie in the General Disk Graph. For more
complicated functions, it is clear that an optimal path may not lie in the General
Disk Graph and thus that an alternate solution method must be used.

Theorem 33. Consider a constrained minimization problem that seeks to find

a path through a set of N disk obstacles that minimizes the first component of

the n-dimensional weighting vector E[p] while putting an upper limit on each

of the other components of E[p].
Let G be the General Disk Graph over the N disk obstacles. Then if there is

an optimal path p which is a solution of the constrained minimization problem

that is not in G, there will be an optimal path p∗ in G which is also a solution

to the constrained minimization problem.

Proof. From Theorem 32 we know that there is a path p∗ in G such that
E[p∗] ≤ E[p], i.e. the path in G dominates the path not in G. The path p∗ will
clearly be an optimal solution to the constrained minimization problem as p is
an optimal solution to the constrained minimization problem.

Thus, the dominance of paths in the General Disk Graph over paths not in
the General Disk Graph shows us that if the optimal solution to a problem in
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a class of constrained minimization problems exists, we will be able to find an
optimal solution in the General Disk Graph. Theorems 32 and 33 show us that
we are correct to search in the General Disk Graph for solutions to the clearance
and tolerable risk models.

The key to these proofs is that we must have some component of our problem
that seeks to minimize or limit the Euclidean length of the path, i.e. δi = 1 for
at least one i ∈ {1, . . . , n}. As the length component may be in the constraint, it
is possible that there may be optimal solutions to the constrained minimization
problems that are not in the General Disk Graph. This is the reason for phrasing
the theorem in terms of dominance. A point to note is that while the clearance
and tolerable risk models formulated using the WCSPP may theoretically find
a sub-optimal solution, a true optimal solution will also lie in the General Disk
Graph.

Lastly we examine some conditions under which the WCSPP approximation
we use to solve the clearance and tolerable risk models is exact. Let us define
the following property.

Definition 34. Consider a set of obstacles indexed by the set I ⊆ {1, . . . , N}.
Consider the boundary ∂Oi with i ∈ {1, . . . , N} \ I. Then the boundary ∂Oi is
internally connected with respect to I if for any x, y ∈ ∂Oi ∩ (∪j∈IOj)c there
exists a shortest Euclidean length path p between x and y such that p(s) /∈ Oj

for j ∈ I and p(s) ∈ Oi for all s ∈ (0, 1) ⊂ R.

A boundary being internally connected means that the shortest path avoid-
ing the obstacles in I between any two distinct points on a MOMLO’s danger
zone boundary always lies entirely inside the MOMLO’s danger zone. Note that
the boundary being considered does not belong to an object in the set I. If the
danger zones do not intersect, all the MOMLO boundaries will be internally
connected with respect to any subset of those obstacles.

Theorem 35. For every subset I of {1, . . . , N}, assume that every boundary

∂Oi for i ∈ {1, . . . , N} \ I is internally connected with respect to I. Then for

any constrained optimization problem in which we wish to minimize the first

component of the n-dimensional vector E[.] while imposing an upper value of

the other components, if there is an optimal path, then there is an optimal

path in the General Disk Graph G over the set on N obstacles that enters each

danger zone at most once.

Proof. From Theorem 33 we know that if there is a solution to the constrained
minimization problem then there is a solution that is in the General Disk Graph
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G over the obstacle set {1, . . . , N}. Furthermore, we know that there is a
solution p∗ in G that has the minimum Euclidean length amongst all optimal
solutions. Let J be the set of obstacles not intersected by the path p∗.

Now assume that p∗ enters a danger zone Oj more than once for j ∈
{1, . . . , N} \ J , (Note that if J = {1, . . . , N}, then no danger zone is entered so
we are done). Then there must be a point x ∈ Oj ∩ (∪i∈JOi)c where the path
p∗ first intersects ∂Oj and enters Oj and a point y ∈ Oj ∩ (∪i∈JOi)c where the
path p∗ last intersects ∂Oj and leaves Oj . Note that in order to enter Oj more
than once, the path p∗ must exit and re-enter Oj while travelling from x to y.

Now as ∂Oj is internally connected there is a shortest path from x to y

entirely within Oj . We create a new path p2 by taking the path p∗ from the
start node to x, then the shortest path from x to y that is internal to Oj and
then the remainder of the path p∗ from y to the end node. We can see that
Eu[p2] ≤ Eu[p∗]. Also p2 only enters the danger zone Oj once. Thus, we can
see that E[p2] dominates, or at least equals, E[p∗].

If we repeat this process for shortcutting through danger zones that are
entered more than once for all other multiply entered danger zones, then it is
clear we can create a path p† that intersects each danger zone at most once
and has length less than or equal to p∗. Now if p† has length less than p∗ this
contradicts p∗ having minimum Euclidean length. Thus, p∗ does not intersect
multiple danger zones. If Eu[p†] = Eu[p∗], then p† must also be a shortest path
and thus be also be in G.

4.9 Disambiguation Paths

Disambiguation paths were created by Priebe et al. [49]. They model the situ-
ation in which a vessel can determine the identity, or disambiguate, a MOMLO
at the boundary of the MOMLO’s danger zone at some fixed non-negative cost
and thus determine whether it is safe to enter the danger zone. If the MOMLO
is a mine then a path bypassing the danger zone is sought, if the object is not a
mine the vessel can take a short cut through the former danger zone. We know
the probability of the outcomes of the disambiguation a priori.

The result of our calculation is a path tree, that is a plan of which path to
follow given the results of any disambiguations done along the path. The path
tree only contains path segments that do not cross into danger zones known to
contain a mine. The aim is to find a path tree that minimizes the expected cost
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of the path. The cost function is a sum of the length of the path and the cost
of any disambiguations done.

Following similar notation to Priebe et al [49], let Qx,y,J be a shortest Eu-
clidean path from x to y given that the path must avoid all danger zones for
MOMLOs indexed by J ⊆ {1, 2, . . . , N}. The path Qx,y,J may not be unique,
but the particular shortest path we chose is not important. Thus, we alleviate
uniqueness issues by defining Qx,y,J as the path found by our shortest path
calculator. We extend the notation to allow x and/or y to be a set. That is,

QA,B,J = arg min
Q∈{Qx,y,J :x∈A,y∈B}

Eu[Q]. (4.7)

This allows us to treat multiple start and end points. Again QA,B,J may not be
unique, so we take QA,B,J to be the path found by our shortest path calculator.
Note also that for convenience we omit the braces when one of the sets is a
singleton set, i.e. we write Qx,B,J rather than Q{x},B,J .

4.9.1 One Disambiguation

In the case in which one disambiguation is allowed, the problem reduces to the
task of finding the optimal MOMLO d to disambiguate and a point x ∈ ∂Od at
which to do the disambiguation. Given any MOMLO i ∈ {1, . . . , N}, a point
x ∈ ∂Oi and the probability Pi MOMLO i is a mine, the expected cost of the
resulting path is simply,

E(i, x) = Eu[QS,x,{1,...,N}] + min(Ki + PiEu[Qx,T,{1,...,N}]

+(1− Pi)Eu[Qx,T,{1,...,N}\{i}], Eu[Qx,T,{1,...,N}]),
(4.8)

where Ki is the cost of disambiguating MOMLO i and remembering that S

and T are the start and end node sets, respectively. Note that we explicitly
include the possibility that it is better not to do a disambiguation. The one
disambiguation problem is then given as follows,

min
i∈{1,...,N}

min
x∈∂Oi∩Ō

E(i, x). (4.9)

Here Ō indicates the complement of the obstacle set.
Priebe et al. approximated the solution to the one disambiguation prob-

lem by restricting the continuous set of possible disambiguation points for each
MOMLO ∂Oi ∩ Ō to a finite set. They restricted the possible disambiguation
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locations to the visibility graph nodes in ∂Oi with the possible addition of an
extra point for each MOMLO. For each MOMLO i, this possible extra point
was the point at which Qa,b,{1,...,N}\{i} first intersected ∂Oi if this point existed,
i.e. the point at which a crossing vessel would first cross into the danger zone
of MOMLO i if the MOMLO was not considered to be a threat.

As mentioned in [49] the above procedure is not guaranteed to find the
optimal disambiguation point. We outline a method which numerically finds
the optimal disambiguation point for the case in which one disambiguation is
allowed. We create a method that determines the expected cost of the path
tree for any valid disambiguation point. That is, for any disambiguation point,
it gives us the expected cost of the resulting path tree. We then numerically
optimize this function to determine the optimal disambiguation point in the
case in which one disambiguation is allowed.

In practice, this means that we have to solve many shortest path problems.
For a disambiguation point x on MOMLO i in the one disambiguation problem,
we need to find;

the shortest path to x from a start node, given that all danger zones should
be avoided,

the shortest path from x to an end node, given that all danger zones should
be avoided, and

the shortest path from x to an end node, given that all danger zones except
the danger zone associated with MOMLO i should be avoided

These shortest path problems need to be solved for every disambiguation point
we evaluate during our optimization process.

Each one of these shortest path problems can be solved by creating the
appropriate visibility graph and solving a network shortest path problem. We
can see that the majority of the nodes and edges in the visibility graphs for any
two different disambiguation points are going to be the same, only differing in
the start and/or end nodes to the graph. We exploit this relationship to speed
up the evaluation of path trees when examining multiple disambiguation points
by directly appending start and or end nodes to the appropriate shortest path
tree. This is done by Algorithm 18 detailed in Section 4.9.2
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4.9.2 Augmenting Shortest Path Algorithm

In calculating the optimal disambiguation point, many shortest path calcula-
tions must be done. Our procedure takes advantage of the fact that the majority
of these calculations share common elements and can thus be recycled, cutting
down on the computational workload.

For any MOMLO d and disambiguation point x ∈ ∂Od there are three
paths that must be calculated: QS,x,{1,...,N}, Qx,T,{1,...,N} and Qx,T,{1,...,N}\{d}.
Furthermore, we have to do this calculation for each MOMLO d ∈ {1, . . . , N}
and many points x on the appropriate MOMLO boundary. Consider the first
path QS,x,{1,...,N}. This path must be calculated for many different choices of x

during the course of optimising the disambiguation point. This means the end
node of the visibility graph used to find QS,x,{1,...,N} must be changed for every
x we wish to consider. But we can see that all these visibility graphs are going
to be very similar. All that is altering is the end node. Similar statements can
be made for the paths Qx,T,{1,...,N} and Qx,T,{1,...,N}\{d}.

If we use Dijkstra’s algorithm to find QS,x,{1,...,N} for a given x once we had
the visibility graph, we would end up with the shortest path to every node in the
graph, not just x. If we choose a different x, the majority of the shortest path
tree would remain the same. Thus, if we are clever, we don’t need to calculate
the entire shortest path tree every time we change x. Similar reasoning applies
to the paths Qx,T,{1,...,N} and Qx,T,{1,...,N}\{d}.

We can think of finding the shortest path to a given x as the problem of
starting with a shortest path tree, appending a new node onto the graph and
then finding the shortest path to that new node. This is exactly the task Algo-
rithm 18 performs. Given a set of start or end nodes U , a set of nodes V from
the visibility graph over the obstacles indexed by the set I, the shortest path
Qv to each node (calculated from the shortest path tree) and the orientation of
the shortest path tree (forward or reverse) we can calculate the shortest path
to/from a point x ∈ ∂Od ∩ (∪i∈IOi)c with d ∈ I to/from a point in the set U .
The problems of finding QS,x,{1,...,N}, Qx,T,{1,...,N} and Qx,T,{1,...,N}\{d} can be
solved by the appropriate choice of x, U , I and the orientation.

Before we detail the algorithm, we define the following functions which de-
termine the node immediately clockwise and anticlockwise from a given point
on ∂Oi.

Definition 36. Consider ∂Ok, the boundary of MOMLO k. Let Vk = (v1, . . . , vMk
)

be such that {v1, . . . , vMk
} = {v ∈ V : χ(v) ∈ ∂Ok} and αk(χ(vi)) ≤ αk(χ(vj))
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for i < j with i, j ∈ {1, . . . ,Mk}. Then CLk(x, Vk) is the node in Vi immediately
clockwise from x, that is CLk(x, Vk) = argminv∈{v1,...,vMk

} minn∈{0,1} αk(x) +
2πn − αk(χ(v)) s.t. αk(x) + 2πn − αk(χ(v)) ≥ 0. If there are multiple nodes
that minimize the expression, choose the one closest to the end of the sequence
Vk. Similarly ACLk(x, Vk) is the node in {v1, . . . , vMk

} immediately anticlock-
wise from x, that is ACLk(x, Vk) = argminv∈{v1,...,vMk

} minn∈{0,1} αk(χ(v)) −
αk(x) + 2πn s.t. αk(χ(v))− αi(x) + 2πn ≥ 0. If there are multiple nodes that
minimize the expression, choose the one closest to the start of the sequence Vk.

Algorithm 18 below can find the shortest path to x from the start node set S

or the shortest path from x to the end node set T . The to/from selection is given
by “orientation” which will be “forward” if we are finding the shortest path to
x from U (and are thus using the forward shortest path tree) and “reverse” if
we are finding the shortest path from x to U (and are thus using the reverse
shortest path tree). In the “forward” case U will be the start node set S and
Qv will give the shortest path from a node in S to each node v ∈ V . In the
“reverse” case U will be the end node set T and Qv will give the shortest path
to a node in T to each node v ∈ V .

Algorithm 18 (ShortestPath(x, U , I, V , {Qv : v ∈ V }, orientation)).

1. C ←∞.

For each u ∈ U ,

e =ECWF SOA(straight, (u, x), I).

If e < C,

C ← e.

If orientation = forward, Q← Qu,x,I .

If orientation = reverse, Q← Qx,u,I .

2. For each i ∈ I,

Let Vi = (vi
1, . . . , v

i
Mi

) such that {vi
1, . . . , v

i
Mi
} = {v ∈ V : χ(v) ∈ ∂Oi}

and αi(χ(vi
j)) ≤ αi(χ(vi

k)) for j < k with j, k ∈ {1, . . . ,Mi}.

Ci = minv∈Vi
Eu[Qv].

3. Let Ord(·) : I 7→ I be a bijective mapping such that COrd(l) ≤ COrd(m)

for l < m and l,m ∈ I.

k ← 1.
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4. While k ≤ |I|,

i← J(k).

If Ci ≥ C, Return Q.

If x ∈ ∂Oi,

P = {(CLi(x, Vi), ECWF SOA(clockwise, (x, χ(CLi(x, Vi))), I, i)),
(ACLi(x, Vi), ECWF SOA(anticlockwise, (x, χ(ACLi(x, Vi))), I, i))}.
For each (v, e) ∈ P ,

If C > Eu[Qv] + e,

C ← Eu[Qv] + e.

If orientation = forward, Q← Qv|Qχ(v),x,I .

If orientation = reverse, Q← Qx,χ(v),I |Qv.

Else

Ti = {t ∈ R2 : (x− t).(t− ci) = 0 and ti ∈ ∂Oi}.
For each t ∈ Ti

f = ECWF SOA(straight, (t, x), I).
P = {(CLi(t, Vi), ECWF SOA(clockwise, (t, χ(CLi(t, Vi))), I,
i)), (ACLi(t, Vi), ECWF SOA(anticlockwise, (t, χ(ACLi(t, Vi))),
I, i))}.
For each (v, e) ∈ P ,

If C > Eu[Qv] + e + f ,

C ← Eu[Qv] + e + f .

If orientation = forward, Q← Qv|Qχ(v),t,I |Qt,x,I .

If orientation = reverse, Q← Qx,t,I |Qt,χ(v),I |Qv.

k ← k + 1.

Output Q.

Algorithm 18 begins by initialising the minimum cost C to ∞. It then tests
the trivial case in which the shortest path to/from x is a straight line. For each
node in u ∈ U we then test whether the straight line between u and x intersects
a danger zone using ECWF SOA. If the line passes through a danger zone the
ECWF SOA returns infinity, otherwise it returns the length of the path. If we
find a viable path, we test to see if it is shorter than the best path previously
found and, if so, update the best path found Q and cost of the best path found
C.
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Now the shortest path to/from x must either come/go directly from/to U or
must go via some MOMLO. Thus, the algorithm proceeds treating one MOMLO
at a time, calculating the length of the shortest path if the shortest path were
to go directly to/from x from/to the MOMLO in question. Note that “via”
MOMLO i means that the path to/from U from/to x intersects MOMLO i at
some point other than x.

However, before we start calculating paths, we find a good order in which
to treat the MOMLOs. To do this, we find the set Vi of all nodes in ∂Oi for
each MOMLO i ∈ I. Note that a node may be in more than one set. We then
find Ci, the value of the minimum path cost to/from U over the set of nodes in
Vi. This is done using the information in the shortest path tree Qv. Any path
going via MOMLO i must have a cost at least as large at Ci. We then rank the
MOMLOs into increasing value of Ci using the function J . Thus, if we treat the
MOMLOs in order of increasing Ci, then once the length of the path is lower
than the next Ci value, we have found the shortest path and do not need to
consider any more MOMLOs.

After obtaining the order in which to treat the MOMLOs, we calculate the
length of the shortest path if it goes via MOMLO i in the following manner. If
x ∈ ∂Oi and the shortest path to/from x is via MOMLO i, then the shortest
path to/from x will pass through either the node immediately clockwise or
anticlockwise from x then proceed along ∂Oi to x. We test both of these nodes
by adding the SPT value at the node to the length of the extra circular edge
between the node and x. We then see if this gives us an improvement in the
current best shortest path. Note that if the circular edge intersects a circular
threat region, the cost of that edge will be given as∞ by ECWF SOA and thus
the path will not be updated.

If x /∈ ∂Oi then if the shortest path to/from x is via MOMLO i then the
path will consist of the shortest path to/from some node v ∈ Vi, a circular edge
(possibly of zero length) between v and a tangent point t and a tangent line
between t and x such that

−→
tx is tangent to ∂Oi. There will be two possible

tangent lines between MOMLO i and x and for each tangent point there will be
two possible nodes (immediately clockwise and anticlockwise) for the circular
edge. We test each tangent line and both nodes for each target line to see
whether we obtain an improvement in the current best shortest path. If the
tangent lines or circular edges intersect a danger zone then the weight given by
ECWF SOA will be ∞ and the path cannot give a shorter path.
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4.9.3 Disambiguation Algorithm

Before we describe the random disambiguation path algorithm for the case of
one disambiguation, we first make the following definitions.

Definition 37. The function xi(θ) for i ∈ {1, . . . , N} and θ ∈ [0, 2π) is defined
as xi(θ) = ci + ri(cos(θ), sin(θ)).

The function xi(θ) simply takes a MOMLO index number and an angle and
returns the coordinates of the point at that angle (anticlockwise from the x-axis)
on the boundary of the given MOMLO.

The following function evaluates the expected cost of a path tree for a fixed
disambiguation point.

Algorithm 19 (Ei(θ, V, V i, F, R,Ri, Pi,Ki)).

1. x← xi(θ).

2. QS,x,{1,...,N} ← ShortestPath(x, S, {1, . . . , N}, V , F , forward).

3. Qx,T,{1,...,N} ← ShortestPath(x, T , {1, . . . , N}, V , R, reverse).

4. Qx,T,{1,...,N}\{i} ← ShortestPath(x, T , {1, . . . , N} \ {i}, V i, Ri, reverse).

5. Output Ki + Eu[QS,x,{1,...,N}] + PiEu[Qx,T,{1,...,N}]+

(1− Pi)Eu[Qx,T,{1,...,N}\{i}].

The disambiguation point is defined by the MOMLO index i and the angle
θ. To calculate the expected length, the algorithm needs the forward shortest
path tree for the full visibility graph, F . It also needs the reverse shortest path
trees for the visibility graphs with and without MOMLO i’s danger region, R

and Ri, respectively. We also have to input V , the nodes of the full visibility
graph, and Vi, the nodes of the visibility graph without MOMLO i.

To calculate the optimal MOMLO to disambiguate and the optimal point
at which to disambiguate, we use the following procedure.

Algorithm 20 (RDP(S, T , (P1, . . . , PN ), (K1, . . . ,KN )).

1. ((V,A), χ(.),W (.)) = General Disk Graph({1, . . . , N}, S, T , ECWF SOA).

2. Calculate the forward and reverse SPT, F and R, over (V,A).

3. C ← Eu[QS,T,{1,...,N}].

4. For each i ∈ {1, . . . , N}.
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((V i, Ai), χ(.),W (.)) = General Disk Graph({1, . . . , N}\{i}, S, T , ECWF SOA).

Calculate Ri the reverse SPT over (V i, Ai).

Ci ← Eu[QS,T,{1,...,N}\{i}].

If Ci + Ki < C,

Θ = [0, 2π).

For each j ∈ {1, . . . , N} \ {i} such that |∂Oi ∩ ∂Oj | = 2,

Θ = {θ ∈ Θ : xi(θ) /∈ Oj}.
α← argminθ∈Θ Ei(θ, V, V i, F, R,Ri, Pi,Ki).

Cnew ← Ei(α, V, V i, F, R,Ri, Pi,Ki).

If Cnew < C,

MOMLO ← i.

angle← α.

C ← Cnew.

5. Output (C,MOMLO, xMOMLO(angle)).

Algorithm 20 takes a set of MOMLOs (implicitly defined to be {1, . . . , N}),
a set of start and end point S and T , a vector of a priori probabilities that
the MOMLOs are mines (P1, . . . , PN ), and a vector of disambiguation costs for
MOMLOs (K1, . . . ,KN ). It will return the optimal disambiguation cost, the
optimal MOMLO to disambiguate and the optimal point at which to disam-
biguate.

Firstly we calculate the visibility graph G = (V,A) over our set of disk ob-
stacles using Algorithm 15 using the simple obstacle avoidance edge choice and
weighting function. We then use Dijkstra’s algorithm to calculate the forward
and reverse SPTs, that is the shortest path to every node from the phantom
start node and the shortest path from every node to the end phantom node.
This will give us QS,χ(v),{1,...,N} and Qχ(v),T,{1,...,N} for all v ∈ V . These short-
est path trees are useful for determining disambiguation paths for all MOMLOs
as, for each MOMLO that we might want to disambiguate, we always need to
calculate shortest paths in which every danger zone is treated as an obstacle.

From these SPTs, we can calculate the cost of the shortest path from a node
in S to a node in T , Eu[QS,T,{1,...,N}]. The variable C stores the expected cost
of the best path tree so far found. We initially set C to Eu[QS,T,{1,...,N}] as this
is a valid path tree: one that has no disambiguations.

Next we test each MOMLO to see whether we can obtain a lower ex-
pected cost disambiguation path. For each MOMLO i we then calculate Gi =
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(V i, Ai) = General Disk Graph({1, . . . , N} \ {i}, S, T,ECWF SOA). The graph
Gi is simply the visibility graph over the set of MOMLOs with MOMLO i re-
moved. We make use of the fact that all of the possible tangents in Gi have
been calculated when constructing G to speed up the calculation of Gi. We
then calculate the reverse SPT over this graph giving us Qχ(v),T,{1,...,N}\{i} for
all v ∈ V i. Note that we only need the reverse, (not the forward), SPT as once
MOMLO i is removed, we are only interested in the quickest way to the end
node.

From the reverse SPT on Gi we can calculate the shortest path from a start
to an end node with MOMLO i removed. This will give us Eu[QS,T,{1,...,N}\{i}]
which we call Ci. If the value of Ci +Ki is not less than C (remember Ki is the
cost of disambiguation MOMLO i), there is no possible value in disambiguating
MOMLO i so we can skip to testing the next MOMLO.

We define our disambiguation point on MOMLO i by an angle in the range
[0, 2π). The set of angles is given by the set Θ. From the set Θ we remove
all angles that result in a point inside the danger zone of another MOMLO.
We then minimize the expected length of the path, given by the function
Ei(θ, V, V i, F, R,Ri, Pi,Ki), for θ ∈ Θ. This is a fairly straightforward one-
dimensional optimization problem which we solve using Mathematica’s inbuilt
NMinimize function. NMinimize attempts to find the global optimal solution
using Nelder-Mead methods supplemented by differential evolution. We then
iterate over all the MOMLOs taking the best solution found to be the optimal
value.

In Figure 4.12 we show the results of simple RDP calculations. The optimal
disambiguation point is clearly identifiable as the point at which the paths di-
verge. The longer path represents the path taken if the disambiguation indicates
the chosen MOMLO is a mine while the shorter path is that path taken if the
MOMLO is found not to be a mine.

We can see the expected trend in the expected lengths of the paths, that
is, the higher the probability of the MOMLO being a mine, the longer the
expected path length. We can also see the expected path lengths are lower than
the minimum length of 3.577 of the path when no disambiguation is done.

We bound the derivative of the function Ei(θ, V, V i, F, R,Ri, Pi,Ki) with
respect to θ. If we increase θ by an amount ∆θ, while keeping the disambiguation
point in the same continuous segment, then the expected length of the path
can increase by at most 2∆θri. This is because there is a path to the new
disambiguation point, xi(θ + ∆θ), from the old disambiguation point, xi(θ),
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(f) P = 0.9, Expected

path length 3.566.

Figure 4.12: Random Disambiguation Paths for various values of probability.
The probability of each MOMLO being a mine is the same and equal to the
value of P given in the caption. The expected length of the path is given by
E[L]. For Figures (a) to (c) the disambiguation cost is 0 for all MOMLOs. For
Figures (d) to (f), the disambiguation cost for MOMLO 1 is 0.5, while all the
other MOMLOs have no disambiguation cost.
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that is ∆θri in length. Thus, for each possible leg of the path we have:

Eu[QS,xi(θ),{1,...,N}] + ∆θri ≥ Eu[QS,xi(θ+∆θ),{1,...,N}],

Eu[Qxi(θ),T,{1,...,N}] + ∆θri ≥ Eu[Qxi(θ+∆θ),T,{1,...,N}] and

Eu[Qxi(θ),T,{1,...,N}\{i}] + ∆θri ≥ Eu[Qxi(θ+∆θ),T,{1,...,N}\{i}].

The left hand side is the length of a feasible path to the new disambiguation
point (made up of the optimal path to the old disambiguation point and a
segment along the boundary of MOMLO i). This is necessarily at least as long
as the optimal path on the right hand side. By substituting these inequalities
into Equation 4.8 we get our result. This bound on the derivative may be useful
in applying global optimization algorithms to the problem.

4.10 Numerical Experiments for the RDP Model

In this section we compare the various methods for finding random disambigua-
tion paths when one disambiguation is allowed. The MOMLO layout we use
follows that of Priebe et al. [49]. Specifically, the centres of the MOMLOs are
distributed in a rectangle of dimensions [38 , 5

8 ]× [−1, 1] ⊂ R2. The x coordinate
has a Beta distribution with parameters (6, 2) (scaled to fit the interval [38 , 5

8 ])
while the y coordinate has a Beta distribution with parameters (2,6) (scaled to
fit the interval [−1, 1]). The radius of each danger zone is 1

8 . The number of
mines has a Poisson distribution with parameter 6, while the number of NOM-
BOs has a Poisson distribution with parameter 20. Using Bayes’ Theorem, we
can calculate that the probability that a MOMLO is a mine is 0.23077. We have
a single start point at (0,0) and a single end point at (1,0), i.e. S = {(0, 0)} and
T = {(1, 0)}.

We test each method on the same 100 randomly generated problems follow-
ing the above parameters. We uses the same subroutines for all the methods.
The only difference between the methods is the choice of points to test as pos-
sible disambiguation locations. This choice of points may be statically chosen
beforehand as a fixed set of locations or dynamically chosen by an optimization
algorithm.

The first method is our implementation of the method of Priebe et al. which
for each MOMLO i, considers only nodes of the visibility graph on the MOMLO
boundary, intersection points with other MOMLO boundaries and the first place
QS,T,{1,...,N}\{i} intersects ∂Oi (if the point exists) as possible disambiguation
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locations. Each of these statically chosen points for each MOMLO is tested in
turn to see whether it is the best MOMLO and disambiguation point combina-
tion.

Definition 38. A connected section of MOMLO i’s is a set of points in ∂Oi∩O

that is simply connected and is the largest such simply connected set containing
those points.

A connected section is simply an unbroken section of MOMLO boundary
that is not in the obstacle set. Note that MOMLO boundaries can be broken up
into separate connected sections by intersections with other danger zones. The
idea of connected sections is important because the optimization algorithms
we employ treat each connected section in turn as they consist of a simple,
unbroken, one-dimensional optimization domain.

The second and third methods (Fixed10 and Fixed20 in Table 4.1) place a
fixed number of possible disambiguation points evenly spaced in each connected
section of each MOMLO i’s boundary. There may be more than one connected
section per MOMLO boundary because of intersections with other danger zones.
Note also that these connected sections will in general have different sizes, so
the actual spacing of the nodes in each section will differ. We used 10 and 20
nodes per connected section in the second and third method, respectively.

The last method uses the Mathematica NMinimize function to find the op-
timal disambiguation point. We apply NMinimize using each connected section
of the MOMLO boundary as the domain in turn. We then take the minimum
from all the connected sections as the optimal disambiguation point. Note that
NMinimize attempts to find the global optimal solution.

We can see in Table 4.1 that the methods Priebe, Fixed10 and Fixed20
have very similar run times. We can see that although Fixed 20 does twice
as many RDP function evaluations as Fixed 10, it only takes 5% longer. This
indicates that the majority of the time spent in the algorithm is not spent
evaluating disambiguations points. We can also see that NMinimize, using a
rigorous global optimization procedure, takes much longer. As the function
domain is a relatively simple one-dimensional function we can be fairly certain
that NMinimize provides the globally optimal solution though this cannot be
guaranteed.

However, the results show only a very marginal improvement in the expected
cost of 0.01% over the Fixed20 case and 0.09% over Priebe et al. which is
negligible compared to the extra time taken for this improvement. Thus, for
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Run Time (s) Expected Cost % Improvement

Priebe et al. 16.14 [6.42] 1.0574 [0.0589] 3.674 [4.567]
Fixed10 16.18 [6.45] 1.0568 [0.0585] 3.726 [4.611]
Fixed20 16.99 [6.82] 1.0565 [0.0586] 3.754 [4.611]
NMinimize 230.94 [212.96] 1.0564 [0.0585] 3.760 [4.611]

Table 4.1: The results of 100 trials of various RDP algorithms. The cost of
disambiguation was set at zero for every MOMLO. The mean of the Run Time,
Expected Cost and % Improvement over using no disambiguation is given with
the standard deviation in brackets. The mean length of the shortest path with-
out disambiguation is 1.1025 [0.1093]. Note there are 5 cases in which the
shortest path is a straight line of length 1 from the start to end node. In these
cases disambiguation is obviously no help.

the particular minefield distribution given, any of the methods Fixed 10 and
Fixed20 or Priebe et al. are equally suitable. The value of using of random
disambigaution paths is confirmed when we consider the average improvement
over the minimum cost path without disambiguation is 3.76%.

4.11 Conclusion

In this chapter, we have shown a variety of models that can be built upon the
backbone of an obstacle model of mine threat. The models constructed consider
problems such as minimum length path traversal, minimum risk path traversal,
length-constrained minimum risk path traversal and mine clearance. We also
consider problems in which MOMLOs can be “disambiguated” at the boundary
of their danger zone. While the algorithm used to calculate the graphs used in
the models is only a slight modification of what is been found in the literature,
our contribution has been to unify many different modelling situations under the
umbrella of the General Disk Graph Construction Algorithm. This enabled us
to prove that an optimal solution for a class of problems, including our models,
can be found using the General Disk Graph Construction Algorithm.

Many extensions of these algorithms are possible. Moving from Mathematica
to a dedicated C++ program could offer a substantial improvement in speed.
Considering multiple additive resource constraints would also be possible. This
would be useful in considering minimum risk, length-constrained traversal when
only a limited number of mine clearances could be done. It might also be
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interesting to consider a label setting or enumeration algorithm for the clearance
and tolerable risk models. This would give the exact solution to cases in which
all optimal paths have a danger zone that is entered multiple times.

We also provided a method that determines the numerical solution to the
one disambiguation problem considered by Priebe et al. Although the numer-
ical solution takes much longer and provides only a small improvement in the
expected cost of the path, we believe that having the exact numerical solution
is valuable for determining a base line against which to compare other methods.
Similarly, if the RDP algorithm is implemented in a faster language or platform,
the run-time differences may become immaterial, and it would make sense to
use the more exact method.

The obvious extension of the RDP method would be to allow multiple dis-
ambiguations. Creating a function that could evaluate the expected cost of
the path for a fixed set of disambiguation points would be relatively straight
forward, but would obviously be more time consuming to compute. However,
the techniques found in this thesis could be utilized, to speed up the evaluation
of multiple disambiguation points by storing and appending the appropriate
shortest path trees. Using this function, either a black box global optimization
solver could be utilized, or a tailored method used. A simple heuristic method
to consider multiple disambiguations would be to iteratively use the method we
outline for one disambiguation. That is find the optimal disambiguation point
in the case one disambiguation is allowed, then use this disambiguation point
as the starting point of another one disambiguation problem, appending the
solutions to each other to give a multiple disambiguation strategy.

We could also consider allowing the boundary of the danger zone and the
points at which the MOMLO can be disambiguated to differ. It may also be
possible to introduce clearance and risk into the RDP model as well. Parameters
other than expected length may also be of interest when considering RDPs. It
may be that the we want minimize the variance of the path tree, or find the
path tree with the greatest probability that the actual path taken less than a
certain length.

It may also be interesting to reformulate the visibility graph by splitting each
node at each location on a MOMLO boundary into a clockwise and anticlockwise
node. The edges in the graph would then be connected such that a path going
through a node must, at that node’s location, circle the MOMLO in a direction
consistent with the designation of that node. The main benefit of this would be
that in Algorithm 18 we would only need to test one, rather than two possible
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nodes when evaluating a tangent.
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Chapter 5

Continuous Risk Models

5.1 Introduction

In the previous chapter, we model mines using a danger zone model which
assumes different areas of the spatial domain have discrete risk properties with
sharp boundaries between the various zones. However, the sharp delineations
between safe and unsafe areas is unlikely to exist in real life. It is more accurate
to think of the danger varying smoothly from safe to dangerous as a vessel moves
closer to a mine. Continuous risk functions are a common way approach risk
modelling. For example, Kim and Hespanha [32], Mitchell and Sastry [40] and
Zabarankin et al. [57] all use continuous risk functions to model aircraft flight.

In this chapter, we discuss such a continuous risk model for minefield transit.
We define a point-risk function and relate it to the probability of a ship surviving
a path. We also show how such a point-risk function might be inferred from
TMSS data. The relationship between point-risk and the probability of survival
is standard, but we include it for completeness. Likewise, the derivation of the
risk function from TMSS probabilities is a fairly straightforward application of
available techniques but is included for the benefit of MCM practitioners.

We majority of this chapter is, however, devoted to the Continuous Length
Constrained Minimum Cost Path Problem (C-LCMCPP). Simple stated, the
C-LCMCPP is to find a path from a start to end point that minimizes the inte-
gral of the point-risk along the path with a hard constraint on the length of the
path. We solve the C-LCMCPP by overlaying a spatial network in our region
of interest and considering the related WCSPP. This enables the use of the
machinery developed in Chapter 3. Unlike, continuous methods based on the

155



calculus of variations, our method is guaranteed to converge to the global opti-
mal solution. Also, unlike methods based on the HJB/Eikonal equation [40], the
network approach allows the easy incorporation of the hard length constraint.

We derive a set of general conditions under which a spatial network will
produce a computable lower bound on the C-LCMCPP. We also show that
the network approximation to the C-LCMCPP will converge to the continuous
optimal solution if the network is refined in the prescribed manner. Though a
convergent network solution has been shown for the unconstrained version of
this problem by Kim and Hespanha [32], this is the first convergent network
method for the C-LCMCPP, as far as we are aware. Furthermore, unlike in
[32], our method allows a numerical value of the lower bound to be computed
and provides a constructive, deterministic way to produce a network with the
desired approximation parameters.

5.2 Point-Risk Model

5.2.1 Assumptions

To accurately describe the point-risk model and elucidate its area of applicabil-
ity, we first describe the assumptions underlying the model.

Firstly, we assume that mines will only detonate when a transiting vessel is
in range. Secondly, we assume that if a mine detonates then it will cause the
mission to be aborted terminating the vessel’s transit through the danger area.
This seems to be a reasonable assumption as the miner’s goal is to detonate
mines while a transiting vessel is in range. It is also prudent to assume that
any blast will cause mission-abort damage. We are thus ignoring the possibility
that a mine will detonate while a transiting vessel is out of range.

We will be constructing our path from straight line segments and we wish
to relate the probability of surviving a path to the probability of surviving
the small straight line segments. To this end, we assume that the probability
of surviving any two disjoint sections of a path are independent of each other.
Thus, the risk to the vessel is a function of its local coordinates only and does not
depend on the path used to arrive at that point in the mine field. Whether this
assumption is appropriate depends on the sophistication of the mine’s sensors
and firing algorithm. If the mine tracks a ship via its sensors to attempt to
detonate at the optimal time this assumption would be inaccurate. However, if,
at each moment in time, the mine makes a decision whether or not to detonate
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Figure 5.1: The event tree associated with breaking the path p into 6 seg-
ments. Along each section of path, the transiting vessel can either survive (S)
or detonate a mine and experience mission-abort (M.A.) damage. If the vessel
experiences mission-abort damage it stops transiting indicated by the stub in
the event tree.

based on the signal/s it is receiving at that moment, then the assumption is
more plausible.

We also assume that the transiting vessel is travelling at constant speed,
a reasonable assumption given that an optimal speed can exist for minimising
mine risk. This also allows us to equate the length constraint on the path
as a time constraint. We also assume that the risk at a particular point is
independent of the direction of the ship.

5.2.2 Point-Risk

Given the assumptions in the previous section, we now define the continuous
risk model rigorously. This is a standard treatment of risk, as can be found in,
for example, Kim and Hespanha [32] and is included for completeness.

If we break up a curved path into a series of segments, as seen in Figure 5.1,
to find the probability of surviving the entire path, we multiple the probabilities
of surviving each segment. That is,

P [p] =
N∏

i=1

P [pi i+1],

where P [p] is the probability of surviving the path p, N is the number of path
segments and P [pi i+1] is the probability of surviving the segment of the path
from xi to xi+1.
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We convert the product to a sum by taking the logarithm,

−ln(P [p]) = −ln(P [p1 N ]) =
N∑

i=1

−ln(P [pi i+1]).

We call the number derived by taking the negative of the logarithm of sur-
vival probability the risk. That is,

R[p] = −ln(P [p]), (5.1)

where p is some path and R[p] gives the risk associated with that path. As
probabilities must be in the range [0, 1], by taking the negative of the logarithm
we obtain a number in the range [0,∞) with zero chance of survival mapping to
infinite risk and 100% chance of survival mapping to zero risk. We can see that
our intuitive notion of risk fits the definition as zero risk gives a 100% chance
of surviving and the higher the risk, the lower the probability of surviving.

If we take the subdivisions to be finer and finer, we will end up with an
integral. To obtain a continuous model, we will change the probabilities to
probabilities per unit length. Consider a function P : R2 7→ (0, 1] such that
at x ∈ R2, P (x) will be the probability of survival per unit length at x. The
probability of survival per unit length P (x), for x ∈ R2, is defined such that if
the probability of survival per unit length is equal to P (x) for all the points on
a path with unit length u, then the probability of survival for that path will be
P (x). Note that the choice of the length scale u non-trivially affects the value
of P (x). For a path segment between xi and xi+1, the probability of survival is
approximately given by P [pi i+1] ≈ P (x)

‖xi+1−xi‖
u . Using uniform discretization

of p such that xi = p( i−1
N L) for i = {1, 2, . . . , N + 1} where L is the length of

the path and p is parameterized by path length, this leads to the following,

P [p] = lim
N→∞

N∏
i=1

P (xi)
‖xi+1−xi‖

u ,

ln(P [p]) = lim
N→∞

1
u

N∑
i=1

− ln(P (xi))‖∆xi‖,

R[p] =
1
u

∫ L

0

− ln(P (p(s)))ds.

R[p] =
1
u

∫ L

0

R(p(s))ds,
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where R(x) = − ln(P (x)) for x ∈ R2 is the point-risk function. Thus, we can
relate maximising the survival probability of the transiting vessel directly to
minimising the integral of the associated risk function.

5.2.3 Converting TMSS Data into Point-Risk

Our model will assume that at each point in space, we have a risk per unit
distance that we can integrate to get the total risk along the path. We show in
this Section that such a model can be reconciled with TMSS data.

Firstly, let us assume the risk profile around a mine is circularly symmetric.
That is when travelling past a mine at a given ambient distance the risk profile
is the same no matter from which direction the ship is coming. This implies
that the following equation holds relating the radial risk function Rradial(r) that
gives the point-risk at a distance r ∈ R⊕ away from the mine and the cross-
sectional risk function RTMSS , obtained from TMSS, that gives the risk of a
path at ambient distance x.∫ ∞

−∞
Rradial(

√
x2 + y2)dy = RTMSS(x).

The symmetric nature of the problem means that the integral from −∞ to
0 is the same as that from 0 to ∞.∫ ∞

0

Rradial(
√

x2 + y2)dy =
1
2
RTMSS(x).

Let r =
√

x2 + y2, Then dr = y√
x2+y2

dy and dy = r
y dr = r√

r2−x2 dr. Thus,

if y = 0 then r = x and if y = ∞ then r = ∞. We will assume that the risk
drops to zero at a certain radius which we call L. Using these substitutions, the
integral is transformed as follows,∫ L

x

r√
r2 − x2

Rradial(r)dr =
1
2
RTMSS(x).

Such an equation is a Volterra integral equation of the first kind and is rela-
tively straightforward to solve numerically for a reasonably behaved RTMSS(x)
[48]. Using the terminology associated with integral equations, we will call
K(x, r) = r√

r2−x2 the kernel of the equation. Since the kernel is singular, we
will have to use a special solution method adapted from [48].
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1
2
RTMSS(x) =

∫ L

x

K(x, r)Rradial(r)dr

1
2
RTMSS(x) =

∫ L

x

K(x, r)(Rradial(r)−Rradial(x))dr + Rradial(x)
∫ L

x

K(x, r)dr

1
2
RTMSS(x) =

∫ L

x

K(x, r)(Rradial(r)−Rradial(x))dr + Rradial(x)
√

L2 − x2.

(5.2)

We will divide the interval between 0 and L into N evenly sized intervals.
We will let h = n

N , xi = ih and ri = nh for n = 0, 1, . . . , N . We will also
let Ki,j = K(xi, rj) and Ri = Rradial(ri) and Ti = RT MSS(xi)

2 . Now using the
trapezoidal rule for numerical integration

∫ L

xi

K(xi, r)(Rradial(r)−Rradial(xi))dr ≈

h(
1
2
Ki,i(Ri −Ri) +

N−1∑
j=i+1

Ki,j(Rj −Ri) +
1
2
Ki,N (RN −Ri)). (5.3)

Now, setting Ki,i(Ri−Ri) = 0, as limr→xK(x, r)(Rradial(r)−Rradial(x)) =
0, and substituting Equation 5.3 into the discretized form of Equation 5.2 we
get,

h
N−1∑

j=i+1

Ki,j(Rj −Ri) +
h

2
Ki,N (RN −Ri) + Ri

√
L2 − x2

i = Ti. (5.4)

We can rearrange Equation 5.4 to solve for Ri giving us,

Ri =
h
∑N−1

j=i+1 Ki,jRj − Ti

h
∑N−1

j=i+1 Ki,j + h
2 Ki,N −

√
L2 − x2

i

. (5.5)

Given that RN = 0 we can derive a backward substitution rule to find RN−1

down to R0. Note that the above procedure does not involve the singular points
of the kernel and each Ri from N down to 0 can be found sequentially.

Examples of converting TMSS to point-risk data are given in Figures 5.3 and
5.2. In each of our examples we use N = 1000 as the number of discretization
points for solving the integral equation.
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Figure 5.2: Converting TMSS data to point-risk.
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Figure 5.3: Converting TMSS data to point-risk.
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In Figure 5.2 Using 5.2(a) as our RTMSS function, we can then calculate
the associated radial point-risk function shown in Figure 5.2(c). Note that the
probability of detonation never reaches 1 as this would then create an area with
infinite risk. However, the probability of detonation can be made arbitrarily
close to 1 to discourage paths in the area.1 The calculated radial point-risk
function is given in Figure 5.2(e) and is shown as a 3D representation in Figure
5.2(d). Figure 5.2(d) also shows various vessel tracks as black lines on the base
of the figure and the total risk profile (the same one given in Figure 5.2(c))
on one of the faces. By doing the various line integrals along the ship tracks
and converting these risks back into probabilities, we can see how close the
radial point-risk function come to recreating the original TMSS function. This
is done in Figure 5.2(b) which shows the probability calculated via the point-
risk function subtracted from the real probability. We can see that the error is
relatively small, being in the fourth digit, which is acceptable given that there
is likely to be substantially more error in the initial estimates of the probability
of detonation taken from TMSS.

In Figure 5.3 we instead started with a Gaussian radial point-risk distri-
bution, a cross-section of which is shown in Figure 5.3(e). This is the type
of distribution commonly used in this chapter2. From this we calculated the
total risk function given by Figure 5.3(c) by the appropriate numerical line
integrations over ship tracks with various ambient distances. From the total
risk function, we can determine the TMSS probability of detonation function
which is shown in Figure 5.3(a). To test the accuracy of our method, we then
derived the point-risk function from the total risk function using the integral
equation. The error introduced into the point-risk is shown in Figure 5.3(f).
This point-risk was then used to calculate the total risk and then the probabil-
ity of detonation. The error in the derived probability of detonation is given in
Figure 5.3(b). We can see that both errors are small in magnitude compared to
the values of the function.

1Areas with infinite risk would be better handled with a danger zone model, like that given

in Chapter 4.
2Due to the classified natural of actual TMSS data, we use a Gaussian function as a proxy

to test our methods. In practice, real data would be substituted.
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5.3 Problem Definition

The last section illustrates how a point-risk model based on TMSS data can be
used to evaluate the risk of a path through a minefield. The rest of the chapter
is devoted to finding a minimum risk length constrained path given that we
have such a point-risk model. We now formally define the continuous length
constrained minimum cost path problem (C-LCMCPP) and show how it can be
solved using a network method.

Let F : R2 7→ [0,∞) be a non-negative, Hölder continuous function defined
on a compact, convex domain Ω ⊂ R2. Such a cost function may represent the
risk distribution of detection by radar in a spatial domain for an aircraft or that
of detonating a mine in a region for a ship. Such applications are unlikely to yield
a convex problem. The total cost for a path is obtained by integrating F along
that path. When optimising the total cost, we also wish to limit the Euclidean
length of our path, which may be interpreted as a time or fuel constraint in
practice. Thus, the continuous length constrained minimum cost path problem
(C-LCMCPP) can be stated as follows: find a piece-wise differentiable curve in
Ω between a given start point a and end point b that minimizes the line integral
of F subject to the constraint that the Euclidean length of the curve is less than
or equal a prescribed value L̄.

Let C([0, 1],Ω) denote all piecewise differentiable curves parameterized by
s ∈ [0, 1] such that for any p ∈ C([0, 1],Ω) we have p(s) ∈ Ω for all s ∈ [0, 1].
Define

Γ = {p ∈ C([0, 1],Ω) : p(0) = a, p(1) = b}.

Then the problem can be stated mathematically as:

min
p∈Γ

J [p] =
∫ 1

0

F (p(s))‖p′(s)||ds

s.t. Eu[p] =
∫ 1

0

‖p′(s)||ds ≤ L̄, (5.6)

where ‖.|| denotes the Euclidean norm. An instance of the C-LCMCPP takes
the form (Ω, F, L̄, a, b). Clearly this is unlikely to be a convex problem, but we
nevertheless seek to find the global optimum.

The remainder of this chapter is structured as follows: first we formalize the
concept of using a network to approximate the C-LCMCPP; we then motivate
the derivation of a new spatial network by demonstrating that grid networks
lead to non-convergent solutions; next we outline the properties of networks that
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produce a convergent solution; and lastly we create a method of constructing
networks with these properties and give numerical results.

5.4 Network Formulation

To solve the C-LCMCPP using a network formulation we create a network
G = (V,A) consisting of nodes and directed edges in Ω such that nodes are
located at the start point a and end point b and at least one network path exists
that connects a and b. A network path p from node v0 to node vm in G is a
sequence of arcs p = ((v0, v1), (v1, v2), . . . , (vm−1, vm)) such that (vk−1, vk) ∈ A

for all k ∈ {1, . . . ,m}. For convenience, we will assume that the graph has a
unique directed edge between any ordered pair of nodes so p can be equivalently
written p = (v0, v1, . . . , vm−1, vm).

As the nodes in our network are also points in the Euclidean plane, we treat
them both as abstract network nodes, e.g. v ∈ V and also directly as coordinate
in 2-space, e.g. ‖vi−vi+1|| and v ∈ Ω. The context in which a node is mentioned
indicates in what capacity it is to be treated.

We assign each edge a cost which is the line integral of F along the edge
and a weight which is the Euclidean length of the edge. We then solve the
corresponding weight constrained shortest path problem (WCSPP): finding a
network path from a to b that minimizes the sum of the costs of the edges in
the path while keeping the total length of the path less than or equal to a given
weight limit.

The quality of our network approximation depends a great deal on the struc-
ture of the network. In particular, we would like the difference between the
optimal objective function value for the C-LCMCPP and the corresponding
WCSPP to be as small as possible. We would also like this difference to shrink
to zero as we refine our network.

To motivate our use of a cellular network structure, introduced in Section
5.6, we show that a commonly used network structure - a square grid of nodes
with edges to a fixed number of neighbours (typically the 4, 8 or 16 nearest)
is inadequate. This inadequacy is termed “discretization bias” in the literature
[33]. Intuitively, we note that a nearest neighbour grid network will form a
“staircase-like” pattern when it is used to approximate a straight line whose
angle does not correspond with the edges in the nearest neighbour set. For
example, consider using a four nearest neighbour grid network, in which the
edges are horizontal and vertical, to approximate a line at 45 degrees. Below, we
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provide a more more rigorous treatment of why nearest neighbour grid networks
are inadequate.

The node set V for a grid network for an instance I = (Ω, F, L̄, a, b) of the
C-LCMCPP is defined as follows: choose parameter vector (i, j) 6= (0, 0) where
i and j are non-negative integers and calculate the side-length l and orthogonal
vectors d1 and d2 that satisfy b = a + ild1 + jld2 such that d2 points toward
the left of d1. Then V = {v = a + nld1 + mld2 : v ∈ Ω; n, m ∈ Z}. This is a
square grid of nodes that fills Ω and includes a and b as nodes. To refine our
approximation, we decrease l to lr such that b = a + irlrd1 + jrlrd2, for new
integers ir and jr and the same direction vectors d1 and d2.

A fixed neighbour grid network is defined by the rule for choosing edges.
We define a finite edge direction set S ⊂ Z × Z \ (0, 0) of ordered pairs of
integers where an ordered pair (n, m) ∈ S tells us that for any grid of nodes
V , there is an edge between any node vi ∈ V and vf = vi + nld1 + mld2

whenever vf ∈ V . For example, in a four nearest neighbour network we have
S = {(1, 0), (0, 1), (−1, 0), (0,−1)}. Using this rule we construct our edge set A

from our node set V .

Theorem 39. For any finite edge direction set S there is an instance I of the

C-LCMCPP for which the optimal objective function values of the WCSPPs as

the fixed nearest neighbour network is refined do not converge to the optimal

objective function value of I.

Proof. For a given edge direction set S, choose (i, j) with j 6= 0 such that
i
j 6=

n
m for any (n, m) ∈ S with i, j co-prime. Let instance I = (Ω, F, L̄, a, b)

with a = (0, 0), b = (i, j), F (x, y) = 1, L̄ = i+ j and Ω = {(x, y) ∈ R2 : 0 ≤ x ≤
i, 0 ≤ y ≤ j}. It is clear that the optimal solution to instance I is the straight
line from a to b with optimal objective function value ‖b− a||.

For any l = 1
r with r ∈ Z+ let G = (V,A) be a fixed neighbour grid network

constructed using parameter vector (i, j), length l, and direction vectors d1 =
(1, 0) and d2 = (0, 1) in conjunction with the finite edge direction set S.

For any network path (a = v0, v1, . . . , vN = b) in G from a to b we have the
relation

‖vk − vk−1|| cos(θk) = ‖proj−→
ab
−−−−→vk−1vk||,∀k ∈ {1, . . . , N},

where θk is the acute angle between vectors
−→
ab and −−−−→vk−1vk. Summing along the

whole network path we get,
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N∑
k=1

‖vk − vk−1|| cos(θk) =
N∑

k=1

‖proj−→
ab
−−−−→vk−1vk||

N∑
k=1

‖vk − vk−1|| cos(θk) ≥ ‖b− a||,

where we have used the fact that the sum of the lengths of the projections of
the edge vectors onto

−→
ab must be at least ‖b−a|| as the edges form a continuous

path from a to b.
Given that there is only a fixed number of directions for the edges given the

finite set S and we know from our construction of I that there is no edge in the
same direction as

−→
ab, it follow that there is some minimum acute angle θmin 6= 0

which is the minimum over all the acute angles formed between
−→
ab and vectors

in S. Thus,

N∑
k=1

(‖vk − vk−1|| cos(θmin)) ≥ ‖b− a||

cos(θmin)
N∑

k=1

‖vk − vk−1|| ≥ ‖b− a‖

N∑
k=1

‖vk − vk−1‖ ≥ ‖b− a‖ 1
cos(θmin)

.

Thus, any network path for our fixed neighbour network G will be longer
than the optimal C-LCMCPP path by at least a factor 1

cos(θmin) > 1, no matter
what value of r is chosen, i.e. to what degree the network is refined.

In particular, this means the optimal WCSPP objective function value will
always be greater than the optimal C-LCMCPP value by at least a factor

1
cos(θmin) and thus the solution to the WCSPP does not converge to the so-
lution of the C-LCMCPP as the network is refined for a fixed nearest neighbour
network.

Nearest neighbour grid structures fail because even though as the network
becomes finer we get points arbitrarily close to the true optimal path these
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points are not connected directly by an edge in the network. This problem
could be fixed by using a complete network, connecting every pair of nodes by
an edge. However, the size of such a network grows extremely large. Thus, in
Section 5.6 we devised a more elegant network structure that has better edge
connectivity.

We formalize the network design into the concept of a network construction
as follows.

Definition 40. A network construction G is a method that, given an instance
I of the C-LCMCPP and a finite vector of real parameters P from a parameter
domain S, will produce a finite directed network G(I, P ) which includes a and
b as nodes and in which a network path from a to b exists.

The important point is that a network construction can take many different
vectors of parameter values and thus produce many related networks for a given
instance, e.g. many different grid spacings for a grid network. We would like to
have a network construction that, given the right series of parameters, produces
a series of networks whose WCSPP optimal objective function values converge
to the objective function value of the C-LCMCPP. This is the focus of the next
definition.

Definition 41. A convergent network construction G is a network construction
for which for any instance I of the C-LCMCPP, we can find a sequence of
parameter sets (P1, P2, . . .) with Pk ∈ S for k ∈ Z+ such that the difference
between the objective function value of the solution to I and the approximate
WCSPP solution using the network G(I, Pn) goes to zero as n goes to infinity.

The nearest neighbour square grid network is not a convergent network con-
struction. In the following section, we formulate a convergent network con-
struction and in the process obtain a calculable lower bound on the cost of the
optimal solution of the C-LCMCPP.

5.5 (δ, ε, κ)-Approximation Networks

In this section, we outline the properties of a network that allows us to relate
the solution of the WCSPP over the network to the corresponding C-LCMCPP.
Such properties are given by Definition 42, and we call a network that satisfies
these properties a (δ, ε, κ)-approximation network. We will give an example later
of how such a network is constructed but for now we concentrate on proving
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convergence using the abstract properties of the network without the distraction
of outlining the full network construction method.

The motivation behind the definition is that to approximate a continuous
path integral using a network path, we would ideally like the end points of the
edges to be on the path, as standard for the Riemann sum definition of a path
integral. In our case, however, we want to be able to approximate the integral
for any reasonable path in our space using a finite network. Thus, we cannot
guarantee that the approximating points will be directly on the path. Therefore,
the best we can do is guarantee that the approximating points are within some
distance of the path.

To make this guarantee, for any path p ∈ Γ, we have a sequence pG =
(v0, . . . , vN ), vk ∈ V for k ∈ {1, . . . , N} which forms the network approximation
to the path. To relate the network path to the continuous path it approximates,
we have the corresponding sequence (p(s0), p(s1), p(s2), . . . , p(sN )) of points on
the path p, in which each point is at most a distance ε away from the nearest
corresponding node. The distance between these points on the path is bounded
below by δ and above by κδ. The distance κδ corresponds to the maximum on
the distance between points in a Riemann sum.

Definition 42. A (δ, ε, κ)-approximation network G = (V,A) with δ > 0, ε >

0, κ > 1 ∈ R for an instance I = (Ω, F, L̄, a, b) of the C-LCMCPP has the
following properties: The set V contains a and b, for each node v ∈ V \ {b}
there is a closed, connected region Rv ⊆ Ω such that each Rv can be enclosed
by a circle of radius κδ and; for each p ∈ Γ with Eu[p] ≤ L̄ there is an ordered
sequence of points on the path p given by (a = p(s0), p(s1), . . . , p(sN−1), p(sN ) =
b) with 0 = s0 < s1 < . . . < sN−1 < sN = 1 and an ordered sequence of
vertices (a = v0, v1, . . . , vN−1, vN = b) with vk ∈ V and sk ∈ [0, 1] ⊂ R for all
k ∈ {0, . . . , N} such that:

1. ‖p(sk)− p(sk−1)‖ ≥ δ ,∀k ∈ {1, . . . , N},

2. ‖vk − p(sk)‖ ≤ ε ,∀k ∈ {0, . . . , N},

3. {vk−1, vk} ∈ A ,∀k ∈ {1, . . . , N},

4. p(s) ∈ Rvk
for s ∈ [sk, sk+1] and αvk + (1 − α)vk+1 ∈ Rvk

for α ∈ [0, 1],
∀k ∈ {0, . . . , N − 1}.
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Figure 5.4: Representation of a path p and its network approximation. Parts of
the diagram applicable to Lemma 43 for k = 2 are labelled. The small circles
have radius ε and the large circles have radius δ.

5.5.1 Length Relationship

Consider a (δ, ε, κ)-approximation network for an instance I of the C-LCMCPP.
For an optimal solution p∗ of I, we have the sequence of points (p∗(s0), . . . , p∗(sN ))
on the path guaranteed by Definition 42 and clearly

Eu[p∗] ≥
N∑

k=1

‖p∗(sk)− p∗(sk−1)‖. (5.7)

We would now like to find the relationship between the Euclidean length
of the piecewise linear path formed by (p(s0), p(s1), p(s2), . . . , p(sN )) and that
formed by (v0, v1, v2, . . . , vN ) for any path p ∈ Γ.

Lemma 43. Any (δ, ε, κ)-approximation network G = (V,A) for an instance

I = (Ω, F, L̄, a, b) of the C-LCMCPP will have the property that for any path

p ∈ Γ, there is a sequence of points on the path (p(s0), p(s1), p(s2), . . . , p(sN ))
and a sequence of nodes (v0, v1, v2, . . . , vN ) with 0 = s0 < s1 < . . . < sN−1 <

sN = 1 and vk ∈ V for all k ∈ {0, . . . , N}, such that ‖vk − vk−1‖ ≤ ‖p(sk) −
p(sk−1)‖(1 + γ) for all k ∈ {1, . . . , N} and γ ∈ ΥG where

ΥG = [c1
ε

δ
+ c2

ε2

δ2
,∞) (5.8)

for some c1, c2 ∈ [0, 2] independent of p.

Proof. Let G = (V,A) be a (δ, ε, κ)-approximation network for an instance I

of the C-LCMCPP. For any path p ∈ Γ, let (p(s0), p(s1) , p(s2), . . . , p(sN ))
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and (v0, v1, v2, . . . , vN ) be the sequences guaranteed to exist by Definition 42.
Let Lk = ‖vk − vk−1‖, δk = ‖p(sk) − p(sk−1)‖ for k ∈ {1, . . . , N}, and εk =
‖p(sk)− vk‖ for k ∈ {0, . . . , N}.

For k ∈ {1, . . . , N}, if p(sk−1) 6= vk−1, let αk be the angle defined by p(sk),
p(sk−1) and vk−1 measured anticlockwise from the segment {p(sk−1), p(sk)}
and if p(sk) 6= vk, let βk be the angle defined by p(sk−1), p(sk) and vk also
measured anticlockwise from the segment {p(sk−1), p(sk)}. If p(sk−1) = vk−1,
i.e. εk−1 = 0 , set αk to 0 and similarly if p(sk) = vk, i.e. εk = 0 , set βk to 0.

From Figure 5.4, we can deduce, by decomposing the segments {p(sk−1), vk−1}
and {p(sk), vk} into components parallel and perpendicular to {p(sk−1), p(sk)}
and using Pythagoras, that

L2
k = (δk − εk−1 cos(αk)− εk cos(βk))2 + (εk−1 sin(αk) + εk sin(βk))2.

To get an upper bound on how much longer Lk could be compared to δk,
we take the absolute value of the component contributions. We also note that
0 ≤ εk−1, εk ≤ ε due to Condition 2 of Definition 42. Using this, we then get

L2
k ≤ (δk + ε| cos(αk)|+ ε| cos(βk)|)2 + (ε| sin(αk)|+ ε| sin(βk)|)2.

The effect of the absolute value signs on the sine and cosine function can
be replicated if we make the following transformation which keeps the angles in
the range [0, π

2 ]

αk =


αk αk ∈ [0, π

2 ],
π − αk αk ∈ [π

2 , π],
αk − π αk ∈ [π, 3π

2 ],
2π − αk αk ∈ [ 3π

2 , 2π].

Using the same transformation function for βk, we then expand and simplify
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using trigonometric identities and then estimate Lk as follows:

L2
k ≤ δ2

k + 2ε2 + 2δkε(cos(αk) + cos(βk)) + 2ε2 cos(αk − βk)

=⇒ Lk ≤
√

δ2
k + 2ε2 + 2δkε(cos(αk) + cos(βk)) + 2ε2 cos(αk − βk)

= δk

√
1 + 2

(
ε

δk
(cos(αk) + cos(βk)) +

ε2

δ2
k

(1 + cos(αk − βk))
)

≤ δk

√
1 + 2

(
ε

δ
(cos(αk) + cos(βk)) +

ε2

δ2
(1 + cos(αk − βk))

)
≤ δk(1 +

ε

δ
(cos(αk) + cos(βk)) +

ε2

δ2
(1 + cos(αk − βk)))

= δk(1 + ck
1

ε

δ
+ ck

2

ε2

δ2
),

where we have used δk ≥ δ from Condition 1 of Definition 42 and the inequality
√

1 + x ≤ 1 + x
2 , for any x ≥ 0.

In the above, ck
1 = cos(αk)+cos(βk) and ck

2 = 1+cos(αk−βk). As αk, βk ∈
[0, π

2 ], this implies both cos(αk), cos(βk) ∈ [0, 1]. Also (αk − βk) ∈ [−π
2 , π

2 ] so
cos(αk − βk) ∈ [0, 1]. Thus, it is clear that ck

1 , ck
2 ∈ [0, 2]. We define c1(p) as

maxk∈{1,...,N} ck
1 and c2(p) as maxk∈{1,...,N} ck

2 and note that c1(p), c2(p) ∈ [0, 2].
Now, let c1 and c2 be the supremum of c1(p) and c2(p), respectively, over all

paths p ∈ Γ. We see that c1, c2 ∈ [0, 2]. Thus,

Lk ≤ δk(1 + c1
ε

δ
+ c2

ε2

δ2
)

Lk ≤ δk(1 + γ),

where γ ∈ [c1
ε
δ + c2

ε2

δ2 ,∞).
If we return to our original definition of Lk and δk we get Lk = ‖vk −

vk−1‖ ≤ ‖p(sk) − p(sk−1)‖(1 + γ) = δk(1 + γ) for all k ∈ {1, . . . , N} where
γ ∈ [c1

ε
δ + c2

ε2

δ2 ,∞) = ΥG for some c1, c2 ∈ [0, 2] independent of p.

Note that the parameters c1 and c2 may be less than 2 as the possible
combinations of the angles αk and βk may be restricted for a particular (δ, ε, κ)-
approximation network.

Corollary 44. Let p∗ be an optimal path of an instance I = (Ω, F, L̄, a, b) of

the C-LCMCPP and G be a (δ, ε, κ)-approximation network for I. Then the
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network approximation p∗G = (v0, v1, v2, . . . , vN ) to p∗, guaranteed to exist by

Definition 42, satisfies Eu[p∗G] ≤ L̄(1 + γ) for γ ∈ ΥG where ΥG is defined in

(5.8).

Proof. Let (s0, . . . , sN ) be defined for p∗ as per Definition 42. Then

Eu[p∗G] =
N∑

k=1

‖vk − vk−1‖

≤
N∑

k=1

‖p∗(sk)− p∗(sk−1)‖(1 + γ) by Lemma 43

≤ Eu[p∗](1 + γ) by (5.7).

Now as p∗ is feasible for the instance I of the C-LCMCPP we have Eu[p∗] ≤ L̄

so
Eu[p∗G] ≤ L̄(1 + γ).

Corollary 44 is important because it tells us that by relaxing the weight con-
straint in our network by the factor 1 + γ, the network path p∗G that approx-
imates the continuous optimal solution will be a feasible path in our WCSPP
approximation.

5.5.2 Lower Bounds

Let G be a (δ, ε, κ)-approximation network for an instance I = (Ω, F, L̄, a, b)
of the C-LCMCPP. Then for p∗ an optimal solution to I, the sequences with
properties given by Definition 42, that is (p∗(s0), p∗(s1), . . . , p∗(sN )) with 0 =
s0 < s1 < . . . < sN = 1 and the network approximation p∗G = (v0, v1, . . . , vN )
to p∗, are guaranteed to exist. Using the sequence (p∗(s0), p∗(s1), . . . , p∗(sN ))
to put a lower bound on the optimal solution to I we get:

J [p∗] ≥
N∑

k=1

‖p∗(sk)− p∗(sk−1)‖M↓(vk−1), (5.9)

where M↓(vk−1) is the minimum value of F on the region Rvk−1 . Here we have
used Condition 4 from Definition 42 that the path segment between p∗k−1 and
p∗k is entirely in the region Rvk−1 . Remember κ > 1 and for each v ∈ V , Rv is
a closed connected region around v that is contained in a circle of radius κδ.
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Using the sequence (v0, v1, . . . , vN ) to put an upper bound on the cost of the
network approximation to p∗ we get:

J [p∗G] ≤
N∑

k=1

‖vk − vk−1‖M↑(vk−1), (5.10)

where M↑(vk−1) is the maximum value of F on the region Rvk−1 . Here we again
use Condition 4 from Definition 42 to guarantee that the arc between vk−1 and
vk is entirely in the region Rvk−1 .

Using inequalities (5.9) and (5.10) we get:

J [p∗]− J [p∗G]
1 + γ

≥

N∑
k=1

‖p∗(sk)− p∗(sk−1)‖M↓(vk−1)−
N∑

k=1

‖vk − vk−1‖
1 + γ

M↑(vk−1)

≥
N∑

k=1

‖p∗(sk)− p∗(sk−1)‖M↓(vk−1)−
N∑

k=1

‖p∗(sk)− p∗(sk−1)‖M↑(vk−1),

(5.11)

by Lemma 43, giving,

J [p∗]− J [p∗G]
1 + γ

≥
N∑

k=1

‖p∗(sk)− p∗(sk−1)‖(M↓(vk−1)−M↑(vk−1)),

(5.12)

where γ ∈ ΥG. At this stage we make the following definition.

Definition 45. ∆G = maxv∈V \{b}(M↑(v) −M↓(v)) or equivalently using the
definition of M↑(v) and M↓(v), ∆G = maxv∈V \{b}(maxx∈Rv

F (x)−miny∈Rv
F (y)).

The parameter ∆G represents the maximum over all v ∈ V of the variation of
the underlying F function over the regions Rv. Using this definition we proceed
as follows:

J [p∗]− J [p∗G]
1 + γ

≥ −
N∑

k=1

‖p∗(sk)− p∗(sk−1)‖∆G using Definition 45

≥ −Eu[p∗]∆G by (5.7)

≥ −L̄∆G as Eu[p∗] ≤ L̄.

(5.13)

174



Rearranging inequality (5.13) gives us the relation

J [p∗] ≥ J [p∗G]
1 + γ

− L̄∆G. (5.14)

If we consider the WCSPP for network G with a relaxed weight constraint,
i.e. finding the network path in G between nodes a and b with length less than or
equal to L̄(1 + γ), we know that any network approximation p∗G to the optimal
path p∗ of instance I is feasible for the relaxed WCSPP by Corollary 44. Thus,
if q∗G is an optimal solution to the relaxed WCSPP, then we know J [q∗G] ≤ J [p∗G]
by the definition of the optimality of q∗G. Then

J [p∗] ≥ J [q∗G]
1 + γ

− L̄∆G. (5.15)

Letting J∗(L̄) = J [p∗] be the optimal objective function value of an instance
I of the C-LCMCPP and J∗G(L̄(1 + γ)) = J [q∗G] the optimal objective function
value of the relaxed WCSPP using the network G, we get

J∗(L̄) ≥ J∗G(L̄(1 + γ))
1 + γ

− L̄∆G. (5.16)

Using this relation, we can calculate concrete lower bounds on the solution of
the C-LCMCPP as we will demonstrate in Section 5.7. Note that if we cannot
find the optimal objective function value of the relaxed WCSPP, any lower
bound on optimal value can replace J∗G(L̄(1 + γ)) in the formula and produce a
valid, if worse, lower bound on J∗(L̄).

5.5.3 κ-Regular Network Constructions and Convergence

To create a convergent network construction we define κ-regular network con-
structions in Definition 46. When given the right series of parameters a κ-regular
network construction produces a series of (δ, ε, κ)-approximation networks for
which δ and ε

δ approach zero. This property will help us show that κ-regular
network constructions are convergent network constructions.

Definition 46. A κ-regular network construction is a network construction G
with parameter domain S for which for any instance I of the C-LCMCPP there
exists:

1. A sequence of parameter vectors (P1, P2, . . .), Pk ∈ S,∀k ∈ Z+,

2. A sequence (δ1, δ2, . . .) with δk > 0,∀k ∈ Z+ such that limk→∞ δk = 0
and,
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3. A sequence (ε1, ε2, . . .) with εk > 0,∀k ∈ Z+ such that limk→∞
εk

δk
= 0,

such that G(I, Pk) is a (δk, εk, κ)-approximation for all k ∈ Z+

Before we prove convergence, we need to introduce the following theorem.

Theorem 47. Let J∗(L) with L ∈ [Lmin,∞) be the optimal objective function

value of instance I = (Ω, F, L, a, b) of the C-LCMCPP, where Lmin = ‖b− a‖ is

the minimum distance between a and b. Then J∗(L) is monotonically decreasing

and continuous for L ∈ [Lmin,∞) if F is Hölder continuous and Ω is convex.

Proof. To show J∗(L) is monotonically decreasing we note that if p∗(L1) is an
optimal solution to the C-LCMCPP for weight limit L1 then for L2 > L1, p∗(L1)
is a feasible solution to the C-LCMCPP with weight limit L2. Thus, if L1 < L2,
J [p∗(L1)] = J∗(L1) ≥ J∗(L2) = J [p∗(L2)] so J∗(L) must be monotonically
decreasing.

We defer the proof of the continuity of J∗(L) to Appendix B.

Note, however, that J∗(L) may not be continuous if we allow obstacles as
these can be modelled either as a discontinuity in F or as non-convexity of Ω.
In fact it is easy to construct an example with obstacles in which the function
J∗(L) is discontinuous. In this Chapter we do not consider obstacles; recall our
initial assumption that F is continuous and Ω is convex.

Theorem 48. A κ-regular network construction is a convergent network con-

struction.

Proof. Consider a κ-regular network construction G. For any instance I =
(Ω, F, L̄, a, b), we know by Definition 46 that there exists a sequence of parameter
vectors, (P1, P2, . . .) such that G(n) = (V (n), A(n)) = G(I, Pn) is a (δn, εn, κ)-
approximation network and limn→∞ δ(n) = 0 and limn→∞

ε(n)
δ(n) = 0

We see by rearranging (5.16), that

J∗G(n)(L̄(1 + γ(n))) ≤ (J∗(L̄) + L̄∆G(n))(1 + γ(n)), (5.17)

where γ = 2 ε(n)
δ(n) + 2 ε(n)2

δ(n)2 ∈ ΥG(n).
To show that the right hand side of (5.17) converges to J∗(L̄), we need to

show that we can refine the network in such a way that limn→∞ ∆G(n) = 0 and
limn→∞ γ(n) = 0.
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Letting Rv(n) be the region around the node v ∈ V (n) guaranteed to exist
by Definition 42, we see clearly from Definition 45,

∆G(n) = max
v∈V (n)\{b}

( max
x∈Rv(n)

F (x)− min
y∈Rv(n)

F (y)),

that zero is a lower bound on ∆G(n). We know from Definition 42 that each
region Rv(n) is contained in a disk of radius κδ(n). Thus, the maximum distance
between points in the set Rv(n) is 2κδ(n). Now as F is Hölder continuous, for
any points x and y in Ω we have |F (x)− F (y)| ≤ K‖x− y‖σ for some positive
constant K and 0 < σ ≤ 1. Hence we have

lim
n→∞

∆G(n) = lim
n→∞

max
v∈V (n)\{b}

( max
x∈Rv(n)

F (x)− min
y∈Rv(n)

F (y))

≤ lim
n→∞

max
v∈V (n)\{b}

K‖ arg max
x∈Rv(n)

F (x)− arg min
y∈Rv(n)

F (y)‖σ,

by the Hölder condition, giving,

lim
n→∞

∆G(n) ≤ lim
n→∞

K(2κδ(n))σ

≤ 0 as lim
n→∞

δ(n) = 0.

Thus, limn→∞ ∆G(n) = 0. Now

lim
n→∞

γ(n) = lim
n→∞

(
c1

ε(n)
δ(n)

+ c2
ε(n)2

δ(n)2

)
= 0 as lim

n→∞

ε(n)
δ(n)

= 0.

So finally, using limn→∞ ∆G(n) = 0 and limn→∞ γ(n) = 0, we get,

lim
n→∞

J∗G(n)(L̄(1 + γ(n))) ≤ lim
n→∞

(J∗(L̄) + L̄∆G(n))(1 + γ(n))

lim
n→∞

J∗G(n)(L̄(1 + γ(n))) ≤ J∗(L̄).

To show convergence we also need a lower bound on limn→∞ J∗G(n)(L̄(1 +
γ(n)). We know J∗(L) is continuous on L ∈ [‖b − a‖,∞) by Theorem 47. A
continuous map of a convergent sequence is convergent. Thus

L̄ = lim
n→∞

L̄(1 + γ(n)) as lim
n→∞

γ(n) = 0

J∗(L̄) = lim
n→∞

J∗(L̄(1 + γ(n))) as J∗(L) is continuous

J∗(L̄) ≤ lim
n→∞

J∗G(n)(L̄(1 + γ(n))),
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where we have used J∗G(n)(L̄(1 + γ(n))) ≥ J∗(L̄(1 + γ(n))) by the optimality
condition of the continuous optimal solution. Thus,

J∗(L̄) ≤ lim
n→∞

J∗G(n)(L̄(1 + γ(n)) ≤ J∗(L̄),

So
lim

n→∞
J∗G(n)(L̄(1 + γ(n)) = J∗(L̄).

This shows that if we choose the sequence of parameters (P1, P2, . . .) guaran-
teed to exist by Condition 1 of Definition 46, then the optimal objective function
values of the WCSPP’s for the networks G(n) = G(I, Pn) will converge to the
objective function value of the C-LCMCPP as n→∞. Thus, we have shown a
κ-regular network construction is convergent.

Theorem 48 shows us that WCSPP solutions for a κ-regular network con-
struction using the relaxed weight constraint converge to the solution of the
C-LCMCPP. However, we can also show that the solutions to the WCSPP
using the same weight constraint as the C-LCMCPP also converge.

Theorem 49. Given an instance I = (Ω, F, L̄, a, b) of the C-LCMCPP with

L̄ > ‖a−b‖ and a κ-regular network construction G, the solutions to the WCSPP

using the network G(I, Pn) and the weight limit L̄ will converge to the solution

of I for some sequence of parameter sets (P1, P2, . . .).

Proof. Choose the parameter set (P1, P2, . . .) guaranteed to exist by Definition
46 such that G(n) = (V (n), A(n)) = G(I, Pn) is a (δ(n), ε(n), κ)-approximation
network with limn→∞ δ(n) = 0 and limn→∞

ε(n)
δ(n) = 0. Let γ(n) = 2 ε(n)

δ(n) +

2 ε(n)2

δ(n)2 ∈ ΥG(n).
Choose a sequence Ln and integer N such that L̄ = Ln(1 + γ(n)) and

Ln > ‖a− b‖ for all n ∈ {N,N +1, . . .}. Note that limn→∞ Ln = L̄ and Ln < L̄

for all n ∈ Z+. As G(n) is a (δ(n), ε(n), κ)-approximation network to problem
instance (Ω, F, L̄, a, b) then G(n) is also a (δ(n), ε(n), κ)-approximation network
for the problem instance (Ω, F, Ln, a, b); this is readily seen from Definition 42
noting Ln < L̄. Hence, applying (5.16) for n > N , we get

J∗(Ln) ≥
J∗G(n)(Ln(1 + γ(n)))

1 + γ(n)
− Ln∆G(n)

≥
J∗G(n)(L̄)

1 + γ(n)
− Ln∆G(n) as Ln(1 + γ(n)) = L̄.
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Rearranging we get,

J∗G(n)(L̄) ≤ (J∗(Ln) + Ln∆G(n))(1 + γ(n)).

Taking limits and using reasoning similar to that used in the proof of Theorem
48 we obtain,

lim
n→∞

J∗G(n)(L̄) ≤ (J∗(Ln) + Ln∆G(n))(1 + γ(n))

lim
n→∞

J∗G(n)(L̄) ≤ J∗(L̄) as J∗(.) is continuous.

(5.18)

Also, the optimization problem that defines J∗G(n) has a domain that is a
subset of the domain of the optimization problem that defines J∗ so J∗(L̄) ≤
J∗G(n)(L̄) for all n ∈ Z+. Thus, limn→∞ J∗G(n)(L̄) ≥ J∗(L̄). So clearly we have
limn→∞ J∗G(n)(L̄) = J∗(L̄) completing the proof.

By solving the WCSPP corresponding to a given instance of the C-LCMCPP
with the original rather than relaxed weight constraint we obtain feasible solu-
tions to the optimization problem and an upper bound. Theorem 49 tells us
that the upper bounds will converge to the true continuous optimal solution as
we refine our network.

Note that the upper bound convergence proof does not work if the length
constraint is equal to ‖a − b‖. In this case, there is only one possible path,
being the straight line from a to b and thus the solution to the problem is
trivial. However, if we were to use a network method, in our successive network
approximations to this problem the straight path from a to b may not appear in
our network as all paths from a to b in our network may be slightly longer that
‖b− a‖. The WCSPP would then have no feasible solution for L̄ = ‖b− a‖ and
thus J∗G(‖a−b‖) would be undefined. In this case, the successive approximations
could not be said to converge.

5.5.4 Comparison to a Previous Lower Bound Result

Having given technical details of our lower bounds scheme, it may be useful to
the reader to see this result compared to that of Kim and Hespanha [32]. They
provide a convergence proof for a network approximation to the following path
planning problem that closely relates to the C-LCMCPP. Consider a compact
set R ⊂ Rn with an anisotropic cost weighting function ` : R× V 7→ R⊕ where
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V = {v ∈ Rn : ‖v‖ = 1}.3 The Weighted Anisotropic Shortest Path Problem
(WASPP) is to find a path p ∈ P‖p̈‖≤A from a given point xi to a given point xf ,
with xi, xf ∈ R, such that p minimises the functional J [p] =

∫ T

0
`(p(t), ṗ(t))dt.

The set P‖p̈‖≤A is the set of all unit speed paths in R that are continuous and
twice piecewise differentiable having second derivative (where it exists) bounded
by A. The anisotropic cost function used in the WASPP is more general than
the objective function used in the C-LCMCPP. However, the WASPP does not
consider a length constraint. Though these are different problems, the methods
used to show convergence have many similarities.

Given parameters εx, εδ, εv ∈ R+, Kim and Hespanha postulate the existence
of a network with a spatial node set X , with properties that allow the optimal
solution to the WASPP to be approximated arbitrarily well as the parameters
εx, εδ and εv limit to zero. Some of the properties of X mirror those in the
definition of (δ, ε, κ)-approximation networks (Definition 42). Both definitions
consider an arbitrary path p from the start to end point in the appropriate
path set and its network approximation pG = {x0, . . . , xN}. Both also choose a
sequence of marker points (p(t0), . . . , p(tN )) on p such that ‖p(ti)− xi‖ ≤ εx (ε
in our case) for all i ∈ {0, . . . , N}. They both also put an upper bound on the
distance between successive nodes in pG. This upper bound is εδ for Kim and
Hespanha and κδ in Definition 42. Definition 42 also puts a lower bound on this
distance of δ. Lastly Kim and Hespanha’s condition that ‖p(t)− xi−1‖ ≤ εδ for
t ∈ [ti−1, ti], i ∈ {1, . . . , N} mirrors our condition that p(t) for t ∈ [ti−1, ti] must
be in a region around xi−1 which fits in a circle of radius κδ centred on xi−1.

Using this formulation, Kim and Hespanha are able to put a lower bound
on J [p∗] = infp∈P‖p̈‖≤A

J [p] in terms of:

J [pG] the cost of the network approximation to p∗;

T the Euclidean length of the path p∗;

N is the number of piecewise linear segments in the network approxima-
tion;

h = supk∈{1,...,N} supx∈R,v∈V,‖x−xk−1‖≤εδ
`(x, v) and;

g = supk∈{1,...,N} gx,kεx + gv,kεv + (gx,k + Agv,k)εδ,

where g(·),k = supx∈R,v∈V,‖x−xk−1‖≤εδ
‖∇(·)`(x, v)‖, (·) is x or v.

3In this section, we temporarily use Kim and Hespanha’s notation of x for nodes and v for

velocity.
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Their implied lower bound formula, obtained by a simple rearrangement of the
result in their paper [32], is

J [p∗] ≥ J [pG]− g(1 +
εv

2 + εv
)T − 2Nεxh.

Kim and Hespanha argue that this lower bound can be made arbitrarily close
to J [p∗] by choosing εx, εδ and εv sufficiently small, showing convergence.

While Kim and Hespanha’s result shows convergence, it does not provide a
computable lower bound as the parameters T and N cannot be calculated. This
is because T is the Euclidean length of an unknown optimal solution p∗ and N

is the number of segments in the unknown network approximation pG. Note
that the solution to the network optimization problem will not necessarily give
pG, only a lower bound on J [pG]. Also, given that the network approximation
pG is unknown, calculating g and h, which depend on the nodes used in pG,
is not possible. Using (δ, ε, κ)-approximation networks allows the calculation of
the lower bound on the C-LCMCPP as it is possible to evaluate all the terms
in the expression for the lower bound. This is shown by the numerical lower
bound results given in Section 5.7.

Also, while Kim and Hespanha’s honeycomb network works well in practice,
on a technical level, the formula they give for the lower bound is not necessarily
minimized by constructing the network in a honeycomb fashion, that is, with dif-
ferent cell sizes. This is because honeycomb sampling approximately minimises
gx,kεx + gv,kεv +(gx,k +Agv,k)‖xi−xi−1‖ in each region by varying ‖xi−xi−1‖
so that when (gx,k + Agv,k) is high ‖xi − xi−1‖ is low and vice-versa. However,
doing this does not minimize the term g in the lower bounds expression. This
is because g depends on εδ ≥ maxi∈{1,...,N} ‖xi− xi−1‖, not ‖xi− xi−1‖ in each
region. It is the longest arc on the path pG that determines εδ and which in
turn determine gx,k, gv,k and hk (as these are defined as a maximum over a
region of radius εδ). In the (δ, ε, κ)-approximation network formulation, the fact
that ∆ is defined as a maximum over all nodes alleviates this problem. In the
next section, we give a constructive way to produce a network that fits satisfies
Definition 42.
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5.6 A Specific κ-Regular Network Construction

Technique

In this section we create a κ-regular network construction G that satisfies Defi-
nition 46. We will do this using one network to create a scaffolding with cells of
size of order δ and then placing a second network used to solve the WCSPP on
this scaffolding. The nodes of the second network are placed on the boundaries
of the cells with the nodes spaced at most 2ε apart. For reasons that will become
clear later, we will call this a cellular network construction.

Our parameter space will be the set S = {(i, j, M) ∈ Z⊕ × Z⊕ × Z+ :
(i, j) 6= (0, 0)} where Z⊕ is the set of non-negative integers. We will first show
that each network constructed is a (δ, ε, κ)-approximation network where δ =
√

3
2

‖b−a‖√
i2+j2+ij

, ε = 1√
3M

δ and κ = 4√
3
.

For an instance I = (Ω, F, L̄, a, b) of the C-LCMCPP, we construct our
network by first creating a tessellation of equilateral triangles covering all of R2

such that a and b (the start and end points) are located at triangle corners. The
triangle size and orientation is specified by the parameters i and j. Specifically,
we find the side length lij and unit vectors d1 and d2 such that d1.d2 = cos(π

3 ),
d2 points toward the left of d1 and a + ilijd1 + jlijd2 = b. Using the cosine rule
and referring to Figure 5.5(a) we see that

‖b− a‖2 = i2l2ij + j2l2ij − 2ijl2ij cos(
2π

3
),

which we simplify and rearrange to give

lij =
‖b− a‖√

i2 + j2 + ij
.

We can then find d1 and d2 using the sine rule. We construct our tessellation
to align the vectors d1 and d2 with the side length of the triangles given by lij .
Figure 5.5(b) shows the resulting tessellation for parameter vector (i, j) = (2, 2).

We define

δ =
√

3
2

lij =
√

3
2

‖b− a‖√
i2 + j2 + ij

.

This definition makes δ the perpendicular height of the equilateral triangles that
form our tessellation.

We will view this tessellation as a network which we call T (i, j) = (SN, SE).
To distinguish this network from the one over which the WCSPP is solved, we
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call the elements of SN supernodes and the elements of SE superedges. We place
a supernode at every triangle vertex to form the set SN = {a+mlijd1 +nlijd2 :
m,n ∈ Z}. Then the set of superedges are defined by SE = {se = {si, sj} :
si, sj ∈ SN, ‖si− sj‖ = lij}. Note that superedges are undirected.

Definition 50. We say the superedge se = {si, sj} contains a point x ∈ Ω if
there exists λ ∈ [0, 1] ⊂ R such that x = λsi + (1− λ)sj.

Naturally, we will only be interested in the part of the tessellation that cov-
ers Ω. Let the set of triangles in T (i, j) that cover Ω, i.e. all triangles that
intersect with Ω, be denoted by TriΩ = {4 = {{si, sj}, {si, sk}, {sj, sk}} ⊂
SE : ∃se ∈ 4 and ∃x ∈ Ω s.t. se contains x}. We define a new set of supern-
odes SNΩ = {sn ∈ SN : ∃4 ∈ TriΩ with se ∈ 4 s.t. sn ∈ se}. We define
SEΩ = {{si, sj} ∈ SE : si, sj ∈ SNΩ}. This gives us our scaffolding graph
(SNΩ, SEΩ). We will also make the following definitions to ease the rest of the
discussion.

Definition 51. The adjacent node set to a supernode si ∈ SNΩ is the set
Adj(si) = {sj ∈ SNΩ : ‖sj − si‖ = lij}.

Definition 52. The boundary supernode set of a superedge se = {si, sj} ∈ SEΩ

is the set BndyNodes(se) = (Adj(si) ∪Adj(sj)) \ {si, sj}.

Definition 53. The boundary superedge set of a superedge se ∈ SEΩ is the set
Bndy(se) = {sf = {si, sj} ∈ SEΩ : si, sj ∈ BndyNodes(se)}.

We will place the nodes of our network on the sections of the superedges
inside Ω, and space the nodes such that each point in Ω contained by a superedge
is at most ε from a node on that same superedge. We first choose an integer
M ≥ 1 and let ε = 1√

3M
δ. This makes ε the length of the side of a tessellation

triangle divided by 2M . We then use the following procedure to place nodes on
the superedges, producing our node set V :

For each superedge se = {si, sj} ∈ SEΩ,

1. If si ∈ Ω, place a node at a distance ε along the superedge from si and
place subsequent nodes at a distance 2ε as long as each node is placed
inside Ω. If the next node to be placed is outside Ω and if the intersection
of the superedge and boundary of Ω is a distance greater than ε from
the last node, or it is the first node to be placed, we place a node on the
intersection of the boundary of Ω and se otherwise we do not place a node.
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(a) Construction diagram for T (i, j).
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(b) Adjacent node sets for supernodes

si and sj.

δ
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(c) Boundary supernode sets for su-

peredges se and sf .

δ

Ω
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se

sf

(d) Boundary superedge sets for su-

peredges se and sf .

Figure 5.5: These diagrams show the construction of and examples of the
various definitions for our scaffolding graph. The network was created using
(i, j) = (2, 2). Knowing (i, j) and the position of a and b, we can easily find the
length lij and the vectors d1, d2. These are used to construct our scaffolding
graph (SNΩ, SEΩ). The supernode set SNΩ are the black dots shown and the
superedge set SEΩ are dotted lines shown on the diagram.

184



2. Else If sj ∈ Ω, follow rule 1 but start at sj instead of si.

3. Else If si, sj /∈ Ω and there exists x ∈ Ω such that se contains x, we
start by placing a node at one of the intersections between the superedge
and the boundary of Ω. We then place nodes at intervals of 2ε until the
next node to be placed would be outside Ω. If the other intersection se

and the boundary of Ω is a distance greater than ε from the last node, we
place a node at the other intersection of the superedge and the boundary.

4. Else If there does not exist x ∈ Ω such that se contains x then we place
no nodes on that superedge.

The above procedure defines our node set V . Next, we define the edge connec-
tivity in our network but first we make the following definitions.

Definition 54. For node i ∈ V \ {a, b} its boundary superedge set, Bndy(i), is
the set Bndy(se) where i is contained by se. This is well defined as each node in
V \{a, b} is contained by one and only one superedge. The boundary superedge
set of a is Bndy(a) = {se = {si, sj} ∈ SEΩ : si, sj ∈ Adj(a)}. Bndy(b) is not
defined.

Definition 55. A point x ∈ Ω is contained in Bndy(j) for j ∈ V \ {b} if there
exists se ∈ Bndy(j) such that x is contained by se.

In our network we will place an edge from each node i ∈ V \ {b} to every
node v ∈ V \ {a} contained by Bndy(i). Note that no edges terminate at a and
that there is an edge ending at b from any node which contains b in its boundary
superedge set. Note, however, that no edges originate at b. This defines our
edge set A.

At this stage we have a network construction G that produces a network G =
(V,A) for a given instance I of the C-LCMCPP and parameter vector P ∈ S.
We now wish to check that each network produced is a (δ, ε, κ)-approximation
network.

For any path p ∈ Γ we wish to find its network approximation in G = (V,A)
and show it satisfies the properties of Definition 42.

Definition 56. For any path p ∈ Γ from a to b, we construct its network
approximation in G = (V,A) in the following manner.

1. Let k = 0, v0 = a and s0 = 0 (meaning p(s0) = a).

2. Let k = k + 1. Let sk ∈ (sk−1, 1] be the smallest value such that p(sk) is
contained in Bndy(vk−1).
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(a) Diagram of network showing how
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leaving edges (dashed arrows) for se-
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(b) Diagram of network approxima-

tion to a continuous path. The tri-

angles are the p(si)’s and the larger

circles are the corresponding vi’s.

Figure 5.6: Diagrams showing node placement, edge selection and path approx-
imation.

3. Let vk be the closest node in V \ {a, b} on the superedge containing p(sk).
If p(sk) is located on a supernode, it will be contained by many superedges.
In this case we choose vk to be the closest node on any of the superedges
in Bndy(vk−1) containing p(sk), breaking ties arbitrarily.

4. If b is contained in Bndy(vk−1) and if there is no s ∈ [sk, 1] such that p(s)
is contained in Bndy(vk), then let vk = vN = b and sk = sN = 1 and
stop. Otherwise go to step 2.

For any path p ∈ Γ we can thus produce two sequences (v0, v1, . . . , vN ) and
(p(s0), p(s1), . . ., p(sN )) with vk ∈ V for k ∈ {0, . . . , N} and 0 = s0 < s1 <

. . . < sN−1 < sN = 1.
The Euclidean distance from any point on a superedge to any point on the

boundary superedge set of that superedge is greater than or equal to δ; see
Figure 5.5. We can see that as p(sk) lies on the boundary superedge set of the
superedge which contains both vk−1 and p(sk−1), we have ‖p(sk)−p(sk−1)‖ ≥ δ

for k ∈ {2, N}. Also, all points contained by the boundary superedge set of
node a are a distance greater than δ from a so ‖p(s1) − p(s0)‖ ≥ δ as p(s1) is
on the boundary superedge set on node a. Thus, Condition 1 of Definition 42
is satisfied.

The point p(sk), k ∈ {1, . . . , N − 1} will be approximated by the nearest
node on the same superedge. Nodes are placed on superedges such that any
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point on the superedge is at most ε away from a node and thus the spacing
of nodes will satisfy the condition ‖vk − p(sk)‖ ≤ ε ,∀k ∈ {1, . . . , N − 1}. As
a = p(s0) = v0 and b = p(sN ) = vN we satisfy Condition 2 of Definition 42.
Also note that we have constructed the edges in our graph such that for the
set of nodes (v1, v2, . . . , vk) that approximate path a p the edge (vk−1, vk) for
k ∈ {1, . . . , N} will be in the graph, satisfying Condition 3 of Definition 42.

To define the regions Rv we make the following definition.

Definition 57. For supernode si ∈ SNΩ the closed region Reg(si) = {λsi +
(1−λ)(µsj+(1−µ)sk) : λ, µ ∈ [0, 1], {sj, sk} ∈ SEΩ, {sj, sk} ⊆ Adj(si)}. For a
set of supernodes, we will extend the definition of Reg(.) to be the union of the
set of regions for each supernodes, i.e. Reg({si1, si2, . . . , sin}) =

⋃n
k=1 Reg(sik).

The region Reg(si) will generally be a regular hexagon around supernode
si, except where the network is truncated near the boundary of Ω.

The regions Rv, v ∈ V \{a, b} in Definition 42 are satisfied in our construction
by the regions Reg(se) ∩ Ω where se is the superedge containing node v with
the exception of the case where b is contained by the boundary superedge set of
se, in which case Rv is given by Reg(se ∪ sb1 ∪ sb2) ∩ Ω where sb1 and sb2 are
the superedges in the boundary superedge set of v that contain b. Examples of
the regions near node b are given in Figure 5.7. For node a, Ra = Reg(a) ∩ Ω
except in the unlikely case that the boundary of a contains b. In this case
Ra = Reg({a} ∪ sb1 ∪ sb2) ∩ Ω where sb1 and sb2 are the superedges in the
boundary superedge set of a that contain b. Each of the regions can be enclosed
in a circle of radius at most 4√

3
δ. This means κ for our construction is 4√

3
.

For path p, the section of the path from p(sk−1) to p(sk) and the points on
the edge from vk−1 to vk given by λvk−1 + (1 − λ)vk for λ ∈ [0, 1] are entirely
contained in the region Rvk−1 for k ∈ {1, . . . , N}. This satisfies the need for the
regions Rv for v ∈ V \ {b} and Condition 4 of Definition 42.

Thus, for any instance I = (Ω, F, L, a, b) of the C-LCMCPP, the network
G(I, P ) for P ∈ S produced by our cellular network construction will be a
(δ, ε, κ)-approximation network.

We now wish to show that our cellular network construction is a κ-regular
network construction. For any instance I = (Ω, F, L, a, b) of the C-LCMCPP,
the network G(I, (k, 0, k)) will be a (δk, εk, κ)-approximation network for δk =
‖a−b‖

√
3

2k , εk = ‖a−b‖
2k2 and κ = 4√

3
.

Noting the requirements of Definition 46, we see that for any instance I

of the C-LCMCPP there is a sequence of parameter vectors (P1, P2, P3, . . .) =
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Figure 5.7: Diagrams of the shapes of the regions around end node b.

((1, 0, 1), (2, 0, 2), (3, 0, 3), . . .) a sequence of δ values (δ1, δ2, δ3, . . .) = (‖a−b‖
√

3
2 ,

‖a−b‖
√

3
4 , ‖a−b‖

√
3

6 , . . .) with limk→∞ δk = 0 and a sequence of ε values given
by (ε1, ε2, ε3, . . .) = (‖a−b‖

2 , ‖a−b‖
8 , ‖a−b‖

18 , . . .) with limk→∞
εk

δk
= 0, such that

G(I, Pk) is a (δk, εk, κ)-approximation network. Thus, the cellular network
construction outlined in this section is a κ-regular network construction with
κ = 4√

3
.

5.7 Numerical Experiments for κ-Regular Net-

work Constructions.

In this section we will test our κ-regular network construction method nu-
merically. We implemented the lower bounds scheme in two different ways.
Both schemes use Mathematica to calculate the node positions but differ in the
method of calculating edge costs. In the Gaussian scheme, we used Mathematica
to explicitly calculate the edge costs in the network using three point Gaussian
quadrature. These edges are then exported to a WCSPP solver written in C++.
The trapezoidal scheme instead uses Mathematica to calculate function values
at each node which are then exported to the WCSPP solver which calculates
edge costs on the fly using the trapezoidal rule. The Gaussian scheme is more ac-
curate, especially for smaller networks, whereas the trapezoidal scheme is faster
as it utilizes the fact the edges share start and end positions and thus needs
fewer function evaluations. This means the number of evaluations is equal to
the number of nodes for the trapezoidal scheme whereas it is a multiple of the
number of edges for the Gaussian scheme. The trapezoidal scheme also allows
larger networks as the edges are not stored explicitly. Note that while it would
be possible to calculate edge costs on the fly using Gaussian quadrature, this
was not implemented.

For both schemes, ∆G was found by numerically finding the maximum and
minimum value of F (x) for each region Rv, v ∈ V \ {b} using Mathematica.
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Note that all nodes on the same superedge share the same region Rv and thus
only one calculation per superedge is required. We used a γ calculated by the
formula

γ =
2√
3M

+
2

3M2
, (5.19)

where M is the number of nodes per side length. Note that we have used the
pessimistic choice of c1 = c2 = 2 in Equation 5.8 to calculate γ. The calculations
were performed on Pentium 4 2.4GHz with 512Mb RAM running under Linux.

We use two test functions. The first is F1(x, y) = x. For the second we
define a constituent function:

Ga,b,σ(x) =
1

πσ2
e−

(x1−a)2+(x2−b)2

σ2 ,

and use the following as our test function,

F2(x) = G.3,.3,.5(x) + 0.5(G1.3,.4,.4(x) + G.5,1.2,.4(x) + G1.2,1.2,.4(x)).

For both F1 and F2 our region Ω is the closed square with corners at (0, 0)
and (1.6, 1.6). The start point a is (0, 0) and the end point b is (1.6, 1.6). The
weight limit L̄ is 1.1 times the distance between the start and end nodes or
approximately 2.489 units. Both functions are plotted in Figure 5.8.

Figures 5.8 shows an example of a network and path that results from our
cellular network construction for both F1(x, y) and F2(x, y). The solid white
lines are the best upper bound paths, found by solving the WCSPP calculation
using L̄ as the length constraint. This is our approximate solution to the C-
LCMCPP for this network. To obtain a lower bound, we use the relaxed weight
constraint L̄(1 + γ) and solve the WCSPP to get a lower bound path which
are the long dashed lines. The objective function values corresponding to these
paths is J∗G(L̄(1 + γ)) which is used in the lower bounds formula given by
Equation 5.16.

For comparison we have shown the paths that result from using a grid net-
work with edges to the 8 nearest neighbours, shown as the short dashed line.
We can see that the paths are not smooth compared to the ones obtained via
the cellular construction. The number of nodes in the grid network was chosen
to approximately equal the average node density of the cellular network. The
objective function values of the grid network are also higher than that of the
cellular network: 1.58602 vs. 1.44257 or 9.9% higher for F1(x, y) 1.783 vs. 1.734
or 2.8% higher for F2(x, y).

Figures 5.9(a) to (c) give the results of C-LCMCPP using successively larger
networks to improve the lower bound. The trials were aborted at approximately
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Figure 5.8: Contour plot of functions F1(x, y) and F2(x, y) overlaid with the
nodes of cellular network with parameters (i, j, M) = (24, 0, 24). The lighter
regions have higher function values. The shading scale on the two plots is not
the same. Some parts of the region which are not length feasible have not been
meshed. The edges are not shown to avoid cluttering the diagram. The paths
corresponding to the upper bound in the cellular network are the solid white
lines. The paths corresponding to the relaxed weight constraint L̄(1+γ) are the
long dashed lines. We also calculated the upper bound paths given by a grid
network of 721 by 721 nodes which are shown as the short dashed lines. We can
see that the cellular network produces a smoother path than the grid network.
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Figure 5.9: The upper and lower bounds for the C-LCMCPP for the function
F1(x, y). In each run the parameter vector (i, j, M) is set so i = M and j = 0.
The number of nodes and edges are given to indicate the size of the networks
used in the approximation. In this case the trapezoidal scheme was used which
gives exact results for this function. Only the length feasible part of the domain
was meshed.

300,000 nodes and 150,000,000 edges when the WCSPP’s became too big to solve
effectively due to computational memory limitations.

Two methods of choosing i and M were tested. In the first, we set i = M

and in the second we chose i and M so that they provided the best lower bound
for an approximately constant number of nodes. To do this we note that for our
cellular network

|V | ≈ Kvi2M

i ≈

√
|V |

KvM
,

(5.20)

and we approximate ∆G by

∆G ≈
K∆

i
. (5.21)

Substituting Equations (5.20), (5.21) and the formula for γ (Eq. 5.19) into the
lower bounds formula (Eq. 5.16) gives

LB ≈ J∗G(L̄(1 + γ))
1 + 2√

3M
+ 2

3M2

− L̄K∆

√
KvM

|V |
. (5.22)

Given previous lower bounds calculations we can estimate the values of J∗G(L̄(1+
γ)), K∆ and Kv and then given a number of nodes |V | we can calculate an
approximately optimal value of M and use Equation (5.20) to find i. We then
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vary i around this approximate optimal value to find a local optimum and report
this value as the optimal i and M combination for a particular number of nodes
in Figure 5.9.

The lower bound calculated by Equation (5.16) steadily improves from being
negative to becoming positive at 2,717 nodes and 227,909 edges when i = M =
13 and increases to within 21.5% of the upper bound at 318,946 nodes and
156,815,926 edges when i = M = 64. Optimising the choice of i and M results in
a slight increase of the best lower bound to within 19.5% of the least upper bound
using a network with (i,M) = (108, 21) having 299,910 nodes and 49,165,143
edges.

Even though the smaller networks produce useless negative lower bounds,
remembering that 0 is a trivial lower bound for the problem, they produce
competitive upper bounds. The upper bound for i = M = 7 calculated using
a network of 404 nodes and 14383 edges was 1.452 which was within 1% of the
best upper bound of 1.442 produced for i = M = 64 with 318,946 nodes and
156,815,926 edges. We can see that the upper bound converges at a much faster
rate that the lower bound.
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Figure 5.10: The upper and lower bounds for the C-LCMCPP for the function
F1(x, y) vs. the number of nodes. The squares are the lower bounds for i = M

and the triangles are the results when we use i and M to optimize the lower
bound for an approximately constant number of nodes. The stars are the upper
bounds for the i = M case and the diamonds are the upper bounds for the
optimized i and M case. We can see that the optimization offers an improvement
on the lower bound. We can also see a diminishing return on the improvement
to the lower bound as we use more nodes.
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Figure 5.11: The upper and optimum lower bounds for the C-LCMCPP for the
function F2(x, y) vs. the number of nodes. The squares are the lower bounds
calculated using the Gaussian scheme and the triangles are the lower bounds
calculated using the trapezoidal scheme. The diamonds and the stars are the
upper bounds calculated using Gaussian and trapezoidal scheme, respectively.

In Figure 5.11 we find the upper and lower bounds for a given number of
nodes using the optimal choice of i and M for the function F2(x, y). The accu-
racy of the numerical integration is important in the smaller networks, which
have longer edges. Thus the Gaussian scheme was used for small numbers
of nodes. When the size of the networks became prohibitively large for the
Gaussian scheme we switched to the trapezoidal scheme. The accuracy of the
trapezoidal scheme improves noticeably when the edges of the lengths is de-
creased. For example, for (i, j, M) = (74, 0, 6) which produces a network with
40358 nodes and 1869186 edges, the Gaussian scheme produces an upper bound
of 1.73661 and the trapezoidal scheme produces an upper bound of 1.73614 a
difference of less than 0.03%. The best lower bound found in this case was
within 34.1% of the best upper bound.

Though calculating lower bounds can involve extreme computational effort,
if we are only looking for feasible solutions, then we can use much smaller
networks and get reasonable results. Given that the upper bound for cellular
networks seems to converge quite rapidly, we compared the values of the upper
bound, thus the best feasible solution found for the problem, to the upper
bounds produced by 8 nearest neighbour grid network with a similar number of
edges. We again set Ω to the closed square with corners at (0, 0) and (1.6, 1.6)
and the start point to a = (0, 0) and the end point to b = (1.6, 1.6). We
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used three different weight limits for each function: 1.1, 1.2 and 1.3 times the
distance from the start to end point respectively. Besides using the functions
F1 and F2, all the other functions we used were a sum of 15 Gaussians of the
form Gφ1,φ2,σ(x) with uniformly random centres, (φ1, φ2) ∈ Ω, and σ uniformly
random in the range [.1, .3].

(i, j, M) (6,0,3) (12,0,6) (24,0,12) (30,15)
grid width 21 88 364 572
|A| cell 3279 60508 1053426 2611897
|A| grid 3280 60900 1055604 2610612

L̄ = 2.489 % mean UB gain 9.3 12.8 11.5 11.5
std dev. 17.8 16.2 16.4 16.4
No 9 15 15 15

L̄ = 2.715 % mean UB gain 0.0 7.4 9.0 10.1
std dev. 13.4 8.0 8.4 11.3
No 8 15 15 15

L̄ = 2.942 % mean UB gain -6.1 0.5 2.2 1.9
std dev. 8.3 1.9 1.7 1.9
No 4 11 13 12

Table 5.1: Percentage improvement in the upper bound when changing from
a 8-nearest neighbour grid network to a cellular with similar number of edges.
The results are averaged over 15 different functions. The standard deviation
of the percentage improvement in the upper bound is given as std dev and
No indicates the number of instances in which the cellular network produced a
better result than the grid network out of the 15 instances.

Table 5.1 shows us that, as we would expect, in the majority of cases, the
upper bound produced by the cellular network is lower than that produced by
a grid network with a similar number of edges. The clearest trend is the mean
percentage improvement of the cellular network over the grid network improves
as the weight constraint is made tighter. The cellular networks also tend to do
better than the corresponding grid network when the networks are made larger.

We can also see that the variability of the improvement increases with the
tighter weight constraint. This may be due to the weight constraint forcing the
choice of high cost arcs in the grid network as paths in the grid network are
longer than they need be due to the restrictions in the number of directions
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available.

5.8 (γ, ∆)-Approximation Networks

While the (δ, ε, κ)-approximation networks produced by our cellular network
construction provide a lower bound on the C-LCMCPP, we can see that these
networks do not take into account the structure of the risk function F (x, y).
In this section we investigate network constructions that allow us to take the
structure of the cost function into consideration.

If we consider the essential features of our (δ, ε, κ)-approximation network
formulation, we see that these networks allow us to bound the length of a net-
work approximation to a continuous path. This bound is controlled by the ratio
ε
δ . Similarly, these networks allow us to bound the difference between the inte-
gral of the risk along a section of the path and the corresponding section of the
approximating network path. This bound is controlled by the size of our cells.

In the (δ, ε, κ)-approximation network formulation, regions in which the un-
derlying function F (x, y) varies little have the same size as the regions in which
the magnitude of the gradient of F (x, y) is large. We find the L̄∆G term in
the lower bounds formula significantly degrades the quality of the lower bound
due to a large ∆G value. This occurs because the constant size of the regions
Rv means that there will be some areas that cover a small difference between
the minimum and maximum value of F (x, y) while others cover a comparatively
large range of F (x, y) values. As ∆G is defined as the maximum value of the
difference between F (x, y) over all regions, it is the regions that contain a large
variation in F (x, y) that degrade the lower bound.

To improve our lower bound, we have to decrease the value of ∆G which
means lowering the range of values covered by the region currently covering the
most variation. However, in our regular network formulation, we are forced to
keep all the regions the same size. Thus if we want to shrink the size of the
region covering the most variation, we have to shrink all the regions uniformly.
This seems very inefficient. What we would ideally like to be able to do is make
the local region size relate to the underlying cost function. This is the purpose
of our next definition.

Definition 58 ((γ, ∆)-Approximation Networks). A (γ, ∆)-approximation
network G = (V,A), with γ, ∆ ∈ R+ such that γ ∈ (0, 1) and ∆ > 0, for an
instance I = (Ω, F, L̄, a, b) of the C-LCMCPP has the following properties: The
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set V contains a and b; for each node v ∈ V \ {b} there is a closed connected
region Rv ⊆ Ω such that maxv∈V \{b}(maxx∈Rv

F (x)−miny∈Rv
F (y)) ≤ ∆ and

for each p ∈ Γ with Eu[p] ≤ L̄ there is an ordered sequence of points on the path
(a = p(s0), p(s1), . . . , p(sN−1), p(sN ) = b) with 0 = s0 < s1 < . . . < sN−1 <

sN = 1 and an ordered sequence of vertices (a = v0, v1, v2, . . . , vN = b) with
vk ∈ V and sk ∈ [0, 1] ⊂ R for all k ∈ {0, . . . , N} such that:

1. ‖vk−vk−1‖
‖pk−pk−1‖ ≤ 1 + γ ,∀k ∈ {1, . . . , N},

2. (vk−1, vk) ∈ A, ∀k ∈ {1, . . . , N}},

3. p(s) ∈ Rvk
for s ∈ [sk, sk+1] and αvk + (1 − α)vk+1 ∈ Rvk

for α ∈ [0, 1],
∀k ∈ {0, . . . , N − 1},

For a path p, the path pG = (v0, v1, v2, . . . , vN ), where (v0, v1, v2, . . . , vN )
satisfies Theorem 58, is called a network approximation to path p. We note
that a (δ, ε, κ)-approximation network is also an (γ, ∆)-approximation network
as it fulfils all the requirements of Definition 58 if we choose γ = 2 ε

δ + 2 ε2

δ2 and
∆ = ∆G. Thus, we know that networks that satisfy the conditions to be (γ, ∆)-
approximation networks exists. We now show that a (γ, ∆)-approximation net-
work produces a lower bound on the corresponding instance of the C-LCMCPP.

Theorem 59. Let p∗ be an optimal path for an instance I = (Ω, F, L̄, a, b)
of the C-LCMCPP and G be a (γ, ∆)-approximation network for I. Then

Eu[p∗G] ≤ L̄(1 + γ).

Proof. Clearly from Condition 1 of Definition 58 we obtain,

Eu[p∗G] =
N∑

n=1

‖vk − vk−1‖

≤
N∑

n=1

(1 + γ)‖pk − pk−1‖

≤ L[p∗](1 + γ)

≤ L̄(1 + γ).

Theorem 59 shows that a network approximation to an optimal path exists
if we relax the weight constraint by the factor (1 + γ).
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Theorem 60. Let G be a (γ, ∆)-approximation network for an instance I =
(Ω, F, L̄, a, b) of the C-LCMCPP. Let p∗ be an optimal solution to I. Then

J [p∗] ≥ J∗G(L̄(1 + γ))
1 + γ

− L̄∆,

where J∗G(L̄(1 + γ)) is the optimal objective function value of the WCSPP

associated with I and G with the relaxed weight constraint L̄(1 + γ).

Proof. For path p∗, the sequences with properties given by Definition 58, that
is (p∗(s0), p∗(s1), . . . , p∗(sN )) with 0 = s0 < s1 < . . . < sN = 1 and a network
approximation p∗G = (v0, v1, . . . , vN ) to p∗, are guaranteed to exist.

We can see that equations 5.9 and 5.10 hold in our (γ, ∆)-approximation
network and thus,

J [p∗]− J [p∗G]
1 + γ

≥

N∑
k=1

‖p∗(sk)− p∗(sk−1)‖M↓(vk−1)−
N∑

k=1

‖vk − vk−1‖
1 + γ

M↑(vk−1)

≥
N∑

k=1

‖p∗(sk)− p∗(sk−1)‖M↓(vk−1)−
N∑

k=1

‖p∗(sk)− p∗(sk−1)‖M↑(vk−1),

by Condition 1 of Definition 58, giving,

J [p∗]− J [p∗G]
1 + γ

≥
N∑

k=1

‖p∗(sk)− p∗(sk−1)‖(M↓(vk−1)−M↑(vk−1)).

Now given that M↑(vk−1) − M↓(vk−1) ≤ ∆G for all vk−1 ∈ V \ {b} by
Definition 45 and ∆G ≤ ∆ by the Definition 58 we get,

J [p∗]− J [p∗G]
1 + γ

≥ −
N∑

k=1

‖p∗(sk)− p∗(sk−1)‖∆

≥ −Eu[p∗]∆

≥ −L̄∆ as Eu[p∗] ≤ L̄.
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Rearranging gives us the relation

J [p∗] ≥ J [p∗G]
1 + γ

− L̄∆. (5.23)

We know from Theorem 59 that p∗G will be a feasible path in the WCSPP
for G with the relaxed weight constraint L̄(1 + γ). If we denote the optimal
solution to the relaxed WCSPP as q∗G, then J [q∗G] ≤ J [p∗G] by the optimality of
q∗G. Also J∗G(L̄(1 + γ)) = J [q∗G], so

J [p∗] ≥ J∗G(L̄(1 + γ))
1 + γ

− L̄∆. (5.24)

Thus, we can see that our (γ, ∆)-approximation network will provide a lower
bound on the C-LCMCPP. We can see these proofs are very similar to the proofs
relating to (δ, ε, κ)-approximation networks. In particular Theorem 60 mirrors
the argument given in Subsection 5.5.2 and Theorem 59 mirrors Corollary 44.

It would be possible to reframe the theory of (δ, ε, κ)-approximation networks
in terms of adaptive networks. However, given that most of the results given
are for (δ, ε, κ)-approximation networks we have presented adaptive networks
separately.

We also note that convergence results for the upper and lower bounds ex-
ist for a network construction that produces a series of (γ, ∆)-approximation
networks with certain properties.

Definition 61. An adaptive network construction is a network construction G
with parameter domain S for which for any instance I of the C-LCMCPP there
exists:

1. A sequence of parameter vectors (P1, P2, . . .), Pk ∈ S,∀k ∈ Z+,

2. A sequence (γ1, γ2, . . .) with γk > 0,∀k ∈ Z+ such that limk→∞ γk = 0
and,

3. A sequence (∆1,∆2, . . .) with ∆k > 0,∀k ∈ Z+ such that limk→∞ ∆ = 0,

such that G(I, Pk) is a (γk,∆k)-approximation network for all k ∈ Z+

Theorem 62. An adaptive network construction is a convergent network con-

struction.
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Proof. Consider an adaptive network construction G. For any instance I =
(Ω, F, L̄, a, b), we know by Definition 61 that there exists a sequence of parameter
vectors, (P1, P2, . . .) such that G(n) = (V (n), A(n)) = G(I, Pn) is a (γn,∆n)-
approximation network, limn→∞ γn = 0 and limn→∞ ∆ = 0

We see by rearranging (5.24), that

J∗G(n)(L̄(1 + γn)) ≤ (J∗(L̄) + L̄∆n)(1 + γn) (5.25)

Clearly as limn→∞ ∆n = 0 and limn→∞ γn = 0, we get,

lim
n→∞

J∗G(n)(L̄(1 + γn)) ≤ lim
n→∞

(J∗(L̄) + L̄∆n)(1 + γn)

lim
n→∞

J∗G(n)(L̄(1 + γn)) ≤ J∗(L̄).

To show convergence we also need a lower bound on limn→∞ J∗G(n)(L̄(1+γn).
We know J∗(L) is continuous on L ∈ [‖b−a‖,∞) by Theorem 47. A continuous
map of a convergent sequence is convergent. Thus,

L̄ = lim
n→∞

L̄(1 + γn) as lim
n→∞

γn = 0

J∗(L̄) = lim
n→∞

J∗(L̄(1 + γn)) as J∗(L) is continuous

J∗(L̄) ≤ lim
n→∞

J∗G(n)(L̄(1 + γn)),

where we have used J∗G(n)(L̄(1+γn)) ≥ J∗(L̄(1+γn)) by the optimality condition
of the continuous optimal solution. Thus,

J∗(L̄) ≤ lim
n→∞

J∗G(n)(L̄(1 + γn) ≤ J∗(L̄).

So
lim

n→∞
J∗G(n)(L̄(1 + γn) = J∗(L̄).

Theorem 63. Given an instance I = (Ω, F, L̄, a, b) of the C-LCMCPP with

L̄ > ‖a − b‖ and an adaptive network construction G, the solutions to the

WCSPP using the network G(I, Pn) and the weight limit L̄ will converge to the

solution of I for some sequence of parameter sets (P1, P2, . . .).
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Proof. Choose the parameter set (P1, P2, . . .) guaranteed to exist by Definition
61 such that G(n) = (V (n), A(n)) = G(I, Pn) is a (γ(n),∆(n))-approximation
network with limn→∞ γ(n) = 0 and limn→∞ ∆ = 0.

Choose a sequence Ln and integer N such that L̄ = Ln(1 + γ(n)) and
Ln > ‖a− b‖ for all n ∈ {N,N +1, . . .}. Note that limn→∞ Ln = L̄ and Ln < L̄

for all n ∈ Z+. As G(n) is a (γ(n),∆(n))-approximation network to problem
instance (Ω, F, L̄, a, b) then G(n) is also a (γ(n),∆(n))-approximation network
for the problem instance (Ω, F, Ln, a, b); this is readily seen from Definition 58
noting Ln < L̄. Hence for n > N , applying (5.24) and noting J∗(Ln) = J [p∗n]
where p∗n is an optimal solution to an instance In = (Ω, F, Ln, a, b) of the C-
LCMCPP, we get

J∗(Ln) ≥
J∗G(n)(Ln(1 + γ(n)))

1 + γ(n)
− Ln∆G(n)

≥
J∗G(n)(L̄)

1 + γ(n)
− Ln∆G(n) as Ln(1 + γ(n)) = L̄.

Rearranging we get,

J∗G(n)(L̄) ≤ (J∗(Ln) + Ln∆G(n))(1 + γ(n)).

Taking limits and using reasoning similar to that used in the proof of Theorem
48 we obtain,

lim
n→∞

J∗G(n)(L̄) ≤ (J∗(Ln) + Ln∆G(n))(1 + γ(n))

lim
n→∞

J∗G(n)(L̄) ≤ J∗(L̄) as J∗(.) is continuous.

(5.26)

Also, the optimization problem that defines J∗G(n) has a domain that is a
subset of the domain of the optimization problem that defines J∗ so J∗(L̄) ≤
J∗G(n)(L̄) for all n ∈ Z+. Thus, limn→∞ J∗G(n)(L̄) ≥ J∗(L̄). So clearly we have
limn→∞ J∗G(n)(L̄) = J∗(L̄) completing the proof.

We can see that a κ-regular network construction is an adaptive network
construction. Thus, the κ-regular network constructions presented before are
also examples of adaptive network constructions.

The motivation behind defining (γ, ∆)-approximation networks was to at-
tempt to improve the lower bounds for a given computation effort. In the
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next section, we will outline our preliminary investigations into producing other
(γ, ∆)-approximation networks.

5.9 General Triangulation Networks

To construct a (γ, ∆)-approximation network, we will use a general triangulation
model that loosens the tight placement of supernodes and superedges in the
cellular network construction. This will allow us to adapt the size of the regions
to suit the underlying structure of F (x, y) and hopefully reduce the size of the
parameter ∆G. In this model, supernodes can be placed almost arbitrarily,
these are then triangulated by joining them with superedges. The triangles so
created will form the basis of our regions, with the aim of using large triangles
to cover regions Rv of small variation in F (x, y) and small triangles to cover
regions with large variation in F (x, y). We will call this class of networks general
triangulation networks. We will impose the following rules on our triangulation:

1. The supernodes and superedges are all contained in Ω.

2. Supernodes must be placed at a and b.

3. The superedges of the triangulation must not intersect, except at the su-
pernodes.

4. Every point in Ω is either included in a triangle or in a closed region
bounded by a section of the boundary of Ω and at most two superedges.

We will call the undirected graph created by the triangulation (SN, SE).
We make the following definition to describe our general triangulation network.
Illustrations of Definitions 65 to 70 are given in Figure 5.12.

Definition 64. A superedge se ∈ SE is incident to a supernode si ∈ SN if
se = {si, sj}, for some sj ∈ SN .

Definition 65. The adjacent supernode set so the supernode si ∈ SN is the set
Adj(si) = {sj ∈ SN : {si, sj} ∈ SE}. Note that the superedges are undirected.

We do not need to put WCSPP nodes on any superedge se = {si, sj} where
both si, sj ∈ ∂Ω, that is both end supernodes lie on the boundary of Ω. Thus,
we define SNΩ = SN and SEΩ = SE \ {{si, sj} ∈ SE : si ∈ ∂Ω and sj ∈ ∂Ω}.
We then make the following definitions.
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Definition 66. The boundary supernode set of a superedge se = {si, sj} ∈ SEΩ

is the set BndyNodes(se) = (Adj(si) ∪Adj(sj)) \ {si, sj}.

Definition 67. The boundary superedge set of a superedge se ∈ SEΩ is the set
Bndy(se) = {sf = {si, sj} ∈ SEΩ : si, sj ∈ BndyNodes(se)}.

Definition 68. A supernode is a partner supernode to a superedge se = {si, sj}
if it is in the set PtnrNodes(se) = Adj(si) ∩Adj(sj).

Definition 69. A superedge is a partner superedge to a superedge se = {si, sj}
if one of its supernodes is a partner node to se and it is not incident to either
si or sj. We designate all the partner superedges of se by Ptnr(se).

Note that we have modified the definition of adjacent supernode from the
cellular network case. The definitions of boundary supernode and superedge
sets are the same and we have added definitions for partner supernodes and
superedges. Partner superedges are significant as edges will run from partner
superedges to the superedge in question. This is because partner superedges
to se have se as a boundary superedge, i.e. se ∈ Bndy(sf) iff sf ∈ Ptnr(se).
Edges will also run between se and its boundary superedges. The distance of
the boundary and partner superedges from points on the superedge determines
the spacing of nodes along an edge. Thus we make the following definition.

Definition 70. The set of linked superedges to a given superedge se denoted
Lnkd(se) is given by Lnkd(se) = Bndy(se) ∪ Ptnr(se).

Much of the structure of our general triangulation network will be analogous
to the cellular networks described earlier in the chapter. The nodes in our
network will again be placed at a and b and on the superedges of the scaffolding
graph (SNΩ, SEΩ). The exact node placement will be described shortly. The
edges in our network will be placed so that an edge is placed from a node to
every node on the boundary of the superedge on which the node lies in the same
manner as in the cellular network construction described earlier. The exceptions
to this are again a and b. An arc will be placed from a to every node on the
boundary set of a. There are no edges emanating from b. However, we include
b in the boundary set of any other superedge that contains superedges incident
to b in its boundary set. The boundary set of a is Bndy(a) = {se = {si, sj} ∈
SEΩ : si, sf ∈ Adj(a)}. The boundary set of a node v other than a or b will
be the same as the boundary set of the superedge on which it lies and will be
denoted Bndy(v).
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Ω

si

sj

(a) Adjacent supernode sets for su-

pernodes si and sj.

sf

Ω

se

(b) Boundary supernode and super-

edge sets for superedges se and sf .

Note that the boundary of Ω is not

part of the boundary superedge set.

sf

Ω

se

(c) Partner supernode and superedge

sets for superedges se and sf .

sf

Ω

se

(d) Linked superedge sets for su-

peredges se and sf .

Figure 5.12: An illustration of some definitions in general triangulation net-
works. The supernodes in the set SNΩ are the black dots shown and the su-
peredges in the set SEΩ are dashed lines. Note that the boundary of Ω is not
part of the graph. The adjacent, boundary and partner supernodes are circled
in Figures 5.12(a), 5.12(b) and 5.12(c), respectively. The boundary, partner and
linked superedges are shown as the bold lines in Figures 5.12(b), 5.12(c) and
5.12(d), respectively.

The definition of the approximation to the path p ∈ Γ in our general trian-
gulation network G = (V,A) is identical to the definition given for the cellular
network given by Definition 56, so will not be repeated. Only note that the def-
inition of the node boundaries has changed. The structure of the regions Rv in
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our general triangulation network are also different and not entirely analogous
to the cellular network case. This point will be elaborated upon later in this
section.

To place our WCSPP nodes, we will need to calculate the minimum distance
of a point on a superedge to all other possible points in the linked superedge set.
This is because if a path we wish to approximate passes through the superedge
se in question at point p(sk), k ∈ {1, . . . , N − 1}, then the points p(sk−1) and
p(sk+1) will lie on superedges in the linked superedge set of se.

Definition 71. The Boundary Distance Function BDFse(x) gives the minimum
distance of a point x that lies on the superedge se from any point on a superedge
in the set of linked superedges of se.

BDFse(x) = min
sf∈Lnkd(se)

min
y∈S(sf)

‖x− y‖. (5.27)

We have used the notation S(se) to denote the set of points that lie on the
superedge se.

We can simplify this formula by noting that partner superedges are at least
as far away as boundary superedges. That is, any line from a point on the
superedge se to a point on a partner superedge of se must intersect a boundary
superedge of se. This is because the points on the partner superedge lie on or
outside the region enclosed by the boundary superedges of se. So any line from
a point on a partner superedge to a point on se must pass through the boundary
of this region and thus intersect a superedge in the Bndy(se). However, if more
than one supernode in BndyNodes(se) lies on ∂Ω, the boundary superedges of
se may not completely enclose a region, but a region around se will be enclosed
by Bndy(se) and the section of ∂Ω between the boundary supernodes of se that
lie on ∂Ω. The points on the partner superedges of se will be on or outside this
region. Again we see that any line from a point on a partner superedge to a
point on se must intersect a superedge in Bndy(se) (rather than the section of
∂Ω) due to the location of the partner superedges and the convexity of Ω. Thus,
given a superedge se, a line from a point on se to a point on sf ∈ Ptnr(se)
must go through a point that lies on a superedge in Bndy(se). Thus, Equation
5.27 is the equivalent to Equation 5.28 below.

BDFse(x) = min
sf∈Bndy(se)

min
y∈S(sf)

‖x− y‖. (5.28)
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Using Equation 5.28 rather than Equation 5.27 means we have to check fewer
superedges when evaluating BDFse(x). The following theorem relates to our
node placement.

Theorem 72. Let G = (V,A) be a graph constructed over the scaffolding graph

of our general triangulation network (SNΩ, SEΩ) such that for any point x on

a superedge se ∈ SEΩ, there is a node v ∈ V on se such that ‖x − v‖ ≤
γ
2 BDFse(x). Then if a path p ∈ Γ passes through a superedge se at point p(s),
s ∈ [0, 1] and then through a superedge sf in Bndy(se) at a point p(t), t ∈ (s, 1]
then there will be nodes vs and vt such that,

‖vt − vs‖
‖p(t)− p(s)‖

≤ 1 + γ

.

Proof. As p(t) lies on an superedge in Bndy(se) we have ‖p(t) − p(s)‖ ≥
BDFse(p(s)) by the definition of the BDF function. Also as sf ∈ Bndy(se),
then se ∈ Lnkd(sf). Thus, we have ‖p(t) − p(s)‖ ≥ BDFsf (p(t)), again from
the fact the BDF function is defined as a minimization problem over the points
on linked superedges. Choose the nodes vs, vt ∈ V such that ‖p(s) − vs‖ ≤
γ
2 BDFse(p(s)) and ‖p(t)−vt‖ ≤ γ

2 .BDFse(p(t)). Then by the triangle inequality
we have,

‖vt − vs‖
‖p(t)− p(s)‖

≤ ‖vt − p(t)‖
‖p(t)− p(s)‖

+
‖p(t)− p(s)‖
‖p(t)− p(s)‖

+
‖vs − p(s)‖
‖p(t)− p(s)‖

≤1 +
‖vt − p(t)‖

BDFsf (p(t))
+
‖vs − p(s)‖

BDFse(p(s))

≤1 +
γ

2
+

γ

2
≤1 + γ.

Thus, if we can place our nodes such that they satisfy the conditions of
Theorem 72, then we will be able to satisfy Condition 1 of Definition 58. The
following results will be useful in placing our nodes. Firstly, let us define the
following function.

Definition 73. For a given superedge se = {si, sj} ∈ SEΩ and si ∈ se, the
function fse(t), for t ∈ [0, ‖sj − si‖], is the function BDFse(si + t sj−si

‖sj−si‖ ).
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The function fse(t) is simply the BDF for a specific superedge with the
points of se parameterized by arc length. Note that although the superedge se

is undirected, we have arbitrarily chosen one of its supernodes as the start point
for our function. Note that we will consistently choose the same supernode as
the start node of a given superedge. The following property of the derivative of
fse(t) will be important.

Theorem 74. The left and right derivatives of fse(·), at a point in [0, ‖sj−si‖)
or (0, ‖sj − si‖] for the right and left derivative, respectively, is in the range

[−1, 1].

Proof. For a t ∈ [0, ‖sj − si‖) let x = si + t sj−si
‖sj−si‖ and xh = x + h sj−si

‖sj−si‖ ,
h > 0 ∈ R. Now let y be a closest point on the boundary of se to x, i.e.
BDFse(x) = ‖x− y‖. Then

BDFse(xh) ≤ ‖y − xh‖

≤ ‖x− y‖+ ‖xh − x‖

≤ BDFse(x) + h,

where we have used the definition of BDF as a minimization on the first line
and the triangle inequality on the second line. Using the definition of the right
derivative,

f ′+se (t) = lim
h→0+

fse(t + h)− fse(t)
h

= lim
h→0+

BDFse(xh)−BDFse(x)
h

≤ lim
h→0+

BDFse(x) + h−BDFse(x)
h

≤ 1.

Similarly, let zh be a closest point on the boundary of se to xh, i.e. BDFse(xh) =
‖xh − zh‖. Then,

BDFse(x) ≤ ‖zh − x‖

≤ ‖zh − xh‖+ ‖xh − x‖

≤ BDFse(xh) + h.
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Where we have used the definition of BDF as a minimization on the first and
third lines and the triangle inequality on the second line. Again using the
definition of the right derivative,

f ′+se (t) = lim
h→0+

fse(t + h)− fse(t)
h

= lim
h→0+

BDFse(xh)−BDFse(x)
h

≥ lim
h→0+

BDFse(xh)− (BDFse(xh) + h)
h

≥ −1.

Thus, f ′+se (t) ∈ [−1, 1] for t ∈ [0, ‖sj − si‖). The proofs for the case of the
left derivatives are omitted as they are essentially identical.

Theorem 74 will be important in proving Theorems 76 and 77 below. We
use Theorems 76 and 77 to place nodes along a superedge. In particular, we
will call a point y on a superedge se covered if there is a node v ∈ V on se

such that ‖y − v‖ ≤ γ
2 BDFse(y) or ‖y − v‖ ≤ γ

2 BDFse(v) 1
1+ γ

2
, in which case

we say y is covered by v. We need to cover all points on every superedge to
satisfy Condition 1 of Definition 58. Before detailing the theorems, we make
the following definition to ease our discussion.

Definition 75. The function xse(t) for t ∈ [0, ‖sj − si‖] and superedge se =
{si, sj} ∈ SEΩ is defined by xse(t) = si + t sj−si

‖sj−si‖ .

Theorem 76. Given the value of fse(·) at point t1 ∈ [0, ‖sj − si‖] let µ ∈
[0,min(γ

2 fse(t1), ‖sj− si‖− t1)]. If we place a node at v = xse(t1 +µ), then the

point xse(t) will be covered by v for all t ∈ [t1, t1 + µ]. Similarly, if we place a

node at v = xse(t1 − µ) for µ ∈ [0,min(γ
2 fse(t1), t1)]], then the point xse(t) will

be covered by v for all t ∈ [t1 − µ, t1].

Proof. Let µ ∈ [0,min(γ
2 fse(t1), ‖sj − si‖ − t1)], v = xse(t1 + µ) and y ∈

{xse(t) : t ∈ [t1, t1 + µ]}
Now

γ

2
BDFse(y) =

γ

2
fse(t1 + ν) for some ν ∈ [0, µ]

≥ γ

2
fse(t1)−

γ

2
ν as f ′se(·) ≥ −1,
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using the mean value theorem. Thus,

γ

2
BDFse(y) ≥ µ− γ

2
ν as µ ≤ γ

2 fse(t1)

≥ µ− ν as γ < 1 and ν ≥ 0

= ‖y − v‖,

giving ‖y − v‖ ≤ γ
2 BDFse(y), i.e. the point y is covered by v. The proof for

v = xse(t1 − µ) is similar, so has been omitted.

Theorem 76 gives us a range of points on a superedge that can be covered
by placing a node a given distance away from a point t1 for which we have
calculated fse(t). The next theorem will give us a range of points covered when
we know the value of fse(·) at a node.

Theorem 77. Let there be a node at point v = xse(t1) for t1 ∈ [0, ‖sj−si‖]. Let

µ = γ
2 fse(t1) 1

1+ γ
2
. Then all points in {xse(t) : t ∈ [t1−µ, t1 +µ]∩ [0, ‖sj− si‖]}

will be covered by v.

Proof. Let y ∈ {xse(t) : t ∈ [t1 − µ, t1 + µ] ∩ [0, ‖sj − si‖]}. Then,

γ

2
BDFse(y) =

γ

2
fse(t1 + ν) for some ν ∈ [−µ, µ]

≥ γ

2
fse(t1)−

γ

2
|ν| as −1 ≤ f ′se(·) ≤ 1

= µ(1 +
γ

2
)− γ

2
|ν| by the definition of µ

= |ν|+ (1 +
γ

2
)(µ− |ν|)

≥ |ν| as (1 + γ
2 )(µ− |ν|) ≥ 0.

This gives γ
2 BDFse(y) ≥ ‖v − y‖ as |ν| = ‖v − y‖. Thus, the point y is

covered by v.

Utilising Theorems 76 and 77, we use the following procedure to produce
our node set V by placing nodes on the superedges in SEΩ.

Algorithm 21.

1. Place a node at a and b.

2. For each superedge se = {si, sj} ∈ SEΩ,

Let L← ‖sj − si‖.
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t← γ
2 fse(0).

3. If t < L, place a node at xse(t).

Else,

t← L− γ
2 fse(L),

If t > 0, place a node at xse(t).

Else place a node at xse(L
2 ).

Break.

4. µ1 ← γ
2 fse(t).

If fse(t) > fse(t + µ1), µ1 ← 1
1+ γ

2
µ1.

5. µ2 ← γ
2 fse(t + µ1).

If t + µ1 + µ2 < L,

t← t + µ1 + µ2.

Place a node at xse(t).

Goto 4.

6. Else,

If t + µ1 ≥ L, Break.

µ3 = γ
2 fse(L).

If t ≥ L− µ3, Break.

Place a node at xse(L− µ3). Break.

In Algorithm 21, for each edge we first calculate L, the length of the super-
edge se and t = γ

2 fse(0). Now, if we place a node at xse(u) for u ∈ [0, t], points
in the range [0, u] will be covered by that node by Theorem 76. We would like to
place a node at xse(t). However, if t ≥ L (that is, the superedge is short) then
the point would not be on the superedge or would correspond to the supernode
sj (we wish to avoid nodes on supernodes other than a and b as it makes the
concept of a node lying on a superedge ambiguous). Thus, if t ≥ L, we calculate
t = L− γ

2 fse(L). Again from Theorem 76, we know that all points in the range
[u, L] will be covered by a placing a node at xse(u) for u ∈ [t, L]. If t > 0 then
we place a node at xse(t). If t ≤ 0 then we can place a point anywhere on the
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superedge to cover the whole superedge. In this case we chose to put the node
at the midpoint xse(L

2 ). Note that in the last two cases, the fact we calculated
γ
2 fse(0) first guarantees that the points xse(u) for u ∈ [0, t] and u ∈ [0, L

2 ], re-
spectively, are also covered by the node. If γ

2 fse(0) ≥ L, we only need to place
one node on this superedge, so we can break and move onto the next superedge.

If we have not stopped, we enter the main node creation loop (Steps 4 and
5). In this loop, we first calculate fse(t) where t is node value parameter of the
last node placed. Note that by Theorem 77, the node at xse(t) will cover all
the points in [t, t + γ

2 fse(t) 1
1+ γ

2
]. However, if we know the value of fse(·) at a

point t + µ, with µ > γ
2 fse(t) 1

1+ γ
2

then it might be possible to cover a larger
range of points by the node at t using Theorem 76. Thus, we try the increment
µ1 = γ

2 fse(t) and calculate fse(t + µ1). Now if fse(t) > fse(t + µ1), the gamble
failed and we can only guarantee that the points in the range [t, γ

2 fse(t) 1
1+ γ

2
]

will be covered. In this case we scale µ1 down by the factor 1
1+ γ

2
giving µ1 =

γ
2 fse(t) 1

1+ γ
2
. We then recalculate fse(t + µ1). However, if fse(t) ≤ fse(t + µ1)

then by Theorem 76 if there is a node at t + µ1 − µ with µ ∈ [0, γ
2 fse(t + µ1)]

then all the points in [t + µ1 − µ, t + µ1] will be covered by that node. As
fse(t) ≤ fse(t + µ1), µ1 ∈ [0, γ

2 fse(t + µ1)]. Thus, choosing µ = µ1, we can
guarantee the points in the range [t, t + µ1] are covered by the node at t using
Theorem 76. Thus, by the end of Step 4, we have covered all the points from 0
up to t + µ1.

In Step 5, we calculate µ2 = γ
2 fse(t + µ1). We know all the points in the

range [t + µ1, t + µ1 + µ2] will be covered if we place a node at t + µ1 + µ2 by
Theorem 76. So if t + µ1 + µ2 < L, we place a node at this location and then
start the main node creation loop again (Step 4), ready to place the next node.
If t + µ1 + µ2 ≥ L, we are near the end of the superedge. We must implement
a different node placement strategy for the last node.

When we are near the end of the superedge, we know that all the points in
[t, t+µ1]∩ [0, L] are covered by the node at t, so if t+µ1 ≥ L then all the points
in [t, L] will be covered by this same node. In this case, we can break as we do
not need any more nodes on this superedge. If t + µ1 < L, then we calculate
fse(L) and µ3 = γ

2 fse(L). We know that if we place a node in [L − µ3, L],
then all points after the node will be covered by the node at tL by Theorem
76. Now if t ≥ L − µ3 then the node at t is already in this range, so we can
break. Otherwise, we place a node at tL = L − µ3. Now all the points in the
range [tL, L] will be covered by the node at tL by Theorem 76 as we know the
value of fse(L). We also know that the points in the range [t, t+µ1] are covered
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by the node at t. Now it may be the case that t + µ1 < tL. In this case, the
points in the range [t + µ1, tL] are covered by the node at tL by Theorem 76.
This is because if there is a node at t + µ1 + µ for µ ∈ [0, γ

2 fse(t + µ1)] = [0, µ2]
then all the points in [t + µ1, t + µ1 + µ] will be covered by that node. Now
tL−(t+µ1) ∈ [0, µ2] as at this point in the algorithm tL < L and t+µ1+µ2 ≥ L.
Thus if we choose µ = tL − (t + µ1) we can see that all the points in the range
[t + µ1, tL] will be covered by the node at tL by Theorem 76

Thus, after Algorithm 21 terminates, nodes will have been placed such that
all the points on every superedge have been covered. This node placement
strategy guarantees the Condition 1 of Definition 58 is satisfied for our general
triangulation networks. An example of node placement is given in Figure 5.13.

Condition 2 of Definition 58 is satisfied for our general triangulation networks
by the way we define our edges and construct out network path approximation,
as described earlier. Thus, we now define the regions Rv such the Condition 3 of
Definition 58 is satisfied. The regions Rv in our general triangulation network
will be defined in a slightly different manner to the regions in the cellular network
construction. In general the area internal to the boundary of se may no longer
contain every point on the straight line between a point on se and a point on
the boundary of se. This is because in the general triangulation network, the
boundary may not be convex. We thus make the following definition.

Definition 78. Let the region Rse for a superedge se = {si, sj} be defined as
Rse = {ν(λsi+(1−λ)sj)+(1−ν)(µsf+(1−µ)sg) : {sf, sg} ∈ Bndy(se), λ and µ, ν ∈
[0, 1] ⊂ R}.

The region Rse is simply the union of all points on all lines from a point on
the superedge se to a point on the boundary of se. This definition of Rse will
guarantee that Condition 3 of Definition 58 is satisfied. However, it does not
tell us much about the structure of the regions. To characterize the regions Rse,
we make the following definitions.

Definition 79. Let the region Tri({si, sj, sk}) for si, sj, sk ∈ SNΩ be the set
Tri({si, sj, sk}) = {νsi + (1− ν)(µsj + (1− µ)sk) : µ, ν ∈ [0, 1] ⊂ R}.

Definition 80. Let the adjacent triangles of a supernode si be the set AdjTri(si) =
{{si, sj, sk} : {si, sj}, {si, sk}, {sj, sk} ∈ SEΩ}.

Definition 81. The angle ∠(si, sj, sk) ≤ π for si, sj, sk ∈ R2 is the smaller of
the angles between the line from si to sj and the line from sj to sk measured
in radians.
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(b) The function f{si,sj}(t)

Figure 5.13: Figure 5.13(a) shows an example of how nodes are placed in our
general triangulation network. The nodes are shown as grey dots. The nodes on
the superedge {si, sj} have been highlighted in black and the set Bndy({si, sj})
is shown as the black line. The value of γ used was 0.2. Figure 5.13(b) is a
diagram of how the positions of the nodes on {si, sj} were calculated. The
function f{si,sj}(t) is plotted. The dots on the t-axis are the positions of the
nodes. The supernodes si and sj are at t = 0 and t = 0.1022, respectively. If
there is a point on the graph at f{si,sj}(t1) then we have used Theorem 76 to
guarantee that the points in the range [t1, tv] are covered, where tv is the next
node after t1. This is shown by a dashed line sloping downwards from the point
on the graph to the next node. Dashed lines sloping upward from a node to a
black dot not on the graph indicate that the range of points under the line is
covered by knowing the function value at the node using Theorem 77. Dashed
lines sloping upward that end at a point on the graph indicate the points under
the line are covered by knowing the function value at the point of the graph
at which the line ends using Theorem 76. Note that these lines originate at a
point on the t-axis slightly to the left of the node, not at the node itself. The
magnitude of the slope of the dashed lines is 2

γ = 10.
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Definition 82. For a superedge se ∈ SEΩ, define NonConf(se) = {{si, sp, sk} :
si ∈ se, {sp, sk} ∈ Bndy(se) ∩ Ptnr(se), sp ∈ PtnrNodes(se), {{si, sj, sp},
{sj, sp, sk}} ⊆ AdjTri(sj) and ∠(si, sp, sj) + ∠(sj, sp, sk) > π}. An edge is
non-conforming if NonConf(se) 6= ∅.

Although the definition of non-conforming looks unwieldy, the geometric
interpretation is simple. For a superedge se, if we can find two triangles sharing
a common superedge {sj, sp} such that sj ∈ se and sp is a partner supernode
to se, such that the sum of the angles of the triangles at sp is greater than π,
then the edge will be non-conforming. If a superedge se is non-conforming, then
not all lines from a point on se to a point on Bndy(se) will lie entirely within
the region enclosed by the boundary of se. An example of a non-conforming
superedge is shown in Figure 5.14. Using these definitions, the region Rse for
the superedge se = {si, sj} ∈ SEΩ will be,

Rse =
⋃

tri∈AdjTri(si)∪AdjTri(sj)∪NonConf(se)

Tri(tri).

That is, Rse is the union of all triangular regions around the superedge se with
any triangles in the set NonConf(se). Note that NonConf(se) may be empty.

We are now in a position to define the set Rv for v ∈ V required by Condition
3 of Definition 58. For a node v ∈ V \ {a, b}, the region Rv will be the region
Rse where v lies on se. The exception is the case in which Bndy(se) contains
the end node b. In this case, let the set of superedges in Bndy(se) that contain
b be SB, the region Rv for v on se is then Rv = Rse∪ (

⋃
sb∈SB Rsb). The region

for node a is Ra =
⋃

tri∈AdjTri(a) Tri(tri) ∪ (
⋃

sb∈SB Rsb) where SB is the set
of superedges in Bndy(a) that contain b be SB. Note in most cases SB = ∅ so
Ra =

⋃
tri∈AdjTri(a) Tri(tri). There is no region defined for b.

An example of using a general triangulation is shown in Figure 5.15 for the
function,

F3(x) = G.3,.3,.5(x) + 0.5(G1.3,.5,.4(x) + G.5,1.2,.4(x) + G1.2,1.2,.4(x)).

The start node is a = (0, 0) and the end node is b = (1.6, 1.6). The region Ω is
again the closed square with corners at a and b. The length constraint L̄ is 1.1
times the distance between a and b, that is, approximately 2.489 units.

The supernodes are placed on contour lines of the function to reduce V al(v) =
maxx∈Rv

(F (x)) −miny∈Rv
(F (y)) for v ∈ V \ {b}. The increment of the value

of F3 between contour lines in Figure 5.15 is 0.07356. Note that the maxi-
mum value of V al(v) for v ∈ V will be roughly three times the magnitude of
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si

se

sj

sksp

>π

Ω

Figure 5.14: The superedge se = {si, sj}, shown as the thin solid black line
in the above diagram, is non-conforming. The supernodes are black dots and
the superedges are dashed lines. The boundary of se is the solid bold line.
The supernodes si, sj, sp, sk are circled. The angle ∠(si, sp, sj) + ∠(sj, sp, sk)
is shown. This angle is greater than π, making se non-conforming. The set
NonConf(se) = {{si, sp, sk}}. The region Tri({si, sp, sk}) has been shaded.
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the difference between consecutive contour lines4 as the regions Rv are roughly
contained within three contour bands. For this example the rough estimate
is 0.2207. The calculated value of ∆G = maxv∈V V al(v) for the network is
0.2655. This is higher than the approximate value mentioned before as some
regions will extend slightly beyond three contour bands. We used Mathematica
to calculate ∆G by finding the maximum and minimum value of F (x) for each
region numerically. The supernode placement was done using code written in
Mathematica and the triangulation of the supernodes to obtain the superedges
was done using the Triangle program written by Shewchuk [54]. We exported
the edges between supernodes on the same contour line to make sure that these
were included in the triangulation.

The value of γ was chosen to be 0.08 and the nodes or the WCSPP network
were chosen using Algorithm 21. The node locations and edge costs were both
calculated using Mathematica. The edge costs were calculated using three point
Gaussian quadrature. These parameters gave a network G = (V,A) with |V | =
52, 534 and |A| = 6, 981, 268. The network G is a (γ, ∆)-approximation network
for any γ ≥ 0.08 and ∆ ≥ 0.2655.

We then exported our network to our WCSPP solver written in C++ detailed
in Chapter 3. The cost of the path found by the WCSPP solver using the relaxed
weight constraint L̄(1+ γ) was J∗G(L̄(1+ γ)) = 1.613. This gave a lower bound,
found using Equation 5.24, of 0.8327. The upper bound found using the weight
constraint L̄ was J∗G(L̄) = 1.734. This path had a length of 2.489 units.

While the example given in Figure 5.15 shows that a general triangulation
network can be used to produce a lower bound, the question of how to triangu-
late the region Ω effectively is an open question. Initial tests indicate that the
general triangulations based on contour plots were able to reduce ∆ effectively,
but had to increase γ to keep the number of nodes in check. Using flexible
triangulations also did not offer a dramatic improvement in the lower bound for
the functions tested. The most effective triangulation strategy is thus an area
for future research.

5.10 Conclusion

We have produced a network approximation method to the continuous length
constrained minimum cost path problem (C-LCMCPP) for which we can show

4In general, this would be four times because of the regions Rv near b, but as b is in corner

in our example the regions near b are truncated.
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Figure 5.15: An example of using a general triangulation network for the func-
tion F3(x). The superedges of the triangulation are overlaid on a contour plot of
F3. The nodes set V is not shown as the resolution of the plot is not high enough
to show them accurately. The edges in A are not shown to avoid cluttering the
diagram. The lighter regions have higher function values. The increment in the
function value between contour lines is constant. The path corresponding to the
upper bound found in the network G is shown as a solid white line. The path
corresponding to the relaxed weight constraint L̄(1 + γ) is shown as the dashed
white line.
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the network approximation converges to the continuous solution as the net-
work is enlarged in an appropriate manner. First we motivated the problem
by showing a common network construction technique does not converge to the
continuous optimum for and arbitrary instance of the C-LCMCPP. We then
defined (δ, ε, κ)-approximation networks and showed that for such a network, a
lower bound can be calculated. We then defined a κ-regular network construc-
tion which can produce a string of (δ, ε, κ)-approximation networks such that
the lower bound converges to the continuous optimum.

Having shown the theory, we then create a specific example of a κ-regular
network construction which we dubbed a cellular network construction and
tested it computationally. We were able to calculate lower bounds that came
within 19.5% of the best upper bound. We also found that the cellular net-
works produced upper bounds that converged rapidly and which corresponded
to paths that were smoother and had lower objective function values than the
corresponding upper bounds and paths produced by grid networks.

We also extend the theory to allow lower bounds to be calculated on networks
based on general triangulations. We did this by defining (γ, ∆)-approximation
networks which relax some of the restrictions of the (δ, ε, κ)-approximation net-
works. We also provided an example of using a general triangulation in practice.
In future, we wish to improve the lower bounds further by further investigating
general triangulation networks. It remains an open questions as to what tri-
angulation of space leads to the most efficient use of nodes and edges. There
is considerable scope to optimize and automate the supernode placement. The
on-the-fly edge creation strategy used to extend the size of the cellular networks
that could be handled could also be applied to general triangulation networks.

Currently, we only consider convex regions Ω as the domain for paths. We
may wish to extend this to non-convex domains in the future. A relatively
straight forward and useful case would be considering an arbitrary, possibly con-
cave, polygonal boundary. The cellular network concept might also be applied
to higher-dimensional spaces. One could imagine the cells becoming interlocking
polytopes with nodes placed on the facets of these polytopes.

We may also look at restricting the underlying function to be a triangulated
surface to simplify calculations, given that this is the way many surfaces in
practical situations are represented. We also wish to explore the potential of
iteratively eliminating regions of space using lower bounds which would allow
better lower bounds to be obtained. Finally, the theory may also be extended
to handle risk functions that are not Hölder continuous, e.g. those that have
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integrable singularities.
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Chapter 6

Conclusion

This thesis is the culmination of a project sponsored by the Defence Science and
Technology Organisation (DSTO) on exploring the ways in which the utilization
of mathematics, in particular operations research, could be useful in counter-
acting the maritime mine threat. Sea mines pose a significant threat to naval
forces due to their low cost and high potential for damage. In the near future,
the use of new intelligence, surveillance and reconnaissance (ISR) technologies
such as unmanned underwater vehicles, improved sonar and aerial surveillance
is predicted to allow much more detailed knowledge of minefields. These new
systems will bring a wealth of new information that must be processed by de-
cision makers. Operations research is uniquely poised to offer tools to decision
makers to transform this new information into effective actions. We hope this
thesis has demonstrated the benefits of applying operations research techniques
to problems involving minefield transit.

The main operations research tool we used to solve our minefield transit
problems was the network Weight Constrained Shortest Path Problem (WC-
SPP). The usefulness of the WCSPP come from the fact that in minefield tran-
sit problems, we usually want to find a path that minimizes a quantity such as
risk or length, while constraining the value of another quantity, such as length
or the number of allowed clearances. Often unconstrained paths are insufficient
because it is the factor modelled by the constraint that is forcing the transit
through the minefield.

The WCSPP is NP-hard, so the ability to successfully solve large instances
of the WCSPP derived from practical real world problems is in part due to the
increasing sophistication of solution algorithms. We have contributed to this
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steady march of algorithmic improvement by extending the current state-of-the-
art algorithm for the WCSPP by integrating the preprocessing and Lagrangean
relaxation stage more closely. In particular, we optimize the Lagrangean dual
problem for each edge in the network simultaneously while eliminating infea-
sible nodes and edges from the network. We called this the Aggressive Edge
Elimination (AEE) algorithm. Though this scheme sounds computationally in-
feasible, we were able to show that it was not only achievable, but resulted in
huge reductions in the network size for the problems tested and ultimately led
to more success in finding the optimal solution in the enumeration stage. The
AEE algorithm was rigorously tested on a large number and variety of problems.

We also experimented with using Lagrangean information attained in pre-
processing to speed up the enumeration stage of the WCSPP algorithm. We
used multiple Lagrange multipliers to prune searches in the enumeration as op-
posed to just a single Lagrange multiplier as used by Carlyle and Wood [10]. In
this case, the improvement was less pronounced than the improvement gained by
the AEE algorithm. However, we were able to show that our algorithm resulted
in fewer intractable instances while still maintaining an average performance
slightly better than its peers.

We next considered models of the mine threat that give each Mine Or Mine-
Like Object (MOMLO) a circular danger zone. Each MOMLO could either be
a mine or Non-Mine Mine-like Bottom Object (NOMBO). We then considered
various scenarios for mine field transit. These were: finding the minimum length
path avoiding all danger zones; finding the minimum cost path when clearing
mines at some non-negative cost is allowed (also allowing the number of clear-
ances to be limited) and; finding the minimum risk, length-constrained path
when the probability that each MOMLO is a mine is known a priori. Note that
this is the first time, to our knowledge, that these problems (besides finding
the minimum length path) have been considered. All these models were unified
under the same framework by describing a General Disk Graph Construction
Algorithm. Given the correct inputs, this algorithm will produce a graph and
set of weighting vectors for each edge appropriate to the given problem. The
solution of the appropriate network shortest path problem in the resulting net-
work (either the unconstrained shortest path problem or the WCSPP) gives a
solution to the minefield transit problem.

We also consider Random Disambiguation Paths (RDPs) in the danger zone
model chapter. RDPs model the situation in which we can determine the iden-
tity of a MOMLO, that is whether it is a mine or NOMBO, at the boundary
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of the MOMLO’s danger region. The probability of the outcomes for each
MOMLO are known a priori. The aim is to determine the strategy, that is the
points at which to disambiguate and the path to take given the result of the
disambiguations, with the minimum expected length. We detailed our method
of evaluating the expected length for one fixed disambiguation. This involved
appending new start or end nodes to the shortest path tree. The advantage of
this method is that as multiple disambiguation locations are usually tested in
the course of optimization, much of the work in finding the shortest paths to
and from possible disambiguation points can be recycled. Details of the exact
schemes used by others, to our knowledge, cannot be found in the literature,
so we are uncertain if these shortcuts have been employed before. We use our
method to test various methods of optimising the optimal disambiguation lo-
cation for the one mine problem. We also show that it is feasible to find a
very good numerical approximation to the optimal disambiguation location in
the one mine case. Solving the one disambiguation numerically has not been
done before. This also allowed us to compare the approximation method tried
previously to the exact solution.

Finally we consider a model in which we define a point-wise risk function
over the space and wish to find a path that minimizes the line integral of the
risk while obeying a limit on the length of the path. We call this the Euclidean
Length Constrained Minimum Cost Path Problem (C-LCMCPP). We show that
for the C-LCMCPP we can construct a network approximation scheme such that
the cost of the path found in the approximation network using the WCSPP will
converge to the value of the true optimal solution as the network is made finer.
We do this by showing that as our network is made finer, by the appropriate
network parameters tending to infinity, the lower bound and upper bound con-
verge to the true continuous optimal solution. We present a general proof that
is valid for any network construction algorithm that meets the criteria of the
theorem. This is the first result which we are aware of showing the convergence
of a network solution to a constrained shortest path problem. The method also
allows the calculation of a lower bound for finite values of the network parame-
ters. This lower bound allows us to determine how far the best feasible solution
found for the problem is from the true optimal solution.

We also provide a specific example of a network construction algorithm,
which we call a cellular network, and show in detail how it meets the criteria of
the theorem. We also do extensive numerical experiments on this network calcu-
lating the lower and upper bounds for various values of the network parameters,
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showing how quickly the lower and upper bounds converge in practice. The cel-
lular network was also shown to produce more aesthetically pleasing paths than
a grid network as well as providing better upper bounds for the same network
size.

We also generalized this theory to show that a broader class of network con-
struction algorithms converge to the true optimal solution. We showed that the
approximation networks produced by these network constructions are also able
to produce a lower bound on the C-LCMCPP. We provided a concrete example
of a class of approximation networks that are based on general triangulations
rather than the strict equilateral triangulation of the cellular network. These
networks have the potential to produce better lower bounds than cellular net-
works. However, work on finding good general triangulation strategies is an
avenue for future research. We also provided a numerical example of a general
triangulation network based on the contour lines of the risk function.

In conclusion, we hope that this thesis provides some useful tools to MCM
and naval planners/commanders. We also hope that the discussion of the mine
threat from a mathematical, and particularly an operations research, standpoint
has improved the understanding of the mine threat overall.
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Appendix A

Proof of Visibilty Graph

Theorem

Theorem 83. An optimal path p∗ : [0, 1] 7→ R2 from a point in A to a point in

B through a set of open disk obstacles has the following traits:

1. The path is straight at any point on the path p∗(s) for s ∈ (0, 1) for which

an open neighbourhood of the point can be found that does not intersect

an obstacle.

2. If the path intersects a boundary, then the path must first intersect the

boundary of an object and leave the boundary of an object at a tangent

to the boundary.

3. The path may include sections of the boundary.

Proof. Proof of 1. Let p∗(s) with s ∈ (0, 1) be a point on the path p∗ that has
an open neighbourhood. Let B be an open ball contained in this neighbourhood
with radius less than max(‖p∗(s) − p∗(0)‖, ‖p∗(s) − p∗(1)‖). Assume the path
is not straight at p∗(s). Then the curvature of path p∗ at p∗(s) is non-zero
or undefined. Choose s− < s, s+ > s ∈ [0, 1] such that p∗(s−), p∗(s+) ∈ ∂B.
Create a new path p† by short cutting the section of path p∗ from p∗(s−) to
p∗(s+) with a straight line. This new path is feasible because the new section is
within an open ball that does not intersect an obstacle. This new path is shorter
than p∗ because the straight line replaces segment of p∗ that had a point of non-
zero curvature and hence must be shorter. This contradicts the optimality of
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p∗ and thus the path must be straight at any point on the path which has a
neighbourhood that does not intersect on obstacle.

Proof of 2. Let s ∈ (0, 1] have the property that p∗(s) ∈ ∂Oi but p∗(s− ε) /∈
∂Oi for ε > 0 sufficiently small. Assume that there exists an open ball B
of sufficiently small radius rl > 0 around p∗(s) such that Oj ∩ B = ∅ for all
j ∈ {1, . . . , N} with i 6= j (we will consider the case in which multiple objects
are in the neighbourhood separately). Let n̂ be the outward normal to ∂Oi and
t̂ be a tangent vector to ∂Oi at point p∗(s), (note the t̂ will point in the opposite
direction to the direction of flow of path p∗).

The vectors n̂ and t̂ define a new coordinate system in B. For x ∈ B ⊂ R2,
let x = p∗(s) + µxn̂ + νxt̂. We can divide B into four quadrants. Quadrant 1 is
Q1 = {x ∈ B : µx ≥ 0, νx ≥ 0}, quadrant 2 is Q2 = {x ∈ B : µx ≥ 0, νx < 0},
quadrant 3 is Q3 = {x ∈ B : µx < 0, νx ≤ 0} and quadrant 4 is Q4 = {x ∈ B :
µx < 0, νx > 0}. Quadrants 1 and 2 contain no obstacles so any path through
them will be straight by Part 1.

Assume, w.l.o.g, that p∗(s− ε) is in quadrant 1 for all ε ∈ [0, li) where li > 0
is chosen such that li = supt∈[0,1]{t : p∗(s− ε) ∈ B∀ε ∈ [0, t)}. Also assume that
the incoming path is not parallel to the tangent vector, i.e. p∗′(s − ε) 6= kt̂ for
any k ∈ R and ε ∈ (0, li). Note that p∗(s − ε) cannot be in quadrant 3 or 4
because then p∗ would either intersect the obstacle making the path infeasible
or intersect the object boundary before p∗(s) contradicting our assumption that
p∗(s) is locally the first point of intersection. Let α ∈ (0, π

2 ] be the angle between
the vectors t̂ and −p∗′(s− li/2).

Let lo = inft∈[0,1]{t : p∗(s + ε) ∈ B∀ε ∈ [0, t)}. If the outgoing path p∗(s +
ε) for ε ∈ [0, lo) is in quadrant 1 or 2, then it must be straight by Part 1.
Furthermore, as we are assuming that the incoming path is not tangent to ∂Oi,
the angle between p∗′(s − li/2) and p∗′(s + lo/2) will not be zero and thus we
have a cusp. We could then make p∗ shorter by shortcutting the section of p∗

between p∗(s − li/2) and p∗(s + lo/2) with a straight line, contradicting the
optimality of p∗.

For ε > 0 sufficiently small, if the path p∗(s + ε) is in quadrants 3 or 4, then
p∗(s + ε) ∈ ∂Oi. We also know that the tangent to the boundary is continuous.
Thus for any Θ > 0 we can find a ρ > 0 such that whenever ‖p∗(s) − q‖ < ρ

for q ∈ ∂Oi the tangent line to the boundary at point q makes an acute angle θ

with the tangent line at point p∗(s) with θ < Θ.
Now choose Θ to be α and obtain a corresponding value of ρ. Then a

tangent to the boundary at point q that satisfies ‖p∗(s)− q‖ < ρ will intersect
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the incoming path p∗ at a distance of less than rt = ‖q − p∗(s)‖ sin(θ)
sin(α+θ) if q is

in quadrant 4 or rt = ‖q − p∗(s)‖ sin(θ)
sin(α−θ) if q is in quadrant 3. These relations

are derived by using the sine rule on the triangle form between the points p∗(s),
q and the point of intersection between the tangent of q and the incoming path
p∗.

Now choosing a sufficiently close q gives an rt and ‖p∗(s)− q‖ less than the
radius of B, guaranteeing that rt, ‖p∗(s) − q‖ < rl. Thus, the tangent from q

to the incoming path is a short-cut path which exists if the incoming path does
not intersect at a tangent to the obstacle, contradicting the optimality of p∗.

Now if more than one obstacle intersects all neighbourhoods of point p∗(s)
then there are a few cases that need consideration. It the point p(s) is at a point
at which many objects share a common point of tangency, but all the objects
lie to one side of the tangent line, then the argument is essentially the same as
above. If p(s) is at a point at which many objects share a common point of
tangency, but there are objects on either side of the tangent line, then the only
path of approach in free space that does not intersect an object will necessarily
be at a tangent to the boundary.

Lastly we consider the case in which we have a point of intersection of at least
two object boundaries where at least two of the objects do not share a common
tangent. In this case, an optimal path will never go through this point. To show
this, assume that p∗(s) is such a point on the optimal path. Let t̂1 and t̂2 be
vectors tangent to each obstacle at p∗(s) such that p∗(s) + t̂iµ ∈ Oc for µ > 0
sufficiently small and i ∈ {1, 2}. Clearly, the angle between t̂1 and t̂2 is less
than π radians as the objects do not share a common tangent. Using a similar
argument used earlier, if the incoming and outgoing paths are both straight
then we would be able to find a short cut path. Similarly, if the outgoing path
ran along an object boundary, using similar logic to that used above, a short
cut path would exist in this case too. Thus, it is clear that a point at the
intersection of at least two object boundaries where at least two of the objects
do not share a common tangent will not be part of a shortest path.

Similar arguments hold stating that the path must leave an obstacle bound-
ary at a tangent. Thus, the optimal path must enter and leave obstacle bound-
aries at a tangent to the boundary.

Proof of 3. Assume we have a section of the path p∗ such that p∗(t) ∈ ∂Oi

for t ∈ [t1, t2] ⊂ [0, 1] and i ∈ {1, . . . , N}. As we cannot find an argument that
eliminates these kind of sections of the path from consideration, we must include
them as possible sections of our shortest path.
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Corollary 84. All shortest Euclidean length paths from a point in a finite

set A to a point in a finite set B through a set of disk obstacles are found

in the visibility graph over that set of obstacles and start and end node sets.

Furthermore, any path not in the visibility graph must be sub-optimal.

Proof. Let the set of all paths contained the in visibility graph be PV G and the
set all shortest Euclidean length paths from a point in A to a point in B be PEu∗ .
Then by the definition of the visibility graph and Theorem 83, PEu∗ ⊂ PV G.
Thus, all Euclidean length shortest paths must be in the visibility graph. Also
let (PV G)c be all path from a point in A to a point in B that are not in the
visibility graph. Then it is clear that (PV G)c ∩ PEu∗ = ∅. Thus, any path
that in not in the visibility graph will not have shortest Euclidean length so is
sub-optimal.
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Appendix B

Proof of Continuity of J∗(L)

Theorem 85. Let J∗(L) with L ∈ [Lmin,∞) be the optimal objective function

value of the instance I = (Ω, F, L, a, b) of the C-LCMCPP where Lmin = ||b−a||
is the minimum distance from the start to end points. Then J∗(L) is continuous

on L ∈ (Lmin,∞) and right continuous at L = Lmin if the underlying function

F is Hölder continuous and the region Ω is convex.

Proof. We will break the proof up into continuity from above and continuity
from below.

1. Continuity from below.
Let p∗L ∈ Γ be an optimal path for instance I = (Ω, F, L, a, b) of the C-

LCMCPP. For L > Lmin we know that, as the path does not have minimal
Euclidean length, there must be at least one point p∗L(c), c ∈ [0, 1) at which the
curvature is non-zero or undefined as a path with zero curvature along its entire
length must have minimal Euclidean length. For any radius r ≤ min(||p∗L(c) −
a||, ||p∗L(c) − b||), find the largest i1 and smallest i2 with 0 ≤ i1 < c < i2 ≤ 1
such that ||p∗L(i1)− p∗L(c)|| = ||p∗L(i2)− p∗L(c)|| = r. By the convexity of the set
Ω, the segment p∗L(i1) to p∗L(i2) also lies in Ω.

Let L12 be the Euclidean length of the part of the path p∗L between p∗L(i1) and
p∗L(i2). We know L12 > ||p∗L(i1) − p∗L(i2)|| as the part of the path p∗L between
p∗L(i1) and p∗L(i2) contains a point of non-zero curvature p∗L(c) so it must be
longer than the straight line joining its two end-points. We also know that this
section of the path must lie entirely within the circle of radius r centered at
p∗L(c).
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We create a new path psc which shortcuts the section of path p∗L between
p∗L(i1) and p∗L(i2) as follows,

psc(s) =


p∗L(s) s ∈ [0, i1],
s−i1
i2−i1

p∗L(i2) + (1− s−i1
i2−i1

)p∗L(ii) s ∈ (i1, i2),
p∗L(s) s ∈ [i2, 1]].

Letting M↑(p∗L(c), r) and M↓(p∗L(c), r) be the highest and lowest values re-
spectively of the function F on the disk of radius r centered at p∗L(c) we get,

∆J = J [psc]− J [p∗L]

≤M↑(p∗L(c), r)||p∗L(i1)− p∗L(i2)|| −M↓(p∗L(c), r)L12

≤ 2r(M↑(p∗L(c), r)−M↓(p∗L(c), r)) as L12 > 2r & ‖p∗L(i1)− p∗L(i2)| < 2r

≤ 2r∆(p∗L(c), r) where ∆(p∗L(c), r) = M↑(p∗L(c), r)−M↓(p∗L(c), r).

Note that ∆(p∗L(c), r) is the maximum difference in the value of F on the
disk of radius r centered at p∗L(c). We know from the Hölder condition that
∆(p∗L(c), r) ≤ K(2r)σ for some fixed positive constant K and 0 < σ ≤ 1. This
gives

∆J ≤ 2rK(2r)σ

≤ 2K(2r)1+σ.

For any α > 0, choose r such that 2K(2r)1+σ < α. For this r, let β =
L12−‖p1−p2‖ > 0. As J∗(L) is monotonically decreasing this means for α > 0
we can find β > 0 such that J∗(L1) − J∗(L) < α whenever L1 ∈ (L − β, L].
Thus, J∗(L) is left continuous for L ∈ (Lmin,∞).

2. Continuity from above.
To show continuity from above, consider the C-LCMCPP instance I2 =

(Ω, F, L + β, a, b) for L ∈ [Lmin,∞), β > 0 and a corresponding optimal path
p∗L+β .

2.a. Eu[p∗L+β ] ≤ L.
If Eu[p∗L+β ] ≤ L, then p∗L+β is a feasible solution to the instance (Ω, F, L +

ν, a, b) for ν ∈ [Eu[p∗L+β ]−L, β], so J [p∗L+β ] ≥ J∗(L+ν). But J∗(L+ν) ≥ J∗(L+
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β) = J [p∗L+β ] as J∗(L) is monotonically decreasing so J∗(L + ν) = J [p∗L+β ] for
ν ∈ [Eu[p∗L+β ]− L, β]. In this case, for any α > 0 we can find β > 0 such that
J∗(L)− J∗(L1) = 0 < α whenever L1 ∈ (L,L + β], so J∗(L) is right continuous
at L for L ∈ [Lmin,∞).

2.b. Eu[p∗L+β ] > L.
Assume Eu[p∗L+β ] > L. We wish to shorten p∗L+β to one of length L while

bounding the increase in the objective function value. Let Eu[p∗L+β ] = Lβ ≤
L+β. Let S1, S2, S3, . . . be a convergent series of approximations to the Riemann
integral for the length of p∗L+β , with Sn corresponding to an n segment piece-
wise linear curve from a to b. Then there exists some integer M > 0 for which
Sn > L for all n ≥ M as L < Lβ and the series converges to Lβ . Let lM be
the piece-wise linear curve that corresponds to SM , M being the number of
segments of the curve. Also note that S1 = ‖b− a‖ ≤ L as it corresponds to a
one segment approximation to p∗L+β .

We shorten lM to a piece-wise linear curve of length L by consecutively
removing intermediate vertices and short-cutting the removed vertex until re-
moving the next vertex would result in a curve of length less than or equal to
L. For this vertex, if we remove it and have a curve of length L we are done,
otherwise, if we slide the vertex along the curve from its original position to one
of its adjacent vertices, the length of the resulting curve will continuously vary
from a value above L to one below L. Thus, by continuity, there must be some
place for the vertex in between which makes the length of the curve L. This
will give us a piecewise linear curve l of length L with the end points on the line
segments on p∗L+β .

Let the number of line segments of l be Q and let 0 = t1 < t2 < . . . <

tQ−1 < tQ = 1 be such that the end points of the linear segments of l are at
p∗L+β(tk) for k ∈ {0, . . . , Q}. Let lk = ‖p∗L+β(tk) − p∗L+β(tk−1)‖ and lk + bk be
the length of the curve p∗L+β between the points p∗L+β(tk−1) and p∗L+β(tk) for
k ∈ {1, . . . , Q}.

We will re-parameterize the curve p∗L+β such that for p∗L+β(t) with t ∈
[tk−1, tk] the distance along the curve from p∗L+β(tk−1) to p∗L+β(t) is t−tk−1

tk−tk−1
(lk+

bk) for k ∈ {1, . . . , Q}. We can then bound the distance between a point a frac-
tion τ along the straight line from p∗L+β(tk−1) to p∗L+β(tk) from a point a fraction
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τ along the section of p∗L+β between p∗L+β(tk−1) and p∗L+β(tk) as follows,

‖
(
(1− τ)p∗L+β(tk−1) + τp∗L+β(tk)

)
−
(
p∗L+β((1− τ)tk−1 + τtk)

)
‖

≤
√

τ(1− τ)bk(2lk + bk)

≤ 1
2

√
bk(2lk + bk), (B.1)

for τ ∈ [0, 1] and k ∈ {1, . . . , Q}. The maximum value of this upper bound
distance occurs when τ = 1

2 . Considering the line integral of F along the path
l we get,

J [l] =
Q∑

k=1

lim
N→∞

N∑
n=1

F (xk
n)

lk
N

xk
n = (1− n

N
)p∗L+β(tk−1) +

n

N
p∗L+β(tk)

≤
Q∑

k=1

lim
N→∞

N∑
n=1

(
F (yk

n) + |F (xk
n)− F (yk

n)|
) lk

N

(B.2)

where yk
n = p∗L+β

(
(1− n

N )tk−1 + n
N tk

)
. Thus,

J [l] ≤
Q∑

k=1

lim
N→∞

N∑
n=1

(
F (yk

n) + K‖xk
n − yk

n‖σ
) lk

N
using Hölder condition

≤
Q∑

k=1

lim
N→∞

N∑
n=1

(
F (yk

n)
lk
N

+ K

(
1
2

√
bk(2lk + bk)

)σ
lk
N

)
using (B.1)

≤
Q∑

k=1

(
lim

N→∞

N∑
n=1

F (yk
n)

lk + bk

N
+ lim

N→∞

N∑
n=1

K

2σ
(
√

bk(2lk + bk))σ lk
N

)

= J [p∗L+β ] + K2

Q∑
k=1

b
σ
2
k (2lk + bk)

σ
2 lk where K2 = K

2σ .

(B.3)

We wish to place an upper bound on
∑Q

k=1 b
σ
2
k (2lk + bk)

σ
2 lk in terms of∑Q

k=1 bk = β and
∑Q

k=1 lk = L. Consider the case given below in which we
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consider two of the terms in the sum, where la + lb = Λ and ba + bb = B,

Eab = b
σ
2
a (2la + ba)

σ
2 la + b

σ
2
b (2lb + bb)

σ
2 lb

= b
σ
2
a (2la + ba)

σ
2 la + (B − ba)

σ
2 (2(Λ− la) + (B − ba))

σ
2 (Λ− la)

= B
σ
2 (2Λ + B)

σ
2 Λ((

ba

B

2la + ba

2Λ + B
)

σ
2

la
Λ

+ (1− ba

B
)

σ
2 (1− 2la + ba

2Λ + B
)

σ
2 (1− la

Λ
))

≤ B
σ
2 (2Λ + B)

σ
2 Λ((

ba

B
)

σ
2

la
Λ

+ (1− ba

B
)

σ
2 (1− la

Λ
))

Eab ≤ B
σ
2 (2Λ + B)

σ
2 Λ(µ

σ
2 ν + (1− µ)

σ
2 (1− ν)) with µ = ba

B and ν = la
Λ

Eab ≤ B
σ
2 (2Λ + B)

σ
2 Λ max

ν∈[0,1],µ∈[0,1]
G(ν, µ),

(B.4)

where G(ν, µ) = µ
σ
2 ν + (1− µ)

σ
2 (1− ν).

To maximize G(ν, µ), we first check the boundary set of [0, 1]× [0, 1]. If we
take ν = 1, the function becomes µ

σ
2 which is maximized when µ = 1 giving

G = 1. Similarly, maximising for ν = 0, µ = 0 and µ = 1 gives maxima of
G(ν, µ) = 1 when (ν, µ) = (0, 0) or (1, 1). On the interior of [0, 1] × [0, 1], a
maxima must correspond to a critical point. Finding the partial derivatives
gives

(0, 0) =
(

∂G

∂ν
,
∂G

∂µ

)
(0, 0) =

(
µ

σ
2 − (1− µ)

σ
2 ,

σ

2
µ

σ
2−1ν − σ

2
(1− µ)

σ
2−1(1− ν)

)
(0, 0) =

(
µ− (1− µ), µ

σ
2−1ν − (1− µ)

σ
2−1(1− ν)

)
(µ, 0) =

(
1
2
, (

1
2
)

σ
2−1ν − (1− 1

2
)

σ
2−1(1− ν)

)
(µ, ν) =

(
1
2
,
1
2

)
.

Thus, the only critical point in [0, 1]×[0, 1] is at (ν, µ) = ( 1
2 , 1

2 ) and G( 1
2 , 1

2 )) =
( 1
2 )

σ
2 < 1. Thus, maxν∈[0,1],µ∈[0,1] G(ν, µ) = 1. Hence from inequality (B.4) we

have,

Eab ≤ B
σ
2 (2Λ + B)

σ
2 Λ

b
σ
2
a (2la + ba)

σ
2 la + b

σ
2
b (2lb + bb)

σ
2 lb ≤ (ba + bb)

σ
2 (2(la + lb) + (ba + bb))

σ
2 (la + lb).
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Using the above result iteratively, it is clear that

Q∑
k=1

b
σ
2
k (2lk + bk)

σ
2 lk ≤

(
Q∑

k=1

bk

)σ
2
(

2

(
Q∑

k=1

lk

)
+

(
Q∑

k=1

bk

))σ
2
(

Q∑
k=1

lk

)
,

≤ β
σ
2 (2L + β)

σ
2 L.

Thus, combining the above result with inequality (B.2) we get,

J [l] ≤ J∗(L + β) + K2β
σ
2 (2L + β)

σ
2 L

J∗(L) ≤ J∗(L + β) + K2β
σ
2 (2L + β)

σ
2 L as J∗(L) ≤ J [l]

J∗(L)− J∗(L + β) ≤ K2β
σ
2 (2L + β)

σ
2 L.

For any α > 0 we can find β > 0 satisfying K2β
σ
2 (2L + β)

σ
2 L < α. Thus,

for any α > 0,we can choose β > 0 such that for L2 ∈ (L,L + β] we get
J∗(L)− J∗(L2) < α. Thus, J∗(L) is right continuous for all L ∈ [Lmin,∞).

Combining the results for continuity from below and above, J∗(L) is contin-
uous for L ∈ (Lmin,∞) right continuous at L = Lmin.
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