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by David K. Sewell

A recurring theme in the cognitive development literature is the notion that people re-

structure their task knowledge as they develop increasingly sophisticated strategies. A

large body of empirical literature spanning several domains suggests that in some cases,

the process of knowledge restructuring is best characterized by a process of sequentially

replacing old strategies with newer ones. In other cases, restructuring appears to be bet-

ter characterized as a process involving changes in the way partial knowledge elements

are selectively applied to a task. Critically, the former, but not the latter position, sug-

gests that it may be quite difficult for people to revert to using an old strategy after

restructuring has already occurred. The three experiments reported herein suggest that

knowledge restructuring observed in experimental settings is aptly characterized by a

process of strategy retention. Specifically, people are shown to readily revert to using an

old categorization strategy even after demonstrably having restructured their knowledge,

suggesting that knowledge is best conceptualized as having a heterogeneous structure.

Formal modeling further supports this interpretation of the empirical results, and high-

lights the important role of selective attention in determining the manifest response

strategy. The implications of these findings are discussed in terms of an overarching

mixture-of-experts framework of knowledge representation.
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Chapter 1

What is Learned During

Learning?

The early stages of performance on any task typically highlight the woeful inadequacy

of one’s initial state of knowledge. When commencing a novel task, one has little choice

but to initially respond by guessing. With experience though, performance becomes

increasingly sophisticated and systematic. The sophistication afforded by this experi-

ence is sharply brought into focus when contrasting expert and novice performance on a

common task. For example, whereas chess experts are able to reconstruct entire board

positions after having only five seconds to view a configuration of game pieces, novices

are typically only able to recall the positions of only four or five pieces (Chase & Simon,

1973b). The extraordinary performance of experts within their domain of expertise is

supported by an immense body of relevant knowledge (e.g., Chase & Simon, 1973a),

which is acquired over an extensive period of focused learning (Ericsson, 1996). The

mere existence of expert performance therefore raises an important question: What ex-

actly is learned during learning?

1



Chapter 1. What is Learned During Learning? 2

One answer is that we learn to structure our knowledge of a task in a manner that

is appropriate to our goals within the task (Ericsson & Lehmann, 1996; Love, 2005;

Markman & Ross, 2003; Simon, 1996; Solomon, Medin, & Lynch, 1999). Thus, there is

an intrinsic relationship between performance, the task environment, and the way our

knowledge of the task is structured. To illustrate, Simon (1990) offers an illuminating

metaphor: Performance is shaped by a scissor’s blades. One blade corresponds to the

structure of the environment; the other corresponds to the structure of one’s task knowl-

edge. It follows that skilled performance arises when one structures their task knowledge

so as to maximally exploit the structure of the task environment with respect to one’s

goal.

Consistent with Simon’s (1990) metaphor, there is some evidence to suggest that the

structure of expert knowledge is tailored to their particular specialization within their

domain of expertise. For example, tree experts structure their knowledge about tree

categories differently depending on their specialization: Aesthetic factors figure promi-

nently in landscapers’ knowledge, but are ignored by taxonomists (Medin, Lynch, Coley,

& Atran, 1997). Thus, when asked to sort a group of tree specimens on the basis of sim-

ilarity, taxonomists tended to cluster them according to their scientific taxonomic cate-

gories (i.e., according to how different tree varieties are related biologically). In contrast,

landscapers generated utilitarian clusters that cut across taxonomic category boundaries,

but highlighted the functionality of different tree varieties. For example, although Nor-

way maple and green ash belong to different scientific orders, landscapers might assign

them to a common cluster on the grounds that they are both low-maintenance trees that

are resistant to disease, making them ideal to plant along sidewalks.
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The tight relationship between the structure of one’s knowledge and their goals is not

restricted to expert knowledge though. Barsalou’s (1983, 1985, 1991) work on ad hoc

categories, which are categories that are created on the fly, in the service of novel goals

(e.g., Ways to avoid being killed by the Mafia) demonstrated that even non-experts can

generate highly structured representations of concepts that are by definition, unlikely

to be explicitly stored in memory, due to lack of opportunities for learning. Barsalou

(1985) demonstrated that ad hoc categories possess many of the same structural fea-

tures associated with common categories people explicitly learn (e.g., fruit), including

similarity and typicality gradients. For example, concerning the ad hoc category of ways

to avoid being killed by the Mafia, people consider changing one’s identity to be a better

example of a category member than having a garage sale (Barsalou, 1983). That a novel,

heretofore unlearned concept possesses the same structural features as others that are

explicitly learned strongly suggests that goals play a key role as determinants of the

structure of task knowledge.

1.1 Thesis Overview

Given the typical stability of the environment in the vast majority of task domains, many

authors have invoked the concept of knowledge restructuring to explain the emergence

of different behaviors over the course of learning. For the purposes of this thesis, I shall

sidestep the thorny issue of identifying cases of underlying representational change (see

Johansen & Palmeri, 2002, for extended discussion on the difficulties associated with

identifying fundamental changes in representation), and follow Kalish, Lewandowsky,

and Davies (2005) in defining knowledge restructuring as an empirically identifiable
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shift in cognitive strategy. Such changes in representation or strategy1 can occur in

the absence of any associated change in the stimulus. This differentiates knowledge

restructuring from other forms of incremental learning (e.g., what Kalish et al. refer

to as performance improvement). As I will illustrate in Chapter 2, demonstrations of

knowledge restructuring within a variety of domains highlights its central role in learn-

ing. However, despite the ubiquity of knowledge restructuring, the underlying causal

mechanisms are still poorly understood. The central aim of this thesis is to clarify the

processes involved in knowledge restructuring.

I will argue that our understanding of knowledge restructuring is obscured by the appar-

ent tendency to invoke different processes to describe different examples of phenomena

that all fall under the rubric of knowledge restructuring. One description of knowledge

restructuring, which I will refer to as the replacement hypothesis, implies restructuring

reflects the process of replacing an old representation or strategy with a newer one (e.g.,

Carey, 1991). This description of restructuring tacitly implies an integrated, highly co-

hesive view of knowledge (e.g., Bédard & Chi, 1992; Carey & Spelke, 1994; Vosniadou,

2007) because the changes associated with restructuring do not occur in a piecemeal

way (i.e., restructuring occurs at the level of overarching strategy). Another alternative

description of restructuring, which I will term the retention hypothesis, suggests the

process of restructuring operates by changing the coordination and application of task-

relevant partial knowledge elements (e.g., Dixon & Kelley, 2007; Siegler, 1999). Thus,
1Throughout this thesis, I will use the term representation to refer to a type of information coding.

The issue of representation is of fundamental importance to cognitive science and has far-reaching
implications (a broad introduction to some of the issues can be found in Markman, 1999). For example,
a longstanding debate in the category learning literature relates to whether category information is coded
as an abstract rule, a summary representation (e.g., a prototype), or as an entire collection of category
exemplars (Murphy, 2002, provides an overview). In contrast, I will use the term strategy to refer to a
decision making algorithm. It is worth pointing out that while it is generally agreed that there is a close
relationship between representations and strategies, they remain distinct entities. Changes at the level
of representation need not impact on strategy, and vice versa.
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according to the retention hypothesis, task knowledge has a fundamentally modular

structure, comprising a set of non-integrated partial knowledge elements (e.g., diSessa,

1988; diSessa, Gillespie, & Esterly, 2004; Lewandowsky, Little, & Kalish, 2007).

In the latter portion of Chapter 2, I provide a more comprehensive overview of the im-

plications strict interpretations of the replacement and retention hypotheses have with

respect to knowledge restructuring. This theoretical overview will serve as a launching

point for the work presented in this thesis. Although I stress that it is important to bear

in mind that strict interpretations of both hypotheses are probably untenable as psycho-

logical models (e.g., strict replacement implies catastrophic forgetting, whereas unfet-

tered retention implies a complete absence of forgetting), they are nevertheless useful for

generating predictions against which performance data can be compared. For example, it

is very clear from the knowledge restructuring literature that different descriptions (viz.

replacement- and retention-based accounts) of restructuring appear more apt to describe

different instances of restructuring. Thus, a key aim of this thesis is to establish which

description is more befitting of experimental demonstrations of knowledge restructuring.

To this end, I will show that strong interpretations of the replacement and retention

hypotheses make divergent predictions regarding the difficulty with which people can

revert to using an old strategy after restructuring has occurred. That is, when restruc-

turing successively occurs between multiple strategies, the replacement, but not the

retention hypothesis, is inconsistent with the notion of strategy retention. Because the

experiments discussed herein address knowledge restructuring in the context of cate-

gory learning experiments, Chapter 3 presents a review of the major category learning

studies that have addressed knowledge restructuring. As with the broader knowledge
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restructuring literature though, it is unclear whether a replacement- or retention-based

account of knowledge restructuring provides a better description of the empirical findings

to date. I suggest that the principal methodological limitation associated with previous

research was that the task environments only supported a single strategy that could

achieve perfect performance. Under such circumstances, there is no reason to expect

people to revert to using an old strategy if it will necessarily result in poorer performance

(Kalish et al., 2005; Lewandowsky, Kalish, & Griffiths, 2000; Posner, Strike, Hewson,

& Gertzog, 1982). Thus, the current study utilizes a task environment that supports

several strategies that are mutually incompatible with one another, yet can each achieve

perfect performance, permitting differentiation between the replacement and retention

hypotheses.

Chapters 4, 5, and 6 discuss three experiments that present convergent evidence against

the replacement hypothesis and in favor of the retention hypothesis. Specifically, they

not only demonstrate that people can readily restructure among equally valid response

strategies, but they are also able to revert to using an old strategy in response to a

verbal prompt. Computational modeling of Experiment 2 is presented in Chapter 7.

The modeling analysis examines the relationship between selective attention and the

manifest response strategy. In particular, it illustrates that the major trends in the data

are successfully captured when changes in selective attention are implemented within a

mixture-of-experts architecture (ATRIUM; Erickson & Kruschke, 1998, 2002a, 2002b).

Appendix A shows that the empirical data from Experiment 2 are beyond the capac-

ity of a purely exemplar-based theory (the Generalized Context Model; Nosofsky, 1986;

Nosofsky & Johansen, 2000). The modeling implications are twofold: First, they suggest
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that knowledge is best characterized as a heterogeneous collection of non-integrated par-

tial knowledge elements, and that the observed restructuring is aptly described in terms

of systematic changes in the coordination and selective application of partial knowledge

elements. Second, they suggest that changes in the coordination of partial knowledge are

themselves driven by changes in the distribution of selective attention across stimulus

dimensions.

Chapter 8 presents the theoretical implications of the empirical and modeling results.

In particular, I focus on how knowledge restructuring can arise from the interaction

between different types of attention, and the role of exemplar representation in medi-

ating the relationship between them. More broadly, I also suggest that although the

current experimental results are aptly described in terms of a retention-based account of

knowledge restructuring, a theoretically realistic view of restructuring must also incor-

porate the process of replacement. I suggest that an overarching mixture-of-experts view

of knowledge is sufficiently flexible to accommodate such a view, and propose a possi-

ble mapping between processes of retention and replacement with functional aspects of

mixture-of-experts models. Chapter 8 concludes by considering situations under which

replacement and retention are likely to occur, and factors that may influence these pro-

cesses of knowledge restructuring.



Chapter 2

Knowledge Restructuring

2.1 The Centrality of Knowledge Restructuring

The theoretical notion of knowledge restructuring has been a perennial theme in the

cognitive development literature, as there are marked qualitative differences in the ways

that children and adults approach common tasks. For example, when presented with

a simple arithmetic problem such as 3 + 5, children often approach the problem by

counting on their fingers (Shrager & Siegler, 1998; Siegler & Jenkins, 1989). Adults on

the other hand, rely on qualitatively different strategies, such as direct retrieval from

memory or mental arithmetic to complete such problems (Delaney, Reder, Staszewski,

& Ritter, 1998; Rickard, 1997; Staszewski, 1988). Earlier views of knowledge restruc-

turing suggested that the transition between such strategies arose as a consequence of

globally expanding cognitive competencies (Bruner, 1964; Piaget, 1970). Subsequent

theorizing has adopted a more domain-specific perspective, but the central importance

of knowledge restructuring has never been questioned (Rumelhart & Norman, 1978).

This chapter begins with an overview of the extensive evidence of knowledge restruc-

turing before presenting the two descriptive processes of restructuring considered in this

8
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thesis, and concludes by proposing a method for determining which process better de-

scribes knolwedge restructuring in an experimental context.

2.1.1 Developmental Evidence

Developmental research investigating knowledge restructuring has typically focused on

children’s understanding of natural science domains such as biology and physics. These

studies have consistently observed radical representational differences in children’s knowl-

edge at different points during development. In the domain of astronomy for example,

younger children frequently represent the earth as flat before restructuring to a spheri-

cal representation (Vosniadou, 1994; Vosniadou & Brewer, 1992, 1994). With respect to

children’s knowledge of physics concepts such as object properties and motion, studies

utilizing habituation and preferential looking paradigms have also pointed to systematic

developmental changes in the strategies used by even very young children to predict

movement trajectories (Gopnik & Meltzoff, 1997). Similarly, there are notable devel-

opmental differences in children’s representation of the concepts of weight and density,

whereby younger children do not represent the two as distinct theoretical entities (Carey,

1991). For example, although very young children acknowledge that a piece of styrofoam

has some weight associated with it, if it is portioned into very small pieces, they will as-

sert that each individual piece carries no weight. In contrast, older children understand

that any object made up of matter, even when portioned into tiny pieces, must have

some weight.

Knowledge restructuring as a function of development is similarly evident in children’s

knowledge about biology. In a series of studies of children’s knowledge of natural kinds,
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Keil (1989) convincingly demonstrated that younger children typically classify and make

inferences about biological kinds on the basis of superficial features. Only later in devel-

opment are categorically defining features incorporated into their judgments, resulting

in categorizations and inferences that are in line with a more sophisticated, adult no-

tion of biology. Similarly, when judging whether an object is a member of the category

“living things,” children initially rely on the characteristic (but superficial) attribute

of whether the object can or cannot move. A consequence of this strategy is that the

category includes animals, but excludes plants. As children develop though, they rely on

more defining features, such as the capacity for growth, respiration, and reproduction,

resulting in the inclusion of both plants and animals into the category of living things,

and providing a clear example of restructuring (Carey, 2000; Johnson & Carey, 1998;

Richards & Siegler, 1986).

Finally, recent investigation into the development of children’s concept of number high-

lights systematic developmental differences. When learning about fractions, younger

children do not initially view them as ratios; rather, they treat the numerator and de-

nominator as independent natural numbers (Hartnett & Gelman, 1998; Stafylidou &

Vosniadou, 2004). Accordingly, younger children typically assume that fractions in-

crease when either the numerator or denominator increases (e.g., they will consider 1
4 to

be greater than 1
2). Conversely, older children utilize a ratio representation of fractions

and correctly acknowledge 1
2 to be greater than 1

4 .

The developmental evidence reviewed above converges on a clear conclusion: Knowl-

edge restructuring is distinct from incremental learning, and involves a noticeable shift

in cognitive strategy. As children develop, the ways they structure their task knowledge



Chapter 2. Knowledge Restructuring 11

undergoes considerable qualitative change. Put simply, the way younger children appear

to structure their knowledge about the world appears altogether different from the way

older children and adults do, as indicated by the dramatic differences in performance

observed throughout development. However, as will be discussed in the next section,

dramatic changes in performance are not exclusively the product of development. Knowl-

edge restructuring has also been observed as a direct consequence of learning, such as

in the context of acquiring skilled or expert performance.

2.1.2 Evidence from Expertise and Learning Studies

As I briefly alluded to in the opening chapter, differences between expert and novice

performance can also be understood in terms of knowledge restructuring. Specifically,

like the cases of restructuring in development reviewed above, the transition from novice

to expert performance is associated with considerable qualitative change in the structure

of task knowledge. For example, the advantage that chess experts enjoy over novices

in their capacity to reconstruct entire game positions after only briefly viewing a board

(e.g., Chase & Simon, 1973a, 1973b) is due to experts representing the board as a set of

strategically meaningful piece configurations (Gobet & Simon, 1996). Novices, in con-

trast, seem to represent the board in terms of individual pieces, as they are not aware of

the game-relevant strategic implications of particular piece configurations. Importantly,

a similar study comparing children who were skilled in chess to adult chess novices clearly

demonstrated that expertise-based representational differences could not be explained

in terms of differences in cognitive competency (Chi, 1978). Although adults possessed

superior recall for digits, when recalling chess positions, children who were skilled in

chess outperformed adult chess novices. Thus, knowledge restructuring is not a purely
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developmental phenomenon; it also arises as a consequence of learning.

Knowledge restructuring has also been observed in the domain of physics expertise. In

a study of differences in the representation of physics problems by experts and novices,

Chi, Feltovich, and Glaser (1981) showed that expert problem categorization was deter-

mined on the basis of abstract problem features such as those concerning the applicability

of certain physical laws (e.g., Newton’s second law). Novice performance on the other

hand, was heavily influenced by superficial aspects of the problem (e.g., the presence of

an inclined plane). There are interesting similarities between the pattern of restructur-

ing in expertise and the developmental trajectories observed by Keil (1989) for biological

knowledge. In both cases, knowledge restructuring can be characterized by a shift from

initial reliance on superficial characteristics to more defining features that play a role

in formal scientific knowledge. This similarity underscores the central importance of

knowledge restructuring in both learning and development, suggesting that the strate-

gic changes associated with restructuring might be a more general feature of concept

acquisition.

The evidence from expertise in chess and physics is consistent with the notion that the

structure of task knowledge embodies task-specific goals, and that knowledge restruc-

turing refines these representations with respect to a particular goal. Considering that

the primary goal in chess is to position one’s pieces to place an opponent in check, it

is perhaps not surprising that chess experts represent game boards in terms of strategi-

cally meaningful piece configurations that facilitate achieving this goal (Gobet & Simon,

1996). Similarly, given that a central goal in any formal scientific field is to test pre-

dictions of existing models and theories, it is perhaps unsurprising that physics experts
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represent problems in terms of applicable physical laws (Chi et al., 1981).

Within other applied domains, the idea that restructuring results in a knowledge struc-

ture that better reflects task-specific goals is met with similar support. For example,

computer programming experts generate code by parsing a program into multiple sub-

goals. Accordingly, lines of code that instantiate these sub-goals are particularly salient

to experts. As a consequence, expert recall for these lines of code is superior to that of

programming novices (Davies, 1994). In the domain of medical diagnosis, think-aloud

protocols reveal that novices rely heavily on case-specific pathophysiological knowledge

to arrive at a differential diagnosis. Experts, in contrast, seldom refer to case-specific

details, instead relying on summary information that is less detailed, but directly con-

tributes to the goal of making a diagnosis (Boshuizen & Schmidt, 1992; Schmidt &

Boshuizen, 1993). Finally, skill-based strategy differences are evident from the category

sorts and inferences made by experts and novices in the domain of commercial fishing

(Shafto & Coley, 2003). Whereas novices sort fish into categories on the basis of näıve

superficial similarity, experts incorporate factors that are relevant to goals related to

commerce and conducting large-scale fishing operations (e.g., fish ecology and the com-

mercial value of different species).

2.1.3 Directionality of Knowledge Restructuring

A striking commonality shared by the studies reviewed above is the apparent directional

component to knowledge restructuring: People tend to restructure their task knowledge

in increasingly sophisticated ways. As children develop, their knowledge of natural sci-

ence domains increasingly resembles more sophisticated adult theories of those domains
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(Carey, 1991; Keil, 1989; Vosniadou & Brewer, 1994). Similarly, as people accumulate

experience within a particular task domain, their knowledge is restructured to more ef-

fectively serve their goals within the task (Chi et al., 1981; Gobet & Simon, 1996). While

the studies reviewed above illustrate this directional aspect of restructuring, they do so

at a coarse grain of analysis (viz. contrasting performance at discrete stages). Studies

that have examined task performance on a trial-by-trial basis provide a finer-grained

illustration of the directional component to restructuring.

The notion of restructuring toward more sophisticated strategies has been demonstrated

by studies that examined the ways children solve addition problems. When presented

with a novel problem, for example, 3 + 5, younger children typically start by count-

ing upwards from 1 (Shrager & Siegler, 1998; Siegler, 1987; Siegler & Jenkins, 1989).

With practice though, children adopt a more efficient, sophisticated strategy of count-

ing upwards from the largest operand (i.e., “6, 7, 8”), which is their preferred strategy

when the answer cannot be retrieved directly from memory. Thus, children appear to re-

structure their knowledge in a way that more efficiently serves their goals within the task.

Systematic restructuring in favor of more efficient problem representations is aptly il-

lustrated by changes in the strategies children and adults use when solving gear system

problems. In these tasks, the aim is to predict the direction a target gear is rotating in,

given the rotation of a driving gear (see Dixon & Bangert, 2002; Dixon & Dohn, 2003,

for more specific details). People initially approach the task by physically tracing the

path of rotation between the driving and target gears. With practice however, people

report the use of a strategy based on the alternating directions adjacent gears rotate

in (e.g., clockwise, anticlockwise, and so forth). Ultimately, people’s knowledge of the
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task is such that the alternating pattern of rotation is embodied by a counting parity

strategy whereby the rotation of the target gear is determined by the rotation of the

driving gear and the number of intervening gears between it and the target (e.g., for an

odd number of intervening gears, the target gear rotates in the same direction as the

driving gear, else, the opposite direction). Thus, restructuring on the gear systems task

also appears to be in the direction of increasingly efficient, sophisticated strategies.

Category learning studies have also hinted at a gradual approach toward more sophisti-

cated strategies. For example, there is evidence for a preference for category structures

that require fewer partitions (Pothos & Chater, 2002). Indirect evidence for this no-

tion can be traced back to the classic study by Shepard, Hovland, and Jenkins (1961),

who demonstrated that people are faster to learn categories that can be differentiated

according to some underlying regularity (e.g., a simple rule) than categories with no

such regularity (for a recent extension of this work, see Feldman, 2000, 2003). The

initial preference for learning simple category structures is complemented by studies

that suggest people initially approach category learning tasks by applying simple uni-

dimensional rules (Johansen & Palmeri, 2002; Nosofsky, Palmeri, & McKinley, 1994),

and restructure toward more sophisticated strategies if simple rules are insufficient (e.g.,

augmenting rule use by memorizing exceptions to the categorization rule).

2.1.4 Summary of Knowledge Restructuring

The cases of knowledge restructuring reviewed above are bound by a common thread

— restructuring is associated with an empirically detectable shift in cognitive strat-

egy. In many cases, performance before and after restructuring can be distinguished
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in terms of the stimulus features that are incorporated into or excluded from different

response strategies. For example, the developmental trends observed on a variety of

Piagetian conservation tasks can be explained in terms of transitions between response

strategies that rely on information from different stimulus dimensions (Siegler, 1981).

As mentioned earlier, Keil (1989) noted changes in reliance on characteristic to defin-

ing features in children’s reasoning about biological kinds. Relatedly, the differences

in strategies used by experts and novices can be characterized in terms of whether su-

perficial or more theoretically abstract information is incorporated into their decision

strategies (Chi et al., 1981). That experts and novices rely on different strategies that

incorporate different stimulus features has been shown to be a more general feature of

problem solving. Specifically, experts and novices have been shown to be differentially

sensitive to manipulations of problem similarity, and transfer solutions across problems

according to whether they share superficial or deep structural commonalities. Whereas

experts tend to transfer a solution to a novel problem that is structurally similar to

a previous example, novices inappropriately transfer problem solutions on the basis of

superficial problem similarity (Novick, 1988).

2.2 Implied Processes of Knowledge Restructuring

As I briefly mentioned in Chapter 1, it is useful to consider strict interpretations of the

different processes that have been invoked to explain different examples of knowledge

restructuring. Specifically, whether restructuring has been described in terms of the

replacement of one strategy for another, or the differential coordination of relevant par-

tial knowledge elements. Strict interpretations of these different proposals are useful in
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that they imply different conceptualizations of the structure of task knowledge. Namely,

whether task knowledge is viewed as a single integrated whole (e.g., Bédard & Chi, 1992;

Carey & Spelke, 1994; Vosniadou, 2007), or if it is better conceptualized as comprised

of multiple non-integrated units of partial knowledge (e.g., diSessa, 1988; diSessa et al.,

2004; Lewandowsky et al., 2007). From here onward, all references to the replacement

and retention hypotheses will relate to strict interpretations of the respective processes,

which I now define in detail. At this point, I would like to reiterate that the purpose

of delineating strict interpretations of the replacement and retention hypotheses is a

pragmatic one: To generate theoretical points of reference against which empirical data

can be compared. I do not wish to claim that all instances of restructuring can (or

should) be interpreted in terms of one perspective and not the other; the two processes

are unlikely to be mutually exclusive. I neither wish to suggest that either perspective

(as described below) constitutes a tenable psychological stance on knowledge restruc-

turing. I defer discussion of what a comprehensive stance on knowledge restructuring

might look like to the General Discussion in Chapter 8.

2.2.1 Replacement Hypothesis

A strict interpretation of the replacement hypothesis is based on the idea that restruc-

turing involves sequentially replacing one cognitive strategy with another (Carey, 1991;

Vosniadou, 2007). Stripped to its bare essence, this notion of replacement has often

been viewed as analogous to the process of paradigm change in the history of science,

as described by Kuhn (1970). According to the analogy, just as scientific revolutions

involve the discarding of an old paradigm in favor of another, so too does the process of



Chapter 2. Knowledge Restructuring 18

knowledge restructuring involve the replacement of an old strategy with another.

The analogy with Kuhnian revolutions holds in part because the replacement hypothe-

sis tacitly assumes that task knowledge possesses an integrated overall structure (e.g.,

Bédard & Chi, 1992; Carey & Spelke, 1994; Vosniadou, 2007). Theoretically, an inte-

grated view of knowledge is closely related to the notion that people’s knowledge of a

particular domain can be described in terms of an overarching folk theory (e.g., Gopnik

& Meltzoff, 1997; Murphy & Medin, 1985; Wellman & Gelman, 1992). A folk theory can

broadly be conceptualized as a domain-specific explanatory framework for interpreting

a certain class of phenomena. Unlike formal scientific theories, folk theories are not

expected to provide mechanistically comprehensive accounts of a given domain. For

example, Keil (2003) suggests that a child’s folk theory of biology might consist of little

more than the notion that some vital force drives an animal to grow, move, and need

food. Although this might at first blush appear far too sparse to provide a satisfying

level of explanation, people do not seem to be aware of this lack of explanatory depth,

and are often highly surprised at how little folk theories are able to offer in terms of

mechanistic explanation (Rozenblit & Keil, 2002).

Because knowledge restructuring via strategy replacement effectively involves the dis-

carding of one explanatory framework for another, it is universally acknowledged to be

a considerably difficult process (Carey, 1991; Kuhn, 1970; Vosniadou & Brewer, 1994).

Developmental evidence is often cited to provide examples of strategy replacement, and

it is worth noting that the timeframes associated with this sort of restructuring are often
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measured in years, presumably reflecting the difficulty associated with the restructur-

ing process1. Indeed, several theorists have suggested that this difficulty can be partly

attributed to proactive interference on the part of an old strategy (Hartnett & Gelman,

1998; Vosniadou & Brewer, 1994). In any case, the replacement hypothesis predicts that

it may be quite difficult to revert to using an old strategy after initial restructuring has

already occurred. This difficulty is likely to be exacerbated if the strategies in question

are mutually incompatible with one another (Carey, 1991; Kuhn, 1982). Thus, in the

context of a laboratory experiment, it is fair to suggest that the replacement hypothesis

would at least predict that some additional learning be required for restructuring to

occur for a second time.

There are many examples of knowledge restructuring, drawn mostly from developmen-

tal research, that are aptly described in terms of the replacement hypothesis. These

examples span a wide range of domains, and point to radical change in the structure of

children’s knowledge over the course of development (e.g., Carey, 1991; Gopnik & Melt-

zoff, 1997; Johnson & Carey, 1998; Keil, 1989; Richards & Siegler, 1986; Stafylidou &

Vosniadou, 2004; Vosniadou, 1994; Vosniadou & Brewer, 1992, 1994). Part of the reason

that these findings are interpreted as support for the replacement hypothesis is that the

qualitative changes in behavior they produce appear to be permanent. That is, there

is little evidence that children refer back to their initial strategy after restructuring has

occurred. In a similar vein, the processes associated with strategy change in the devel-

opment of expertise are well characterized by the replacement of novice strategies, with
1It is important not to get carried away and infer that any example of restructuring via strategy

replacement must occur on a similar timescale. Consideration must also be given to the complexity
of the class of phenomena to be explained, and developmental studies typically examine children’s
understanding of complex natural systems. It is entirely reasonable for strategy replacement to occur
at some stage during a laboratory experiment, as the phenomena to be explained are far simpler than
those associated with natural systems.
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sophisticated strategies associated with expert performance (Chi et al., 1981; Gobet &

Simon, 1996).

In the context of expert performance, a striking demonstration of strategy replacement

comes from a study conducted by Reingold, Charness, Schultetus, and Stampe (2001),

who had expert and novice chess players complete a cued check detection task. People

were presented with a small board section containing a King and two attacking pieces.

On a given trial, only one of the attacking pieces were cued (e.g., colored in red). The

task required people to indicate whether the cued attacker was checking the King, whilst

ignoring the other attacking piece. The key comparison of interest was between congru-

ent trials, when neither attacker placed the King in check, and incongruent trials, when

the distractor, but not the cued attacker, placed the King in check. Thus, incongruent

trials involved a distractor stimulus that was highly salient within an expert strategy.

Detection times for novices were consistent across congruent and incongruent trials. In

contrast, experts demonstrated a marked Stroop-like interference effect on incongruent

trials, relative to congruent trials, producing significantly longer detection times. That

experts were uniquely vulnerable to such interference suggests that their performance

was mediated by a qualitatively different underlying knowledge structure to that of

novices. The replacement of a novice strategy with an expert strategy is suggested by

the apparent automatic activation of the expert strategy.

2.2.2 Retention Hypothesis

The replacement hypothesis can be contrasted with a strict interpretation of the reten-

tion hypothesis. A fundamental assumption associated with the retention hypothesis
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is the conceptualization of task knowledge as a collection of distinct, non-integrated

units of partial knowledge (e.g., diSessa, 1988; diSessa et al., 2004; Lewandowsky et

al., 2007). According to this view, partial knowledge elements are retained in mem-

ory, rather than replaced. Thus, different strategies are characterized in terms of how

these partial knowledge elements are coordinated and selectively applied to a task, and

knowledge restructuring is the process by which systematic changes in the coordination

of partial knowledge elements occurs.

Under the retention hypothesis, it is assumed that a given set of partial knowledge el-

ements can support a variety of different strategies via the differential coordination of

those elements. By changing the way partial knowledge is coordinated, people are thus

able to retain and adaptively select from a repertoire of both old and new strategies (e.g.,

Dixon & Kelley, 2007; Rieskamp & Otto, 2006; Siegler, 1999). Moreover, because all

strategies (both old and new) are maintained in the available repertoire by virtue of the

retention of partial knowledge units (diSessa, 1988; diSessa et al., 2004), the retention

hypothesis predicts that people should be able to readily restructure their knowledge

and additionally revert to using an old strategy, even after restructuring has occurred.

Furthermore, because reverting to an old strategy merely involves changing how partial

knowledge is applied to the task, it predicts that strategy use may vary on a trial-by-

trial basis. Taking this variability into account, knowledge restructuring according to

the retention hypothesis describes a shift in the modal strategy that is used to perform

a task rather than the sequential replacement of one strategy for another.

The retention hypothesis has been supported by numerous studies that have observed

trial-by-trial variation in people’s response strategies. For example, in mathematical
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domains such as solving arithmetic problems, there has been considerable evidence of

trial-by-trial variability in the strategies applied by children (Siegler, 1987; Siegler &

Jenkins, 1989) and adults (Delaney et al., 1998; Rickard, 1997). In one such task in-

volving adults (Rickard, 1997), participants were required to solve pseudoarithmetic

problems involving a novel pound operator2, of the form a#b = ?. Immediately follow-

ing some trials, participants were then asked to indicate what sort of strategy they had

just used (e.g., directly retrieving the solution from memory, mentally working out the

solution, or some other strategy). In the studies involving children, the problems are

much simpler, often involving simple arithmetic problems (e.g., 3 + 5). In both cases

though, there is considerable trial-by-trial variability in the strategies people use to solve

the problems, which is consistent with the notion that people can readily select different

strategies from an available repertoire.

One particularly interesting example of the use of multiple response strategies within

a single task is the finding that children rely on either a linear or logarithmic repre-

sentation of number when estimating numerical quantity, depending on the estimate’s

numerical context. For example, when generating estimates on a scale ranging from

0 to 100, children’s responses are best described by a linear function. However, for a

wider-ranging scale (e.g., 0 to 1000), a logarithmic function provides a far superior fit

to children’s estimates (Opfer & Siegler, 2007; Siegler & Opfer, 2003). Interestingly, the

irrelevant numerical context appears to gate access to either a linear or logarithmic rep-

resentation: Even identical stimuli elicit different estimates when presented in different

numerical contexts. Similar trial-by-trial variability in estimation strategies have also

been observed in adults completing function learning tasks (Kalish, Lewandowsky, &
2In the study by Rickard (1997), the pound operator was defined as a#b = 2b− a + 1
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Kruschke, 2004; Lewandowsky, Kalish, & Ngang, 2002).

Evidence for within-subject variability in strategy use extends beyond mathematical do-

mains. The use of multiple response strategies has also been observed in expert fire fight-

ers (Lewandowsky & Kirsner, 2000), question answering (Reder, 1987), various problem

solving tasks (Dixon & Bangert, 2002; Dixon & Dohn, 2003; Lovett & Anderson, 1996),

and decision-making in probabilistic environments (Rieskamp & Otto, 2006). In category

learning tasks, Rehder and Hoffman (2005a, 2005b) recently proposed that people are

likely to apply a host of categorization strategies until they discover one that maximizes

performance. Similarly, the coexistence of multiple distinct explanatory strategies was

recently observed by Legare and Gelman (2008) in two Sesotho-speaking South African

communities. In their study, participants were presented with a scenario depicting a

person with several symptoms of illness, and were required to identify potential causal

explanations for the symptoms. On some trials, participants offered biological expla-

nations, on others, supernatural explanations (e.g., explanations ascribing a key role to

witchcraft). Interestingly, many participants would volunteer both types of explanations

on a single trial, which strongly implicated reliance on multiple explanatory strategies.

2.2.3 Experimentally Differentiating Replacement from Retention

Considering strong interpretations of the replacement and retention hypotheses permits

the derivation of qualitative predictions based on each process. A clear test to distin-

guish the replacement and retention hypotheses follows: The retention hypothesis, but

not the replacement hypothesis permits people to revert to their original response strat-

egy even after knowledge restructuring has already occurred. Because the replacement
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hypothesis predicts the effective overwriting of old strategies with newer ones, it predicts

that reverting to an original strategy should be particularly difficult, requiring at least

some additional learning to achieve. The retention hypothesis, by contrast, predicts

people should readily be able to revert to an old strategy, as it should still be acces-

sible by virtue of the enduring retention of its partial knowledge elements in memory.

To date, no study has directly investigated whether people can in fact revert to using

an old strategy after having restructured to an alternative. The principal empirical

contribution of this thesis is to provide the first such test of the retention hypothesis,

and by extension provide an indication of whether knowledge restructuring, as observed

in a laboratory setting, is better described in terms of a replacement or retention process.

To suitably address this issue though, an additional factor needs to be accounted for.

In the examples of knowledge restructuring discussed so far, all cases have involved task

environments in which there is one strategy that permits more accurate performance

than any competing alternative. In these sorts of cases, it is perhaps unsurprising to

observe convergence upon a best-performing strategy, resulting in apparent permanent

restructuring (Rieskamp & Otto, 2006). An open question then is whether knowledge

restructuring (viz. reverting to an old response strategy after initial restructuring) can

occur in task environments that support several valid strategies. I elaborate on this

point in the next chapter after reviewing the existing empirical evidence of restructuring

in category learning.



Chapter 3

Category Learning

3.1 Why Choose Category Learning?

Category learning task is an area of considerable maturity (Murphy, 2002, provides

a comprehensive review of the major empirical literature; a more theoretically oriented

overview is provided by Kruschke, 2005). A benefit of this maturity is that many theories

have been articulated as formal mathematical models, which enables precise quantita-

tive theoretical assessments to be made (see Kruschke, 2008, for a recent review). I

return to mathematical models of category learning in Chapter 7 and Appendix A. For

now, it suffices to say that the current experiments employed a category learning task,

as it provides a suitable framework within which the predictions of the replacement and

retention hypotheses could be contrasted.

25
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3.2 Knowledge Restructuring and Category Learning

Category learning lends itself to exploration of the predictions made by the retention

hypothesis. Particularly useful is that category learning affords a high degree of exper-

imental control over exactly what people learn because the structure of the categories

and the nature of the stimuli are all determined in advance, by the experimenter. In a

typical category learning experiment1, people are sequentially presented with training

stimuli, and are required to make a category judgment for each. Responses to train-

ing stimuli are followed by corrective feedback, and the aim is for people to learn to

correctly categorize the stimuli in the training set. After training has been completed,

strategy identification is readily achieved by examining how participants generalize their

category knowledge to novel stimuli presented in a transfer test. According to the re-

tention hypothesis, people should have continuous access to a variety of categorization

strategies; by extension, they should be able to readily restructure among categorization

strategies without the need for additional training. The replacement hypothesis, by con-

trast, predicts that people will only have access to a single strategy at a given time, and

that successful transitioning between strategies is likely to require additional learning

to facilitate restructuring. I now review two classes of studies that have investigated

knowledge restructuring in categorization, highlighting several key limitations, conclud-

ing that it is unclear whether the knowledge restructuring observed in laboratory-based

categorization studies is more aptly described in terms of replacement or retention.

1Strictly speaking, I am describing category learning through categorization, which has been the
dominant experimental approach to investigating how people learn categories. For discussion of related
experimental approaches to studying category learning, see Markman and Ross (2003).
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In one class of studies, people were extensively trained on small sets of stimuli and nat-

urally occurring changes in categorization strategy were observed as people became in-

creasingly familiar with the stimuli (e.g., Bourne, Healy, Kole, & Graham, 2006; Bourne,

Healy, Parker, & Rickard, 1999; Johansen & Palmeri, 2002). In the second class of stud-

ies, restructuring was experimentally encouraged by providing an explicit hint describing

an alternative strategy after some initial training (e.g., Kalish et al., 2005; Lewandowsky

et al., 2000; Little, Lewandowsky, & Heit, 2006). I refer to these two approaches as

training-induced and hint-induced, respectively.

3.2.1 Training-induced Restructuring

Studies that have observed training-induced restructuring (Bourne et al., 1999, 2006;

Johansen & Palmeri, 2002) have typically observed that initial rule-use gives way to a

memory-based exemplar strategy at later stages (i.e., responding was ultimately driven

by a test item’s similarity to stored exemplars rather than explicit rules). In the stud-

ies conducted by Bourne et al., participants performed a binary categorization task in

which all stimuli could be categorized according to linguistic rules (e.g., Respond “A”

if a string of letters can be rearranged to form a consecutive sequence). After classify-

ing each item, participants explicitly reported the strategy they had used on that trial

(i.e., people indicated whether they were guessing, recalling the correct response from a

previous trial, or applying a rule). People reported relying on rules in the early stages

of learning, but reported using a retrieval-based strategy later on.

Johansen and Palmeri (2002) explored knowledge restructuring using the 5-4 category

structure introduced by Medin and Schaffer (1978). The 5-4 category structure is made
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up of a training set of nine stimuli, five items in one category, four items in the other,

instantiated along four binary dimensions. Within each category, stimuli have a family

resemblance, meaning that the majority of their features are typical of other members

of their category. Critically, each stimulus has at least one feature that is typical of the

contrast category. These exception features are distributed across all nine stimuli such

that no uni-dimensional categorization rule is sufficient to classify the entire training

set2. Strategy use was assessed via classifications of transfer stimuli, which were inter-

leaved with training items. Johansen and Palmeri reported formal modeling results that

suggested that similar to the findings of Bourne et al. (1999, 2006), performance in the

early stages of the task was best fit by a model instantiating simple (but imperfect) uni-

dimensional rules, whereas later performance was best fit by an exemplar-based model,

whereby categorization was determined by a test item’s similarity (along several stimu-

lus dimensions) to previously encountered training exemplars.

While the findings of training-induced knowledge restructuring could be interpreted as

demonstrating an inexorable shift from rule- to memory-based categorization strategies,

these studies are limited in that they all involved small sets of stimuli coupled with

high presentation frequencies (between 9 and 12 items presented between 30 and 32

times, depending on the experiment). Thus, it is unclear whether findings of a rule- to

exemplar-strategy shift generalize to situations involving larger stimulus sets and fewer

item repetitions (cf. Homa, Sterling, & Trepel, 1981). The generality of a rule- to

memory-based shift in categorization strategies has similarly been challenged by criti-

cism that small stimulus sets contribute to the apparent dominance of exemplar-based
2For example, if one of the dimensions described the shape of a stimulus (e.g., a square or a triangle),

all of the Category A stimuli, say, bar one, would be squares, whereas all of the Category B stimuli, bar
one, would be triangles. In this case, one would be unable to rely exclusively on shape to classify the
training set, as both categories would have an exception item on that dimension.
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strategies, which has been particularly leveled at the 5-4 category structure (Blair &

Homa, 2003; Murphy, 2002; Smith & Minda, 2000). Since there is no uni-dimensional

rule that can successfully classify the entire training set without exceptions, people have

little option but to memorize training stimuli if they are to perform well on the task.

In support, Rouder and Ratcliff (2004) recently demonstrated that exemplar memory

mediates categorization performance only when there are a relatively small number of

discriminable stimuli that are frequently presented; in contrast, when there are rela-

tively numerous confusable stimuli, categorization is more likely to be mediated by an

abstraction, such as a rule.

Rehder and Hoffman (2005a) recently confirmed the psychological plausibility of ap-

plying an exemplar-based memorization strategy to learning the 5-4 structure using

eyetrackers. In this study, features from different stimulus dimensions were presented at

discrete spatial locations (e.g., at the extreme top, bottom, left, and right regions of a

display), which permitted computation of the trial-wise proportion of fixations to each

stimulus dimension. Participants’ performance on a transfer test was modeled using

the Generalized Context Model (GCM; Nosofsky, 1986; Nosofsky & Johansen, 2000),

which formally instantiates the idea that people categorize stimuli according to their

similarity to previously encountered exemplars. The GCM accomplishes this by weight-

ing similarity according to how much attention is loaded onto each stimulus dimension.

Rehder and Hoffman (2005a) argued that if people did learn the 5-4 structure by memo-

rizing training exemplars, the proportion of fixations on each stimulus dimension should

closely correspond to the attention weight assigned to that dimension by the GCM, as

the weights are constrained to sum to unity. Not only was the model able to accurately

predict participants’ generalization performance on the transfer test, but the results also
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confirmed that the GCM’s attention weights mirrored the eyetracking data, providing

strong empirical support for the idea that people learn the 5-4 structure via memoriza-

tion of training exemplars.

Taken together, the results of these studies suggest that although people do end up

restructuring to an exemplar-based categorization strategy for tasks involving small

stimulus sets that are not amenable to rule-based classification, the goal of performing

accurately during training effectively mandates that they do so. It remains possible that

if memorization of the training set is not possible, restructuring to an exemplar-based

strategy may not occur.

3.2.2 Hint-induced Restructuring

Studies that have observed knowledge restructuring by providing an explicit hint about

an alternative strategy have avoided the limitations associated with training-induced

studies by incorporating larger stimulus sets and more complex category structures (e.g.,

Kalish et al., 2005; Lewandowsky et al., 2000; Little et al., 2006). Hint-induced studies

have typically explored shifts from using expedient to more complex multidimensional

categorization strategies and converge on two key principles: First, that the level of

performance error associated with a particular strategy plays a causal role in driving

knowledge restructuring3, and second, that awareness of an alternative strategy is a

necessary, but by itself insufficient condition for restructuring (cf. Posner et al., 1982).
3It is also acknowledged that knowledge restructuring can occur in the absence of error (Dixon &

Bangert, 2002; Dixon & Dohn, 2003). Dixon and colleagues use the term representational redescription
to describe restructuring driven by accurate task performance. Redescription occurs when repeated
success with a particular strategy disembeds relational information contained in the current strategy,
resulting in a more robust abstract representation of the task.
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The study by Kalish et al. (2005) illustrates both principles.

In their study, participants were trained on a large set of stimuli (144 unique items)

that varied along three dimensions: A dichotomous dimension and two quasi-continuous

dimensions. Categorization could be achieved by two strategies: An expedient but im-

perfect strategy, relying only on the dichotomous dimension, or a more complex strat-

egy relying on the combination of the two quasi-continuous dimensions, which could

yield perfect performance. Critically, the extent to which the dichotomous dimension

predicted category membership was systematically manipulated (ranging from 60% to

100%), thereby manipulating the level of performance error associated with the ex-

pedient strategy. When a hint revealing the multidimensional strategy was provided

halfway through training, restructuring only occurred when the expedient strategy per-

formed poorly (i.e., when it was associated with high levels of error). Conversely, when

the expedient strategy generated little error, people resisted restructuring and persisted

with using the expedient strategy (see also Lewandowsky et al., 2000). Several other re-

searchers have proposed a related idea, that restructuring only occurs when people expect

an alternative strategy to provide a substantial performance benefit (Payne, Bettman,

& Johnson, 1993; Rehder & Hoffman, 2005b; Touron & Hertzog, 2004).

In addition to observing error-driven knowledge restructuring, Kalish et al. (2005) also

emphasized the need for people to be aware of an alternative strategy in order to restruc-

ture (cf. Posner et al., 1982). In conditions where a hint was withheld, people did not

spontaneously restructure their knowledge, irrespective of the level of error associated

with the expedient strategy, even after completing additional training.
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A key limitation of the study by Kalish et al. (2005) is that restructuring only occurred

when the complex strategy was associated with substantially fewer errors than the ex-

pedient strategy. That is, restructuring was tied to a task environment that by design

contained a single strategic optimum (i.e., only the complex strategy could result in

perfect performance). An open question therefore remains regarding the apparent direc-

tional component of knowledge restructuring: Does knowledge restructuring generalize

beyond shifts from error-prone to relatively error-free strategies? Although the condi-

tion in the Kalish et al. (2005) study in which the dichotomous dimension was perfectly

predictive of category suggests that restructuring may not be possible between strate-

gies that permit comparable levels of performance, in that condition, the absence of

restructuring could also potentially be attributed to differences between the strategies

in terms of their “difficulty”. The expedient strategy involved only a single stimulus

dimension with binary features, whereas the complex strategy required combination of

continuously valued features from multiple stimulus dimensions. I elaborate on this

potential limitation in the next chapter, as the experiments discussed in this thesis ex-

amine whether knowledge restructuring is possible not only when alternative strategies

are equally valid (i.e., matched in terms of maximum performance on the task), but also

when strategies are more closely matched in terms of “difficulty”.

The limitation of using task environments in which a single strategy considerably out-

performs all other competing strategies should also be addressed because such situations

may not be representative of many “everyday” task environments. Gigerenzer, Todd,

and the ABC Research Group (1999) showed how several very different inference strate-

gies perform at near-ceiling levels in a variety of task environments. For example, if I
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were to ask you estimate which of two cities had a larger population, you could strate-

gically use a number of cues in several different ways to help guide your decision (e.g.,

whether the cities are state capitals, have a university, or have an intercity train sys-

tem). Assuming prior knowledge of the probabilistic relationship between the cues and

city population, you could make a perfectly rational judgment using Bayesian inference.

Alternatively, you could again make use of all the available cues using multiple regres-

sion to determine the best weighted linear combination of cues to make your decision.

Finally, you could simply determine the most valid cue that differentiates between the

two cities and exclusively rely on it to arrive at a decision (a heuristic Gigerenzer et al.,

1999, term Take the Best). As it turns out, for this particular task of estimating the

larger of two cities, all three strategies yield comparable levels of predictive accuracy,

and approach ceiling levels of performance (see Martignon & Laskey, 1999, for further

details).

3.3 Indirect Evidence of Strategy Retention

The category learning experiments reviewed above are inconclusive as to whether the

restructuring observed in those studies reflects strategy replacement or retention. In

particular, no study has convincingly demonstrated that people can revert to an old

categorization strategy for an extended period after restructuring has already occurred.

To date, support for the notion that people retain old categorization strategies has

been either indirect, or ephemeral in nature. For example, Kalish et al. (2005) asked

participants to rate the diagnosticity of individual stimulus dimensions on a test after

all training had been completed, finding that even after restructuring, people retained
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knowledge of the expedient strategy as indicated by high diagnosticity ratings for the

dichotomous dimension. Stronger support for the retention hypothesis was provided by

Bourne et al. (2006), who demonstrated that rule-based and memory-based strategies

may be differentially susceptible to forgetting. Following a one-week retention inter-

val after initial training, people who had previously shifted from a rule to an exemplar

strategy reported commencing the follow-up session with renewed rule use. However,

rule-based responding quickly gave way to an exemplar strategy (i.e., within the first 30

trials of the second session). Taken together, although these findings are suggestive of

strategy retention, the data are far from conclusive.

3.3.1 Coordination of Partial Knowledge in Categorization

Other indirect support for the retention hypothesis stems from findings that category

knowledge may have an underlying heterogeneous structure. In some situations, people

appear to decompose a task into a set of coexisting partial solutions4 that are selec-

tively applied to different subsets of stimuli. Within the category learning literature,

selective application of different partial knowledge elements has been most thoroughly

explored using rule-plus-exception tasks (Denton, Kruschke, & Erickson, 2008; Erickson

& Kruschke, 1998, 2002a, 2002b; Nosofsky & Palmeri, 1998; Nosofsky et al., 1994).

Performance on these sorts of tasks suggests that people apply one type of category

knowledge (e.g., a rule) to classify the majority of stimuli, but apply a different type of

knowledge (e.g., exemplar memory) to classify exceptions to the rule.

4Partial solutions is used to refer to discrete elements of partial knowledge that can fruitfully be
applied to a task. I further note that different strategies may rely on several partial solutions.
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For example, Erickson and Kruschke (2002b) trained people on a simple classification

rule in addition to several exceptions to this rule. People demonstrated evidence of rule

use when generalizing to novel stimuli outside the training region, but simultaneously

and selectively relied on exemplar memory to categorize the exception stimuli. Erickson

and Kruschke argued that these findings are beyond the scope of explanations based on a

single category representation: An entirely rule-based account could not accommodate

people’s ability to consider exceptions and, conversely, an exclusively exemplar-based

account could not accommodate the fact that generalization was rule-based even when

novel test items were more similar to a trained exception than other rule-consistent

items. Erickson and Kruschke showed that ATRIUM, a hybrid model that coordinates

modularized rule and exemplar representations (i.e., partial categorization solutions),

was able to account for their data.

Similar selective application of distinct partial knowledge elements has been observed

in social category learning studies (e.g., Hayes, Foster, & Gadd, 2003). It has been

suggested that stereotypes are maintained through the selective application of catego-

rization rules akin to “People who possess properties A, B, and C are members of social

category X.” For people who can be categorized in a way that maintains the stereotype,

social categorization is rule-based. People who do not fit the stereotype are identified as

a subtype for whom different categorization criteria apply (e.g., “Cognitive scientists are

geeky, reclusive, weirdos, except the ones from Perth, who are charming, well-adjusted,

and devilishly handsome to boot!”5). Bott and Murphy (2007) extended subtyping by

observing similar effects with non-social stimuli (e.g., vehicles) when participants were

provided with a hint prior to commencing the experiment (i.e., Company A tends to sell
5Interested readers are encouraged to consult http://www.cogsciwa.com for more information.
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vehicles for hot climates, whereas those sold by Company B tend to be for cold climates).

A particularly striking illustration of the coordination of coexisting partial solutions

comes from studies within the knowledge partitioning framework (Lewandowsky, Roberts,

& Yang, 2006; Little & Lewandowsky, in press; Yang & Lewandowsky, 2003, 2004).

Knowledge partitioning occurs when a normatively irrelevant “context” cue (e.g., the

color in which a stimulus is presented) reliably signals the presence of a local regularity

in the task environment (e.g., the presence of a partial category boundary6). When

knowledge partitioning occurs, people simplify a complex task by decomposing it into

separate expedient solutions. To illustrate, consider the category space used in several

previous investigations of knowledge partitioning in categorization (Lewandowsky et al.,

2006; Yang & Lewandowsky, 2003, 2004), presented in Figure 3.1.

The aforementioned studies all trained people on the category space depicted in the fig-

ure. Since the experiments discussed below share a similar methodology, I will discuss

the general procedure in some detail here. A dichotomous context cue was systemat-

ically mapped onto the category space such that stimuli clustered around the upper

partial boundary were presented in the upper context; those clustered around the lower

partial boundary were presented in the lower context. Context was perfectly predictive

of the partial boundary that could successfully be applied to classify each stimulus (refer

to the training stimuli enclosed by the circles in Figure 3.1). However, also note that

context itself was diagnostically irrelevant (i.e., an equal number of Category A and B
6Following Yang and Lewandowsky (2004), I draw a distinction between category boundaries and

rules. The term boundary is used to describe a design feature of the stimulus space. In contrast, the
term rule refers to an imputed partial solution used by participants or to a process instantiated within
a computational model.
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Figure 3.1: Category space introduced by Yang and Lewandowsky (2003). The solid
parallel ascending lines represent partial category boundaries. Training stimuli are en-
closed by the dotted box. Category A items are presented as open circles, Category B
items as crosses. Training stimuli enclosed by the circles straddling the upper and lower
partial boundaries of the space were exclusively presented in the upper and lower con-
texts, respectively. Transfer stimuli are depicted by filled diamonds. Numerals identify
the three diagnostic regions of the stimulus space formed by the partial boundaries.

items were presented in each context).

During training, two equally valid strategies could be applied in order to achieve per-

fect classification performance. The first strategy is insensitive to context, mandating
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context-invariant categorization of stimuli according to their position in the category

space, relative to the two partial boundaries. That is, the context-insensitive strategy

simultaneously considers both partial boundaries irrespective of the context an item

appears in. The second strategy, involving knowledge partitioning, is entirely context-

dependent in that it exploits the fact that context reliably points to the applicable

partial boundary that can be used to categorize training items. Rather than simul-

taneously considering the two partial boundaries, knowledge partitioning predicts that

people will associate each partial boundary with a unique context, and decompose the

task in terms of two expedient, context-dependent partial solutions that are mutually

exclusive.

The strategy a participant used was identified via transfer test, in which all transfer

stimuli (represented as filled diamonds in the figure) were presented twice; once in each

context. According to the context-insensitive strategy, regardless of context, only stimuli

from the middle region — marked with the number 2 — of Figure 3.1 should be placed

into Category A. In contrast, the context-dependent knowledge partitioning strategy

predicted transfer stimuli presented in the upper context to be categorized according

exclusively to the upper partial boundary, whereas those presented in the lower context

would be categorized according to the lower partial boundary. Knowledge partitioning

therefore predicts that participants’ responses to stimuli from the extreme regions of

the category space — marked with the numbers 1 and 3 in the figure — should reverse

when presented in different contexts. Thus, under knowledge partitioning, an otherwise

identical stimulus is predicted to elicit conflicting category responses when presented in

different contexts (cf. Opfer & Siegler, 2007; Siegler & Opfer, 2003. See also Kalish et

al., 2004; Lewandowsky et al., 2002).
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A consistent finding from these sorts of categorization tasks is that a significant pro-

portion (usually approximately one third) of participants adopts a context-dependent

knowledge partitioning strategy (Lewandowsky et al., 2006; Yang & Lewandowsky, 2003,

2004). Thus, it seems that a fairly common approach to complex tasks is to simplify

them by breaking them up into expedient solutions. The notion that the partial solu-

tions generated under knowledge partitioning are indeed distinct was further supported

by Yang and Lewandowsky (2004), who observed that people’s responses to stimuli pre-

sented in different contexts were uncorrelated, suggesting that knowledge acquired in

one context appeared to be selectively used without reference to knowledge acquired in

a different context. Formal modeling with ATRIUM (Erickson & Kruschke, 1998, 2002a,

2002b) aligned the partial solutions formed under knowledge partitioning with separate

rule representations, as the model associated different rule modules (each instantiating

a single partial category boundary) with each context. This modeling result is discussed

again in greater detail in Chapter 7.

3.4 A Methodological Solution for Studying Knowledge

Restructuring

Partitioning a task into separate partial solutions necessarily requires retention of, and

selection from among several expedient solutions represented in parallel. By extension,

it is plausible that people may also maintain several ways of coordinating these partial

solutions in parallel. However, the parallelism that characterizes knowledge partitioning

does not automatically generalize to knowledge restructuring, as the latter describes
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long-lasting sequential changes in the overarching strategy used to complete a task.

Therefore, a direct empirical test of the retention hypothesis is required. One way to

accomplish this is to apply the hint-induced methodology used by Lewandowsky and

colleagues in conjunction with a task environment within which several categorization

strategies permit perfect performance (e.g., one that can support knowledge partition-

ing).

A task environment that can support knowledge partitioning is ideal because the context-

dependent partitioning strategy can be contrasted with an equally valid strategy that

is insensitive to context7. Indeed, previous knowledge partitioning studies have found

considerable individual differences, whereby people apply either the context-dependent

or context-insensitive strategy (Lewandowsky et al., 2006; Little & Lewandowsky, in

press; Yang & Lewandowsky, 2003, 2004). Thus, the hint-induced approach to studying

knowledge restructuring is particularly promising because it affords control over both

the timing and direction of restructuring.

A key aim of this thesis is to determine whether the knowledge restructuring observed in

laboratory-based tasks is better characterized in terms of the replacement or retention

hypothesis. To this end, the experiments examine how readily people can revert to using

an old strategy after restructuring has already occurred. A secondary aim is to address

the question of the directionality of knowledge restructuring. Specifically, whether the

hint-induced restructuring observed by Kalish et al. (2005) generalizes to task environ-

ments that support multiple equally well-performing strategies that are more closely

matched in terms of “difficulty,” or if restructuring is limited to cases involving a shift
7It follows from the irrelevant nature of the context cue incorporated into a knowledge partitioning

strategy that an equivalent level of performance could be achieved by ignoring it altogether.
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from a relatively poorly performing strategy to a better performing strategy.

To foreshadow the principal results and conclusions made in this thesis, I will demon-

strate that people retain access to old strategies after knowledge restructuring has oc-

curred, providing clear support for the retention hypothesis in an experimental setting.

The empirical results additionally show that people can restructure their knowledge

without the need for additional training, suggesting that during the course of learning,

people may acquire multiple strategies (or the partial knowledge elements that are nec-

essary to instantiate multiple strategies) in parallel even though only a single strategy

is spontaneously presented at transfer. Finally, I will show that the restructuring and

retention of categorization strategies can be accommodated by ATRIUM (Erickson &

Kruschke, 1998, 2002a), a mixture-of-experts model of categorization that formally in-

stantiates a fractionated, non-integrated view of knowledge.



Chapter 4

Experiment 1: Restructuring

Among Equally Valid Strategies

The key aim of Experiment 1 was to establish whether restructuring among competing

and potentially equally-effective strategies is possible. The category space, discussed

in more detail below (see Figure 4.2), supports two strategies: An expedient, context-

dependent knowledge partitioning strategy that relies on two simple linear partial bound-

aries, and a context-insensitive strategy that relies on application of a single, continuous,

but more complex non-linear category boundary. Of note is that both strategies make

use of the two continuous stimulus dimensions instantiated along the x and y axes in

the Figure, and can reasonably be considered to be more closely matched in terms of

“difficulty,” compared to the strategies in the study by Kalish et al. (2005). Experiment

1 focuses specifically on the shift from a context-dependent to a context-insensitive

strategy for two reasons: First, to the extent that the purpose of a context-dependent

knowledge partitioning strategy is to simplify a task (e.g., Lewandowsky et al., 2002),

shifting from a context-dependent to a context-insensitive strategy enables compari-

son with previous work on knowledge restructuring that has also examined shifts from

simpler to more complex strategies (Johansen & Palmeri, 2002; Kalish et al., 2005;

42
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Lewandowsky et al., 2000). Second, a focus on knowledge partitioning is of theoretical

interest because it may be particularly difficult for people to restructure their knowledge

if partitioning has occurred. For example, Lewandowsky and Kirsner (2000) observed

that partitioning can even persist in an expert’s domain of expertise despite years of

experience, suggesting that people who partition their knowledge may be particularly

resistant to restructuring. Given that knowledge partitioning involves the parallel main-

tenance of multiple independent partial solutions, an interesting question concerns how

rigid partitioned knowledge structures are. Is it possible for restructuring to result in

the merging of distinct partial knowledge elements or do they maintain independence

from one another?

Experiment 1 also investigated whether a hint is required to induce knowledge restructur-

ing in cases involving two equally effective strategies. To achieve this, some participants

were provided with a hint to induce knowledge restructuring, whereas others were not

(cf. Kalish et al., 2005). Given that knowledge partitioning was observed in previous

studies using similar category spaces (Lewandowsky et al., 2006; Yang & Lewandowsky,

2003, 2004), the opportunity to observe restructuring from a context-dependent to a

context-insensitive strategy via a hint was thought to be quite likely.
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4.1 Method

4.1.1 Participants and Apparatus

One hundred undergraduates from the University of Western Australia participated in

exchange for course credit or were remunerated at a rate of A$10/hour to cover travel

expenses.

All experiments were controlled by a Windows-based personal computer, running a Mat-

lab program designed using the Psychophysics Toolbox (Brainard, 1997; Pelli, 1997),

which presented all stimuli and recorded all responses.

4.1.2 Design

The single experimental session was divided into two identical phases, each consisting

of six 40-trial training blocks followed by a transfer test of four 40-trial blocks. The

second phase of the experiment followed on directly from the first. In some conditions,

an explicit hint was provided to encourage knowledge restructuring: Participants in the

reveal condition (N = 40) received a hint describing a context-insensitive categorization

strategy between the phases, whereas in the throughout condition (N = 20) that hint

was presented at the outset of the experiment. The throughout condition served to con-

firm that the hint was effective in eliciting a context-insensitive strategy. Participants

in the control condition (N = 40) were not provided with a hint.
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Figure 4.1: An example stimulus. Stimuli differed in terms of the diameters of the
inner and outer circles comprising a concentric circle pair. Context was represented by
presenting the stimuli in either red or green.

4.1.3 Category Space and Stimulus Dimensionality

Given the prominent role of error in provoking knowledge restructuring (Kalish et al.,

2005; Lewandowsky et al., 2000), it was important to ensure that the category space

was learnable but sufficiently difficult. Since people in previous knowledge partitioning

experiments performed below ceiling levels, the design of the current category space

was based on that used in previous studies (cf. Lewandowsky et al., 2006; Yang &

Lewandowsky, 2004, see Figure 3.1).

Stimuli used in all experiments were concentric circle pairs (see Figure 4.1), and were

physically defined along two continuous dimensions corresponding to the diameters of

the inner and outer circles, respectively. It was assumed that the physical dimension-

ality of the stimuli was commensurate with people’s psychological representation of the
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stimuli. There are two reasons for making this assumption. First, the instructions par-

ticipants received strongly implied the intended (i.e., physical) dimensionality of the

stimuli. Participants were explicitly referred to the inner and outer diameters as the

relevant dimensions, and a labeled diagram depicting an example stimulus was included

in the instructions. Second, participant protocols collected across all experiments were

consistent with the idea that the vast majority of participants’ category decisions were

made by comparing the diameters of the inner and outer components of the stimuli

rather than comparing the size of the “gap” between the two circles. Most participants

explicitly indicated (either diagrammatically or in prose) that the diameters of the stim-

ulus components were assessed separately before being compared to yield a decision. In

addition to the dimensions defining the diameters of the inner and outer cirlces, a third

dichotomous dimension representing context was instantiated using color (e.g., red and

green).

All stimuli were derived from the category space presented in Figure 4.2. Training stim-

uli from the region of space above the solid black boundary belonged to Category A,

while those below the boundary belonged to Category B. Several other features of the

stimulus space need to be noted. First, in all conditions, context was systematically

mapped onto regions of the space during training, such that the 20 training stimuli that

clustered around the left partial boundary were presented in the left context (e.g., in

green), whereas the 20 that clustered around the right partial boundary were presented

in the right context (e.g., in red). Critically, the proportion of training stimuli belonging

to Category A in each training cluster was equal to .5; hence, context was predictive

of the region of the space occupied by a given training item, but was irrelevant with

respect to category membership. It follows that perfect categorization during training
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could be achieved by one of two equally valid strategies. People could learn to apply

the continuous boundary (CB) strategy by comparing the position of stimuli relative to

the category boundary, denoted by the solid black line in Figure 4.2, irrespective of con-

text. Alternatively, people could learn a context-dependent knowledge partitioning (KP)

strategy, and associate context with the partial category boundaries, applying the left

partial boundary for stimuli presented in the left context, and the right partial boundary

for stimuli presented in the right context. Although each strategy mandated identical

responses during training, they predict distinct response profiles on the transfer test.

During transfer, participants were presented with stimuli spanning the entire category

space (represented as unfilled squares in Figure 4.2). Twenty transfer stimuli were drawn

from each of the four diagnostic areas of the category space. Within each transfer test,

stimuli were presented once in each context, making for a total of 160 transfer stimuli

presented in each test.

4.1.3.1 Representations of the Category Space for Each Strategy

During transfer, application of the continuous boundary strategy would result in a high

probability of responding “A”, P(A), for transfer stimuli from Areas 1 and 2 of the

category space, and a low P(A) for stimuli from Areas 3 and 4. This response pattern

would be expected to be consistent regardless of context. Conversely, if people apply the

knowledge partitioning strategy, they are expected to rely exclusively on the left partial

boundary (and ignore the right partial boundary) when classifying transfer stimuli pre-

sented in the left context. However, for transfer stimuli presented in the right context,

people who partition the category space are expected to rely solely on the right partial
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Figure 4.2: Category space and stimuli used in all experiments. The unbroken black
line describes the continuous category boundary and regions of the space associated
with categories A and B. Dashed lines denote extrapolated partial boundaries expected
under knowledge partitioning that divide the space into four diagnostic areas. Filled
diamonds represent training stimuli. Training stimuli presented in the left and right
training contexts are housed within the left and right circles, respectively. Transfer
stimuli are presented as unfilled squares.

boundary to the exclusion of the left partial boundary. Use of a knowledge partitioning

strategy is therefore revealed if category decisions for transfer stimuli in Areas 2 and 3

systematically vary with context such that P(A) for transfer stimuli from Areas 2 and 3

is low when presented in the left context, but high when presented in the right context.

P(A) is not expected to vary with context for transfer stimuli from Areas 1 and 4 as

both partial boundaries mandate identical responses for these stimuli.
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4.1.4 Procedure

Participants were tested individually in a quiet booth. Each trial began with presen-

tation of the word “Ready” in the center of the screen for 1000 ms. This was followed

by presentation of the stimulus, which remained visible until a category response was

made via keypress. During training, participants were provided with corrective feedback

(the word “Correct” or “Incorrect” presented in the center of the screen for 1000 ms)

immediately following their response. Feedback was withheld during transfer. Trials

were separated by a 1000 ms blank screen. Participants were provided with self-paced

breaks after every block of 40 trials. The experiment lasted just under one hour.

Within each training block, all 40 training stimuli were presented once in a random or-

der. All stimuli from the right training cluster were presented solely in the right context,

while stimuli from the left training cluster were presented solely in the left context. The

only exception to this contingency was in the second training phase for the throughout

condition in which context information was withheld (i.e., all stimuli were presented in

black). Withholding context from the second training phase served as an additional

control in case the hint was ineffective, to show that people were capable of learning

the continuous category boundary (if forced to do so). During transfer, each transfer

stimulus was presented once in each context, resulting in a total of 160 transfer trials.

The presentation order of transfer stimuli was randomly determined for each participant.
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Category responses were recorded using the F and J keys. Both color-to-context and

category-to-key mappings were counterbalanced across participants.

4.1.4.1 Additional Task Information

An explicit hint was provided to participants in the reveal and throughout conditions.

The hint described the context-insensitive strategy involving application of the contin-

uous category boundary. Participants were informed that a) Context (color) was not

relevant to category decisions and should not be incorporated into their decision strat-

egy, and b) that category membership was determined solely by the relative sizing of the

inner and outer circles. Participants were provided with the hint in writing and after

studying it, to ensure comprehension, were required to summarize it without making

reference to the written statement. Once an accurate summary had been produced,

participants were encouraged to adopt the revealed strategy and commenced/continued

the experiment.

4.2 Results and Discussion

4.2.1 Data Screening

To be included in the analysis participant accuracy in the training block immediately

preceding the first transfer period (i.e., training block six) had to significantly exceed

chance (approximately .65; determined using a binomial distribution for the n = 40
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training items, with p = .5, and α = .05). The analysis retained 50 participants1, 19 in

the reveal condition, 15 in the throughout condition, and 16 in the control condition.

4.2.2 Training Performance

A 3 (condition) × 6 (block) between-within ANOVA yielded a significant main effect

of block, F (5, 235) = 30.38, MSE = .01, p < .001, η2
p = .39, reflecting an increase in

performance in all conditions from .58 in training block 1 to .76 in block 6. There was

also a significant main effect of condition, F (2, 47) = 4.59, MSE = .02, p = .02, η2
p =

.16, reflecting higher average performance in the throughout condition (M = .71), rela-

tive to the control condition (M = .65). Performance in the reveal condition (M = .68)

was comparable to levels observed in the other conditions. The interaction was not

significant, F (10, 235) = 1.06, MSE = .01, p = .40, η2
p = .04, reflecting the similar

courses of learning across all three conditions. There was no significant difference in

performance on block 6 of training between participants ultimately identified as using

a knowledge partitioning strategy (M = .80) compared to those identified as relying

on the continuous boundary strategy (M = .76), t(37) = 1.90, p = .07, r2 = .09.2

Training performance in the second phase was consistent with the levels recorded in

the first phase, (Ms = .69, .73, and .68, across the final six blocks for the throughout,
1Although the analysis only retained 50 participants, application of fairly strict learning criteria is

important to minimize noise that poor learners could introduce, obscuring important individual differ-
ences in strategy use. The sources of poor performance are not restricted to an inability to learn the
task, but also include distraction and boredom. Additionally, analysis of a relatively small subset of
learners is not without precedent in the literature (e.g., Erickson & Kruschke, 1998; Medin & Schwa-
nenflugel, 1981; Nosofsky, Clark, & Shin, 1989). To allay concerns that the conclusions reached in this
thesis are the product of restricting analysis to data from a relatively small sub-group of participants,
it is worth noting that the empirical patterns of theoretical interest are preserved if a larger subset of
data is analyzed by relaxing inclusion criteria (e.g., by retaining any participant whose absolute training
performance in the final block of the first training phase exceeded .5), and thus do not alter any of the
conclusions. I elaborate on this potential limitation in Chapter 8.

2If anything, the higher level of performance associated with people who initially applied the knowl-
edge partitioning strategy might be expected to provoke resistance to knowledge restructuring. As will
be shown below though, this was not the case.
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reveal, and control conditions, respectively), indicating that participants continued to

perform above chance in the second training phase, and is not presented in further detail.

4.2.3 Aggregate Initial Transfer Performance

Preliminary analysis of transfer performance in the first transfer test was conducted at

the level of condition. Responses were aggregated across transfer items in each diagnos-

tic area, and then averaged across participants for each condition. A 3 (condition) ×

2 (context) × 4 (area) between-within ANOVA failed to return a significant three-way

interaction, F (6, 141) = 1.07, MSE = .02, p = .39, η2
p = .04, but did return a significant

interaction between context and area, signaling the presence of knowledge partitioning

in the data, F (6, 141) = 25.66, MSE = .02, p < .001, η2
p = .35. At this point, it is

worth noting that aggregate analyses for all three experiments reported in this thesis

returned positive evidence of knowledge partitioning. Since the focus of this thesis is

on the issue of individual differences in strategy use, aggregate-level analyses are not

reported for any of the subsequent experiments. Likewise, for ease of explication, only

the highest-order significant ANOVA effects are reported in this thesis, unless there is

compelling reason to do otherwise.

4.2.4 Individual Differences in Response Strategies

Although the aggregate analysis yielded evidence of the presence of knowledge parti-

tioning, there are known to be considerable individual differences in initial strategy use

in this sort of categorization task (Lewandowsky et al., 2006; Yang & Lewandowsky,
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2003, 2004). Indeed, for all experiments, preliminary whole sample examination of in-

dividual response profiles were indicative of the presence of three distinct subgroups of

participants. Two of these subgroups were consistent with application of either a knowl-

edge partitioning or continuous boundary strategy. The third subgroup of participants

responded in a highly idiosyncratic manner, generating response profiles that were indis-

tinguishable from random responding during transfer. Since the aggregate analysis was

necessarily insensitive to these crucial individual differences in strategy use, a k-means

cluster analysis was performed to identify different response strategies in a mathemati-

cally principled way prior to any further condition-wise analyses of transfer performance.

Participants’ transfer responses were transformed into vectors by recoding “A” and “B”

responses into 1s and 0s, respectively. Response vectors for all participants were then,

irrespective of condition, entered into a single iterated k-means clustering algorithm.

The clustering algorithm was seeded with three pre-defined centroid starting points cor-

responding, respectively, to context-dependent use of the partial category boundaries,

context-insensitive use of the continuous category boundary, and chance performance on

all items3. Using a Euclidean distance measure, the clustering algorithm computed final

centroid positions that maximized both within-cluster similarity and between-cluster

differences. Examination of the final three cluster centroids generated by the analysis

indicated that there was one group of people who utilized a context-dependent strat-

egy, consistent with what would be expected under knowledge partitioning (called the
3Initializing the clustering algorithm with three random starting points converged on the same solu-

tion reported below, revealing identical response patterns and returning near-identical cluster allocations.
Very similar cluster allocations were attained by running separate condition-wise cluster analyses. Thus,
the clustering solution reported above does not appear to be an artifact of either the initialization of
centroids or by considering all conditions simultaneously.
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Initial-KP group from here on; N = 13)4, another one that responded primarily on the

basis of the continuous category boundary (Initial-CB group; N = 26), and a final group

whose response profile was unrecognizable (N = 11). The data from the latter group

were not considered any further. It should also be noted that the individuals assigned to

the Initial-KP and Initial-CB groups generated response profiles with good correspon-

dence to their respective cluster centroid (i.e., the performance of individuals within a

cluster reflected the averaged performance of the cluster aggregate). The individual re-

sponse profiles for those assigned to the unrecognized cluster were highly idiosyncratic,

resembling neither the KP, nor CB strategy. Good correspondence between individual

response profiles and the respective cluster aggregates were also observed for the clus-

tering results reported in all subsequent experiments.

In order to differentiate the strategies used by the two principal groups identified by the

cluster analysis, transfer performance was aggregated at the level of group, irrespective

of condition. Individual differences in strategy use within each condition are presented

further below in Figure 4.4. Item-wise performance of the Initial-KP and Initial-CB

groups in each context for the first transfer test is shown in Figure 4.3.

4As all experiments involve different groups of participants applying different strategies at different
points in time, for the sake of clarity, groups are identified on the basis of the initial strategy they
applied.
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Statistical comparison of the Initial-KP and Initial-CB groups was achieved by first

averaging item-wise P(A) for transfer stimuli within each diagnostic area according to

context, and then aggregating across participants. Phase 1 transfer performance was

then analyzed with a Group (Initial-KP vs. Initial-CB) × Context × Area between-

within ANOVA. The analysis returned a significant three-way interaction, F (3, 111) =

46.49, MSE = .01, p < .001, η2
p = .56, reflecting the differential sensitivity to context

exhibited by the Initial-KP and Initial-CB groups in Areas 2 and 3. Follow-up Context

× Area within-subjects ANOVAs for each group showed that although responding in

Areas 2 and 3 was significantly influenced by context for both the Initial-CB, F (3, 75)

= 9.74, MSE = .01, p < .001, η2
p = .28, and Initial-KP groups, F (3, 36) = 138.10,

MSE = .01, p < .001, η2
p = .92, the effect was far more pronounced in the Initial-KP

group. Accordingly, for the Initial-KP group, context appears to determine which partial

category boundary drives responding, whereas the Initial-CB group, although slightly

sensitive to context, responded in a way that was far more consistent with application

of the continuous category boundary in both contexts.

To simplify further analysis of strategy use, a measure of context sensitivity was devised

by computing the average item-wise P(A) difference between contexts for transfer items

that differentiated between the two response strategies (i.e., stimuli from Areas 2 and

3). Knowledge partitioning corresponds to a high level of context sensitivity (M = .60

for people in the Initial-KP group on the first transfer test), whereas a smaller level of

context sensitivity is associated with the strategy used by people in the Initial-CB group

(M = .14).
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4.2.5 Knowledge Restructuring Across Phases

Knowledge restructuring was assessed by tracking changes in people’s sensitivity to con-

text across the two phases of the experiment. For these analyses, group assignment was

considered in conjunction with condition (where appropriate), to illustrate the effect of

the hint. Thus, successful restructuring would be illustrated by a significant reduction in

context sensitivity between phases for reveal condition participants who initially applied

the KP strategy. Figure 4.4 presents changes in context sensitivity across phases for

people assigned to the Initial-KP and Initial-CB groups, within each condition.

Because of the small numbers of participants in the throughout and control conditions

who were identified as using the KP strategy, an ANOVA with condition and group as

separate factors was deemed inappropriate. Nevertheless, it is still possible to assess

the effect of the hint on responding by examining condition-wide between-phase changes

in context sensitivity. These were examined by a Condition × Phase between-within

ANOVA. The analysis returned a significant interaction, F (2, 36) = 6.97, MSE = .03,

p = .003, η2
p = .28, reflecting decreases in sensitivity between phases for the reveal and

throughout conditions (M reductions = -.24 and -.12, respectively), and an increase

in sensitivity for the control condition (M increase = .11). That context sensitivity in-

creased in the control condition suggests that the condition-wide changes in sensitivity in

the reveal and throughout conditions were not natural consequences of additional train-

ing. Instead, participants in those conditions responded to revelation of the CB strategy

and the withholding of context information from the second training phase, respectively.
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Figure 4.4: Individual levels of context sensitivity across phases for people assigned
to the Initial-KP and Initial-CB groups within each condition in Experiment 1. Open
circles and closed squares denote context sensitivity in Phases 1 and 2, respectively.
Solid black lines display mean condition-wise levels of context sensitivity for each group
at Phase 1. Dashed lines display mean context sensitivity in Phase 2.
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Hint-induced knowledge restructuring is illustrated by the clear drop in context sensitiv-

ity across phases for people in the reveal condition who were assigned to the Initial-KP

group, t(7) = 4.35, p = .003, r2 = .73, reflecting a shift from using the KP strategy in

Phase 1 to the CB strategy in Phase 2. The use of a common response strategy in Phase

2 for reveal condition participants, irrespective of initial strategy use is supported by

the fact that responding at the item level5 was highly correlated between the Initial-KP

and Initial-CB groups during the Phase 2 transfer test, r = .84.

Experiment 1 also adduced some indirect support for the notion of strategy retention.

The fact that there was a between-phase reduction in context sensitivity in the through-

out group implies that even though these participants were specifically instructed to

ignore the context dimension, it still had a modest effect on their initial responding.

This idea is consistent with the notion that people probabilistically select and apply a

variety of strategies that are stored in memory (Rieskamp & Otto, 2006). The fact that

withholding context from the second training phase impacted on subsequent responding

can be interpreted as stemming from an increased reliance on the CB strategy during

the second training phase.

5At the level of individual items, the KP and CB strategies make identical predictions for 75% of
transfer stimuli. Because this high degree of overlap would artificially inflate correlations, the only
responses considered by this and similar subsequent analyses are those associated with stimuli for which
the strategies make divergent predictions for. Specifically, stimuli from Area 2, presented in the left
context, and those from Area 3, presented in the right context.
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4.2.6 Implications

Contrary to what might have been expected on the basis of Lewandowsky and Kirsner’s

(2000) findings, Experiment 1 demonstrated that knowledge partitioning does not en-

tail resistance to subsequent knowledge restructuring. Instead, the results suggest that

people are readily able to restructure their knowledge in response to a hint even after par-

titioning has occurred. Although participants who applied the KP strategy performed

very differently between the two contexts, they were able to successfully restructure their

knowledge in response to a hint. Thus, it appears that the independence of expedient

solutions encapsulated as partitioned knowledge elements need not imply any permanent

consequences for how task knowledge is structured.

The current results also underscore the joint necessity of performance error and a hint

in inducing knowledge restructuring, replicating the results of Kalish et al. (2005). For

people initially identified as applying the knowledge partitioning strategy, performance

in the final block of Phase 1 training was well below ceiling (M = .80), which was also

the maximum level of accuracy for which restructuring was observed by Kalish et al.

Notwithstanding the central role of error in inducing knowledge restructuring, it was

also demonstrated that the need for a hint was also required to induce restructuring

in this experiment. The control condition showed no sign of spontaneously shifting to

the context-insensitive strategy, as the level of context sensitivity actually increased be-

tween phases for those participants. Of course, this conclusion must be approached with

caution, as very few participants in that condition were assigned to the Initial-KP group.
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The lack of any evidence of a spontaneous shift to a context-insensitive strategy ap-

pears to stand in contrast to the findings from a function learning study conducted by

Hélie, Giguère, Cousineau, and Proulx (2006). In their study, people were trained on

a cubic function where a context dimension was systematically mapped onto different

portions of the training function (cf. Lewandowsky et al., 2002) over several sessions

of extensive learning. Hélie et al. (2006) found that while people were sensitive to the

context dimension in the early phases of performance, they appeared to restructure to

a context-insensitive strategy by the third session without the need for any hint. How-

ever, one feature of their study can potentially explain the apparent discrepancy between

their results and those of the current experiment. Whereas context was perfectly pre-

dictive of the category boundary that could be used to categorize a particular stimulus

in the current experiment, in Hélie et al.’s study, context was only 90% predictive of

the appropriate portion of the training function that was being queried. As such, in

that study, a context-dependent strategy would necessarily result in more errors than

a context-insensitive one. Hélie et al. (2006) argued that the 10% error rate associated

with a knowledge partitioning strategy could in the long run, result in sufficient error

to induce knowledge restructuring without the need for an explicit hint.

Finally, Experiment 1 generated some indirect support for the notion of strategy reten-

tion, by showing that the initial responding of people in the throughout condition was

sensitive to context despite the fact that they were explicitly instructed to ignore it. The

idea that participants might be able to acquire multiple strategies in parallel is explored

further in Experiment 2.



Chapter 5

Experiment 2: Strategy

Retention

Because Experiment 1 assessed knowledge restructuring after a second training phase, it

remains unclear whether people are capable of shifting between strategies immediately

after receiving a hint without any further training. Experiment 2 therefore included a

transfer test immediately following revelation of an alternative strategy after the first

phase of training. Furthermore, because Experiment 1 only examined restructuring from

a context-dependent to a context-insensitive strategy, but not in the reverse direction,

the second experiment aimed to establish whether there are any directional constraints

on restructuring. This was done by devising an online measure of people’s initial strat-

egy, which permitted the hint to be customized accordingly. People who were identified

as initially applying the KP strategy would be presented with a hint revealing the CB

strategy, and vice-versa. Finally, Experiment 2 directly addressed the issue of whether

people retain their original response strategy after restructuring by examining whether

people could revert back to their original strategy in response to a final hint provided

after a second session of training. According to the replacement hypothesis, it should

be difficult for participants to revert to using their original strategy on this final test.

62
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Conversely, the retention hypothesis predicts that people should readily be able to rein-

state their original strategy.

5.1 Method

5.1.1 Participants

Forty-four undergraduates from the University of Western Australia participated in ex-

change for course credit or were remunerated at a rate of A$10/hour to cover travel

expenses.

5.1.2 Design

Experiment 2 was carried out in two testing sessions with a minimum one-hour break

in between. For participants who were unable to attend two testing sessions in a single

day, sessions were scheduled on two consecutive days. Each session began with an initial

six-block training period, which was followed by two identical, successively presented

transfer tests. Between the transfer tests in each session, participants were provided

with an explicit hint to encourage knowledge restructuring.

The strategy outlined by the hint was conditional on the participant’s transfer perfor-

mance in the first test of each session. Thus, people who were identified as partitioning

their knowledge were given a hint to encourage context-insensitive performance. Con-

versely, people who where identified as using the CB strategy were given a hint to
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induce knowledge partitioning (described in detail below). There was no performance-

independent between-subjects manipulation in Experiment 2.

5.1.3 Stimuli and Procedure

The category space and stimuli were the same as in Experiment 1. Within each session,

the procedure was identical to that used in each phase of Experiment 1 with two ex-

ceptions. First, each session required completion of two consecutive transfer tests after

training had finished. Second, an explicit hint was provided in between the two transfer

tests. Each session lasted approximately 50 minutes.

Because this is a rather complex design, it is very important that the transfer tests are

clearly identified. To assist in this, I will refer to the transfer tests in the order in which

participants completed them in the study. Thus, the first and second transfer tests in

the first phase will be identified as transfer tests 1 and 2, respectively. Likewise, the first

and second transfer tests in the second phase will be referred to as transfer tests 3 and

4, respectively.

5.1.4 Hints about the Alternative Strategy

Performance on the first transfer test after each training phase was assessed online

by computing the Euclidean distance between a participant’s response profile and two

pre-defined centroids corresponding to the KP and CB strategies, respectively. The sub-

sequent hint revealed the contrast strategy; that is, the strategy that was most distant
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from that person’s response profile. People whose response profile was furthest from the

CB strategy were presented with the same hint presented to participants in Experiment

1, encouraging them to adopt the CB strategy. Conversely, people whose response pro-

file was furthest from the KP strategy were told that categorization could be achieved

by examining the relative sizing of the inner and outer stimulus dimensions, but that

the relevant size relation differed according to context (color). If a participant’s profile

was equidistant to the KP and CB options, the hint was determined randomly (only one

person retained for analysis fell into this category).

5.2 Results and Discussion

5.2.1 Data Screening

The accuracy criterion used in Experiment 1 was also applied to session 1 training per-

formance in Experiment 2. The analysis retained 29 participants.

5.2.2 Pre-Restructuring Training Performance

During the first session, training performance increased from .61 in the first block to .76

in the final block. A within-subjects ANOVA with block as a factor returned a signifi-

cant main effect, F (5, 140) = 13.01, MSE = .01, p < .001, η2
p = .32. In the final block

of training in the first session, there was no significant difference between participants

who were ultimately identified as applying the KP strategy (M = .77) versus those who

initially used the CB strategy (M = .75), t(22) = .52, p = .61, r2 = .01. Training
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performance throughout the second session was comparable to the final level observed

at the first session (M = .75 across blocks) and is not presented in detail.

5.2.3 Individual Differences in Transfer Test 1 Performance

As per the analysis for Experiment 1, participants’ responses to stimuli from both con-

texts from the first transfer test were converted to vectors and entered into an iterated

k-means cluster analysis. The analysis assigned 10 people to the Initial-KP group, and

17 to the Initial-CB group. The final two participants were assigned to the third unrec-

ognized (i.e., chance) group, and were discarded from further analysis. Correspondence

between the the iterated clustering algorithm and the online measure of strategy use

was quite high, with identical classifications returned for 24 of the 27 participants who

were identified by the cluster analysis as using either the KP or CB strategies. Only

those participants who were identically classified by both the online measure and cluster

analysis were retained1. Figure 5.2 displays item-wise performance in the first transfer

test for the remaining participants in the Initial-KP and Initial-CB groups (Ns = 8 and

16, respectively).

1Inclusion of the three participants for whom the two measures of performance resulted in divergent
classifications maintains the same general patterns in the data, and do not alter the conclusions. However,
it makes little sense to retain these participants for the final analysis, as they essentially received the
opposite treatment to the remainder of their respective group (i.e., they were presented with a different
hint).
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From Figure 5.1, it can be seen that for the Initial-KP group, changes in context had a

considerable effect on responding in Areas 2 and 3, whereas the Initial-CB group demon-

strated a high degree of consistency in all diagnostic Areas, regardless of context. To

confirm that the Initial-KP and Initial-CB groups could be differentiated with respect

to the influence of context on responding, a Group × Context × Area between-within

ANOVA was performed, revealing a significant three-way interaction, F (3, 66) = 16.64,

MSE = .01, p < .001, η2
p = .43, replicating the emergence of the two distinct strategies

seen in Experiment 1. Follow-up Context × Area within-subjects ANOVAs confirmed

that while context influenced responding of the Initial-KP group in Areas 2 and 3, F (3,

21) = 26.82, MSE = .01, p < .001, η2
p = .79, the interaction for the Initial-CB group

was not significant, F (3, 45) = 2.54, MSE = .01, p = .07, η2
p = .15. The remainder

of the analyses focused on knowledge restructuring across all transfer tests, using the

context sensitivity measure described in the previous chapter as the dependent variable.

5.2.4 Knowledge Restructuring

Figure 5.2 shows changes in context sensitivity across all successive pairs of transfer tests

for both the Initial-CB and Initial-KP groups. It is clear from the figure that the hints

had a considerable effect on performance, regardless of which strategy people initially

applied.

Recall that the first training session was followed by two successively presented transfer

tests (transfer tests 1 and 2) with no intervening training. Differences in performance

between these tests therefore indicate whether people are able to instantly restructure
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 Figure 5.2: Individual differences in context sensitivity in all successive transfer tests
for the Initial-CB (top panels) and Initial-KP (bottom panels) groups. Open circles
denote context sensitivity using the original strategy (i.e., the strategy used in tests
1 and 4). Filled and open squares denote sensitivity using the alternative strategy
(i.e., the second and third transfer tests), respectively. Black solid and dashed lines
display observed mean context sensitivity using the original and alternative strategies,
respectively.
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their knowledge after receiving a hint. If this is the case, for the Initial-KP group, con-

text sensitivity should immediately decrease between transfer tests 1 and 2, whereas an

increase in context sensitivity should be seen for the Initial-CB group. Instant restruc-

turing would indicate that people have simultaneous access to the CB and KP strategies.

This would suggest that either the strategies were acquired in parallel, or that partici-

pants possessed knowledge that was sufficient to express either strategy, under control

of a higher order cognitive mechanism.

Figure 5.2 shows that revelation of an alternative strategy had a clear and immediate

effect on context sensitivity without the need for any additional training (left-most pan-

els), suggesting the simultaneous availability of the two strategies after training. The

figure also indicates symmetry in restructuring because the Initial-KP and Initial-CB

groups responded to the hint by respectively decreasing and increasing their levels of

context sensitivity (indicated by the moves from the solid lines to the dashed lines in the

leftmost panels of the figure). In support, a between-within Group (Initial-KP group vs.

Initial-CB group) × Test (transfer test 1 vs. transfer test 2) ANOVA on context sensi-

tivity revealed a significant interaction, F (1, 22) = 67.32, MSE = .02, p < .001, η2
p = .75.

The effects of additional training on restructuring were examined by considering the

third transfer test that immediately followed Phase 2 training (see middle panels of Fig-

ure 5.2). The Initial-CB group demonstrated a further increase in context sensitivity

compared to test 2, suggesting that only partial restructuring had occurred immediately

after provision of the hint. For the Initial-KP group though, there was no change in

context sensitivity beyond that observed immediately following revelation of the CB

strategy. This is perhaps not surprising, as the Initial-KP group was already minimally



Chapter 5. Experiment 2: Strategy Retention 71

sensitive to context after the hint. A Group × Test (test 2 vs. test 3) between-within

ANOVA confirmed the differential effect of additional training on context sensitivity,

returning a significant interaction, F (1, 22) = 8.99, MSE = .01, p = .007, η2
p = .29.

5.2.4.1 Retention of the Original Strategy

In the second experimental session, after another full session of training, participants

were provided with another hint describing either the KP or CB strategy, depending on

their performance on the third transfer test. Given that people had already successfully

restructured their knowledge in response to the first hint, this final hint effectively in-

structed people to revert to using their original response strategy.

If people are able to successfully reinstate their original strategy, even after already

having restructured their knowledge (i.e., if the restructuring process that enabled peo-

ple to initially shift strategies also permits shifting back to the abandoned strategy),

their context sensitivity should differ significantly between transfer tests 3 and 4, but

should be similar between the first and final transfer tests. The rightmost panels of

Figure 5.2 show that between the third and fourth transfer tests, context sensitivity in

the Initial-KP group increased whereas sensitivity decreased in the Initial-CB group. In

confirmation, a Group × Test (test 3 vs. test 4) between-within ANOVA revealed a

significant interaction, F (1, 22) = 40.35, MSE = .03, p < .001, η2
p = .65. This indicates

renewed restructuring in the direction of their original response strategy, suggesting that

people retained access to this strategy even after having previously restructured to an
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alternative, and completed 240 trials of supervised practice using the alternative2.

To test whether the restructuring observed between the third and fourth tests resulted

in people wholly reverting back to their original response strategy, performance in the

first and fourth transfer tests was compared with another Group × Test (test 1 vs. test

4) between-within ANOVA. There was a significant main effect of group, F (1, 22) =

31.38, MSE = .04, p < .001, η2
p = .59, reflecting higher overall context sensitivity in

the Initial-KP group. There was no main effect of test, F (1, 22) = 1.38, MSE = .02,

p = .25, η2
p = .06. Curiously, there was an interaction effect, F (1, 22) = 7.49, MSE

= .02, p = .01, η2
p = .25, indicating that although the Initial-CB group demonstrated

similar levels of context sensitivity between the first and fourth transfer tests, for the

Initial-KP group, sensitivity in the fourth test was slightly lower than in the first test3.

It should be noted though, that the pattern of responding in the final transfer test for

the Initial-KP group is consistent with knowledge partitioning.

The overall pattern of results is largely consistent with the notion that people are in

fact able to revert to an old response strategy even after restructuring their knowledge

and completing another 240 training trials to practice it. That is, the process that en-

ables people to restructure from one strategy to an alternative also permits restructuring

from the alternative, back to the original strategy. Both the Initial-CB and Initial-KP

groups demonstrated renewed restructuring in response to the final hint. Moreover, in
2This latter point rests on the assumption that participants followed instructions to practice the

alternative strategy in the second training session. It is not possible to empirically determine which
strategy participants were using during training, as both KP and CB strategies mandated identical
responses to all training stimuli.

3Examination of individual differences indicated that the interaction arose from two people in the
Initial-KP group who resisted restructuring in response to the second hint, and became less sensitive to
context between the third and fourth transfer tests. Removing these participants removes any evidence
of an interaction effect, while preserving the main effect of group.
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the Initial-CB group, levels of context sensitivity between transfer tests 1 and 4 were

highly similar. Although this was not the case for the Initial-KP group, it is clear that

they displayed a qualitatively similar pattern of responding between the first and final

tests. Thus, the outcomes of three out of these four critical tests were consistent with

the notion that people were reinstating their original response strategy. In further sup-

port of this conclusion, item-wise correlations (conducted in the same manner as those

in Experiment 1) between the first and fourth transfer tests were high for both groups,

r = .81 (Initial-KP group), and r = .95 (Initial-CB group).

5.2.5 Summary of Results

Experiment 2 demonstrated that people are able to successively restructure their knowl-

edge, shifting between context-dependent and context-insensitive response strategies

without additional training. The fact that the observed restructuring was symmetri-

cal (i.e., people could shift from the KP to the CB strategy as well as in the reverse

direction) demonstrates that knowledge restructuring is not constrained by initial strat-

egy use. As mentioned above, this result is consistent with either the parallel acquisition

of the KP and CB strategies, or the notion that in the initial training session, partici-

pants had acquired knowledge that was sufficient to express either strategy. The latter

notion implies that the hint provoked a top-down parameter change in some higher or-

der cognitive mechanism, determining whether the KP or CB strategy was ultimately

expressed. I prefer the latter explanation, as it accords closely with the computational

modeling results reported later in Chapter 7. For now, it is fair to say that the results of

Experiment 2 appear to be better explained in terms of strategy retention rather than
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strategy replacement. Specifically, the fluiditiy with which people were able to restruc-

ture among the alternative strategies seems at odds with the predicted requirement for

additional training implied by the replacement hypothesis (Carey, 1991; Vosniadou &

Brewer, 1994).

The restructuring observed in Experiment 2 is surprising when considering the absence of

proactive interference that might have been expected to prompt resistance to knowledge

restructuring, particularly when considering the equivalent validity of the KP and CB

strategies (Hartnett & Gelman, 1998; Lewandowsky et al., 2000; Vosniadou & Brewer,

1994). Previous studies that have required participants to change categorization strate-

gies by manipulating the diagnosticity of stimulus dimensions are relevant here (e.g.,

Kruschke, 1996). In these studies, people initially learn a categorization strategy involv-

ing one or more particular stimulus dimensions. Then, at some point during learning,

there is a shift in the relevant stimulus dimensions, forcing participants to adopt a differ-

ent categorization strategy in order to maintain accurate performance. Kruschke (1996)

investigated several different types of relevance shifts in category learning and found

learning of a new strategy to be particularly difficult if it involved multiple stimulus

dimensions. It is therefore, particularly curious that participants in Experiment 2 were

readily able to shift between the KP and CB strategies, as successful application of

both strategies required that information from multiple stimulus dimensions be taken

into account. Further, the ease with which people in the Initial-CB group were able to

restructure to the KP strategy is surprising, as this requires incorporating an irrelevant

stimulus dimension (context). Given that learning about diagnostically irrelevant cues

is attenuated when they are presented in concert with diagnostic cues, a phenomenon

known as blocking (Kruschke, 2001; Kruschke & Blair, 2000), these participants could
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reasonably have been expected to experience considerable difficulty in adopting the KP

strategy.

Most important, Experiment 2 demonstrated that even after additional training, people

were able to revert back to their original strategy in response to a hint. This finding

is inconsistent with the replacement hypothesis, and supports the retention hypothesis.

Knowledge restructuring does not necessarily lead to the overwriting of old strategies,

even when people receive additional supervised training on an alternative strategy. Thus,

people’s knowledge structures appear to be quite flexible.

Of particular relevance to this aspect of the results is a study by Macho (1997), which il-

lustrated retroactive interference in category learning following a change in the validity of

stimulus dimensions. Participants were initially trained on a multidimensional category

structure. In a second learning phase, cue validity was manipulated such that different

stimulus dimensions were relevant, relative to the first training session (cf. Kruschke,

1996). Thus, different strategies were appropriate to the two learning phases in that

reliance on a common set of stimulus dimensions for both phases would result in poor

performance in at least one of them4. In a subsequent transfer test, people utilized stim-

ulus dimensions that were relevant during the second, but not the first phase, resulting

in decreased classification accuracy for stimuli initially encountered in the first learning

phase that were presented again after the shift. That test performance was dominated

by the strategy appropriate to the second learning phase suggests that people effectively

replaced their initial knowledge about the relevance structure of the task with a strategy
4It must be noted that the objective criterion for category membership was not affected by the

relevance shift. Category membership in both phases was determined by distance from a prototype.
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that captured the relevance structure encountered later in the task.

That the results of Experiment 2, which found that people retained and were able to

readily alternate between different categorization strategies, diverged from those found

by Macho (1997) is quite striking. One possible reason for this difference is that in the

current study, the KP and CB strategies mandated identical responses during train-

ing, whereas in the study by Macho (1997), the categorization strategies appropriate

to the two learning phases were mutually incompatible5. The two strategies in the

current study were equivalently reinforced by training feedback, and therefore perfectly

compatible during training. One intriguing possibility that can only be explored by com-

putational modeling (reported in Chapter 7) is that the KP and CB strategies do not

involve respective splitting and merging of knowledge elements. Instead, it is possible

that the two strategies rely on a common underlying set of partial knowledge elements,

but differ in terms of how these knowledge elements are coordinated and applied to the

task.

One design feature of Experiment 2 was that the KP strategy could be used throughout

because context was always present. The continued presence of context may have cre-

ated an opportunity for intermittent “refreshing” of that strategy in memory, even for

people who were ultimately identified as using the CB strategy. Because both strategies

were equally valid during training, examination of training responses cannot determine

whether this actually occurred. Experiment 3 therefore explored the extent to which
5In fact, the only way to enact the relevance shift while preserving the objective classification criterion

was to use different stimuli in each of the learning phases. Thus, common stimuli could not be presented
in the two learning phases, let alone require common classifications under the two relevant strategies.
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people retain old strategies by withholding context information on some trials to prevent

potential intermittent refreshing of the KP strategy.



Chapter 6

Experiment 3: Sequential

Strategy Acquisition

Experiment 3 did not use any explicit hints but instead manipulated the availability of

context information during training and transfer (cf. Experiment 1, throughout con-

dition). To the greatest extent possible, given the experimental design, withholding

context information during training prevents the acquisition of the KP strategy, forc-

ing acquisition of a context-insensitive strategy. Experiment 3 therefore fills a potential

methodological gap in Experiment 2, because in the previous experiment, it was possible

that people may have intermittently refreshed the KP strategy even while learning the

CB strategy due to the ongoing availability of context1.

Experiment 3 focused on three key issues related to strategy retention: First, if peo-

ple are initially trained with context present and acquire the KP strategy, can they

reinstate it after further training, during which context information has been withheld?

Alternatively, if potential “refreshing” of the KP strategy is thus prevented, does forced
1Strictly speaking, even when context was withheld, if people had already completed training with

context available, it remains possible for the KP strategy to have been refreshed by internally invoking
context. This could be accomplished if people learned to associate context with values for the inner
and outer circle diameters. This possibility cannot be ruled out for the same reasons the KP and CB
strategies cannot be distinguished during training.

78
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acquisition of a context-insensitive strategy lead to replacement of the KP strategy?

The second issue addressed by Experiment 3 is effectively the complement of the first:

Are people able to acquire the KP strategy when context is introduced in a second

training phase after completing initial training with context withheld? If so, does later

acquisition of the KP strategy result in the overwriting or replacement of the original

context-insensitive strategy? Finally, how does the withholding of context information

during transfer affect people’s application of learned strategies, irrespective of training

regime? If context is initially available during training, permitting acquisition of the KP

strategy, but at test, context is suddenly withheld, can people apply the CB strategy in

the absence of any hints? The ability to do so would strongly point to the simultaneous

acquisition and co-existence of the two strategies during the initial training period. This

would extend the findings of Experiment 2 by showing that strategy shifts can also occur

without explicit hints (e.g., if it is clear that a particular strategy is inappropriate for

the task environment).

6.1 Method

6.1.1 Design, Category Space, and Stimuli

Experiment 3, like Experiment 2, involved two sessions with a minimum one-hour break

in between. For participants who were unable to attend two testing sessions in a sin-

gle day, sessions were scheduled on two consecutive days. Each session began with a

six-block training period, followed by two consecutive transfer tests. Participants were

randomly assigned to one of two experimental conditions that differed with regards to

when context information was withheld from training (by presenting all stimuli in black):
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In the withheld-first condition, context was withheld during the first (but not second)

session, and conversely in the context-first condition, context was withheld during the

second (but not first) session.

Training in each session was immediately followed by two consecutive transfer tests. Re-

gardless of condition or session, the first transfer test presented stimuli accompanied with

context information, whereas context information was withheld for the second transfer

test. No explicit hints were provided in this experiment. The category space and stimuli

used in Experiment 3 were identical to those used in the previous experiments.

6.1.1.1 Participants

Forty-one undergraduates from the University of Western Australia participated in ex-

change for course credit or were remunerated at a rate of A$10/hour. Twenty-two

participants were randomly assigned to the context-first condition, 19 to the withheld-

first condition.

6.1.1.2 Procedure

The procedure of Experiment 3 was identical to that of Experiment 2. The only excep-

tion, other than the context-withholding manipulation described above, was that the

second transfer test of each session consisted of 80 stimuli instead of the usual 160 be-

cause context information was withheld and each stimulus was thus shown once only.
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6.2 Results and Discussion

6.2.1 Data Screening

The usual accuracy cutoff retained 25 participants, 17 from the context-first condition,

and 8 from the withheld-first condition.

6.2.2 Training Performance

Training performance in the first session was analyzed with a 2 (condition) × 6 (block)

between-within ANOVA. The analysis only returned a significant main effect of block,

reflecting the improvement in performance from .58 in the first training block to .75 in

the sixth, F (5, 115) = 10.94, MSE = .01, p < .001, η2
p = .32. In final block of training in

the first session, participants who were ultimately identified as applying the KP strategy

achieved an equivalent level of performance to those who initially used the CB strategy

(Ms = .75). Accuracy in the final training block of the second session was .69 for the

context-first condition and .73 for the withheld-first condition, indicating that people

maintained a reasonable level of performance despite the between session differences in

training regime. Training performance in the second session was not analyzed in further

detail.
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6.2.3 Individual Differences in Strategies and Session 1 Transfer Per-

formance

Participants were again classified using an iterated k-means clustering algorithm. Be-

cause the availability of context information during training differed between conditions,

separate cluster analyses were run for each condition. Each analysis only considered

transfer responses for stimuli accompanied by context and was seeded with the usual

initial starting points. Of the 17 people in the context-first condition, 8 were assigned

to the Initial-KP and Initial-CB groups each, with the remaining participant being

assigned to the unrecognized chance cluster. For the withheld-first condition, unsur-

prisingly, nobody was assigned to the Initial-KP group, seven of the eight participants

were assigned to the Initial-CB group, and the final participant was assigned to the un-

recognized group. Participants assigned to the unrecognized group were not considered

any further. Figure 6.1 displays item-wise performance in the first and second transfer

tests (i.e., when context was available and withheld, respectively) for participants in the

Initial-KP and Initial-CB groups.
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Because of the individual differences within the context-first condition, no analysis with

condition as the only between-subjects factor was conducted. Analysis instead focused

on relevant sub-groups of participants within conditions. Prior to presenting those anal-

yses though, to confirm that the strategies identified by the cluster analysis could be dif-

ferentiated statistically, performance on the first transfer test when context information

was available was examined for both conditions combined with a 2 (Group: Initial-KP

vs. Initial-CB) × 2 (Context: left vs. right) × 4 (Area) between-within ANOVA. The

significant three-way interaction confirmed the differences in context sensitivity between

groups, F (3, 63) = 3.62, MSE = .01, p < .02, η2
p = .15. Follow-up Context × Area

within-subjects ANOVAs indicated that while responding in Areas 2 and 3 was influ-

enced by context for both the Initial-CB, F (3, 42) = 3.10, MSE = .01, p = .04, η2
p =

.18, and Initial-KP groups, F (3, 21) = 5.86, MSE = .01, p = .005, η2
p = .46, the effect

was more pronounced for the latter. Indeed, examination of Figure 6.1 indicates that

while the Initial-KP group was quite sensitive to context, generating conflicting category

responses in different contexts in Areas 2 and 3, those in the Initial-CB group responded

in a manner consistent with application of the continuous boundary across contexts.

To assess the effect of withholding context on strategy application during transfer, per-

formance on the second transfer test of the first session was analyzed by a Group × Area

between-within ANOVA (again, considering both conditions together), which failed to

return a significant interaction, F (3, 63) = 2.48, MSE = .02, p = .07, η2
p = .11, sug-

gesting the use of a common response strategy (i.e., the CB strategy) when context was

unavailable2. To further explore the near-interaction, individual differences in responses

to the context-withheld stimuli within the Initial-KP group were examined by computing
2An analysis with the CB group split on the basis of condition similarly failed to return a significant

interaction.
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the Euclidean distance between the vectors of responses to context-withheld stimuli for

each participant, and vectors corresponding to application of the left partial boundary,

the right partial boundary, and the continuous boundary. This analysis revealed that

the near-interaction arose due to individual differences in response profiles within the

Initial-KP group. Specifically, four of the eight participants generated response vectors

that were most similar to that predicted by application of the continuous boundary. Of

the remaining four participants, three were identified as applying the left partial bound-

ary (i.e., they treated context-withheld stimuli as if they had been presented in the left

context), whereas the final participant appeared to respond to context-withheld stimuli

by applying the right partial-boundary (i.e., this participant’s response vector was clos-

est to the vector corresponding to exclusive application of the right partial boundary).

Notwithstanding this individual variation in responding, the general notion of a common

response strategy shared between the Initial-KP and Initial-CB groups was supported

by a high correlation, r = .92, between item-wise responses made by each group. Due to

the withholding of context, responses to all stimuli from Areas 2 and 3 were considered

(cf. Experiments 1 and 2).

The pattern of responding in the first session supports the results of Experiment 2 and

highlights the possibility that at least for some participants, the initial training period

led to acquisition of knowledge that was amenable to supporting multiple strategies.

People who apply the CB strategy when context is available apply the same strategy

when context is withheld. Similarly, at least some people who partition their knowledge

when context is available, also possess sufficient knowledge to then apply the CB strat-

egy when context is withheld. Others appear to rely on just one of the partial solutions

associated with the KP strategy (i.e., either the left or right partial boundary). When
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context is withheld from initial training though, people apply the CB strategy regardless

of the availability of context during transfer tests. The (perhaps obvious) reason for the

asymmetry is that when context is available people can implement either the KP or CB

strategy (or potentially both), as they are equally valid with respect to the training set.

Conversely, when context is withheld, the KP strategy by definition, cannot be acquired.

The conclusion that people generally apply a common strategy when context is with-

held must be approached with caution, as indicated by the individual differences in

responding within the Initial-KP group (i.e., that some people strategically access a sin-

gle partial solution and rely on either the left or right category boundary to complete

the task) when context is withheld. However, the variability in participants’ responding

(particularly reliance on a single partial solution associated with the KP strategy) was

likely due to the absence of any explicit hints provided by the experimenter. The absence

of such input could have increased the scope for participants to exercise idiosyncratic

top-down control over strategy use.

6.2.4 Sequential Strategy Learning and Strategy Retention

To address whether people are able to retain strategies even when they are learned se-

quentially, changes in context sensitivity between the first and third transfer tests were

examined, focusing on two relevant sub-groups of participants (see Figure 6.2): People

from the context-first condition who were identified as initially using the KP strategy,

and participants from the without-first condition who initially used the CB strategy.

For the context-first Initial-KP participants, if people retain the KP strategy even after

having been forced to learn the CB strategy (or some other alternative) in the second
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training session, they should be able to revert to using the KP strategy in the third

transfer test. Thus, there should be no change in context sensitivity between the first

and third transfer tests for these participants. Furthermore, they should also be able

to reinstate the CB strategy in the fourth transfer test. If so, their responses in the

second and fourth transfer tests should be highly correlated. Conversely, if people in

the withheld-first condition who were forced to initially learn the CB strategy, are able

to acquire the KP strategy in the second training session, they should demonstrate an

increase in context sensitivity between the first and third tests. If learning of the KP

strategy does not overwrite the initially learned CB strategy, their responses in the

second and fourth transfer tests (from which context was withheld) should be highly

correlated.

6.2.4.1 Performance When Context was Available: Transfer Tests 1 and 3

Changes in context sensitivity were explored by analyzing responses to transfer items

in the first and third transfer tests (i.e., transfer tests in which context information was

available) via a 2 (Group: context-first Initial-KP group vs. withheld-first Initial-CB

group) × 2 (Test: 1 vs. 3) between-within ANOVA. The analysis returned a signif-

icant interaction effect, F (1, 13) = 5.18, MSE = .03, p = .04, η2
p = .29, reflecting

minimal change in context sensitivity between the first and third transfer tests for the

context-first Initial-KP group (M decrease = -.06) alongside an appreciable increase in

sensitivity for the withheld-first Initial-CB group (M increase = .25). The increased

sensitivity demonstrated by the withheld-first Initial-CB group reflects acquisition of

the KP strategy after the second training session accompanied by context, despite the

absence of any explicit hints, and despite the fact that they had already learned a way
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Figure 6.2: Individual differences in context sensitivity when context was available
during transfer (i.e., transfer tests 1 and 3) for the context-first Initial-KP (left panel)
and withheld-first Initial-CB (right panel) groups. Open circles denote context sensitiv-
ity using the original strategy (i.e., the strategy used in test 1). Filled and open squares
denote sensitivity using the alternative strategy (i.e., during the third transfer test),
respectively. Black solid and dashed lines display observed mean context sensitivity
using the original and alternative strategies, respectively.

of completing the task (i.e., the CB strategy). That sensitivity did not change between

phases for the context-first Initial-KP group suggests that these participants were able

to retain the KP strategy after demonstrably applying the CB strategy in the second

transfer test of the first phase, and even after completing 240 training trials during which

intermittent refreshing of the KP strategy was prevented by withholding context3. In

support of the notion that participants retained the KP strategy, responses to stimuli
3This assumes that people in the Initial-KP group did not internally invoke context when it was

withheld from presentation. As noted above though, due to the design features of the experiment, this
possibility cannot be ruled out on the basis of performance data.
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that differentiated the KP and CB strategies in the first and third transfer tests were

highly correlated, r = .78. The reemergence of the KP strategy is particularly striking,

given the lack of any explicit hint to reinstate the KP strategy for the third transfer test.

6.2.4.2 Performance When Context was Withheld: Transfer Tests 2 and 4

To examine whether people in the withheld-first Initial-CB group and the context-first

Initial-KP group responded consistently to stimuli when context was withheld (i.e., in

transfer tests 2 and 4), a 2 (Group: context-first Initial-KP group vs. withheld-first

Initial-CB group) × 2 (Test: 2 vs. 4) × 4 (Area) between-within ANOVA was con-

ducted4. There was no evidence of a three-way interaction, F (3, 39) = .53, MSE =

.01, p = .67, suggesting that both groups responded consistently between the two tests.

Only a main effect of area was significant, F (3, 39) = 147.51, MSE = .03, p < .001, η2
p

= .92, reflecting the differences in P(A) across the four diagnostic regions of the cate-

gory space. The consistency in participants’ responses is further illustrated by the high

item-wise correlations between transfer tests 2 and 4 for both the context-first Initial-KP

group, r = .84, and the withheld-first Initial-CB group, r = .87. Thus, for people in

the withheld-first Initial-CB group, their original CB strategy was retained even as they

successfully acquired the KP strategy in the second training phase.

4Because context sensitivity could not be examined due to its having been withheld, item-wise P(A)
served as the dependent variable, necessitating the introduction of Area as a third factor.
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6.2.5 Experiment 3 Summary

The results of Experiment 3 replicate Experiment 2 by illustrating the co-existence of

the KP and CB strategies. Because Experiment 3 controlled (to the greatest extent pos-

sible, given the experimental design) for the possibility of intermittently “refreshing” the

KP strategy by withholding context from one of the training sessions, it is clear that the

retention of multiple strategies observed in Experiment 2 cannot solely be attributed to

periodically refreshing strategies in memory. People could retain the KP strategy even

after its application was prevented (or at least made more cumbersome) for an entire

training session, during which the task environment strongly implied the use an alter-

native strategy to complete the task. Furthermore, the fact that people can alternate

between distinct response strategies without a hint, on the basis of the availability of

context information suggests that strategy selection is highly adaptive (cf. Rieskamp &

Otto, 2006).

Experiment 3 also demonstrated that learning an alternative strategy does not over-

write an old strategy even if they are acquired sequentially. People in the withheld-first

CB group — who could not possibly have acquired the KP strategy during the first ses-

sion, save an entirely arbitrary mapping of context onto the other stimulus dimensions —

demonstrated retention of the CB strategy even after they had demonstrated acquisition

of the KP strategy in the third transfer test via increased levels of context sensitivity, as

they were able to successfully revert to the CB strategy in the fourth transfer test when

context was again withheld. Thus, I suggest that the results of Experiment 3 appear

to be best described as reflecting retention-based knowledge restructuring rather than a

process of strategy replacement.
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The retention of an old strategy after having sequentially acquired an alternative is par-

ticularly striking when considered against the substantial backdrop of previous research

that has identified interference effects associated with sequential strategy learning (e.g.,

Hartnett & Gelman, 1998; Vosniadou & Brewer, 1994). Replicating Experiment 2, there

appeared to be no evidence of proactive interference on the acquisition of an alternative

strategy. For participants in the withheld-first condition who successfully learned the

CB strategy, they did not appear to experience any difficulty in subsequently acquiring

the KP strategy, as indicated by the significant increase in context sensitivity. Addi-

tionally though, there was no convincing evidence of retroactive interference on strategy

acquisition, which is striking, as it has consistently been observed in a wide variety of

task domains ranging from the classic paired associates learning (Baddeley & Dale, 1966;

Barnes & Underwood, 1959) and backward blocking paradigms (Kruschke & Blair, 2000;

Shanks, 1985) to simple perceptual and motor learning tasks (Goedert & Willingham,

2002; Shadmehr & Brashers-Krug, 1997). Implementing an alternative strategy did not

appear to hinder people’s capacity to use a previously acquired strategy.



Chapter 7

Computational Modeling

That people simultaneously have access to both the KP and CB strategies presents a

significant challenge to formal models of category learning, as it requires a model to

be capable of accommodating both strategies, to alternate between them without ad-

ditional learning, and also to demonstrate retention of an old strategy after learning

an alternative with feedback. Within the modular view of knowledge implied by the

retention hypothesis, there are at least two ways these challenges could be met. For one,

people might independently represent different strategies and toggle between these rep-

resentational alternatives. Alternatively, people might represent a small number of task

elements that can be combined in ways that result in the formulation of qualitatively

different response strategies. Because the former option lacks parsimony — tantamount

to fitting two parallel versions of a model to the data under each strategy — I investigate

whether the latter can be achieved by an existing mixture-of-experts model of category

learning, ATRIUM (Erickson & Kruschke, 1998, 2002a)1.

1I also investigated whether a single system exemplar model of categorization, the Generalized Con-
text Model (Nosofsky, 1986; Nosofsky & Johansen, 2000) could account for the results of Experiment
2. The GCM was unable to qualitatively reproduce the strategies used by human participants, and was
thus unable to account for the knowledge restructuring observed in Experiment 2. Full details of the
modeling involving the GCM are presented in the Appendix.

92
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Before I briefly justify the selection of ATRIUM, I will discuss the scope of the modeling

to be reported in this chapter. The modeling investigation is restricted to fitting the full

set of transfer data from Experiment 2. I focus specifically on this experiment because

it demonstrates all of the key empirical findings: Fluid knowledge restructuring and

the retention (and restructuring to) an old strategy even after successfully learning and

implementing an alternative strategy. Although it could be argued that fitting just the

data from Experiment 2 leaves open the possibility that task could have been achieved

by intermittently “refreshing” the alternative strategy (see Chapter 6 for discussion of

this issue), the empirical results of Experiment 3 suggest that people were not perform-

ing the task in this way. Furthermore, there is no mechanism within ATRIUM that

would enable it to automatically switch between alternative strategies. As mentioned

above, to do so would effectively require fitting two independent versions of the model,

one tied to each strategy. Thus, fitting the results of Experiment 3 would add very little

of theoretical interest over and above fitting Experiment 2.

7.1 ATRIUM: A Mixture-of-Experts Model of Categoriza-

tion

There are two reasons for considering this model: First, a mixture-of-experts architecture

is broadly consistent with theories that assume knowledge to have a highly heteroge-

neous, fractionated structure (e.g., diSessa, 1988; diSessa et al., 2004; Lewandowsky et

al., 2007). Second, because ATRIUM has been shown to account for knowledge par-

titioning in a related categorization study (Yang & Lewandowsky, 2004), discussed in
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detail further below.

ATRIUM consists of several modules that independently learn to categorize stimuli and

compete to produce output. The model adjudicates between the categorization modules

via a gating mechanism (Jacobs, Jordan, Nowlan, & Hinton, 1991; Jacobs, 1999), which

determines the contribution each module makes to the final output of ATRIUM.

That the partial boundaries displayed in Figure 4.2 (described by y = 5x − 150 and

y = 5x − 650, respectively) were determined on the basis of two dimensions poses a

problem for ATRIUM, which by design is unable to accommodate diagonal rule bound-

aries2. To resolve this, following Yang and Lewandowsky (2004), rules instantiating the

partial category boundaries were represented along a compound psychological dimen-

sion z, defined by z = y− 5x, which captures the difference in the diamters of the inner

and outer circles that comprised the stimuli. Instantiating the rules in this way reflects

the sentiments expressed in participants’ written protocols (as discussed in Chapter 4),

which indicated that their decisions were made by separately considering and explicitly

comparing the diameters of the inner and outer circles.

Thus, the version of ATRIUM used to fit the data from Experiment 2 incorporated both

rule and exemplar representations, with two rule modules instantiating the left and right

partial boundaries, which received input along the compound z dimension, and an ex-

emplar module, which received input separately from the x, y, and context dimensions.
2In the original formulation of the model, rules refer to category boundaries that are orthogonal to a

single psychological dimension (Erickson & Kruschke, 1998).
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Figure 7.1: Schematic representation of the architecture of ATRIUM. The model
consists of two rule modules instantiating the left and right partial boundaries and an
exemplar module. Dotted lines represent connections with learned weights.

Figure 7.1 schematically presents the architecture of the model.

7.1.1 Rule Modules

Rule modules in ATRIUM instantiate category boundaries that bisect the category space

into different response regions. Each rule module contains a pair of input nodes whose

activation is determined by the positioning of stimulus input relative to the category

boundary instantiated by that module. Following Yang and Lewandowsky (2004), rules

instantiating the partial category boundaries were represented along a compound psy-

chological dimension z, defined by z = y − 5x. The extent to which input i along

compound dimension z activates one of the input nodes from pair j (denoted by + and
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− subscripts, respectively) is determined by a sigmoid function,

arzj+ =
1

1 + exp [−γr (iz + βz)]
, (7.1)

and the extent to which the other input node of pair j, arzj− , is activated by input i is

1−arzj+ . In Equation 7.1, γr is a noise parameter that determines the rule “sharpness,”

whose value is proportional to the standard deviation of the amount of perceptual or

criterial noise associated with the rule, and βz determines the position of the rule bound-

ary along dimension z. During training, each rule module learns to associate regions of

space on either side of its rule boundary with category output nodes by gradient descent

on error. The category output from each module are fed into the gating mechanism as

candidate category responses for the overall model. The rates at which the rule modules

learn these input-to-category associations are governed by learning rate parameters, λL

and λR for the modules that instantiate the left and right partial boundaries, respec-

tively.

7.1.2 Exemplar Module

The exemplar module within ATRIUM is an implementation of ALCOVE (Kruschke,

1992), which in turn can be viewed as a connectionist implementation of the Generalized

Context Model (Nosofsky, 1986; Nosofsky & Johansen, 2000). Accordingly, the exemplar

module stores training items in memory and learns to associate individual exemplar

nodes with specific category responses. Exemplar activation is driven by each exemplar’s

similarity to stimulus input; higher activations are achieved by exemplars that are more

similar to the input. If hejs describes the positioning of exemplar node ej along dimension
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s in psychological space, activation of exemplar node ej , given input i is described by,

aej = exp

[
−c

(∑
s

αs
∣∣hejs − is

∣∣)] , (7.2)

where the specificity, c, is a freely estimated parameter. Note that the Equation 7.2 above

assumes an exponential similarity gradient and a city-block distance metric (the abso-

lute psychological distance along different stimulus dimensions is combined additively

to determine the psychological distance between two points). ATRIUM, like ALCOVE

and the GCM, incorporates dimension-specific attention weights, αs, which modulate

the distance along psychological dimensions, indexed by s, between points in psycholog-

ical space, and hence exemplar activation levels.

Exemplar nodes, like the input nodes of the rule modules, are connected to output

nodes, one for each possible category response, via learned associative weights. The

overall activation of each category node is the sum of the activation of each exemplar

node, weighted by the association strength between it and each exemplar node. Cate-

gory node activations are fed to the gating mechanism as candidate category responses

generated by the exemplar module.

The exemplar module in ATRIUM adjusts its dimensional attention weights and its

exemplar-to-category association weights during learning via gradient descent, and thus

learns to attend to categorically diagnostic stimulus dimensions and ignores irrelevant

dimensions. Attention weights are constrained to sum to unity across stimulus dimen-

sions by a normalizing process. The rates at which exemplar-to-category associations
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and dimensional attention weights are learned are determined by learning rate parame-

ters, λe and λα, respectively.

7.1.3 Gating Mechanism

The gating mechanism sets ATRIUM apart from other models of categorization. Its

role is to determine the extent to which each module contributes to ATRIUM’s final

response, and does so by computing stimulus-specific “gains,” which are expressed as

module choice probabilities. These gains give rise to what Erickson and Kruschke (1998)

term representational attention, which is instantiated within the model as the capacity

to associate specific stimuli with different representational modules. Discussion of the

gating mechanism is central to the modeling, and I specifically highlight the interplay

between dimensional and representational attention within the gating mechanism.

The gating mechanism relies on the same exemplar representation as the exemplar mod-

ule, and over the course of training, learns to associate specific training exemplars with

specific modules, such that the module that is best suited to categorizing a particular

training exemplar will weigh most heavily in the model’s final response. A learning rate

parameter, λg, determines how quickly the exemplar-to-module associations are learned.

Gating in ATRIUM is analogous to recognizing that the utility of different stimulus di-

mensions will depend on the stimuli to be classified. For example, when categorizing

different varieties of snakes, rules based on the presence or absence of venom might be

useful, whereas rules based on temperament might be more suitable when classifying

dog varieties.
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Stimulus input activates the gating mechanism via gate nodes that correspond to the dif-

ferent modules. The extent to which a stimulus activates each gate node is determined

by the similarity between the stimulus input and stored exemplars such that similar

stimuli are categorized by a common module. For example, if a novel stimulus is highly

similar to stored exemplars that were categorized using the left rule module, the gate

node associated with that module will attract the highest activation value, resulting in

the novel stimulus being categorized using the same module. Of relevance to later dis-

cussion is that computation of gains is determined by exemplar similarity. It therefore

follows that representational attention is dependent on the underlying distribution of

dimensional attention. Because changes in the distribution of dimensional attention will

necessarily modify the similarity structure of the task (Nosofsky, 1987)3, it is possible

that this will result in changes in the sets of exemplars a given stimulus is most similar

to. Under such circumstances, the distribution of representational attention will also

change accordingly by way of systematic changes in gains.

To provide a more intuitive notion of how dimensional attention might affect module

selection, consider the case presented in Figure 7.2, involving two exemplars, A and

B, each associated with a unique categorization module. The stimuli in the figure are

represented along two dimensions in psychological space.

Panel A depicts the case where attention is distributed equally among them. In this

case, the novel stimulus X is equidistant from, and hence, equally similar to, exemplars

A and B ; thus, X has equal odds of being categorized by the module associated with

exemplar A as the module associated with exemplar B. Next, consider the case where
3Selective attention can be conceptualized geometrically in terms of the stretching and shrinking of

attended and unattended stimulus dimensions, respectively (see also, Nosofsky, 1986).
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Figure 7.2: A psychological space involving two exemplars, A and B, represented
along two psychological dimensions. The similarity between the exemplars and a novel
stimulus X, corresponding to the distance between points in the space, is presented
when a) equal attention is loaded onto the two dimensions, b) attention is loaded onto
the vertical dimension, and c) attention is loaded onto the horizontal dimension.

attention is loaded off of the horizontal dimension, onto the vertical dimension, result-

ing in stretching along the ordinate and shrinking along the abscissa. The result of the

change in dimensional attention is such that X is now far more similar (i.e., proximal)

to A than B ; thus, X should be categorized by the same module used to categorize A.

Panel C illustrates the complementary case, where attention is loaded onto the hori-

zontal dimension. X is now most similar to B, and the two stimuli should therefore be

categorized by a common module.
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Formally, the computation of gains for each module is described by,

gm =
exp (φgagm)∑
m

exp (φgagm)
, (7.3)

where agm is the activation of the gate node for module m, and φg is a scaling parameter

that defines how sensitive the gating mechanism is to differences in gate node activations.

Equation 7.3 normalizes the scaled gate activations to sum to unity, expressing the rel-

ative contribution of each module to the final model output in terms of module choice

probabilities. The final model output is computed by weighting the candidate response

generated by each module by its gain, and summing across modules. Thus, the proba-

bility that the model will generate an “A” response is given by,

p (A) =
∑
m

gm
exp (φamA)∑
k

exp (φamk
)
, (7.4)

where m indexes the modules, and k indexes the category nodes in each module. Thus,

amA denotes the activation of the A category node in module m. The parameter, φ, is

a response scaling parameter that determines how sensitive the model is to differences

in category node activation in each module.

7.1.4 ATRIUM and Knowledge Partitioning

Crucial to the current modeling analysis is ATRIUM’s capacity for representational at-

tention (viz. the learned associations between training exemplars and representational
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modules). Given the known relationship between dimensional attention and exemplar

similarity (Nosofsky, 1987), and the central role of similarity in computing gains in

ATRIUM, it follows that changes in dimensional attention might lead to systematic

changes in how the model coordinates and applies its partial knowledge (i.e., modules)

to the task, thus allowing the model to accommodate the knowledge restructuring ob-

served in the current experiments. The study by Yang and Lewandowsky (2004), which

demonstrated ATRIUM’s capacity to account for knowledge partitioning, illustrates how

differences in dimensional attention can lead to systematic differences in the model’s

adopted categorization strategy. In that study, two strategies, a context-dependent and

context-insensitive strategy, analogous to the KP and CB strategies in the current ex-

periments were also observed.

To successfully account for the knowledge partitioning observed by Yang and Lewandowsky

(2004), ATRIUM learned to gate rule use by attending to context, such that stimuli pre-

sented in one context were categorized using one rule module and stimuli presented in

the other context were categorized using a different rule module. Of particular interest

is the model’s account of the context-insensitive strategy: While the exemplar module

might have been used to implement the context-insensitive strategy (it was shown to

be within the capabilities of ALCOVE), ATRIUM instead relied on different rule mod-

ules, and partitioned the task within x-y space to accommodate the context-insensitive

strategy. That is, irrespective of context, stimuli situated in the upper regions of the

stimulus space (refer to Figure 3.1) were categorized using the rule instantiating the

upper partial boundary, whereas stimuli toward the lower regions of the space were

categorized using the lower rule. Thus, rule modules were associated with stimuli on

the basis of their location in the category space (i.e., the context dimension was ignored).
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To capture the two different strategies observed by Yang and Lewandowsky (2004),

ATRIUM did not rely on different category representations per se because both de-

pended on common components of partial knowledge, embodied by the two rule mod-

ules. Instead, the model relied on different distributions of dimensional attention in

order to coordinate its partial knowledge in two distinct ways, which was confirmed by

Yang and Lewandowsky (2004) by another simulation. If all model parameters were held

constant, and the initial attentional loading onto the context dimension was randomly

sampled from a normal distribution, the emergent response strategy was shown to be

dependent on the initial attentional loading onto context. Higher loadings resulted in

knowledge partitioning, whereas the context-insensitive strategy was observed for lower

loadings. Thus, ATRIUM’s ability to model both strategies can be understood in terms

of an effect of dimensional attention on exemplar similarity feeding through to the gating

mechanism, consequently affecting the computation of module gains. I now address the

question of whether the interplay between dimensional and representational attention

is sufficient to account for the instant knowledge restructuring and strategy retention

observed in Experiment 2.

7.2 ATRIUM: Fit to Experiment 2

ATRIUM was fit directly to transfer performance in each phase separately for the Initial-

KP and Initial-CB Groups from Experiment 2. Separate fits were conducted for each

phase of the experiment because several findings suggest that different parameter values

may be required to successfully model performance depending on the extent of learning
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involved (e.g., Ashby & Maddox, 1992; Kruschke & Johansen, 1999; Nosofsky, 1987;

Smith & Minda, 1998). For example, in a rule-based categorization task, Ashby and

Maddox (1992) found that different parameter estimates were required to model the

performance of participants who received a small amount of training, relative to those

who received extended training. The version of ATRIUM that was fit to the data had

10 parameters, nine of which were described above and elsewhere (Erickson & Kruschke,

1998, 2002a); the specificity c, the response scaling parameters for the gating mechanism

and for the overall model response, φg and φ, respectively, the noise parameter for the

rule modules, γr, and the five learning rates, λe, λα, λL, λR, λg. To investigate whether

the knowledge restructuring observed in Experiment 2 could be accounted for by di-

rectly modulating the distribution of dimensional attention, an additional parameter,

αc, determining the attentional loading onto context following presentation of the hint

in each phase, was also freely estimated from the data4 might be. Let αs denote the

initial vector of attention weights prior to administration of this “hint”. The subscript

s indexes different stimulus dimensions. The distribution of dimensional attention fol-

lowing the hint, α′s, was determined by estimating the attentional loading onto context,

and renormalizing the remaining weights according to their learned values. That is,

α′s =
〈αs 6=c , αc〉∑
s 6=c

αs + αc
. (7.5)

Thus, the fit to each transfer phase occurred in two steps: In the first step, ATRIUM

was fit directly to the first test of that transfer phase by estimating all parameters except

for αc. For the second test within each phase, only αc was estimated while all other
4In the context of discussing attention weights, the subscript c should not be confused with the

exemplar specificity parameter. I have elected to use this notation, as the contexts in which the terms
are used is sufficient to determine whether exemplar specificity or the attentional loading onto the context
dimension is being discussed.
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parameters were held constant.

For all model fits reported in this thesis, stimuli were represented in the models by

linearly transforming their values into the range 0 - 1. Context was coded as a binary

dimension represented by a 0 or a 1. Parameters were estimated using maximum like-

lihood methods assuming a binomial model. The standard simplex algorithm was used

to minimize the negative log likelihood,

− lnL = −

[∑
i

fi ln (pi) + (n− fi) ln (1− pi)

]
, (7.6)

where pi is the predicted probability with which item i was assigned to category A, fi

is the observed frequency of the ith item being assigned to category A, and n is the

number of observations.

Preliminary exploration of the parameter space revealed that φg and λg could be yoked

across all simulations without loss of fit. Similarly, within the Initial-KP group, c, λe,

and λR could be yoked across the phasewise fits; within the Initial-CB group, the c

and φ parameters could be yoked. Best-fitting parameters for ATRIUM are reported in

Table 7.1. Fit statistics and attention weights for each test are reported in Table 7.2.

Although it was not minimized when conducting fits, I present a trimmed root mean

squared deviation (RMSD) in a descriptive capacity as a fit statistic. The RMSD essen-

tially reports the average item-wise discrepancy between model predictions and observed

data. For all reported RMSD values, the 10 worst fitting data points were excluded from

the calculation.
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Table 7.1: Best fitting parameters for ATRIUM for the data from all transfer tests in
Experiment 2 for the Initial-CB and Initial-KP groups. Yoked parameters are situated
between columns.

Initial-CB Group Initial-KP Group
Phase 1 Phase 2 Phase 1 Phase 2

c 1.14 0.56

φ 7.35 5.74 3.36

λe .90 .98 1.03

λα 3.24 3.45 1.30 2.12

φg 2.52

λL 2.60 2.71 2.79 .01

λR 2.59 3.01 2.03

λg .06

γr 1.42 .92 1.74 1.08

αc .24 .11 .14 .27

Table 7.2: ATRIUM fit statistics and attention weights for each transfer test for the
Initial-CB and Initial-KP groups.

Initial-CB Group
−lnL RMSD αx αy αc

Test 1 901.05 .0963 .18 .69 .14

Test 2 938.64 .0890 .17 .59 .24

Test 3 817.88 .0902 .19 .56 .24

Test 4 970.85 .1188 .24 .65 .11

Initial-KP Group

Test 1 474.88 .1144 .29 .37 .34

Test 2 616.60 .1159 .40 .46 .14

Test 3 482.47 .1064 .37 .51 .13

Test 4 566.19 .1050 .31 .42 .27
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As can be seen in Figure 7.3, ATRIUM provides satisfactory qualitative and quantitative

accounts of the performance of both groups in the initial test phase. The model’s capac-

ity to track people’s performance across the entire experiment is apparent from Figure

7.4, which plots predicted context sensitivity alongside observed context sensitivity. Re-

gardless of whether the model initially applied the KP or CB strategy, modulating the

attentional loading on the context dimension resulted in the model immediately restruc-

turing its knowledge and shifting response strategy. Moreover, the notion that ATRIUM,

like the participants in Experiment 2, was able to revert to using its initial categorization

strategy even after having previously restructured its knowledge is supported by high

item-wise correlations (computed as per Experiments 1 and 2) between performance in

transfer tests 1 and 4, regardless of whether the model was fitting the data from the

Initial-KP group (r = .91) or the Initial-CB group (r = .89). The absence of anything

like catastrophic interference (Ratcliff, 1990) strongly suggests that ATRIUM, like the

participants from Experiment 2, does not appear to restructure its knowledge by replac-

ing old strategies with new ones. Instead, it retains access to its original strategy even

after having shifted to an alternative.

To the extent that changes in representational attention underlie changes in overt behav-

ior, the dramatic changes in the model’s categorizations in response to the hint implies

a tight link between dimensional and representational attention. Examining Table 7.2

illustrates the relationship between attention to context and the response strategy used

by the model. When applying the CB strategy (Initial-CB Group, Tests 1 and 4; Initial-

KP Group, Tests 2 and 3), regardless of whether it started with the CB or KP strategy,

the attentional loading on context was relatively low. In contrast, when applying the KP

strategy (Initial-CB Group, Tests 2 and 3; Initial-KP Group, Tests 1 and 4), attention
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Figure 7.4: Re-plotting of Figure 5.2, depicting observed levels of context sensitivity
across transfer tests in Experiment 2. Gray solid and dashed lines display ATRIUM’s
predicted levels of context sensitivity when applying original and alternative response
strategies.
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to context was high. Yang and Lewandowsky (2004) observed a similar close coupling

between attention to context and manifest categorization strategy.

There are two possible accounts for how knowledge restructuring in ATRIUM could be

achieved by a shift in dimensional attention. The first possibility is that the hint re-

sulted in changes in the behavior of the exemplar module via adjustment of similarity

relations alone. However, this possibility seems unlikely, given the findings of Yang and

Lewandowsky (2004) in addition to the GCM’s inability to qualitatively reproduce ei-

ther strategy (see Appendix A). The second possibility is that the change in dimensional

attention led to a change in representational attention. According to this second possi-

bility, knowledge restructuring was achieved through a second-order effect of dimensional

attention on behavior. Namely via similarity-driven changes in the application of partial

knowledge to the task.

7.2.1 Analysis of Gain Profiles

To address the possibility of a causal link between dimensional and representational

attention, module gains for transfer stimuli presented in each context were aggregated

across stimuli within each diagnostic area. If the effect of selective attention did indeed

result in differences in how the model applied its partial knowledge to the task, each

strategy should be associated with a distinct gains profile. Gains for the Initial-KP and

Initial-CB groups in each transfer test are presented in Table 7.3. Of interest is that

the model never relied on the exemplar module to perform the task. This underscores

the insufficiency of mere exemplar representation to accommodate performance in more
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complex categorization tasks (cf. Rouder & Ratcliff, 2004; Yang & Lewandowsky, 2004).

Irrespective of group, strategy-specific regularities in gain profiles are apparent. When

applying the CB strategy, the dominant module in Areas 2 and 3 (the diagnostic re-

gion of the stimulus space) is consistent across contexts. The model relies on the right

rule module in Area 2, whereas the left rule dominates in Area 3. Conversely, when

the model is applying the KP strategy, the dominant module depends on the context

in which transfer items are presented. For stimuli presented in the left context, the

left rule module dominates, for stimuli presented in the right context, the right rule

module drives responding. The strategy-specific gain profiles confirms that changes in

the distribution of dimensional attention lead to systematic changes in representational

attention. The pattern of changes in representational attention are exactly what would

be expected by the retention hypothesis; specifically, the assumption that knowledge is

represented as a collection of non-integrated parcels.

7.2.2 Analysis of Learning Within Modules

The analysis of the model gains suggests that the KP and CB strategies arose due to the

differential application of the rule modules to the task. That people and the model are

able to revert to using their original response strategy suggests that learning is confined

to partial knowledge elements. In other words, the overt performance of the model is

consistent with the notion that learning occurs at the level of partial knowledge rather

than overarching strategy. Because ATRIUM learns by gradient descent on error, several

features of learning can be examined by analyzing the trial-by-trial derivatives of the

associative weights within each module, with respect to the error signal (see McClelland
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Table 7.3: ATRIUM test-wise gains for transfer stimuli presented in each context,
aggregated across items within each diagnostic area, for both Initial-CB and Initial-KP
groups.

Initial-CB Group
Left Context Right Context

Area Left Rule Right Rule Exemplar Left Rule Right Rule Exemplar

Test 1

1 .62 .33 .05 .30 .63 .08

2 .32 .60 .08 .05 .91 .04

3 .89 .07 .04 .57 .34 .08

4 .60 .33 .08 .30 .64 .06

Test 2

1 .75 .19 .06 .20 .72 .08

2 .50 .40 .09 .03 .94 .04

3 .93 .04 .04 .36 .55 .09

4 .70 .23 .08 .16 .78 .06

Test 3

1 .80 .16 .04 .24 .69 .07

2 .55 .37 .08 .03 .93 .03

3 .95 .03 .02 .42 .50 .08

4 .73 .20 .07 .17 .78 .05

Test 4

1 .70 .25 .06 .44 .49 .07

2 .31 .61 .08 .08 .87 .05

3 .92 .05 .03 .69 .24 .07

4 .57 .36 .08 .29 .64 .07

Initial-KP Group

Test 1

1 .86 .13 .01 .17 .82 .02

2 .64 .34 .02 .02 .97 .01

3 .89 .11 .01 .19 .80 .02

4 .67 .31 .02 .04 .95 .01

Test 2

1 .78 .21 .01 .48 .50 .02

2 .32 .66 .02 .08 .91 .01

3 .80 .19 .01 .49 .49 .02

4 .34 .64 .02 .08 .91 .01

Test 3

1 .83 .16 .01 .55 .44 .01

2 .39 .60 .01 .13 .87 .00

3 .89 .10 .00 .63 .36 .01

4 .46 .53 .01 .20 .80 .01

Test 4

1 .92 .07 .00 .31 .68 .01

2 .67 .32 .01 .06 .93 .00

3 .93 .06 .00 .37 .62 .01

4 .69 .30 .01 .11 .88 .00
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& Rumelhart, 1988, pp. 126-132 for details). I now report analysis of the model weight

error derivatives (WEDs) in two parts. First, to examine the consistency of learning

within each module, I focus on the WED vectors (cf. Lewandowsky, 1995), as they

point in the direction of steepest descent down the error surface. The signs of the pair-

wise correlations between successive WED vectors indicates whether weight adjustment

across trials is consistent (large positive correlations) or involves backtracking (indi-

cated by negative correlations). Large positive pairwise correlations before and after

knowledge restructuring would be indicative of steady gradient descent that is consis-

tent across strategies. Second, because the step size during gradient descent is expressed

by the norm of each WED vector, these can be examined to assess whether overarching

strategy has any effect on the model’s response to error (viz. weight adjustment) over

the course of learning. To convey the results of this second analysis graphically, it is

convenient to plot the cumulative WED vector norms as a function of trial number. If

learning is confined to partial knowledge elements and therefore insensitive to overarch-

ing strategy, it follows that the slopes of the cumulative WED vector norms should be

unperturbed by knowledge restructuring. On the other hand, if learning occurs at the

level of overall strategy, a sharp increase in the slope of the cumulative vector norms

should coincide with revelation of the hint, as the strategy-change associated with re-

structuring would mandate rapid changes in weights.

7.2.2.1 Correlations Between Successive Weight Error Derivative Vectors

Examination of the correlations between successive WED vectors, presented in Figure

7.5, indicates how consistent the direction of learning was within each module. Correla-

tions are differentiated in the figure according to whether the correct category response
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was consistent or inconsistent across successive trials. Examination of each figure reveals

that the KP and CB groups can only be differentiated in terms of the variance of suc-

cessive WED correlations within the exemplar module; the CB group has a more diffuse

distribution. I focus on the striking commonalities between the two groups. From the

figure, it is clear that irrespective of group, the direction of gradient descent is deter-

mined by whether successive trials mandated common responses. Positive correlations

were observed when the correct response was identical across consecutive trials, negative

correlations were observed when the correct response differed across trials. Interestingly,

context appeared to influence the consistency associated with weight adjustment. Within

each module, the pairwise correlations cluster into four distinct bands. The innermost

bands in each module correspond to trial pairs where stimuli were presented in different

contexts, the outermost bands, when context was consistent across successive trials. It

is interesting to note that this regularity turned up even for the CB group who were

largely insensitive to context at transfer.
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Closer examination of the figure reveals that revelation of the hint, which occurred

between learning trials 240 and 241 (i.e., the mid-point along each abscissa), had no

disruptive effect on learning, as might be expected if learning occurred at the level of

overarching strategy. If anything, within the rule modules, the hint had a facilitative

effect on learning within each module — weight adjustment became more consistent, as

indicated by more extreme distributions of WED correlations. Overall, the consistency

in the direction of learning within each module is particularly striking when contrasted

with the dramatic changes in the categorization performance of the model. That the

same pattern of results turned up, regardless of which strategy the model initially ap-

plied to the task, is supportive of the idea that learning is relegated to the level of partial

knowledge rather than overarching strategies.

7.2.2.2 Cumulative Vector Norms

The WED analysis reported above addressed the directional consistency of learning

within each module. To get an idea of the amount of error encountered by each module

over the course of learning, it is useful to examine the norms of the WED vectors, as they

indicate the step size during gradient descent (i.e., the model’s response to error). Plot-

ting the cumulative WED vector norms across trials gives a sense of whether the weight

adjustment within each module is fairly steady (uniform slope across trials), whether

the module stabilizes and ceases to respond to error (slope tends to zero across trials),

or if the module error response increases (increasing slope across trials). Of particular

interest is whether revelation of the hint leads to an increase in the amount of error

encountered by each module, and by extension, whether it is met with an increse in the

extent of weight adjustment. If learning occurs at the level of partial knowledge (i.e.,
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is module-specific), the slopes of the cumulative norm plots should either decrease or

remain unchanged across trials. Conversely, if learning is strategy specific, one might

expect an increase in the level of weight adjustment across all modules due to the dra-

matic change in performance associated with restructuring.

To provide a contrast and confirm that the analysis would be sensitive to changes in

the response to the error signal if they were to occur, a separate set of simulations was

conducted involving the same parameter settings presented in Table 7.1. Specifically,

25 simulation runs were conducted where the item to category mapping in the second

training phase was reversed relative to the first phase (cf. Kruschke, 1996). In all

other respects, the training sequences were identical to those used previously to esti-

mate parameters. Because the reversal shift would necessarily result in an increase in

error encountered by the model, thereby mandating adjustment of associative weights,

it follows that there should be a sharp increase in the slope of the plot of the cumulative

WED norms after the reversal shift is introduced.

Figure 7.6 presents the observed cumulative WED vector norms within each module for

the fits to both the Initial-KP and Initial-CB groups. Plotted alongside the observed

cumulative norms (solid lines) are the cumulative WED vector norms from the parallel

simulation involving the category reversal shift in the second training phase (i.e., after

trial 240). In contrast to the cumulative vector norms generated under the reversal

shift, the slopes of the empirical cumulative norms are either consistent before and after

knowledge restructuring (rule modules for both groups) or tend toward zero (exemplar

module, Initial-KP group). In no cases do the slopes of the cumulative norms increase
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sharply, as they do if a reversal shift occurred, or as might be expected if learning oc-

curred at the level of strategy, prompting extensive weight adjustment within the model.
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7.2.2.3 Summary of Learning Within Modules

The results of the WED analyses converge on a clear conclusion: Learning within mod-

ules was unperturbed by knowledge restructuring. Shifting to an alternative strategy

did not introduce any changes in the consistency of learning or the extent of error-driven

weight adjustment in any of the modules. Instead, the results suggest that at least for

this task, learning occurs at the level of partial knowledge elements (i.e., is module-

specific), and that knowledge restructuring only influences how these partial knowledge

elements are coordinated.



Chapter 8

General Discussion

8.1 Summary of Key Empirical Results

Taken together, the empirical results provide support for the retention hypothesis (e.g.,

Dixon & Kelley, 2007; Rieskamp & Otto, 2006; Siegler, 1999), which asserts that people

retain and have access to a variety of strategies. At least for the categorization strategies

identified in the current experiments, an apt characterization of the process of knowl-

edge restructuring does not appear to entail the sequential replacement of old strategies

with alternatives. Knowledge restructuring not only enables shifting to a novel alterna-

tive strategy, but also permits one to revert from that alternative to an earlier response

strategy.

Evidence for strategy retention was shown regardless of whether the KP and CB strate-

gies could potentially be acquired in parallel (Experiment 2; Experiment 3, context-

first condition), or if acquisition was constrained to occur sequentially (Experiment 3,

withheld-first condition). That participants were able to flexibly apply task knowledge

in several different ways is best illustrated by the fact that in Experiment 2, a hint was

121



Chapter 8. General Discussion 122

sufficient to induce knowledge restructuring without the need for further training. Fur-

ther, in Experiment 3 when strategy acquisition was constrained to occur sequentially

(withheld-first condition), people who acquired the KP strategy after having learned the

CB strategy were able to reinstate the CB strategy when context was withheld from the

final transfer test.

The computational modeling reported in Chapter 7 supports and extends the empir-

ical results, demonstrating that at least for the sort of task examined in this thesis,

knowledge restructuring can fruitfully be described in terms of changes in dimensional

attention driving subsequent changes in the way partial knowledge elements are coordi-

nated and applied to a task. Taken together, the empirical and modeling results suggest

that the observed knowledge restructuring is well characterized in terms of a retention-

based process operating within an overarching mixture-of-experts architecture.

In this chapter, I discuss how the knowledge restructuring observed in this thesis can

be understood as arising from an interaction between different forms of attention that

serve to gate the application of partial knowledge to the task. To facilitate discussion,

in line with the modeling, I adopt a general mixture-of-experts view of knowledge. More

generally, I will argue that changes in the gating of partial knowledge is likely mediated

by an exemplar (or exemplar-like) task representation. This conjecture is supported by

several studies from the problem solving literature that have shown that a problem’s sim-

ilarity to previously encountered problems affects the solution that is ultimately applied

to it. From here, I remind the reader that although the current experimental results

are interpreted as support for the retention hypothesis of knowledge restructuring, a

complete account of restructuring must also address the issue of strategy replacement.
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Specifically, I outline several factors that may influence when replacement or retention is

more likely to occur. I also indicate how both processes can be conceptualized within an

overarching mixture-of-experts framework of knowledge, suggesting a possible mapping

between the two processes of restructuring and two functional aspects of mixture-of-

experts models. Before I expand on the broader implications of the results though, I

first address several limitations of the experiments in addition to a potential objection

that could be raised against the modeling.

8.2 Limitations

8.2.1 Elimination of Participants

Perhaps the most obvious limitation of the current experiments is the relatively large

proportion of participants who were excluded from analysis for either failing to reach the

learning criterion or responding on the initial transfer test in a way that was indistin-

guishable from guessing. There are two justifications for imposing such strict inclusion

criteria. First, as previous research has repeatedly shown, performance error is crucial in

inducing knowledge restructuring (Kalish et al., 2005; Lewandowsky et al., 2000; Little

et al., 2006). Thus, it was necessary to make use of a task that was reasonably difficult

to learn. Second, because the experiments reported herein were chiefly interested in in-

dividual differences in strategy use, it was necessary to restrict analysis — particularly

for the sake of modeling — to those participants who generated transfer response profiles

that could reasonably be thought to have been learned. Although more lax inclusion cri-

teria would have retained a larger proportion of participants for analysis, it would then

be questionable whether those who performed poorly during training merely adopted
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an arbitrary response strategy rather than a learned strategy during transfer. Such

ambiguity about participant performance would weaken the conclusions insofar that it

could be argued that the observed responding could conceivably be random as opposed

to being the product of a bona fide strategy. I reiterate that analysis of a relatively small

subset of participants is not without precedent in the categorization literature (Erickson

& Kruschke, 1998; Medin & Schwanenflugel, 1981; Nosofsky et al., 1989).

8.2.2 Modeling Limitation: “Innate” Knowledge in ATRIUM

One caveat of using ATRIUM was that the diagonal orientation of the partial bound-

aries instantiated by the rule modules was known to the model a priori, thus the model

possessed “innate” knowledge that was relevant to the task. I suggest that the use of

such boundaries is justified on the strength of participant protocols collected at the end

of each experiment, which suggested that participants arrived at their decisions by com-

paring the diameters of the inner and outer circle dimensions. This sort of comparison

maps onto the compound z dimension. Moreover, the decision to instantiate the partial

boundaries along a compound psychological dimension was made in a previous investi-

gation of knowledge partitioning (Yang & Lewandowsky, 2004).

A related issue is why ATRIUM was only equipped with two rule modules (which hap-

pened to perfectly map onto the partial category boundaries) as opposed to four or 12

or 37 modules, some of which may not have been useful for completing the task. One

could argue that ATRIUM might be unable to converge on a set of rules conducive to

performing well on the task. Although this could turn out to be the case, it seems

unlikely given that ATRIUM learns by gradient descent on error, and thus, learns to
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coordinate its representational modules in a way that minimizes performance error. Pre-

sumably, if ATRIUM were equipped with a larger set of rule modules, including some

that were not useful (i.e., that did not support accurate performance), the model would

learn to effectively discard those modules, relying only on rules that resulted in accurate

performance. A recent mixture-of-experts model of function learning (POLE; Kalish et

al., 2004) effectively learns to discard unsuitable experts.

Ultimately, the consideration of how many modules to equip a model with is a pragmatic

one that must be taken up by any mixture-of-experts approach. Although there is little

doubt that knowledge of the exact position of the partial category boundaries was bene-

ficial to the model, I argue that ATRIUM’s capacity to handle the results of Experiment

2 is an architectural consequence of having to coordinate its partial knowledge. That is,

the capacity for strategy retention is likely to be a property of any mixture-of-experts

model that incorporates some form of selective attention. To illustrate, consider the

SUSTAIN model of category learning (Love, Medin, & Gureckis, 2004), which imple-

ments a mixture-of-experts architecture very differently from ATRIUM.

Unlike ATRIUM, which commences a task with potentially relevant task knowledge in

hand, SUSTAIN starts with no such knowledge. Instead, SUSTAIN develops a mod-

ular representational structure through interaction with stimuli. These modules are

represented as “clusters,” which are summary representations of subsets of stimuli that

are centered on points in multidimensional psychological space. Clusters are associated

with particular category responses and compete to produce output via cluster-to-cluster

inhibitory connections. Thus, knowledge gating is achieved in SUSTAIN via cluster

competition, obviating the need for a separate gating mechanism (see Jacobs, 1999, for
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discussion on the functional equivalence of models that incorporate a separate gating net-

work versus those that achieve gating through inhibitory connections among experts).

Cluster competition in SUSTAIN is such that the model’s response is driven by the

cluster that is most similar to the stimulus. Thus, the gating of partial knowledge in

SUSTAIN is, like in ATRIUM, directly influenced by similarity.

For the category structure presented in Figure 4.2, it is plausible that SUSTAIN would

generate four clusters to capture the distribution of training stimuli: Two for each cloud

of training stimuli, grouped on the basis of category (i.e., left cloud “A”, left cloud “B”,

right cloud “A”, right cloud “B”). It is interesting to note that this four-cluster solu-

tion exactly maps onto the task representation instantiated by ATRIUM’s rule modules:

Each cluster corresponds to a response region defined by one of the rule modules. Given

that the four-cluster solution is congruent to ATRIUM’s rule representation, and that

the gating of partial knowledge in both models is sensitive to the distribution of dimen-

sional attention, it is reasonable to suspect that SUSTAIN (or any mixture-of-experts

model that incorporates similarity-based knowledge gating) could account for the cur-

rent results.

Specifically, restructuring could be achieved through changes in the attentional loading

on the context dimension. When attention to context is high, cluster competition in

SUSTAIN would be driven by context; when low, competition would be driven by the

positioning of the stimulus relative to the position of the clusters in x-y space. It is also

likely that SUSTAIN could demonstrate strategy retention even while receiving feedback

on an alternative strategy, as the same clusters, coordinated differently via dimensional

attention, could be applied to the task to achieve accurate performance, and therefore
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would not be perturbed by the additional training.

8.3 Theoretical Implications

8.3.1 On the Interaction Between Dimensional and Representational

Attention

The knowledge restructuring observed in the current experiments is well characterized

by the interaction between two forms of attention: Attention to stimulus dimensions and

attention to different partial solutions for a task (i.e., representational attention). The

current modeling results suggest that in complex task environments, people approach

the task by distributing dimensional attention in a way that optimizes representational

attention. These results build on previous results that suggest dimensional attention

alone may be insufficient to account for categorization performance in complex task en-

vironments (cf. Denton et al., 2008; Erickson & Kruschke, 1998, 2002a, 2002b; Yang

& Lewandowsky, 2004). Thus, dimensional attention via representational attention

appears to have a second-order effect on behavior by determining the selection of ap-

propriate partial knowledge elements to apply to different aspects of the task.

Thus, it appears that an additional layer of attention is needed to adequately describe

performance in complex task environments. A loose analogy can be drawn with the

level of architectural complexity required of neural networks if they are to learn rela-

tionships of increasing complexity. For example, a two-layer perceptron network can

learn simple relationships such as ’and’ and ’not,’ but not the (modestly) more complex
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XOR relationship (Minsky & Papert, 1969). Including an intermediate hidden layer to

the network though permits learning of XOR (see e.g., Elman et al., 1996, pp. 59-66,

for discussion). In each case, the additional layer of complexity (viz. representational

attention and a hidden layer, respectively) offers an intermediate level of processing that

assists learning. In the case of the neural network example, this intermediate level of

processing manifests as a mapping between input and output layers. In the case of com-

plex task environments, the intermediate level of processing afforded by representational

attention permits the application of partial solutions to the task.

With respect to ATRIUM, the gating of knowledge is mediated by an underlying exem-

plar representation. Its success in accounting for the observed knowledge restructuring

suggests that exemplar- or exemplar-like representation (e.g., clusters in SUSTAIN)

plays an important, but indirect role in explaining performance in complex environ-

ments. Recall that in the fits reported in Chapter 7, it was the gating mechanism (and

not the exemplar module) that responded to changes in the similarity structure of the

task, highlighting how exemplar similarity gates access to partial categorization solu-

tions. Application of partial categorization solutions on the basis of exemplar-similarity

has been observed in previous category learning research even when the tasks could rea-

sonably be viewed as germane to rule use (Aha & Goldstone, 1992; Allen & Brooks, 1991;

Erickson & Kruschke, 1998, 2002a, 2002b; Rothkopf & Dashen, 1995). Thus, it seems

that the relationship between dimensional and representational attention is mediated

by some form of exemplar representation. As it turns out, gating of partial knowledge

by exemplar similarity has also been observed in problem solving. I now turn to some

of these findings to provide some linkage between the current categorization results and

other areas of cognition.
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8.3.2 Exemplar Similarity and Problem Solving

The notion that exemplar similarity gates application of partial solutions has been met

with considerable support in the problem solving literature. Ross’ (1984, 1987, Ross &

Kennedy, 1990, see also Bernardo, 1994; Novick, 1988) work on remindings in learning

have demonstrated that people are likely to apply a common solution to two problems

if they are similar to each other. Thus, the selection of a particular solution depends

upon the similarity of the current problem to previously encountered problem exemplars.

An illustrative study of how problem similarity influences solution selection was con-

ducted by Blessing and Ross (1996), who required participants to generate solutions

to algebraic word problems. Their manipulation of similarity exploited the fact that

there is a known correlation among math problems between problem-context (i.e., the

superficial wording of the problem) and the appropriate mathematical solution (i.e., the

applicable equation). For example, problems that can be solved using y = (x ± A)B

are typically presented in the context of river boats moving with or against a current.

Of course, problem context on its own provides no useful information with respect to a

solution — knowing that you are solving a river boat problem does not necessarily mean

that y = (x±A)B will apply.

Blessing and Ross (1996) examined solution selection when problems were presented in

typical and atypical contexts. When problems were presented in their typical contexts

they were necessarily similar to typical problems that required the application of the
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context-appropriate equation. Conversely, when presented in an atypical context, the

problem would be more similar to other problems that were typically associated with

an inappropriate equation. It was clear that similarity influenced solution selection —

for problems presented in their typical contexts, the appropriate solution was selected,

when presented in an atypical context though, the equation that was typical of that

context (though inappropriate for the problem) was applied. To account for differences

in the solutions experts and novices apply to identical problems, Cummins (1992) has

gone further to suggest that selective attention modulates the similarity relations be-

tween problem exemplars. Whereas novices attend to superficial problem features and

narrowly generalize solutions to superficially similar problems, experts attend to the

“deeper,” more abstract features of the problem, and hence generalize solutions even

across superficially dissimilar problems (cf. Chi et al., 1981). Thus, the notion of partial

knowledge gating on the basis of exemplar similarity generalizes beyond category learn-

ing.

8.3.3 Toward a More Complete Understanding of Knowledge Restruc-

turing

Although the results of the current experiments suggest that the knowledge restructuring

is aptly characterized in terms of strategy retention, it is difficult to generalize these find-

ings to encompass all cases of restructuring. Indeed, it is possible that retention-based

restructuring is restricted to task environments similar to the current one, where several

equally valid strategies are supported. It remains unclear whether strategy retention

necessarily provides as satisfying an explanation of the restructuring observed in other

categorization experiments (e.g., Bourne et al., 1999, 2006; Johansen & Palmeri, 2002;
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Kalish et al., 2005; Lewandowsky et al., 2000; Little et al., 2006). While the current

results highlight a retention-based restructuring process, it is highly likely that in other

situations, a process akin to strategy replacement provides a more parsimonious account

of restructuring (e.g., Carey, 1991; Gopnik & Meltzoff, 1997; Johnson & Carey, 1998;

Keil, 1989; Richards & Siegler, 1986; Stafylidou & Vosniadou, 2004; Vosniadou, 1994;

Vosniadou & Brewer, 1992, 1994). Thus, it is prudent to suggest that any complete

account of knowledge restructuring must be able to accommodate both processes. Given

the recent success of mixture-of-experts models in categorization (Denton et al., 2008;

Erickson & Kruschke, 1998, 2002a, 2002b; Yang & Lewandowsky, 2004) and function

learning (Kalish et al., 2004), I suggest that a modular view of knowledge provides a

suitable theoretical framework to address these issues. Below, I briefly sketch how the

two processes might operate within a mixture-of-experts.

Adopting a mixture-of-experts framework assumes that task knowledge is best conceptu-

alized as comprising a set of discrete partial knowledge elements (diSessa, 1988; diSessa

et al., 2004; Lewandowsky et al., 2007). Given the WED analyses presented in Chapter

7, it is reasonable to suggest that under this view, learning occurs at the level of partial

knowledge elements. Distinct strategies are expressed through the selective application

of partial knowledge elements to the task. In line with the above discussion, this partial

knowledge gating appears to be under the control of the distribution of dimensional

attention. Both retention and replacement processes of knowledge restructuring can be

characterized within this general framework. Specifically, strategy retention will occur

as long as the partial knowledge elements associated with a given strategy continue to

contribute to accurate performance. If this condition is met, learned associations with

a gating network will retain their strength. As demonstrated above, a demonstration
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of strategy retention can be achieved through the interaction between dimensional and

representational attention. Shifts in dimensional attention can drive changes in over-

arching strategy by indirectly affecting the coordination of partial knowledge (i.e., by

influencing representational attention).

Because a mixture-of-experts view of knowledge implies the enduring retention of partial

knowledge elements, knowledge restructuring via strategy replacement must necessarily

reflect a more subtle process. Specifically, I suggest that an appropriate interpretation of

strategy replacement is a functional one that follows from the principle of error-driven

learning operating at the level of the gating mechanism. As I suggested earlier, if a

model like ATRIUM or POLE were to commence a task with an excess of modules

— specifically, modules that did not support accurate performance — their learning

mechanisms would effectively discard those experts. That is, the partial knowledge el-

ements corresponding to irrelevant modules would not form associations with training

stimuli. It follows that these partial knowledge elements would not be recruited via

similarity-driven activation. This point is important because error-driven learning in a

mixture-of-experts context implies that the only partial knowledge elements that can

be brought to bear on a task are those that have learned associations with training

stimuli. Thus, the process of replacement-based restructuring is tied to the “pruning”

of irrelevant partial knowledge elements, which is instantiated as a lack of associative

connections between a partial knowledge element and previously encountered exemplars.

This treatment of knowledge restructuring, particularly by replacement, places a strong

emphasis on error (cf. Kalish et al., 2005) and suggests that (functional) replacement

will only occur when there is a discrepancy in the level of performance permitted by
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different strategies. That is, partial knowledge elements that contribute to poor perfor-

mance will lose their associative strength with training stimuli while partial knowledge

elements that contribute to accurate performance, will strengthen their associations with

training stimuli. It is important to emphasize that the replacement process conceptu-

alized in this manner occurs not at the level of overarching strategy, but at the level

of partial knowledge. On this note, it is interesting to point out that many cases of

apparent permanent restructuring do appear to involve a shift from a relatively error-

prone strategy to one that affords a reduction in performance error (e.g., Carey, 1991;

Gopnik & Meltzoff, 1997; Johnson & Carey, 1998; Keil, 1989; Richards & Siegler, 1986;

Stafylidou & Vosniadou, 2004; Vosniadou, 1994; Vosniadou & Brewer, 1992, 1994). A

key question is whether the restructuring observed in those cases occurs at the level of

some identifiable unit of partial knowledge.

8.3.4 What Factors Might Influence Replacement and Retention?

Within a mixture-of-experts framework, the processes of replacement and retention ap-

pear to be two variations on a common theme. The key factor in determining whether

replacement or retention will be observed is whether competing strategies entail different

levels of error. If one strategy can outperform another, replacement will occur. If the

strategies are closely matched in terms of accuracy, retention will occur. That retention

is associated with equally valid strategies was demonstrated in the current experiments.

Other factors that might also influence whether partial knowledge is replaced or retained

include forgetting and the speed with which different strategies can be applied. Forget-

ting is an obvious factor that could influence retention. If partial knowledge is no longer

accessible in memory, it follows that it may not be possible to implement strategies that
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rely on this knowledge. Strategies based on exemplar memory might be particularly

susceptible to forgetting. Bourne et al. (2006) showed that participants who had ini-

tially restructured to an exemplar memory strategy reverted to using rules following a

one-week retention interval between sessions. Forgetting could also interact with error,

depending on how extensive the forgetting is. It is conceivable that forgetting a particu-

larly crucial element of partial knowledge could lead to a radically different error profile,

potentially resulting in radically different learning (and restructuring). The speed with

which strategies are applied could also be a factor that influences knowledge restructur-

ing (e.g., Logan, 1988; Rickard, 1997).

One interesting avenue for future research would be to investigate whether there is some-

thing akin to a speed-accuracy tradeoff associated with knowledge restructuring. For

example, in a task environment similar to the current one involving two equally valid

strategies, would strategy retention be affected if particular emphasis was placed on

responding quickly? My conjecture is that if strategies differ along several dimensions

of performance that are relevant to a certain goal, learning is likely to be sensitive to

these other dimensions of performance (e.g., error-driven learning may be influenced by

considerations for speed). Prioritizing these sorts of goals could be implemented com-

putationally by biasing the gating mechanism. For example, ATRIUM is equipped with

a set of cost parameters that reflect the “difficulty” associated with using a particular

module, which influence the gating mechanism and therefore module selection. Although

the effects of the cost parameters on model behavior have not been explored in detail,

theoretically, they could be set to reflect differences between the modules with respect

to some non-accuracy based goal (e.g., if responding quickly were a goal, a module in-

stantiating a module instantiating a rule that can quickly and easily be applied might
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be associated with a lower cost than a module instantiating a rule that is particularly

difficult and time-consuming).

8.4 What is Learned During Learning?

I return now to the question I posed at the start of this thesis. In my initial response

to this question, I suggested that we learn to structure our knowledge of a task in a

way that is consistent with our goals. To illustrate, I invoked the metaphor of Simon’s

(1990) scissors, which claims that performance is shaped by the interaction between task

environment and task knowledge. The empirical results and particularly the modeling

extend this metaphor by showing that the structure of our task representations are per-

haps less rigid than the original metaphor tacitly implies. The knowledge restructuring

observed across all three experiments demonstrates that in situations that support sev-

eral alternative means of achieving the same goal, we can readily reforge and restructure

our knowledge, resulting in dramatic changes in task performance. Experiment 2 in par-

ticular showed that under these circumstances, changes in performance need not result

in any loss or replacement of existing partial knowledge. The computational modeling

with ATRIUM buttressed this idea, highlighting the crucial role of selective attention

as a driving force that determines manifest categorization behavior.

The WED analysis further demonstrated that the effect of learning appears to be re-

stricted to elements of partial knowledge (instantiated by ATRIUM’s modules) rather

than occurring at the level of one’s overarching strategy (e.g., the particular way in which

partial knowledge elements are coordinated, which maps onto the strategy instantiated
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by the model as a whole at a given point in time). Thus, it seems that while learning a

particular task, we do not learn a single strategy per se; instead, we learn the necessary

partial knowledge elements that can be used to construct different strategies. Taken to-

gether, the results of this thesis suggest that adaptive task behavior is not just a matter

of knowledge acquisition, but that the differential coordination of partial knowledge is

what enables the performance that has so often been tied to knowledge restructuring.



Appendix A

GCM Fit to Experiment 2

This appendix reports modeling of the transfer data from Experiment 2 using an ex-

emplar model of categorization, the Generalized Context Model (GCM; Nosofsky, 1986;

Nosofsky & Johansen, 2000). As the GCM has no learning mechanism though, it may

seem a strange choice to model the restructuring data with. However, as Yang and

Lewandowsky (2004) demonstrated that knowledge partitioning is beyond the capabili-

ties of ALCOVE (Kruschke, 1992), which can be viewed as a connectionist version of the

GCM, the absence of any specific learning mechanism (ALCOVE learns by gradient de-

scent on error) can be construed as affording the GCM additional flexibility with which

to handle knowledge restructuring. That is, although the GCM assumes that the the

best fitting solution can be achieved through learning, the model is silent with respect

to the specific learning mechanism that supports it.

137
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A.1 The Generalized Context Model

The GCM is a computational instantiation of an exemplar theory of categorization. It

has been shown to account for a wide range of benchmark results in categorization in-

cluding several findings that have been interpreted as support for mixture-of-experts

models (Nosofsky & Johansen, 2000). To establish whether the model could successfully

capture the two distinct response strategies that were used, separate GCM fits to the

performance of the Initial-KP and Initial-CB groups from Experiment 2 were conducted.

I now provide a brief summary of the model.

A.1.1 GCM: An Exemplar Model of Categorization

The principal representational assumption of the GCM is that training exemplars, which

are represented as points in multidimensional psychological space, are stored in memory

along with their category labels. Categorization is achieved by computing the similarity

between stimulus input and all stored exemplars of each candidate category. According

to the GCM, the similarity between two points in psychological space is a decreasing

function of their distance in psychological space. If xis denotes the value assigned to

exemplar i along dimension s within the space, the distance between exemplars i and j

is expressed by,

dij =

[∑
s

αs |xis − xjs |
r

]1/r

. (A.1)

In Equation A.1, r determines the Minkowski metric of the space. With separable stim-

ulus dimensions, a city-block metric is assumed, thus r = 1. When stimulus dimensions
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are integral, a Euclidean metric is assumed, and r = 2. According to the GCM, the dis-

tance between points i and j is modulated by the attentional loading onto each stimulus

dimension, denoted by αs. Stimulus dimensions with higher attentional weights have

more impact on the distance computation. Across all stimulus dimensions, attention

weights are constrained to sum to unity via a normalizing process.

Similarity between points occupied by input i and exemplar j (sij) is an exponentially

decreasing function of the distance between i and j in psychological space (dij) (Shepard,

1987),

sij = exp
(
−c · dpij

)
, (A.2)

where P specifies the form of the similarity gradient. When P = 1, the similarity gradi-

ent is exponential, when P = 2, it is Gaussian. For all simulations reported herein, both

r and P were set to 1. The specificity, c, is a freely estimated parameter that determines

the steepness of the similarity gradient; higher values map onto lower levels of similarity

for a fixed distance between points.

For a task involving two categories, A and B, the probability that stimulus i will be as-

signed to category A depends on its summed similarity to category A exemplars relative

to its summed similarity to exemplars from both categories A and B,

P (A|i) =

∑
j∈A

sij

γ

[∑
K

(∑
k∈K

sik

)γ] , (A.3)
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where k indexes the categories, and γ is a freely-estimated scaling parameter, that de-

scribes the “decisiveness” of the model, determining how sensitive the decision process

is to the relative category similarities. As γ increases above 1, categorization is increas-

ingly deterministic, favoring the category that yields the greatest summed similarity to

the input (see Navarro, 2007, for a recent in-depth discussion of how the γ parameter

influences the behavior of the GCM).

A.1.2 GCM Fit to Experiment 2

In order to provide the GCM with access to the compound psychological dimension z

that ATRIUM was able to extrapolate along, the GCM was permitted to directly attend

to the z dimension in addition to the x, y, and context dimensions. Thus, the GCM

was able to extrapolate along the same z dimension as ATRIUM, thereby equating the

models in terms of the psychological dimensions they had access to. Overall, the GCM

included six parameters: c, γ, and attention weights for the x, y, z, and context dimen-

sions, αx, αy, αz, and αc, respectively. However, the constraint that the dimensional

attention weights sum to unity means that only five parameters were free to vary (c, γ,

and three of the four attention weights). Paralleling the fits with ATRIUM reported in

Chapter 7, the GCM was separately fit to transfer performance on the first test in each

transfer phase. Table A.1 summarizes the best fitting GCM parameter estimates along

with fit statistics for the fits to performance of the Initial-KP and Initial-CB groups in

the first and third transfer tests.
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Table A.1: Best fitting parameters and fit statistics for GCM fits to the data from the
first and third transfer tests in Experiment 2 for the Initial-KP and Initial-CB groups.

Initial-CB Group
c γ αx αy αz αc -lnL RMSD

Test 1 1.27 30 .01 .47 .32 .20 1014.42 .1082
Test 3 3.09 30 .13 .18 .13 .56 883.17 .0930

Initial-KP Group
Test 1 3 30 .07 .11 .11 .70 522.08 .1239
Test 3 1.72 30 .23 .44 .18 .16 488.80 .0986

Several comments apply to these initial fits. For the Initial-CB group, although the

GCM provides a good fit to the data in terms of RMSD (see Table A.1), it generates a

qualitative sawtooth response pattern that clearly diverges from the pattern generated

by human participants (compare top panels of Figure A.1 with top panels of Figure

5.1). The reason underlying this odd predicted response pattern is due to the way the

GCM distributed its attention across the stimulus dimensions (Table A.1). Note that

the GCM loaded attention onto the y and z dimensions, but completed ignored the x

dimension. Presumably, the loading on the z dimension was done to allow the model

to extrapolate along the z dimensions, as per ATRIUM. However, this occurred at the

expense of extrapolating along the x dimension, which explains the diagonal, sawtooth

generalization pattern exhibited by the GCM.

Similarly, the GCM failed to qualitatively capture the response pattern generated by

the KP group in the first transfer test of Experiment 2 (compare bottom panels of

Figures A.1 and 5.1). Although the GCM demonstrated sensitivity to context by load-

ing attention onto that dimension, in several regions of the category space, the GCM

demonstrates divergent behavior from human participants. These discrepancies appear

to reflect the fact that the empirical data demand rule-like extrapolation, whereas the

GCM is only able to offer limited exemplar-based generalization. For the knowledge
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partitioning data, as one moves further away from the partial boundaries, there are

smooth gradual changes in the probability of an A response. Specifically, for transfer

stimuli presented in the left context, for example, the empirical data show that as one

moves further from the left partial boundary traveling rightward along the x-axis, the

probability of an A response gradually approaches zero. Similarly, for stimuli in the right

context, as one moves leftward along the x-axis away from the right partial boundary,

the probability of an A response gradually increases toward unity. In contrast to the

empirical data though, the GCM, owing to its limited exemplar-based generalization

capabilities, shows marked departures from the smooth changes in P(A). For example,

for stimuli in the left context, there is a notable increase in P(A) in the rightmost re-

gion of Area 2. Similarly, for stimuli in the right context, there is a decrease in P(A)

in the leftmost region of Area 3. Thus, the GCM was unable to replicate the rule-like

extrapolation exhibited by participants in the Initial-KP group.

A.1.3 Knowledge Restructuring and the GCM

Notwithstanding the model’s inability to qualitatively reproduce the initial response pro-

files generated under the KP and CB strategies, I further addressed the GCM’s capacity

to handle the knowledge restructuring observed in Experiment 2. To do so, three ver-

sions of the model were examined, which differed in terms of the number of parameters

that were free to vary in order to model restructuring in each phase. In the first version,

which was most similar to the fits conducted with ATRIUM, only the attention weight

on the context dimension, αc, was re-estimated between transfer tests in each phase; c

and γ were held constant across tests within each phase. The other attention weights

were renormalized on the basis of the fits to the transfer tests 1 and 3, respectively,
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Table A.2: Best fitting parameters and fit statistics for the fits of the three versions
of the GCM to the data from the second and fourth transfer tests in Experiment 2
for the Initial-KP and Initial-CB groups. Labels for the three models indicate which
parameter(s) were re-estimated to produce the fits. Dashed lines denote tests for which
parameters were not re-estimated, refer to Table A.1 for fixed parameter values.

Initial-CB Group
Model Test c γ αx αy αz αc -lnL RMSD

αc Only
Test 2 - - .01 .40 .27 .32 1088.79 .1188
Test 4 - - .14 .19 .13 .54 1072.18 .1098

All αs
Test 2 - - .00 .26 .33 .41 1058.53 .1148
Test 4 - - .28 .28 .08 .36 961.08 .1027

All Parameters
Test 2 2.02 30 .08 .22 .19 .51 1040.68 .1047
Test 4 1.54 30 .00 .43 .29 .27 932.69 .0976

Initial-KP Group

αc Only
Test 2 - - .05 .08 .08 .80 677.22 .1337
Test 4 - - .15 .30 .12 .43 621.07 .1413

All αs
Test 2 - - .22 .19 .05 .55 650.38 .1288
Test 4 - - .03 .17 .20 .60 587.15 .1167

All Parameters
Test 2 1.19 30 .10 .32 .25 .34 623.79 .1145
Test 4 2.02 30 .09 .16 .16 .59 586.28 .1141

according to Equation 7.5. In the second version of the GCM, all attention weights

were re-estimated between transfer tests. Again, c and γ were held constant across tests

within each phase. This version of the model permitted examination of how far selective

attention to stimulus dimensions could go on its own in explaining knowledge restruc-

turing. Finally, for the third version of the model, all parameters were re-estimated for

each transfer test, thus, giving the GCM the best possible chance of fitting the data.

The fits and the relevant re-estimated parameters for each version of the GCM on the

second and fourth transfer tests are presented in Table A.2. Examination of the response

profiles in each transfer test revealed that the GCM effectively toggled between the two

response patterns presented in Figure A.1. Although the fits did improve with more free

parameters available to model restructuring, the GCM remained unable to accommodate

knowledge partitioning, and continued to generate a distinct sawtooth response profile

when fitting the CB strategy. It follows that the GCM was unable to account for
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the knowledge restructuring observed in Experiment 2. More generally, because the

GCM can be considered to be a maximally unconstrained instantiation of an exemplar

model (e.g., its performance is not constrained by any particular learning algorithm), its

inability to model the KP strategy reinforces other claims that a single-system exemplar

model is insufficient to accommodate knowledge partitioning (cf. Little & Lewandowsky,

in press; Yang & Lewandowsky, 2004).
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