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Abstract 

 

Synchrony is one of the primary factors that affects whether we are likely to perceive 

sensation from different modalities as coming from the same source. In this thesis, we 

explore unisensory grouping and crossmodal synchrony perception amongst auditory 

and visual sequences, using stimuli that stream into foreground and background groups. 

Previous research has shown that the presence of visual stimuli that clearly formed 

either one or two groups could affect the number of perceptual groups formed in 

concurrent auditory stimuli (O‘Leary & Rhodes, 1984). In this thesis, we find that when 

there is no conflict in the number of groups but in there is in the items allocated to each 

group, that there is no visual influence on the way the auditory groups are organised – 

rather, we see a temporal ventriloquism effect that results in the groups appearing 

temporally aligned. This supports the notion that unimodal grouping will occur prior to 

intersensory pairing when there is a conflict. Participants showed a large tolerance for 

asynchrony in these experiments, and we note that the ability to make accurate 

audiovisual synchrony judgements appears to be affected by the ‗complexity‘ of the 

stimuli – we are much better at making judgements when matching single beeps or 

flashes as opposed to speech or music. In the subsequent experiments, we investigate 

whether the predictability of sequences affects whether participants report that auditory 

and visual sequences appear to be synchronous. Across the thesis, we examine the effect 

of pitch, temporal and spatial predictability, temporal density and virtual depth in a 

head-mounted display, and clearly find that when the load on the perceptual system is 

high because several of these factors are manipulated concurrently, participants become 

worse at determining asynchrony – in effect, they are much better able to tolerate higher 

levels of asynchrony between the auditory and visual stimuli. When these factors were 
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studied in isolation, participants‘ judgements did not change, suggesting that as long as 

participants can still comfortably monitor the stimuli because there are few changes 

occurring concurrently they are still able to determine temporal position and in turn, 

synchrony judgements do not suffer. We propose that reduced predictability affects 

synchrony judgements by reducing ability to attend to the correct pitch, spatial or 

temporal location, and ultimately, by reducing temporal discriminability of the items in 

the sequences. The increased variability in estimated temporal position may increase the 

chances of overlap with the estimates of positions in the other modality, increasing 

evidence that the auditory and visual streams should be perceived as synchronous. 
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Chapter 1: Introduction to Audiovisual Organisation and Synchrony Perception 

 

When perceiving objects in the environment we rarely use our senses in 

isolation, often processing information from different senses simultaneously. Studies of 

intersensory perception aim to determine how interactions between these different 

modalities can provide us with a final percept and estimate of source. Combining 

information across senses is an elaborate process – unimodal information is processed 

and organised into objects or streams (perhaps altered by other sensory information 

during this process), then percepts within each modality are either paired with others in 

different senses if they are considered to come from the same source, or treated as 

coming from different sources. Typically, studies of crossmodal pairing examine how 

information from multiple modalities are organised and matched if there is a conflict. In 

this thesis we examine the process of audiovisual organisation when the stimuli in each 

sense are arranged differently, and later, the factors that contribute to audiovisual 

matching across the time dimension when there is a temporal disparity between the 

stimuli once they have been unimodally grouped. We study hearing and vision because 

there are common principles that appear to apply to the organisation of sensation in both 

modalities (Aksentijevic, Elliott & Barber, 2001; Bregman, 1990; Kubovy & Van 

Valkenburg, 2001), and auditory and visual temporal interactions, on which the 

experiments in this thesis are primarily based, have been clearly demonstrated across 

many types of stimuli (for reviews see Spence & Squire, 2003; Vroomen & Keetels, 

2010).  

There is a substantial body of work examining how we organise information into 

streams or objects unimodally, and this has generally been studied separately in audition 

and vision. Studies in this area allow further understanding of problems such as how we 

can follow one voice in a busy cocktail party, or how the visual system knows which 
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elements from the scene belong to the same object when there are changes across time. 

Typically in audition, and often in vision, sequences of stimuli, with changes across 

time, space or pitch, are used to determine the factors that affect which elements are 

grouped together (Bregman, 1990; Anstis, Giaschi & Cogan, 1985). In audition, this is 

generally studied using sequences of high and low tones such as in Figure 1, which can 

be perceived as either one stream of tones moving up and down (H1-L1-H2-L2-H3-L3), 

or separate high and low streams (H1-H2-H3 and L1-L2-L3), depending on the speed 

and pitch separation between the high and low groups. For instance, when there is a 

large pitch difference between the high and low groups H1, H2 and H3 will form their 

own separate stream, as the auditory system assumes they are coming from separate 

sources because they are highly disparate from the other stimuli in the pattern. We see a 

similar phenomenon, known as apparent motion, in vision; when a series of high and 

low lights are presented in alternating order across space, if the sequence is slow and 

spatial separation small, it appears as a single light moving back and forward, but if the 

separation is larger and sequence faster the stimuli change to appearing as two single 

lights flickering in place (e.g. Anstis et al., 1985, Braddick, 1973, Bregman & Achim, 

1973, Cavanagh, Arguin, & von Grnau, 1989). 

This paradigm allows us to examine how streams of information group into 

sources, and additional features can be added to the auditory and visual stimuli to 

examine the effect of additional components and determine the relative strengths and 

weaknesses of each. In audition, for example, apart from increased pitch differences 

between the high and low groups increasing the chances of the sequences being 

perceived as two streams, we also see effects of space (Deutsch, 1975), timbre 

(Gregory, 1994) and the frequency distribution within complex tones (Vliegen, Moore 

& Oxenham, 1999), to name a few (see Bregman, 1990, for a comprehensive review).  
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Figure 1. The stimuli used in typical auditory stream segregation experiments 

(see Bregman, 1990, for a review). The sequences here consist of three high and three 

low tones – when presented slowly with a small pitch gap between the high and low 

tones the sequence sounds like one stream rising and falling (a), but when the sequence 

is presented faster or with a higher pitch gap the tones form two readily-distinguishable 

auditory streams
1
(b). 

 

The effects of conflicting crossmodal information have been examined in the 

same way by contrasting the organisation of auditory and visual streams to examine 

whether the grouping in one affects the way the streams are perceived in the other. The 

first to examine this were O‘Leary and Rhodes (1984) who used light sequences with 

spatial separations that lead to clear one or two stream percepts (i.e. large or small 

separations between the high and low lights) and asked participants how the 

simultaneous ambiguous auditory streams were organised. They found that participants 

were more likely to hear the auditory stream as segregated into two streams when the 

visual stimuli were far enough apart that they were seen as two streams and vice versa. 

Rahne et al. (2008) also examined this more recently using visual stimuli that suggested 

a one or two stream organisation and found a similar effect of visual organisation on 

                                                 
1
 The following link contains an auditory demonstration of this streaming pattern from Bregman‟s 

Auditory Scene Analysis demonstration page: 

http://webpages.mcgill.ca/staff/Group2/abregm1/web/downloadstoc.htm#01  
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auditory streaming – generally if the visual sequences suggest two streams we hear two 

auditory streams, but if there is one visual stream that occurs simultaneously with both 

the high and low auditory tones we are more likely to hear one auditory stream. 

In Chapter 2 of this thesis, we examine this crossmodal organisation process 

further. In the O‘Leary and Rhodes (1984) and Rahne et al. (2008) studies, participants 

were always asked to report whether they perceived the sequences as one or two 

streams, i.e. they were always making a numerosity judgement. In Chapter 2, we 

examine whether auditory organisation can be affected when the tones always form two 

streams, but the visual organisation suggests different grouping of elements within them 

– that is, whether the elements forming each group (or the information considered likely 

to originate from a common auditory source, when grouping is ambiguous) can be 

affected by visual stimuli, as opposed to broader organisation, like determining the 

perceived number of objects in the stimuli. To do this, we used sequences such as those 

shown in Figure 2, and asked participants to report whether the centre tones grouped 

with either the high or low tone, leaving the low or high tone in its own isolated-tone 

stream. The concurrent visual stream consisted of a sequence of LED illuminations in a 

three left- one right pattern or vice versa, where the isolated light flash was synchronous 

with either the high or low tone. If the organisation of the visual streams affects the 

subsequent organisation of the auditory streams, participants should be more likely to 

select the tone coincident with the isolated light as the isolated tone.  

It is also possible that visual organisation does not affect auditory organisation, 

perhaps because unimodal organisation occurs prior to crossmodal pairing. Keetels, 

Stekelenburg and Vroomen (2007) studied the priority order of audiovisual unimodal 

and multimodal grouping, and found that auditory streaming occurred prior to 

audiovisual pairing, and similarly Sanabria and colleagues (Sanabria, Soto-Faraco, 

Chan & Spence, 2005; Sanabria, Soto-Faraco & Spence, 2004) have shown that 
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organisation within vision occurs (at least partially) prior to pairing with auditory 

stimuli. It is therefore possible that within the sequences in Chapter 2 the auditory and 

visual streams will be organised within each sense without the visual grouping having a 

chance to influence the auditory grouping, and then the groups will be matched across 

the senses. If this occurs, another crossmodal illusion may occur - temporal 

ventriloquism. 

 

 

Figure 2. Auditory sequences used in Chapter 2. In these sequences, participants are 

asked whether the centre tones group with the high tone, leaving the low tone in its own 

stream (a) or with the low tone, leaving the high tone in its own stream (b). 

 

 Temporal ventriloquism occurs when auditory and visual stimuli appear to be 

closer in time than they actually are (and often this effect results in them being 

perceived as synchronous). Crossmodal illusions that affect intersensory synchrony 

judgements are primarily of interest because stimuli in the environment that should be 

paired are typically temporally co-localised (when items are close to the observer) and it 

has been suggested that synchrony is one of the strongest cues that auditory and visual 

stimuli should be paired into the same percept because of this (Bregman, 1990, and see 

Radeau, 1994 for a review). Crossmodal interactions have been shown to be dependent 

on the auditory and visual stimuli occurring closely in time (Massaro, Cohen & Smeele, 
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1996; Munhall, Gribble, Sacco, & Ward, 1996; Slutsky & Recanzone, 2001) and bias of 

auditory localisation by visual location is substantially stronger when the signals in the 

auditory and visual streams occur in a synchronous temporal pattern (Radeau & 

Bertelson, 1987; Thomas, 1941).   

 When considering audiovisual synchrony judgements we must initially evaluate 

the contribution of two factors to any variation in a participant‘s perception: the 

properties of both the stimuli and the pre-cortical sensory system. Firstly, the 

stimulation from each modality typically does not arrive at our sensory organs 

simultaneously – the slower speed of sound results in sound waves arriving later than 

the visual input (340 m/s versus 300 million m/s for light). Then, once the stimulation 

arrives, sound waves are processed more rapidly than light due to the mechanical 

system of hair cells in the inner ear responding much faster than the photoconductive 

process occurring in the retina, and so another temporal discrepancy occurs (King, 

2005). For instance, in guinea pig superior colliculus, an area established as one of the 

primary crossmodal processing regions across a wide range of rodents and mammals 

(Stein & Meredith, 1993; Wallace, Wilkinson & Stein, 1996), neuronal responses to 

auditory sensation occur 7-27 ms after stimulus onset, and responses to visual sensation 

occur 60-70 ms after onset (King & Palmer, 1985). Similar differences in neural 

latencies have been found in humans (Fain, 2003, Pöppel, Schill, & von Steinbüchel, 

1990). These differences in transmission and transduction times result in the sensation 

from each stimulus being synchronously available for cortical processing when they are 

approximately 10-15 m away, known as the horizon of simultaneity (Vroomen & 

Keetels, 2010); when objects are closer than this, their auditory information will be 

perceived faster, with the converse true when objects are further away. There is 

evidence that crossmodal stimuli increase activation within the primary sensory cortices 

(e.g. Calvert, Brammer, Bullmore, Campbell, Iverson & David, 1999) but there are also 
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multisensory areas that are activated by sensory interactions (for a review see Calvert, 

2001) – as such, there may be additional processing time differences between auditory 

and visual sensation after they have been processed by the sensory cortices but before 

signals reach the multisensory integration areas
2
 (King, 2005). Despite all these 

variations between processing times, we can still readily pair auditory and visual 

information in the environment. Studies of audiovisual timing help to further research 

into the factors that affect the precision of this process. 

Temporal ventriloquism, or the temporal mislocalisation of the stimuli in one 

sense towards the timing of the other, can be seen in experiments that show that visual 

rate perception is affected by an auditory distracter sequence – that is, the visual rate is 

always perceived as being more similar to the rate of the auditory distracter, where the 

converse is not seen at all (Shipley, 1964) or to a much lesser extent (Aschersleben & 

Bertelson, 2003). It has also been shown that participants are better at perceiving the 

order of visual flashes when auditory flankers surround them (as the tones temporally 

attract the lights; Morein-Zamir, Soto-Faraco & Kingstone, 2003). Generally the visual 

stimuli are perceived to occur closer in time to the auditory stimuli rather than vice 

versa, as it has been suggested that the temporal resolution of auditory stimuli is 

typically better than visual stimuli (Shimojo & Shams, 2001; Wada, Kitagawa & 

Noguchi, 2003; Welch & Warren, 1980). However, visual bias of auditory temporal 

judgements has been shown when the ability to discriminate temporal location in the 

auditory signal is impaired (Roach, Heron & McGraw, 2006).  As temporal 

ventriloquism effects occur when it can be shown that the perceived time of a stimulus 

has been mislocalised towards another stimulus, the function of temporal ventriloquism 

may be to attract related sources towards each other to reduce the effects of natural 

variances in sound arrival and processing time as auditory and visual stimuli with a high 

                                                 
2
 Temporal synchrony seems to be determined primarily by a sub-cortical network including the posterior 

insula (Calvert, 2001). 
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spatiotemporal correlation are likely to originate from a common source (Vroomen & 

Keetels, 2010).  

There are also many experiments that examine synchrony judgements, rather 

than the biasing effect of one type of stimuli on another across time. They show similar 

effects – that when auditory and visual stimuli occur close together in time (and often 

are related in other ways) we misperceive them as being coincident, sometimes at up to 

several hundred milliseconds apart (see Vroomen & Keetels, 2010 for a review of 

studies examining synchrony perception). Typically these studies have used single or 

short sequences of lights and tones (e.g. Bertelson & Aschersleben, 2003), or more 

naturalistic stimuli like speech and music (e.g. van Wassenhove, Grant, & Poeppel, 

2007). 

In Experiments 2 and 3 of Chapter 2, (and in later chapters) we examine whether 

the temporal ventriloquism effect can be seen amongst grouped auditory and visual 

sequences rather than the types of stimuli used in previous work. It has been observed 

that the range of asynchronies over which sounds and lights are perceived as 

synchronous varies depending on the nature of the stimuli - it is often relatively short 

for simple stimuli, as low as in the tens of milliseconds (e.g. Hirsh, 1961: 20 ms; 

Zampini, Shore & Spence, 2003: 20-60 ms), while with more complex speech or music 

stimuli it may be several hundred (e.g. van Wassenhove et al., 2007: up to 200 ms; 

Massaro, Cohen & Smeele, 1996: 150-250 ms). These values were taken from stimuli 

presented close to the observer, such that any variation in travel times of the auditory 

components was negligible. A non-exhaustive review of the tolerable temporal 

differences between auditory and visual stimuli across many studies and stimulus types 

is presented in Table 1, with the values reported being the specific just noticeable 

differences (JNDs) reported in the studies or estimates of them from the data presented. 

The same general pattern mentioned above is seen here – for simpler stimuli, the JNDs 
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tend to be lower, and for more complex stimuli they tend to be higher suggesting that 

participants are able to tolerate higher levels of asynchrony in these types of stimuli. In 

Chapter 2, we use sequences of grouped stimuli, which lie somewhere in between in 

terms of complexity – certainly they are more complex than single click-flash stimuli, 

but not as detailed as speech and music stimuli.  These sequences are beneficial for the 

study of synchrony perception because while they have varying elements across pitch, 

space and time like the majority of ecological stimuli, these are explicitly manipulable, 

and we can therefore attribute changes in responses among conditions more easily to 

their source. We examine the amount of tolerance for asynchrony in these sequences 

across the thesis. 

Previous researchers have also noted the variance in tolerance to asynchrony 

across stimulus types (Fujisaki & Nishida, 2007; Vatakis & Spence, 2006a) but other 

than noting this difference with regards to ‗complexity‘ there has been little suggestion 

as to what constitutes this variation. The only component that has been suggested to 

influence the perceived complexity of a stimulus is the temporal density – if there are 

more items occurring at a higher rate, that stimulus is more ‗complex‘ (Fujisaki & 

Nishida).  

When considering the differences between simple sequences and speech or 

music, it is apparent that there are changes other than temporal density that account for 

the differences in percepts. In this thesis, it is proposed that the predictability of the 

stimulus also contributes to this difference, and we examine temporal, pitch and spatial 

predictability to determine their impacts on the perception of synchrony between 

grouped audiovisual sequences. ‗Simple‘ stimuli in previous studies such as Dixon & 

Spitz (1980) and Vatakis and Spence (2006a) have used repeating stimuli where the 

visual component predicts the time the crossmodal event will occur, such as a hammer 

hitting a peg or a block of wood hitting a can. The pattern of both the auditory and 
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Table 1. 

Just noticeable differences (in ms) reported in (or estimated from) audiovisual temporal 

judgement studies, by stimulus type.  

Author Stimulus Type JND Method  

Simple, stationary flash-tone stimuli 

Fujisaki et al. 2004 

Fujisaki & Nishida, 2007 

Hirsh & Sherrick, 1961 

Keetels & Vroomen, 2005  

Smith, 1933 

 

Spence et al., 2003 

Stone et al., 2001 

van Eijk et al., 2008 

Vatakis et al., 2008 

 

Zampini et al., 2003 

Zampini et al., 2005 

Beep - flash 

5 Hz random pulse trains 

Flash - click 

Double flash - double click 

Flash - click 

 

Noise burst - flash 

Beep – flash
a
  

Flash - click 

Noise burst – flash
b
 

 

Beep-flash 

Beep-flash 

≈ 100 

≈ 100 

≈ 20 

47.6 

30.3- 43.3 

26.2-33.6 

53.3 

168 

125-135 

117 

140 

22-62 

114-137 

SJ 

SJ 

TOJ 

TOJ 

TOJ 

SJ 

TOJ 

SJ 

SJ 

TOJ 

SJ 

TOJ 

SJ 

Simple motion stimuli (comprised of flashes and tones) 

Arrighi et al., 2006 

Fujisaki et al. 2004 

Petrini et al., 2009 

 

van Eijk et al., 2008 

Biological motion of a drummer 

Stream/bounce illusion
c
 

Biological motion of a drummer 

 

Bouncing ball
d
 

≈ 100-180 

≈ 130 

≈ 120-180  

≈ 150-340  

111-120 

SJ 

SJ 

SJ 

(drummers) 

SJ (novices) 

SJ 

Simple motion stimuli (object action audio/video) 

Arrighi et al., 2006 

Dixon & Spitz, 1980 

Vatakis & Spence, 2006a 

Drumming 

Hammer 

Hammer hitting TV/block of 

wood hitting can of soft drink 

≈ 120-200 

131 

126 

SJ 

AD 

TOJ 

Complex motion stimuli (speech and music) 

Conrey & Pisoni, 2006 

Dixon & Spitz, 1980 

Massaro et al., 1996 

Navarra et al., 2005 

 

Vatakis & Spence, 2006a 

 

 

Vatakis & Spence, 2006b 

 

 

van Wassenhove et al., 

2007 

Speech 

Speech 

Synthetic speech 

Speech 

Piano 

Speech 

Guitar 

Piano 

Speech syllables  

Guitar 

Piano 

McGurk syllables 

178 

195 

≈  150-250 

120-137 

116 

154 

257 

257 

94-101 

104-133 

110-135 

130-200 

SJ 

DD 

MI 

TOJ 

 

TOJ 

 

 

TOJ 

 

 

SJ 

Note. SJ = synchrony judgement, TOJ = temporal order judgement, AD = asynchrony discrimination, MI 

= McGurk integration. Asynchrony discrimination threshold is the point at which participants observed 

that the auditory and visual stimuli, which were synchronous at the start of the trial but were moved 

further apart over time, had become asynchronous. McGurk integration determines the JND by the point 

at which the auditory and visual syllables are no longer integrated. 
a
 Judgements were made only on the onsets of tones and lights as they remained on until the observer 

made a response. 
b
 Judgements were made after participants had adapted to synchronous audiovisual 

speech. 
c
 In the stream/bounce illusion, two circles travel from one side of a square display to the opposite 

corners, crossing in the middle. If a click is presented close to the time when the two paths cross, they 

appear to bounce rather than stream across each other. 
d
 Observers saw a while disk travel vertically 

downwards, hit a grey bar, then bounce back up to its starting point. A click was presented at a range of 

synchronous and asynchronous times in relation to the bounce. 
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visual components is clearly able to be pre-determined as the sequence repeats, 

especially once the videos have been presented across a few trials. ‗Complex‘ stimuli 

have been music pieces played on piano or guitar, or speech stimuli. While there are 

some elements of predictability because of the grammars of speech and music, and 

certain words or tones being more likely given the current item, typically the next items 

in the sequence of words or notes are unknown. In the experiments presented in 

Chapters 3 through 6 of this thesis, predictability is manipulated in a controlled fashion, 

as we use crossmodal sequences with items that occur either in a predictable or random 

order. Other elements are the same – there are always the same selection of lights and 

tones, there is always a tone and light presented in every interval and the sequences 

always have the same duration, and as such we can be certain that only the predictability 

manipulations are varying across conditions.  

There is some evidence that predictability improves judgements for synchrony. 

Petrini, Russell and Pollick (2009) used complete and impoverished biological motion 

stimuli of a drummer, and asked experienced and novice drummers to determine when 

the auditory track of the drumming was coincident with the visual stimuli. While there 

was no major difference across the groups of participants when the complete stimuli 

were presented, when there was less visual information the novice‘s judgements rapidly 

became worse while the experienced observers were still able to judge synchrony 

accurately. The experimenters suggested that this was because they were regularly 

exposed to the whole visual action of drumming, and as such were able to use a wider 

range of visual components to make the same estimates of drumming tempo – in effect, 

because they were better able to predict the timing of the auditory stimulus from the 

visual stimulus their judgements did not get drastically worse. 

Changes in synchrony judgements can be seen in two ways – shifts in the point 

of subjective simultaneity (PSS) which is the point where the auditory and visual stimuli 
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are perceived as maximally synchronous, or changes in the proportion of synchronous 

responses at higher asynchrony levels, which effectively increases the JND. PSS 

changes usually result from factors that affect the perceived time of arrival of the 

auditory and visual stimuli (i.e. making them seem earlier or later) but the factors we 

have discussed so far have primarily been shown to change the likelihood that the 

audiovisual components will seem synchronous or affect their ability to judge whether 

the auditory or visual signal came first, at larger levels of asynchrony (stimulus onset 

asynchrony, or SOA). In this thesis we generally ask participants to report whether the 

auditory and visual streams are synchronous and determine whether these rates change 

across the levels of asynchrony (typically up to 200 ms auditory or visual lead) in 

different conditions. 

Based on Petrini et al.‘s (2009) findings and the previous findings associated 

with changing complexity above, if predictability affects synchrony judgements (and is 

feasibly a component of complexity) we expect that we should have more synchronous 

responses across wider ranges of  SOAs in the randomised conditions. In this thesis, we 

examine the effect of varying predictability across pitch, timing and space, and later 

examine whether this process changes across virtual distances. 

 

Thesis Overview 

In Chapter 2, as discussed above, we examine the effect of visual grouping on 

auditory grouping, to determine whether the organisation within the groups can be 

affected by crossmodal factors, rather than the number of groups as seen in O‘Leary and 

Rhodes (1984) and Rahne et al. (2008). We also examine temporal ventriloquism in 

grouped sequences (as evidenced by participants reporting perceived temporal 

realignment of auditory and visual groups), rather than the single click-flash or 

naturalistic stimuli (e.g., speech or music) typically used in these experiments. 
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In Chapter 3, we use similar crossmodal sequences to further examine 

synchrony perception in grouped sequences. We explicitly manipulate the participant‘s 

ability to predict both the pitch of the tone in the next audiovisual component (pitch 

predictability) or the arrival time of the next audiovisual item in the stream (temporal 

predictability) to determine whether reduced predictability leads to increased synchrony 

judgements, as this factor may be a component of the complexity effect previously 

noted to affect temporal ventriloquism (Fujisaki & Nishida, 2007; Vatakis & Spence, 

2006a; Vroomen & Keetels, 2010). We also combine these two factors with temporal 

density, to evaluate the argument that the effect of complexity may be associated with 

reduced ability for the perceptual system to cope with the additional load stemming 

from increased amount of and variation in incoming information (Fujisaki & Nishida). 

In Chapter 4 we manipulate the sequences using more fine-grained temporal 

predictability variations, changing the arrival time of individual items (up to 50 ms 

before or after the original time) but not the overall order of high and low items. This 

allows us to examine the effect of smaller variations in the predictability of timing, 

alone and in concert with pitch predictability. Smaller temporal predictability variations, 

in the tens of milliseconds, have been shown to affect ability to judge pitch (Jones, 

Moynihan, Mackenzie & Puente, 2002), and determine the presence of oddball stimuli 

(Yee, Holleran & Jones, 1994), and as such they may also affect the ability to determine 

temporal location, which should reduce the ability to make accurate crossmodal 

synchrony judgements. The temporal predictability manipulations in Chapter 3 are 

substantial, changing the arrival time for tones within a stream by several hundred 

milliseconds in many cases, and as such the Chapter 4 manipulations will allow us to 

test for a graded effect of temporal predictability on asynchrony judgements.   

We examine effects of pitch and temporal predictability on synchrony 

judgements when they are both combined, in Chapter 3. Any effects of these factors are 
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likely due to the ability to predict the exact timing of an individual stimulus being 

affected by whether we know where (and approximately when) the item will occur so 

that we can attend to that location during that time interval. In Chapter 3, we only use 

high and low spatial locations, but there are four high and four low tones amongst the 

pitches. In Chapter 5, we vary the spatial locations, to examine the effect of spatial 

predictability on the perception of audiovisual synchrony, both alone and in concert 

with the predictability of the temporal pattern and pitch. This allows us to further 

examine the factors affecting synchrony, but also, if the pattern of results is consistent 

across Chapter 3 and 5, it will allow greater understanding of the effect of additional 

factors on synchrony judgements – for instance, we can evaluate whether the effects of 

additional variable factors are cumulative, or whether we are able to manage a certain 

amount of variation before there is any change in asynchrony tolerance. Reduced 

spatial, pitch, or temporal predictability may increase perceptual load, as unpredictable 

stimuli may require more attentional resources to be monitored accurately, and therefore 

the ability to accurately match complicated incoming stimuli may be impaired if there 

are not available resources to do so. 

As discussed earlier, there are two primary components that can be affected by 

the kinds of manipulations discussed here – the proportion of synchronous responses at 

higher SOAs and the PSS. In Chapters 3 through 5 we primarily focus on the former, as 

there is no theoretical reason the PSS should be shifted towards an increased auditory or 

visual delay by the experimental manipulations, but in Chapter 6 we examine the 

primary variable that should affect PSS values – distance. Utilising a head mounted 

display (which provides an optical display in front of each eye, allowing the 

representation of binocular disparity), we examine whether virtual distance affects 

synchrony judgements in both predictable and random sequences. Previous findings are 

controversial as to whether the PSS should shift with distance – some researchers have 
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found that there is a compensatory mechanism that accounts for the difference in travel 

time between the senses (Alais & Carlile, 2005, Kopinska & Harris, 2004; Sugita & 

Suzuki, 2003) while others have shown that the PSS shifts further toward an auditory 

delay as the stimuli are further away, in direct line with the extra time it takes the 

auditory stimuli to arrive (Arnold, Johnstone & Nishida, 2005; Stone et al., 2001). 

Researching this factor using a HMD will provide converging evidence to support either 

side of this debate, using a different methodology to those utilised before. This method 

allows us to control the distance cues that we use (size, binocular and perspective cues 

in vision, and amplitude in audition), and eliminate extra environmental noise. 

Across the thesis, we examine the process of synchrony perception in grouped 

stimuli, and the effects of many combinations of changes in predictability on the ability 

to determine temporal coincidence. In the closing chapter, we discuss all these findings 

in concert and in relation to current models of crossmodal pairing. The primary aim of 

this thesis is to explore the role of stimulus predictability on the perceived synchrony of 

auditory and visual stimuli. We predict that higher levels of predictability will lead to 

more accurate synchrony judgements, and propose that predictability be considered in 

descriptions of the ‗complexity‘ of audiovisual stimuli; an as-yet poorly defined 

concept, but nonetheless one that has been shown to have a substantial impact on the 

likelihood of auditory and visual stimuli being paired (Fujisaki & Nishida, 2007; 

Vatakis & Spence, 2006a; Vroomen & Keetels, 2010). If we find that predictability has 

the expected effect it can be incorporated into future models of crossmodal synchrony 

processing to yield more accurate predictions of human percepts. 
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Abstract 

Cross-modal grouping interactions between auditory and visual sequences have 

previously been demonstrated (O‘Leary & Rhodes, 1984, Perception & Psychophysics, 

33, 565 - 569; Rahne et al., 2008, Brain Research, 1220, 118 - 131). Three experiments 

were conducted here to determine whether crossmodal interaction precedes unimodal 

grouping and whether the temporal ventriloquism effect could be found between 

grouped auditory and visual sequences. We used a repeating four- tone auditory 

sequence (high - middle - middle - low) where the middle tones could group with either 

the high tone or the low tone, paired with a sequence of light flashes with a single flash 

one side and three the other. Experiment 1 showed that the temporal position of the 

isolated flash in the visual sequence had no effect on which of the auditory tones were 

perceived as isolated. Experiments 2 and 3 demonstrated that the temporal 

ventriloquism effect occurs between grouped auditory and visual sequences, as 

participants reported that the isolated light and tone from grouped visual and auditory 

sequences seemed to synchronise when they were between 120 and 240 ms apart. These 

results suggest that unisensory grouping can occur prior to cross-modal interaction. 
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We simultaneously perceive many different types of sensory information when 

interacting with the physical environment, yet we usually have little difficulty in 

identifying the objects or events producing this information. In order for the perceptual 

apparatus of an organism to operate efficiently in this environment, the stimuli 

generated by physical objects must be organised into groups, or perceptual objects. We 

generally receive information about multiple objects simultaneously through multiple 

sensory pathways, usually resulting in a coherent percept across modalities even though 

the information that has been contributed from each modality may not always agree. 

Conflicting information from different modalities can lead to perceived changes in the 

spatial location, temporal location, or identity of the unimodal percepts of simple 

stimuli (Alais & Burr, 2004; Bertelson & Aschersleben, 2003; McGurk & McDonald, 

1976) and therefore the way these simple stimuli are organised into groups may also be 

affected by the presence of information from another modality. This may be during the 

organisation process (e.g. Rahne et al., 2008) or between the grouped unimodal percepts 

once this organisation is complete (e.g. Keetels, Stekelenburg & Vroomen, 2007). 

 Perceptual organisation, or the grouping of stimuli into perceptual objects, has 

traditionally been studied separately in audition and vision (Bregman, 1990; Bregman & 

Achim, 1973). In audition, grouping is often examined with repeating sequences of 

alternating tones - for example, three high tones interleaved with three low tones (e.g. 

H1 - L1 - H2 - L2 - H3 - L3 in Figure 1a and 1b). The perception of this six-tone 

sequence is multistable: it is perceived differently depending on the tempo and pitch 

separations between the high and low tones (Bregman, 1990). At slow tone rates and/or 

a small pitch difference, participants hear the sequence as one perceptual object, or 

auditory stream: a single tone rising and falling over time (Figure 1a). When the 

sequence is presented faster or the pitch gap is made wider, participants hear the 
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sequence as two streams: one tone rising and falling in the high range and one tone 

doing the same in the low range (Figure 1b). 

 

 

Figure 1. (a) and (b): A bistable six-item sequence used with both auditory and visual 

stimuli. For auditory stimuli, the vertical axis represents pitch and participants either 

hear (a) one stream of tones or (b) two streams of tones. For visual stimuli, the vertical 

axis represents space and the sequence is perceived as apparent motion; participants 

either see (a) one light moving up and down a vertical path or (b) two lights moving 

along two shorter paths. (c) and (d): Two possible percepts of the four-tone bistable tone 

sequence used in this study. Participants hear either (c) the middle tones grouped with 

the high tone, leaving the low tone perceptually isolated or (d) the middle tones grouped 

with the low tone, leaving the high tone perceptually isolated. The sequences are both 

repeated multiple times before participants report their percept. 

 

A visual analogue of the sequence in Figures 1a and 1b can be created by means 

of flickering lights distributed over space. Depending on the rate and spatial separation, 
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the resulting percept is apparent motion across one or two visual streams (Aksentijevic, 

Elliott & Barber, 2001; Anstis & Saida, 1985; Braddick, Ruddock, Morgan & Marr, 

1980). For example, Bregman and Achim (1973) used an apparent-motion task that 

involved four lights - two high and two low - arranged vertically and flickering 

alternately, in a pattern similar to that in Figures 1a and 1b. When presented at a slow 

speed it appeared to be a single light moving up and down; when fast it looked like two 

separate lights travelling separate shorter paths (i.e. H1 - L1 - H2 - L2 versus H1 - H2 

and L1 - L2 in separate visual streams). 

The primary factors affecting unimodal organisation for auditory and visual 

stimuli are well known (Kubovy & Van Valkenburg, 2001), but there have been far 

fewer studies examining how cross-modal interactions affect this organisation. Given 

that cross-modal effects can change the perceived temporal and spatial location of 

simple unimodal stimuli (Alais & Burr, 2004; Bertelson & Aschersleben, 2003), it is 

likely that the process of forming these simple stimuli into more complex groups may 

also be affected. Within audiovisual grouping tasks, past research has demonstrated that 

the perceptual grouping of auditory information can be influenced by concurrent visual 

information.  For example, O‘Leary and Rhodes (1984) showed that the perceived 

number of groups (one or two) in a six-light bistable sequence could affect the 

perceived number of groups in a synchronous six-tone auditory sequence (both as 

shown in Figures 1a and 1b). When participants were presented with both ambiguous 

auditory stimuli (at a rate and pitch separation where the participant could perceive the 

sequence as one or two streams) and unambiguous visual stimuli, they were more likely 

to report an organisation consistent with the visual stimuli, suggesting that grouping in 

the visual modality affected the number of groups formed in the auditory modality. 
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Rahne et al. (2008) also showed that auditory grouping could be affected by 

concurrently presented cross-modal information. They presented participants with a 

similar auditory sequence in one of two conditions: either (i) the participant was 

presented with a circle during every third tone across the high and low ranges; or (ii) the 

participant was presented with a square during every tone from only the low range (e.g. 

squares were shown with the L tones in Figure 1b). Participants were more likely to 

perceive the auditory sequence as one stream when they saw the circles and as two 

streams when they saw the squares. 

Visual organisation can also be affected by auditory grouping. In an effect 

labeled the ‗freezing phenomenon‘, Vroomen and de Gelder (2000) have shown that 

visual target identification improves when the target is synchronous with the 

perceptually isolated tone in an auditory sequence. Participants heard a cyclical four-

tone sequence in which one of the tones was perceptually isolated (e.g. H - H - H - L - H 

- H - H - L). They were more accurate in a concurrent visual localisation task when the 

temporal location of the target was coincident with the isolated tone. Vroomen and de 

Gelder suggest that this benefit occurs because the isolated tones made the visual 

display appear to freeze momentarily, allowing the target to form its own visual group 

in the sequence. 

Taken together, these studies suggest that in cases where grouping within one 

modality is ambiguous, stimuli from another modality can impact upon the grouping 

process. This suggests that pairing across modalities occurs before grouping within the 

ambiguous sequence takes place. If unambiguous groups in one modality can affect the 

perceptual organisation of an ambiguous sequence in another modality, the stimuli in 

the ambiguous sequence must interact with those occurring simultaneously in the other 

modality before perceptual objects are formed. 
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However, evidence for auditory grouping occurring prior to intersensory pairing 

has also been demonstrated, as seen with the temporal ventriloquism effect using 

sequences of tones (Keetels et al., 2007). Before discussing how this effect works 

within groups of stimuli, we will describe the methods and findings usually associated 

with this effect. The temporal ventriloquism effect occurs between proximal auditory 

and visual stimuli when the perceived time of an event in one modality is altered by 

temporal information in a different modality. In general, it has been shown that the 

perceived temporal positions of visual targets are attracted towards those of auditory 

targets occurring proximally (e.g. Bertelson & Aschersleben, 2003; Fendrich & 

Corballis, 2001; Recanzone, 2003; Repp, 2006). Traditionally, temporal ventriloquism 

has been demonstrated with pairs of tones and flashes. For example, when participants 

are shown two flashes with a flanker tone before and after, the flashes are better 

discriminated than if the tones are between the flashes. This suggests that the perceived 

temporal position of the lights is shifted towards the temporal position of the tones, 

increasing their perceived separation and aiding their discrimination (Morein-Zamir, 

Soto-Faraco & Kingstone, 2003; Vroomen, Keetels, de Gelder & Bertelson, 2004). 

Temporal ventriloquism has also been shown between sequences of repeating tones and 

flashes. For example, when a rapidly repeating tone is presented with a visual flash 

sequence at a different rate, the reported rate of the visual sequence is biased towards 

that of the auditory sequence (the auditory driving effect – Berger, Martelli & Pelli, 

2003; Shipley, 1964; Welch, DuttonHurt & Warren, 1986). The temporal window 

between the auditory and visual stimulus over which this integration occurs has been 

estimated as being between 75 and 250 ms (Dixon & Spitz, 1980; Fujisaki & Nishida, 

2005; Lewald, Ehrenstein & Guski, 2001), with participants more likely to perceive 

synchrony if the sound trails the flash. 
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Keetels et al., (2007) used a task similar to that used by Morein-Zamir et al., 

(2003) and Vroomen et al., (2004) above, but instead of only two flanker tones around 

the two flashes they used a tone sequence in which the flanker tones either 

unambiguously grouped with, or were segregated from, the rest of an auditory sequence 

depending on the pitch separation between the flankers and the remaining tones within a 

trial. They found that temporal ventriloquism occurred only when the flanker tones were 

segregated from the rest of the sequence, allowing them to interact with the flashes; 

there was no temporal ventriloquism when the tone sequence was perceived as one 

stream. This suggests that auditory grouping occurs prior to intersensory pairing 

between audition and vision (as cross-modal interaction occurred only after the auditory 

grouping had taken place) and that interaction between auditory and visual groups 

occurs only if they are similar in size or duration. 

The current experiments provide further evidence regarding the priority order of 

perceptual organisation and crossmodal interaction between auditory and visual stimuli. 

Instead of a six-tone bistable sequence like the one shown in Figures 1a and 1b, our 

tasks employ a four-tone bistable sequence (high - middle - middle - low) like the one 

shown in Figures 1c and 1d. When listening to this sequence, participants hear the 

middle tone group with either the high or low tone, leaving the other tone perceptually 

isolated (it cannot group with both tones - the elements of auditory groups are 

exclusively allocated – Bregman, 1990
2
). The concurrent visual display was created 

with two horizontally separated LEDs. We flashed the LEDs three times on the left, 

once on the right (or vice versa) such that the visual display was always unambiguously 

perceived as two visual groups. These groups were temporally positioned to be 

                                                 
2
 The high and low tones cannot group together (leaving the middle tones isolated) because pitch 

proximity determines organisation in the absence of other grouping cues such as timbre, amplitude, or 

spatial location (Bregman 1990; Kubovy and Van Valkenburg 2001; van Noorden 1975), and as such the 

tones furthest apart in pitch would not group together in preference to more proximal ones. 
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coincident with one of the two possible auditory groupings. The advantage of using this 

type of auditory sequence is that we can manipulate how it is perceptually organised by 

changing only one parameter - the pitch of the middle tone. From this, we can determine 

the perceptual midpoint where the sequence is maximally ambiguous; that is, where the 

middle tones are equally likely to group with the high tone or the low tone. 

In Experiment 1 we examine whether the groups in an unambiguous visual 

display affect the grouping of the four-tone auditory sequence; that is, whether there is a 

change in the perceptual midpoint when the auditory sequence is presented with the 

visual sequence. No effect of the visual sequence on the perceptual midpoint was found; 

however, participants reported that the isolated light and isolated tone of the sequences 

seemed to synchronise during a large proportion of trials. Following from the results of 

this experiment, in Experiments 2 and 3 we examine whether the temporal 

ventriloquism effect seen between simple auditory and visual stimuli can extend to 

groups of stimuli, by determining whether the perceived temporal positions of 

unambiguously grouped auditory and visual sequences are affected when they are 

presented synchronously. 

 

Experiment 1 

O‘Leary and Rhodes (1984) and Rahne et al., (2008) showed that auditory 

perceptual grouping could be influenced by the grouping in a concurrent visual 

sequence. Both of these studies used sequences similar to that shown in Figures 1a and 

1b; any cross-modal interaction affecting this sequence would result in a change in the 

perceived number of groups [from one stream (Figure 1a) to two (Figure 1b), or vice 

versa]. 
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In our task, the four-tone sequence always splits into two groups so numerosity 

cannot be affected, but the way the groups are organised may differ - the middle tones 

may join the high tone (Figure 1c) or the low tone (Figure 1d). Our task therefore allows 

us to examine whether cross-modal effects between groups can manipulate group 

organisation without manipulating the perceived number of objects. 

In this experiment we measure the perceptual midpoints of the auditory 

sequence with and without unambiguously grouped visual sequences, presented 

simultaneously. If the groups formed by the visual sequence across time can affect the 

auditory groupings within this type of sequence, we would expect that the element of 

the auditory sequence occurring at the same time as the isolated visual light (ISOlight) 

should be more likely to be perceived as the isolated tone (ISOtone). This would cause 

the pitch of the perceptual midpoint to shift closer to the ISOtone (always either the 

high or low tone) to compensate. 

Method 

Participants  

Eleven undergraduate participants from the University of Western Australia 

(mean age 23.2 years, seven female) received financial compensation for their time and 

travel expenses. All participants reported normal hearing and normal or corrected-to-

normal vision. Participants gave written consent. 

Stimuli and apparatus  

The auditory stimuli consisted of the four-tone sequence shown in Figures 1c 

and 1d, repeated ten times. The tones in the sequence were drawn from one of two pitch 

ranges: in the lower range the low tone was fixed at a frequency of 534 Hz and the high 

tone was at 802 Hz; in the upper range the low tone had a frequency of 704 Hz and the 

high tone was at 1128 Hz. Sequences could be descending (high - middle - middle - 
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low, as in Figure 1c) or ascending (low - middle - middle - high). Each tone was 

generated at a 16 kHz sampling rate and was 70 ms in duration with 10 ms linear onsets 

and offsets; the interval between each of the tones was 30 ms and the entire sequence 

lasted 4000 ms (10 repetitions x 400 ms)
3
. The tones were calibrated to equal perceived 

loudness (70 phons) with a Brüel and Kjær Type 4152 Artificial Ear with a Brüel and 

Kjær 2260 Investigator Sound Level Meter, and were presented through Sennheiser 

HD590 headphones. 

The visual stimuli consisted of sequences created by two green 5 mm light-

emitting diodes (LEDs) (approximately 0.5 deg of visual angle in width) horizontally 

displaced by 19 deg of visual angle at a viewing distance of 75 cm. These were fixed to 

a flat black panel covering the top three quarters of a computer monitor. They were used 

to produce a sequence of four flashes, three on one side and one on the other (counter- 

balanced), with the same duration and interval between each flash as the auditory 

stimuli (70 ms duration and 30 ms interval). The ISOlight could occur at the same time 

as either the high or low tone depending on condition. A red LED positioned halfway 

between the green LEDs provided a fixation point; this was lit for 500 ms before the 

cross-modal sequence began. Both auditory and visual stimuli were generated with 

Max/MSP 4.5 software (www.cycling74.com) on a Macintosh G3 computer. 

There were three conditions: no lights, ISOlight coincident with low tone, and 

ISOlight coincident with the high tone. Interleaved staircases were used to determine 

the perceptual midpoint for each of these conditions. By adjusting the pitch of the 

middle tone (keeping the high and low tones fixed) and using a 1-down/1-up staircase 

                                                 
3
 Anstis and Saida (1985) have shown that it can take many repetitions of an auditory sequence for 

the final grouped percept to emerge - known as the build-up of auditory streaming. For sequences of this 

speed, perceptual grouping stabilises after 2 or 3 s, and participants are usually able to identify the 

isolated tone within only a few repetitions of the four tones, so our total duration was selected to be 

longer than this period. 
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procedure with uneven step sizes and a down/up ratio of 0.871, these staircases 

converge on the 52.38% point on the psychometric function (García-Pérez, 2001). 

Staircases started with the middle tones one step away from the high or low tones, and 

the middle tones were moved toward the ISOtone for the next trial of that staircase. For 

a staircase starting with the middle tones close to the high tone, a down step brought the 

middle tones closer to the low tone, and an up step moved them closer to the high tone; 

this was reversed for staircases starting with the middle tone close to the low tone. Step 

sizes were fixed at 39 Hz and 45 Hz for the high range and 26 Hz and 30 Hz for the low 

range. These values were derived from pilot testing and the largest of each pair 

corresponds to a third of the spread of the psychometric function around the perceptual 

midpoint, which differed for each frequency range. The perceptual midpoint for each 

pitch range was estimated by averaging eight staircases with each having either (i) an 

ascending or descending tone sequence; (ii) the staircase starting with the middle tone 

one step from the high tone or low tone; and (iii) the isolated light being on the left or 

right hand side of the display, all fully crossed. Staircases were terminated after twelve 

reversals as it has been shown that threshold estimates are consistently stable after this 

point with these step sizes (García-Pérez, 2001); the first two reversals were removed 

from subsequent analysis. 

Procedure 

The participant‘s task was to listen to the auditory sequences and indicate 

whether the high tone (Figure 1d) or low tone (Figure 1c) was heard as the ISOtone. 

Initially, participants were given unimodal practice trials (auditory or visual sequences) 

to ensure that they could identify the ISOtone or ISOlight. During the main task, 

participants were presented with the sequences in both modalities while they maintained 

focus on the visual fixation point, and asked to pay attention to both the sequences. In 
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order to indicate which tone they heard as the ISOtone, participants used a mouse to 

click on each of two on-screen test buttons: one of the buttons caused the high tone to 

play, the other caused the low tone to play (randomised across trials). Response buttons 

corresponding to the test buttons were used to indicate the final response and to initiate 

the next trial. Participants could not respond until after the sequence was complete. A 

2000 ms mask consisting of a sequence of randomised MIDI-generated sounds (40 x 50 

ms sounds) separated each trial.  Participants completed the experiment over two, hour-

long sessions, with half the total number of staircases completed in each. 

Results 

The perceptual midpoints for the tone sequences are shown in Table 1. Paired t-

tests showed no effect of whether the ISOlight was to the left or right so data were 

collapsed across this for further analysis (t(10) = l.63, p = 0.l3; two-tailed). A 3x2 

(condition x pitch level) repeated-measures ANOVA was conducted. No main effect of 

visual condition was found (F(2,  20)  = 0.69, p = 0.5l). As expected, the pitch of the 

perceptual midpoint was significantly different between the pitch ranges (F(1, 10)  =  

635.27, p <  .05). There was no interaction between pitch range and visual condition (F 

(2,  20) = .62, p = .55 ). 

 

Table 1.  

Mean perceptual midpoint estimates in Hz. Standard deviations are given in 

parentheses. 

  Visual condition  

Pitch range No lights Light with high tone Light with low tone 

Low 645.7 (10.5) 650.1 (19.6) 645.7 (21.6) 

High 881.5 (24.1) 884.7 (32.2) 886.3 (39.6) 
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Discussion 

Contrary to predictions, the results of Experiment 1 indicate that the 

organisation of the visual stimuli did not impact upon the grouping of the four-tone 

sequences. This is inconsistent with the previous research that showed that organisation 

of auditory sequences could be affected by concurrently presented visual stimuli 

(O‘Leary & Rhodes, 1984; Rahne et al., 2008). There are two possible reasons why our 

results were discrepant from theirs: (i) our task and stimuli were different; or (ii) 

perhaps participants either in their studies or in ours made judgements based on post-

perceptual factors. 

There were several differences between the tasks used in the previous 

experiments and ours. We did not map pitch to another visual component, like vertical 

height or size; within our visual groups there was no apparent motion; and our 

sequences did not require a numerosity judgement of one or two streams (such as those 

in Figures 1a and 1b). Encouraging a stronger correspondence between the auditory and 

visual stimuli may result in the grouping of the auditory sequence being altered; 

however, it is also possible that cross-modal grouping can only affect the number of 

groups formed rather than being able to modify the elements that are included in each 

group. However, the effects of post-perceptual factors in the O‘Leary and Rhodes, and 

Rahne et al. studies cannot be discounted. While our study may also have been 

susceptible to this bias, any effect should have resulted in the visual conditions affecting 

the perceptual midpoints of the auditory sequences. 

These discrepant results may also be due to attentional differences. Cusack, 

Deeks, Aikman and Carlyon (2004), for example, have shown that if attention is not 

paid to an auditory sequence such as those in Figures 1a and 1b then participants are 

less likely to report grouping (i.e. two streams). In these experiments, however, we are 
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certain that participants did allocate attention to our sequences, because otherwise their 

responses would have been random and we would not have been able to collect 

thresholds. In fact, even if the participants allocated attention on some trials but not on 

others this would have had the effect of adding noise to the data but would not have 

changed the overall pattern of results. 

While in Experiment 1 we did not find an effect of cross-modal interaction 

during the grouping process, it is possible that an interaction between the auditory and 

visual sequences still occurred, but after the auditory sequence was already organised. 

Many participants in Experiment 1 informally reported that the ISOlight often seemed 

to be coincident with the ISOtone; that is, that the isolated stimuli of the sequences 

seemed to synchronise. Given that the results of Experiment 1 did not suggest that the 

visual display was having an effect on auditory grouping, perhaps the auditory display 

(once organised) was having an effect on the perceived temporal position of the visual 

display, in a similar fashion to the temporal ventriloquism effect. This would be 

consistent with the notion that organisation within each modality occurs separately, and 

cross- modal pairing occurs only once this takes place (Keetels et al., 2007). In 

Experiments 2 and 3 we examine whether this may have been the case by examining 

whether the temporal ventriloquism effect occurs between these auditory and visual 

sequences. We will pair unambiguously grouped auditory and visual sequences with the 

ISOtone and ISOlight at differing temporal discrepancies. 

 

Experiment 2 

In this study participants were asked to determine whether the ISOlight was 

coincident with the high, middle, or low tone of the four-tone sequence. If the results of 

Experiment 1 were due to temporal ventriloquism occurring between the auditory and 
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visual groups, participants should be more likely to perceive the ISOtone and ISOlight 

in synchrony. If this occurs, the temporal distance between the ISOlight and ISOtone 

should affect the strength of the ventriloquism. However, if the visual groups are not 

ventriloquised into alignment with the auditory groups, the perceived temporal position 

of the visual display should be accurate; that is, participants should select the tone that 

the ISOlight is actually coincident with. Participants will complete the task over two 

tone speeds to examine whether making the grouped tones more discernible has any 

effect on the pattern of responses. 

Method 

Participants 

Twelve undergraduate volunteers from the University of Western Australia 

(mean age 24.8 years, five female) received financial compensation for their time and 

travel expenses. All reported normal hearing and normal or corrected-to- normal vision. 

Participants gave written consent. 

Stimuli and apparatus 

The auditory stimuli consisted of the same four-tone sequence as that used in 

Experiment 1, with fixed pitch spacing. The tones in the sequence were drawn from one 

of two pitch ranges: in the low range the high and low tones were fixed at 786 and 515 

Hz; in the high range the high and low tones were fixed at 1336 and 802 Hz. The middle 

tones were fixed at a pitch that made the ISOtone unambiguous at both the tone speeds: 

555 or 704 Hz for the low range and 879 or 1191 Hz for the high range. Tones were 

constructed in the same way as in Experiment 1, except the interval between each of the 

tones was 30 ms for half the participants (fast tone condition - 100 ms onset to onset) 

and 50 ms for the other half (slow tone condition - 120 ms onset to onset), and the entire 
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sequence lasted 4000 or 4800 ms (10 x 400 ms or 10 x 480 ms). Sequences could be 

ascending or descending. 

The visual stimuli consisted of the same sequences of lights from Experiment 1. 

The ISOlight could be in one of four temporal positions relative to the auditory 

sequence - coincident with any of the four tones - and the ISOlight could be on the left 

or right of the screen. This resulted in eight visual conditions - four temporal positions 

(coincident with any of the four tones) crossed with ISOlight presented on the left or 

right of fixation. Each of the eight visual conditions was fully crossed with the four 

auditory conditions (high/low pitch range x high/low ISOtone) for a total of 32 different 

experimental conditions. 

Procedure 

The participant‘s task was to listen to the four-tone bistable sequence and 

indicate which of the four tones was perceived as coincident with the ISOlight of the 

visual sequence. The response mechanism changed slightly from that in the first 

experiment - there were now three test buttons, one presenting the high, one the middle, 

and one the low tone, and participants were to determine which tone they had perceived 

as coincident with the ISOlight
4
.  Participants recorded their response by clicking on a 

response button corresponding to the test button that matched their selection. Trials 

were presented randomly to participants from the 32 conditions and there were 20 trials 

per condition resulting in 640 trials for the experiment. The experiment was completed 

over two, hour-long sessions. 

Results 

The dependent variable was the proportion of responses in which the 

participants indicated that they observed the ISOlight as being coincident with the 

                                                 
4
 The middle tone test button corresponded to both of the middle tones in the sequence. 
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ISOtone. These proportions are shown in Figure 2 across the two tone speeds. To 

determine whether there was temporal ventriloquism between the sequences of each 

modality we tested whether these proportions differed from chance (0.33). Accurate 

responses would lead to proportions of zero when there was any temporal separation 

between the ISOlight and ISOtone. Paired samples t-tests showed that there was no 

effect of (i) pitch range (t(10) = 0.47, p = .65); (ii) whether the tone that was isolated 

was high or low (t(10) = 0.42, p = .68 ); or (iii) whether the isolated light was left or 

right (t(10) = l.03, p = .33). Therefore, data have been collapsed across these variables. 

 

 

Figure 2. Mean proportion of responses (and standard deviations) that indicated 

perceived simultaneity of the ISOlight and ISOtone across the temporal separation 

between them in Experiment 1. Negative numbers indicate that the light preceded the 

tone; values of 200 and 240 ms indicate that the ISOlight and ISOtone were maximally 

separated. The horizontal dashed line indicates chance level. 
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One-sample Student‘s t-tests showed that the mean proportions were all higher 

than chance (p < .05). Separate one-way repeated-measures ANOVAs were conducted 

for the participant‘s means from each of the two tone speeds across the temporal 

separations between the ISOlight and ISOtone. No significant main effect of distance 

between the ISOlight and ISOtone on the proportion of coincident responses was found 

for either the 100 ms per tone (F(3, 12)  = l.94, p = .l7) or 120 ms per tone speed (F(3, 

15)  = 2.33, p = .l2). 

Discussion 

The findings in Experiment 2 demonstrate temporal ventriloquism between 

grouped stimuli: participants readily observe the isolated stimuli from each sequence as 

being synchronous, whether they are or not. This effect was consistent even with the 

slower, and therefore more temporally discriminable, tones (120 ms per tone), and 

participants‘ responses indicated that the effect was still present 78% of the time across 

all participants even when the ISOtone and ISOlight had a maximal temporal separation 

(240 ms). 

 

Experiment 3 

It is possible that the results from Experiment 2 may be exaggerated as a result 

of the unambiguous ISOtone. In other words, response bias may have made participants 

more likely to select the ISOtone as the tone that the ISOlight was coincident with as it 

was the easiest to separate from the auditory sequence even when the sequence was 

slower and the grouped tones more discriminable. To examine whether this was the 

case, we tested a new selection of participants with the same stimuli but changed the 

response to make the experiment a binary decision task - participants had to simply 

decide whether the ISOlight was coincident with the ISOtone. If the results from 
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Experiment 2 were exaggerated owing to response bias, then this should be reduced as 

if participants can detect even a small temporal difference between the ISOlight and 

ISOtone they will not need to make the additional step of determining which of the 

three grouped tones they thought the ISOlight was actually coincident with (if any). 

Method 

Participants 

Ten undergraduate participants from the University of Western Australia (mean 

age 23.0 years, four female) received financial compensation for time and travel 

expenses. All reported normal hearing and normal or corrected-to-normal vision. 

Participants gave written consent. 

Stimuli 

Stimuli were identical to those in Experiment 2 except the sequence occurred at 

the same speed for all participants - 70 ms tone duration with 50 ms between tones (the 

slower sequence from Experiment 2). 

Procedure 

The procedure was identical to that in Experiment 2 except that participants 

were asked to determine whether the ISOlight was temporally coincident with the 

ISOtone. They responded by clicking on buttons labeled ‗yes‘ or ‗no‘. 

Results 

The dependent variable was the mean proportion of responses in which the 

participant had determined the ISOlight and ISOtone to be coincident for each temporal 

interval between them. To respond accurately, participants would have a proportion of 

zero for all temporal separations except 0 ms. Two participants were removed, as their 

proportions were not significantly different from chance (0.5) in any condition - this 

indicated that they were responding randomly. As in the previous experiments, there 



42  

 

was no effect of the ISOlight being left or right, the pitch range being high or low, or 

the ISOtone being high or low so data were collapsed across these variables (all p >  .05 

). The proportions for remaining participants can be seen in Figure 3. As shown, 

responses in the 240 ms condition were not significantly different from chance (t(10) = 

0.l2, p > .05). 

A repeated-measures ANOVA showed a significant main effect of distance 

between ISOlight and ISOtone (F(3, 21)  = 50.89, p < .05). Post hoc Bonferroni 

corrected t-tests showed that all conditions were different from one another apart from 

the -l20 ms and 120 ms conditions (p < .05). 

 

 

Figure 3. Mean proportion of responses (and standard deviations) that indicated 

perceived simultaneity of the ISOlight and ISOtone across the temporal separation 

between them in Experiment 2. Negative numbers indicate that the light preceded the 

tone; a value of 240 ms indicates that the ISOtone and ISOlight were maximally 

separated. The horizontal dashed line indicates chance level. 
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Discussion 

By changing the task participants were asked to do, the effect found in 

Experiment 3 was diminished compared to Experiment 2. Instead of asking participants 

to indicate which of the tones the ISOlight was coincident with, we asked them to 

determine whether the ISOlight and ISOtone were synchronous. The proportion of 

responses indicating that temporal ventriloquism was occurring between the sequences 

was no longer significantly higher than chance at 240 ms separation, indicating that 

participants were more accurately determining that there was a temporal difference 

between the ISOlight and ISOtone at this separation. However, the effect was still 

strong at 120 ms separation between ISOlight and ISOtone with over 78% of responses 

indicating that the ISOlight and ISOtone were synchronous. 

While using a single-interval yes/no design does not eliminate the possibility of 

response bias, it is likely that any effect of this was reduced compared with Experiment 

2. If participants were heavily influenced by bias we would expect them (i) to respond 

that the ISOlight and ISOtone were coincident during every temporal separation 

(leading to mean proportions of perceived synchrony close to 1 across the conditions) or 

(ii) to feel as if they should respond yes or no an approximately equal number of times 

(leading to means close to 0.5). Neither of these possibilities is reflected in the data, 

and, given that all the observers in this experiment had very similar response curves 

consistent with temporal ventriloquism between the auditory and visual sequences, it is 

unlikely that response bias contaminates these results in a major way. 

 

General Discussion 

The aims of the experiment were twofold: (i) to examine whether the temporal 

ventriloquism effect occurs between grouped stimuli, and (ii) to address the issue 
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whether cross-modal interaction precedes unimodal grouping (or vice versa) by 

examining how an unambiguous visual sequence affects auditory grouping. 

With regards to the first issue, our results demonstrate that the temporal 

ventriloquism effect does occur between grouped stimuli. Once unimodal stimuli are 

perceptually grouped, cross-modal temporal alignment seems to take place, such that 

asynchronous groups with similar numbers of elements become perceptually 

synchronised. This enhances the current body of work on the temporal ventriloquism 

effect, which, thus far, has been primarily demonstrated between pairs of flashes and 

tones (Morein-Zamir et al., 2003; Vroomen et al., 2004), ungrouped sequences of 

flashes and tones (Berger et al., 2003; Shipley, 1964; Welch et al., 1986) and in speech 

stimuli (Dixon & Spitz, 1980). The results presented here suggest that the temporal 

ventriloquism effect can be demonstrated in a more complex type of audiovisual 

stimuli. 

While our results can provide no information as to which direction the temporal 

ventriloquism effect occurred (whether the ISOtone attracted the ISOlight or vice 

versa), it is likely, given the previous temporal ventriloquism literature (e.g. 

Aschersleben & Bertelson, 2003; Fendrich & Corballis, 2001; Recanzone, 2003; Repp, 

2006), that the visual groups were attracted to the temporal position of the auditory 

groups more so than the other direction. 

Participants reported that the ISOlight and ISOtone appeared simultaneously 

when they were up to 240 ms apart in Experiment 2, and up to 120 ms apart in 

Experiment 3. These values are well within previous estimates of the temporal window 

over which perceived simultaneity occurs in more complex stimuli, such as visual and 

auditory speech (around 200 ms - e.g. Kato & Konishi 2006; van Wassenhove et al., 
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2007), despite being larger than estimates for pairs of stimuli (generally between 80 and 

100 ms – e.g. Fujisaki & Nishida, 2005; Lewald et al., 2001). 

We found no difference in the magnitude of the effect whether the ISOtone 

preceded the ISOlight or vice versa. This is inconsistent with previous findings - we 

would expect that the temporal ventriloquism effect would be most evident when the 

ISOlight preceded the ISOtone as seen in earlier work. For example, Dixon and Spitz 

(1980) showed that participants were better able to detect asynchrony when an auditory 

stimulus precedes a visual stimulus for speech stimuli, perhaps because the perceptual 

system is more tolerant of small differences in timing when the sound comes after the 

vision. Sound waves travel more slowly than light, so we are used to compensating for 

receiving stimuli from these two modalities at different times depending on their spatial 

distance (Alais & Carlile, 2005) and therefore can readily accommodate slight lags from 

the auditory stimuli. Smaller increments of time between the ISOlight and ISOtone 

(between -l20 ms and 120 ms) may reveal an asymmetric pattern of temporal 

ventriloquism around the point of coincidence - perhaps the large time differences 

between the two in this study were not sensitive enough to find an order effect. 

The results in Experiments 2 and 3 are consistent with the informal reports of 

participants in Experiment 1, who noticed that the ISOtone and ISOlight seemed to be 

in temporal alignment even when they were not. That we could show a clear temporal 

ventriloquism effect between these sequences when grouped suggests that in 

Experiment 1 the auditory sequences were being grouped prior to interacting with the 

visual stimuli. Once the auditory sequence was organised, the temporal ventriloquism 

effect occurred between the sequences leading to the percept that the ISOlight and 

ISOtone were synchronous. 
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The primary findings from these experiments - that is, that unimodal auditory 

groups were formed without being influenced by the concurrent visual sequence in 

Experiment 1, and that temporal ventriloquism occurred between grouped auditory and 

visual sequences in Experiments 2 and 3 - allow us to consider the priority order of 

cross-modal interaction and unimodal auditory grouping within perceptual organisation. 

As the ISOlight and ISOtone were attracted in temporal space across the three 

experiments, the auditory sequences must have been organised into groups (such that a 

clear ISOtone could be perceived) prior to the intersensory interaction occurring. If the 

opposite were true, we would expect that the visual groups would have had an influence 

on the way the groups formed in Experiment 1. This provides evidence in favour of the 

position adopted by Keetels et al., (2007) that unimodal auditory grouping occurs prior 

to cross-modal interaction. It is, however, inconsistent with the results of O‘Leary and 

Rhodes (1984), whose study showed an influence of the visual grouping on the number 

of streams formed by the auditory stimuli. Although O‘Leary and Rhodes (1984) 

showed that visual grouping could influence perceptual grouping in audition, it is 

possible that this may reflect a cognitive, rather than perceptual, process. In sequences 

like those in Figures 1a and 1b, there are many pitch and speed values that lead to 

ambiguous percepts, and participants can choose to perceive either the one-stream or the 

two-stream organisation depending on what they are encouraged to listen for (Bregman, 

1990; van Noorden, 1975). It is possible, therefore, that the visual sequences that 

O‘Leary and Rhodes used encouraged participants to try to hear the auditory sequences 

in the corresponding pattern. While our sequences may also have been susceptible to 

this post-perceptual bias in Experiment 1, any effect of this should have resulted in the 

reported grouping of the auditory sequences being consistent with the concurrent visual 

sequence, in turn resulting in a shift in the perceptual midpoints.  
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In summary, the experiments discussed here demonstrate a robust temporal 

ventriloquism effect between groups of auditory and visual stimuli, and in concert with 

the finding that visual grouping had no effect on auditory grouping, provide strong 

support for the notion that unisensory grouping precedes interaction between auditory 

and visual stimuli. At this point, the temporal ventriloquism effect between auditory and 

visual groups has only been demonstrated with the particular type of sequence used here 

(i.e. the four-tone sequence shown in Figures 1c and 1d). However, given the wide 

range of stimuli the effect has previously been shown with, there is every reason to 

believe that it would occur with other types of grouped sequences. 
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Chapter 3 Foreword
1
 

 

 In Chapter 2, we demonstrated that participants have a high tolerance for 

audiovisual asynchrony in grouped sequences, and as discussed there it appears that the 

tolerance for asynchrony in complex sequences of flashes and beeps is close to that seen 

in speech and music (see Chapter 1, Table 1). In the remainder of this thesis, beginning 

in this chapter, we examine some of the factors that contribute to this large asynchrony 

tolerance. To do this we use the two high – two low tone sequences shown in Figure 1 

(a), and similar visual sequences distributed over high and low space. The high and low 

items within these sequences are far enough apart in pitch (for the tones) and vertical 

space (for the lights) to be perceived as clear high and low streams (Bregman, 1990; van 

Noorden, 1973). Participants can attend to either the high or low stream, but it is very 

difficult to attend to both simultaneously once the high and low items are segregated 

(Duncan, Martens & Ward, 1997).  

The experiments in the remaining chapters are based on this assumption that 

only the high or low items are attended to at any one time. The main implication of this 

for synchrony detection is that the attended number of items per second is different to 

the total number of items being presented during a trial, and as such only the attended 

items should be of concern for synchrony detection. Given that it has been shown that 

synchrony perception is dependent on the temporal density of a sequence, and that after 

approximately four items per second synchrony detection becomes very difficult 

(Fujisaki & Nishida, 2005), in this pilot experiment we tested whether the responses to 

these streamed sequences were similar to those if only one stream were present. We 

                                                 
1
 The content of this chapter has been published in the journal Attention, Perception & Psychophysics. It 

is reproduced after this foreword in its entirety, and internal figure headings have been replicated in its 

published form. 
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presented participants with high stream only trials, and trials with a distracter low 

stream either close in pitch to the high tones (so only one stream would form), far from 

the high tones (so a clear high and low stream form) and midway in between these 

points (one or two streams may form, depending on the participant, as the pitch 

separation was chosen to be in the ambiguous zone where participants can choose to 

follow one stream or perceive the items as two distinct segregated streams). We 

expected that when the high and low items were clearly separated participants‘ 

synchrony judgements would be better, as the effective temporal density would be half 

that in the non-streaming conditions (eight items per second). We will compare the 

clearly streamed (i.e. far distracter) condition to the high stream only (i.e. no distracter) 

condition to examine whether there is any detrimental effect on synchrony judgements 

of having a background stream present. 

 

 

Figure 1.  (Items a and d): The basic two high – two low auditory sequence used in 

Chapters 3 to 6, and the far distracter condition in this experiment; (b and d/c and d): 

middle and close distracter conditions; (d only): no distracter condition. These eight-

tone sequences were repeated four times to ensure that auditory and visual streaming 

had time to occur (Bregman, 1990). 
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Method 

Participants 

Ten participants (seven female; mean age 21.7 years) volunteered to participate 

in the experiment as part of an undergraduate research methods unit. All participants 

had at least two hours of experience with similar crossmodal matching tasks. 

 Stimuli 

The auditory and visual sequences followed the same two high – two low pattern 

shown in Figure 1, repeated four times. Within the auditory sequence, the high tones 

(T1, T2, T5, T6) were always presented at 904 Hz and the low tones (T3, T4, T7, T8) 

varied depending on condition – they were either presented at 523 Hz (far distracter 

condition), 701 Hz (middle distracter condition) or 870 Hz (near distracter condition). 

In a fourth no distracter condition, the high tones were presented in isolation. The tones 

were presented at eight stimuli per second when there was both a high and low stream 

(125 ms onset to onset) – in the no distracter condition the positions of the low tones 

(see Figure 1) were silent leading to longer onset to onset times between the second 

high note in a pair (e.g. T2) and the next tone (e.g. T5, 375 ms). 

The visual stimuli were created by two 5 mm green light-emitting diodes 

vertically separated by 14° of visual angle at a viewing distance of 75 cm. The visual 

sequence occurred in a similar pattern to that in Figure 1, with the same stimulus and 

sequence durations as the auditory sequence. The high LED corresponded to each tone 

at 904 Hz and the low LED to those between 523 Hz and 870 Hz. The entire crossmodal 

sequence lasted approximately 4 s (125 ms onset to onset time x 32 items).  

Procedure 

Participants viewed the auditory and visual sequences, and were asked to attend 

to only the high tones. They were asked to report via keyboard whether the high tones 



55 

 

 

were coincident with the high lights. Prior to completing the experiment, participants 

completed demonstration and practice trials to ensure they understood the task and were 

able to discriminate the tones in the close condition (904 and 870 Hz). 

Twenty trials were presented for each of the conditions for each of nine time 

delays between the auditory and visual sequences. There were nine levels of asynchrony 

between the sounds and the lights ranging from auditory leading by 200 ms to visual 

leading by 200 ms in 50 ms increments. This resulted in 720 trials. Participants 

completed the trials in four sessions of approximately 25 minutes each. 

All other experimental procedures are the same as those detailed in Experiment 

1 of this chapter. 

Results 

 The proportion of ‗synchronous‘ responses was plotted against the asynchrony 

between the auditory and visual sequences for each condition for every participant, and 

a Gaussian curve fitted to the responses (see Chapter 3, Figure 2). The sigma parameter 

of this curve fit is taken as a representation of the width of the curve – higher levels of 

synchronous responses at greater asynchrony levels between the auditory and visual 

stimuli result in higher sigma values, assuming there is no variation in the amplitude of 

the curve; if participants are better at the synchrony detection tasks the sigma values 

will be smaller. Further details about this procedure are seen in Experiment 1 of Chapter 

3. 

 The mean sigma values for each of the distracter conditions are shown in Figure 

2. A one-way repeated measures ANOVA was conducted to compare the participants‘ 

responses across the four distracter conditions; a significant effect of condition on sigma 

values was found (F(3, 27) = 5.38,  p < .01). Post-hoc Bonferroni corrected t-tests 

showed that the near condition had significantly higher sigma values than the no 
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distracter, far distracter or middle distracter conditions (p < .05); there was no 

significant difference amongst the other three conditions. There was no significant 

effect of distracter condition on the amplitudes of the curves, or the point of subjective 

simultaneity between the auditory and visual sequences.  

 

Figure 2. Mean sigmas from the curves fitting synchronous responses to audiovisual 

asynchrony, across participants, for each of the distracter conditions. Error bars are 

within-subjects confidence intervals (Morey, 2008). 

 

Discussion 

 This experiment shows that participants are worse at the synchrony detection 

task in the condition where the high and low streams are close together in pitch (904 Hz 

and 870 Hz) - where the process of stream segregation is not able to happen because the 

tones are too close. This results in participants attending to a stream comprising of both 

the high and low items, and hence has a temporal density of eight items per second, as 
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opposed to an effective density of four items per second when the high and low items 

are split into separate streams. In the conditions where streaming was possible (the 

middle distracter condition) or likely (the far distracter condition) it appears that 

participants were able to attend to high stream in isolation – the sigma values for these 

conditions did not significantly differ from those in the one stream, or no distracter, 

condition. 

 In the remainder of this chapter, participants are presented with high and low 

streams at pitch and vertical distance separations that will ensure segregation; the results 

of this experiment suggest that it is reasonable to consider their effective temporal 

density as that within one stream. 
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Abstract 

 

The ability to make accurate audiovisual synchrony judgements is affected by 

the ―complexity‖ of the stimuli: We are much better at making judgements when 

matching single beeps or flashes as opposed to video recordings of speech or music. In 

the present study, we investigated whether the predictability of sequences affects 

whether participants report that auditory and visual sequences appear to be temporally 

coincident. When we reduced their ability to predict both the next pitch in the sequence 

and the temporal pattern, we found that participants were increasingly likely to report 

that the audiovisual sequences were synchronous. However, when we manipulated pitch 

and temporal predictability independently, the same effect did not occur. By altering the 

temporal density (items per second) of the sequences, we further determined that the 

predictability effect occurred only in temporally dense sequences: If the sequences were 

slow, participants‘ responses did not change as a function of predictability. We propose 

that reduced predictability affects synchrony judgements by reducing the effective pitch 

and temporal acuity in perception of the sequences. 

 

Keywords: Multisensory processing, Perceptual organisation, Temporal 

processing 
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When we perceive objects in the environment around us, we often utilize more 

than one sense to identify, locate, and monitor what they are, where they are occurring, 

and their current state. The task of managing incoming sensation and determining how 

it should be organised into percepts is a computationally complex one, yet we 

accomplish it with ease, only rarely mismatching stimuli from differing sources. In the 

present article, we will discuss some of the factors that contribute to this matching 

process in the temporal domain for hearing and vision - that is, the perception of 

synchrony. This process is not perfect: participants routinely misjudge many types of 

stimuli as being temporally coincident when up to several hundred milliseconds apart 

(e.g., van Wassenhove, Grant, & Poeppel, 2007). The ability to judge synchrony is 

important in determining how we structure our perceptual world, since simultaneity is 

one of the cues most utilized in deciding what information belongs with which object 

(Bregman, 1990). 

Typically, multisensory interactions are investigated using situations where the 

incoming stimuli from each sense are conflicting - for instance, across space, time, or 

identity - often resulting in illusory percepts for one of the senses (e.g., McGurk & 

MacDonald, 1976; Morein-Zamir, Soto-Faraco, & Kingstone, 2003; Thurlow & Jack, 

1973). These illusory percepts provide information about how incoming sensation is 

processed and matched across space and time. Audiovisual interactions are amongst the 

most commonly described crossmodal illusions. For example, consider spatial 

ventriloquism illusions, in which auditory and visual items are perceived as occurring in 

the same location in space even though they may be some distance apart. This 

phenomenon is exemplified by a ventriloquist and dummy: we perceive the 

ventriloquist‘s voice to be coming from the dummy's mouth even though this isn't the 

case because the visual stimulus is convincing enough to suggest that the voice should 
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be localized there (see Vroomen, 2004, for a review). Similar illusions occur across the 

time dimension between modalities in the temporal ventriloquism effect. If we present 

auditory and visual stimulation asynchronously, they still may be perceived as occurring 

at the same time; for instance, Slutsky and Recanzone (2001) showed that single flashes 

and tones or white noise bursts presented within 50–100 ms of each other would appear 

to be simultaneous. These effects have been shown across a variety of stimulus types, 

from single flashes and beeps through to more complex sequences (e.g., Cook & Van 

Valkenburg, 2009) and more naturalistic input such as speech, music, and object actions 

(such as repeatedly hitting an object, Dixon & Spitz, 1980; Vatakis & Spence, 2006). 

When considering audiovisual synchrony judgements, we must consider that there 

are differences in the stimulus processing times based on the different speeds of sound 

and light, and different processing times for information from each modality both 

peripherally and cortically (Efron, 1970; King, 2005). These sources of variability result 

in the sensation from each stimulus being synchronously processed when they are 

approximately 10-15 m away - closer than this and the auditory stimuli are processed 

earlier because of faster sensory transduction times, and further away the visual stimuli 

are processed earlier because of the slower speed of sound (Vroomen & Keetels, 2010). 

Despite these factors, we can still easily pair the two sources of information, suggesting 

that the temporal ventriloquism effect may be due to there being a window within which 

the sensation from each modality, if matched in other ways (for example, semantically 

or spatially), will be considered to originate from the same source (Spence & Squire, 

2003). 

This window, or the temporal range over which auditory and visual stimuli are 

likely to be integrated, appears to differ substantially depending on the type of stimuli 

used in the experiment. This difference is typically measured as the just noticeable 



63 

 

 

difference - the delay between the senses during which the modalities are just perceived 

as asynchronous. It is relatively short for simple stimuli, in the order of tens of 

milliseconds (e.g., Hirsh, 1961, 20 ms; Zampini, Shore, & Spence, 2003, 20-60 ms), 

whereas with more complex speech or music stimuli, it may be several hundred (e.g., 

Massaro, Cohen, & Smeele, 1996, 150-250 ms; van Wassenhove et al., 2007, 200 ms). 

These time periods extend beyond any variability that can be attributed to source 

distance or processing time alone. Previous authors have noted this discrepancy (see, 

e.g., Vatakis & Spence, 2010, for a review of synchrony perception in simple and 

complex stimuli) and have explicitly compared different types of stimuli to try to 

determine what types of auditory and visual stimuli are more likely to be perceived as 

simultaneous. Dixon and Spitz (1980) asked participants to view videos of a person 

reading or of a hammer hitting a nail and identify at which point the auditory track, 

which was slowly becoming asynchronous, was discernibly ―out of synch‖ with the 

video. All participants identified asynchrony between the auditory and visual 

components more quickly for the hammer video than for the speech video. Similarly, 

Vatakis and Spence (2006) examined participants‘ perceptions of synchrony for music, 

speech, and object actions such as repeatedly smashing a TV with a hammer and hitting 

a can with a block of wood. They found that participants required a wider time interval 

between the auditory and visual stimuli to detect asynchrony in the music clips as 

compared with the speech clips, and similarly needed a wider interval for the speech 

stimuli than for the object action stimuli. The authors interpreted these differences as 

being due to differing levels of complexity in each type of stimulus. 

Within speech stimuli, length of the stimulus and familiarity may have an effect 

on synchrony judgements (Vatakis & Spence, 2010); however, there is no 

comprehensive definition of complexity that describes the factors that make speech and 
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music stimuli computationally different to sequences of beeps and flashes. Determining 

these factors may help to account for the different temporal windows associated with 

each. 

One factor that may be a core component of complexity is the temporal density 

of the stimulus, as was suggested by Fujisaki and Nishida (2007). They used pulse train 

sequences with unpredictable patterns, and showed that participants are less able to 

detect asynchrony as the presentation rate increases. After about five items per second, 

the task became substantially more difficult for the participants because the auditory and 

visual stimuli always appeared to be synchronous. However, this cannot solely account 

for what is meant when we use the term complexity, since temporal density is not the 

only difference between simple flashes and beeps and speech or music stimuli. The 

audiovisual perception of speech, and especially music (when unknown to the listener), 

requires the management of constantly varying input, which changes in terms of 

content, timing, and location. As such, a second suggestion as to why we are more 

likely to match the content across modalities in complex stimuli is that increased spatial, 

temporal, or pitch variability, or perhaps how predictable the sequences are, also 

contributes to this process. 

In the studies reported in the present article, we manipulated the pitch and 

temporal predictability of audiovisual sequences to determine whether these contribute 

to perception of synchrony. Petrini, Russell, and Pollick (2009) showed that audiovisual 

synchrony judgements can be improved when participants have the ability to predict the 

timing of the incoming unimodal stimuli. They used both detailed and sparse biological 

motion stimuli of a drummer and compared the synchrony judgements of novices with 

those of experienced drummers. The authors found that the experienced participants 

were better able to perform the task than were novices in the sparse conditions, and they 
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suggested that this was because of their superior ability to predict the timing occurrence 

of the auditory stimuli on the basis of what few visual elements remained when the 

stimuli became impoverished. All rhythmic stimuli carry predictive information, and as 

Vroomen and Keetels (2010) suggested, this may be why we appear to be better at 

making temporal judgements about them than about nonrhythmic stimuli. In the present 

study, we manipulate the amount of predictable information explicitly using sequences 

of tones that may or may not repeat within a trial. 

Earlier work (Cook & Van Valkenburg, 2009) showed that temporal 

ventriloquism could be seen between grouped auditory and visual sequences once they 

were organised intramodally; therefore, the sequences used in the present study 

incorporated flashes and tones that would be subject to auditory and visual grouping 

into separate high and low streams. Grouped auditory and visual stimuli were used 

(rather than single streams) because the separation between attended and background 

stimuli increases their similarity to ecological stimuli (such as detecting speech from a 

background of noise) where this grouping is constantly occurring and increases the 

complexity of the task. Since pilot testing indicated that the effect of predictability 

discussed in the present article occurs most strongly when participants find the task 

challenging, we chose these sequences to ensure adequate perceptual load. 

In the case of auditory streaming, when using repeating sequences of tones 

across different pitch ranges (e.g., high-low-high-low, across different ranges, similar to 

those in Figure 1), the tones may be heard as one or two streams, depending on the 

separation in pitch between the tones and/or the speed of the sequence. At slower speeds 

and with smaller pitch differences, the tones are heard as one stream rising and falling; 

however, at faster speeds and at larger pitch differences, the sequence perceptually splits 

into a high stream and a low stream, with participants no longer being able to reconcile 
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the order of tones across the two (Bregman, 1990). A similar phenomenon occurs with 

visual stimuli: when flashes are presented at two different locations, they may appear as 

a single light moving back and forth or as two lights flickering in place, depending on 

the distance between them and the speed of presentation (Anstis, Giaschi, & Cogan, 

1985; Bregman & Achim, 1973). In the present experiments, the different groups within 

both the auditory and visual sequences were presented at a large spatial or pitch 

difference and at a rate that ensured that they split into two streams, following the 

guidelines suggested by van Noorden (1975) and Anstis et al. (1985). Since the high 

and low streams were easily separable, participants could readily attend to either the 

high or low streams, and as such, the participant's task was always to determine whether 

the high pitched tones were coincidental with the spatially high lights, or vice versa. 

Pitch and vertical height appear to have a natural cross- modal correspondence. For 

instance, it has been shown that speeded classification of vertical location is faster when 

accompanied by a congruently pitched tone (Evans & Treisman, 2010); therefore, 

participants were asked to match high pitch with high space or low pitch with low 

space, depending on which region they had chosen to attend to. For both auditory and 

visual stimuli, participants can only actively attend to one stream at a time (Duncan, 

Martens, & Ward, 1997); because of this, the participants were always processing both 

attended and unattended information (i.e., an attended stream and background noise). 

In Experiment 1, we examined whether manipulating the temporal and pitch 

predictability of audiovisual sequences changes participants‘ synchrony judgements. 

The auditory and visual sequences ranged from repeating two high and two low 

sequences (across pitch for the tones, space for the lights) to being randomly distributed 
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with no discernable pattern
1
. Sequences were presented synchronously or with the 

auditory or visual sequence presented first at a range of temporal distances between the 

stimuli from each modality. Given that more complex audiovisual stimuli have 

generally been found to increase the likelihood of participants perceiving crossmodal 

synchrony (Dixon & Spitz, 1980; Vatakis & Spence, 2006), if predictability contributes 

to complexity, we expect that participants would be more likely to report that they 

perceived the auditory and visual sequences as synchronous at a wider range of 

temporal discrepancies in the less predictable conditions. 

 

 

Figure 1. The basic two-high/two-low auditory sequence when the audiovisual streams 

a) were synchronous, b) had an auditory lead of 200 ms, and c) had a visual lead of 200 

ms (8-fixed condition). Filled rectangles represent tones, unfilled rectangles represent 

flashes. 

 

Participants were asked to make judgements of synchrony rather than temporal 

order judgements (TOJs) for several reasons. Primarily, since the aim was to determine 

when they would perceive synchrony, this task was more appropriate: as was discussed 

in van Eijk, Kohlrausch, Juola, and van de Par (2008), synchrony judgements and TOJs 

                                                 
1
 Note that predictability does not affect auditory streaming (French-St George & Bregman, 1989): 

participants perceive the high and low tones as coming from separate streams, even when the regularity of 

the sequence is changed. 
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target different processes, and synchrony judgements are more stable when the intent is 

to measure whether synchrony is perceived. Additionally, TOJs could not be used with 

the type of stimuli described presently because with these sequences, when they are in a 

predictable order, auditory first and visual first judgements are both technically correct 

because of the repeating two-high/two-low pattern, especially when asynchrony is large. 

In Experiments 2 and 3, we attempted to determine whether either temporal or 

pitch predictability alone affects synchrony judgements, and in Experiment 4, we 

incorporated a manipulation of temporal density with conditions from the first 

experiment to examine whether this interacts with predictability. 

 

Experiment 1 

Method 

Participants  

Eleven experienced observers volunteered to participate in the experiment as 

part of a course requirement (mean age = 21.9 years, nine female; four additional 

participants completed the tasks but were not used in the final analysis, and are 

discussed in the results). Participants had completed at least 2 hours of similar 

crossmodal matching tasks prior to this experiment. All reported normal or corrected to 

normal vision. Participants gave their informed consent before participating in the 

study, and the experimental protocol was approved by the University of Western 

Australia‘s Human Research Ethics Committee. 

Stimuli  

Both the auditory and visual sequences were based on the same two high/two 

low pattern shown in Figure 1, repeated four times. Within the auditory sequence of 

sinusoidal tones, the high tones (T1, T2, T5, T6) were presented at 904 Hz, 934 Hz, 
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964 Hz, and 994 Hz and the low tones (T3, T4, T7, T8) at 523 Hz, 493 Hz, 463 Hz, and 

433 Hz. All of the tones had 10 ms linear onset and offset ramps and a duration of 70 

ms followed by a 55 ms silent interval (125 ms onset to onset). These pitches and 

durations were chosen so that the high and low tones would form separate auditory 

streams (at a rate of eight items per second; van Noorden, 1975). Because participants 

were able to attend to only one stream at a time, the effective speed of the stimuli 

within each stream was four tones per second (but two streams were always presented 

within the same trial). The tones were calibrated to equal loudness (approximately 70 

dB) using a Brüel and Kjær Type 4152 Artificial Ear and Brüel and Kjær 2260 

Investigator Sound Level Meter, and were presented through Sennheiser HD590 

headphones. 

The visual stimuli were created by two 5-mm green (570 nm) light-emitting 

diodes (LEDs; http://www.jaycar.com.au/productView.asp?ID=ZD0170) that were 

vertically separated by 14° of visual angle at a viewing distance of 75 cm, connected to 

a PhidgetLED-64 board (www. phidgets.com) that was controlled by MaxMSP 4.5 

software (cycling74.com). The visual sequence occurred in a similar pattern to that in 

Figure 1, with the same stimulus and sequence durations as the auditory sequence. The 

high LED corresponded to each tone between 904 and 994 Hz, and the low LED to 

those between 433 and 523 Hz. The separation in space and time between the two 

lights ensured that there was no apparent motion; they appeared as two separate lights 

flickering in place (Anstis et al., 1985). The entire crossmodal sequence lasted 

approximately 4 s (125 ms onset to onset time  32 items)
2
. Both the auditory and 

                                                 
2
 It takes 2 to 3 s to organise incoming auditory information into streams (Anstis & Saida, 1985); this 

sequence duration was chosen to ensure that streaming had time to occur before participants made their 

judgements. 

http://www.jaycar.com.au/productView.asp?ID=ZD0170
http://www.phidgets.com/
http://www.phidgets.com/
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visual stimuli were controlled using the same MaxMSP 4.5 software running on 

Macintosh G3 computers. 

There were five conditions within the experiment, each with differing levels of 

predictability. In each of the following conditions, complexity was operationalized as 

the proportion of the sequence that was randomly selected; that is, for each of the 

sequences, a proportion of the tones were fixed at the predictable values for tones T1–

T8 described in the basic sequence above, whereas the remaining tones randomly filled 

any of the other positions without replacement. Because the eight tones were repeated 

four times to form the entire sequence, we ensured that the random portions of the 

sequence were different for each repetition. There were equal numbers of unpredictable 

tones in both the high and low streams in all five conditions. The conditions were as 

follows: 

 

0-fixed: All tones 1–8 random. 

2-fixed: Two fixed tones; tones 1 and 3 fixed, remainder random. 

4-fixed: Four fixed tones; 1, 2, 3, and 4 fixed, remainder random. 

6-fixed: Six fixed tones; 1, 2, 3, 4, 5, and 7 fixed, remainder random. 

8-fixed: All tones 1–8 fixed. 

 

In the 8-fixed condition, the pitches ascended across the high stream and 

descended across the low stream, so it was possible to predict both the temporal pattern 

(two high/two low) and the pitch pattern (ascending or descending, depending on which 

stream was being attended to). The fewer fixed tones there were, the more the sequences 

deviated from the two high/two low pattern; therefore, the temporal pattern became less 
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predictable and, similarly, the next pitch within the high or low range became less 

predictable as the ascending or descending order was lost. 

The method of constant stimuli (MOCS) was employed, and within each of the 

five conditions, there were nine levels of asynchrony (stimulus onset asynchrony 

[SOA]) between the sounds and the lights ranging from auditory leading by 200 ms to 

visual leading by 200 ms in 50 ms increments. In Figure 1, examples of the timing of 

three SOAs are presented: the synchronous condition and the maximal visual and 

auditory leading conditions (±200 ms). To prevent an obvious delay at the start or end 

of the sequence in which the auditory or visual stream was present without the other, 

extra tones and flashes were added. If the delay was 100 or 150 ms, one tone or flash 

was added, and if it was 200 ms, two were added. This meant that the small delay that 

remained was not predictive of the overall delay in the sequence
3
. Half of the sequences 

started with a high light/sound, half with a low light/sound. 

Each of the nine audiovisual delays (MOCS levels) was presented 20 times, 

yielding 900 trials for each participant throughout the experiment (9 levels  5 

conditions  20). Trials from all conditions and MOCS levels were presented randomly 

within each of five 20-min sessions (randomised trial to trial), which participants 

completed across 2–28 days. 

Procedure  

Participants observed the sequences of auditory and visual stimuli and were 

asked to report via keyboard whether the high and low tones were synchronous with the 

high and low lights (yes or no response). If unsure, they were instructed to respond that 

the streams were asynchronous. This helped to ensure that participants reported only 

that the sequences were synchronous when they had observed a convincing synchronous 

                                                 
3
 Observers were advised that the beginning and end of the crossmodal sequence were not informative 

when making their judgements 
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percept. After each response, they heard a 1-s mask of random MIDI instruments (20  

50 ms) after which the next trial began automatically. Before the experimental trials 

began, participants were presented with eight demonstration sequences at 0 and ±200 

ms (with feedback), and then were given a self-terminated set of practice trials to 

complete until they were comfortable with making synchrony judgements (without 

feedback). The practice trials were terminated after a maximum of 5 min across all 

participants. Participants were free to attend to either the high or the low stream at any 

time during the task. As such, it was not an explicitly manipulated condition, although 

informal participant reports indicated that most attended to the high stream for the 

majority of trials. Participants completed the trials at their own pace. 

Previous research suggests that intramodal grouping (within audition or vision) 

occurs prior to crossmodal matching (Cook & Van Valkenburg, 2009; Keetels, 

Stekelenburg, & Vroomen, 2007) and that participants attend only to the high or low 

stream, not both (Duncan et al., 1997). Therefore, once unimodal grouping has 

occurred, participants will attend only to the high or low items and make their 

synchrony judgement within a stream. Thus, audiovisual pairing may not occur with the 

items that are closest to being concurrent across all stimuli, but rather with those that are 

closest within a stream. 

Data analysis  

The proportion of ―synchronous‖ responses for each of the nine time lags was 

calculated for each condition for each participant. A Gaussian curve
4
 was fitted to these 

means (such as in Figure 2), resulting in five curves for each participant. There are three 

free parameters in these fits. The sigma parameter of the curve fits was taken as a 

                                                 
4
 Of the form y= Ymaxe

(-0.5*((x-)/)^2)
 where Ymax corresponds to the height of the curve,  the point of 

subjective simultaneity between audition and vision and  the standard deviation or a measure of the 

spread of the curve for the specific conditions. 
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representation of the width of the curve; wider curves indicate more ―synchronous‖ 

responses at higher temporal discrepancies and therefore poorer ability to discriminate 

synchronous from asynchronous sequences. The mean of the curve fits (the x-value 

corresponding to the highest point in the curve) was used as a representation of the point 

of subjective simultaneity (PSS); this was the point at which the auditory and visual 

streams were perceived as maximally synchronous. The maximum Y-value was also 

examined as a measure of amplitude to ensure that it did not vary across conditions. 

 

 

Figure 2. Theoretical response curve. The  is taken as a measure of the width of the 

curve,  as the point of subjective simultaneity and Ymax as the amplitude of the curve. 

Results 

Four of the 15 initial participants were removed because either (a) Gaussian 

curves could not be fitted to their data in one or two of the conditions (three 



74 

 

 

participants)
5
, or (b) their curve fits were unsatisfactory (one participant; in this case, all 

R
2
 were less than .5). The mean R

2
 across all curve fits for the experiment was .82 (SD = 

.11). 

The averaged responses across all SOAs are plotted in Figure 3, for the 0-fixed 

and 8-fixed conditions
6
. Of the three parameters estimated for these and the other 

conditions, two do not vary as a function of sequence predictability; one- way repeated 

measures ANOVAs showed that there was no significant effect of predictability on the 

amplitude of the curve, F(4, 40) = 1.17, p = .34, or on the PSS estimates (unfilled circles 

in  Figure 4; F(4, 40) = 1.00, p = .42). The mean sigma across participants did vary 

across the five predictability conditions (as shown by the filled circles in Figure 4; F(4, 

40) = 4.04, p < .05, p
2
 = .29). Bonferroni-corrected post hoc t-tests showed that the 0-

fixed condition had a significantly higher mean sigma than the 8-fixed condition (p < 

.05).  

Discussion 

The results of Experiment 1 show that when we decrease the predictability of 

both the pitch and temporal patterns, participants become worse at discriminating 

synchronous and asynchronous audiovisual sequences. This is consistent with what we 

would expect if predictability were a contributor to audiovisual complexity, given that 

the previous findings in relation to complexity show that participants are worse at 

judging synchrony when the stimuli are subjectively more complex (Vatakis & Spence, 

2010). 

                                                 
5
 Post-experiment discussions with these participants suggested that they may have misunderstood the 

task or were unable to discriminate the pitches at all, rendering the task impossible. Their responses 

indicated that they either perceived the stimuli as synchronous across all SOAs in a condition (all 

proportions between 0.9 and 1; two participants) or were guessing throughout all of the conditions (all 

proportions were approximately 0.5). 
6
 As can be seen in Figure 4, there was high variation in the PSS values across participants, and there 

were also small variations in the amplitudes; as such, the curve appears wider and flatter at large SOAs 

than was seen for most individual participants when the data were averaged. 
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Figure 3. Proportion of synchronous responses, averaged across observers for each of 

the SOAs in the 0-fixed and 8-fixed conditions, with Gaussian curve fits (R
2
 = .93 and 

.97, respectively) 

 

The method of response - that is, synchrony judgements versus temporal order 

judgements - may yield concern over participant bias; for example, when participants 

were confused, they may have been more inclined to respond that the stimuli were 

synchronous. However, this is unlikely to have affected our results for several reasons. 

First, the amplitudes of the curves were unaffected: if there were a bias in the more 

complex conditions, we would expect that the level of responding ―synchronous‖ 

should change across the whole curve, creating a vertical shift. Secondly, because 

participants were explicitly asked to respond ―asynchronous‖ if they were unsure about 

a particular crossmodal sequence, if the only difference between the groups was post-

perceptual bias resulting from uncertainty, then we would expect the more random 

conditions to have lower proportions of synchrony judgements, as opposed to the 

increases we saw here. 
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 Figure 4. Mean Gaussian sigmas and PSS estimates (in ms) for each condition for 

Experiment 1 (see text for details), with within-subjects 95% confidence intervals (see 

Morey, 2008, for the method of calculation used here for within-subjects confidence 

intervals). Positive PSS estimates indicate visual leads. 

 

It is possible that the increase in proportions of synchronous judgements with 

lowered predictability is primarily due to the manipulation of pitch or the manipulation 

of temporal predictability alone. In Experiments 2 and 3, we examined each of these 

components independently to determine whether the findings of Experiment 1 can be 

attributed to either component individually. 

 

Experiment 2 

In Experiment 2, we examined whether pitch predictability has an effect on 

synchrony judgements that is independent of temporal pattern predictability, by holding 

the two- high/two-low pattern constant, but varying whether the next pitch within a 

stream was predictable (part of an ascending sequence in the high stream, descending in 

the low stream). 
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Method 

Participants 

Eleven experienced observers, those who were able to complete the task in 

Experiment 1, took part in Experiment 2 as part of a course requirement (mean age = 

22.0 years, nine female). All reported normal or corrected-to- normal vision and 

hearing. 

Stimuli  

The same basic auditory and visual sequences and procedure from Experiment 1 

were used (Figure 1). Instead of the randomization occurring to both the temporal order 

and pitch (i.e., to all items indiscriminately), in Experiment 2, only the pitch order of the 

tones within either the high or low stream was manipulated so that there was always a 

two high/two-low pattern, but the specific pitch that would occur next was not always 

predictable. The pitch order within the streams ranged from being entirely predictable 

(ascending in the high range, descending in the low, as in Figure 1) to entirely random. 

This yielded four conditions.  

 

0-fixed: Each high tone could be any of the four pitches from 904 Hz to 994  

Hz, and each low tone could be any of the four pitches from 523 Hz to 433 Hz 

(without replacement). 

2-fixed: Tones 1 and 3 fixed; remainder randomly allocated without  

replacement. 

4-fixed: 1, 2, 3, and 4 fixed; remainder randomly allocated. 

8-fixed: All tones fixed as in Figure 1. 
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As with the previous experiment, the high/low pattern of the flashes followed 

the same pattern as the high/low tones. Each of the four conditions was presented at 

each of the nine audiovisual time lags for 20 trials, resulting in 720 trials across four 

blocks of approximately 20 min each. All other methodological details were the same as 

in Experiment 1. 

Results 

The same Gaussian curve-fitting procedure was applied to the data for each 

participant in each of the four pitch predictability conditions as in Experiment 1. The 

participants had an average R
2
 value for the curve fit of .77 (SD = .05). 

Of the three parameters estimated in each of the four pitch predictability 

conditions, none varied as a function of condition. One-way repeated measures 

ANOVAs showed that there was no significant effect of predictability on the amplitude 

of the curve (F(3, 30) = .82, p = .50), on the PSS estimates (unfilled circles in  Figure 5; 

F(3, 30) = .84, p = .48) or on the sigma estimates (filled circles in 

Figure 5; F(3, 30) = .25, p = .86).  

Discussion 

The results of Experiment 2 show that the effect found in Experiment 1 was 

likely not due to the effect of pitch predictability alone, because when the temporal 

pattern was predictable (always two-high/two-low), there was no effect of varying the 

pitch predictability. Participants reported finding the task relatively simple in all 

conditions, and this is suggested in the Gaussian sigmas: the means for each condition 

were lower than those in Experiment 1 (Experiment 2 overall mean = 143.5 ms; 

Experiment 1 = 214.7 ms), and were most similar to those in the most predictable 

condition in Experiment 1 (8-fixed condition - 160.2 ms). 

 



79 

 

 

 

Figure 5. Mean sigmas and PSS estimates (in ms) of the curves fitting proportion of 

synchronous responses to the SOA for Experiment 2, with within-subjects 95% 

confidence intervals. Positive PSS estimates indicate visual leads. 

 

Experiment 3 

In Experiment 3, we examined whether the predictability of the temporal pattern 

has an effect on synchrony judgements that is independent of pitch predictability, by 

holding the pitch of the tones in the high and low streams constant. 

Method 

Participants  

Ten experienced observers, a subset of those who were able to complete Experiment 1, 

took part in the experiment as part of a course requirement (mean age = 22.5 years, 8 

female; two additional participants were removed before the final analysis). All reported 

normal or corrected-to-normal vision and hearing. 

Stimuli  

Similar sequences and the same procedure from Experiment 1 were used. 

Instead of the randomization occurring across temporal order and pitch order 
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(Experiment 1) or only within the pitches of an individual stream (Experiment 2), in 

Experiment 3, we primarily varied temporal predictability (i.e., whether the next tone 

was from the high or low stream, affecting the temporal pattern within each stream). 

All of the high tones were presented at 904 Hz, and all of the low tones were at 

523 Hz. In some trials, these were randomised across the eight tones so that whether the 

next pitch was high or low was unpredictable (and hence the temporal pattern within a 

stream was varied). The conditions were as follows: 

 

0-fixed: Within each eight-tone section, there were four high and four low tones 

in any order. 

2-fixed: Tone 1 was high and 3 was low, and the remaining positions could be 

high or low. 

4-fixed: Tones 1 and 2 were high, 3 and 4 were low, and the remaining 

positions could be either high or low. 

6-fixed: Tones 6 and 8 could be either high or low, and the remaining positions 

were fixed in their original pattern. 

8-fixed: Tones fixed in a two-high/two-low pattern. 

 

As with the previous experiments, the high/low pattern of the flashes followed 

the same pattern as the high/low tones. Each of the five conditions was presented 20 

times within each of the nine time lags, yielding 900 trials. These were divided amongst 

five blocks, each taking 20 minutes. All other methodological details were the same as 

in Experiment 1 and 2. 
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Results 

Two participants were removed from further analysis, since Gaussian curves 

could not be fit to their data in at least one condition
7
. The remaining participants had an 

average R
2
 value for the curve fit of .81 (SD = .11). 

Of the three parameters estimated for each of the four temporal predictability 

conditions, none varied as a function of condition; one-way repeated measures 

ANOVAs showed that there was no significant effect of predictability on the amplitude 

of the curve (F(4, 32) = 1.94, p = .13), on the PSS estimates (unfilled circles in  Figure 

6; F(4, 36) = 1.16, p = .35), or on the sigma estimates (filled circles in  Figure 6; F(4, 

36) = .49, p = .74). 

 

 

Figure 6. Mean sigmas and PSS estimates (in ms) of the curves fitting proportion of 

synchronous responses to the SOA, across the five conditions, with within-subjects 95% 

confidence intervals. Positive PSS estimates indicate visual leads. 

 

                                                 
7
 Both participants had conditions in which they responded that the audiovisual 

sequences were synchronous across all SOAs. 
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Discussion 

In Experiment 3, we showed that the effect of predictability found in 

Experiment 1 couldn‘t be accounted for by temporal predictability. Since neither 

temporal nor pitch predictability (as shown in Experiment 2) alone contribute to the 

effect, perhaps the perceptual system requires a certain amount of stress before the 

ability to make accurate synchrony judgements is affected. It is possible that many 

combinations of factor variation (e.g., pitch, spatial location, speed, temporal pattern) 

would cause a similar change in judgements through each independently increasing 

perceptual load, although it is also possible that some factors (or combinations of them) 

would be more influential than others with regard to this process. 

 

Experiment 4 

Another factor that has been shown to affect synchrony judgements is temporal 

density: Participants become worse at the task as the density increases, and above 

approximately five items per second, these judgements are no longer possible (Fujisaki 

& Nishida, 2007). If both temporal density and predictability affect the subjective 

complexity of a stimulus, then it would be useful to determine how the two factors 

interact, since thus far we have studied only the effect of predictability at four items per 

second (within a stream). In Experiment 4, we examined the effect of temporal density 

changes in concert with predictability, using the 0-fixed and 8-fixed conditions from 

Experiment 1 at speeds of three, four or five items per second (Hz) within a stream 

(higher temporal density corresponds to higher speeds). We expect that increased 

density would add another dimension of difficulty: if the tones are presented at a slower 

rate, there should be less effect of predictability (since lower density will allow better 

estimates of temporal position, and hence more accurate synchrony judgements, as was 
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shown by Fujisaki & Nishida, 2007). Conversely, if they are presented at a faster rate, 

the effects of randomness should increase, since the added speed increases the difficulty 

of making accurate temporal judgements, and judgements have been shown to be 

impaired at a 5 Hz presentation rate. 

Method 

Participants  

Fifteen observers (who had not participated in Experiment 1–3) took part in the 

experiment as part of a course requirement (mean age = 23.1 years, 11 female). All 

reported normal or corrected-to-normal vision and hearing. All but four participants had 

completed at least 1.5 hr of similar crossmodal matching tasks prior to this experiment. 

Stimuli  

The 0-fixed and 8-fixed conditions from Experiment 1 were used, crossed with 

three average temporal rates - 3 Hz, 4 Hz, and 5 Hz
8
  (which vary temporal density) - 

resulting in six conditions. Items occurred every 166 ms in the 3 Hz conditions, 125 ms 

(as in Experiment 1) in the 4 Hz conditions or 100 ms in the 5 Hz conditions. Tone 

duration remained at 70 ms across all sequences, and the total duration was 4800 ms for 

the 3 Hz conditions, 4000 ms for the 4 Hz conditions, and 3200 ms for the 5 Hz 

conditions. 

Each of the six conditions was presented 20 times within each of the nine time lags, 

yielding 1,080 trials. These were divided amongst six blocks, each taking approximately 

20 min. All other methodological details were the same as in the previous experiments. 

 

 

                                                 
8
 The 3, 4, and 5 Hz presentation rates are within either the high or low stream, not across both. As was 

described in Experiment 1, participants could attend only to one stream at a time, so the presentation rates 

are denoted by the rate within one stream. 
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Results 

As in previous experiments, Gaussian curves were applied to the means across the 

SOAs for each condition. The mean R
2
 value across the conditions was .83 (SD = .10). 

Means for each temporal density and predictability condition are displayed in 

Figure 7. Mean sigmas of the Gaussian curve fits for each condition were higher for 

random sequences than for predictable sequences, and were higher for greater temporal 

densities. Figure 8 shows the averaged response curves across participants for the 

random and predictable conditions at 5 Hz temporal density. 

 

 

Figure 7. Mean sigmas and PSS estimates (in ms) of the curves fitting proportion of 

synchronous responses to the SOA, with within-subjects 95% confidence intervals. 

Positive PSS values indicate visual leads. 

 

Of the three parameters estimated in each of the four pitch predictability 

conditions, two did not vary as a function of predictability or temporal density. Two-
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way repeated measures ANOVAs with these variables showed that there was no 

significant effect of predictability or of temporal density on the amplitude of the curve 

(F(1, 14) = .13, p = .72 and F(2, 28) = .84, p = .45, respectively), or on the PSS 

estimates (unfilled circles in  Figure 6; F(1, 14) = 2.05, p = .17 and F(2, 28) = 1.98, p = 

.16 respectively). There was also no interaction between predictability and temporal 

density in regard to the amplitudes (F(2, 28) = 1.44, p = .27), or PSS estimates, F(2, 28) 

= .76, p = .48. 

 

Figure 8. Proportion of synchronous responses, averaged across observers for each of 

the SOAs in the random and predictable conditions at 5 Hz temporal density, with 

Gaussian curve fits. 

 

However, both of these factors did affect sigma estimates; there was a main 

effect of predictability (F(1, 14) = 4.78, p < .05, p
2
 = .25) and a main effect of temporal 

density (F(2, 28) = 63.06, p < .05, p
2
 = .82), as well as an interaction between the two 

(F(2, 28) = 4.06, p < .05, p
2
 = .23). Bonferroni corrected post-hoc t-tests indicate that 

this is because while there was a difference between the random and predictable 
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sequences at a 4 Hz or 5 Hz temporal density (p < .05), there was no difference when 

the temporal density was 3 Hz. 

Discussion 

The results from Experiment 4 show that temporal density and predictability 

both contribute to the way we perceive audiovisual synchrony in sequences. There was 

also an interaction between the two: At relatively slow speeds (3 Hz within a stream), 

participants were equally able to detect asynchrony regardless of whether the sequence 

was predictable or random; however, as the sequences sped up, participants did better 

when the sequences were predictable. 

 

General Discussion 

These results show that there are several contributing factors to a participant‘s 

ability to detect temporal asynchrony between auditory and visual sequences. The 

results of Experiment 4 are consistent with the findings of Fujisaki and Nishida (2007): 

increased temporal density reduces the ability to make judgements about asynchrony. 

Just as the effects of pitch and temporal predictability occurred only when they were 

both present within a sequence in Experiment 1, it is possible that increased temporal 

density adds another dimension to be monitored, and is therefore another factor that can 

add to the load of the perceptual system. 

The effect of predictability increases when the items of a sequence are occurring 

relatively rapidly (see the increased difference between the random and predictable lines 

in Figure 7 when the rate is 5 Hz). There is also a difference between the influence of 

complexity in Experiment 1 and Experiment 4. Although there was no systematic 

difference between the participants in these two experiments (no difference in amount 

of experience, age, or obvious reasons for differential motivation), the mixture of 
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different temporal rates and of individual differences between participants (often 

substantial in these kinds of tasks; see Spence & Squire, 2003, for a discussion) could 

both be having an impact here. However, the impact of predictability on synchrony 

estimates is in the same direction in both studies. 

In Experiment 1 and 4, we see changes in the sigma estimates of the curves, but 

not in the PSS estimates. This was to be expected: for the PSS values to be shifted, the 

factors would need to shift all of the auditory (or visual) temporal percepts earlier or 

later (not both). There is no reason to expect that varying predictability or temporal 

density would change estimates all in one direction, unlike factors such as distance 

(King, 2005) or possibly attention (Spence, Shore, & Klein, 2001). Rather, 

predictability and temporal density may be affecting accuracy of temporal estimates (in 

both temporal directions) or increasing the evidence that the auditory and visual streams 

should be matched, both of which make the sequences appear more synchronous at 

higher SOAs. 

We have a limited capacity to attend to and remember incoming perceptual 

objects (Lavie & Tsal, 1994), and increasingly complex items - at least in the visual 

domain - are known to be more taxing to working memory (Eng, Chen, & Jiang, 2005). 

It may therefore be only once the load becomes high - because there are many variables 

changing in rapid succession - that it becomes more difficult to monitor the input and 

make accurate judgements of temporal, spatial, and pitch positions, and therefore 

determine whether items should be matched crossmodally. This is consistent with what 

we have found across the experiments: changing either pitch or temporal predictability 

alone has no effect, but when combined (and when temporal density is also changed), 

there is a change in participants‘ responses. Effectively, this increased perceptual 

loading may be acting to reduce the acuity for the incoming information and therefore 
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change the accuracy of the estimated temporal boundaries of each item, increasing the 

likelihood of perceived overlap and making it more likely that items are matched 

erroneously across time, since mismatches are not detected. 

It is also possible that increased numbers of unexpected temporal changes within 

each stream provides evidence for the auditory and visual streams to be matched if the 

pattern of changes in each is similar and within a small temporal interval. This may 

increase the likelihood that the two streams appear to ―belong together‖, known as the 

unity assumption. Welch and Warren (1980) hypothesized that a belief that auditory and 

visual items belong together increases the chances that observers succumb to temporal 

and crossmodal illusions, raising the probability that they are perceived as a single 

event. There is evidence for an effect of semantic congruency, which supports the unity 

assumption, using speech stimuli. For example, Vatakis and Spence (2007) found that 

participants were worse at making temporal order judgements between sound and vision 

for speech video when the gender was matched across modalities as opposed to when 

one was male and one female. They interpreted this finding to be due to the mismatched 

stimuli being less susceptible to temporal ventriloquism since they were less likely to 

originate from the same source. Perhaps the computer-generated sequences used in the 

experiments detailed in the present article may be subject to a similar effect, since 

increasing the amount of transitions occurring in concert across both modalities may 

increase the belief that the auditory and visual sequences belong together. These 

increased congruent transitions occurred in the sequences because of both increasing 

randomness and increasing temporal density, and both of these factors had an effect. 

This result is consistent with the types of stimuli generally considered ―complex‖ in 

previous literature, such as speech and music, since both have substantial numbers of 

transitions. This may be the underlying reason that more complex stimuli are more 
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likely to be perceived as synchronous—because there is an increasing amount of rapid 

variations in sensation from each modality that are matched as the complexity increases. 

The common factors described in the present article indicate that there may be a 

method to quantify the difference between single beeps and flashes, and natural stimuli 

in terms of complexity. The sigmas presented here are large (100–240 ms), indicating 

that across the predictability variants, participants were quite poor at making 

judgements with these kinds of stimuli. The possible similarities between these complex 

sequences and speech and music were mentioned previously, and indeed, it appears that 

participants match the auditory and visual streams across a similar range of asynchrony. 

As such, the factors described in the present article—increased levels of unpredictable 

information and the temporal density of the stimulus—may be a useful way to consider 

the differences between types of stimuli in a form that can be quantitatively measured. 

This suggests that when modelling crossmodal synchrony perception, we must consider 

the predictability of the incoming streams. Models of crossmodal interaction have often 

utilized maximum-likelihood estimation; that is, if the information from each modality 

is independent (with regard to position, timing, identity, etc.), the final estimate of 

position, timing, or identity is a weighted average of the two, weighted according to the 

reliability of the information contained in each (e.g., Alais & Burr, 2004). The effect of 

predictability could be integrated into such models by increasing the variability of the 

unimodal estimates so that reduced ability to predict the incoming stimulus equates to 

wider distributions for the estimates of temporal (or spatial/ pitch) positions. Future 

research will examine spatial predictability, because this will help us to determine 

whether spatial factors - traditionally considered to be visually driven - would have an 

impact on synchrony judgements in a way similar to that of pitch predictability. 
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The experiments in the present article enable further understanding of the factors 

that contribute to the differences between simple auditory and visual stimuli and those 

that are more complex, such as speech and music. Both temporal density and the 

predictability of the sequence affect our ability to judge synchrony between auditory 

and visual streams, but this seems to occur only once the amount of varying information 

becomes substantial: We seem to have some ―complexity threshold‖ that must be 

surpassed before judgements are affected. 
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Chapter 4: Varied stimulus arrival times and audiovisual synchrony perception  

 

In the previous chapter, we examined the effect of temporal predictability on the 

perception of audiovisual synchrony, alone and in concert with pitch predictability. The 

temporal predictability manipulation there affected whether the next item was in a 

predictable position or not – that is, whether the next auditory or visual item came from 

the high or low stream. When the target is in a predictable temporal location, 

participants are better at identifying it correctly (Jones, Moynihan, Mackenzie & Puente, 

2002) and are better at determining its temporal properties such as duration (Barnes & 

Jones, 2000). As discussed in the last chapter, synchrony judgements also appear to be 

affected by a participant‟s ability to predict the timing within an audiovisual stream (e.g. 

in biological motion of drumming; Petrini, Russell & Pollick, 2009). 

The temporal variability in Chapter 3 was substantial – it was possible to have 

variation of up to 500 ms in the predicted item onset time within the same stream, even 

though there was a tone occurring every 125 ms across both the streams (however gaps 

as large as 500 ms were rare, as they meant that four items from the high (or low) 

stream were presented in succession). However, it has been shown that variation as 

small as 15-20 ms in the predicted timing of an event can reduce the ability to determine 

pitch information about a tone (Jones et al., 2002), and detecting a target event (an 

omitted tone) was easier for participants when a regular rather than irregular sequence 

surrounded it, with the irregular sequences varying up to 60 ms from the regular 

versions (Yee, Holleran & Jones, 1994). This suggests that perception of information 

about items within a sequence may be affected by much smaller deviations from a 

predictable rhythm. 
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In this chapter we use sequences that all have a fixed two high – two low 

pattern, but within which the arrival time of items could be predictable – every 125 ms – 

or variable at up to 25 ms or 50 ms in advance or delayed. The auditory and visual 

stimuli are subject to the same temporal variation on an item-by-item basis across the 32 

tones and flashes per trial (e.g., if the tone was delayed by 25 ms its corresponding flash 

would also be delayed by 25 ms relative to those in the predictable condition). The 

overall auditory and visual sequences are still subject to up to 200 ms auditory or visual 

delay even though the temporal pattern within each of the modalities is identical. The 

temporal variation conditions, that is the variation tone-wise of up to 25 or 50 ms from 

the baseline time, should make it difficult for participants to determine the exact 

temporal location of tones and lights and therefore make it more difficult to pair them 

accurately crossmodally (effectively reducing the acuity of the perceptual system in 

perceiving the sequences).  

The increased variability may also increase the „unity effect‟ – generally, we 

consider auditory and visual stimuli more likely to come from the same object as they 

share more time-varying properties (Welch & Warren, 1980), and increased irregularity 

may strengthen the perceived temporal cross-correspondence across time as both 

modalities are varying from the standard sequence in the same way.  If an effect of this 

more fine-grained temporal variability is seen, we expect that it will make participants 

more tolerant of asynchrony between the auditory and visual sequences as this was the 

direction of the effect in Chapter 3. In Experiment 1 here, we examine only temporal 

variability; In Experiment 2 we cross temporal variability with pitch predictability to 

determine whether any effect of temporal variation is greater when pitch is also less 

predictable. It is possible we will only find an effect of temporal variability when it is 

combined with pitch, as we saw in Experiment 1 of Chapter 3 – if this is the case, we 
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expect that the combination of the two factors will increase reports of perceived 

synchrony amongst participants, across a wider range of asynchrony between the lights 

and tones. 

 

Experiment 1 

Method 

Participants 

Ten participants (mean age 21.3, seven female) from the University of Western 

Australia volunteered to participate in the experiment as part of an undergraduate 

research methods unit. Seven of these had completed more than two hours of similar 

crossmodal matching tasks before but were not aware of the aims of the experiment, and 

the remaining three had not completed prior testing but were aware of the aims of the 

experiment. All participants provided written consent, and the experimental protocol 

was approved by the university‟s Human Research Ethics Committee.  

Stimuli 

The basic sequences used were the same as in the 8-fixed condition in 

Experiment 1 of Chapter 3 (see Figure 1), except instead of being 70 ms long with 55 

ms before the next tone, they were 50 ms long with 75 ms until the next tone (to allow 

more space for the temporal variability with less chance of overlap – though there was 

still some as described below). These values were chosen for two reasons – the duration 

was not shortened too greatly to ensure that pitch of the tones was still readily 

determined (by keeping length much longer than the threshold for being able to easily 

determine pitch; Elliott, 1970) and the variability levels were chosen so that there was 

no tone overlap between the majority of adjacent tones. The overall rate remained the 

same, as there was no effect of predictability on audiovisual pairing when the sequences 
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were presented at a slower rate (three items per second versus four per second; Chapter 

3, Experiment 4).    

 

 

Figure 1.  The basic auditory sequence in the 0 ms temporal variability condition. This 

sequence was repeated four times resulting in a 4000 ms sequence of 32 tones/lights. 

 

These sequences were presented at fixed intervals (125 ms onset to onset – 0 ms 

condition) and at two levels of temporal variability (25 ms and 50 ms conditions). In the 

temporal variability conditions the onset time of each tone was shifted earlier or delayed 

by a random interval up to 25 ms or 50 ms, depending on condition (see Figure 2). This 

position was determined randomly for each tone within each trial. On occasion the onset 

of one tone overlapped with the previous tone in the 50 ms condition, but this only 

occurred when both the first tone was substantially delayed and the second was shifted 

earlier – approximately twice per trial, or once within a stream on a trial (as half the 

transitions were within stream and half were across the high and low streams). The 

visual sequence had the same pattern as the auditory sequence, with each of the high 

stream tones corresponding to a single high LED and the low stream tones to a low 

LED (as in Chapter 3). The trials ran for approximately four seconds each.  
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Figure 2. The first half of the basic auditory sequence. The 25 ms and 50 ms ranges 

show the possible temporal positions that the tones could be placed in in these 

conditions. The overall pattern in the visual sequence was identical, however there 

could be up to 200 ms auditory or visual delay between the modalities (across the nine 

delay conditions as in Chapter 3). 

 

Procedure 

 As in Chapter 3, participants were asked to report via keyboard whether the 

auditory stream they were attending to was temporally coincident with the 

corresponding visual stream. The three temporal variability conditions (0 ms, 25 ms and 

50 ms temporal variability) were each presented for 20 trials at each of nine delays 

between the auditory and visual streams (200 ms visual lead to 200 ms auditory lead in 

50 ms increments), resulting in 540 trials. These were completed over three sessions of 

approximately 25 minutes, and participants were free to take breaks during this period 

whenever they wished. All other stimulus and procedural details are the same as in 

Chapter 3. 
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Results 

 The proportions of „synchronous‟ responses were plotted against the audiovisual 

delay, and a Gaussian curve fitted, for each participant for each of the three variability 

conditions. One participant was removed from further analysis as they responded at 

chance across all of the levels of delay and hence curves could not be fitted to their data. 

The sigma of the curves was taken as a measure to analyse variations in the width of the 

curve; higher sigmas correspond to higher rates of responding that the sequences were 

synchronous across a wider range of temporal asynchrony (a higher tolerance of 

asynchrony). The mean of the Gaussian fit corresponds to the point of subjective 

simultaneity, or PSS. This is the audiovisual delay where there are maximal 

„synchronous‟ responses for the participant. The average amplitudes of the curves were 

also compared, as a shift in height of the curve across all audiovisual delays may be 

indicative of a change in response strategy for that condition rather than a difference in 

tolerance to asynchrony.  

 The mean PSS and sigma estimates are shown in Figure 3. Neither of these 

parameters varied as a function of temporal variability; one-way repeated measures 

ANOVAs showed that there was no significant effect of temporal variability on the PSS 

(F(2, 16) = .1.15, p = .34) or on the sigma estimates (F(2, 16) = .59, p = .57). There was 

also no significant effect of temporal variability condition on the amplitude estimates of 

the curves (F(2, 16) = .21, p = .81). 

Discussion 

In Experiment 1 we saw no effect of temporal variability on either the PSS 

values or the sigma estimates of participants‟ curves. This is consistent with Experiment 

3 in Chapter 2 – temporal pattern predictability alone did not affect participants‟ 

responses. Here we see that a more fine-grained temporal variability also has no effect 
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in isolation. This suggests that participants are able to manage reduction in temporal 

predictability well, whether it is known whether the next item is from the high or low 

stream (but the item could be brought forward or delayed as in Experiment 1 here), or 

not (in Chapter 2, Experiment 3).  

 

 

Figure 3.  Mean sigma and PSS estimates from the Gaussian curve fits plotting 

proportion of synchronous responses against the delay between the auditory and visual 

sequences, with within-subjects error bars (Morey, 2008). 

 

Experiment 2 

In Chapter 3 we found that the temporal pattern predictability alone did not 

affect participants‟ judgements of synchrony in audiovisual sequences, but when 

combined with pitch predictability it did. In this experiment we do the same with the 

temporal variability factor described in Experiment 1 – cross the three temporal 

variability factors (0, 25 and 50 ms) with two levels of pitch predictability (predictable 

order or random order, while still maintaining a two high- two low pattern) to determine 

whether there is any effect of the two factors combined. This will allow us to determine 
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whether the effect of temporal predictability in Chapter 3 still occurs when there is a 

smaller amount of variability associated with the timing of each individual tone/flash, as 

previous research has shown that similar small amounts of variability affect pitch 

perception (Jones et al., 2002) and ability to detect the occurrence of items within a 

sequence (Yee et al., 1994). Given the results of Chapter 3, it is not expected that there 

will be a main effect of either factor, but rather that there will be an interaction between 

the two – the random pitch condition crossed with higher temporal variability may 

reduce participants‟ ability to accurately determine whether the auditory and visual 

streams match.  

Method 

 Participants 

 The nine participants who were able to complete Experiment 1 also completed 

this experiment, with one extra observer (overall mean 21.5, 7 female). All had 

completed a minimum of approximately 1.5 hours of testing (primarily though 

completion of the previous experiment). 

Stimuli  

The same sequences and conditions from Experiment 1 are used here, crossed 

with the most and least predictable pitch conditions from Experiment 2 in Chapter 3. In 

these conditions, the tones predictably ascend in the high stream (904, 934, 964 and 994 

Hz) and descend in the low stream (523, 493, 463, 433 Hz) or are presented in a random 

pitch order within a stream (with the two high – two low pattern retained). All other 

details remained the same as in Experiment 1.  

Procedure 

Participants were again asked to make synchrony judgements between the 

auditory and visual sequences. All other stimulus and procedural details were the same 
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as in the previous experiment. The three temporal variability conditions were fully 

crossed with the two pitch predictability conditions, yielding six conditions. There were 

20 trials of each of the six conditions at each level of asynchrony, resulting in 1080 

trials; these were completed in six 25-minute sessions over a time period of one to four 

weeks.  

Results 

 As in the previous experiment, Gaussian curves were fitted to the proportion of 

synchronous responses across the nine levels of audiovisual asynchrony, and estimates 

of the PSS, sigma and amplitude of these curves were determined. The mean sigmas 

and PSS estimates across the six conditions (three temporal variability by two pitch 

predictability) are shown in Figure 4. There was no significant effect of either pitch or 

temporal predictability on any of these parameters, and no interactions between them. 

The ANOVA results are shown in Table 1.  

 

Figure 4. Mean sigma and PSS estimates from the gaussian curve fits plotting 

proportion of synchronous reponses against the delay between the auditory and visual 

sequences. 
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Discussion 

 The results of Experiment 2 show no effect, either alone or in combination, of 

temporal variability or pitch on the PSS or sigma estimates of the curve fits of 

participants‟ responses. This suggests that participants‟ synchrony judgements were not 

affected across any of the levels of audiovisual asynchrony – that is, neither factor 

appreciably changed the ability to determine the correct timing of the items in the 

sequences to a level that affects synchrony judgements, or increased the perceived 

likelihood that the sequences should be matched. 

 

Table 1. 

ANOVA results for Experiment 2. The effects of pitch and temporal predictability, and 

their interaction, on the sigma, PSS and amplitude estimates from the Gaussian curve 

fits of synchrony judgements across the nine levels of asynchrony. 

Parameter Experimental variable df F p 

Sigma 

 

 

PSS 

 

 

Amplitude 

Pitch predictability 

Temporal Predictability 

Temporal x Pitch 

Pitch predictability 

Temporal Predictability 

Temporal x Pitch 

Pitch predictability 

Temporal Predictability 

Temporal x Pitch 

1, 9 

2, 18 

2, 18 

1, 9 

2, 18 

2, 18 

1, 9 

2, 18 

2, 18 

.01 

.24 

.85 

.30 

.07 

.11 

2.59 

.41 

2.43 

.93 

.66 

.40 

.60 

.94 

.90 

.11 

.67 

.12 
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General Discussion 

In Chapter 3 we manipulated temporal predictability by reducing the ability to 

determine whether the next item would be from the high or low stream, but here we 

varied the timing of individual items, making the rhythm irregular, but still within a 

fixed two high – two low order. In Chapter 3, the variation caused by manipulation of 

temporal predictability (in concert with pitch predictability) resulted in greater tolerance 

of asynchrony in audiovisual streams.  In contrast, the smaller amount of temporal 

variability here has had no significant effect; however, there was a substantial difference 

in the amount of timing variability introduced by the conditions here and in Chapter 3. 

The primary difference between the temporal predictability manipulations across the 

chapters is that the overall two high – two low pattern was always maintained here as 

mentioned above, rather than the high and low items being randomly ordered across the 

streams. This meant that the next occurrence of the item in the stream that was being 

attended to was always predictable to within 50 ms, whereas the timing within the 

temporal predictability manipulation in Chapter 3 meant that sometimes the timing of 

the next item varied by up to 500 ms. As the tolerance for asynchrony between the 

auditory and visual streams with these kinds of sequences is approximately 150 ms, 

perhaps the temporal variation needs to be larger than 50ms before we see any effect on 

the ability to make synchrony judgements. That is, because the structure of the 

sequences means that observers are tolerant of a large amount of temporal variation 

between sequences from different modalities, maybe smaller amounts of temporal 

variation within them have no impact on synchrony perception, as the level of accuracy 

associated with this process is not high enough for it to play a role. Within this chapter, 

the temporal predictability of both the auditory and visual stimuli were manipulated 

equally, so it is unlikely that the conditions with increased variability (as compared to 
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the predictable, regular pattern) changed the preference given to either modality in 

determining the temporal location of the resulting percept. 

This difference between the chapters in method and results is consistent with the 

suggestion that a large additional perceptual load needs to be added before synchrony 

judgements are affected; perhaps the smaller amount of temporal variability in the 

sequences used in this chapter was not enough to cause a large detriment in determining 

the timing of items within the sequences, and hence did not change ability to judge 

synchrony. As participants were only ever attending to one stream at a time once they 

were organised (Duncan, Martens & Ward, 1997), and rhythmic predictability does not 

affect the ability to segregate high and low items into streams (French-St George & 

Bregman, 1989), the difference is not due to participants being unsure where to direct 

their attention amongst the streams in Chapter 3, but rather is likely due to the large 

possible variation in timing of the next item within a stream in the Chapter 3 temporal 

predictability conditions and the resulting heavily impaired ability to predict the timing 

of the next item.  

Previous research suggests that participants‟ ability to determine pitch and 

timing information can be improved by the addition of a predictable rhythmic context 

for the targets, even when the variation in rhythm is small (Jones et al., 2002; Yee et al., 

1994), but it appears any detriments in determining information about the items of the 

sequences in Experiments 1 and 2 were too small to be detected, and therefore are 

unlikely to play a large role in audiovisual temporal matching.  
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Chapter 5: Spatial predictability and audiovisual synchrony perception 

 

 

When perceiving the world around us, we generally utilise more than one sense 

to determine the proximity or identity of an object. Crossmodal illusions often arise as a 

result of the way the sensory system combines information across modalities, and 

researchers commonly use illusions where our sense of position or timing in one 

modality is modulated by the influence of a second in research to better understand the 

nature of crossmodal pairing. In these experiments we examine audiovisual illusions 

along the time dimension, as they can help us to understand how each of the auditory 

and visual senses contributes to making judgements about when stimuli occurred and 

therefore, how to organise the sensation into common sources. One of the most utilised 

audiovisual time-based illusions is known as temporal ventriloquism. In contrast to the 

traditional spatial ventriloquism, where we see and hear things coming from the same 

spatial location even if they don‟t (e.g. Bertelson & Aschersleben, 1998), during the 

temporal ventriloquism effect we see and hear things occurring synchronously even if 

they do not (or at least closer together in time; Bertelson & Aschersleben, 2003; 

Morein-Zamir, Soto-Faraco, & Kingstone, 2003). By determining what factors affect 

this phenomenon we can better understand how auditory and visual signals are paired 

across time, which is one of the strongest signals that multiple types of sensation are 

coming from the same object (Bregman, 1990). 

 A key factor in determining how likely it is that auditory and visual stimuli 

appear to be synchronous is the subjective complexity of the stimulus. Simpler stimuli 

like beeps and flashes are perceived to be synchronous up to about 50 ms apart (Morein-

Zamir et al., 2003), where more complex stimuli like music and speech may require 

temporal delays of 200 or 300 ms to be perceived as asynchronous (Vatakis & Spence, 

2006; van Wassenhove, Grant,  & Poeppel, 2007). Vatakis and Spence (2006) tested 
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participants‟ ability to discriminate asynchrony for a range of stimulus types –actions 

performed on objects such as  hitting a can with a block of wood or smashing a 

television, speech, and music played by guitar or piano. They found that participants 

were more sensitive to asynchrony in the subjectively less complex stimuli such as 

object actions. The nature of this type of complexity has not been comprehensively 

defined, however previous research suggests that the temporal density (Fujisaki & 

Nishida, 2005; Benjamins, van der Smagt & Verstraten, 2008) and the predictability of 

the stimulus (Petrini, Russell, & Pollick, 2009; Vroomen & Stekelenburg, 2009) may 

affect this process.  

 Temporal density has been found to play a role in temporal matching in several 

studies – in general, as the density increases participants become worse at 

discriminating audiovisual synchrony, and at rates higher than approximately four items 

per second participants may struggle to judge synchrony at a rate above chance. 

(Benjamins et al., 2008; Fujisaki & Nishida, 2005). This rate is substantially lower than 

those for intramodal comparisons, however is very similar to the average syllables per 

minute in spoken English (Tauroza & Allison, 1990). It has been suggested that the 

average rate of speech contributes to the wide range of asynchronies that can be 

reconciled when observing audiovisual speech – the large tolerance for asynchrony may 

be due to the perceptual system being unable to cope with frequently occurring stimuli 

rather than an innate process that encourages the auditory components of speech to be 

more likely to be matched to their visual counterpart (Vroomen & Keetels, 2010). 

Considering the predictability of the stimulus, Petrini at al. (2009) showed that 

when participants were more experienced at determining predictive cues in biological 

motion stimuli (in this case, of drummers) they were better able to discriminate whether 

the auditory and visual stimuli were synchronous or not. Vroomen and Stekelenburg 
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(2009) have also shown that auditory processing is affected at a cortical level when 

accompanied by visual information that predicts the occurrence of the auditory 

stimulus. 

Further to this, in Chapter 3 we examined how the predictability within lengthier 

sequences (rather than one modality predicting the other) affects the likelihood those 

auditory and visual sequences would be perceived as synchronous. Using sequences that 

were entirely predictable or containing randomised portions, we found that when the 

temporal and pitch predictability were reduced, participants were more likely to report 

that they perceived the streams occurring at the same time. Additionally, increasing the 

stimulus rate made this effect stronger (and in fact, it only occurred at higher rates – at 

the slowest rate there was no demonstrable effect of predictability), supporting the 

notion that both the temporal density and predictability affect the likelihood of 

synchronous responses. In this chapter, rather than manipulating only the pitch and 

temporal predictability of the sequences, we examine whether changing how predictable 

the visual items are across space changes the likelihood of matching the auditory and 

visual streams over time. 

 Increasing the predictability of stimuli theoretically increases our ability to 

determine their location, temporal position and identity, and as such we should be better 

able to determine if auditory and visual streams are synchronous when predictability is 

high. It is likely that we are less able to judge when a stimulus occurs in time if we are 

not actively attending to that position, therefore if we make the pattern predictable, 

participants should have maximal chance of determining exactly when and where the 

stimulus occurred. This should enable better temporal comparisons with the auditory 

stimuli and in effect, may be changing the acuity for the sequences, because as shown 
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by Correa and Nobre (2008), both spatial and temporal visual acuity are improved when 

the stimulus is actively attended to.  

It is likely that both visual and auditory predictability will affect synchrony 

judgements, despite it being traditionally assumed that visual information dominates 

spatial judgements and that auditory information dominates temporal judgements 

(Welch & Warren, 1980). We have an increased ability to localise visual rather than 

auditory stimuli in space, and participants prefer to use the auditory stimulus when 

completing crossmodal rhythm or time based tasks (such as during auditory driving 

where the auditory rate determines the perceived visual rate – Shipley, 1964). However, 

even if each system was „specialised‟ for a particular task the acuity of both the auditory 

and visual stimuli should play a role. We have seen a similar finding using isolated 

tones and flashes in the spatial ventriloquism effect. In contrast to the theory of 

modality specialisation, Alais and Burr (2004) suggest that the previous findings may be 

only due to the better acuity of one sense over the other in the typical stimuli used for 

these kinds of tasks. They showed that when you reduce the spatial acuity of the visual 

information, the ventriloquist effect could be reversed such that the visual stimulus 

appeared to occur at the location of the auditory stimulus. As such, it is likely that the 

acuity of both the auditory and visual stimuli play a role in these sorts of crossmodal 

illusions, including the temporal ventriloquism effect that we examine here.   

 In this paper we will manipulate spatial predictability to determine whether a 

similar effect on synchrony judgements is observed as in the previous research on pitch 

and temporal predictability. To examine this process, we use analogous auditory and 

visual sequences to those in Chapter 3 that group into high and low streams, to enable 

comparison between the findings. When these sequences of alternating high and low 

items are presented at a fast rate and across a high spatial or pitch distance, they are 
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perceived as being split into high and low visual or auditory streams (Anstis, Giaschi & 

Cogan, 1985; Bregman, 1990). This mimics the process we use to organise incoming 

information in the environment into foreground and background information. In this 

study, we will use the sequence of high and low items shown in Figure 1, either in a 

fixed, predictable order or randomised across the entire four-second sequence. 

Participants will attend to either the high or low visual stream and be asked to report 

whether its items occur synchronously with those in the high or low auditory streams. 

 In Experiment 1, we change both the temporal and spatial predictability, that is, 

we alter the sequences from being a fixed two high-two low pattern, ascending in the 

high stream and descending in the low stream, to being entirely random across both 

temporal and spatial pattern. If spatial predictability changes the effective acuity for the 

visual sequences, we expect that the increased variation in temporal and spatial location 

judgements should increase the chances of them being erroneously matched with the 

auditory stimuli, causing increased synchronous responses. This would be broadly 

consistent with the Alais and Burr (2004) finding that both auditory and visual acuity 

affect spatial judgements in the spatial ventriloquism effect. In Chapter 3, we showed 

that temporal or pitch predictability alone had no effect on synchrony judgement with 

these types of sequences, so in Experiment 2 we examine whether spatial predictability 

alone has an effect independently of temporal pattern. We expect that any effect found 

in Experiment 1 should be reduced or eliminated when temporal pattern is held constant 

but spatial predictability is varied. Finally, in Experiment 3, we combine spatial, pitch 

and temporal predictability to determine whether participants‟ synchrony judgements 

are increasingly affected when all three are manipulated. 
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Experiment 1 

 

Method 

Participants 

Ten experienced observers volunteered to participate in the experiment as part of 

an undergraduate research methods unit (mean age = 21.3, 6 female). All reported 

normal or corrected to normal vision, and had completed a minimum of two hours of 

similar crossmodal matching tasks previously. 

Stimuli 

The auditory and visual sequences were based on the two high – two low pattern 

shown in Figure 1, repeated four times (eight tones/flashes x four repeats = a 32 item 

sequence). The visual stimuli were created by eight 5 mm yellow (585nm) light-

emitting diodes (LEDs) arranged in two groups (high and low) along a vertical line, 

affixed to a black board. Each LED within a group was separated by 2.3 of visual 

angle, and the groups had a space of 11.3 between them. The flashes had duration of 70 

ms followed by a 55 ms interval (125 ms onset-to-onset) – this separation in space and 

time between the groups of lights ensured there was no apparent motion across the two 

groups of LEDs; the flashes appeared as two separate lights flickering within their 

groups (Anstis, Giaschi & Cogan, 1985). The streaming between the groups and the 

spatial distance between them made it almost impossible for participants to monitor 

both the high and low groups at once, and hence they made synchrony judgements 

within either the high or low stream, not across both. This results in an effective 

temporal density of four items per second.  

The auditory sequence followed a similar pattern to the visual streams, except 

there was just one high and low tone in this experiment. Within the auditory sequence, 

the high tones (at T1, T2, T5, T6) were presented at 904 Hz and the low tones (at T3, 
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T4, T7, T8) at 523 Hz. All the tones had 10 ms linear onset and offset ramps and the 

same duration and silent interval as the lights. At these pitches and durations the high 

and low tones also form separate streams (van Noorden, 1975). Predictability does not 

affect auditory streaming (French-St. George & Bregman, 1989) and as such the tones 

should form two streams as the visual stimuli did, with four items per second in each 

stream. The tones were calibrated to equal perceived loudness (approximately 70 dB) 

with a Brüel and Kjær Type 4152 Artificial Ear with a Brüel and Kjær 2260 Investigator 

Sound Level Meter, and were presented through Sennheiser HD590 headphones. 

The entire crossmodal sequence lasted approximately 4000 ms (125 ms onset to 

onset time x 32 items)
1
. All stimuli were controlled using MaxMSP 4.5 software 

(cycling74.com) and presented using Macintosh G3 computers. 

 

 

Figure 1.  a) The basic two high - two low visual sequence (8-fixed condition); b) the 

organisation of the LED array.  

 

                                                 
1
 It takes two to three seconds to organise incoming auditory information into streams (Anstis & Saida, 

1985); this sequence duration was chosen to ensure streaming had time to occur before participants made 

their judgements. 
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 There were five conditions within the experiment, ranging from the sequence 

repeating exactly as shown in Figure 1, and therefore being completely predictable, to 

all items in the sequence occurring in a random order. For each of the sequences a 

proportion of the items are fixed at the predictable values for tones T1-T8 described in 

the basic sequence above, while the remaining items randomly fill any of the other 

positions
2
 without replacement. Therefore, spatial and temporal predictability was 

operationalised as the proportion of the sequence with items occurring in a random 

order. As the eight items are repeated four times to form the entire sequence, we ensured 

the random portions of the sequence were different for each repetition. The conditions 

were as follows: 

 

0-fixed: All items 1-8 random. 

2-fixed: Two fixed items - items 1 and 3 fixed, remainder random. 

4-fixed: Four fixed items - 1, 2, 3 and 4 fixed, remainder random. 

6-fixed: Six fixed items - 1, 2, 3, 4, 5 and 7 fixed, remainder random. 

8-fixed: All items 1-8 fixed. 

 

 In the 8-fixed condition the lights ascend across the high stream, and descend 

across the low stream (as can be seen in Figure 1), so it is possible to predict both the 

temporal pattern (two high – two low) and the spatial pattern (ascending or descending, 

depending on which stream is being attended to).  

Within each of the five conditions, there were nine levels of asynchrony (or 

method of constant stimuli (MOCS) steps) between the sounds and the lights: 200 ms, 

150 ms, 100 ms, 50 ms and 0 ms, where a negative delay indicates audition 

                                                 
2
 Shannon‟s Information Theory (1948) informed the method of creating the sequences, as this method 

resulted in the uncertainty of each condition being reduced proportionally. 
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preceding vision. Extra tones and lights were added at the beginning or end of the 

streams to prevent an obvious delay in the asynchronous conditions with a substantial 

visual or auditory delay, so that the participants had to attend to stimuli across the whole 

trial rather than just the final light or sound to make judgements about asynchrony. 

Participants were advised to ignore the ends of the sequence, as they were 

uninformative. Half the sequences started with a high light/sound, half with a low 

light/sound. 

Each of the nine audiovisual delays was presented 20 times, resulting in 900 

trials for each participant throughout the experiment (9 delays x 5 conditions x 20). Data 

was collected across five 20-minute sessions, which participants completed across 2-28 

days. 

Procedure 

Participants completed the experiments in darkened, sound attenuated rooms. 

They completed a self-terminating series of practice trials with the most and least 

synchronous sequences, and once they felt comfortable making a synchrony/asynchrony 

judgement with the experimenter present the experimental trials began. During both the 

practice and experimental trials, participants observed the sequences of auditory and 

visual stimuli and were asked to report via keyboard whether high flashes were 

synchronous with the high tones and vice versa.  Participants were asked to attend to 

either the high or low streams according to their own preferences – we did not 

manipulate this as a factor within the study, and they were informed that if the high 

lights/tones were synchronous the low lights and tones would be the same. We used a 

synchrony judgement rather than a temporal order judgement (TOJ; whether the 
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auditory or visual sequence come first) for two reasons
3
. Firstly, in order to create the 

predictability, the audiovisual sequence consisted of eight tones repeated four times. By 

nature of this repetition, both „auditory first‟ and „visual first‟ responses were almost 

equally correct when there was a large audiovisual delay. Secondly, pilot testing 

indicated that participants found TOJ responses almost impossible even when the 

sequences were entirely random – monitoring longer sequences like this across the 

entire four seconds seemed to be too difficult for even the most experienced observers. 

After each response, they heard a one-second mask of random MIDI instruments 

(20 x 50 ms) after which next trial began automatically. Participants completed the trials 

at their own pace and could take breaks at any time. 

 

Results 

The proportion of „synchronous‟ responses for each of the nine time lags was 

calculated for each condition for each participant. These means were fitted to a 

Gaussian curve
4
 (such as in Figure 2), resulting in five curves for each participant. The 

variable of most interest in the curve fits is the sigma parameter as it is proportional to 

the width of the curve; we are interested in this as wider curves indicate more 

„synchronous‟ responses at higher audiovisual delays and therefore poorer ability to 

discriminate synchronous from asynchronous sequences. Other variables that may vary 

across conditions in the curve fits are the mean of the curve fits (the x-value 

corresponding to the highest point in the curves: the point where maximal „synchronous‟ 

responses occurred or the point of subjective simultaneity (PSS)) and the amplitude of 

                                                 
3
 Additionally, as the aim was to determine when they would perceive synchrony, this task was more 

appropriate – as discussed in van Eijk, Kohlrausch, Juola & van de Par (2008) synchrony judgements and 

TOJs target different processes and synchrony judgements are more stable when the intent is to measure 

whether synchrony is perceived. 
4
 Of the form y= Ymaxe

(-0.5*((x-)/)^2)
 where Ymax corresponds to the height of the curve,  the point of 

subjective simultaneity between audition and vision and  the standard deviation or a measure of the 

spread of the curve for these experiments. 
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the curves (maximum y-value of the curve, or highest proportion of „synchronous‟ 

responses). 

One participant was removed from further analysis, as we were unable to fit a 

curve to their data for one of the conditions (the proportion of synchronous responses 

across the nine SOAs were all above 0.9).  The mean R
2
 of the curve fits for the 

remainder of the participants was 0.83 (SD = .10). 

 

 

Figure 2. Example Gaussian curve fit. The  parameter is taken as a measure of the 

width of the curve,  as the point of subjective simultaneity (or point of maximal 

synchronous responses) and Ymax is the height or amplitude of the curve. 

 

The mean sigma across participants for each condition is shown in Figure 3. The 

mean sigma was maximal when the sequences were most random, and decreased as the 

predictable portions of the sequences increased. One-way repeated measures ANOVAs 
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revealed no significant effect of predictability on the PSS estimates (F(4, 32) = 1.24, p = 

.59) or the amplitudes (F(4, 32) = 2.30, p = .09) but there was a significant effect on the 

sigma estimates (F(4, 32) = 3.24, p < .05, p
2
 = .29). Bonferroni corrected post-hoc t-

tests showed that the 0-fixed condition had a significantly higher mean sigma than the 

8-fixed condition (p < .05). 

 

 

Figure 3. Mean sigmas of the Gaussian curve fits across the five predictability 

conditions in Experiment 1 with within-subjects confidence intervals (Morey, 2008); 0 

fixed is the most random condition, 8 fixed the least. 

 

Discussion 

The results of Experiment 1 show that when we reduce both spatial and temporal 

predictability we increase the chances of participants responding that the auditory and 

visual streams occurred at the same time. This is consistent with findings in Chapter 3 

examining predictability and synchrony judgements, as in both cases reduced 

predictability increased the rate of synchronous responses. It is possible that the spatial 
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predictability is able to change the ability to make synchrony judgements because the 

effective acuity for the visual stimulus is being reduced (as discussed in the 

Introduction), because when the sequences are less predictable participants cannot 

readily guess where the next visual stimulus will occur (within the four positions in the 

high (or low) stream – participants typically report that they focus on only the high or 

low stream within a trial) and therefore cannot be sure to be attending to that position.  

 In this experiment, we used synchrony judgements rather than temporal order 

judgements. Synchrony judgements can be subject to participant bias, for example if 

participants always respond ‗synchronous‘ when they feel unable to complete the task, 

and it could be argued that this bias may be evident here. It is unlikely that bias has 

substantially affected the results for two reasons. Firstly, we would expect that if 

participants were unable to complete the more unpredictable conditions then they 

should be equally confused across the whole range of asynchronies, resulting in an 

increase (or decrease) in synchronous responses across the whole curve and resulting in 

different curve heights across the conditions. We found no evidence of this. Secondly, 

participants were asked to respond ‗asynchronous‘ if they did not know what to 

respond, and as such we would have expected overall lower curve heights and the 

effects to occur in the opposite direction if the effect was only due to inability to 

complete the task or participant uncertainty. 

 

Experiment 2 

The previous predictability studies in Chapter 3 showed that neither pitch nor 

temporal predictability alone affect synchrony judgements, but when combined they had 

an effect very similar to that in Experiment 1 in this chapter. In Experiment 2 we 

determine whether a spatial predictability manipulation would affect synchrony 
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judgements alone, or whether temporal predictability also needs to be manipulated for 

the effect to become apparent. It has been suggested that pitch is to audition what spatial 

location is to vision; that they are comparable attributes within each modality and both 

essential elements for identifying objects (Kubovy & Van Valkenburg, 2001), and as 

such it is possible that they will act similarly with regards to effects on synchrony 

perception. Therefore we expected that spatial variability alone should not affect 

synchrony judgements. 

 

Method 

Participants 

Nine of the experienced observers from the previous study volunteered to 

participate in the experiment (mean age = 21.5, six female).  

Stimuli 

The auditory and visual stimuli were the same as in the previous experiment, 

except that the temporal pattern was always two high-two low. As such, the 

randomisation was constrained to being across only spatial position such that the order 

of lights within the groups may not be predictable, but whether the next light was from 

the high or low group could be predicted. The tones followed the same pattern - always 

two high-two low at 904Hz and 523Hz. The conditions were as follows: 

 

0-fixed: Sequences were always two high-two low but the lights within each 

spatial range were entirely random without replacement  

2-fixed: Items 1 and 3 fixed, remainder randomly allocated without replacement.  

4-fixed: 1, 2, 3 and 4 fixed, remainder randomly allocated 

8-fixed: All items fixed as in Figure 1. 
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 Procedure 

Each of the four conditions was presented at each of the nine audiovisual time 

lags for 20 trials, resulting in 720 trials across four blocks of approximately 20 minutes 

each. All other methodological details were the same as in Experiment 1. 

Results 

The same Gaussian curve-fitting procedure was applied to the data for each 

participant in each condition as in Experiment 1. The mean R
2
 of the curve fits for the 

participants was 0.80 (SD = .11). 

The mean sigmas from the fits for each condition are shown in Figure 4. One-

way repeated measures ANOVAs did not find a significant effect of spatial 

predictability condition on the PSS values (F(3, 24) = 1.29, p = .31), the amplitudes 

(F(3, 24) = 1.26, p = .32) or the sigma estimates (F(3, 24) = .88, p = .47). 

 

Figure 4.  Mean sigmas from the Gaussian curve fits across the spatial predictability 

conditions in Experiment 2 with within-subjects confidence intervals. 

 

 



124 

 

 

 

Discussion 

The results of Experiment 2 suggest that reducing spatial predictability only 

(within a group) does not affect the participants‘ ability to judge whether the auditory 

and visual streams are synchronous or not. When considering the results here and in 

Chapter 3 it seems that the effect of predictability on synchrony judgements is 

cumulative in some way, such that we need to get over a ‗threshold‘ of complexity 

before there is an effect. Previously, we saw that pitch or temporal predictability alone 

did not affect judgements, but combined they did, and here we see that similarly, spatial 

predictability alone has no effect, but when combined with temporal pattern variation it 

does. Manipulation of several factors is required for an effect on perception, at least in 

the cases seen here, so it seems that the sensory system may have tolerance for a certain 

amount of extra variation but once the number of variables changing increases, higher 

rates of errors in judgements start to occur. 

 

Experiment 3 

In Experiment 3 we attempt to replicate Experiment 1 but including pitch 

predictability – this will help to examine whether additional factors add extra problems 

for synchrony judgements. If adding extra factors changes predictability judgements in 

an additive fashion, we should find that adding pitch variability increases the range of 

audiovisual asynchronies that participants can tolerate before detecting a mismatch 

compared with the results in Experiment 1. 

Method 

Participants 

The same 10 experienced observers from Experiment 1 volunteered to 

participate in the experiment (mean age = 21.3, 6 female).  
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Stimuli & Procedure 

Stimuli and experimental conditions were the same as in Experiment 1, except 

the four high and low lights each corresponded to individual pitches rather than all the 

high lights mapping to 904 Hz and all the low lights to 523 Hz. The high lights, from 

top to bottom, corresponded to pitches of 994 Hz, 964 Hz, 934 Hz, and 904 Hz, and the 

low lights corresponded to pitches of 523 Hz, 493 Hz, 463 Hz and 433 Hz. The 

sequences still ranged from predictable to random across five conditions. 

 

Results 

The same curve fitting procedure from the first experiments was applied to the 

data. Two participants were removed from further analysis because we could not fit 

Gaussian curves to their data
5
. The mean R

2
 for the curve fits for the remaining 

participants was 0.81 (SD = .11). 

The mean sigmas across participants for each condition are shown in Figure 5. 

One-way repeated measures ANOVAs revealed no significant effect of predictability 

condition on PSS estimates (F(4, 28) = 2.23, p = .09) or amplitudes (F(4, 28) = 1.93, p 

= .13) of the curves. However, a significant effect of predictability on sigma estimates 

was found (F(4, 28) = 5.04, p < .01, p
2
 = .42). Bonferroni-corrected post-hoc t-tests 

showed that the 0-fixed condition had a significantly higher mean sigma than the 8-

fixed condition (p < .05). 

 We also compared the results from Experiment 1 and 3 for those participants 

who were able to successfully complete both tasks (N = 7) in a two way repeated 

measures ANOVA with experiment and the five predictability conditions as factors. 

There was no statistically significant difference between the results of Experiments 1 

                                                 
5
 In both cases this is because they were still reporting perceived synchrony over 90% of the time when 

the auditory and visual sequences were 200ms apart 
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and 3 (F(1,6) = .19, p = .68)
6
 and no interaction between experiment and condition (F(4, 

24) = .29, p = .88). 

 

 

Figure 5. Mean sigmas from the Gaussian curve fits across the predictability conditions 

in Experiment 3 with within-subjects confidence intervals. 

 

Discussion 

 The results of Experiment 3 show that when we manipulate pitch, temporal and 

spatial predictability we see a similar effect to that seen in Experiment 1. Indeed, the 

magnitude of the effect on synchrony judgements seems to be largely similar – there 

was no significant difference between judgements in Experiment 1 and Experiment 3, 

though this result should be interpreted with caution for several reasons. Firstly, despite 

all participants having previous experience, two thirds of the participants completed 

Experiment 3 after Experiment 1 and there may still be some improvement that has 

occurred through learning, masking any additional effect of the extra pitch factor. There 

was also insufficient power in this analysis to find a very small effect; however, the 

                                                 
6
 There was sufficient statistical power to find a partial-

2
 of approximately 0.3, as calculated using 

G*Power 3 software (Faul, Erdfelder, Lang, & Buchner, 2007). 
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analysis did not approach significance and as such any effect that does exist is likely to 

be negligible (and the means from each experiment are very close; see Figures 3 and 5). 

We also may have found little effect of adding pitch because the addition of a congruent 

pattern of pitches to sounds may have made the task easier, not more difficult. Rather 

than one high or low pitch for a range of high or low lights, being able to match an 

increasing (or decreasing) auditory pattern with a similarly patterned visual sequence 

may have enhanced the ability to match across modalities, counteracting any detriment 

created by adding an extra factor to monitor. As pitch and spatial patterns were not 

orthogonal (as pitch and speed were in the Chapter 3 study, where the addition of an 

extra factor made participants worse at the task), perhaps pitch should not be considered 

an extra level of complexity in this experiment in the same way that other independent 

components might be.  

 

General Discussion 

The results from Experiments 1 and 3 are consistent with previous research 

(Chapter 3; Petrini et al. 2009): when sequences are predictable, participants‟ 

perceptions of audiovisual synchrony are more accurate. Predictability may be affecting 

synchrony judgements by increasing the likelihood that the auditory and visual streams 

are perceived as synchronous (the temporal ventriloquism effect) in two ways – by 

changing the effective acuity for the items in question, as discussed earlier, or by 

increasing the number of highly distinguishable changes in each modality occurring 

close together in time. The latter may impact upon this process because we may be more 

likely to match semantically and synaesthetically congruent items. Synaesthetic 

congruency refers to correspondences between stimulus features that are technically 

unrelated, but that are typically agreed upon by many participants, such as higher pitch 
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being paired with higher points in space, and brightness being paired with loudness (See 

Spence, 2011, for a review).  An increased amount of co-varying components that also 

share congruent features across the auditory and visual streams may therefore increase 

the evidence that the two „should‟ be matched. Our predictable conditions had the same 

items as the random sequences, increasing the randomness of the sequences may have 

made the items that were „out of order‟ especially prominent, increasing the number of 

salient features that have the opportunity to be matched across the auditory and visual 

streams. Items that are more salient have been shown to dominate the temporal 

matching process (Fujisaki & Nishida, 2007). 

This effect is likely related to the assumption of unity, which suggests that the 

more an observer perceives the auditory and visual stimuli as being consistent in 

spatiotemporal pattern and semantic content, the greater the chance of intersensory bias 

as the observer will be more likely to assume a common origin (Welch & Warren, 1980; 

Spence, 2007). This has often been discussed in the context of naturalistic audiovisual 

stimuli such as speech and music, both types of stimuli where we regularly observe 

visual and auditory stimuli occurring at the same time in the environment. For instance, 

when the voice and image of a speaker are matched in gender (which is semantically 

consistent), we are more tolerant of asynchrony (Vatakis & Spence, 2008). Perhaps 

increasing the amount of congruent changes can be considered a comparable effect, as it 

would increase the chances that participants assume the two streams should be paired 

together due to the increased amount of spatiotemporal correspondences.  

Recent work by Vroomen and Stekelenburg (2011) has challenged the cause of 

the unity assumption however, suggesting that it is the high number of spatiotemporal 

correlations found between readily matched auditory and visual speech that increases 

the temporal ventriloquism effect, not that we „assume‟ they should belong together. 
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They tested this using sine-wave speech, a synthetic auditory signal using many of the 

same time-varying sinusoids as regular speech, but which typically sounds like 

unintelligible computer sounds to the untrained observer.  However, when told the 

stimuli originate from speech, observers can clearly distinguish the words in the signal. 

Vroomen and Stekelenburg‟s participants reported that the sine-wave speech was 

equally matched with the video of a person speaking the words when they perceived it 

as computer noises or speech
7
. If the unity assumption operated independently of the 

number of spatiotemporal correlations in a stimulus, we would expect that the sine-

wave speech would be more likely to be perceived as synchronous with the visual target 

when being perceived as speech.  

Given this, our less predictable stimuli should still be increasingly matched – the 

higher amount of unpredictable items, which are possibly more salient because of their 

unexpectedness (for instance, in the 0-fixed conditions there is a 1 in 4 chance of the 

next stimuli within a stream being the one that is expected), may result in clearer 

correlational matches across the audio and visual streams because salient items 

contribute the most to intersensory matching (Fujisaki & Nishida, 2007). These findings 

are consistent with the possibility that predictability is an important factor in the 

perceived complexity of a stimulus, in addition to temporal density (as shown by 

Fujisaki & Nishida, 2005 and Benjamins et al., 2008). Speech and music, while having 

some predictable elements, are certainly less predictable than repetitive motions or tone 

sequences, so perhaps the effects seen here are part of the reason we are worse at 

making audiovisual temporal judgements in complex stimuli – because the greater 

                                                 
7
 Participants were asked at the end of training and at the end of the experiment whether they had 

perceived anything intelligible in the sine-wave speech – if they indicated that they had after training, 

they were reallocated to one of the speech conditions. No participants in the sine-wave speech condition 

recognised that the computer noises were based on speech after the experiment was complete.  
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number of salient components in complex stimuli lead to increased matching across 

sound and vision. 

In both Experiment 1 of this chapter and Chapter 3, small changes in 

predictability of the sequences (e.g. 0-fixed versus 2-fixed) do not appear to have a 

substantial effect on synchrony judgements; significant changes in responses were only 

found between the most and least predictable sequences. However, when viewing the 

figures associated with these results – Figure 4 in Chapter 3 and Figure 3 and 5 in this 

chapter – we can see an approximately linear trend across the levels of predictability, 

with each increase in number of fixed items slightly reducing the mean sigma estimates 

from the curve fits. This indicates that the lack of significant differences between 

different degrees of predictability are more likely to be due to high variance between 

participants, and reduced experimental power as a result, than these smaller variations in 

predictability having no effect on responses. 

The results in this chapter increase our understanding of the factors involved in 

audiovisual grouping, and they lend support to the notion that it may be possible to 

quantify the differences between stimuli of subjectively different complexity. It appears 

that pitch, spatial and temporal predictability affect participant‟s ability to match 

audiovisual stimuli when manipulated in combination.  
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Chapter 6: Audiovisual synchrony judgements over virtual depth  

in a head-mounted display 

 

In Chapters 3 and 5, we found that audiovisual synchrony detection in more 

complex sequences can be affected by pitch, temporal and spatial predictability. The 

effect in these cases was on the width of the temporal window, that is, the range of 

asynchronies over which the auditory and visual sequences were perceived as occurring 

at the same time. These effects can also change the point at which auditory and visual 

stimuli are considered maximally simultaneous, known as the point of subjective 

simultaneity (PSS). As briefly mentioned in earlier chapters, factors such as the speed of 

light and sound, and the time it takes for sensation to be processed, affect the PSS. In 

this chapter we will primarily focus on the effect of the distance of the stimulus from 

the observer – owing to the slower speed of sound, once objects are more than 

approximately ten metres away the auditory object is processed after the visual object 

(King, 2005). 

 Researchers have debated whether the perceptual system somehow compensates 

for this temporal disparity caused by distance (see discussion in Vroomen & Keetels, 

2010). Compensation would result if the perceptual system were able to determine the 

time of origin of the auditory and visual stimuli, and adjust whether audiovisual 

synchrony is perceived based on this estimate. This would be a computationally 

complex task, however there has been evidence suggesting it occurs, which showed that 

the PSS is related to the point where the stimuli would have originated at the same time, 

assuming that the perceptual system has determined the timing of origin (Alais & 

Carlile, 2005; Sugita & Suzuki, 2003, Kopinska & Harris, 2004). Other researchers 

have been unable to find evidence for compensation, however, and have found that the 
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PSS corresponds only to the physical stimulus arrival time, not some estimate of the 

time of origin (Arnold, Johnston & Nishida, 2005; Heron, Whitaker, McGraw & 

Horoshenknov, 2007; Lewald & Guski, 2004).  

Alais and Carlile (2005) found support for compensation when they presented 

observers with visual stimuli at a fixed depth (57 cm) and auditory stimuli at the same 

true depth but at different simulated distances (based on their ratio of direct to 

reverberant energy and loudness), and asked observers to report which of the stimuli 

were presented first over a range of asynchronies. The PSS shifted in accordance with 

the auditory distance – observers required a large auditory delay to perceive the stimuli 

as simultaneous when the auditory stimuli appeared further away, and this delay 

reduced at a rate related to the speed of sound for “closer” sounds, even though the true 

distance of the sounds did not differ. Alais and Carlile suggest that this shows a 

compensation for perceived distance within the crossmodal matching system. 

Sugita and Suzuki (2003) found a similar effect when they presented observers 

with LED lights up to 50m away and asked participants to judge whether they occurred 

before or after sounds presented through headphones. The frequency spectra of the 

sounds were adjusted to mimic the effect of distance, however participants were asked 

to assume the lights and tones were coming from the location of the lights. They found 

an effect of compensation for sound arrival time – the PSS values shifted towards a 

greater auditory delay as the distance increased. Similar results suggesting a 

compensatory effect were found by Kopinska and Harris (2004), who tested synchrony 

judgements using computer-based flashes and sounds emitted from external speakers at 

distances of up to 32 metres.  

 In contrast, Arnold et al. (2005) were not able to demonstrate this compensation. 

They used a measure that did not require explicit comparisons of the timing of the 
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auditory and visual stimuli, and found no evidence for perceptual compensation. Instead 

of asking observers to make a synchrony or temporal order judgement, they used the 

stream/bounce illusion, in which the paths of two moving dots can be seen to bounce or 

cross depending on the occurrence of an auditory stimulus at the time of „impact‟. The 

timing of the auditory beep was varied, and they found the time at which there were 

maximal „bounce‟ percepts. This optimal time varied across the distance of the stimuli 

when the sounds were presented at the same location as the visual stimuli, but not when 

presented over headphones, showing a direct relationship with sound transmission time. 

They suggest that the compensatory effect found in previous work may be a result of 

cognitive strategy (especially when considering that many studies encourage 

participants to try to imagine the auditory and visual sources are coming from the same 

distance) rather than perceptual effects. 

 Similarly, Stone et al. (2001) failed to find any effect of compensation when 

testing PSS values at 0.5 and 3.5 metres away from the participant with both speaker 

and light at those distances – they found that the PSS differed slightly across the 

distances because of the physical sound delay. Had there been compensation, the 

perceptual system should have accounted for the different distances, resulting in similar 

PSS values for each. 

 Traditionally these effects have been studied using speakers and lights set up 

over great distances (or in headphones with participants asked to imagine large 

distances), but in this chapter we will describe the first known attempts to study this 

process over virtual distance using a head mounted display (HMD) in which we utilise 

binocular disparity, size and perspective cues.  3D displays utilising only binocular 

disparity have been shown to provide convincing changes in perceived depth, however 

using this cue alone cause participants to underestimate distance (Westheimer, 2011), 



138 

 

 

 

and it has been suggested that additional cues (such as size and perspective used here) 

may help to counteract this underestimation (Wilcox, 2011).  This kind of display 

allows clear manipulation of stimulus components and distance cues without any 

interference from other unrelated environmental distracters. Hence the studies in this 

chapter should provide evidence that converges with either of the previous sets of 

findings using a new methodology with controlled distance cues over a wide range of 

distances (up to 50m), without the confound of asking participants to explicitly imagine 

that the auditory and visual stimuli are located together across distance. These factors 

provide the potential for a large, clear effect of compensation, if it exists. In Experiment 

1 we look for a shift in PSS values across different virtual distances in a simple grouped 

sequence paradigm, and in Experiment 2 we combine the virtual distances with the most 

predictable and random sequences from Chapter 3, where we showed that reduced 

predictability changes the range of asynchronies considered simultaneous. This will 

enable us to examine whether virtual distance affects both PSS and temporal window, 

and will provide support for either the findings that suggest that the perceptual system 

compensates for distance (Alais & Carlile, 2005; Kopinska & Harris, 2004; Sugita & 

Suzuki, 2003), or those that have not found any compensatory effect (Arnold, Johnston 

& Nishida, 2005; Heron, Whitaker, McGraw & Horoshenknov, 2007; Lewald & Guski, 

2004).  

As we manipulate predictability in the second experiment, we also have the 

ability to examine whether any compensatory effect changes under additional perceptual 

load – when resources are strained by monitoring the increased variation in the 

randomised sequences, we may see a change in the magnitude of the effect. 

Additionally, this will allow us to determine whether the complexity effect increases or 
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decreases when the acuity supported by the stimuli changes, as at increased distances 

the auditory and visual stimuli will be smaller and quieter, respectively. 

 

Experiment 1 

As synchrony detection tasks have not been completed over virtual distances in 

previous literature, Experiment 1 examines whether changes in virtual distance have an 

effect on the PSS between auditory and visual sequences. The auditory and visual 

stimuli will always be presented at the same time, so if an effect of compensation for 

distance is seen we will see a shift in the PSS towards increased auditory delays. 

Method 

 Participants 

 

Eight naïve observers (mean age 25.8, five female) from the University of 

Western Australia volunteered to participate in this study, and received financial 

compensation for time and travel expenses. All participants provided written consent, 

and the experimental protocol was approved by the University‟s Human Research 

Ethics Committee. 

Stimuli 

The stimuli were presented using an NVIS nVisor SX60 head mounted display 

and the WorldViz programming environment. Both the auditory and visual stimuli 

followed the same two high – two low pattern used in previous chapters, with the tones 

changing over pitch and visual flashes changing over vertical space. The crossmodal 

stimuli were presented at virtual distances of 5, 20 and 50 metres. Each item in the 

auditory and visual sequences were presented at eight items per second – as in previous 

chapters, the high and low items were readily separable into two streams and 
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participants were only able to monitor one stream at a time, rendering the effective 

speed four items per second. 

The visual background consisted of lines designed to mimic the features of a 

hallway – three lines extended into the distance up to 50 m away at heights of 0, 1, 2 

and 3 metres, and vertical lines connected these at 10, 20, 30, 40 and 50 metres (Figure 

1). These features gave a cue to distance with both literal markers and perspective cues. 

Visual stimuli were scaled to represent two squares, 25 cm in size, presented vertically 

above each other centred at heights of 1.02 m and 2.62 m above the ground plane. The 

default eye height was 1.8 m, so these heights were centred vertically on the eye level. 

Necessarily, the visual angle associated with these stimuli varied with distance; each 

box subtended 2.86, 0.72 and 0.29 degrees at distances of 5, 20 and 50m. Informal 

discussion with participants during pilot testing indicated that the display provided 

convincing virtual depth.  

The auditory stimuli followed the same pattern as the visual, with the high box 

corresponding to a tone of 904 Hz, and the low box corresponding to 523 Hz. The 

amplitude of the tones changed depending on the distance according to the inverse 

distance law (p  1/d, where p = sound pressure level in dB and d = distance) – at 5 m 

they were approximately 70 dB, at 20 m approximately 58 dB and at 50 m 

approximately 50 dB. The auditory and visual sequences were 32 items long and 4000 

ms in duration as in previous chapters.   

Procedure 

During each trial, participants were asked to report via keyboard whether the 

auditory and visual sequences had been synchronous, after which there was a one 

second gap and the next trial began immediately. The auditory and visual components 

were offset in relation to each other in the same increments used in chapters 3 to 5 (up 
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to 200 ms in either direction in 50 ms increments). Each of the nine temporal delays was 

presented 20 times across the three different distances, resulting in 540 trials. These 

were completed over two sessions of approximately 40 minutes, however participants 

could rest at any time during the experiment
1
. Prior to the experimental trials, 

participants completed a self-terminating set of practice trials consisting of the most and 

least synchronous conditions with the experimenter present – they were encouraged to 

complete these until they felt comfortable with the HMD and the stimuli. 

 

 

Figure 1. The visual background in the head mounted display. In the experiment this 

was presented as white lines on a black background, with white boxes. The stimuli 

shown here correspond to a virtual distance of 50m. 

                                                 
1
 Several participants utilized this option as the additional weight of the HMD (approximately 1 kg) 

occasionally caused neck tiredness during the task. 
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Results 

As in previous chapters, the proportions of „synchronous‟ responses were plotted 

against the audiovisual delay, and a Gaussian curve fitted. The sigma of these curves 

was taken as a representation of the width of the curve, and the mean of this fit as the 

PSS. If the sigma increases it suggests that participants are worse at discriminating 

asynchrony in the audiovisual sequences (in other words, are more tolerant of a 

temporal discrepancy) and if the PSS changes across conditions it indicates that the 

perceived timing of either the auditory or visual stream is being altered unidirectionally 

such that a greater auditory or visual delay is necessary for the streams to appear 

synchronous. The amplitude of the curve fits may also vary – if it increases or decreases 

across conditions it may be indicating an overall response bias such that participants are 

changing their response pattern across all levels of asynchrony, not just those at greater 

temporal discrepancies. 

Mean PSS and sigma values averaged across the participants are shown in 

Figure 2 and 3. One- way repeated measures ANOVAs showed that there was no 

significant effect of distance on either PSS or sigma values (F(2, 14) = .57, p = .58; F(2, 

14) = 1.96, p = .18). If we saw compensation for distance, we would expect the delay in 

the 50m condition to be approximately 130 ms more than the delay in the 5 m condition 

(dotted line in Figure 2). There was also no significant difference in the amplitudes of 

the Gaussian fits across the three conditions (F(2, 14) = 1.95, p = .18). 

Discussion 

 In Experiment 1, we saw no compensation for distance in the PSS values, and no 

effect of distance on the participant‟s ability to judge synchrony. This is consistent with 

the results of Arnold et al. (2005) and with their suggestion that compensation may only 

be seen where participants are explicitly asked to imagine the audiovisual stimuli are 
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further away. While there were a small number of participants in this study, if 

compensation was seen we would expect large PSS shifts, and hence large effect sizes – 

none of our participants showed changes across the distance conditions of even 20% of 

what we would expect if compensation were occurring. 

 

 

Figure 2. Mean PSS values from the Gaussian curve fits plotting proportion of 

synchronous responses against the delay between the auditory and visual sequences; 

positive PSS values indicate visual leads. The dotted line indicates the PSS values that 

should have been observed if there is perceptual compensation for virtual distance, with 

the mean PSS value at 5m as the baseline. 

 

Experiment 2 

As we have not seen compensation for distance in Experiment 1, the primary 

aim of Experiment 2 is not to examine the effect of distance on PSS values explicitly, 

but rather the effect of distance on tolerance of asynchrony over different complexity 

levels. In this study, we take the most and least complex sequences from Experiment 1 
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in Chapter 3, and determine whether participant‟s responses (as measured by the sigma 

estimate from the curve fitted to their synchronous responses over the nine levels of 

asynchrony between the auditory and visual stimuli) vary as a function of their 

perceived distance. 

 

 

Figure 3. Mean sigma values from the Gaussian curve fits plotting proportion of 

synchronous responses against the delay between the auditory and visual sequences  

 

Changes in response patterns are possible due to distance, as the increased 

distances change the discriminability of the sequences because the size and loudness of 

the stimuli are reduced – so if discriminability affects the ability to do the task it should 

be more difficult to judge synchrony when the sequences are presented at a further 

virtual distance, especially when the sequences are random. While there were also 

changes in size and loudness in Experiment 1, as there was no other variation in 

predictability over temporal pattern or pitch it is not surprising that we saw no change in 

sigma values over distance – as we have seen in previous chapters, perceptual load 

needs to be taxed before an effect on sigma values is seen.  We expect to see the same 

predictability effect that we saw in Chapter 3, that is, increased synchrony judgements 
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in the randomised sequences. There may also be an effect of the discriminability of the 

auditory and visual items – the auditory stimuli are less discriminable when they are 

further away across virtual distance – so we may see a poorer ability to identify 

asynchrony in the further conditions, which would also be seen as increased synchrony 

judgements. 

Method 

Participants 

 

12 experienced observers (mean age = 25.8, 9 female) volunteered to participate 

in the study, and received compensation for time and travel expenses. All had normal or 

corrected-to-normal vision and hearing. 

Stimuli 

 

The sequences were similar to those in Experiment 1, except for a few minor 

changes. The auditory sequence now consisted of eight individual tones, either in a 

fixed order (904, 934, 964, and 994 Hz in the high stream, 523, 493, 463 and 433 Hz in 

the low stream) or randomised without replacement within each eight-tone repeat, 

repeated four times. Further details about these sequences can be found in Experiment 

1, Chapter 3 (Figure 1). These tones were selected such that they had an either 

ascending or descending order within a stream, so that pitch was predictable as well as 

temporal pattern (in the predictable sequences they were always two high – two low). 

The visual sequence followed the same high/low pattern as the auditory sequence, 

except all the high pitches corresponded to the high box and the low pitches to the low 

box (there was no spatial variation within the high or low streams). 

 Procedure 

The random/predictable conditions were presented at all three distances, 

resulting in six conditions. Each condition was presented at each of the nine time lags 



146 

 

 

 

used in the previous experiment, for 20 trials, resulting in 6 x 9 x 20 = 1080 trials. 

Participants completed these over four sessions of approximately half an hour, and were 

able to take breaks whenever they wished. 

Results 

The curve fitting procedure was the same as in Experiment 1 and in previous 

chapters. The mean R
2
 fit for the Gaussian curves was 0.83 (SD = .10). The mean sigma 

values across the six conditions are presented in Figure 4.  As in previous chapters, we 

see that the sigma values are higher for the random conditions compared to the 

predictable conditions, and there appears to be a linear effect of distance, whereby the 

further away the crossmodal stimuli were the higher the sigmas. A 3 (5, 20, 50 m) x2 

(random, predictable) repeated measures ANOVA was conducted on the sigma values. 

A significant main effect of predictability was found (F(1, 11) = 17.8, p < .05, 
2
 = .62) 

– the sigmas for the random condition were higher than the predictable condition. There 

was also a main effect of distance (F(2, 22) = 4.52, p < .05, 
2
 = .29), where sigmas 

were higher for the further conditions, but no significant interaction between the two 

factors (F(2, 22) = .86, p = .92). 

 

Figure 4.  Mean sigmas of the Gaussian curve fits, across all 12 participants for 
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Experiment 2. Error bars are within-subjects confidence intervals. 

 

The PSS values were also examined, with higher values evident in the random 

conditions compared to the predictable conditions. These can be seen in Figure 5. There 

was a significant effect of predictability on PSS values (F(1, 11) = 8.96, p < .05, 
2
 = 

.47), but no significant effect of distance (F(2, 22) = .19, p = .83), nor an interaction 

between predictability and distance (F(2, 22) = 2.25, p = .13). 

 

Figure 5.  Mean PSS values (mean of the Gaussian curve fits) across all 12 participants 

for Experiment 2. Error bars are within-subjects confidence intervals. Dotted lines 

indicate the predicted PSS values if there was an effect of compensation for distance. 

 

Discussion 

The effect of predictability condition on the sigma values is similar to that seen 

in previous chapters; there are substantially higher sigma values when the sequences are 

randomised as opposed to organised in a predictable sequence. There is also a small 

effect of distance on sigma values; the further away the stimuli are the higher the sigma 

values. This is not a surprising effect - as the stimuli move further into virtual distance, 
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the sounds become quieter and the visual stimuli smaller. In audition, it has been shown 

that temporal acuity is linearly related to the amplitude of the stimulus (Fitzgibbons, 

1984). The reduced loudness of the auditory stimuli in this experiment, then, may have 

the effect of reducing auditory acuity, and therefore sigma values should be increased 

with decreased amplitude because the ability to judge the timing of stimuli should be 

reduced.  

The effects on the PSS are somewhat surprising – we found an effect of 

randomness on the PSS estimates from the synchrony judgements of participants. The 

results suggest that they were more likely to perceive synchrony at greater visual leads 

when the sequences were randomised. We have not seen this effect on the PSS in 

previous chapters, so it may be that there is something different in completing the 

experiment within a HMD or across distance that changes perception of the stimuli in 

only the randomised conditions when predictability is reduced. Changes in PSS values 

in previous studies (when caused by a manipulation other than distance) have often been 

attributed to the prior entry effect. The prior entry effect occurs when stimuli in a certain 

modality are processed faster due to being attended to, shifting their perceived timing 

earlier, which results in a change in the PSS. Spence, Shore and Klein (2001) examined 

the prior entry effect using crossmodal timing judgements between visual and tactile 

stimuli, and found that the visual lead that corresponded to the PSS had to be increased 

when the tactile stimuli was actively attended to. They suggested that this was because 

the tactile stimuli were being processed faster because attention was directed to them, 

and hence the visual stimuli needed to be presented earlier to lead to the same percept.  

We may have seen the prior entry effect here if we consider that the less 

predictable conditions may have made participants slightly more likely to attend to the 

auditory modality, and hence the visual lead for the random conditions needed to be 
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increased to reach the point of maximal synchronous responses because the auditory 

stimuli were processed slightly earlier. It is unclear why this effect would not have 

occurred in the previous chapters, however the effect on PSS estimates was maximal at 

the furthest virtual distances, so it may be that the participants were especially attentive 

to the auditory sequences to try and compensate for the lower volume, and in turn the 

prior entry effect took place. While there was no difficulty in detecting the farthest 

(quietest) sounds, as they were presented at 50 dB, which is still clearly audible, the 20 

dB reduction from the loudest tones meant they were noticeably quieter and possibly 

more actively attended to. Perhaps the addition of this level variation resulted in another 

auditory factor to attend to as the distance changed across all conditions, resulting in 

increased PSS values across all distances, but with the largest difference occurring 

where the auditory stimuli would have attracted the most extra attention. 

Conversely, it may also be that the virtual environment resulted in participants 

allocating attentional resources to the visual stimuli differently because of its immersive 

nature.  Perhaps something about presenting stimuli in this manner makes it easier to 

perceive when and where the stimuli are occurring than the LED presentation used in 

the other chapters, and so when the perceptual load is higher in the random conditions 

attention can be allocated towards the auditory components more effectively.  

 

General Discussion 

In both Experiment 1 and 2 we showed that virtual distance had no impact on 

participants PSS values. This is consistent with researchers who have not found effects 

of compensation in their studies (Arnold et al., 2005; Stone et al., 2001) – because the 

auditory and visual stimuli were always presented at the same time in this chapter, if we 

saw an effect of compensation we would expect the PSS values to shift further in the 
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direction of an auditory delay to account for the perceived travel time of the stimuli (as 

indicated by the dotted lines in Figures 2 and 5). 

 We used many cues to distance (binocular disparity, size and perspective cues in 

vision, amplitude in audition), and while one should consider the possibility that the 

effect of depth was not convincing (hence why we found no effect of depth on PSS 

estimates), this is unlikely for several reasons. Westheimer (2011) showed that changing 

only binocular disparity in simple 3D displays reliably changed participants‟ estimates 

of virtual distance, and the addition of extra cues should compensate for any small 

judgement error (Wilcox, 2011). Additionally, participants in our experiments 

informally reported that there was a clear and large perceived difference in distance 

among the depth conditions; however future research comparing the same stimuli 

conditions across real and virtual depth may be beneficial to determine whether there is 

any difference. However, these studies provide the first attempts at estimating PSS 

changes over virtual depth, and are consistent with the researchers mentioned above 

who did not find compensation for distance, and as such provide converging evidence 

that the effect of distance on PSS values may be a result of cognitive strategy not some 

compensatory mechanism.  
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Chapter 7: General Discussion 

Throughout this thesis we have explored the factors that affect synchrony 

perception in audiovisual sequences, examining the process of crossmodal group 

formation and some of the factors associated with increasing or decreasing the 

likelihood that auditory and visual streams will be matched across time. Initially, in 

Chapter 2 we examined group formation to try and determine whether crossmodal 

information can influence the grouping of auditory or visual information into streams, 

and thereafter we examined the perception of synchrony between complex auditory and 

visual streams, with the aim to determine the role of predictability in matching across 

the senses. Throughout, we have found results that suggest that unimodal grouping 

occurs prior to multisensory pairing (Chapter 2), that there is a wide window of 

tolerance for asynchrony amongst grouped sequences (Chapters 2 – 6) and that 

predictability of sequences affects the temporal matching process once there is an 

elevated load on the perceptual system (Chapters 3, 5 and 6). 

 

Unimodal grouping occurs prior to crossmodal pairing 

In Chapter 2, we began by examining the process of crossmodal organisation, by 

studying whether the organisation of auditory groups was affected by the nature of the 

pattern in the concurrent visual stream. We used a sequence of auditory stimuli in which 

the centre tones could group with either the high or low tone (a three-and-one pattern; 

Figure 1, Chapter 2), and found that when these sequences were maximally ambiguous 

– that is, when the centre tones were equally likely to group with the high or low tone – 

the organisation of the concurrent visual sequence did not influence the tones to group 

in a similar pattern. Previous research examining crossmodal effects on audiovisual 

grouping found that the number of groups (one or two) in the visual stream affected the 
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perceived number of groups in the auditory stream (O‟Leary & Rhodes, 1984; Rahne et 

al., 2007). This indicates that while perceptual numerosity may be affected by 

information in other modalities (as the previous authors found), the nature of the 

organisation within the resulting groups may not, as within our experiment there was 

always two groups but the stimuli allocated to each had the potential to vary if there was 

an effect of the visual grouping on the auditory grouping.   

During the organisation experiment, participants reported that the isolated tone 

and light in the auditory and visual streams always seemed synchronous despite there 

being no crossmodal influence of the visual groups on the auditory groups, which 

suggests that the temporal ventriloquism effect may have occurred, i.e. that the auditory 

and visual groups appeared temporally aligned when they were not. It is likely 

therefore, that unimodal streaming preceded crossmodal pairing – that once the auditory 

stimuli had formed groups they were then perceived as matching with the visual groups 

since they had the same three-and-one pattern but were temporally misaligned.  This 

supports the position adopted by Keetels, Stekelenburg and Vroomen (2007) who 

showed that auditory streaming occurred prior to audiovisual pairing because the 

auditory stimuli affected visual perception only when unimodal grouping resulted in 

them being organised into groups with the same number of items (similar results are 

also seen in Vroomen & de Gelder, 2000). Additionally, this is consistent with the 

results of Sanabria, Soto-Faraco & Spence (2004) and Sanabria, Soto-Faraco, Chan and 

Spence (2005) who showed that visual stimuli only affected auditory motion perception 

when the numbers of items in the auditory and visual groups were concurrent due to the 

way the visual items were organised.  
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Large asynchrony tolerance in complex audiovisual sequences 

Further experiments in Chapter 2 confirmed that participants had a tolerance for 

audiovisual delay between grouped streams of information (as we expected from the 

participant‟s reports). In subsequent chapters we used similar grouped audiovisual 

sequences to further examine asynchrony tolerance, because the components within 

them are explicitly controlled and readily manipulable, but still serve as a reasonable 

analogue to environmental stimuli where there are always attended and unattended 

components (or foreground and background information) within both vision and 

audition. 

 After examining temporal ventriloquism in Chapter 2, we noted that the 

tolerance for asynchrony seen among these grouped sequences was quite high – higher 

than single beeps and flashes, and towards the ranges seen in environmental stimuli like 

speech and music (see Table 1 in Chapter 1). Participants were still reporting that the 

auditory and visual sequences were perceived as synchronous in over 80% of trials 

when the auditory and visual components were 120 ms apart in the experiments in 

Chapter 2. Previous researchers have noted this relationship between types of stimuli 

and asynchrony tolerance, i.e. that there seems to be greater tolerance for asynchrony 

the more subjectively complex the stimulus (Fujisaki & Nishida, 2007; Vatakis & 

Spence, 2006; Vroomen & Keetels, 2010), but there have been few studies that attempt 

to determine the factors that contribute to this difference. Fujisaki and Nishida (2007) 

suggest that the temporal density of the stimulus is the primary determining factor, 

showing that participants are more tolerant of asynchrony as temporal density increases, 

however there are clearly other factors that make complex environmental stimuli like 

speech and music different from simple beeps and flashes.  
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Predictability of grouped sequences and synchrony perception 

From Chapter 3, we began to examine the role of predictability in making 

synchrony judgements, and proposed that predictability, or the lack thereof, is an 

important component of complexity. While speech and similar types of stimuli used in 

synchrony experiments have some predictable components – for instance, the pitch of a 

speakers‟ voice is unlikely to differ wildly within a sentence, and certain syllables or 

accents are more likely given the previous information in a stream – there are also many 

unpredictable components. We suggest that this lack of predictability affects the 

perceived complexity of crossmodal stimuli, and in turn may affect how tolerant we are 

of asynchrony between the auditory and visual components. In Chapter 3 we examined 

pitch and temporal pattern predictability, in Chapter 4 a more fine-grained temporal 

variability, and in Chapter 5, spatial predictability.  

 The results of the Chapter 3 experiments show that pitch and temporal 

predictability, when manipulated together, affect synchrony judgements – if sequences 

are more predictable, participants are better able to discriminate synchronous from 

asynchronous sequences. However neither of those components affects judgements 

when manipulated alone. We find a similar result when examining spatial predictability 

– when both temporal and spatial predictability are increased, participants‟ synchrony 

judgements are improved, but when either alone are there is no effect on responses. 

These effects of predictability are consistent with previous research that has shown that 

the ability to predict upcoming auditory and visual stimuli, due to experience with the 

information portrayed (using biological motion stimuli of drumming), improved 

synchrony detection (Petrini et al., 2009a; Petrini, Russell & Pollick, 2009b). If we 

consider that predictability may play a role in complexity, these findings are also 
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consistent with more complex stimuli resulting in greater tolerance for asynchrony 

(Dixon & Spitz, 1980; Vatakis & Spence, 2006).  

The results of the final experiment in Chapter 3 are also consistent with the 

proposition that lower temporal density results in more accurate synchrony judgements, 

as previously shown by Fujisaki and Nishida (2005; 2007) and Benjamins, van der 

Smagt and Verstraten (2008).  Additionally, the effects of predictability on synchrony 

perception are maximal when the sequences have higher temporal density (five items 

per second), but are eliminated when the sequences are presented more slowly (three 

items per second).  

These results show a consistent pattern that suggests that increased predictability 

only improves the accuracy of synchrony judgements when perceptual load is high – 

multiple varying factors (of the sort we have studied here) and a reasonable speed are 

necessary before responses change.  Smaller changes reduce any effect to being 

minimal and insignificant – in Chapter 4 we examined whether varying the temporal 

position up to 50 ms either side of the predictable position changed the ability to judge 

synchrony and we found that participants were unaffected by this smaller variation. This 

suggests that the crossmodal perceptual system needs a reasonable amount of stress 

before increased predictability has the opportunity to provide any increased ability to 

judge synchrony; we are very good at managing complex information as long as we are 

able to effectively process and attend to it, but once there is increased pressure on the 

system, increased predictability improves our ability to attend to the correct spatial and 

temporal location, in turn improving our ability to determine synchrony in comparison 

with randomised conditions. 

 This raises the question of whether all complex stimuli, such as speech and 

music, result in a large crossmodal asynchrony tolerance because our perceptual system 



158 

 

 

 

determines that there is a greater chance that they should be matched because they come 

from the same source, or because we are not very good at temporal discrimination when 

many audiovisual components are varying rapidly (as suggested by Vroomen & 

Stekelenberg, 2011). Previous researchers have suggested that a greater number of 

corresponding time-varying components in each modality provides more evidence that 

the sensory information should be paired, and hence the perceptual system is more 

accepting of temporal delays between the incoming sources (Welch & Warren, 1980). 

Reduced predictability increases the amount of unexpected items, which may increase 

their salience (McLaren & Mackintosh, 2000), or perceived duration (Pariyadath & 

Eagleman, 2007) and when there are substantial concurrent and notable changes 

occurring across two modalities close to each other in time it is likely that they originate 

from the same source, so the perceptual system should be more likely to match them. 

However, it has also been shown that when there is high perceptual load we are 

worse at tasks involving working memory (Eng, Chen, & Jiang, 2005); perceptual load 

affects our ability to monitor many items at once. As we have found that there is only an 

effect of predictability when there are many components that are varying at a fast rate, it 

seems likely that perceptual load is making a substantial contribution to the participants‘ 

ability to monitor and match the temporal locations of the stimuli. Increased variability 

in position estimates may increase the chances of there being overlap in these estimates 

across the senses. While increased load may also make participants unsure of when the 

items were occurring, we asked participants to respond that the auditory and visual 

sequences were asynchronous if they ever did not know how to respond, and hence if 

predictability was simply affecting participants conscious certainty we would see effects 

opposite to those we saw in Chapters 3, 5 and 6. This is because increased asynchrony 
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responses would reduce the sigmas of the curve fits and/or reduce the overall height of 

the curve – but we saw neither of these.  

An encompassing view is that it may be best to conceptualize the effect of 

predictability as being one that primarily modulates the temporal acuity for the 

sequences by affecting the ability to attend to the correct temporal interval, pitch 

location or spatial location, and therefore reduces the accuracy of the temporal location 

judgement. Correa and Noble (2008) have showed that attention modulates spatial and 

temporal acuity - attending to the correct location improves the ability to determine 

when the item occurred. Hence, reduced acuity as a result of attention being allocated 

sub-optimally may widen the distribution of estimates of possible temporal position and 

therefore increase the chances of perceived overlap between these distributions in 

hearing and vision. This overlap between the distributions of potential temporal 

positions results in an increase in spatiotemporal correlations between the senses, and as 

such provides increased evidence for the sensory system that the items across the 

modalities should be perceptually integrated. 

As mentioned earlier, we propose that predictability is a likely component of the 

difference in complexity between simple beep-flash stimuli, and ecological stimuli like 

speech and music. As such, the results contained here may provide the first steps 

towards quantification of the nature of complexity in detailed time-varying stimuli, and 

in turn may serve to provide more detailed predictions of the likelihood and nature of 

audiovisual interactions. 

 

Synchrony perception of complex audiovisual sequences in depth 

 In the final experimental chapter of this thesis, we examined the effect of 

predictability and perceived depth in conjunction in a 3D virtual environment within a 
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head mounted display. This allowed us to manipulate depth as a possible contributing 

factor to synchrony perception in an environment where all stimuli and distance cues 

could be explicitly controlled without involvement of other environmental factors. We 

found slightly increased sigmas with further distance – perhaps we are slightly more 

tolerant of asynchrony as items are further away because distance typically increases the 

temporal variation between the arrival times of auditory and visual stimuli due to the 

extra time it takes for the auditory stimuli to be transmitted to the sensory organs. 

However, increased tolerance of asynchrony with distance may also be due to the 

reduced size (resulting in lower total energy of the visual stimulus) and loudness of the 

stimuli, as these potentially reduce the discriminability of the stimuli and therefore 

make it more difficult to accurately determine asynchrony (e.g. lower amplitudes reduce 

auditory temporal acuity; Fitzgibbons, 1984). We also found the same effect of pitch 

and temporal predictability on sigma estimates, that is, increased predictability leading 

to reduced synchronous responses at the higher levels of asynchrony.  

 While the primary focus of this thesis has been on manipulations that affect 

tolerance to asynchrony, depth manipulations in particular also affect the time at which 

participants perceive the auditory and visual signals as maximally synchronous. 

Previous studies have found evidence that this point of subjective simultaneity (PSS) 

between audition and vision shifts as a function of distance, as you would expect due to 

longer sound transmission times (Heron, Whitaker, McGraw & Horoshenknov, 2007; 

Lewald & Guski, 2004), however others have found that the PSS remains largely stable 

as the auditory target is moved away – that is, there appears to be some perceptual 

compensation for distance and the extra transmission time (Alais & Carlile, 2005; 

Sugita & Suzuki, 2003).  In our virtual distance experiments we found no compensation 

for distance, despite convincing depth changes, supporting the authors who have not 
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found compensatory effects (Heron et al., Lewald & Guski). This is also consistent with 

Arnold, Johnstone and Nishida‟s (2005) suggestion that the effect of compensation seen 

in previous studies may have been associated with a cognitive bias due to the 

participants having been asked to imagine that the auditory and visual stimuli occurred 

at the same place. 

 

Models of crossmodal synchrony perception 

Crossmodal interactions have traditionally been modelled utilising maximum-

likelihood estimation (MLE). MLE assumes that the information from each modality is 

independent with regards to position or timing, and the best crossmodal estimate of 

these factors results from a weighted average of the information contained in the two 

modalities. The quality of the information in each affects the weighting given to that 

modality in the final estimate (Alais & Burr, 2004; Ernst & Banks, 2002; Ernst, 2005). 

More recently, Bayesian accounts of crossmodal interaction have been proposed to 

account for findings that are not consistent with mandatory integration seen in the MLE 

studies (Körding et al., 2007; Roach, Heron & McGraw, 2006; Ernst & Bülthoff, 2004; 

Beierholm, Kording, Shams & Ma, 2008). The common factor amongst both Bayesian 

and MLE models is that all require distributions representing the prior estimates of the 

sensory information of interest, be it position or timing. These estimates are usually 

conceptualised as Gaussian distributions around the true position of the stimulus, to 

indicate the inherent variability in the accuracy of sensory estimates.  

The effect of predictability discussed in this thesis would serve to increase the 

variability in unimodal estimates, and hence the effect of predictability could be 

integrated into such models by altering the width of the distributions for the estimates of 

temporal (or spatial/pitch) positions. A representation of this process is shown in Figure 
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1. When the auditory and visual temporal estimates of asynchronous stimuli are more 

accurate because they are predictable and attended to, there is reduced overlap between 

the possible positions, resulting in more accurate judgements of whether they occur at 

the same time (Figure 1b).  The converse, that is reduced predictability leading to more 

variable temporal estimates, is shown in Figure 1a; in this case, as there is increased 

overlap between the distributions of possible auditory and visual temporal locations, we 

are more likely to suggest that they occur at the same time.  

 

 

Figure 1. An illustration of the proposed effect of predictability on temporal estimates 

in audition and vision. V = visual, A = auditory. (a) When predictability is reduced, 

temporal estimates are more variable leading to more overlap between the distributions 

of auditory and visual temporal estimates and (b) the converse. 

 

Throughout this thesis we have proposed that predictability may be a key 

component of audiovisual complexity, and the experiments in this thesis provide the 

first systematic attempts to determine specifically how predictability affects synchrony 

judgements.  These and similar future studies will contribute to any attempts to 

computationally define the nature of complexity within audiovisual stimuli, and in turn 

may result in more accurate predictions of the process of synchrony perception. 
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 Additionally, there are a great many parallels between the research in audiovisual 

synchrony perception and spatial location perception. It is possible that similar 

effects to those found here may also be found in the spatial domain, that is, 

increased spatial complexity may lead to increased perception of co-location 

across audition and vision. If such effects were found it would add support to the 

notion that increased complexity results in a general detriment in perceptual 

accuracy.  

Conclusions 

The experimental studies presented in this thesis further our understanding of the 

factors contributing to audiovisual synchrony perception amongst complex audiovisual 

stimuli. Audiovisual predictability improves our ability to determine whether items are 

synchronous, and conversely, once the ability to predict stimulus timing and location is 

impaired because the perceptual load is increased we become worse at this task, evident 

in increased tolerance for asynchrony. Being „worse‟ at accurate synchrony detection 

may be of benefit to the perceptual system – it may allow for minor differences in 

arrival and processing time, ensuring that sensation from each modality are paired when 

they originate from the same object and helping to provide a non-fluctuating percept of 

our environment.  
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