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This thesis uses the ����� suite of hydrodynamical simulations to highlight the multi-faceted
role that gas flows play in galaxy evolution. The insights provided by this work form a theoretical
framework with which coming observations from the next-generation of telescope facilities –
such as the James Webb Space Telescope, the European Extremely Large Telescope, and the
Square Kilometre Array – can be converted to physical understanding around the baryon cycle of
galaxies.

In this work, we demonstrate that the accretion of gas onto haloes does not trace that of dark
matter as commonly assumed. We show that stellar and active galactic nuclei (AGN) feedback are
responsible for this disparity, acting to remove gas from galaxies, but also prevent further gas
inflow. We also find that the haloes experiencing suppressed gas accretion rates, on average, also
exhibit significantly reduced circum-galactic medium (CGM) baryon content.

We show that there are significant changes in the spatial distribution of accreting gas between
simulations with different implementations of feedback. As such, we argue that there is clear
interaction between feedback-driven outflows and the accreting inter-galactic gas, both at the
galaxy and halo-scale. Furthermore, we show that the metallicity of the CGM is particularly
sensitive to the rate of gas accretion to the halo, which acts to dilute its metallicity.

We also study gas flows along the infall of satellite galaxies to groups and clusters, finding
that both cold gas stripping and starvation of gas inflow play an important role in their quenching.
In doing so, we produce several predictions for the number of orbits required to quench satellites
across a range of stellar and host masses, and the associated quenching mechanisms.

Our work demonstrates the dual role of stellar & AGN feedback – which act to directly
remove baryonic matter from galaxies, but also prevent its introduction to haloes in the first place.
Furthermore, we demonstrate that the properties of the CGM are intimately tied to gas inflows
and feedback processes – even more so than the properties of the embedded galaxy. In coming
years, we predict that it will become possible to use CGM observations to assess the physical
accuracy of gas flows in the next-generation of theoretical galaxy formation models.
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For centuries, captivating nebulous objects now referred to as galaxies1 have been observed
to permeate the night sky. Their place in the cosmic hierarchy was cemented by the work of
Edwin Hubble, who in the early 20th century identified that the nebula in Andromeda was indeed
an “island universe” all its own, distinct from our own Milky Way. With this discovery, human
understanding of the scale of our Universe drastically expanded, and the field of extragalactic
astronomy – that is, the study of objects outside our own galaxy – was born. Less than 100 years
on from the work of Hubble (1926), the advent of powerful multiwavelength telescopes and novel
computational approaches has given rise to a precision era in the field; where astronomers are
continuing to piece together a rigorous understanding of the physics behind galaxy formation.

1.1 COSMOLOGY AND STRUCTURE FORMATION

The formation of galaxies is intrinsically tied to the large-scale cosmological structure in which
they are embedded. Our current understanding of cosmology is based on the concordance ⇤CDM2

model – which posits that the energy density of the Universe is comprised of:

1. Dark energy or ⇤ (⇡ 69%) – the cosmological constant responsible for the continued
expansion of the Universe;

2. Dark matter (⇡ 26%) – collisionless (or very weakly interacting) matter, only understood
and observed through its gravitational influence;

3. Baryonic matter3 (⇡ 5%) – ordinary non-relativistic matter;

4. Radiation (⌧ 1%) – relativistic matter (e.g. photons).

1From Greek galaxias, literally “Milky”.
2Where ⇤ is the cosmological constant representing dark energy, and CDM is cold dark matter.
3Astronomers often also include non-baryonic leptons, such as electrons and neutrinos, in this category.
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CHAPTER 1. INTRODUCTION

Figure 1.1: The breakdown of energy density in the I = 0 (present day) Universe into dark energy, dark matter, and
baryons; together with a further breakdown of the baryonic component into its constituents (Planck Collaboration
et al., 2018). We note that astronomers typically include electrons and neutrinos – technically leptons – in the baryonic
component (which really refers to the non-relativistic nature of the particles). We do not include radiation in this
illustration due to its extremely small contribution at I = 0.

This breakdown, and a further breakdown of the baryonic component, is illustrated for the Planck
Collaboration et al. (2018) estimate of cosmological parameters in Figure 1.1.

There are several lines of evidence that support the ⇤CDM paradigm, each using baryonic
matter (e.g. gas, stars) and the way in which it interacts with radiation to make inferences about
the underlying physical processes. These lines of evidence include the measured expansion of
the Universe (e.g. Hubble 1929), the existence of the CMB (cosmic microwave background,
e.g. Peebles 1965; Penzias & Wilson 1965; Smoot et al. 1992; Bennett et al. 2013; Planck
Collaboration et al. 2014, 2016, 2018), galaxy rotation curves implying the existence of “invisible”
mass (e.g. Rubin & Ford 1970), and the large-scale clustering of matter, which we discuss further
below.

In the current “Hot Big Bang” model, it is posited that small density perturbations existed in
the early Universe, imprinted by quantum fluctuations after a brief period of rapid inflation (e.g.
Starobinskiǐ 1979; Kazanas 1980; Guth & Weinberg 1981). It is thought that via gravitational
instability, these fluctuations in matter density evolved to form a structure of 2-dimensional sheets
and 1-dimensional filaments; connecting at dense nodes characterised by knots of self-gravitating
dark matter and gas. These knots are referred to as haloes, and are now understood to be the
formation site for galaxies (as discussed further in §1.2). This combination of sheets, filaments
and haloes defines the large scale cosmic web structure of the Universe, which was observed and
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1.2. FROM HALOES TO GALAXIES

characterised throughout the 20th century via studies of the spatial clustering of galaxies (e.g.
Holmberg 1940; Abell 1958; de Vaucouleurs 1975a,b; White 1979).

Haloes grow via the non-linear collapse of matter, which can come in the form of either
“smooth” accretion of dark matter and gas along cosmic web filaments (e.g. Katz et al. 2003; Kereš
et al. 2005; Dekel et al. 2009), or via mergers with other haloes. This merger-driven halo growth,
often referred to as hierarchical structure formation, is one of the fundamental predictions of the
⇤CDM model (e.g. Gott & Rees 1975; Peebles 1982; Blumenthal et al. 1984; Davis et al. 1985).
Hierarchical growth is now understood to be the main formation mode of the largest haloes in the
Universe ("halo & 1013M� , where M� is the mass of the Sun), while “smooth” accretion plays a
more significant role at lower halo mass (Genel et al., 2010).

1.2 FROM HALOES TO GALAXIES

Haloes that host galaxies range in mass from ⇡ 109M� – corresponding to dwarf galaxies4; to
⇡ 1015.5M� – corresponding to massive galaxy clusters (e.g. Jenkins et al. 2001). On large scales
(& 1 Mpc, where Mpc ⌘ 106 parsecs) the behaviour of dark matter and baryonic matter is similar,
with their dynamics principally set by the gravitation alone. When approaching the scale of a
halo, however, the collisional nature of baryonic matter starts to become important.

In haloes, dark matter becomes “virialised” – where an equilibrium is reached such that further
gravitational collapse is prevented due to dissipationless random motion. The physical scale at
which this occurs is often referred to as the virial radius of the halo, and the mass inside this
radius is referred to as the virial mass5. Conversely, gas at this scale (which is typically ionised, in
the form of H��) can cool radiatively and continue to collapse under certain circumstances.

It was initially proposed in the late 1970s that as gas falls onto haloes, it is shock-heated to
roughly the virial temperature of the halo and adjusts to form a hot, pressure-supported atmosphere
(“hot-mode” accretion, e.g. Rees & Ostriker 1977; Binney 1977; White & Rees 1978). Assuming
a spherical halo, an ideal gas, and that the gas is in virial equilibrium, this virial temperature be
estimated as:

)vir ⇡ 1.1 ⇥ 106K
⇣

`

0.59

⌘ ✓
"halo

1012M�

◆2/3
(1 + I), (1.1)

4The lower limit of the halo and galaxy mass function remains somewhat uncertain, and is still subject to ongoing
debate (e.g. Munshi et al. 2021).

5There are many different ways of defining the virial radius and mass of a halo. A commonly adopted definition is to
use a virial sphere defined by a region within which the average matter exceeds 200 times that of the critical density
of the Universe at a given epoch/redshift. This definition of virial radius and mass are often quoted as '200 and "200
respectively, and this is the nomenclature we adopt in this thesis.
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CHAPTER 1. INTRODUCTION

Figure 1.2: A visualisation of the large scale cosmic web structure at I = 0 in the ����� simulation (Schaye et al.,
2015), and how this translates down to the scale of an individual "¢ ⇡ 1010M� galaxy. Dark matter is illustrated in
blue and baryonic matter (both gas and stars) is overlaid in red, producing a purple appearance. Visualisation generated
by the thesis author with Py-SPHViewer (Benitez-Llambay, 2015).
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1.2. FROM HALOES TO GALAXIES

where ` is the mean molecular weight of the gas, "halo is the virial mass of the halo, and I is
the redshift (as derived in van de Voort 2017). This equates to )vir ⇡ 106 K for a halo of roughly
Milky-Way mass.

Subsequently, it is argued that any shock-heated gas existing within a “cooling radius” – that
is, where the cooling time of the gas is less than a dynamical time – can cool radiatively, and
eventually infiltrate the halo. The cooling time depends on the frequency of particle collisions,
which in turn depends on the density of the gas as per Equation 1.2 below:

Ccool /
D

⇤ ⇥ =
2 / d

d
2 = d

�1
, (1.2)

where Ccool is the cooling time of the gas, D ⌘ 3
2=:b) is the specific thermal energy of the gas,

and ⇤ is the cooling function – which depends on gas temperature and elemental abundances (e.g.
Sutherland & Dopita 1993; Wiersma et al. 2009a).

Subsequent numerical work has shown that a “cold-mode” of accretion can also occur, where
collimated gas streams can continue to free-fall to the central regions of a halo while radiating away
its gravitational energy below the virial temperature of the halo (e.g. Katz et al. 2003; Birnboim
& Dekel 2003; Kereš et al. 2005; Dekel & Birnboim 2006). Dekel & Birnboim (2006) show
that this cold-mode occurs when the compression time of shocked gas is shorter than its cooling
time, which is expected for haloes below ⇡ 1011.7M�. With this halo mass criterion, cold-mode
accretion is thus thought to dominate at high redshift and in low-density environments; while
hot-mode accretion dominates in more massive systems at low redshift. Numerical simulations
have demonstrated that both of these accretion modes can occur simultaneously; with the balance
depending principally on halo mass (Kereš et al., 2005; Dekel & Birnboim, 2006; Ocvirk et al.,
2008; Dekel et al., 2009; van de Voort et al., 2011; van de Voort & Schaye, 2012; Nelson et al.,
2013; Correa et al., 2018a,b; Stern et al., 2020).

Gas that has entered a halo will normally possess some net angular momentum. As the gas
flows towards the centre of the halo’s potential well, conservation of angular momentum causes
the gas to preferentially form a rotating disk (e.g. Fall & Efstathiou 1980)6. The density and
temperature characteristic of these gas clouds means that ionised hydrogen can recombine with
an electron to form a reservoir of atomic hydrogen, H�. Further cooling and instability of H�
allows the formation of cool (. 100 K), dense clouds of H2, within which densities can reach the
threshold required for nuclear fusion – and thus, star formation (e.g. Blitz & Rosolowsky 2006;
Krumholz & Matzner 2009). The evolution of the stars formed can also eventually release heavier
elements, enhancing the metallicity of the surrounding media. This also leads to the formation of
dust, which can act as a catalyst for cooling and the formation of H2 (e.g. Glover & Clark 2012).

6This is a simplified picture of how disks are formed, and we note that there are complexities not discussed here.
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CHAPTER 1. INTRODUCTION

The term galaxy typically refers to a collection of dark matter, stars, and the inter-stellar
medium (ISM) between them – made up of cool gas (H� and H2), metals, and dust. The mass of a
galaxy is often quoted by its total stellar mass, which can range from ⇡ 107M� – dwarf galaxies;
to ⇡ 1012M� – massive elliptical galaxies; with scale diameters ranging from ⇡ 5 � 200 kpc. We
include a visualisation demonstrating the difference in scale from the cosmic web down to the
disk of a galaxy in Figure 1.2, made using the ����� hydrodynamical simulations (see §2.2).

In addition to the aforementioned components, there is strong evidence that most galaxies also
host super-massive black holes (SMBH) at their centre, with masses between 105M� and 109M�
(e.g. Kormendy & Ho 2013). While their formation mechanism remain debated, it is generally
agreed that these black holes will continually grow via mergers and accreting gas that falls within
10 � 100 pc of the central SMBH (e.g. Bondi & Hoyle 1944; for a review see Yuan & Narayan
2014).

If gas traced the movement of dark matter into haloes and was entirely consumed in star
formation, we would expect to most galaxies to exhibit a stellar-halo mass ratio (SHMR; "¢/"halo)
approaching the Universal baryon fraction: 5b = ⌦b/⌦DM = 0.04/0.26 ⇡ 0.16, where ⌦b and
⌦DM are the fractions of universal energy in baryonic matter and dark matter respectively (Planck
Collaboration et al., 2018). Observational constraints on the SHMR illustrated in Figure 1.3
demonstrate that this expectation of efficient galaxy formation is not reached at any mass scale –
and is particularly low ("¢/"halo . 10�2) for haloes below 1011.5M� and above 1013M�.

Early models of galaxy formation failed to predict haloes with such low baryon content,
particularly for dwarf-mass systems where gas cooling is predicted to be very efficient (e.g. White
& Rees 1978; Katz et al. 1992; Navarro et al. 1995). In recent decades, this so-called “over-cooling”
problem has been largely solved in galaxy formation models by invoking feedback from (i) star
formation, and (ii) SMBH-driven active galactic nuclei (AGN).

Much of the energy required for stellar feedback physically originates from highly-energetic
supernovae (SNe) explosions that occur at the end of the life of intermediate/high-mass (> 8M�)
stars – plentifully observed in our own Milky Way galaxy, as well as extragalactic sources (e.g.
Efstathiou 2000). In addition to SNe, other phenomena related to stellar evolution are thought
to potentially act towards removing gas from the galaxies, including stellar winds and ionising
radiation from massive OB type stars (e.g. Hopkins et al. 2012) and binary stars that are bright in
X-ray wavelengths (e.g. Garratt-Smithson et al. 2018). It is common for each of these processes to
be collectively referred to as “stellar feedback”.

In the case of AGN, theory suggests that feedback energy can be liberated based on the rate of
gas accretion to a SMBH; with direct observations of AGN supporting this feedback scenario (for
a review, see Fabian 2012). SMBHs are known to be capable of episodically releasing powerful
jets with velocities approaching 10 � 20% the speed of light. The transfer of feedback energy to
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1.2. FROM HALOES TO GALAXIES

Figure 1.3: The I ⇡ 0 stellar-halo mass ratio, as a function of peak halo mass in a number of observational studies
(adapted from Wechsler & Tinker 2018; Behroozi et al. 2019). The illustrations at the bottom show examples of typical
galaxies hosted by a halo of mass as described on the x-axis, from a dwarf galaxy at "halo ⇡ 1010.5M� to a bright
cluster galaxy (BCG) at "halo ⇡ 1014.5M� . The stellar-halo mass ratio peaks at "halo ⇡ 1012M� (signifying peak
galaxy formation efficiency), and decreases at lower and higher halo mass values due to stellar and SMBH feedback
respectively.
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the host galaxy is thought to be mostly mechanical in nature, with the coupling becoming most
widespread in the host for galaxies with "¢ &10.5 M� (e.g. King & Pounds 2015).

Stellar and AGN feedback act to reduce star formation in low and high mass haloes respectively
(as illustrated in Fig. 1.3), and the balance between them has been recently shown to play a critical
role in galaxy evolution (e.g. Booth & Schaye 2013; Bower et al. 2017; Biernacki & Teyssier
2018). The gas that constitutes these outflows from galaxies is often metal-enriched, meaning
that radiative cooling is relatively efficient. As such, ejected gas is often re-incorporated into the
galaxy in what is known as a “galactic fountain” recycling scenario (e.g. Bregman 1980; Veilleux
et al. 2005; Oppenheimer et al. 2010; Tumlinson et al. 2017; Anglés-Alcázar et al. 2017; Mitchell
et al. 2020a).

1.3 THE BARYON CYCLE AND GAS FLOWS

In recent decades, literature has highlighted that the evolution of a galaxy is intrinsically tied to
the continuous interplay between baryonic processes in the ISM, circum-galactic medium (CGM),
and surrounding larger scale environment. The balance between these processes – including gas
inflows, outflows and star formation – is commonly referred to as the “baryon cycle”. A visual
illustration of these different processes is presented in Figure 1.4.

Accounting for each of the processes in the baryon cycle, commonly adopted “gas-regulator”
equilibrium models appeal to continuity arguments to claim that there must be a tightly maintained
balance between gas replenishment, star formation, and gas removal in galaxies (e.g. Tinsley &
Danly 1980; White & Frenk 1991; Bouché et al. 2010; Davé et al. 2012; Lilly et al. 2013; Dekel
& Mandelker 2014). Such models can be summarised as per Equation 1.3:

§"gas = §"in � §"out � §"¢, (1.3)

where §"gas is the net rate of change in mass of a galaxy’s gas reservoir, §"in is the gas
inflow/accretion rate, §"out is the rate of gas removal, and §"¢ is the conversion rate of gas to stars.

It is clear that an imbalance in any of the processes constituting the baryon cycle directly leads
to the modulation of another. One readily-observed property that clearly reflects the balance of
baryonic processes in a galaxy is its star formation rate (SFR) – either measured directly, or via
colour as a proxy. Many large observational studies have proven the existence of a bimodality
in the star formation status of galaxies at low redshift (e.g. Strateva et al. 2001; Blanton et al.
2003; Kauffmann et al. 2003, 2004; Baldry et al. 2004; Balogh et al. 2004; Brinchmann et al.
2004; Baldry et al. 2006; Wyder et al. 2007; Taylor et al. 2015; Davies et al. 2016; Thorne et al.
2021; Katsianis et al. 2021). In general, higher mass galaxies ("¢ & 1010.5M�) are more likely
to exhibit low SFRs, as are satellite galaxies in large galaxy groups or clusters.
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1.3. THE BARYON CYCLE AND GAS FLOWS

Figure 1.4: An artist’s illustration of the gas flows surrounding galaxies, adapted from Tumlinson et al. 2017. The
colour of the gas conveys its metal content, with the accreting gas being low in metal content or “primordial” in nature
(blue), and the recycling/outflow gas (shown in red & pink) being enriched via the evolution of stellar populations
within the galaxy.

The existence of a passive population, characterised by “quenched” star formation, suggests
that the gas capable of forming stars in these galaxies has been depleted. Fundamentally, this must
be due to an imbalance in the rate of gas replenishment and the rate of gas removal – that is to
say, gas inflow and cooling rates are inadequate to offset the combined removal or depletion of
cool gas via outflows and/or star formation. Below, we outline observational studies that aim to
constrain the influence of these gas flows on galaxy evolution.

Both stellar and AGN feedback mechanisms can act to remove gas from a galaxy into its
surrounding CGM, as has been observed in the form of cool molecular outflows (e.g. Feruglio
et al. 2010; Sturm et al. 2011; Cicone et al. 2014; Oosterloo et al. 2017; Fluetsch et al. 2019) and
hot ionised outflows (e.g. Cecil et al. 2001; Shapley et al. 2003; Martin et al. 2012; Harrison et al.
2014; Förster Schreiber et al. 2014; Leung et al. 2019). These energetic outflows are characterised
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by velocities ranging from several hundred to even several thousand km/s relative to the host
galaxy’s systemic velocity – in some cases in excess of the escape velocity expected of the halo
(e.g. Mitchell et al. 2020a)7.

Observational studies have largely used continuity arguments instead of direct detection to
demonstrate the role of gas accretion in regulating galaxy properties. For instance, it has been
established that the consumption time-scale of galactic gas is much shorter than a Hubble time,
and that continued gas accretion is required to sustain the observed cosmic star formation to
I = 0 (see Kennicutt 1983; Sancisi et al. 2008; Madau & Dickinson 2014; Williams et al. 2021;
Chowdhury et al. 2020). Direct evidence of external gas accretion can be found in the form
of observations of galaxy mergers. Deep observations of atomic hydrogen in emission reveal
disturbed morphologies consistent with H� being accreted from companion galaxies (e.g. Sancisi
et al. 2008; Di Teodoro & Fraternali 2014). Di Teodoro & Fraternali (2014) show, however, that
the inflow coming from galaxy mergers happens at rates that are far below the required inflow
rates to sustain the star formation rates of galaxies, indicating that additional sources of smooth
inflow are required.

Unfortunately, the task of observationally constraining the influence of smooth gas inflows
on galaxies is notoriously difficult – the gas constituting these inflows is very tenuous compared
to the central galaxy, and often exhibits low covering fractions (Faucher-Giguère & Kereš,
2011; Tumlinson et al., 2011; Faucher-Giguère, 2017; Putman, 2017; Sánchez Almeida, 2017).
Furthermore, unlike feedback-driven outflows, accreting gas on a free-fall trajectory does not
produce a strong kinematic signature – with inflow velocities seldom expected to exceed 80% of
the circular velocity of a given halo for redshifts I . 2 (e.g. Goerdt & Ceverino 2015).

Outside the Milky Way, gas accretion has been detected in a number of cases where absorption
signatures are identified in galaxy spectra (e.g. Rubin et al. 2012; Martin et al. 2012; Stone et al.
2016; for a review see Rubin 2017); and in a number of studies where it is possible to use a
fortuitously-aligned background quasar to probe circum-galactic gas flows (e.g. Lehner et al.
2013; Bouché et al. 2016; Martin et al. 2019). Even with these discoveries, the rate at which the
gas accretes and its associated properties have yet to be well-quantified on a statistical basis;
and are associated with considerable uncertainties. Additionally, the metallicities that have been
measured are relatively high – suggesting that these detections correspond to recycling gas that
had previously been ejected from the galaxy by starburst or AGN-driven outflows, and do not
reflect a detection of pristine inter-galactic accretion (e.g. Marasco et al. 2012; Fraternali et al.
2015; Sánchez Almeida 2017). While there is a scarcity of unambiguous inflow detections, there
is evidence to suggest that inflows and outflows interact and mix in the CGM of galaxies (e.g.

7The escape velocity at a given radial position A depends on the gravitational potential, and can be estimated with
Eesc =

q
2⌧"

A
at the edge of a mass distribution, also valid at any A assuming " is a point mass.
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1.4. THEORETICAL MODELS OF GALAXY FORMATION

Martin et al. 2019; Kacprzak et al. 2019; Pointon et al. 2019; Nielsen et al. 2020; Vidal-García
et al. 2021).

A combination of observations and simulations have shown that gas inflow has an indirect
impact on the ISM of galaxies. Using SDSS data, Mannucci et al. (2010) and Lara-López
et al. (2010) found a fundamental plane (commonly referred to as the fundamental metallicity
relation, FMR) between the properties of stellar mass, SFR, and ISM metallicity in galaxies.
Specifically, it was found that the scatter in the stellar mass-metallicity relation (MZR) at a fixed
stellar mass correlates with SFR, with star-forming (quiescent) galaxies associated with low
(high) metallicities. Pristine gas inflow provides a natural link between metallicity and SFR, with
accretion encouraging star formation while simultaneously “diluting” the ISM with enough low-Z
gas to reduce its bulk metal fraction (e.g. Kacprzak et al. 2016).

This idea has been supported by simulations, which have found that gas accretion onto galaxies
regulates ISM metallicities (Finlator & Davé, 2008; Davé et al., 2011; Oppenheimer et al., 2012;
Collacchioni et al., 2020; De Lucia et al., 2020; van Loon et al., 2021). An indirect tracer of this
regulation is via the gas content of galaxies. Simulations have shown that the scatter in the MZR
is better correlated with the gas content of galaxies rather than their SFR (e.g. Lagos et al. 2016;
De Rossi et al. 2017; De Lucia et al. 2020). This idea is supported by observations, which find the
atomic or molecular hydrogen content of galaxies to better describe the scatter in the MZR than
SFRs (e.g. Hughes et al. 2013; Bothwell et al. 2016; Brown et al. 2018).

The difficulties associated with observationally studying the gas flows around galaxies has
meant that simulation-based approaches represent one of the most promising avenues to study the
role of gas flows in galaxy evolution. Given the lack of a truly statistical sample of gas inflow
detections, this underscores the importance of studying the baryon cycle in simulations that
produce large populations of galaxies (i.e., in a cosmological volume). We discuss the philosophy
behind such simulation methods in §1.4.

1.4 THEORETICAL MODELS OF GALAXY FORMATION

In recent decades, advances in theoretical and computational capabilities have allowed astronomers
to create simulated “mini-universes” containing robust samples of model galaxies. Importantly,
these galaxies and their evolution over cosmic time can be studied in ways that are not possible
with static observations of galaxies in the real Universe. As such, these theoretical techniques are
forming an interpretative framework with which physical understanding can be extracted from the
results of observational studies.

In this burgeoning field of research, many approaches from groups across the world are
focused on placing constraints on the physics of gas accretion, ejection, and recycling in galaxies.
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Broadly, there are two types of theoretical approaches used to produce populations of model
galaxies in a large-scale cosmological context: semi-analytic models (SAMs), and hydrodynamical
simulations (Somerville & Davé, 2015).

In a SAM, galaxies are “painted” onto a DM-only universe using a series of empirically tuned
differential equations (e.g. Cole et al. 2000; Somerville et al. 2008; Lacey et al. 2016; Lagos et al.
2018b). The underlying DM-only universe is often generated by an N-body simulation, which
are far less computationally expensive to run than a simulation including baryons and galaxy
formation physics. DM-only simulations can be used to predict the formation sites of haloes and
the rate at which DM accumulates in these haloes, which is assumed to reflect the build-up of
baryons. This information can be used together with an understanding of the baryon cycle (as
per §1.3) to introduce galaxies to the simulation, and subsequently model how they evolve over
a number of discrete time-steps. Baryonic processes like radiative gas cooling, star formation,
metal enrichment, and feedback from both supernovae and AGN are implemented in galaxies in a
phenomenological “sub-grid” manner, as opposed to being directly simulated. In general, this
approach produces a sample of model galaxies with a collection of integrated properties in large
cosmological volumes.

Comparatively, in a hydrodynamical simulation, both DM and baryonic matter are discretised
and directly simulated (e.g. Dubois et al. 2014; Vogelsberger et al. 2014; Schaye et al. 2015).
Given the vast range in physical scales involved in the processes critical for galaxy formation, it is
impossible to model small-scale baryonic processes like cooling, star formation and feedback in
an ab initio fashion. Sub-grid physics models – similar to those used in SAMs, but implemented
on smaller scales – are thus required to track the behaviour of baryonic matter at scales below the
resolution limit of the simulation, which in cosmological volumes is typically at the kpc level (see
Vogelsberger et al. 2020 for a comprehensive review). This means that the behaviour of baryonic
matter is directly simulated to within the scale of the ISM before sub-grid models take over.

The result of a hydrodynamical simulation, when run at a cosmological scale, is a sample of
model galaxies with integrated properties, as well as directly simulated galaxy morphologies and
large scale inter-galactic gas flows. The demands of directly simulating baryonic processes makes
hydrodynamical simulations computationally expensive to run relative to semi-analytic models,
meaning that the scale of the simulations produced has been limited to several hundreds of Mpc
(Vogelsberger et al., 2020). The advantage of hydrodynamical simulations is that they can be used
to understanding the complex, non-symmetric nature of gas in and around galaxies, the influence
of baryons on dark matter, and the detailed physics involved with the baryon cycle at a statistical
level.

The inherent differences between SAMs and hydrodynamical simulations lend them to be
suited to different purposes and scales, as illustrated in Figure 1.5. Without the need to directly
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Figure 1.5: A comparison of the different scales typically covered by SAMs and hydrodynamical simulations, from tens
of parsecs to tens of Gigaparsecs. Semi-analytic models are better suited to efficiently producing very large volumes
(& 1 Gpc3) of galaxies, while hydrodynamical simulations are better suited to providing a more detailed prescription
of galaxies in smaller volumes, . (300 Mpc)3.

simulate baryonic matter, SAMs are much less computationally expensive than hydrodynamical
simulations. A SAM can be run several times over the same DM-only simulation, in volumes
exceeding several cubic Gpc – generating populations of galaxies thousands of times larger
than hydrodynamical simulations. This is ideal for comparing results with large-scale surveys,
and cosmology-related studies (see review of Baugh 2006). While they are not as detailed as
hydrodynamical simulations, the ability to change model parameters with relative ease allows one
to determine the influence of individual physical models on large populations of galaxies.

Both SAMs and hydrodynamical simulations have been successful in reproducing a number
of key observational constraints; namely the stellar mass function (SMF), stellar mass densities,
and SFR densities of galaxies across cosmic time (Somerville & Davé, 2015). While this is a
promising result, the assumptions made in each particular model around the baryon cycle can
be quite different. Somerville & Davé (2015) demonstrate that hydrodynamical simulations and
SAMs produce clearly different predictions for the gaseous component of galaxies – in particular
their ISM mass and metal content, and how these properties evolve over cosmic time.

This is further illustrated in recent work by Mitchell et al. (2018), who compare the �����
hydrodynamical simulations (Schaye et al., 2015) and the ������� SAM (Lacey et al., 2016).
They show that both models achieve the same stellar mass in haloes, but given do so for very
different reasons. This is demonstrated in Figure 1.6, showing the stellar–halo mass relation on the
left, and the gas–stellar mass ratio on the right. Clearly, while the two models do predict similar
stellar mass build up in haloes at I = 0, the predicted gas content of these galaxies – the reservoir
that produces the stars – is vastly different. This is particularly obvious in galaxies with stellar
mass below 109M� , for which ����� predicts "ISM/"¢ values of ⇡ 0.1, compared to �������,
which predicts a value closer to ⇡ 1 (even approaching ⇡ 10 at lower stellar mass).
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Figure 1.6: A comparison in halo stellar content (left) and galaxy gas fraction (right) between the ����� hydrodynamical
simulation and the ������� SAM (adapted from Mitchell et al. 2018). Both models accurately predict the stellar
content of haloes, however paint very different pictures for the gas content of galaxies. Comparisons are included to the
observations of Behroozi et al. (2013) – left panel; and Catinella et al. (2010); Saintonge et al. (2011) – right panel.

The predictions from these state-of-the-art models are painting fundamentally different
pictures for the gas content of galaxies, highlighting that different gas assembly paradigms are
degenerate in reproducing large-scale observations of stellar mass assembly. This degeneracy
has yet to be convincingly broken, and as such, one may pose the question – how well can we
claim to truly understand gas flows and their role in the baryon cycle?

1.5 THESIS OBJECTIVES AND OUTLINE

This thesis takes a theoretical approach to thoroughly explore, understand, and quantify the gas
flows that feed galaxies. To fulfil these aims, I have developed a repository of purpose-built,
efficient code to analyse gas flows in cosmological simulations. Through a series of Chapters, I
use the ����� suite of simulations and its library of physics variations to produce a number of
targeted predictions revealing the nature of gas flows, and more broadly, the role they play in
galaxy evolution. The remainder of this thesis is comprised of five Chapters, which are outlined
below:

2. Simulations and methodology
In Chapter 2, I describe the simulations and analysis tools that have been used for this
thesis. I outline the physical and technical details of the ����� suite of hydrodynamical
simulations relevant to the work that follows; and subsequently outline the methodology
developed to analyse gas flows in hydrodynamical simulations.
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3. The impact of feedback physics on halo-scale accretion
In Chapter 3, I challenge a commonly adopted assumption made by semi-analytic models –
that baryon accretion onto haloes mimics that of dark matter. I compare the rates of baryon
and DM accretion to haloes, and their breakdown into different accretion channels. I also
demonstrate the role that stellar and AGN feedback play in setting these halo-scale accretion
rates, and the potential implications for semi-analytic models of galaxy formation.

4. The physical properties of gas accreting to haloes
In Chapter 4, I extend the analysis techniques of Chapter 3 to explore the physical properties
– temperature, metallicity, and spatial distribution – of the gas accreting to haloes in the
����� simulations. I show that these properties are fundamentally linked to the history of
the accreting gas particles, and how the properties of the accreting gas play a dominant role
in setting the properties of the CGM.

5. Gas flows & the quenching of satellites along their orbits
In Chapter 5, based on the motivations in Chapter 3, I analyse the balance between gas
inflows (or lack thereof) and gas stripping along the infall of ����� satellite galaxies to
groups and clusters. In doing so, I produce predictions for the number of orbits required
to quench satellites across a range of stellar and host masses, and explain their quenching
mechanisms by appealing to the equilibrium models introduced in §1.3.

6. Summary & concluding remarks
I conclude with Chapter 6, where I summarise Chapters 1–5, and the significance of these
results in the field of galaxy evolution. In addition, I outline the relevance of my findings
as they pertain to current and upcoming observational studies, and outline future research
directions.
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In this Chapter, we discuss the simulations and methodology used for this thesis. We first broadly
discuss cosmological hydrodynamical simulations in §2.1, and introduce the simulations used
for this thesis – the ����� suite – in §2.2. In §2.3, we outline the algorithms used to identify
structures in these simulations. Finally, in §2.4 and §2.5, we outline the approach taken to define
haloes and galaxies in these simulations; and discuss how we calculate gas (and DM) flow rates at
both of these scales.

2.1 HYDRODYNAMICAL SIMULATIONS

As introduced in §1.4 – in recent years, large-scale hydrodynamical simulations have made it
possible to track the evolution of galaxies in realistic, physically-motivated “mini-universes” (see
the review of Vogelsberger et al. 2020). These simulations simultaneously discretise dark and
baryonic matter in a cosmological context, with set initial conditions. The framework of such
simulations is illustrated in Figure 2.1.

Within a given cosmological context (as per the bottom of Figure 2.1), the question becomes
one of methodology as to how dark and baryonic matter are discretised and simulated. The
behaviour of dark matter can be accurately traced with a collisionless “N-body” technique, where
gravity dictates the evolution of large-scale structure. This can be approached in a number of ways,
as per the “collisionless gravitational dynamics” section in Figure 2.1. Each of these methods are
based on finding numerical solutions to the Poisson equation, in its differential form in Equation
2.1:

r2�(r) = 4cGd(r), (2.1)

where �(r) is the gravitational potential evaluated at a spatial position r, G is the gravitational
constant, and d is the matter density (also evaluated at r).
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The hydrodynamical portion of these simulations – i.e., that relevant for the gaseous component
of baryonic matter – is often the most computationally demanding aspect of these models, given
the vast range of physical scales and supersonic flows characteristic of astrophysical fluids. In
addition to the Poisson equation above, the evolution of an astrophysical gas must satisfy the
equations of hydrodynamics below:

D
DC

(d) = �dr · v,

D
DC

(v) = � 1
d

r%,

D
DC

(4) = � 1
d

r · %v,

(2.2)

where D
Dt ⌘ m/mC + v · r is the Lagrangian derivative; v is velocity; d is density; and % is pressure;

4 = D + v2/2, is the specific energy per unit mass; and D is the specific internal energy of the fluid.

Figure 2.1: From the bottom upwards, an illustration of the framework of cosmological hydrodynamical simulations
from Vogelsberger et al. (2020).
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These equations are nominally closed by an ideal gas equation of state relating the pressure and
density of the fluid: % = (W � 1)dD, where W is the adiabatic index of the gas.

In general, there are two classes of approaches used to solved the equations of hydrodynamics:
(i) discretising the fluid in mass (e.g. smoothed-particle hydrodynamics, SPH – a Lagrangian
approach); or (ii) discretising the fluid spatially (e.g. mesh based codes – an Eulerian approach).
These methods can also be combined, such as in the popular “moving-mesh” approach. Each
method has advantages and disadvantages – for instance, it is challenging for SPH codes to
accurately resolve fluid discontinuities such as shocks, while a mesh-based approach can pose
difficulties in tracking a single “parcel” of gas and its evolution through time.

As mentioned above and in §1.4, given the vast range in physical scales involved in the
processes critical for galaxy formation, so-called “sub-grid” physics models are required to track
the behaviour of baryonic matter at scales below the resolution limit of the simulation. This
includes treatment of radiative cooling, star formation, and feedback from supernovae and AGN –
as illustrated at the top of Figure 2.1). These models are typically physically motivated – but in
general they require empirical calibration in order to reproduce the desired quantitative effect at
the population scale. Such calibrations typically involve a comparison to the I = 0 stellar content
of galaxies, which serves as a benchmark for the models.

Unlike the stellar component, the gaseous component of galaxies is typically not directly tuned
to reproduce observations. This gives properties of the gaseous universe in these simulations
genuine predictive power, and makes cosmological simulations an ideal test-bed for statistically
studying the role of gas flows in galaxy evolution. In this thesis, we use an SPH-based simulation –
the ����� suite, to investigate the flow of matter around haloes and galaxies. We introduce the
����� simulation in §2.2 below.

2.2 THE EAGLE SIMULATIONS

The ����� (Evolution and Assembly of GaLaxies and their Environments) simulation suite (Schaye
et al., 2015; Crain et al., 2015) is a collection of cosmological hydrodynamical simulations that
self-consistently model the co-evolution of baryonic and dark matter in a cosmological context.
����� uses the ������-3 tree-SPH1 code scheme outlined in Springel (2005), together with the
�������2 set of revisions outlined in Schaller et al. (2015) to track the formation and evolution
of galaxies down to I = 0 in a collection of periodic volumes. The ����� simulation boxes used in
this thesis are listed in Table 2.1, along with a number of defining parameters and characteristics
for each. The simulation runs with fiducial sub-grid model parameters are referred to as “reference”

1The ����� SPH kernel consists of 58 particles.
2������� used to overcome known issues with classical SPH (e.g. mixing, and the growth of instabilities).
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CHAPTER 2. SIMULATIONS AND METHODOLOGY

Figure 2.2: Visualisation of several ����� galaxies corresponding to classifications in the Hubble (1926) “tuning fork”,
from Figure 2 in Schaye et al. (2015). Images show the stellar light based on u, g, and r band SDSS filters, accounting
for extinction using the ����� radiative transfer code (Baes et al., 2011). Each panel is 60 kpc per side, and all galaxies
posses stellar masses between 5 ⇥ 1010M� and 1011M� . Galaxies in the top left 3 panels are elliptical (early-type)
galaxies, while the galaxies in the bottom left panels are irregular in morphology. Galaxies in the top right panels
correspond to spiral galaxies; and those in the bottom right panels are barred spirals.

boxes. A collection of ����� galaxies corresponding to classifications in the Hubble (1926)
“tuning fork” are illustrated in Figure 2.2, from Figure 2 in Schaye et al. (2015).

����� adopts the parameters3 of a ⇤CDM universe from Planck Collaboration et al. (2014),
with initial conditions generated using the method outlined in Jenkins (2013). The full collection
of ����� particle data is saved at a number of “snapshots” – 29 between I = 20 and I = 0, 15 of
which are between I = 2 and 0. Finely-spaced “snipshot” outputs are also available, including a
subset of particle properties in 200 outputs between I = 20 and I = 0.

As mentioned in §2.1, sub-grid models are required to track otherwise unresolved (sub-kpc)
physical processes relevant to galaxy formation and evolution. This includes modelling of radiative
cooling and photoheating, star formation, stellar evolution and metal enrichment, stellar feedback,
and AGN growth and feedback. These sub-grid prescriptions introduce a number of free parameters
to the model, some of which are tuned to match I ⇡ 0 observations of the galaxy stellar mass

3As per Table 1 in Schaye et al. (2015): ⌦m = 0.307, ⌦⇤ = 0.693, ⌦b = 0.04825, ⌘ ⌘ �0/(100 kms�1Mpc�1) =
0.6777, f8 = 0.8288, =s = 0.9611, . = 0.248.
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2.2. THE EAGLE SIMULATIONS

function, size–mass relation, and SMBH mass–stellar mass relation. We discuss the sub-grid
physics models implemented for the ����� suite in §2.2.1 – §2.2.5 below.

2.2.1 PHOTO-HEATING & RADIATIVE COOLING

Photoheating and radiative cooling are implemented in ����� based on the work of Wiersma
et al. (2009a), including the influence of 11 elements: H, He, C, N, O, Ne, Mg, Si, S, Ca, and
Fe (Schaller et al., 2015); with the UV and X-ray background described by Haardt & Madau
(2001). Since the ����� simulations do not provide the resolution to model cold, interstellar gas,
a density-dependent temperature floor is imposed such that the following equation of state is
satisfied:

%eos / d
4/3
gas , (2.3)

where %eos is the pressure associated with the equation of state, dgas is the gas density. This is
normalised to ) = 8 000 K at =H = 10�1cm�3, typical of the warm ISM (Richings et al., 2014).

2.2.2 STAR FORMATION AND STELLAR NUCLEOSYNTHESIS

To model star formation, a metallicity-dependent density threshold is set (as per Equation 2.4):

=
⇤
H = 10�1cm�3

✓
/

0.002

◆�0.64
, (2.4)

where =
⇤
H is the gas density threshold, and / is the gas metallicity. Gas particles that meet this

criterion and are within 0.5 dex of the temperature floor (i.e., log10 ) < log10 )eos + 0.5) are then
converted to star particles stochastically, with the star formation rate based on a tuned pressure
law (Schaye & Dalla Vecchia, 2008), calibrated to the work of Kennicutt (1998) at I = 0. The
form of this star formation law is shown in Equation 2.5:

§<⇤ = <g�(1 M�pc�2)�=
⇣
W

⌧

%

⌘ (=�1)/2
, (2.5)

where §<⇤ is the star formation rate of a given particle, <g is the gas particle mass, W = 5/3 is
the adiabatic index, G is the gravitational constant, and % is the total pressure. � = 1.515 ⇥
10�4 M�yr�1kpc�2 and = = 1.4 are parameters measured in observations. At birth, new star
particles inherit the mass and metallicity of the parent gas particle.

Gas particles are enriched by neighbouring star particles, which encapsulates the enrichment
via winds from AGB and massive stars, as well as core collapse (Type II) SNe (Wiersma et al.,
2009b). The stellar lifetimes and yields are based on Portinari et al. (1998) and Marigo (2001),
with the mass deposition spread to neighbouring gas particles in the SPH kernel weighted by their
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CHAPTER 2. SIMULATIONS AND METHODOLOGY

distance to the star particle. Mass loss through Type Ia SNe is considered in a similar manner,
assuming an exponential delay function before redistributing mass as per the yields of the W7
model in Thielemann et al. (2003). We note that there is no metal diffusion between gas particles
in �����, though we remark that smoothed metallicities (over the SPH kernel) are used to calculate
radiative cooling rates to combat this lack of mixing (Schaye et al., 2015).

2.2.3 STELLAR FEEDBACK

The energy associated with stellar feedback is treated with a thermal injection of 1.736 ⇥ 1049 erg
per M� of stellar mass formed. This is the energy liberated by Type II SNe using a Chabrier
(2003) initial mass function (IMF), assuming that 6 � 100M� stars are the progenitors of Type II
SNe, and that each SNe produces 1051 erg of energy.

The feedback energy is then coupled to the gas in the form of a temperature boost to
surrounding particles of �)SF = 107.5K in the fiducial ����� run, based on the work of Dalla
Vecchia & Schaye (2012). This relatively drastic temperature boost is required to ensure that the
energy injected is not efficiently radiated away. The number of particles heated is calculated using
Equation 2.6, taken from Equation 5 in Schaye et al. (2015):

h#heati ⇡ 1.3 5th
✓

�)
107.5 K

◆�1
, (2.6)

where 5th is a parameter that describes the fraction of the total amount of energy from core
collapse supernovae per unit stellar mass that is injected. 5th varies between set minimum and
maximum values (see Tables 2.1), with the value in this range calculated based on local ISM
properties as per Equation 2.7 (Equation 7 in Schaye et al. 2015):

5th = 5th,min +
5th,max � 5th,min

1 + (//0.1Z�)=/
�
=H,birth/=H,0

��== , (2.7)

where Z� = 0.0127 is the solar metallicity, =/ = == = 2/ln 10 ⇡ 0.87 (in the reference physics
runs), =H,0 = 0.67cm�3, and =H,birth is the density inherited by the star particle. For a value
of 5th = 1, the number of feedback events per particle is of order unity. Feedback energy is
accumulated until a temperature boost of 107.5K can be achieved, in order to avoid rapid thermal
dissipation.

2.2.4 SMBH GROWTH AND AGN FEEDBACK

SMBHs are seeded in ����� when a halo exceeds a virial mass of 1010
⌘
�1M�, with the seed

SMBHs having an initial mass of 105
⌘
�1M� (Schaye et al., 2015). Subsequently, SMBHs can

grow via Eddington-limited-accretion (Schaye et al., 2015), as well as mergers with other SMBHs,
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2.2. THE EAGLE SIMULATIONS

according to work outlined in Springel et al. (2005). The SMBH accretion rate is the minimum
between the Eddington accretion rate (Equation 2.8) and the modified Bondi & Hoyle (1944) rate
(Equation 2.9), as provided below:

§<Edd =
4c⌧<BH<p

nrfT2
, (2.8)

§<acc = §<Bondi ⇥ min
⇣
(2s/+q)3/⇠visc, 1

⌘
, (2.9)

where §<Bondi is the Bondi & Hoyle (1944) rate:

§<Bondi =
4c⌧2

<
2
BHd

(22
s + E

2)3/2
(2.10)

In Equation 2.8, <BH is the mass of the BH, <p is the proton mass, fT is the Thomson cross
section, 2 is the speed of light, and nr is the radiative efficiency of the accretion disc. In Equation
2.9, +q is the circulation speed of gas around the BH (Equation 16 of Rosas-Guevara et al. 2015),
2s is the sound speed, and ⇠visc is a free parameter related to the viscosity of the accretion disc
(see Rosas-Guevara et al. 2015). Finally, in Equation 2.10, E is the relative velocity between the
BH and the gas. The rate of BH mass growth is then given by:

§<BH = (1 � nr) §<acc. (2.11)

At each time-step, AGN feedback energy is saved to a sub-grid reservoir of energy, based on
the Equation 2.12:

�⇢
�C

= nfnr §<acc2
2
, (2.12)

where n 5 is the fraction of radiated energy that couples to the gas, calibrated such that the observed
I ⇡ 0 "BH � "¢ relation is recovered. This reservoir is stochastically injected into the gas once
enough energy has accumulated to heat a single particle by �)AGN, chosen to be 108.5K in the
reference physics runs (Schaye et al., 2015; Crain et al., 2015). The choice of �)AGN modulates
how “explosive” AGN feedback is in the model, with an increasing �)AGN corresponding to
a more violent yet intermittent mode of feedback. Feedback energy is accumulated until a
temperature boost of 108.5K can be achieved, in order to avoid rapid thermal dissipation.

2.2.5 FINAL SUB-GRID PARAMETERISATION

It is important to note that the sub-grid models above, being phenomenological in nature, require
tuning in order to reproduce key observations. In ����� the efficiency of stellar feedback and
black hole accretion rates are calibrated to match observations of the I ⇡ 0 stellar mass function,
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CHAPTER 2. SIMULATIONS AND METHODOLOGY

while also reproducing a realistic galaxy size–mass relation. The efficiency of AGN feedback is
calibrated to match observations of the galaxy stellar mass – SMBH mass relation.

Some parameters are also deliberately varied in alternative (non-“reference”) physics runs.
This allows exploration of the parameter space related to the different physical models, and how
each influences the final galaxy population. Table 2.1 outlines the parameters used for each of
the different simulation runs used in this thesis, how they vary from the fiducial values, and the
respective sections and/or equations where they are discussed.
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CHAPTER 2. SIMULATIONS AND METHODOLOGY

2.3 STRUCTURE FINDING

Structure finding algorithms are used to identify matter overdensities (i.e., the formation site of
galaxies) in cosmological simulations. A common approach used is to identify haloes using a
Friends-of-Friends (FOF) algorithm (e.g. Davis et al. 1985), where DM particles are linked if
their separation is less than a characteristic linking length, ;G (typically chosen to be 20% of the
average inter-particle spacing):

(x8 � x 9)2

;
2
G

< 1. (2.13)

Halo finders broadly fall into two categories – those that use configuration-space4 information
to identify structures, and those that use full phase-space5 information to identify structures. It is
also often desired to identify nested substructure (i.e. subhaloes) within these field haloes. In the
literature, this is managed with a number of different approaches (for a review see Knebe et al.
2013).

For our purposes, the outputs of structure finders are imperative to be able to study gas flows
in simulations. In order to study the gas in and around simulated galaxies, it is necessary for
a (sub)halo-finder to identify (i) the centre of potential for a given subhalo, (ii) the particles
associated with a subhalo, and (iii) the status of the subhalo as a central or satellite.

������� (Springel et al., 2001; Dolag et al., 2009) is the structure finder that was used to
generating the public ����� halo catalogues (McAlpine et al., 2016). In Chapters 3 & 4, we instead
use the modern structure finder VELOCI������ for our analyses of several 25 and 50 Mpc �����
boxes. We chose to use VELOCI������ noting that the next-generation of �����-like simulations
will use the ����� SPH code (Schaller et al., 2018), which natively implements VELOCI������
on the fly. For our analysis in Chapter 5, we elect to use the default ������� ����� outputs due
to computational constraints – running VELOCI������ over 200 finely-spaced 100Mpc �����
snipshots proved to be prohibitive with our resources on OzSTAR (based at Swinburne University
in Melbourne, Australia). In §2.3.1 and §2.3.2 below, we outline the ������� and VELOCI������
structure finders as they relate to the work in this thesis.

2.3.1 SUBFIND

������� is a commonly used structure finder that uses configuration-space information to identify
haloes and subhaloes in cosmological simulations (Springel et al., 2001; Dolag et al., 2009).
������� first identifies field haloes using a FOF algorithm that considers DM particles only, with
baryonic particles then associated with the group that their closest DM particle resides in. �������

4Physical coordinates (G, H, I).
5Coordinates in physical & velocity space (G, H, I, EG , EH , EI).

26



2.3. STRUCTURE FINDING

separates individual subhaloes in each of these DM field haloes by identifying gravitationally
bound sub-structure. ������� assigns the label of “central” to the subhalo that hosts the deepest
gravitational potential within the FOF, and “satellite” to any remaining substructure. As such,
when two subhaloes of similar mass reside in the same FOF group, we note that there is a level
of ambiguity in this classification – which can lead to spurious swapping of central/satellite
classification between time-steps (eg. Poole et al. 2017; Cañas et al. 2019). We use ������� – the
default structure finder for the public ����� halo catalogues (McAlpine et al., 2016) – for our
analysis of the large 100 Mpc ����� box in Chapter 5.

2.3.2 VELOCIRAPTOR

For Chapters 3 & 4, we use an alternative structure finder – VELOCI������ – to identify haloes
in the ����� simulations (Elahi et al., 2011, 2019a; Cañas et al., 2019). VELOCI������ is a
phase-space structure finding algorithm, which first uses a 3D-FOF algorithm (i.e., configuration
space) to identify field haloes (as per Equation 2.13). In general, 3D-FOF algorithms have the
tendency to spuriously link dynamically distinct objects together through tenuous particle bridges
(see Figure 2.3, as presented in Cañas et al. 2019). Recognising this, for each 3D-FOF object,
VELOCI������ subsequently applies a 6D-FOF phase-space algorithm in order to separate
virialised structures. The velocity dispersion is calculated for each 3D-FOF object : , f: , and
particles are linked together if:

(x8 � x 9)2

;
2
G

+
(v8 � v 9)2

;
2
E

< 1 (where ;a = Uaf: and Ua ⇡ 1.25)6. (2.14)

This helps to separate individual field haloes from 3D-FOF objects in the early stages of
mergers. Each of these field haloes may contain numerous density peaks, some of which may
reside outside the virial radius. Each of these nested density peaks are identified as “sub-haloes”
of the parent halo via an iterative search using phase-space information and the gravitational
potential energy of particles. Like �������, VELOCI������ assigns the label of “central” to
the subhalo that hosts the deepest gravitational potential within the halo, and “satellite” to any
remaining substructure.

To link VELOCI������ haloes through time, we use the halo merger tree code T���F���
(Elahi et al., 2019b). This code compares the particles in haloes across multiple snapshots by
calculating a “merit” based on the fraction of particles that are shared by two (sub)haloes 8 and
9 at different times. For our purposes, we ran T���F��� matching for all particle types, and
searched 3 adjacent snapshots for temporal links between haloes.

6Ua , of order unity, relates the linking length of particles in velocity space, ;a , to the velocity dispersion of the
candidate halo, f

:
.
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Figure 2.3: A performance comparison of the 6DFOF algorithm VELOCI������ (Elahi et al., 2011, 2019a; Cañas
et al., 2019) and the 3DFOF structure-finder HaloMaker (Aubert et al., 2004; Tweed et al., 2009) during a merger
between two haloes in H������AGN (Dubois et al., 2014). Using velocity information as well as spatial information
allows VELOCI������ to accurately assign tenuous particles to the correct halo in the early stages of mergers.

2.4 DEFINING THE HALO & ISM OF GALAXIES

In order to investigate the gas flows around galaxies and their haloes, it is first necessary to develop
a consistent and transferable definition of these objects in the context of cosmological simulations.
Such definitions are typically based on some output information from structure-finders; namely (i)
the centre of potential for a given subhalo, (ii) the particles associated with a subhalo, and (iii) the
status of the subhalo as a central or satellite. In this section, we outline previous approaches used
to select haloes and galaxies, and the methods we adopt in subsequent Chapters to study gas flows.

2.4.1 HALO-SCALE

Previous SPH-based studies of gas flows around the haloes of galaxies often define the “halo” as
all matter within the halo’s virial radius, defined by '200 – the radius enclosing a mean overdensity
200 times the critical density (e.g. Correa et al. 2018b; Mitchell et al. 2020a). This radius is
normally expanded from a halo’s centre of potential, where the gravitational potential reaches its
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Figure 2.4: Comparison of methods to define the particles associated with an "halo ⇡ 1012M� ����� halo. The
particles associated with the VELOCI������’s 6D-FOF output are illustrated in grey and outlined with the dashed
pink line; while the halo’s '200 virial radius is illustrated with the dashed blue line. The FOF definition does not
make any assumptions about the morphology of a halo, and generally returns slightly higher masses than the mass
internal to the virial radius, quoted as "200. Visualisation generated with baryonic particles only using SPHViewer
(Benitez-Llambay, 2015).

minimum value. Alternatively, van de Voort et al. (2011) elect to use all particles associated with
������� (see §2.3.1) FOF groups (minus satellites) to define a halo.

To define haloes in Chapters 3 & 4, we take an approach most akin to van de Voort et al. (2011)
– direcly using the particle outputs of a structure-finder to define the extent of a halo. We use the
outputs of VELOCI������ (see Elahi et al. 2011, 2019a; §2.3.2), to identify the matter associated
with haloes in the ����� SPH simulations. An example of this selection is demonstrated in Figure
2.4; comparing VELOCI������’s 6D-FOF selection of baryonic particles associated with an
"halo ⇡ 1012M� ����� halo and its virial radius ('200) and virial mass ("200).

We remark that the average size of 6D-FOF haloes is of order ⇡ '200 (as illustrated in Figure
2.4), however, our method makes no assumptions about a given halo’s morphology. Additionally,
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VELOCI������’s phase-space algorithm gives us confidence that spurious particle bridges and
early-stage mergers are identified and deblended. In Appendix A.4 we compare our calculation of
gas inflow rates using the 6D-FOF definition to an '200 spherical-overdensity halo definition, and
find little qualitative difference in results.

2.4.2 GALAXY-SCALE

There are a plethora of approaches used in literature to select the particles that constitute a “galaxy”
in SPH simulations. Instead of taking all gas within a simple spherical aperture, many studies
focus exclusively on the “cool” gas reservoir of galaxies. This choice reflects what could be
considered the “ISM” – with cooler gas linked to a neutral molecular (Lagos et al., 2015) or
atomic (Bahé et al., 2016) phase, more closely tied to the physics of star formation.

Focusing on gas inflow, van de Voort et al. (2017) define the ISM of both central and satellite
galaxies in ����� by selecting star-forming particles within a 30kpc aperture of a galaxy’s
centre of potential. Gas particles with a non-zero SFR in ����� reflect a “cold” phase, meeting
the metallicity-dependant density threshold and being within 0.5 dex of the density-dependent
temperature floor outlined in Schaye et al. (2015). In a similar manner, Correa et al. (2018b) define
the ISM of ����� central galaxies by selecting particles within a radial distance of 0.15 ⇥ '200

of the host centre of potential, that are either (i) star forming, or (ii) part of the “atomic” ISM
(with =H > 10�1cm�3 and ) < 105K). Mitchell et al. (2020b) take a slightly different approach in
defining the ISM of ����� central galaxies, including gas particles within 0.20 ⇥ '200 that are
either (i) star forming, or (ii) meet a slightly different atomic-phase selection; selecting particles
with =H > 10�2cm�3 that are within 0.5 dex of the density-dependant temperature floor.

For the purposes of our work in Chapter 5 ( note in Chapters 3 & 4, we only consider the
halo-scale), we required an ISM definition that could fairly be applied to central and satellite
galaxies in the ����� simulations – meaning that any ISM definition relying on a fixed factor of
'200c was not appropriate. Additionally, in light of future research goals (see §6.2), we desired an
ISM definition that could be applied to galaxies in different hydrodynamical simulations – and
did not heavily rely on �����-specific phase selections. This led us to the “BaryMP” method (for
brevity, BMP here-onward), outlined in Stevens et al. (2014), which we discuss and demonstrate
below.

With the BMP method, the cumulative radial baryonic mass profile of cool gas (either
) < 5⇥ 104 K or non-zero SFR) and stellar particles is analysed for a given (sub)halo7 to identify
the radius at which the baryonic mass profile begins to follow dbar(A) / A

�2. This represents a

7We exclusively fit the baryonic mass profile using the particles associated with each (sub)halo. In the case of central
galaxies, this means excluding nested subhaloes; and in the case of satellites, this means excluding the diffuse particles
assigned to the central subhalo.

30



2.4. DEFINING THE HALO AND ISM OF GALAXIES

Figure 2.5: The BMP fitting process for a I = 0 log("¢/M�) ⇡ 11 galaxy (based on Stevens et al. 2014). The
cumulative mass profile of cool gas () < 5 ⇥ 104 K; top left panel) and stars (top right panel) is fit to find the point at
which the profile becomes effectively isothermal. In this case the BMP radius is found to be 79 pkpc, as indicated by
the dashed lines in each panel.

natural transition point where the mass profile is dominated by that expected from an isothermal
diffuse hot gas halo, as opposed to the concentrated stellar mass distribution associated with the
inner regions of a galaxy. Following the BMP fitting process, the ISM of a galaxy is then defined
by all cool gas particles () < 5 ⇥ 104 K or non-zero SFR) internal to the BMP radius.

Figure 2.5 shows an example of the BMP fitting process for a I = 0 log("¢/M�) ⇡ 11
galaxy, and Figure 2.6 illustrates the ISM selection for a number of galaxies (a central and several
satellites) in a log("200/M�) ⇡ 13 ����� halo. Furthermore, Figure 2.7 demonstrates the results
of the BMP fitting process for I ⇡ 0 ����� galaxies, split by central/satellite status.

The top panel of Figure 2.7 illustrates the median BMP radius, 'BMP, as a function of stellar
mass internal to this radius, "¢, BMP. Focusing on central galaxies (black), 'BMP increases with
mass from a median of 25 kpc at log("¢/M�) ⇡ 9 to 300 kpc at log("¢/M�) ⇡ 12. The spread,
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Figure 2.6: An illustration of our ISM selection process for a number of galaxies in a log("200/M�) ⇡ 13 ����� halo
at I = 0. The top panel shows a rendering of all baryons, while the bottom panel solely exhibits the ISM selection. The
BMP best-fit radii (Stevens et al., 2014) are illustrated with solid lines for the central galaxy, and dashed lines for the
surrounding satellites. The stellar masses internal to each 'BMP are quoted in the bottom panel.

as indicated by the grey shaded region, is largest for less massive systems, log("¢/M�) . 10.5.
In this regime, the 16th � 84th percentile range remains at ⇡ 0.2 dex, while for more massive
systems, log("¢/M�) & 11, this spread reduces to ⇡ 0.1 dex. The bottom panel of Figure 2.7
shows the ratio of 'BMP to the host halo virial radius, '200, for central galaxies. The median
'BMP/'200 fraction ranges between 0.2 � 0.3 for the majority of the mass range, exceeding 0.3
for the most massive galaxies, log("¢/M�) & 11.5. These 'BMP/'200 values slightly exceed the
radial cuts used for central galaxies in Correa et al. (2018b) and Mitchell et al. (2020b).

In the top panel of Figure 2.7, we also illustrate the stellar half-mass radius ('
¢,1/2) and cool

gas half-mass radius ('cool gas,1/2) for all galaxies in grey. We note that these half-mass radii are
calculated based on the particles within an aperture of 'BMP. The reader may notice that while
the half-mass radii follow the same functional form as the BMP radii with stellar mass, the 'BMP
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Figure 2.7: Top panel: the median BMP radius, 'BMP as a function of stellar mass internal to this radius, "
¢, BMP, for

I ⇡ 0 ����� central (black) and satellite (red) galaxies. For reference, we also illustrate the stellar half-mass radius
('

¢,1/2, solid line) and cool gas half-mass radius ('cool gas,1/2, dotted line) for all galaxies in grey. Bottom panel:
the median ratio of 'BMP to the host '200 virial radius for I ⇡ 0 central galaxies only. At fixed stellar mass, centrals
exhibit systematically larger 'BMP values compared to satellites, by ⇡ 0.1 dex on average.

values (corresponding closely to 0.15 � 0.25 ⇥ '200) are significantly larger than '
¢,1/2. This

highlights the fact that the BMP radius acts as an upper radial limit for the inclusion of particles
in the stellar and ISM selection. In the case of cool gas, the temperature cut () < 5 ⇥ 104 K)
preferentially selects gas that is well within the 'BMP radius. Above "¢ ⇡ 1010M� , the half-mass
radius of cool gas is a factor of ⇡ 2 larger than the stellar half-mass radius, meaning that on
average, our ISM selection corresponds to a gas distribution that is slightly extended relative to
the stellar component. We remark that we have also tested several different methods commonly
adopted in the literature to define the ISM of satellites (such as cool gas within a fixed 30kpc
aperture), and report that our results are qualitatively insensitive to this choice.
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The bottom panel of Fig. 2.7 shows the ratio of 'BMP to the host halo virial radius, '200, for
central galaxies. The median 'BMP/'200 fraction ranges between 0.2 � 0.3 for the majority of the
mass range, exceeding 0.3 for the most massive galaxies, log("¢/M�) > 11.5. These 'BMP/'200

values slightly exceed the radial cuts used for central galaxies in Correa et al. (2018b) and Mitchell
et al. (2020b).

Comparing centrals and satellite galaxies in the top panel of Figure 2.7, we note that median
'BMP values for central galaxies systematically exceed satellite 'BMP measurements by ⇡ 0.1�0.2
dex (25�50%) over the full mass range considered. Satellite galaxies with log("¢/M�) ⇡ 10�11
exhibit higher variance in baryonic radii compared to centrals, with a 16th � 84th percentile range
of ⇡ 0.3 dex. The more concentrated baryonic mass profiles associated with satellites are likely a
result of both tidal stripping and the reduced gas content of satellites compared to centrals.

2.5 LAGRANGIAN PARTICLE FLOW CALCULATIONS

Methodologies to calculate inflow rates to structure in cosmological simulations can be categorised
as either (i) Eulerian, or (ii) Lagrangian in nature. The Eulerian method measures the instantaneous
inward mass flux across a defined boundary, while the Lagrangian approach measures the inward
mass flux across the boundary over a discrete interval in time. As discussed by Mitchell et al.
(2020a), the Lagrangian method yields more accurate measurement of time-integrated flux, and is
less sensitive to the stochasticity of instantaneous particle behaviour at the boundary of haloes.
With a halo or galaxy definition in hand, one can use a Lagrangian technique to calculate gas flow
rates to and from this reservoir, as demonstrated in Figure 2.8.

Each simulation has a finite number of outputs, # , that encode the physical state of the system
at times C0 < C < C# – with an output “snapshot” = reflecting the system at lookback time C = C=.
As illustrated in Figure 2.8, it is possible to define a set of particles of species8 : , ⌧C= ,: , based on
particle properties that reflects a particular physical structure of interest (e.g., a halo or galaxy as
per §2.4). In Figure 2.8, ⌧C= ,: , we illustrate a basic radial cut (blue and red dashed lines) to define
a simulated galaxy, where particles internal to this radius are considered part of ⌧C= ,: .

If we determine the set of particles constituting this given reservoir at two snapshots 8 and 9

(⌧C8 ,: and ⌧C 9 ,: respectively; where snapshot 9 is subsequent to snapshot 8) – it is possible to
compare these sets and determine which particles have joined or left the structure of interest over
the desired time interval, �Cij. The particles that were not part of the reservoir at set 8 but joined
the reservoir at snapshot 9 can be considered Lagrangian “inflow particles” – defining the set
⌧�C8 9 ,: (in); or �⌧ in for brevity. Similarly, particles that were part of the reservoir at set 8 but left

8Here, species refers to the status of a particle as corresponding to DM, gas, stars, or BH.
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Figure 2.8: Demonstration of identifying sets of Lagrangian inflow and outflow particles between two simulation
outputs, C8 (left) and C 9 (right). In this case, the reservoir ⌧

C= ,: corresponds to a galaxy defined by simple radial cut
(blue and red dashed lines at the initial and final snapshots, respectively). With a Lagrangian technique, one can
determine the particles that have been accreted or ejected by comparing the particles that were part of the galaxy at
snap 8 (⌧

C8 ,:) and snap 9 (⌧
C 9 ,:). Images generated using Py-SPHViewer (Benitez-Llambay, 2015) and the �����

simulation suite (Schaye et al., 2015).

the reservoir at snapshot 9 can be considered Lagrangian “outflow particles” – defining the set
⌧�C8 9 ,: (out); or �⌧out for brevity.

The average mass inflow or outflow rate of a given structure ⌧ can be calculated by summing
all particle masses, <?, constituting the inflow or outflow sets, and normalising by the relevant
time interval of as per Equation 2.15:

§"⌧ =
’
?2�⌧

<?/�C8 9 (2.15)

Where <? is the mass of a particle ?, and �⌧ can refer to the inflow or outflow set. Such a
calculation corresponds to a gross inflow or outflow rate, with the difference between these two
reflecting the net change. In the case of gas particle flow rates, it is important to also include
any stellar particles that were formed between Ci and Cj in the �⌧ sets. This can be achieved by
simply ensuring that a particle is gaseous at the initial snapshot, C8; but not necessarily enforcing
this requirement at C 9 . With a method for identifying the set of particles constituting the inflow
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and outflow sets, �⌧, it is then also possible to characterise the properties of the �⌧ sets (e.g.
for their metallicity, temperature, density etc.). We defer discussion of such calculations for the
relevant Chapters.

2.5.1 HALO-SCALE FLOW CALCULATIONS

Chapters 3 & 4 focus on comparing halo-scale baryonic and DM inflow, and studying the
characteristic of accreting particles based on their history and physical properties. For these
Chapters, we studied accretion onto haloes in a number of 25 and 50 Mpc ����� boxes, basing
our halo reservoir definition on the 6D-FOF outputs of the VELOCI������ structure finder (as
per §2.4.1). With this halo definition in hand, we simply needed to choose a time interval to
calculate inflow rates to and from this reservoir. As shown in Mitchell et al. (2020b), Lagrangian
inflow rates are adequately converged when using a �C8 9 defined by the native ����� simulation
output cadence. This motivated our choice to adopt these relatively coarse intervals – 29 snapshots
between I = 20 and I = 0 – for the purposes of the analyses in Chapters 3 & 4. The python code I
developed for these halo-scale analyses of inflow using VELOCI������ is publicly available at
https://github.com/RJWright25/CHUMM.

To summarise – we use the term halo-scale accretion to refer to the matter that has joined
the halo reservoir (i.e. ⌧C= ,:) between simulation outputs. “Halo-scale”, in this case, defines
the boundary at which accretion rates are calculated. For the purposes of our calculations in
Chapters 3 & 4, we define a halo in ����� as all particles associated with its VELOCI������ FOF
(which makes no simplifying assumptions about the morphology of a halo). Thus, our halo-scale
accretion rates correspond to particles that have joined a FOF object (either from the IGM, or
another halo) between simulation outputs.

2.5.2 GALAXY-SCALE FLOW CALCULATIONS

Chapter 5 instead focuses on comparing inflow and outflow rates to the ISM of central and satellite
galaxies in the large 100 Mpc ����� reference box. To robustly define the ISM of galaxies in
�����, we use the BMP method as outlined in 2.4.2 – which yields results agnostic to the galaxy’s
central or satellite status. To choose the time interval for this calculation, we refer to the work of
Mitchell et al. (2020a) – who demonstrate that higher cadence outputs (200 “snipshots” from
I ⇡ 20 to I = 0) are required to accurately capture converged outflow rates. Considering the
potential computational expense of running VELOCI������ over this large simulation box and
the 10-fold increase in outputs to be analysed, we elected to use the native ������� structure
finder outputs for this analysis. The python code I developed for this analysis of inflow & outflow
rates is more modular than the previous project; and also includes the option to simultaneously
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process different sub-volumes of a given simulation in parallel. This code is publicly available
at https://github.com/RJWright25/hydroflow, and will continue to be used and updated
for future research endeavours.

To summarise – we use the term galaxy-scale accretion (outflow) to refer to the matter that
has joined (left) the galaxy “reservoir” (i.e. ⌧C= ,:) between simulation outputs. “Galaxy-scale”, in
this case, defines the boundary at which accretion rates are calculated – at the scale of the galactic
disc. For the purposes of our calculations in Chapter 5, we define galaxies in ����� as all cool gas
particles () < 5 ⇥ 104 K or SFR > 0) within the characteristic radius ('BMP) found from fitting
the galaxy’s baryonic mass profile (see §2.4.2). Thus, our galaxy-scale accretion rates correspond
to particles that have joined the ISM (normally from the CGM) between simulation outputs.
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ABSTRACT

In this Chapter, we use the ����� suite of hydrodynamical simulations to analyse accretion rates (and
the breakdown of their constituent channels) onto haloes over cosmic time, comparing the behaviour
of baryons and DM. We also investigate the influence of sub-grid baryon physics on halo-scale inflow,
specifically the consequences of modelling radiative cooling, as well as feedback from stars and AGN. We
find that variations in halo baryon fractions at fixed mass (particularly their CGM gas content) are very
well correlated with variations in the baryon fraction of accreting matter, which we show to be heavily
suppressed by stellar feedback in low-mass haloes, "halo . 1011.5

"� . Breaking down accretion rates into
first infall, recycled, transfer and merger components, we show that baryons are much more likely to be
smoothly accreted than to have originated from mergers when compared to DM, finding (averaged across
halo mass) a merger contribution of ⇡ 6% for baryons, and ⇡ 15% for DM at I ⇡ 0. We also show that
the breakdown of inflow into different channels is strongly dependent on sub-grid physics, particularly
the contribution of recycled accretion (accreting matter that has been previously ejected from progenitor
haloes). Our findings highlight the dual role that baryonic feedback plays in regulating the evolution of
galaxies and haloes: by (i) directly removing gas from haloes, and (ii) suppressing gas inflow to haloes.

This Chapter, in large part, has been adapted from the publication listed below.

The impact of stellar and AGN feedback on halo-scale baryonic and dark matter accretion
rates in the ����� simulations

Ruby J. Wright, Claudia del P. Lagos, Chris Power, Peter D. Mitchell.
Monthly Notices of the Royal Astronomical Society, October 2020, Volume 498, Issue 2, pp.

1668-1692. https://doi.org/10.1093/mnras/staa2359.
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CHAPTER 3. THE IMPACT OF FEEDBACK PHYSICS ON HALO-SCALE ACCRETION

3.1 MOTIVATIONS

Cosmological simulations focused on the physics of galaxy formation and evolution have proven
to be exceptionally powerful predictive tools in extragalactic astrophysics. Hydrodynamical
simulations and semi-analytic models are developing in parallel, acting to support observational
surveys in constraining the complex baryonic physics that takes place within galaxies, and their
consequent observable properties (Somerville & Davé, 2015).

Semi-analytic models are one of the most frequently used tools to investigate the physics
behind galaxy formation and evolution on large scales. This is largely due to their ability to explore
vast regions of parameter space, and produce sizeable galaxy populations without prohibitive
computational cost. Many SAMs (e.g. GALFORM: Cole et al. 2000; Lacey et al. 2016, �-��������:
Henriques et al. 2015, and S����: Lagos et al. 2018b) build galaxy populations based on dark
matter (DM) only simulations, and must accordingly infer the growth of baryons in galaxies based
on the DM growth of the host halo.

In SAMs, the behaviour of baryons is normally assumed to trace exactly that of DM, with a
mass fraction of 5b = ⌦b

⌦m
⇡ 0.16, defined by the parameters of a concordance ⇤CDM cosmology

(Planck Collaboration et al., 2018). This assumption has been shown to be valid when neither
stellar nor AGN feedback is modelled (e.g. Crain et al. 2007), however, has not extensively tested in
modern, full-physics hydrodynamical simulations. The aim of our work is to use of state-of-the-art
cosmological simulations (including feedback physics) to investigate the relationship between gas
and DM inflow, with the eventual goal of applying our results to better inform SAMs.

3.1.1 MODELLING HALO GROWTH ANALYTICALLY

Analytic (and semi-analytic) approaches to modelling galaxy formation typically involve a halo
inflow term, with the eventual accretion onto the central galaxy being counteracted by “preventative”
feedback terms. As an illustration, Davé et al. (2012) adopt the following prescription:

§"in = §"grav � §"prev + §"recyc, (3.1)

where §"in is the net inflow rate to the galaxy, §"grav is the total mass inflow rate onto the host
halo (see Equation 3.2), §"prev represents the growth rate of intra-halo/CGM gas (gas inside the
halo, but outside the central galaxy), and §"recyc is the rate at which previously ejected gas (now
part of the CGM) is reincorporated into the central galaxy’s ISM. The preventative feedback
parameter, Z , is then defined to be Z ⌘ 1 � §"prev

§"grav
. The §"grav term is derived from Extended Press

Schechter (EPS) theory (Bond et al., 1991; Neistein et al., 2006), taking into account the assumed
cosmology and predicted clustering of matter into spherical haloes. It is described by Equation
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3.2 from Dekel et al. (2009):

§"grav

"halo
= 0.47 5b

✓
"halo

1012
"�

◆0.15 ✓1 + I

3

◆2.25
Gyr�1

. (3.2)

We note that this formulation is dependent on f8 and ⌦m cosmological parameters, which in this
case were taken from WMAP5 (Komatsu et al., 2009). Since these values are very similar to the
new Planck concordance parameters (Planck Collaboration et al., 2016, 2018), which themselves
have small uncertainties (⇡ 1% and ⇡ 5% on f8 and ⌦m respectively), it is unlikely that the
behaviour of this formulation would change significantly with the choice of cosmology. The
functional form of Equation 3.2 highlights the following points: (i) the efficiency of gas inflow� §"grav/"halo

�
onto haloes (predicted from DM-only arguments) increases modestly with halo

mass, (ii) the efficiency of gas inflow onto haloes decreases over cosmic time, and (iii) the amount
of gas that enters a galaxy’s ISM is modulated by preventative feedback from the galaxy. The latter
can be broken down into: photoionisation, stellar feedback (winds & heating), AGN feedback
(winds & heating) and thermal pressure from gravitational compression. More recently, some
empirical models have begun to allow a connection between galaxy SFRs and halo-scale inflow
rates (Moster et al., 2018; Behroozi et al., 2019).

Another approach to model halo mass growth rates is presented in Correa et al. (2015c) with
the COMMAH code. This approach is also based on EPS theory (Correa et al., 2015a; Neistein
et al., 2006), but also folds in the requirement for a defined relation between halo concentration
and formation time. This relation was obtained through the analysis and fitting of results from a
collection of hydrodynamical and DM-only simulations with varying cosmological parameters
(Correa et al., 2015b). Correa et al. (2015c) found small changes in results when cosmological
parameters were varied, with tension at maximum ⇡ 0.1 dex for a given redshift.

3.1.2 MODELLING HALO GROWTH IN SIMULATIONS

As discussed in Chapter 1, hierarchical mass assembly of haloes and galaxies is one of defining
processes predicted by a ⇤CDM cosmology. Considering only DM, numerical work from Genel
et al. (2010) using the Millennium and Millennium-II simulations suggesting that 60% of total halo
mass growth is the result of mergers. Comparatively, with an implementation of baryonic physics,
van de Voort et al. (2011) show that gas accretion onto haloes is predominantly “smooth-mode”
(that is, not from resolved mergers), with merger-driven baryon growth (with mass ratios above
1 : 10) being only significant in groups and clusters. At present, how the exact “mode” of halo
growth varies between DM and baryons has yet to be investigated in hydrodynamical simulations,
nor has the influence of feedback physics on this breakdown.
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A number of simulation-based studies have investigated the influence of feedback physics
on specifically gas accretion to galaxies. It is important to differentiate between gas accretion
onto haloes and gas accretion onto galaxies (effectively, the §"grav term and §"in term in the
Davé et al. 2012 prescription, respectively). The interplay between feedback mechanisms and
gas inflow within the halo environment is explored in depth in van de Voort et al. (2011), who
focus on accretion to haloes and central galaxies. They define haloes as per the ������� algorithm
(Springel et al., 2001; Dolag et al., 2009), and the ISM as gas that is dense enough (most of
which will be star forming) within 0.15'200. With a range of ������-based (Springel, 2005)
hydrodynamical simulations implementing varying physics, they find: (i) that the efficiency of gas
accretion onto haloes is only weakly dependent on halo mass (and at halo masses above 1011M� ,
is fairly insensitive to feedback), and (ii) that accretion rates to galaxies are much more sensitive
to somewhat uncertain feedback/cooling mechanisms.

Faucher-Giguère et al. (2011) use a collection of SPH-based cosmological simulations to
study the net accretion of baryons onto the virial sphere of haloes as a function of halo mass and
redshift. They show that gas inflow rates and SFRs are not necessarily well predicted by dark
matter accretion rates (scaled by a universal baryon fraction) when outflows from star-formation
are modelled. They show that this discrepancy is large for low-mass haloes ("halo . 1011.5M�),
where inflows and SFRs are particularly suppressed. They also show that in massive haloes, SFRs
can actually be boosted relative to the no-feedback simulations due to the re-accretion of gas onto
galaxies.

Nelson et al. (2015) use two simulations based on the moving mesh ����� code, one with
both stellar & AGN feedback (similar to the ILLUSTRIS simulation), and one with neither stellar
nor AGN feedback. They focus on inflows at galaxy-scales for centrals, and measure net accretion
rate using a tracer-particle method, counting the number of inward crossings of a boundary at
A = 0.15Avir, subtract the number of outgoing crossings. They find that the fraction of mass
delivered via smooth accretion is consistently lower in the presence of feedback by a factor of 2 at
all redshifts, and that for haloes of mass 1011.3

"� < "halo < 1011.4
"� that inflow rates to the

virial sphere are similar between their feedback and no-feedback runs at early times, but diverge
by ⇡ 0.25 dex at I ⇡ 0, where inflow rates are suppressed in the presence of feedback.

More recently, Correa et al. (2018b) investigate gas accretion onto haloes and central galaxies
in the ����� suite of hydrodynamical simulations (Schaye et al., 2015; Crain et al., 2015). To
calculate accretion rates to each halo, they find the flux of particles from outside the Friends-Of-
Friends (FOF) halo to within the virial sphere, '200, crit. With this methodology, they find that
gas accretion at the halo-scale in the reference physics run deviates from a DM-only prediction
(Correa et al., 2015a,b,c), with inflow suppressed for lower mass haloes. Interestingly, they show
at the galaxy-scale for I < 2 for haloes with 1011.7

"� < "halo < 1012.7
"� that the accretion rate

42



3.1. MOTIVATIONS

to galaxies remains roughly independent of halo mass, while for haloes of mass "halo < 1011.7
"�

or "halo > 1012.7
"� , there is an obvious positive scaling of accretion rate with halo mass. They

attribute the flattening at the galaxy-scale to AGN feedback, as this flattening vanishes in the
no-AGN variant. They do not focus on comparing accretion rates onto haloes between different
runs with varying feedback physics.

Anglés-Alcázar et al. (2017) used the high-resolution FIRE simulations to explore the baryon
cycle in a small sample of galaxies, in particular the contribution of different accretion channels
(e.g. “fresh” accretion, “inter-galactic transfer”, and “merger” channels) over a wide range of
galaxy mass. They find that the contribution of main progenitor recycling typically increases
towards late times, together with the inter-galactic transfer component. Hafen et al. (2019), using
the FIRE-2 simulations, show that inter-galactic medium (IGM) accretion and winds from central
galaxies typically dominate the origin of gas in the CGM, with increasing importance of satellite
wind and stripping at higher halo masses. Hafen et al. (2020) subsequently show that while most
CGM gas either remains in the CGM or is accreted to the central galaxy, a significant CGM gas
fraction can be accreted to satellite galaxies (up to 3 � 4% at "halo ⇡ 1012

"�).
On a more statistical basis, the breakdown of gas accretion channels was explored in Mitchell

et al. (2020b) using the reference 100 Mpc ����� simulation run at both the halo- and galaxy-scale.
They also show that the dominant contributor to mass accretion are first-infall and recycled
particles, with the importance of mergers greatest for higher mass haloes, "halo & 1012

"�. A
similar simulation-based analysis of DM accretion channels, and the influence baryonic physics
on baryon accretion channels, is currently lacking in the literature.

Although simulation-based methodologies of measuring inflow are decidedly diverse, it is
also clear that the efficiency of inflow scales with the mass of a halo in a non-linear manner,
eventually acting to set the relationship between stellar and halo mass. Most simulation-based
work has indicated that feedback has little impact on the accretion rates at the halo-scale, unlike
the galaxy-scale. The reader should note that the technique of calculating inflow, binning, and
averaging can have significant impact on the quantitative measurements of accretion rates, and that
some quantitative tension between works could plausibly be explained by the specific methodology
used.

In this study, we measure halo-scale accretion rates in a selection of the simulation runs available
from the ����� suite. Using code available at https://github.com/RJWright25/CHUMM
(described in §2.5), we measure DM and baryon inflow to haloes, and its breakdown into
physically distinct channels (“first-infall”, “recycled”, “transfer”, and merger” components of
inflow (as per §3.2). We compare inflow rates (and their breakdown) in a number of ����� runs to
explore the influence of sub-grid physics on halo growth, with a focus on the divergent behaviour
of baryons and DM. In Appendices A.1, A.2, A.3 and A.4, we explore the sensitivity of our
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measurements to (i) number statistics, (ii) simulation spatial/mass resolution, (iii) simulation
temporal resolution, and (iv) measurement methodology, respectively.

The content we present in this Chapter is structured as follows. In §3.2, we outline the set of
����� simulations used for this study, and how we calculate and classify halo-scale inflow based
on particle history. §3.3 compares the build-up of gas and DM in ����� runs with fiducial sub-grid
physics. §3.4 looks at the impact of including various physical processes in the simulations
when compared to the results of §3.3. In §3.5, we discuss the implications of our findings on
semi-analytic prescriptions of baryon build-up in galaxies. In §3.6, we conclude what these
findings tell us about the growth of baryonic matter in galaxies, and future directions.

3.2 METHODOLOGY

In this Chapter, we use a number of the ����� hydrodynamical simulations (as introduced in §2.2) to
understand the relationship between baryonic and dark matter build-up in haloes. For the purposes
of this Chapter, we make use of all runs listed in Table 2.1 bar the L100-REF run. This includes
simulation boxes that have variations in the strength of stellar feedback, the implementation of
AGN feedback, the inclusion of radiative cooling, and numerical resolution. To study baryonic
and DM inflow to haloes in �����, we use the robust structure finder VELOCI������ (Elahi et al.,
2011, 2019a) and a Lagrangian technique to identify the accretion of new particles to 6D-FOF
structures. This methodology was outlined fully in §2.5.1, with the code publicly available at
https://github.com/RJWright25/CHUMM.

As per the method outlined in §2.5.1, for each field halo we are able to identify the set of
particles (both DM and baryons) that have joined the halo reservoir in the interval between a
snapshot 8 and snapshot 9 . We elect to calculate accretion rates over the interval between adjacent
����� snapshots (29 snapshots from I = 20 to I = 0), corresponding to a �C ranging between
⇡ 250 Myr at minimum (at I ⇡ 4), and ⇡ 0.9 Gyr at maximum (at I ⇡ 0). The varying time-steps
in ����� that we use to calculate accretion rates correspond to 0.5 � 1.0 times a halo dynamical
time across the full redshift range that we analyse, and thus, for the purposes of our work, we
don’t believe there is a need for higher cadence intervals. We remark that we do not impose any
additional requirements on inflow particles (e.g. inward radial velocity) – we simply require that a
particle appears in a 6D-FOF object between snapshots.

To investigate the sensitivity of our accretion calculations to the time interval, we used a higher
cadence (200 snapshot) non-radiative simulation (which we refer to as L32-NONRAD, with very
similar simulation parameters to L25-NONRAD) and investigated the temporal convergence of
inflow rates in Appendix A.3. We find that while the normalisation of accretion rates can change
slightly with the interval, our results are not sensitive to the choice. Additionally, we refer the
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reader to the work of Mitchell et al. (2020b), who analyse inflow with higher cadence full-physics
����� runs and find similar temporal convergence properties to our L32-NONRAD run.

In this Chapter, we remark that we use the halo masses as derived from the total mass of
VELOCI������ FOF objects ("halo ⌘ "FOF). While this is not the virial mass ("200), we note
that these two quantities generally correspond very closely; and only in the most massive haloes
(& 1013.5M�) does "FOF exceed "200 by a factor of a ⇡ 2 � 3 at maximum.

3.2.1 ACCRETION CHANNELS

Once we have identified the set of accreted particles for each halo as per §2.5, we are able to
categorise the nature of the inflow particles (their accretion “channel” or “mode”) based on (i)
their host at the initial snap 8, and (ii) their processing history. Our method to define these different
accretion channels for this Chapter is summarised in Table 3.1, and discussed further below.

A particle’s host at initial snap 8 determines the origin of accretion as either from the
field, or from another VELOCI������ structure (the particles of each origin we refer to
as “cosmological”/“smooth” or “merger”/“clumpy” accretion particles respectively). For the
“cosmological”/“smooth” accretion case, a particle is considered “processed” if it has existed
in any halo (as defined by VELOCI������) up to and including snap 8 (the initial snap), and

“unprocessed”/“first infall” otherwise. Commonly the term “pristine” is used to describe the
accretion channel of metal-poor, un-enriched particles, however we elect to use the term “first
infall” for our “unprocessed” channel to recognise that these particles are only “unprocessed”
insofar as VELOCI������’s ability to identify bound structures, ultimately limited by the finite
mass resolution of the simulation. We show the relevant limit in the halo mass functions from
each run from VELOCI������ in Appendix A.1, corresponding to "halo ⇡ 108.5

"� at I ⇡ 0 in
the standard resolution ����� variants.

We can further decompose the “processed” channel of cosmological accretion into a “recycled”
and “transfer” component – for particles which were previously processed in a progenitor (main,
non-main, or a satellite) halo (“recycled” accretion) and those that were previously processed
in an unrelated halo (“transferred” accretion) respectively. We remark that in Chapter 4, we
explore the physical properties of accreting particles as a function of these inflow channels, and
find that processed particles (according to our definition) are very clearly metal-enriched relative
to the first-infall particles, giving us confidence that our methodology is physically-motivated.
We also stress that the “processed” channel of accretion (the sum of the “recycled” and “transfer”
components) simply refers to accreting particles that have previously resided in a halo, with no
requirement for metallicity enhancement.
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Inflow channel Description Colour

Total accretion Particles identified as accreted:
not part of FoF at snap 8 but in FoF at snap 9 .

First-infall Particles identified as accreted from the
field and never previously processed in a halo.

Recycled Particles identified as accreted from the
field and previously processed in a progenitor halo.

Transfer Particles identified as accreted from the
field and previously processed in a non-progenitor halo.

Merger Particles identified as accreted that
were in a separate halo at initial snap 8.

Table 3.1: A summary of the decomposition of accreting particles into distinct inflow channels. Each of the accretion
channels – first-infall, recycled, transfer and merger channels – are based on the VELOCI������-generated particle
history classifications. The colour used to illustrate these accretion channels in Figures 3.5 & 3.9 are provided in the
right-most column.

We note that we only consider particle processing including and after snapshot 9 (I ⇡ 4.5) in
the ����� simulation due to data availability – meaning that particles accreted prior to snap 9, if
subsequently ejected and re-accreted, would be considered first-infall. As such, we restrict our
analysis to I . 3, where there have been adequate snapshots since I ⇡ 4.5 to confidently classify
accretion in this manner.

While our definitions of accretion channels are similar to those in (Mitchell et al., 2020b),
we remark that the definition of “transfer” in previous literature can be different, for example in
Anglés-Alcázar et al. (2017). In their work, “transfer” is considered as all accretion of particles
that have been processed in halos other than the main progenitor of halo : by final snapshot 9 .
This therefore includes the accretion of particles that were processed in secondary (non-main)
progenitor halos that merge into 8. For our purposes, we consider particles processed in secondary
progenitors as part of the “recycling” channel as opposed to the “transfer” channel. This distinction
is quite significant, as the fraction of mass that is processed in non-main progenitors is of the
same order of that contributed by the main progenitor.

3.3 HALO-SCALE BARYON AND DARK MATTER ACCRETION
WITH FIDUCIAL EAGLE PHYSICS

In this section, we focus on analysing the accretion rate of baryons and DM onto haloes in the
����� simulation suite, in particular the fiducial physics implementation in L50-REF. We approach
this topic with the aim of understanding the differential manner in which baryons and DM are
accreted onto haloes, and their main channels of accretion. In §3.4, we explore the same problem,
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focusing instead on changes which can arise based on the feedback models implemented in the
simulation. We remark that in this Chapter, we do not focus on the physical properties of accreted
matter (for instance their temperature, density and metallicity), and defer a full investigation of
these properties in the context of halo inflow to Chapter 4.

3.3.1 COMPARISON TO PREVIOUS LITERATURE

The results to follow, unless otherwise stated, focus on field haloes in the intermediate resolution
����� runs, as outlined in Table 2.1. For an investigation of numerical convergence with higher
resolution, we direct the reader to Appendix A.2. Our primary method of measuring accretion
rates uses the FOF inflow algorithm (including accretion onto satellite subhaloes), however we
direct the reader to Appendix A.4 for an overview of how using a spherical-overdensity inflow
calculation (or, only including accretion onto the central subhalo with the FOF algorithm) would
influence our results.

We also remark that when we refer to the halo mass of field haloes (associated with FOF
inflow), we use the total mass of all particles identified as part of the FOF, not just those within
'200, crit (with the exception of halo mass in the context of our spherical-overdensity accretion
algorithm, for which we use "200, crit). For FOF masses below 1013

"�, "200, crit corresponds
very tightly with "FOF, but for FOF masses of > 1013

"�, "200, crit is systematically lower
than "FOF by up to 50%. The method of binning and averaging has significant bearing on the
numerical results we present: we indicate the bins we use in the caption of each figure, and only
take averages in bins where there are � 5 objects. For information on the number statistics we use
over halo mass, we show the halo mass distributions for relevant runs in Appendix A.1. Lastly,
where possible, we show transparent lines where accretion rates have been calculated from a flux
of less than 50 particles.

We first compare our results using the fiducial physics L50-REF box to the previous work of van
de Voort et al. (2011), Correa et al. (2018b) and the DM-based predictions from Dekel et al. (2009)
(using WMAP5 cosmological parameters, Komatsu et al. 2009) and Correa et al. (2015a,b,c)
in Figure 3.1. As discussed in §3.1.1, the techniques adopted in the past to measure inflow in
simulations (and the simulations themselves) are diverse, and it is important to understand the
influence of the methodology on inflow measurements. Figure 3.1 shows gas accretion efficiency
(gas accretion rate normalised by halo mass and cosmological 5b) as a function of halo mass,
for redshifts I ⇡ 0 and I ⇡ 2. Our results using the FOF-based algorithm (solid black lines)
include only the smooth component accretion (accretion from particles not identified as part of a
VELOCI������ FOF structure at the previous snapshot), while our results using the '200-based
algorithm (dotted lines) include particles of all origins.
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Figure 3.1: Smooth baryon inflow efficiencies from our algorithm (6D-FOF, solid black lines; and '200, densely dotted
black lines) for field haloes at I ⇡ 0 (left) and I ⇡ 2 (right), compared to inflow rates from van de Voort et al. (2011),
Correa et al. (2018b), and those predicted based on DM inflow rates from Dekel et al. (2009) (right-slanting hatched
regions) and Correa et al. (2015a,b,c) (left slanting hatched regions). We note that each panel has slightly altered
axes limits. Grey shaded regions correspond to the 16th � 84th percentile ranges associated with our L50-REF FOF
accretion rate calculation. Line transparency has been increased where the average efficiency has been calculated from
a bin in which more than 50% of haloes were subject to an accretion flux of less than 50 gas particles. We use 24
evenly log-spaced bins of halo mass from 109

"� – 1015
"� , and take the median accretion rate in each of these bins,

requiring at least 5 objects to take this average. Our smooth inflow rate refers exclusively to particles not accreted from
a different FOF structure. Results from van de Voort et al. (2011) include only smooth accretion, however data from
Correa et al. (2018b) include the merger channel of accretion. The predictions from Dekel et al. (2009) and Correa
et al. (2015a,b,c) (both shown hatched regions, indicating predictions within the given redshift range) are analytic
prescriptions of halo mass growth scaled by 5b – and as such, also includes merger-based/clumpy accretion. In general,
our measurements are qualitatively consistent with previous works, and quantitatively within 0.5 dex for well resolved
halo mass bins.

The redshift we quote for our calculations is the mean redshift of the two snaps used to
calculate accretion over, and where possible, we quote the redshift of previous works in the same
way. As outlined in §3.1, previously used methods of calculating inflow rates in simulations are
diverse – van de Voort et al. (2011) use a FOF halo-based method of identifying inflow particles,
while Correa et al. (2018b) calculate require mass flux from particles which start outside the FOF
and end up inside the virial radius, '200, crit, in the ����� simulations. The results from Correa
et al. (2018b) include particles of all origins, while the results from van de Voort et al. (2011)
include only smooth inflow. We also illustrate the analytic mass-growth predictions from Dekel
et al. 2009 and Correa et al. (2015a,b,c) in Figure 3.1 with dashed lines, corresponding to the
total expected halo mass growth scaled by a factor of 5b ⇡ 0.16.
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Our results using both the FOF and '200 algorithms appear qualitatively consistent with the
works of van de Voort et al. (2011) and Correa et al. (2018b), with a trend of increasing accretion
efficiency with halo mass and redshift. In agreement with these data, compared to the DM-based
predictions from Dekel et al. (2009) and Correa et al. (2015a,b,c), we observe significant reduction
in gas accretion rates to less massive haloes, below "halo ⇡ 1011.5

"�. We see that the FOF
algorithm (solid black lines) predicts higher accretion rates than the '200 method (densely-dotted
black lines) by a steady ⇡ 0.15 dex, for "halo & 1011.5

"�.

In the left-hand panel of Figure 3.1, we show that when we use the virial radius as the halo
definition yields accretion rates very similar to that measured onto haloes in Correa et al. (2018b).
We attribute the higher accretion rates in our FOF algorithm compared to the '200 method to
be due to several factors. Firstly, a FOF object is typically larger in radial extent than the virial
radius, and naturally includes more gas (and hence, more accreting material). Accretion rates
with the FOF method can also be slightly reduced if only gas accreting to the central sub-halo is
considered. We investigate the difference between accretion onto the central subhalo (excluding
satellites) and our primary FOF algorithm (including satellites) in Appendix A.4, and see that
accretion rates to the central subhalo are reduced compared to the primary method by ⇡ 0.1 dex
across much of the halo mass range. For the remainder of the Chapter, we elect to continue to
include the accretion onto satellites as our primary method, since we are interested in accretion
onto the entire FOF group.

Quantitatively, we see that our FOF method appears to predict slightly higher accretion rates
at I ⇡ 0 and I ⇡ 2 by 0.1 � 0.2 dex compared to van de Voort et al. (2011) and Correa et al.
(2018b) (even when the latter results include merger-based accretion). We attribute the difference
in our results compared to Correa et al. (2018b) to the above discussion of including satellite
accretion (as discussed above) – and if we only account for accretion onto the central subhaloes,
the (already slight) tension with Correa et al. (2018b) is greatly reduced. Unsurprisingly, when we
use an '200 spherical overdensity method (densely dotted lines), we see very good agreement with
Correa et al. (2018b). Since van de Voort et al. (2011) also use a FOF algorithm, the inclusion of
satellite accretion does not explain our increased gas accretion rates compared with their results.
van de Voort et al. (2011) do, however, show that using a higher resolution simulation (closer to
our primary ����� L50-REF box, with a 50 Mpc box with 2 ⇥ 5123 particles, instead of their
primary 100 Mpc box with 2 ⇥ 5123 particles), that gas accretion rates are enhanced by ⇡ 0.1 dex.
Accretion rates in this higher resolution run show less tension with our fiducial ����� results,
but since the calibration of sub-grid models are directly dependent on resolution, it is non-trivial
to determine the reason for this change. Any further tension between results are potentially
attributable to (i) VELOCI������ vs. ������� halo catalogues, and (ii) for the I ⇡ 0 panel, the
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slight differences in measurement redshifts. We also note that we have compared measurements
with the work of Mitchell et al. (2020b), and find consistent results over redshift and halo mass.

The comparison presented here gives us confidence that our algorithm is giving results that
are largely consistent with previous literature, and can therefore be used for an in-depth analysis
comparing the rates and channels of baryon and DM accretion onto haloes.

3.3.2 BARYON DARK MATTER ACCRETION RATES

In this section, we directly compare halo-scale baryonic and DM inflow rates in the �����
L50-REF run, showing the influence that the baryon richness of accreting matter can have on
resultant halo properties. Above, we discussed the behaviour of halo-scale baryon accretion alone
with halo mass and redshift. To directly compare the build-up of baryons and DM in haloes, we
investigate the baryon fraction of matter accreted to field haloes in the ����� L50-REF run as
a function of halo mass and redshift in Figure 3.2. We calculate the baryon content of accreted
matter ( 5b, inflow) for each halo by calculating the summed mass of accreted baryons, �"bar, in,
and normalising by the summed mass of all accreted material (DM and baryons):

5b, inflow =
�"bar, in

�"bar, in + �"DM, in
. (3.3)

In the top panel of Figure 3.2, we show 5b, inflow against halo mass, using total inflow
onto field haloes (including both smooth-mode inflow and merger-mode inflow). The baryon
inflow rates which may be trivially expected based on DM inflow rates would correspond to
5b, inflow = 5b, cosmological (grey dashed line). We find that for low mass haloes ("halo . 1012

"�),
the composition of inflow material is baryon poor compared to the universal 5b – a finding
consistent with the low gas accretion efficiencies in this mass range first presented in van de Voort
et al. (2011) (with OWLS) and Correa et al. (2018b) (with reference ����� physics). At I ⇡ 0, the
median baryon fraction of inflow at "halo ⇡ 1011

"� is only ⇡ 2%, roughly 10 times lower than
the universal baryon fraction 5b ⇡ 0.16, and the halo baryon fractions predicted in Crain et al.
(2007).

The baryon content of accreted matter increases with halo mass to 5b only for the most massive
group sized haloes in the simulation, at "halo & 1013

"�. In addition, the baryon content of
accreted matter increases with redshift for low mass haloes, "halo . 1011.5

"�, being roughly
1 dex higher at "halo ⇡ 1010.5

"� at I ⇡ 2 compared to I ⇡ 0. Conversely, for higher mass haloes,
"halo & 1011.5

"� , there is little redshift dependence. In the bottom panel of Figure 3.2, we show
the spread (in dex) of the 16th�84th percentiles in 5b, inflow. The spread in 5b, inflow is largest for low
halo masses – at I ⇡ 0, for "halo ⇡ 1011

"� , we see a spread of 1 dex, while for "halo ⇡ 1013
"�

we see a spread of 0.2 dex. This spread also decreases (for all halo masses) with increasing
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Figure 3.2: Top panel: the baryon fraction of all halo-accreted matter (inflow baryon fraction, or 5b, inflow) as a function
of halo mass and redshift. Bottom panel: the 16th � 84th percentile range of inflow baryon fraction in dex, as a function
of halo mass and redshift. We use 24 evenly log-spaced bins of halo mass from 109

"� – 1015
"� , and take the median

accretion rate in each of these bins, requiring at least 5 objects to take this average. Line transparency has been increased
where the average efficiency has been calculated from a bin in which more than 50% of haloes were subject to an
accretion flux of less than 50 gas particles. For each redshift selected, we see a trend of increasing 5b, inflow with halo
mass up to "halo ⇡ 1012

"� , above which the median fraction plateaus slightly shy of the simulation cosmological
baryon fraction. Inflow baryon fractions also universally increase with redshift, the dependence most notable for lower
mass haloes, "halo . 1011.5

"� . The spread in 5b, inflow is largest in the same halo mass range, particularly at low
redshift.
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Figure 3.3: The median halo-baryon fraction (including gas, stellar, and black hole particles in the FOF – see
Equation 3.4) as a function of halo-inflow baryon fraction (see Equation 3.3), for field haloes in the mass range
1010.5

"� < "halo < 1012.0
"� at I ⇡ 2 and I ⇡ 0. Line transparency has been increased where the average efficiency

has been calculated from a bin in which more than 50% of haloes were subject to an accretion flux of less than
50 particles. Shaded regions correspond to the 16th � 84th percentile ranges. At both redshifts we observe a tight
correlation between the accretion baryon fraction and the halo baryon fraction with . 0.5 dex spread, the correlation
becoming slightly steeper at I ⇡ 0. The segments at the right of the panel show for reference a linear dependence and a
power law of exponent 0.5. At both redshifts, the slope is shallower than linear, and closer to a power law with an
exponent of 0.5.

redshift. We find that the result of suppressed gas inflow (and larger variation in gas inflow) at low
halo masses remains clear when we use the higher resolution ����� L25N752-RECAL run (see
Appendix A.2), indicating that this result is not a consequence of numerical effects.

This result clearly begs the question: what physics in the simulation drives the depletion of
halo baryon inflow, particularly for low mass haloes, "halo . 1011.5

"�? We investigate the origin
of this effect (in the context of feedback) in §3.4, where we use various ����� runs to investigate
the effect on accretion rates in the presence and absence of these different feedback mechanisms.
We find that in modern simulations, stellar and AGN feedback mechanisms are strong enough to
influence gas dynamics at the halo-scale and modulate inflow rates.

To illustrate the impact that variations in baryon inflow has on the resulting halo population,
in Figure 3.3 we show the baryon fraction of haloes (as defined in Equation 3.4) as a function
of their baryon inflow content, 5b, inflow, at both I ⇡ 0 and I ⇡ 2. We restrict the mass range

52



3.3. HALO-SCALE ACCRETION WITH FIDUCIAL EAGLE PHYSICS

Figure 3.4: Caption provided overleaf.
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Figure 3.4: The median fractions of mass contained in various baryon reservoirs, as a function of halo mass for field
haloes (left panels: I ⇡ 0, right panels: I ⇡ 2). Dashed lines correspond to 16th � 84th percentiles, and the grey shaded
regions represents the mass range corresponding to haloes with, on average, less than 100 star particles. We use 24
evenly log-spaced bins of halo mass from 109

"� – 1015
"� , and take the median accretion rate in each of these bins,

requiring at least 5 objects to take this average. All panels are coloured by the median excess 5b, inflow in each halo
mass bin. Top panels: the median total baryon fraction of field haloes as a function of halo mass. Second row: The
median mass fraction in halo CGM gas (which we define as gas that is not star-forming in the central 30 kpc of a halo).
Third row: the median mass fraction in halo ISM gas (star-forming gas within the central 30 kpc of a halo). Bottom
panels: the median mass fraction in stars within the central 30 kpc of a halo.

to 1010.0
"� < "halo < 1012.5

"�, where we see the greatest dynamic range in inflow baryon
fractions as per Figure 3.2, still with adequate resolution.

5b, halo =

�
"gas + "¢ + "BH

�
FOF

"tot, FOF
. (3.4)

At both redshifts, we observe a tight correlation between 5b, inflow and 5b, halo, with a roughly
constant spread of ⇡ 0.3 � 0.4 dex (a factor of 2 � 3) across the range of 5b, inflow. The correlation
is not linear, and appears to scale more closely with an exponent of 0.5, i.e. 5b, halo / 5

0.5
b, inflow for

both redshifts. While the slope is similar for both redshifts, we see that at I ⇡ 2, the dynamic range
in 5b, inflow is narrower (as per Figure 3.2), and that 5b, halo is systematically higher. If we use a
different mass cut and focus on higher mass haloes, "halo & 1012

"� , the correlation remains (with
a similar slope) – but over a much smaller dynamic range, from just below to the cosmological 5b

for both 5b, inflow and 5b, halo. This tight correlation indicates that the baryon-richness of a halo is
clearly associated with baryon inflow onto that halo – and that if we see variation in baryon inflow
at the halo-scale, we would also expect to see this reflected in the baryon content and consequent
properties of that halo.

The correlation in Figure 3.3 suggests that haloes may be baryon depleted because the material
that gets accreted is baryon poor, and is not exclusively a result of baryon processes internal to
haloes and galaxies acting to remove the gas. The latter definitely plays a role in modulating halo
baryon content (see Davies et al. 2019c; Oppenheimer et al. 2020), and will also influence the
baryon content of infalling haloes (and consequent baryon inflow rates to their new host host), but
the picture is clearly multi-faceted, with outflow and inflow rates quite possibly causally linked.
Below, we further analyse the connection between the baryon content of haloes with the baryon
content of the inflowing matter.

To investigate the distribution of baryons in field haloes and the consequence of the established
variations in baryon inflow, in Figure 3.4 we show the median mass fractions of baryon particles
in different intra-halo reservoirs (each row), as a function of their halo mass at I ⇡ 0 (left) and
I ⇡ 2 (right). The parameter space in each panel is coloured by the median excess (calculated per
halo mass bin) 5b, inflow in that parameter range – that is, how baryon rich the inflow is, compared
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to the median baryon fraction of the inflow at a given halo mass. As a function of halo mass,
for each row of panels from top to bottom in Figure 3.4, we show the mass fractions in: (i) all
baryons, (ii) CGM gas (that is, all halo gas excluding star forming gas within the central 30 kpc
of the halo), (ii) star-forming ISM gas (star-forming gas within the central 30 kpc of the halo
center-of-mass), and (iv) stellar mass (within the central 30 kpc of the halo center-of-mass). Each
of these mass fractions are normalised by the total mass of the halo, "FOF.

Focusing on the top row of panels in Figure 3.4, we display the results seen in Figure 3.3
as a function of halo mass. We observe that the spread in total halo baryon fraction at fixed
halo mass (up to "halo ⇡ 1012

"�) is very well-correlated with the baryon fraction of accreted
matter both at I ⇡ 0 and I ⇡ 2. Specifically, on average, baryon-depleted haloes appear to be host
to baryon-depleted inflow, and baryon-rich haloes appear to be host to baryon-rich inflow. At
higher halo masses, "halo & 1012

"�, there is far less spread in halo baryon fractions, and most
haloes are relatively baryon rich (approaching the cosmological 5b in the grey dashed line). The
remaining bottom 3 rows of panels in Figure 3.4 show where the baryonic matter is distributed
in haloes, and also whether instantaneous baryon inflow has impact on the magnitude of these
various reservoirs. If we observe a gradient in colour along the spread in mass fraction for a
fixed halo mass, it indicates that baryon inflow plays a role in regulating this reservoir over the
time-scale when accretion was measured.

Panels in the second row of in Figure 3.4 show the gas fraction in the CGM as a function
of halo mass. The CGM gas fraction increases with halo mass, and is the primary baryonic
constituent of haloes for those with masses above "halo ⇡ 1011

"� . We see that for the majority of
the halo mass range (below "halo ⇡ 1012.5

"�), the spread in CGM mass fraction at fixed mass is
strongly correlated with 5b, inflow). This is an unsurprising result: one would expect the majority of
accreting baryons reside in the CGM at the snapshot subsequent to the accretion measurement. At
a halo mass of "halo ⇡ 1012

"� , we see approximately 0.5 dex of spread in between the 16th and
84th percentiles. The spread in 5b, inflow associated with these percentiles is also approximately
0.5 dex at I ⇡ 0 – telling us that variations in the baryon fraction of the inflowing matter could
play a role in driving the CGM gas content in massive haloes.

The work of Davies et al. (2019c) and Oppenheimer et al. (2020) indicate that variations
in black hole mass and activity in ����� are associated with variations in CGM gas fractions
for Milky-Way like haloes (in the mass range 1012

"� . "halo . 1012.5
"�) due to AGN-driven

outflows. In this mass bracket, we show that baryon inflow rates also vary strongly over the range
of 5CGM values, which show a 16th � 84th

5CGM percentile spread of ⇡ 0.5 dex.
We remark that when we produce the same figure instead using the L50-NOAGN run, we still

see a correlation between CGM content and baryon inflow, however covering a smaller range
in halo baryon fraction (⇡ 0.25 dex), and slightly less variation in baryon inflow content. Based
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on these findings, together with those of Davies et al. (2019c) and Oppenheimer et al. (2020), it
seems that ejective and preventative feedback work together continuously to modulate the baryon
content of haloes, with feedback-driven winds possibly influencing infalling matter in this mass
range.

In the third row & fourth row of panels in Figure 3.4, we show the mass fraction of each halo
held in star-forming gas and stellar mass respectively, within the central 30 kpc of a halo. This,
to first order, corresponds to the cool/dense phase of the ISM, and the stellar component of the
central galaxy, respectively. Over the well-resolved halo mass range, we observe that the spread
in the mass fraction contributed by these mass reservoirs is not correlated with 5b, inflow. This
combination of findings tells us that while the baryon content of inflow has significant bearing on
the instantaneous gas content of the CGM and potentially the warmer phase of central galaxy,
over the time-scale that we measure accretion (⇡ 1 Gyr at I = 0), the central galaxy’s dense ISM
and stellar mass content are not immediately influenced by how baryon rich the inflow is.

3.3.3 BARYON AND DARK MATTER ACCRETION CHANNELS

In Figure 3.5, we compare the inflow channels of baryonic matter (top) to DM (bottom) in across
halo mass for redshifts I ⇡ 0 and I ⇡ 2. We split inflow into 4 categories, namely: (i) first infall
accretion: that is, inflow particles which had never previously been part of a VELOCI������ halo
structure (blue); (ii) recycled accretion: particles which have been processed in some progenitor
halo in the past, but were most recently accreted via smooth-mode cosmological accretion (green);
(iii) transfer accretion: particles which have been processed in some non-progenitor halo in the
past, but were most recently accreted via smooth-mode cosmological accretion (yellow); or (iv)
merger/clumpy accretion, which at the previous snap were part of another halo (red). The sum
of channels (i), (ii) and (iii) corresponds to smooth or cosmological accretion – particles which
were not in a structure at the previous snapshot. We illustrate the component of baryon accretion
contributed by stellar particles with cross-hatched regions.

Firstly, regarding the nature of stellar accretion channels, we find that the majority of
stellar accretion (in the well-resolved halo mass range) occurs via mergers to high mass haloes,
"halo & 1012

"� , though the contribution to lower mass haloes becomes more significant at late
times. We remind the reader that we classify infall particles by their type at the snap prior to
accretion – but find, on average, that only a very small proportion (. 0.1%) of accreting gas
is transformed to star particles at the subsequent snapshot in the halo mass range we analyse.
We see significant stellar recycling at the low halo mass end ("halo . 1011

"�), but given that
this corresponds to the regime where haloes contain . 100 stellar particles, we cannot say with
certainty that this is not a resolution driven feature.
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Figure 3.5: Breakdown of the accretion channels of baryons (first row of panels) and DM (2nd row of panels) for I ⇡ 0
(left panels), and I ⇡ 2 (right panels) in the L50-REF run. The results are presented in 8 equally log-spaced "halo bins
from 109.5

"� to 1013.5
"� , and we indicate the halo mass range in which each halo contains less than 100 stellar

particles (where numerical issues could influence results) with grey shading. In the bottom panels we also illustrate the
median raw accretion rate for each particle type in the same halo mass bins. Accretion channels are categorised as first
infall (dark blue), recycled (light blue), transfer (yellow), or merger (red). We also illustrate the contribution of stellar
accretion onto total baryon accretion with black hatched regions in the top panels. The difference between DM and
baryon accretion channels is most prevalent at late times, with mergers being roughly twice as dominant for DM inflow
compared to baryon inflow for all halo mass bins. The proportion of recycled cosmological accretion increases towards
late times for both DM and baryonic matter, and at all redshifts we see that DM is much more likely to have been
pre-processed prior to accretion compared to accreting baryons, which are more often found to be on first infall to a
halo.
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In general, the breakdown of accretion into its merger and smooth/cosmological (first infall,
recycled and transfer) channels is somewhat similar for baryons compared to DM, the notable
exception being higher mass haloes at late times, where the merger-mode is significantly more
dominant for DM than baryons. At I ⇡ 0, for haloes in the mass range 1012.5

"� < "halo <

1013.5
"�, we observe baryon inflow onto haloes to be ⇡ 7% merger-mode, compared to DM

inflow which accumulates ⇡ 20% via merger mode. This tells us that baryon accretion via mergers
appears suppressed at late times, comparing to the behaviour we would expect based solely
on DM. The physical interpretation of this result is that the infalling haloes contributing to
the merger-based mass growth are already gas poor. We have already seen in Figure 3.4 that
low-mass field haloes are, on average, baryon poor – at I = 0 containing ⇡ 1% baryons for haloes
of mass "halo ⇡ 1011

"�, a factor of > 10 below the universal baryon fraction. Thus, if these
baryon-depleted haloes undergo a merger, most of the mass contributed to the descendant will be
DM, rather than baryons. If the merger-mass is contributed by infalling satellite subhaloes, such
satellites are known to be stripped of their gas in ����� via environmental “pre-processing” prior
to infall (see Bahé & McCarthy 2015; Bahé et al. 2019).

Our findings agree well with the work of van de Voort et al. (2011), who found that gas
accretion onto haloes is predominantly “smooth-mode”, with merger-driven baryon growth
significant only in groups and clusters. The contribution from mergers on the DM accretion rate
is smaller than the value found in Genel et al. (2010) for the Millennium and Millennium-II
Simulations, which they quantified at ⇡ 60% independent of halo mass. This is a factor of ⇡ 1.5�4
times higher than what we find in �����. This is not entirely surprising, as Genel et al. (2010)
reached the fraction above by extrapolating the merger rate to large mass ratios, while here we
only account for “resolved” halo mergers. It is therefore likely that some fraction of smooth DM
accretion corresponds to “unresolved” halo mergers. We believe that some of these “unresolved”
halo mergers would correspond to the “recycled” mode of accretion (e.g. if the halo was resolved
at some point in the simulation), and some would correspond to “first infall” mode accretion if
the halo was never resolved.

We note that the similar breakdown between smooth and merger components of baryon/DM
accretion (aside from high mass haloes) is somewhat misleading, and decomposing smooth-mode
inflow into its first infall (blue), recycled (green) and transfer (yellow) components illustrates
the underlying disparity: we see that accreted DM is significantly more likely to have been
pre-processed in haloes than baryons for all redshifts and halo mass bins. The proportion of
baryons provided by first infall accretion appears to peak for both redshifts at "halo ⇡ 1011

"�
where first infall particles contribute ⇡ 60 � 65% of all baryon accretion, the peak being slightly
more prominent at I ⇡ 0. The contribution of first infall-mode to DM accretion rates is fairly flat
with halo mass, at ⇡ 25% for I ⇡ 0 and ⇡ 40% for I ⇡ 2 – both significantly reduced by a factor
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of ⇡ 2 compared to baryons. The reduced first infall component for DM is met with a marked
increase in the recycled inflow component, showing that it is fairly common for DM to be accreted
by a halo, ejected from the FOF boundary, and subsequently be re-accreted to a descendant halo.

As discussed above, while the classification of inflow into these channels is resolution
dependant, we argue that the disparity seen comparing recycled-mode mass growth of baryons
and DM is significant. In Chapter 4, we show that baryon particles in these different channels
are indeed characterised by clearly different physical properties (particularly metallicity) and
hence, can confidently conclude that our classification of accretion channels are well-motivated,
with resolution playing a minor role. We refer the reader to the work of Mitchell et al. 2020b
for an analysis of the breakdown of accretion channels as a function of resolution. Relating to
our previously measured gas accretion rates in Figures 3.1 and 3.2, the picture emerging is that
baryons are much less likely than DM to be accreted at all redshifts (and thus, universally, less
baryons are classified as processed), particularly for haloes with mass "halo . 1011.5

"�.
We find that the contribution of inter-halo transfer accretion across halo mass is small (. 5%)

for baryons and DM at both redshifts, in agreement with Mitchell et al. (2020b). The transferred
component does appear to increase with halo mass for DM, but remains fairly steady for baryons
across halo mass. The difference in the transfer component between low- and high-mass haloes is
likely due to the fact that low-mass haloes have a shallow potential well that fails to attract DM
particles that have left other haloes, and in practice can only re-accrete part of what was originally
expelled from the same halo. Consequently, a fraction of the ejected particles from low mass
haloes (. 1011

"�), are likely contributing to the “inter-halo transfer” accretion component of
the more massive haloes, > 1011

"�, with deeper potential wells. A physical explanation for the
presence of transferred particles is so called “cosmic-web stripping” (e.g. Benítez-Llambay et al.
2013, 2017), which does not require feedback physics to eject particles – thus being particularly
applicable to DM transfer. In §3.4.2 we explore this further, and discuss the strong influence that
model physics has on baryonic accretion channels.

3.3.4 BARYON ACCRETION RATES TO EAGLE SATELLITE HALOES

In this section, we briefly discuss accretion onto satellite subhaloes. Many semi-analytic models
of galaxy formation (e.g. Lagos et al. 2018b; Lacey et al. 2016; Henriques et al. 2015) assume that
satellite subhaloes are instantaneously cut off from cosmological accretion (“starved”) as soon as
they become a satellite, subsequently impacting their star formation activity. This is an important
assumption, and means that many satellite galaxies are very quickly and efficiently quenched
in said models. With more realistic hydrodynamical simulations, it is possible to explore the
validity of this assumption. Simha et al. (2009) use a small SPH-based cosmological simulation
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Figure 3.6: Caption provided overleaf.
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Figure 3.6: Top panel: The median baryon accretion rate to satellite subhaloes as a function of their galaxy’s stellar
mass, coloured by the binned median stellar-halo mass ratio: "¢, sat

"host
. Second panel: The median baryon accretion rate

for satellite subhaloes as a function of their stellar mass, coloured by the binned median halo-centric distance of a
satellite to its host’s center-of-mass, normalised by the hosts virial radius: ( |rcom, sat � rcom, host |)/'200, host. Third
panel: The median baryon accretion rate to satellite subhaloes as a function of their galaxy’s stellar mass, coloured
by the binned median host mass, "halo. Bottom panel: the number of satellite subhaloes included in each mass bin.
Line transparency has been increased where the average efficiency has been calculated from a bin in which more than
50% of haloes were subject to an accretion flux of less than 50 gas particles. We use 20 bins in stellar mass between
"¢ = 107

"� and "star = 1012
"� . At fixed stellar mass, we see that the satellites with the greatest baryon accretion

rates are, on average, (i) further from their host, (ii) of higher mass relative to their host, and (iii) typically in less
massive haloes.

to compare the growth of satellite and central galaxies, illustrating that the accretion of gas onto
satellite galaxies is suppressed 0.5 � 1 Gyr after the infall of these satellites onto groups. Using
the larger ����� simulations, van de Voort et al. (2017) show that starvation is a clear expectation
at the scale of the galactic disk, however, whether this suppression of gas accretion extends to
the scale of satelltie (sub)haloes, and how this suppression varies along the infall and orbit of
satellites, remains unclear.

In the top three panels of Figure 3.6, we show the median baryon accretion rate for satellite
subhaloes as a function of their stellar mass (the space coloured by different parameters). We
note to the reader that the accretion rates to subhaloes that we quote are simply the summed mass
of particles which entered a given subhalo between snapshots (irrespective of the origin of each
particle). In the top panel, the parameter space is coloured by the binned median stellar-halo
mass ratio ("¢/"halo). At fixed stellar mass, we see that on average, haloes with higher baryon
accretion rates (than expected for their stellar mass) also have a higher stellar-halo mass ratio
than their counterparts with lower baryon accretion rates. Wright et al. (2019) showed that
the quenching time-scales of satellite galaxies in ����� were strongly correlated with the ratio
between their stellar mass to their host halo mass. This tells us that the physical effect driving the
lengthening of the quenching time-scale in satellites is likely continuing gas accretion, which is
larger in satellites that are massive relative to their host halo (leading to quenching time-scales of
& 5 Gyr in the most massive satellites, see Wright et al. 2019).

In the second panel of Figure 3.6, the parameter space is coloured by the binned median
halo-centric distance of a satellite to its host’s center-of-mass, normalised by the host’s virial
radius: ( |rcom, sat � rcom, host |)/'200, host. At fixed stellar mass, we see that the satellites with the
greatest baryon accretion rates are, on average, further from their host than those subhaloes
with relatively low baryon accretion rates. This tells us that baryon accretion onto the haloes of
satellites appears to be suppressed when the satellites fall deep into the host’s potential.

In the third panel of Figure 3.6, the parameter space is coloured by the binned median host
mass, "halo. At fixed stellar mass, we see that the satellites with the greatest baryon accretion
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rates are more likely to exist in less massive haloes, while satellites in larger haloes (⇡ 1014
"�)

typically experience depleted baryon accretion rates. Since we only measure gross accretion and
do not account for outflows/gas loss, the reduced gas accretion rates does not directly imply the
influence of environment, but rather that gas remains in the CGM or accretion occurs preferentially
to the central galaxy in these circumstances.

While we find there are conditions under which satellite gas accretion can be suppressed, it is
important to note that we find satellite subhaloes can continue to accrete baryons, and they are
not completely cut-off from cosmological accretion (as many SAMs assume). This aligns well
with the work of Hafen et al. (2020), who show using the FIRE-2 simulations that a significant
portion of CGM gas can be accreted to satellite galaxies. It is obvious that this has fundamental
implications for the galaxies inhabiting these subhaloes, and their subsequent evolution. We defer
a more complete discussion of accretion onto satellite subhaloes (specifically, the circumstances
under which satellites can net accrete baryonic matter, and the detailed relationship between
accretion and quenching) for Chapter 5.

3.4 THE IMPACT OF SUB-GRID PHYSICS ON HALO-SCALE AC-
CRETION

In this section, we build on §3.3, and focus on analysing the same topics when changes are made to
feedback physics. In particular, we explore the qualitative and quantitative differences in accretion
onto haloes that arise with the inclusion and parameterisation of stellar and AGN feedback.

3.4.1 SUB-GRID PHYSICS AND ACCRETION RATES

In Figure 3.7, we show the median smooth baryon accretion efficiencies in 2 bins of halo mass over
the redshift range I ⇡ 0 to I ⇡ 5, for various feedback implementations as outlined in Table 2.1.
This illustrates the main trends in gas accretion efficiency that we observe when changing feedback
physics over cosmic time (which we explore further in Figure 3.8, comparing baryon and DM
accretion rates directly). The top panels show the raw gas accretion efficiency over cosmic time,
while the bottom panels illustrate the gas accretion efficiency at each redshift, normalised by
the gas accretion efficiency seen in the L50-REF run. The left panels in Figure 3.7 focus on
the halo mass range 1010.5

"� < "halo < 1011.5
"� – the range in which we observe the largest

differences with stellar feedback physics, compared to non-radiative and no-feedback physics.
In these panels we illustrate the runs in which changes to stellar feedback (or lack thereof) have
been made: L50-REF, L32-NONRAD (our in-house ������ box), L25-NONRAD, L25-NOFB,
L50-NOAGN, L25-WEAKSN and L25-STRONGSN). The right panels focus on the halo mass
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Figure 3.7: Top panels: Median total (both smooth and merger-based) baryon accretion efficiencies in bins of halo
mass (left: 1010.5

"� < "halo < 1011.0
"� , right: 1012.5

"� < "halo < 1013.5
"�) over the redshift range I = 0 to

I = 4, for runs with various physical models, outlined in Table 2.1 (����� reference physics in black, otherwise solid
coloured lines). Bottom panels: The median total (both smooth and merger-based) baryon accretion efficiencies for
each run, normalised by the baryon accretion efficiency of the L50-REF run. We display the 16th � 84th percentile
range of accretion efficiencies for the L50-REF run as the shaded grey region. Our work is also compared to the
DM-based prediction presented in Dekel et al. (2009) and Correa et al. (2015c) (hatched pink and yellow, respectively,
shaded regions for each mass range). We draw the reader’s attention to the different axis ranges in each of the bottom
panels. In the lower halo mass range (left) we focus on stellar feedback implementations. We see that compared to the
L25-NONRAD and L25-NOFB runs, once stellar feedback is implemented (either in the L50-NOAGN run or the
L50-REF run) there is a significant drop in baryon accretion onto haloes, particularly at low redshift (where we see
differences of ⇡ 300 � 400%). In the higher halo mass range (right) we focus on AGN feedback implementations,
where it is clear that removing AGN feedback or using a more efficient AGN feedback model can alter baryon accretion
efficiencies at late times by ⇡ 20 � 30%.
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range 1012.5
"� < "halo < 1013.5

"� – the range in which we observe the largest differences
with varying AGN feedback physics. In these panels, we illustrate the runs in which changes to
AGN feedback (or lack thereof) have been made: L50-REF, L50-NOAGN, L50-AGNdT8, and
L50-AGNdT9. We also compare our work to the DM-based predictions presented in Dekel et al.
(2009) (see Equation 3.2), and Correa et al. (2015a,b,c). These mass scales correspond to either
side of the transition mass scale ("halo ⇡ 1012

"�) described in Bower et al. (2017) – above
which star formation driven outflows cease to be buoyant, and are unable to prevent central mass
build-up (which ultimately feeds BH mass accretion and AGN feedback).

Before looking at the influence of stellar and AGN feedback, we draw the reader’s attention to
the differences between the L25-NONRAD (yellow) run and the L25-NOFB (green) run in the left
panels of Figure 3.7 – for the mass range 1010.5

"� < "halo < 1011.5
"� . We notice that while the

non-radiative and no-feedback runs follow the same functional form over redshift (overpredicting
baryon accretion rates compared to the full physics L50-REF run towards low redshift), the
L25-NOFB run exhibits systematically lower baryon inflow rates than the L25-NONRAD run by
a factor of ⇡ 25% (or 0.1 dex) for I . 2. We attribute this to the buildup of particles around the
FOF boundary for haloes in the L25-NONRAD run, and the subsequent stochastic crossing and
ejection from this boundary adding to accretion events. This is not the case in the L25-NOFB
run, where we initially see higher accretion rates due to less thermal pressure with the inclusion
of radiative cooling (at I & 2.5), but less buildup and stochastic FOF accretion events at later
times. To verify this reasoning, we tested imposing our “stability” criterion: where we require
particles to remain in the halo at the snapshot after accretion onto be considered a legitimate inflow
candidate. When we impose this requirement, we observe that inflow rates in the L25-NOFB
and L25-NONRAD runs were essentially identical, supporting our reasoning for the enhanced
accretion in L25-NONRAD in Figure 3.7.

Moving towards the influence of stellar feedback, we find that there is tension between the
Dekel et al. (2009) and Correa et al. (2015a,b,c) predictions and the L50-REF run at lower halo
mass (1010.5

"� < "halo < 1011.5
"�) particularly at late times, with our accretion efficiencies

significantly (⇡ 0.6 dex on average) lower than that those predicted (as also observed in Figure
3.1. Since the accretion efficiencies in the L25-NONRAD, L32-NONRAD and L25-NOFB runs
appear to agree very well with the DM-based predictions (within a factor of ⇡ 2), we argue that
the implementation of baryonic feedback processes, in particular stellar feedback, is responsible
for the tension at the low-mass end. Moreover, since we also observe the tension with DM-based
predictions in the L50-NOAGN run, we argue that it is specifically the inclusion of stellar feedback
which causes baryon inflow onto low mass haloes to be severely suppressed (by up to ⇡ 1 dex).

64



3.4. THE IMPACT OF SUB-GRID PHYSICS ON HALO-SCALE ACCRETION

The physical origin of this result is outlined in the work of Bower et al. (2017), who show
for haloes of mass "halo . 1012

"� that star formation driven outflows are more buoyant than
any tenuous corona surrounding the halo, ultimately suppressing gas inflow. This also agrees
with the work of Mitchell et al. (2020a), who find that the halo-scale mass loading factor,
[ = h §"wind, haloi/h §"¢i, is highest in this mass range, as a consequence of stellar feedback driven
outflows. If we increase the energy injected by stellar feedback (as in the L25-STRONGSN run,
dark blue), we see that gas accretion efficiencies are suppressed by ⇡ 20 � 30% compared to
L50-REF for the full redshift range, tapering slightly towards I = 0. Correa et al. (2018b) illustrate
a similar result at the galaxy-scale in the L25-STRONGSN run, where gas accretion was also
suppressed for central galaxies with "gas . 1012

"�.

Somewhat counter-intuitively, if we instead tune down the energy injection from stellar
feedback (L25-WEAKSN, light blue), then we see a slight suppression in gas accretion rates
towards I = 0 (a result also found at the galaxy-scale by Correa et al. 2018b). This highlights
the importance of considering the interplay between stellar and AGN feedback – particularly
how stellar feedback affects SMBH behaviour. When stellar feedback is weak, SMBHs in �����
are allowed to grow more due to the accumulation of gas in galactic central regions, leading to
stronger AGN feedback in low-mass haloes (Bower et al., 2017). As such, we argue that the slight
decrease in gas accretion seen in L25-WEAKSN is driven by more efficient AGN relative to the
L50-REF run.

Focusing now on the right hand panels (where we use a higher mass bin, 1012.5
"� < "halo <

1013.5
"�) we concentrate on AGN driven variations in accretion rates. The reader should note

that we only test the influence of AGN feedback by using runs with altered temperature boost
values, essentially controlling how “explosive” the AGN feedback is: meaning we do not consider
alterations to the “strength” of AGN (i.e., the energy injection rate). Our work (with fiducial
physics) and the DM-based predictions agree to within a factor of 2 in this higher mass regime,
and show the same functional form across redshift. This is contextualised by the results in §3.3,
where we show with fiducial physics that baryon accretion rates approach DM accretion rates
(scaled to a factor of 5b) in higher mass haloes, "halo & 1011.5

"�. Focusing on the bottom
right-hand panel in Figure 3.7, we note that variations in AGN feedback make a small difference
to the baryon accretion rate compared to the L50-REF box. At I ⇡ 0 relative to the L50-REF
run, in the L50-NOAGN run, we observe enhanced gas accretion efficiencies by ⇡ 30%, and in
the L50-AGNdT8 run (reduced AGN heating temperature from 108.5 K in the reference box to
108 K), we observe an enhancement of closer to ⇡ 20%. Conversely, increasing the AGN heating
temperature (to 109K, L50-AGNdT9) induces a decrease in gas accretion efficiencies by ⇡ 20%
at I ⇡ 0.
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In both panels, we note that the influence of feedback in reducing gas inflow is most prevalent
at late times. We believe this is the result of the higher binding energy of haloes at early times (a
consequence of higher background matter density), which potentially causes feedback to be less
effective at higher redshifts. This also provides context for the reduced influence of feedback at
early times seen in Figure 3.2.

Thus, in �����, we see that the inclusion of stellar feedback can modulate accretion efficiencies
in the halo mass range 1010.5

"� < "halo < 1011.5
"� by a factor of ⇡ 4; while the inclusion

and explosivity of AGN feedback can modulate accretion efficiencies in the halo mass range
1012.5

"� < "halo < 1013.5
"� by a factor of 20% � 30%. The much larger effect stellar feedback

has relative to AGN feedback in these two regimes is due in part to the former acting on average
on lower-mass haloes, whose potential wells are shallower than the massive haloes in which AGN
feedback acts.

We do not investigate the influence of AGN feedback on a halo-to-halo basis, however we
refer the reader to the work of Davies et al. (2019c) and Oppenheimer et al. (2020) who directly
quantify the prevalence of SMBH activity in individual galaxies, and show that stronger SMBH
activity is correlated with poor CGM gas content due to AGN-driven outflows. Another important
consideration is the buoyant way in which stellar feedback-driven outflows expand inside haloes,
which lead to significant halo gas mass being swept-up and removed from haloes. Mitchell et al.
(2020a) showed that halo-scale stellar feedback driven outflows in ����� are characterised by a
mass loading factor ⇡ 10 times greater than at the galaxy level.

In Figure 3.8, similar to Figure 3.2, we illustrate the baryon fraction of smooth-mode halo-
accreted matter for redshifts I ⇡ 0 and I ⇡ 2 for our full collection of standard resolution �����
variants, outlined in Table 2.1, as well as our ������ L32-NONRAD run). We also plot the ratio
of 5b, RUN/ 5b, L50�REF in the bottom panels, to better illustrate the variations in each run compared
to reference physics. We first focus on the effects of stellar feedback implementation, showing
5b, inflow values from the L50-REF model, as well as the weak (L25-WEAKSN, light blue) and
strong (L25-STRONGSN, dark blue) stellar feedback runs. For halo masses "halo . 1011.5

"�,
the L50-REF and L50-NOAGN runs (i.e., runs including stellar feedback) show a significant
decrease in 5b, inflow compared to the L32-NONRAD, L25-NONRAD and L25-NOFB runs by up
to & 300%, with the discrepancy increasing towards low redshift.

At higher redshift (I ⇡ 2, right panels), in the halo mass range "halo . 1011.5
"� , we see that

decreasing the strength of stellar feedback increases the baryon fraction of inflow by ⇡ 20%�30%
compared to the L50-REF run, and that increasing the strength of stellar feedback decreases the
baryon fraction of inflow by ⇡ 40% � 50% compared to the L50-REF. Interestingly, above this
mass range, we see a very slight (10% � 20%) decrease in 5b, inflow for both the L25-STRONGSN
and L25-WEAKSN boxes. Here, we again begin to note the importance of understanding the
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Figure 3.8: Top panels: The baryon fraction of field halo-accreted matter as a function of halo mass for redshifts
I ⇡ 0 (left) and I ⇡ 2 (right) for ����� runs with various physical implementations, outlined in Table 2.1 (reference
physics in black, otherwise solid coloured lines). Bottom panels: The baryon fraction of field halo-accreted matter,
normalised by the baryon fractions obtained in the L50-REF run. Line transparency has been increased where the
average efficiency has been calculated from a bin in which more than 50% of haloes were subject to an accretion
flux of less than 50 particles. To varying extents (and with different functional forms), we see a trend of increasing
halo-accreted matter baryon fractions with halo mass for each ����� run, with the exception of the adiabatic run
which has a roughly constant inflow baryon fraction with halo mass. We see stellar feedback primarily influences
the low halo mass population, "halo < 1011.5

"� , while AGN feedback influences the high halo mass population,
"halo > 1011.5

"� (particularly at low redshift).
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interplay between stellar and AGN feedback in order to accurately interpret these results (see
Bower et al. 2017 for an in-depth analysis of how stellar feedback modulates AGN activity in
�����). In the case of the L25-STRONGSN box, we attribute the drop in baryon accretion directly
to the stronger stellar feedback (similar to the lower halo mass range). In the L25-WEAKSN box
(where one might expect baryon inflow onto be bolstered, rather than suppressed), we attribute the
drop to enhanced AGN feedback, in the absence of sufficiently strong stellar feedback. Physically,
less pressure support and heating from stellar feedback allows more gas to be funnelled towards
the center of haloes which are host to a SMBH. This increases the BH accretion rate (and,
therefore, the energy injection rate from AGN feedback), causing strong outflows in haloes that
in the reference run were only affected by stellar feedback. The extreme case is shown in the
L25-ONLYAGN run, where the lack of stellar feedback appears to increase the ability of AGN
feedback to suppress gas inflow at low halo masses (down to "halo ⇡ 1010.5

"�).
Moving towards lower redshift (I ⇡ 0), we see that the differences between the L25-

STRONGSN and L50-REF runs in the mass range "halo . 1011.5
"� are similar to those analysed

above at I ⇡ 2. This said, at I ⇡ 0, we actually measure enhanced baryon accretion in the
L25-STRONGSN box compared to L50-REF for haloes of mass "halo & 1011.5

"� . Interestingly,
in this mass range, the behaviour of the L25-STRONGSN run and the L50-NOAGN run appear
almost identical. We argue that this is due to the increased energy injection from stellar feedback
causing SMBHs to have decreased accretion rates, eventually leading to suppressed AGN feedback.
Hence, in this mass range, doubling stellar feedback energy injection induces the same baryon
accretion behaviour we would expect if there were no AGN feedback whatsoever. Correa et al.
(2018b) show that in the L25-STRONGSN run the gas accretion at the galaxy-scale increased
relative to the L50-REF run for galaxies with "gas & 1012

"�. This again points to variations
in the gas accretion rate at the galaxy-scale to be largely driven by the variations in the baryon
content of the matter accretion at the halo level.

Focusing instead on the effects of varying the AGN feedback implementation (comparing
L50-REF, L50-NOAGN, L50-AGNdT8 and L50-AGNdT9), we see for both redshift panels that
there is little change below "halo ⇡ 1011.5

"�. At I ⇡ 2, we see differences between these runs
only for the highest mass haloes, "halo & 1012

"� . Omitting AGN feedback (L50-NOAGN, pink)
may modestly increase baryon accretion by ⇡ 10% � 20% compared to the L50-REF run, and
decreasing the injection temperature to 108K (from 108.5K in the reference physics model) in the
L50-AGNdT8 run (red) has the same effect of modestly increasing the baryon inflow (albeit to
a slightly lesser degree). Increasing the injection temperature to 109K in the L50-AGNdT9 run
(maroon) decreases the baryon inflow efficiency by the same very modest percentages.

Towards I ⇡ 0, the same variations in AGN treatment produce much larger variations in
baryon inflow. We see the largest amplitude of modulation in the halo mass range 1012

"� .
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"halo . 1013
"� – where the omission of AGN feedback increases 5b, inflow relative to L50-REF

by ⇡ 70% � 80%; decreasing the AGN injection temperature increases 5b, inflow by ⇡ 30% � 40%
compared to L50-REF; and increasing the AGN injection temperature decreases 5b, inflow by
⇡ 30%. Interestingly, for the highest mass haloes in the 50Mpc boxes at "halo & 1013

"�, AGN
physics seems to have very little impact on baryon accretion. Lagos et al. (2018a) show that high
mass centrals ("¢ & 1011.8

"� , corresponding to haloes of mass of "halo & 1013
"�) seem to be

preferentially more star-forming and fast-rotating than observational counterparts, indicating that
AGN feedback in the most massive ����� systems may not be strong enough. Our findings provide
context for this result, with there being little modulation of halo-scale inflow by AGN feedback in
the L50-REF run compared to the L50-NOAGN run for massive haloes, "halo & 1013

"�.
Our results show that global AGN-driven suppression of halo-scale gas inflow is relatively

mild, of order ⇡ 30%. If we compare to the galaxy-scale accretion rates presented in Correa
et al. 2018b (which show a strong AGN modulation of inflow rates by ⇡ 0.5 dex in the halo mass
range 1012

"� . "halo . 1012.5
"�), the picture that emerges is one where AGN activity greatly

influences gas behaviour at the CGM-scale to ultimately suppress gas inflow to galaxies

3.4.2 SUB-GRID PHYSICS AND ACCRETION CHANNELS

We now move on to discuss the effect that baryonic physics has on the breakdown of accretion
channels across cosmic time. Figure 3.9 shows the breakdown of accretion channels for baryons
and DM in a selection of the ����� variations as a function of halo mass, at I ⇡ 0 and I ⇡ 2.
In the first row of panels, we show the DM accretion channels from L50-REF, noting that the
breakdown of DM accretion channels were effectively identical for each run. From the second
row of panels down, show baryon accretion channels for (i) L25-NONRAD, (ii) L25-NOFB, (iii)
L50-NOAGN, and (iv) L50-REF – effectively step-wise introducing new baryonic physics. The
bottom panels act to remind the reader of the normalisation of baryon accretion efficiencies in
each mass bin for the various runs.

Starting with the non-radiative physics run (L25-NONRAD, 2nd row of panels), we see that
the breakdown of baryon accretion is very similar to that of DM in L50-REF for each of the halo
mass bins. The rate of mergers is highest for massive haloes at high redshift, approaching 35�40%
of all mass accretion at I ⇡ 2. The proportion of recycled accretion increases at late times to a
steady ⇡ 40 � 50%, decreasing modestly with halo mass where mergers play a more dominant
role. Transfer of baryons appears significant even in the absence of feedback in L25-NONRAD,
which we hypothesise is the result of (i) unstable accretion of tenuous particles and subsequent
ejection by the pressure-supported atmosphere of haloes in this run, and/or (ii) cosmic-web
stripping (Benítez-Llambay et al., 2013; Beckmann et al., 2017). In the 3rd row of panels, we
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Figure 3.9: Caption provided overleaf.
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Figure 3.9: Channels of baryon and DM accretion as a function of halo mass for I ⇡ 0 (left panels) and I ⇡ 2 (right
panels). We use the same definitions of accretion channels as outlined in §3.2 and Figure 3.5, and the same halo mass
bins as in Figure 3.5. In the first row of panels we present our DM results from L50-REF for comparison (with DM
channels not significantly changing between runs). In the second-fifth rows of panels, we present the baryon accretion
channels for 4 ����� variants, from top to bottom: (i) L25-NONRAD, (ii) L25-NOFB, (iii) L50-NOAGN, and (iv)
L50-REF. The bottom row of panels shows the median gas accretion efficiency in each of these bins, to remind the
reader of the relative normalisation of raw accretion rates as a function of halo mass for these different runs.

show the influence of introducing radiative cooling on the breakdown of accretion channels with
the L25-NOFB run. This change alters the picture significantly, most notably reducing recycling
in haloes with mass "halo & 1011

"� (particularly at I ⇡ 2). It is this change that appears to
produce the peak in first infall baryon accretion that we previously saw with reference physics
in Figure 3.5, where recycling would otherwise dominate. This drastic change tells us that the
enhanced recycling seen in L25-NONRAD is a result of non-radiative physics.

While we have not directly investigated particle trajectories, in the non-radiative runs we
believe that more thermal pressure around the FOF boundary means that particles may enter
the halo and promptly “bounce” back outside the boundary. When these particles are eventually
re-accreted, this second accretion will be considered recycled. With radiative cooling, the pressure
support at the halo boundary is reduced, meaning that first infall particles are more likely to stay
in the halo, and not be re-accreted at a later time. At at I ⇡ 2 in L25-NOFB, baryons are slightly
more likely to be accreted via mergers (i.e., less likely to be smoothly accreted) compared to
DM in higher mass halos ("halo & 1011.5

"�). This is naturally expected in a run implementing
radiative cooling, as these processes allow baryons to accumulate at the centres of haloes in a
run-away fashion – also known as overcooling (White & Rees, 1978) – increasing the amount of
baryon mass contributed by mergers.

In the 4th row of panels, we introduce stellar feedback in a larger box with the L50-NOAGN
run. An interesting result here is that the baryon growth from mergers drops by a factor of ⇡ 2
across halo mass compared to L25-NOFB at I ⇡ 0, producing the final small merger contribution
we saw in Figure 3.5. As discussed further in relation to the bottom panels, this is a consequence
of stellar feedback suppressing gas inflow onto low mass haloes, causing them to be baryon-poor
relative to the universal 5b. Subsequent mergers involving these baryon-poor haloes provide
predominantly DM mass, and minimal baryonic matter. The recycled component in L50-NOAGN
remains suppressed compared to DM, but is slightly increased compared to baryons in L25-NOFB
– a direct result of the ejection and re-accretion of baryons driven by stellar feedback. We observe
a small increase in the transfer channel of accretion in L50-NOAGN compared to L25-NOFB,
which we attribute to particles being ejected by particularly strong stellar feedback events and later
re-accreted to un-related haloes. It appears that high-mass halos, "halo & 1012

"�, are slightly
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more likely to see enhanced transferred accretion, a likely result of their deeper potential well and
ability to attract particles previously ejected from smaller haloes, where stellar feedback-driven
mass loading is largest (Mitchell et al., 2020a).

Finally, in the 5th row of panels, we introduce AGN feedback with L50-REF to reach the results
we presented in §3.3.3. There are minimal changes to observe with reference physics comparing
to L50-NOAGN, however, we see a slight change in that baryons are slightly less likely to be
recycled and more likely to be transferred relative to L50-AGN at 1012

"� . "halo . 1013
"�

for the I ⇡ 0 panel. This is due to AGN feedback boosting the outflow rates in massive haloes by
factors of 3 � 10 (with the exact value increasing with decreasing redshift; Mitchell et al. 2020a).
Because the momentum and energy injection onto outflows by AGN feedback is & 3 times larger
than stellar feedback at I < 1 in these massive haloes for the ����� reference physics (Mitchell
et al., 2020a), the ejected gas particles can move further away from the potential well of these
massive haloes. A fraction of those particles are likely to escape the potential well and not make its
way back to re-accretion. Without AGN feedback, this does not happen, and effectively all ejected
particles from haloes are expected to be re-accreted by the same halo. Additionally, the higher
virial temperature associated with massive haloes prevents reincorporation of AGN-ejected gas
due to (i) direct thermal support in the intra-cluster medium (ICM), and (ii) less efficient cooling
(given halo virial temperatures are above the peak of the radiative cooling curve). We remark
that the inter-halo transfer channel is further increased in the L50-AGNdT9 run (not shown here),
where more explosive energy injection likely allows a larger proportion of particles to escape the
potential of their host halo, and subsequently re-accrete to unrelated haloes.

3.5 DISCUSSION

In this section, we explore the implications of our results in § 3.3 and § 3.4 on our understanding of
galaxy evolution, and their application to SAMs. We first discuss the dependence of our results on
the model used. While we have established that there is significant feedback-induced suppression
of halo-scale gas inflow onto low-mass haloes in �����, the scale at which inflows interact with
outflows and the dynamics of this interface are not well understood.

Mitchell et al. (2020a) compare outflow rates and mass loading on various scales in ����� with
other hydrodynamical simulations (e.g. from Illustris-TNG – Nelson et al. 2019; Horizon-AGN –
Beckmann et al. 2017). They find that although trends across halo mass are qualitatively similar,
the biggest uncertainty comes from the scale over which outflows are measured. At "¢ ⇡ 109

"� ,
outflow rates in Illustris-TNG appear to be stifled between 10 and 50 kpc, while outflow flux
remains the same in ����� at 50 kpc compared to 10 kpc. In general, Illustris-TNG seems to
prefer a galactic-fountain picture with strong recycling over smaller scales. �����, on the other
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hand, produces outflows that remove comparatively less material from galaxies, but that become
significantly entrained as they expand in the haloes (resulting in the ejection of material to much
larger radii compared to Illustris-TNG, Mitchell et al. 2020a). As such, it is important for us to
note that simulation-based halo-scale inflow measurements, and the impact of sub-grid physics,
are almost certainly strongly model-dependent.

This highlights the need for observational constraints on the nature of the gas surrounding
galaxies (i.e., gas in the CGM and beyond) in order to assess the accuracy of different models.
One would expect the vastly different feedback scenarios as discussed in relation to ����� and
TNG above to leave signatures in the spatial metallicity properties of the CGM – e.g. enrichment
to be driven to more distant radii in the case of a more “explosive” feedback scenario. With this
idea, investigating the scale of metal-enrichment in the CGM – particularly studying how angular
and radial variations would manifest in discrete sight-line observations – could constitute a robust
test of model accuracy.

In Chapter 4, we also show how the physical properties of the gas accreting to haloes are
sensitive to both the sub-grid physics implemented, and the channel through which the gas is
accreting by. These differences provide a promising avenue for observations to indirectly constrain
the effect of outflows and inflows at the scale of haloes and beyond; and which models are
producing the most physically accurate predictions.

Moving onto the implications of our results for SAMs, we first remind the reader that most
SAMs use merger trees produced from DM-only simulations as a base to form and evolve galaxies,
with haloes growing their baryonic mass based on the net change in DM mass (modulo a factor
of 5b). The baryon budget within the halo is then managed analytically, and evolved with the
specific models implemented within the SAM. Our work highlights a seldom-addressed issue
comparing mass growth between SAMs and hydrodynamical simulations, with the significance of
DM recycling indicating that gross DM accretion rates do not necessarily reflect net DM growth
within a halo. One could argue that it is more appropriate to model baryon growth based only on
first infall DM accretion rates (which would require halo-by-halo accretion calculations compared
to a simple �" calculation).

While halo-scale inflow has been shown to be less sensitive to baryonic feedback compared to
galaxy-scale inflow (e.g. van de Voort et al. 2011, Nelson et al. 2015), we argue that the suppression
of halo gas inflow with the inclusion of stellar feedback (by up to ⇡ 1 dex for lower mass haloes,
< 1011 M� , see Figure 3.8) is significant enough to have implications on the treatment of baryons
in SAMs. Most SAMs implement some form of stellar and AGN feedback by ejecting gas from
galaxies into the CGM, or from the halo entirely. We have shown here, however, that feedback
plays a dual role in not only ejecting baryons from galaxies, but also preventing subsequent
accretion onto their host halo. We would expect this effect to be significant in haloes in the mass
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range "halo . 1012
"� (corresponding to "¢, cen . 1010

"�), where baryon inflow is . 50% of
that expected from DM (at I . 1). Our resolution with L50-REF limits us to only making this
conclusion for haloes of mass "halo & 1010.5

"� (corresponding to "¢, cen ⇡ 107.5
"�), however

we can confidently see this suppression continuing below this mass (to "halo ⇡ 1010
"�, where

"¢, cen ⇡ 107
"�) in the L25N752-RECAL run; see Appendix Figure A.2.

In the aforementioned mass range ("halo . 1012
"�) that we have established there to be

baryon depleted inflow, haloes in current SAMs are subject to over-predicted gas inflow rates
by up to 1 dex. Mitchell et al. (2018) showed that halo baryon fractions in ����� are far lower
than those found in GALFORM for haloes with mass . 1012.5

"�. Our findings contextualise
this result, showing that these overly baryon rich haloes in SAMs could be plausibly explained by
over-predicted baryon growth. This puts pressure on feedback mechanisms in SAMs, particularly
stellar feedback, to remove the excess baryons in order to reproduce observational standards.
While SAMs have had success in reproducing a number of calibrations from observations (e.g.
the stellar mass function, see Henriques et al. 2015; Lacey et al. 2016; Lagos et al. 2018b), it has
been shown that they do so for very different reasons compared to hydrodynamical simulations
(Mitchell et al., 2018).

Lu et al. (2017) show, with a semi-analytic approach (outlined in Lu et al. 2016), that an
exclusively “ejective”-mode stellar feedback implementation cannot simultaneously recover the
mass-metallicity relation (MMR) and stellar mass function found in low mass Milky Way dwarfs.
They argue that with the strong stellar-driven outflows required to suppress star formation also
comes the ejection of metals, eventually producing an artificially steep MMR that predicts lower
metallicity dwarfs than observed. On the other hand, hydrodynamical simulations, which naturally
include the “preventative” effect of feedback and suppression of gas inflow (not just the “ejective”
effect), are able to reproduce the shape of the observed MMR fairly robustly where inner-haloes
retain adequate metal content (e.g. ����� – Schaye et al. 2015; Illustris – Torrey et al. 2014).
Agertz et al. (2020) highlight the ability of the MMR in assessing the accuracy of models,
showing that changes to stellar feedback significantly influence the MMR without necessarily
influencing other commonly used scaling relations (e.g. involving half-mass radii and stellar
velocity dispersions). Our results further support the notion that “preventative”-mode feedback
(in particular, stellar feedback-induced suppression of baryon inflow), in addition to traditional
“ejective”-mode feedback, is necessary to accurately model galaxy formation and evolution in
SAMs: not just at the galaxy-scale, but also at the halo-scale.

In the past, SAMs have had trouble reproducing the expected X-ray scaling relationships of
!
⇤ galaxies (Crain et al., 2010), and groups/clusters (Bower et al., 2006, 2008). Bower et al. 2008

present a version of the ������� SAM (Bower et al., 2006) including “radio-mode” AGN-induced
ICM heating, acting in an ejective and subsequent preventative manner to reduce the baryon
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fraction of haloes. This feedback implementation allows X-ray scaling relations to be better
reproduced, illustrating the importance of reducing the baryon content of halos.

Lastly, as briefly discussed in §3.3.4, we show that satellite subhaloes are certainly still
capable of accreting cosmological gas. Most SAMs will assume that satellite galaxies are cut off
from cosmological accretion upon infall to a larger host halo: an assumption which we further
investigate in Chapter 5, with an analysis of the conditions under which satellite subhaloes are
able to net accrete baryonic matter.

The above discussion points to the fact that feedback has two-fold influence on halo-scale
baryonic mass assembly – in (i) removing baryonic matter from galaxies and haloes, and then
(ii) preventing further baryonic inflow. This level of complexity (particularly the preventative
aspect) is not captured by SAMs, and important revisions are therefore required for these tools to
accurately model the effects that we analysed in this Chapter.

3.6 CHAPTER SUMMARY

In this Chapter we have presented measurements of halo-scale baryon and DM inflow rates in the
����� suite of simulations. Our 6D-FOF algorithm recovers gas inflow efficiencies ( §"gas/ 5b"halo)
that are in quantitative agreement presented in previous literature using hydrodynamical galaxy
formation simulations (e.g. van de Voort et al. 2011, Correa et al. 2018b) to within ⇡ 0.2 dex
at both I ⇡ 0 and I ⇡ 2 (see Figure 3.1). We consider accretion in 4 different channels: (i) first
infall (accreting particles which have never been identified as part of a halo in the past), (ii)
recycled-mode (particles which have been processed in a progenitor halo beforehand, but were
most recently accreted from the field) (iii) transfer (particles which have been processed in a
non-progenitor/unrelated halo beforehand, but were most recently accreted from the field), and
(iv) merger-mode (particles which were accreted to a halo which, at the previous snapshot, were
part of another halo).

Our main findings using the fiducial physics ����� run L50-REF were presented in § 3.3, and
are summarised below:

• Baryon accretion is suppressed relative to DM in low mass field haloes ("halo . 1012
"� , cor-

responding to "¢ . 1010
"�) by up to 1 dex (see Figure 3.2). This effect is particularly promi-

nent towards late times, where the halo-to-halo variance in 5b, inflow = §"bar/( §"bar + §"DM)
is also largest. In the same mass range, the baryon fractions of halo-scale inflow are very
well-correlated with halo-wide baryon fractions (most notably in the CGM), suggesting a
causal effect (see Figures 3.3 and 3.4).
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• Regarding accretion channels:

– The merger-mode growth channel is of lesser importance for baryons compared to
DM in more massive haloes ("halo & 1012

"�), particularly at late times. This is
directly attributable to the baryon depletion of the low mass haloes that contribute
mass in mergers (see Figure 3.5). Baryon depletion of low mass haloes could either
be due to the aforementioned baryon poor inflow, or stripping & pre-processing in
the case of satellites, see Bahé & McCarthy 2015; Bahé et al. 2019), which are only
capable of contributing significant mass in the form of DM during merger events.

– Compared to baryonic matter, smoothly accreted DM is significantly more likely (by
a factor of ⇡ 2) to have been recycled in a halo than to be on first infall (with the
exception of higher mass haloes, "halo & 1012.5

"�, at I ⇡ 0). This is a reflection of
the ubiquitous suppression of baryon inflow onto low mass haloes over cosmic time:
any given baryon particle is less likely to have been accreted at some point in the
simulation compared to a DM particle.

• Inflow rates to satellite subhaloes are influenced by their stellar-to-halo mass ratio ("¢/"halo)
and their normalised halo-centric distance ('sat, halo/'200, halo) with more massive satellites
and satellites at larger radii relative to their host being more likely to see higher gas accretion
rates (Figure 3.6).

In §3.4, we go on to investigate the influence of sub-grid physics on the results that we
summarise above, by making use of several additional simulation runs (outlined in Tables 2.1).
We find that:

• In �����, the significant suppression (by up to ⇡ 1 dex) of 5b, inflow in low mass haloes
("halo . 1012

"�) compared to the universal 5b is a direct result of the introduction of
stellar feedback (see Figures 3.7, 3.8). In addition, the interplay between stellar and AGN
feedback in ����� has a profound influence on gas inflow. Weakening stellar feedback can
lead to runaway SMBH accretion and subsequent AGN outflow, which can heavily suppress
gas accretion rates (for an in-depth explanation of the interaction between stellar and AGN
feedback in �����, see Bower et al. 2017). For a fixed stellar feedback implementation,
we see that altering AGN feedback injection temperature (“explosivity”) can modulate gas
inflow rates in high mass haloes ("halo & 1012.5

"� by ⇡ 25 � 50%) – see Figures 3.7 and
3.8.

• Gas inflow channels are strongly influenced by sub-grid physics (Figure 3.9). Gas and
DM are accreted onto haloes with similar contributions from both smooth/merger and
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recycled/first infall channels in the runs with no radiative cooling, star formation and
feedback. Introducing radiative cooling leads to a decrease in the gas recycling fractions,
which we attribute to gas cooling removing the thermal pressure at the virial radius that
naturally builds up in the non-radiative runs. Adding stellar feedback with the L50-NOAGN
run increases the importance of the baryon recycling and transfer accretion channels at all
halo masses as a result of supernovae-driven outflows, which are eventually re-accreted
onto the halo – see Figure 3.9. Introducing AGN feedback with L50-REF has little influence
on the importance of the different accretion channels analysed here compared to the
L50-NOAGN run, however marginally reduces the recycling-mode and increases inter-halo
transfer-mode of baryon inflow for high mass haloes, "halo & 1012

"� , which we attribute
to AGN outflows being sufficiently strong to entirely eject gas particles from haloes, without
eventual reincorporation.

In §3.5, we discuss the model-dependence of our results, and the implications that our findings
have on semi-analytic approaches with supporting literature. We argue that preventative-mode
feedback (i.e., suppressing gas inflow), in addition to traditional ejective-mode feedback (i.e.,
energetic gas outflows) are both important manifestations of stellar feedback in �����. This dual
effect (even at the halo-scale) seems to be required to accurately model the behaviour of low
mass haloes (with a particularly useful calibration of stellar feedback being the mass-metallicity
relation – see Lu et al. 2017; Agertz et al. 2020).

77





C������

4
��� �������� ���������� �� ��� ���������
�� ������

ABSTRACT

The inflow of cosmological gas onto haloes, while challenging to directly observe and quantify, plays a
fundamental role in the baryon cycle of galaxies. In this Chapter, we use the ����� suite of hydrodynamical
simulations to present a thorough exploration of the physical properties of gas accreting onto haloes –
namely, its spatial characteristics, density, temperature, and metallicity. Classifying accretion as “hot” or “
cold” based on a temperature cut of 105.5K, we find that the covering fraction ( 5cov) of cold-mode accreting
gas is significantly lower than the hot-mode, with I = 0 5cov values of ⇡ 50% and ⇡ 80% respectively.
Active Galactic Nuclei (AGN) feedback in ����� reduces inflow 5cov values by ⇡ 10%, with outflows
decreasing the solid angle available for accretion flows. Classifying inflow by particle history, we find that
gas on first-infall onto a halo is metal-depleted by ⇡ 2 dex compared to pre-processed gas, which we find
to mimic the circum-galactic medium (CGM) in terms of metal content. We also show that high (low)
halo-scale gas accretion rates are associated with metal-poor (rich) CGM in haloes below 1012

"� , and
that variation in halo-scale gas accretion rates may offer a physical explanation for the enhanced scatter
in the star-forming main sequence at low (. 109

"�) and high (& 1010
"�) stellar masses. Our results

highlight how gas inflow influences several halo- and galaxy-scale properties, and the need to combine
kinematic and chemical data in order to confidently break the degeneracy between accreting and outgoing
gas in CGM observations.

This Chapter, in large part, has been adapted from the publication listed below.
Revealing the physical properties of gas accreting to haloes in the ����� simulations

Ruby J. Wright, Claudia del P. Lagos, Chris Power, Camila A. Correa
Monthly Notices of the Royal Astronomical Society, July 2021, Volume 498, Issue 4, pp.

5702-5725. https://doi.org/10.1093/mnras/stab1057.
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CHAPTER 4. THE PHYSICAL PROPERTIES OF GAS ACCRETING TO HALOES

4.1 MOTIVATIONS

The accretion of gas onto dark matter haloes is a critical, yet a poorly understood aspect of the
galactic baryon cycle. The necessity of gas accretion to regulate galaxy gas reservoirs has been
supported by indirectly via observations of sustained cosmic star formation (e.g. Kennicutt 1983;
Sancisi et al. 2008; Madau & Dickinson 2014; Williams et al. 2021; Chowdhury et al. 2020), and
directly in a number of cosmological simulations (e.g. Dekel et al. 2009; van de Voort et al. 2011;
Lagos et al. 2014; Nelson et al. 2015).

As discussed in Chapter 1, while gas accretion has been detected in a handful of cases (e.g.
Rubin et al. 2012; Martin et al. 2012; Rubin 2017; Zabl et al. 2019; Martin et al. 2019); the diffuse
nature and weak kinematic signature of accreting IGM gas means that its physical properties
(such as its metallicity, temperature, and spatial distribution) have yet to be well-quantified on
a statistical basis. Additionally, the estimated metallicities of accreting gas are relatively high
– suggesting that these detections correspond to recycling gas that had previously been ejected
from the galaxy by starburst or AGN-driven outflows, and do not reflect a detection of pristine
inter-galactic accretion (e.g. Marasco et al. 2012; Fraternali et al. 2015; Sánchez Almeida 2017).

Numerical simulations have highlighted the fact that this recycling gas only represents part of
the picture for smooth gas inflow. Another key component is the gas on “first-infall” onto haloes
and galaxies from the cosmic web – gas which has never been processed in a halo or galaxy
environment. Cosmological simulations have found that gas on first-infall provides the majority
of baryon growth to haloes at all epochs (e.g. van de Voort et al. 2011; Chapter 3). First-infall gas
is often referred to as “pristine” or “primordial”, based on the assumption that such gas has been
seldom metal-enriched. One would expect such gas to show a deficit in metal content relative
to a “recycled” sample of accreting gas. This logic supports the a priori assumption made in
many studies in the absence of kinematic data, in which lower metallicity gas is assumed to trace
inflowing gas, while higher metallicity gas traces the outflowing component (e.g. Kacprzak et al.
2012, 2015; Nielsen et al. 2020).

Accretion of inter-galactic gas is thought to leaves a measurable imprint on the CGM
surrounding galaxies. Observations have found a bimodality in the azimuthal angle of metal-line
absorbers, with gas covering fractions enhanced by 20 � 30% near the major and minor axes of
galaxies (e.g. Bordoloi et al. 2011; Kacprzak et al. 2012, 2015). CGM gas detected on the major
and minor axes of galaxies is proposed to be associated with co-planar, inflows and feedback-driven
outflows, respectively; a conjecture which has been reproduced in large-scale simulations (e.g.
Stewart et al. 2011; van de Voort & Schaye 2012; Shen et al. 2012; Péroux et al. 2020). Assuming
outflow winds are metal enriched relative to inflows, one would then expect to find an azimuthal
dependence on the metallicity of CGM absorbers (Lehner et al., 2016; Péroux et al., 2020). While
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a wide range of CGM metallicities have been measured (with a range of > 2 dex, e.g. Lehner et al.
2013; Prochaska et al. 2017; Zahedy et al. 2019), the expected azimuthal dependence is difficult
to confirm with sight-line observations (Péroux et al., 2016; Kacprzak et al., 2019; Pointon et al.,
2019).

Another notable accretion-regulated halo property is gas temperature, with the CGM of haloes
having both a hot and cold-phase. The hot coronal gas phase (at ⇡ )vir) originates from the virial
shock-heating of gas accreting onto high-mass haloes ("halo & 1012

"�; e.g. Rees & Ostriker
1977). A cold-phase of the CGM at ⇡ 104K has also been observed, but its origins are less clear
(e.g. Adelberger et al. 2003; Stocke et al. 2006; Lehner & Howk 2011; Prochaska et al. 2013;
Zhu et al. 2014; Werk et al. 2014; Heckman et al. 2017; Zahedy et al. 2019). Recent work has
suggested that the existence of this cold-phase may be a consequence of cosmic ray supported
CGM (e.g. Salem et al. 2016; Hopkins et al. 2020; Ji et al. 2020).

Several explanations for this cool CGM phase have been proposed, namely pristine IGM
accretion (e.g. simulation-based findings in van de Voort & Schaye 2012; Afruni et al. 2019, 2021),
the condensation of hot halo gas (e.g. the empirical arguments of Voit 2018 and ���������-TNG
findings in Nelson et al. 2020), feedback-driven outflows (e.g. Bouché et al. 2013; Borthakur et al.
2015; Anglés-Alcázar et al. 2017; Oppenheimer et al. 2018; Hafen et al. 2020), and the stripping
of satellite galaxies in larger systems (e.g. Hafen et al. 2020 using the ����-2 simulations). Afruni
et al. (2019, 2021) use semi-analytic models and results from the COS-Halos and COS-GASS
surveys to argue that star-formation driven outflows cannot account for the amount of cool gas in
the CGM of observed haloes – pointing towards IGM accretion as the origin of this gas.

Additionally, the radial variation of CGM properties was explored in Fielding et al. (2020)
using a number of hydrodynamical simulations (as part of the ����� project). They find that
the properties of the outer-CGM (at & 0.5'200, crit) are shaped by larger-scale processes, such
as cosmological accretion, rather than galactic feedback which dominates the inner regions,
. 0.5'200, crit.

In this Chapter, we use the ����� suite of hydrodynamical simulations to characterise the
nature of gas accreting to haloes from the IGM. Specifically, we investigate its history, spatial
characteristics, metallicity, density, and temperature in an effort to predict observational signatures
of accreting IGM gas, and its influence on integrated galaxy and CGM properties. We stress that
in this Chapter, we analyse the properties and rates of gas accreting to haloes, not their embedded
galaxies. This Chapter is organised as follows: in §4.2, we outline the methods we use to quantify
accreting gas properties; §4.3 explores the spatial characteristics of gas accreting to haloes over
redshift; §4.4 explores the chemical enrichment of this gas as a function of halo mass and its
position in density-temperature phase space; and in §4.5 we discuss the influence of gas accretion
rates on central galaxy and CGM properties. To conclude, in §4.6 we summarise our findings and
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discuss the implications of our results on semi-analytic models and observations, together with
future scientific directions.

4.2 METHODOLOGY

In this Chapter, we use a number of the ����� hydrodynamical simulations (outlined in §2.2)
to study the physical properties of the inter-galactic gas accreting to haloes. For the purposes of
this Chapter, we make use of the L50-REF run (fiducial physics), L50-NOAGN (fiducial physics
minus SMBH growth and feedback), L25-NOFB (no stellar or AGN feedback), and L25-RECAL
(higher-resolution recalibrated box) – each described fully in Table 2.1. To study gas inflow
onto haloes in �����, we use the robust structure finder VELOCI������ (Elahi et al., 2011,
2019a) and a Lagrangian methodology to identify the accretion of new particles to 6D-FOF
structures. This methodology was outlined fully in §2.5.1, with the code publicly available at
https://github.com/RJWright25/CHUMM.

As per the method outlined in §2.5.1, for each field halo we are able to identify the set of
gas particles that have joined the halo reservoir in the interval between a snapshot 8 and snapshot
9 . We elect to calculate accretion rates over the interval between adjacent ����� snapshots (29
snapshots from I = 20 to I = 0), corresponding to a �C ranging between ⇡ 250 Myr at minimum
(at I ⇡ 4), and ⇡ 0.9 Gyr at maximum (at I ⇡ 0). The varying time-steps in ����� that we use
to calculate accretion rates correspond to 0.5 � 1.0 times a halo dynamical time across the full
redshift range that we analyse, and thus, for the purposes of our work, we don’t believe there is a
need for higher cadence intervals. We remark that we do not impose any additional requirements
on inflow particles (e.g. inward radial velocity) – we simply require that a particle appears in a
6D-FOF object between snapshots.

In this Chapter, we remark that we use the halo masses as derived from the total mass of
VELOCI������ FOF objects ("halo ⌘ "FOF). While this is not the virial mass ("200), we note
that these two quantities generally correspond very closely; and only in the most massive haloes
(& 1013.5M�) does "FOF exceed "200 by a factor of a ⇡ 2 � 3 at maximum.

4.2.1 ACCRETION CHANNELS

In a similar manner to Chapter 3, we categorise the nature of the inflow particles (their accretion
“channel” or “mode”) based on (i) their host at initial snap 8, and (ii) their processing history. Our
method to define these different accretion channels for this Chapter is summarised in Table 4.1,
and discussed further below.
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The particle’s host at initial snap 8 determines the origin of accretion as either from the
field, or from another VELOCI������ structure (the particles of each origin we refer to
as “cosmological”/“smooth” or “merger”/“clumpy” accretion particles respectively). For the
cosmological/smooth accretion case, a particle is considered “pre-processed” if it has existed
in any halo (as defined by VELOCI������) up to and including snap 8 (the initial snap), and
“unprocessed”/“first-infall” otherwise. Commonly the term “pristine” is used to describe the
accretion channel of metal-poor, unenriched particles, however we elect to use the term first-infall
for our unprocessed channel to recognise that these particles are only “unprocessed” insofar
as VELOCI������’s ability to identify bound structures, ultimately limited by the finite mass
resolution of the simulation.

We can further decompose the “pre-processed” channel of cosmological accretion into
a “recycled” and “transfer” component – for particles which were previously processed in a
progenitor (main, non-main, or satellite) halo; and those that were previously processed in an
unrelated halo respectively (as in Chapter 3). For the purposes of this work, we choose to not
decompose the pre-processed mode into its recycled and transfer components, due to the small
contribution of the transfer component. We also stress that the “processed” channel of accretion
simply refers to accreting particles that have previously resided in a halo, with no requirement for
metallicity enhancement.

We note that we only consider particle processing including and after snapshot 9 (I ⇡ 4.5) in
the ����� simulation due to data availability – meaning that particles accreted prior to snap 9, if
subsequently ejected and re-accreted, would be considered first-infall. As such, we restrict our
analysis to I . 3, where there have been adequate snapshots since I ⇡ 4.5 to confidently classify
accretion in this way.

For the purposes of this work, we also introduce a temperature-based classification of inflow
channels for non-merger particles based on the suggested definition of hot- and cold-mode
accretion in Correa et al. (2018a) and Correa et al. (2018b). These works show that in �����,
due to the implementation of stellar and AGN feedback driven heating, using an instantaneous
post-accretion particle temperatures is more appropriate than the previous maximum temperature
of the particle ()max). Using a cutoff in )max does not allow for post-feedback cooling, and could
wrongly associate gas to the hot-mode of accretion when in reality the gas has cooled. We explore
the distribution of )max for accreting gas, and the necessity to allow for cooling, in Appendix B.1.
We consider an accreting particle to be part of the hot-mode if it satisfies the temperature cut
requirement in Equation 4.1:

)post�shock � 105.5 K, (4.1)

83



CHAPTER 4. THE PHYSICAL PROPERTIES OF GAS ACCRETING TO HALOES

Inflow channel Description Colour

Total accretion Particles identified as accreted:
not part of FoF at snap 8 but in FoF at snap 9 .

First-infall Particles identified as accreted from the
field and never previously processed in a halo.

Pre-processed Particles identified as accreted from the
field and previously processed in a halo.

Merger Particles identified as accreted that
were in a separate halo at initial snap 8.

Hot-mode Particles identified as accreted from the
field with snap 9 temperature above 105.5 K.

Cold-mode Particles identified as accreted from the
field with snap 9 temperature below 105.5 K.

Table 4.1: A summary of the decomposition of accreting particles into distinct inflow channels. The first-infall,
pre-processed and merger channels are based on VELOCI������-generated particle history classifications, and the
hot and cold- modes are based on post-accretion particle temperatures. The colours used to illustrate these different
accretion channels throughout this chapter are provided in the right-most column.

where )post�shock refers to the temperature of a particle post-accretion, at final snap 9 . The hot-
and cold- modes of accretion are then calculated as the summed masses of non-merger (smoothly
accreted) particles meeting each criterion in Equations 4.2 and 4.3:

§"cold = ⌃8"8 ()post�shock < 105.5 K)/�C, and (4.2)
§"hot = ⌃8"8 ()post�shock � 105.5 K)/�C. (4.3)

4.2.2 SPATIAL CHARACTERISTICS OF INFLOW

In order to classify the spatial nature of inflow in each of the aforementioned channels, we define
a “covering fraction”, 5cov, which quantifies the extent to which inflow is isotropic in nature.
The covering fraction of a halo essentially corresponds the solid angle significantly occupied
by accreting gas. More collimated/filamentary inflow corresponds to low covering fractions
( 5cov ! 0), while more isotropic inflow are associated with high covering fractions ( 5cov ! 1).

To calculate 5cov, we use spherical coordinates to bin the space around each halo into 72
bins in solid angle: 12 in azimuth (q) and 6 in elevation (\), all equally spaced. We impose
no requirement on radial position of particles, and only consider their distribution in projected
angular space about the halo center of mass. For each of the 72 cells, 8, and for each inflow
channel, 9 , we determine the expected mass influx in each cell, h §<8, 9i, if inflow were isotropic by
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scaling the total mass influx of that mode, §" 9 , by the solid angle, ⌦8 , of each cell:

h §<8, 9i = §" 9 ⇥
⌦8

4c
. (4.4)

We then classify a cell, 8, “occupied” or “covered” by inflow particles of mode 9 if the actual cell
inflow rate §<8, 9 exceeds a minimum fraction, 5 , of the expected isotropic inflow rate h §<8, 9i:

§<8, 9 � 5 ⇥ h §<8, 9i, (4.5)

where we select 5 to be 0.1. We remark that altering this 5 value between 0.05 � 0.3 does not
qualitatively influence our results, and only changes the normalisation. For each halo, the covering
factor of mode 9 is then calculated as the solid angle weighted fraction of occupied cells, as per
Equation 4.6:

5cov, j =
⌃8⌦8 (occupied, 9)

4c
. (4.6)

In order to ensure that the numerical value of 5cov is not driven by the number of inflow particles,
we only calculate 5cov for a mode 9 if the inflow to that halo exceeds 103 particles (where then
the minimum expected mass flux, 5 ⇥ h §<8, 9i, corresponds to at least 1 accreted gas particle: at
minimum ⇡ 1/ 5 = 10 in each cell, and 10 ⇥ 72 = 720 particles in total). This is the case for
⇡ 95% haloes for each of the non-merger accretion modes in the mass range "halo & 1012

"� at
all redshifts considered. The particle flux requirement only significantly reduces the number of
haloes we can calculate merger covering fractions for, where we could only use ⇡ 50% of the
sample towards I = 0 due to less frequent merger accretion events.

4.3 THE HISTORY, TEMPERATURE AND SPATIAL PROPERTIES
OF ACCRETING INTER-GALACTIC GAS

In this section, we investigate the link between the temperature, history, and spatial characteristics
of gas accreting to haloes in �����. We focus on the halo mass range "halo & 1011

"�, where,
on average, inflow corresponds to a flux of more than 100 gas particles over the designated time
interval between each snapshot. We quantify and analyse gas inflow to these haloes from I ⇡ 3 to
I ⇡ 0. Wherever we take bins in halo and stellar mass, unless otherwise stated, they are spaced in
increments of 0.2 dex.

4.3.1 REVISITING THE BREAKDOWN OF GAS ACCRETION RATES

We start by revisiting the gas accretion rates originally presented in Chapter 3, in which accreting
particles were broken down into being either first-infall, recycled, transfer, or merger-based in
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origin. As described in §4.2 and Table 4.1, for the purposes of this work, we combine the recycled
and transfer components into one “pre-processed” mode, and add in a separate temperature-based
inflow classification, originally conceived in Correa et al. (2018a). In Figure 4.1, we illustrate the
median gas accretion efficiencies, §"gas/( 5b "halo), for each accretion channel as a function of halo
mass for (i) the original history-based classifications (top panels), and (ii) the new temperature-
based classifications (bottom panels) at I ⇡ 0 (left panels) and I ⇡ 2 (right panels). We use the
value of 5b implied by the results of Planck Collaboration et al. (2014), at ⌦b/⌦m = 0.16.

The top panels illustrate the trends seen Chapter 3, instead showing the normalisation of
total accretion rates (as opposed to the fractional contribution of each mode). We comment on
the physical accuracy of our infall channel categorisations in Appendix B.1. In this Figure and
throughout the rest of the Chapter, solid lines represent results from the L50-REF reference physics
run, dashed lines represent results from the L50-NOAGN run, and the dotted lines correspond to
results from the L25-NOFB run. Additionally, the 16th � 84th (1f) percentile range is shown with
errorbars, and the bootstrap-generated 95% confidence interval error on the median (from 100
resamples using a randomly selected half of the appropriate population) is illustrated as a shaded
region for the L50-REF reference run exclusively.

Concentrating first on the L50-REF reference physics run (solid lines), at I ⇡ 0 we see that
first-infall accretion dominates for "halo . 1012.5

"�, and pre-processed accretion dominates
above this transition mass. The contribution of mergers to mass growth is ubiquitously small,
but increases with halo mass to be within 1 dex of the first-infall and pre-processed modes at
"halo & 1013

"�. If we compare this breakdown to that between the hot and cold- modes of
accretion in the bottom left panel, we see qualitative similarity between cold and first-infall
channels, as well as the hot and pre-processed channel – in that cold accretion dominates for
"halo . 1012

"�, and above this transition mass, hot-mode accretion takes over. While we find
these similarities between the first-infall (pre-processed) and cold (hot) modes of accretion, we
are not claiming that these causally or physically linked: rather, we argue that the similarities are
driven by a set of physical processes defined by similar halo mass transition scales. In the case
of the breakdown between first-infall and pre-processed accretion, we show in Chapter 3 that
the pre-processed mode increases in flux with halo mass as haloes become massive enough to
attract previously ejected particles (either from one of the halo’s progenitors, or an unrelated halo).
Conversely, in the hot/cold-mode case, the contribution of the hot-mode increases with halo mass
as haloes become massive enough to efficiently shock heat the accreting gas (e.g. Katz et al. 2003;
Kereš et al. 2005, 2009; Ocvirk et al. 2008; van de Voort et al. 2011). Note that we explore the
relationship between the temperature and history-based inflow classifications in Figure 4.2, which
we discuss further below.
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Figure 4.1: The median gas accretion efficiency, §"gas, halo/( 5b"halo), of each inflow mode in Table 4.1, as a function of
halo mass at I ⇡ 0 (left panels) and I ⇡ 2 (right panels). The top panels include the history-based channel classifications
(first-infall, pre-processed, and merger) and the bottom panels include the temperature based classifications (hot- and
cold-mode accretion), together with total accretion rates. These accretion efficiencies are shown for the L50-REF
run (solid lines), the L50-NOAGN run (dashed lines), and the L25-NOFB run (dotted lines). We also include the
16th � 84th percentile range spread in gas accretion efficiency for L50-REF as error bars (excluding the merger-mode),
and the bootstrap-generated 95% confidence interval (CI) error on the median for L50-REF as shaded regions.

At I ⇡ 2, we see that first-infall accretion channel exceeds pre-processed accretion for all
halo masses, with a roughly constant offset of ⇡ 0.6 dex. Merger-based accretion efficiency again
increases with halo mass, and roughly tracks the pre-processed channel above halo masses of
⇡ 1011.5

"�. We also find that cold-mode accretion dominates over hot-mode accretion for the
full halo mass range, with the hot accretion channel increasing with halo mass to nearly meet the
relatively constant cold-mode efficiency at "halo ⇡ 1012.5

"� . The rise in contribution of hot-mode
accretion with halo mass is unsurprising, given the increased importance of virial shock-heating
(Binney, 1977; Rees & Ostriker, 1977; Birnboim & Dekel, 2003; Dekel & Birnboim, 2006; Kereš
et al., 2009), however Correa et al. (2018a) show in ����� that other physical processes are also
required to explain gas accreting above halo virial temperatures.

Focusing on the influence of sub-grid physics, we note an increase in I ⇡ 0 total accretion
efficiencies in the L25-NOFB run compared to L50-REF and L50-NOAGN at halo masses below
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Figure 4.2: Top panels: The median hot fraction (defined by the temperature cut in Equation 4.1) of inflow gas for
the first-infall and pre-processed modes as a function of halo mass at I ⇡ 0 (left) and I ⇡ 2 (right). Bottom panels:
the median fraction of mass delivered in the form of unprocessed gas for hot- and cold- modes as a function of halo
mass, for the same redshifts. An 5hot value of 0.5 for the first-infall mode, for instance, would mean that half of the
gas accreted via the first-infall mode was “hot”; while a 5FI value of 0.5 for the hot-mode would mean that half of
the hot inflow gas was accreting to a halo for the first time in its history. Each of these fractions are shown for the
L50-REF run (solid lines), the L50-NOAGN run (dashed lines), and the L25-NOFB run (dotted lines). We also include
the bootstrap-generated 95% confidence interval error on the median for L50-REF as shaded regions.

1011
"� – a direct consequence of the lack of stellar feedback, as discussed in Chapter 3. At I ⇡ 2,

we find that while the first-infall mode in the L25-NOFB run is consistent with L50-REF, the
pre-processed mode appears to be suppressed due to the lack of mechanisms to eject particles from
haloes (for subsequent pre-processed re-accretion). At I ⇡ 2, we note that hot-mode accretion
in the L25-NOFB run is strongly enhanced relative to L50-REF, which we explore further in
the discussion of Figure 4.2. We note that the influence of AGN feedback on accretion modes
is minimal, with only a slight increase in total accretion rates for haloes between 1012

"� and
1012.5

"� at I ⇡ 0 in L50-NOAGN compared to L50-REF, where we find that hot-mode inflow is
slightly suppressed when AGN feedback is included. We explore this suppression further in the
context of inflow covering fractions in §4.3.2.
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To investigate the link between the history-based and temperature-based classification of
accretion modes, in the top panels of Figure 4.2 we show the fraction of mass that accreted
“hot” (see Equation 4.3) as a function of halo mass, for accreting gas identified as first-infall
and pre-processed. 5hot fractions for both modes increase with halo mass at both I ⇡ 0 and
I ⇡ 2, in a similar fashion to total hot accretion fractions presented in Correa et al. (2018b).
Focusing on reference physics (solid lines), we find that the pre-processed mode is systematically
“hotter” than the first-infall mode, with an offset in median hot fraction of 10% for haloes below
"halo ⇡ 1012

"� at both I ⇡ 0 and I ⇡ 2. We remark that the bootstrapped error on the respective
medians do not overlap below "halo ⇡ 1012

"� at each redshift, meaning we consider this to be a
significant and real difference in the temperature of first-infall and pre-processed accreting gas.

The bottom panels of Figure 4.2 show the converse of the upper panels: instead of the fraction
of particles accreting hot for each history-based inflow classification, we show the fraction of
particles accreting for the first time ( 5first infall, or 5FI), broken down into gas accreting via the hot
and cold channels of inflow.

At I ⇡ 0, we see a trend for 5FI for both hot- and cold- modes to decrease with halo mass from
⇡ 75% at "halo ⇡ 1010.5

"� to ⇡ 50% at "halo ⇡ 1013.5
"� (in line with the global shift towards

recycled and transferred baryonic accretion found in Chapter 3). Embedded in this global trend,
we see a significant disparity between the hot- and cold-mode unprocessed fractions for haloes in
the mass range 1011

"� . "halo . 1012
"� – with 5FI of hot-accreting gas being ⇡ 20% lower

than cold-accreting gas. In this halo mass range, cold-accreting gas is significantly more likely
to be on first-infall than to have been previously processed. Above this halo mass range, 5FI is
similar for the hot- and cold- modes, though we remind the reader that the cold-mode is also
heavily suppressed in this regime at I ⇡ 0.

At I ⇡ 2, the differences between hot- and cold-mode 5FI are qualitatively similar to those
found I ⇡ 0 using L50-REF. Values of 5FI remain at ⇡ 70% for the full halo mass range (slightly
higher than at I ⇡ 0). There is still a significant systematic difference between cold and hot-mode
median 5FI values in the mass range 1010.5

"� . "halo . 1011.5
"� , with cold-accreted particles

⇡ 10% more likely to be on first-infall compared to being pre-processed. The spread in 5FI is
lower for both hot- and cold- modes at I ⇡ 2, however there is still overlap between the percentile
ranges for the full halo mass range.

Shifting focus away from the L50-REF run, we can use the L50-NOAGN and L25-NOFB
curves in Figure 4.2 to investigate the role of feedback in altering hot-accretion fractions and
first-infall fractions. We remind the reader that in Figure 4.1, we found enhanced hot accretion in
the L25-NOFB run relative to reference physics. In the top panels of Figure 4.2, we show that
the median hot fraction of both the first-infall and pre-processed modes in the L25-NOFB run is
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significantly increased, particularly at I ⇡ 2 where the hot-mode is ⇡ 20% more prominent than
in L50-REF for "halo & 1011.5

"�, with raw total accretion rates otherwise very similar.
Upon investigation, we attribute the enhanced hot fraction of accretion in L25-NOFB to the

lack of metal enrichment in the CGM of these galaxies without feedback-driven outflows. We find
that the non-merger component of accreting gas in the L25-NOFB run is heavily metal-depleted
relative to reference physics (see Figure 4.5, top panels). This low metallicity of accreting gas
extends cooling times, and effectively shifts the transition from cold-dominated to hot-dominated
accretion towards lower halo mass.

The lack of metal-enriched accreting gas in L25-NOFB (compared to L50-REF) is a likely
consequence of the lack of stellar-feedback driven outflows, which can act to enrich the CGM
surrounding galaxies and haloes. With these outflows, accreting gas which has been previously
processed (for instance, gas which has been ejected from a halo and is subsequently re-accreting)
is more likely to have been enriched, and gas on first-infall is more likely to have been enriched
when in contact with the outskirts of the halo environment prior to accretion. We explore these
ideas further in §4.4.

We find that AGN feedback plays a sub-dominant role in regulating hot accretion fractions
at I ⇡ 0, however at I ⇡ 2, we note that both pre-processed and first-infall hot fractions in
L50-NOAGN are slightly increased relative to L50-REF above "halo ⇡ 1012

"�. At maximum,
we see a difference of ⇡ 10% in medians at "halo ⇡ 1012.5

"�. This could be a result of slightly
higher halo baryon fractions and a more compact baryonic profiles in the L50-NOAGN run at this
halo mass, facilitating more efficient shock-heating of the accreting gas. The increase accretion
hot fractions in L50-NOAGN are specifically a result of increase hot-mode accretion in relation to
the cold-mode, which remains fairly similar between L50-NOAGN and L50-REF. This suggests
that AGN feedback preferentially suppresses hot-mode accretion as opposed to the cold-mode,
which we discuss further in §4.3.2.

4.3.2 SPATIAL DISTRIBUTION OF ACCRETING GAS

Using the accretion classifications presented in Table 4.1 and statistically measured in Figure 4.1,
we now investigate and quantify the spatial characteristics of gas accreting to haloes in �����. In
Figure 4.3, we visualise the gas accreting to 3 example haloes at of different mass at I ⇡ 0, and
their progenitors at I ⇡ 2. We choose these 3 haloes to demonstrate the nature of accreting gas for
(i) dwarf-mass haloes: "halo ⇡ 1011.5

"� , (ii) Milky Way (MW)-mass haloes: "halo ⇡ 1012.5
"� ,

and (iii) group-mass haloes: "halo ⇡ 1013.5
"�. The selection of these haloes as “typical” for

their mass ranges was based on inspection, with the following criteria: (i) their central galaxy
stellar-halo mass ratios being within 0.1 dex of the median for their halo mass at I = 0, (ii) central
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Figure 4.3: Caption provided overleaf.

91



CHAPTER 4. THE PHYSICAL PROPERTIES OF GAS ACCRETING TO HALOES

Figure 4.3: A visualisation of the gas surrounding 3 example haloes at I ⇡ 0 (left panels) and their progenitors at
I ⇡ 2 (right panels). We include a halo at ⇡ 1011.5

"� (“dwarf-mass”, top panels), a halo at ⇡ 1012.5
"� (“Milky

Way-mass”, middle panels), and a halo at ⇡ 1013.5
"� (“group-mass”, bottom panels). Gas is coloured by log-scaled

density, and halo-centric averaged velocity vectors are overlayed with white arrows. Additionally, the virial sphere for
each halo is circled in white, and the breakdown of accreting gas (which had entered the halo at the previous snap) into
its constituent channels is quantified and quoted as a percentage of total inflow mass. Visualisations were produced
with the yt package (Turk et al., 2011).

SFRs being within 0.1 dex of the median for the given halo mass at both redshifts, and (iii) their
assembly age (lookback time at which 50% of their I = 0 halo mass was assembled) being within
2 Gyr of the mean for each given halo mass.

Gas accreting to the 1011.5
"� halo at I ⇡ 0 (top left panel) is preferentially in the form of

cold-mode inflow (⇡ 77%) compared to the gas accreting to more massive haloes. The inflow
is dominated by particles on first-infall to a halo (⇡ 63%) compared to the pre-processed mode
(⇡ 37%), with negligible contribution by mergers. While the cold-mode of accretion dominates
over the hot-mode, the accreting matter does not appear filamentary in structure. This is not the
case for the halo’s progenitor at I ⇡ 2 (top right panel) which appears to be accumulating mass
from a number of filaments. At I ⇡ 2, we find that the halo has a similar breakdown between
first-infall and pre-processed inflow (⇡ 71% compared to ⇡ 29%). At I ⇡ 0, rotation about the
central galaxy is clear in the velocity fields, however gas velocity vectors at the virial sphere do
not isotropically favour accretion. We observe a similar picture for the I ⇡ 2 progenitor, with gas
flows at the virial radius not necessarily favouring infall.

Unlike the dwarf-mass halo, gas accreting to the 1012.5
"� halo at I ⇡ 0 (middle left panel)

is ⇡ 90% hot in nature, with only 10% being accreted via the cold-mode. There is no merger
contribution to the mass growth of the halo at this snapshot, with accreting gas roughly evenly
split between gas on first-infall to a halo (⇡ 55%) and pre-processed gas (⇡ 45%). Compared to
the I ⇡ 0 descendent, the progenitor at I ⇡ 2 sees more first-infall accretion (69%) and cold-mode
accretion (39%) together with a significant merger contribution of ⇡ 11%. Considering the I ⇡ 0
velocity field, we observe a combination of inflow and outflow at the virial radius, with inflow
particularly prominent in the top right quadrant. In this direction, it appears the halo is being fed
by a bridge of gas connecting the halo to an approaching halo of similar mass. Unlike the I ⇡ 0
descendent, we find that the velocity field around the I ⇡ 2 halo mostly favours infall at the virial
radius.

Gas surrounding the 1013.5
"� halo at I ⇡ 0 (bottom left panel) forms a hot, near-spherical

atmosphere near '200, fed by a number of filaments. The vast majority of recently accreted gas is
hot in nature, with ⇡ 97% having been heated upon entering the halo. The non-merger component
is dominated by pre-processed gas (⇡ 68%) as opposed to gas on first-infall (⇡ 33%). Gas flow
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at the virial radius very clearly favours accretion to the halo, particularly along the surrounding
filaments in the bottom left and top right quadrants. At I ⇡ 2 (bottom right panel), the picture for
the group’s progenitor is quite different, there being a much more defined filamentary structure to
the halo and surrounding regions, as opposed to a shock-heated hot halo. The recently accreted
material is split between ⇡ 35% cold-mode and ⇡ 56% hot-mode, the remaining ⇡ 9% originating
from mergers. The non-merger history-based breakdown of accretion is dominated by first-infall
(⇡ 64%) gas compared to particles which had been pre-processed (⇡ 27%). The gas velocity field
at the virial radius mostly favours accretion to the halo, with the exception of the bottom left
sector where gas is being attracted by another large structure.

In general, we see that inflow is noticeably more filamentary and cold in nature for I ⇡ 2
progenitors compared to their I ⇡ 0 descendents for each of the example haloes, spanning 2 orders
of magnitude in mass. Additionally, in the I ⇡ 0 selected MW-mass and group-mass haloes, we find
that merger-based gas accretion plays a more important role for their I ⇡ 2 progenitors – consistent
with a hierarchical growth scenario. At fixed redshift, we see that hot-mode accretion dominates
for higher mass haloes compared to cold-mode accretion, which dominates gas accretion in the
dwarf halo regime. These example observations agree with the trends in gas accretion efficiency
shown in Figure 4.1. The qualitative trends we observe with the apparent filamentary structure
of accreting gas can be quantified by the use of the spherical covering fraction introduced in
Equation 4.6, and demonstrated below in Figure 4.4.

Using the definition of spherical inflow covering fraction, 5cov, introduced in Equation 4.6),
we illustrate the redshift evolution of the spatial distribution of halo-scale accreting matter for
each accretion mode in Figure 4.4. To ensure 5cov is not sensitive to the number of particles
accreting (and is exclusively a reflection of the spatial distribution of accreting matter), we only
include haloes at each snap that are (i) in the mass range 1012

"� < "halo < 1014
"�, and (ii)

have accreted at least 103 gas particles since the previous snapshot. We impose the latter for each
of the accretion modes individually, meaning the halo sample for each curve is not identical.
Within the imposed mass range, an accretion flux of � 103 gas particles occurs in at least ⇡ 95%
of haloes for all non-merger accretion modes (at all snapshots). The particle flux requirement only
significantly reduces the number of haloes for which we can calculate merger covering fractions,
where we could only use ⇡ 50% of the sample towards I = 0 due to infrequent merger accretion
events.

First concentrating on the L50-REF run and the history-based accretion channels (top panel
of Figure 4.4), we see that the covering fraction of pre-processed and first-infall gas modestly
increases towards I = 0. This indicates a shift from more filamentary, collimated inflow towards
a more isotropic distribution, consistent with the qualitative picture painted in Figure 4.3. The
first-infall and pre-processed modes possess a median covering fraction of at least 0.5 for the full
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Figure 4.4: Caption provided overleaf.
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Figure 4.4: The median covering fraction, 5cov (as defined in Equation 4.6), of accreting gas in haloes with
1012

"� < "halo < 1014
"� as a function of redshift. We show 5cov individually for each accretion mode in Table 4.1

(with history-based classification in the top panel, and temperature based classification in the bottom panel), requiring
at least 1000 particles accreted for each mode for a halo to be analysed). 5cov is shown for the L50-REF run (solid lines),
the L50-NOAGN run (dashed lines), and the L25-NOFB run (dotted lines). We also include the bootstrap-generated
95% confidence interval error on the median for L50-REF as shaded regions.

redshift range, but the pre-processed mode has a consistently larger 5cov parameter compared to
first-infall accretion by ⇡ 20% over the majority of the redshift range. The median values prove to
be significantly different based on the bootstrap-generated error ranges, indicating that particles
on first-infall to a halo are significantly more likely to come in the form of more collimated inflow
compared to particles which had been previously accreted and ejected by a halo. Qualitatively,
this aligns with the scenario of first-infall particles originating from cosmic web filaments. The
covering fraction of first-infall accretion reaches a maximum at I ⇡ 0 of ⇡ 70% compared to the
⇡ 90% of the pre-processed mode. Unsurprisingly, the covering fraction of inflow from mergers is
comparatively very low (⇡ 20%) as a result of the obvious unidirectional nature of such accretion
events.

Looking instead at the covering fraction of temperature-based accretion channels in the
bottom panel of Figure 4.4, we can immediately note the offset between hot-mode accretion and
cold-mode accretion – similar to the disparity between the pre-processed and first-infall 5cov values
in the top panel. Unlike the first-infall mode, we don’t find any significant evolution of cold-mode
covering fractions with redshift, with cold-mode 5cov remaining at a roughly constant value of
⇡ 50%, compared to the > 60% found for the first-infall mode. Similar to the pre-processed
mode, the hot-mode of accretion reaches a maximum 5cov value of ⇡ 90% at I ⇡ 0. The evolution
of 5cov for the cold and hot-modes is not necessarily expected. The qualitative picture that has
been discussed in the literature tends to connect the hot-mode with isotropic accretion, with
correspondingly large covering fractions, and cold-mode with highly collimated accretion, with
much smaller covering fractions. We show here that the picture is more complicated than this,
and in fact the covering fraction of cold-mode is quite large (albeit always smaller than that of the
hot-mode) across the whole redshift range studied. Hot-mode accretion, on the other hand, shows
significant redshift evolution of its covering fraction, and at I ⇡ 3.0 appears to be as filamentary
as the cold-mode.

Interestingly, we note that sub-grid physics significantly influences the spatial distribution of
accreting gas in this halo mass range. In the absence of AGN feedback (L50-NOAGN), we see a
significant enhancement (by ⇡ 10 � 15%) of the first-infall, pre-processed, and hot-mode inflow
covering fraction, with L50-NOAGN median 5cov values sitting near the 84th percentile in 5cov

values from L50-REF across the full redshift range for these modes. In Chapter 3, we show that
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AGN activity can modulate accretion rates in this mass regime by ⇡ 30%, which appears to also
reflect in the covering fraction of accreting matter. This conclusion agrees well with the findings
of Nelson et al. (2015) using I��������-like physics, who find an enhancement in halo-scale
spherical “covering fraction” in the absence of stellar and AGN feedback, particularly at high
redshift. This suggests that AGN driven outflows have a real and quantifiable interaction with
inflowing matter, acting to reduce the vacant angular fraction where gas is able to radially infall,
even at the halo-scale. The preferential suppression of hot accretion by AGN (as discussed in
relation to Figure 4.1) would be consistent with a picture where AGN-driven outflows can disturb
the more isotropic hot-mode of inflow, but have less influence on the more collimated, cold-mode
of inflow (as advocated in Kereš et al. 2005).

In terms of 5cov, the behaviour of the L25-NOFB run is similar to the L50-NOAGN run for the
pre-processed, first-infall and hot channels of accretion. In contrast, focusing on the cold-mode,
we note that covering fractions of cold-mode accreting matter decrease by ⇡ 20% in the absence
of stellar feedback for the full redshift range analysed. Faucher-Giguère et al. (2015) argue that
outflows from satellites in the virial radius can cause de-collimation of the cold-mode when
feedback is modelled, compared to a no-feedback case. Furthermore, the compact and dense
configuration of hot haloes in L25-NOFB may contribute to pressure confinement of the cold
filaments. In �����, Correa et al. (2018a) show that stellar feedback has a considerable influence
on the amount of hot gas in the halo. They show for haloes at "halo ⇡ 1012

"� that a doubling of
stellar feedback strength leads to a increase in the gas mass fraction by a factor of 1.3, and that a
halving of stellar feedback strength reduces the gas mass fraction by a factor 2.5. We suggest that
the presence of a hot gaseous corona maintained by stellar feedback causes cold inflow gas to
become less collimated as it approaches a halo, thereby increasing the covering fraction, 5cov, of
gas accreting via this mode in L50-NOAGN and L50-REF compared to L25-NOFB. This does
not influence the already heated and less collimated hot-mode.

We remark that in Appendix B.2, we check the “weak convergence” (see Schaye et al. 2015
for explanation) of our covering fractions, and find that 5cov values from the higher-resolution
L25-RECAL run are largely consistent (within uncertainty) with L50-REF covering fractions
over cosmic time. We also investigate the influence of SPH scheme on our 5cov calculations, and
find that using an older, ������-like SPH implementation (without the Pressure-SPH scheme)
produces systematically lower accretion covering fractions (see Figure B.2).

4.4 THE METAL ENRICHMENT OF ACCRETING GAS

In this section, we investigate the metallicity of gas accreting to haloes in �����, in particular the
level of enrichment for gas accreting via different inflow channels (as described in Table 4.1). For
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our calculations, we use individual particle metallicities that have not been smoothed over the SPH
kernel. While the smoothed metallicity values are used in cooling calculations, this smoothing
could contaminate otherwise pristine particles, which we wish to capture in our analysis.

We also remark that when we refer to the “integrated” metallicity of the matter accreting
to a halo, we calculate the total mass accreted in metals normalised by the total mass accreted
in gas: /int = §"metals/ §"gas = ⌃8 (/8 ⇥ "8)/⌃8 ("8), summing over all accreted particles 8. This
measurement is typically skewed towards higher values of log10(///�) compared to the median
metallicity of individual accreting particles.

4.4.1 INFLOW GAS METALLICITY OVER COSMIC TIME

Figure 4.5 shows the median integrated metallicity (over haloes) of accretion channels as a
function of halo mass for first-infall and pre-processed particles at I ⇡ 0 (we defer discussion
of the redshift evolution of accretion metallicities to Figure 4.6). The most evident feature is
the clear and near-constant disparity between the metallicity of the first-infall and pre-processed
mode. From "halo ⇡ 1011M� to 1013.5M� , the metallicity of the first-infall mode is significantly
depleted relative to the pre-processed mode by ⇡ 2�3 dex, with the pre-processed mode averaging
integrated metallicities in the range �1.5 < log10(///�) < �0.5. The disparity between the
first-infall and pre-processed channels is physically intuitive: particles which have not been
processed in a halo prior to accretion are far less likely to be enriched compared to those that
have previously been accreted onto a halo. We remark to the reader that these history-based
classifications of inflow channel yield a much stronger separation in the metallicities of their
populations compared to the negligible difference noted between temperature-based (hot- and
cold-mode) classifications, which we consequently have not included in Figure 4.5.

The low metallicities (log10(///�) . �2) of the first-infall channel, together with the low
contamination by stellar-feedback affected gas illustrated in Figure B.1 give us confidence in
our classification scheme. Despite being very metal poor, first-infall particles are not necessarily
pristine (i.e., they do not have zero metallicity). Upon investigation, we found that in most haloes,
the majority of the first-infall particles do possess zero metallicity, but the addition of a small
sample of slightly enriched particles can drastically increase the value of /int: the sum of all
accreted mass in metals divided by the total mass accreted. The finite cadence of the simulation
outputs used, as well as the lower mass resolution limit of VELOCI������, may also lead to a
small number of particles wrongly being classed as unprocessed.

We also note a trend of increasing inflow enrichment with increasing halo mass for each of the
included accretion channels. Upon investigation, we argue that this is the result of pre-accretion
enrichment – where particles are enriched prior to formally entering the halo environment. We
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Figure 4.5: The integrated metallicity (prior to accretion) of halo-accreting gas as a function of halo mass for the
history-based inflow modes, excluding the heavily enriched merger-mode. To guide the reader’s eye, we also include
the integrated metallicity of all accreting gas (essentially a weighted average of the pre-processed and first-infall mode)
in the L50-REF run in grey. In this figure we quote the metallicities at I ⇡ 0, and consider redshift evolution in Figure
4.6. The metallicities are shown for multiple ����� runs, namely the L50-REF run (solid lines), the L50-NOAGN
run (dashed lines), and the L25-NOFB run (dotted lines). We also include the 16th � 84th percentile spread (between
haloes) in accreting metallicity for L50-REF as error bars, and the bootstrap-generated 95% confidence interval error
on the median for L50-REF as shaded regions.

find that the metallicity profiles of higher mass haloes are more extended (even relative to their
size) compared to less massive haloes, meaning that gas can be enriched before crossing the FOF
boundary of larger haloes.

We now consider the influence of sub-grid physics on the enrichment of accreting gas, based
on the alternative physics curves shown in Figure 4.5. Comparing the L50-REF and L50-NOAGN
runs, we see fairly similar behaviour over halo mass and redshift, indicating that AGN feedback
does not heavily influence accreting metallicities. The exception to this statement is that pre-
processed gas in the L50-NOAGN run appears marginally less enriched compared to the L50-REF
run for haloes with mass between 1012.5

"� and 1013
"� at I ⇡ 0. The pre-processed accreting gas

in this mass regime is mostly recycling gas from the main progenitor (see Chapter 3). In L50-REF,
some of this gas will likely correspond to the metal-enriched central ISM gas expelled due to
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AGN feedback, given this mass range is that previously associated with AGN-driven outflows
(Davies et al., 2019c; Oppenheimer et al., 2020). The additional source of metal-rich recycling
gas in L50-REF compared to L50-NOAGN potentially offers an explanation for the marginal
increase in pre-processed accreting metal content.

Unlike the L50-NOAGN run, we see very notable changes in accreting metallicities when
investigating the L25-NOFB run compared to L50-REF. First-infall and pre-processed accreting
gas in the L25-NOFB run is metal-poor relative to accreting gas in the L50-REF and L50-NOAGN
runs, the difference being the lack of stellar feedback. This depletion is particularly clear in the
pre-processed mode, which shows reduced metal content by up to ⇡ 1 � 2 dex across the full
halo mass range at I ⇡ 0 (the metal depletion being most significant for lower mass haloes,
"halo . 1012

"�).
Similar to the influence of enriched AGN-driven outflows we discuss above, we argue that it

is the lack of circum-halo enriched matter that drives the depletion of accreting matter in this
run. In runs with stellar feedback, out-flowing gas in stellar feedback driven winds normally acts
to deliver enriched material to the CGM. In the absence of these outflows, the CGM and gas at
the halo interface is seldom enriched by the central galaxy – meaning that both first-infall and
pre-processed accreting gas is less likely to have ever been enriched. In other words, we argue that
the spatial scale of metal enrichment from galaxies in the L25-NOFB run is more concentrated to
the galaxy-scale, and does not influence the larger scales from which halo-accreting gas originates.
Comparatively, gas accreting at the halo-scale in L50-REF and L50-NOAGN is much more likely
to have previously been enriched.

In Figure 4.6, we concentrate on the redshift evolution of accreting metallicities in the
reference L50-REF run for a MW-like halo mass band between 1012 and 1012.5

"�. We include
the first-infall (blue) and pre-processed (green) modes, together with the integrated metallicity of
all accreting gas in grey (including the first-infall, pre-processed and merger components). For
reference, we also compare these inflow metallicities to halo-bound gas reservoirs, namely the
metal content of the CGM (yellow) and central galaxy ISM (hot pink).

For the purposes of this Chapter1, we follow the definition of Correa et al. (2018b) in defining
the ISM as gas within a radius of 0.15 ⇥ '200 of a halo’s most bound particle (which we assume
to reside in the central galaxy), that have either a non-zero SFR, or are part of the atomic phase
of the ISM with =H > 0.1 cm�3 and ) < 105 K. To define the CGM, we use all FOF particles
outside the central 0.15 ⇥ '200 of the halo, subtracting the particles from any nested subhaloes in
the host (so as to avoid including the ISM gas associated with satellite galaxies).

1We determined, in this case, that it would be unnecessarily computationally intensive in this case to define the ISM of
galaxies as per the BMP approach outlined in §2.4.2. This approach involves fitting the baryonic mass profile of each
individual galaxy – which is superfluous in this case; as we only consider central galaxies, and do not calculate gas
flow rates at the galaxy scale.
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Figure 4.6: The pre-accretion integrated metallicity of first-infall (blue), pre-processed (green) and all accreting gas
(grey) as a function of scale factor for haloes between 1012

"� and 1012.5
"� in L50-REF only. For comparison, in the

same mass sample we also include the integrated metal content of halo CGMs (yellow) and central galaxy ISMs (hot
pink) as defined in the text. For each line, we include the 16th � 84th percentile range spread in accreting metallicity as
error bars, and the bootstrap-generated 95% confidence interval error on the median as shaded regions.
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Previously, galaxy gas metallicities at "¢ ⇡ 1010.5
"� (corresponding roughly to the illustrated

halo mass range) have been measured to evolve from 12 + log(O/H) ⇡ 8.3 at I = 2 to ⇡ 8.8
at I = 0 in both observations and theory (see e.g. Maiolino et al. 2008 and Collacchioni et al.
2018 respectively), implying a notable evolution of ⇡ 0.5 dex. More recent results presented in
Sanders et al. 2018, 2021 suggest a more moderate evolution of ⇡ 0.3 dex over the same redshift
interval. Encouragingly, our measurements of ISM metallicities, shown in hot pink, demonstrate
a trend consistent with these previous studies – evolving from log(/ISM//�) ⇡ �0.2 at I ⇡ 2 to
log(/ISM//�) ⇡ 0.2 at I ⇡ 0.1 (a ⇡ 0.4 dex increase).

We find CGM metallicities also tend to increase in L50-REF towards late times, with a slightly
shallower slope than seen with ISM metallicities – evolving from log(/CGM//�) ⇡ �0.8 to � 0.9
at I ⇡ 2 to log(/ISM//�) ⇡ 0.7 at I ⇡ 0.1 (which is ⇡ 0.7 � 0.9 dex depleted compared to ISM
metal content, slightly smaller than the gap reported in observations by Kacprzak et al. (2019)
at ⇡ 1 dex). The metallicity of pre-processed accreting gas matches average CGM metallicities
closely over redshift, with a very slighly steeper gradient. This concordance is consistent with a
picture where the pre-processed inflow material had previously been accreted into the CGM of
progenitor haloes, and subsequently recycled.

As seen in Figure 4.5, the first-infall mode is significantly depleted in metal content compared
to the pre-processed mode. The integrated metallicity of this already depleted mode appears
to decrease slightly towards I = 0, from log(/int//�) ⇡ �2.3 at I ⇡ 2 to log(/int//�) ⇡ �2.6
at I ⇡ 0.1. This systematically drags down the average integrated metallicity of all accreting
gas (grey line) from that of the pre-processed mode by ⇡ 0.4 � 0.5 dex – indicating that, on
average, gas accreting to these haloes is metal-depleted by ⇡ 0.4 � 0.5 dex compared to their
circum-galactic media, and by ⇡ 1 � 1.5 dex compared to the ISM of their central galaxies.

Our work with ����� indicates that while very low-metallicity gas (log10 ///� . 10�1.5) in
the CGM is likely to be accreting and on first-infall, gas which has been ejected from a galaxy will
likely possess metallicity degenerate with that of returning pre-processed gas. This highlights the
importance of kinematic information in observations to delineate between accreting and outgoing
material in the CGM of haloes.

4.4.2 INFLOW METALLICITY AND THE DENSITY-TEMPERATURE PLANE

Figure 4.7 illustrates the pre-accretion phase diagram (that is, the density and temperature
of gas at the snapshot prior to accretion) of all gas particles accreting to haloes in the mass
range 1012

< "halo/M� < 1012.5 for I ⇡ 0 (left panels) and I ⇡ 2 (right panels). The phase
diagram is coloured by the log-space median accreting gas metallicity in the top panels, and the
dominant inflow mode in the bottom panels (“M” corresponding to merger-origin particles, “PP”
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Figure 4.7: The pre-accretion phase (=H � )) plane for gas accreting to haloes of mass 1012
< "halo/M� < 1012.5

at I ⇡ 0 (left panels) and I ⇡ 2 (right panels). The top panels show the plane coloured by the median accreting
metallicity, while the bottom panels show the plane coloured by the dominant inflow mode at a given value of =H and
) (“M” corresponding to merger-origin particles, “PP” corresponding to pre-processed particles, and “FI” referring to
first-infall particles). Also shown are the PDFs of =H and ) for accreting particles, in the top panels split into 3 equally
log-spaced bins of metallicity and in the bottom panels split into different accretion modes. We also show the fraction
of each =H and ) bin occupied by each metallicity/inflow mode categorisation. Each panel has an inset at the bottom
left indicating the mass-weighted median accreting temperatures and densities, and at the top left of each panel, we
quote the total number of gas particles accreted onto haloes in the given mass range. In the top panels, integrated
and median accreting metallicities are quoted inset at the top right, while in the bottom panels, the fraction of mass
delivered by each inflow mode are quoted at the top of each panel.
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corresponding to pre-processed particles, and “FI” referring to first-infall particles). We note
that wherever we calculate averages (means or medians), percentiles, and histograms, we use a
mass-weighting procedure which accounts for the mass of each gas particle.

Focusing on the I ⇡ 0 redshift selection (left panels) in Figure 4.7, we note that most accreting
particles lie in the density range 10�5cm�3

< =H < 10�3cm�3, and in the temperature range
105K < )gas < 107K. This is a small subset of the full parameter space, and corresponds to the
warm/hot phase of the inter-galactic medium (WHIM). In this region of the parameter space
we observe intermediate metallicities, log10(/acc//�) ⇡ �5 to � 2, which corresponds to an
non-trivial superposition of all 3 accretion modes (see bottom left panel).

If we concentrate on the low metallicity population of accreting matter, corresponding to bluer
regions in the top panels of Figure Figure 4.7, we see a fairly well defined distribution in phase
space. The majority of low-metallicity accreting gas (log10(/acc//�) . �4) occupies the region
defined by 10�5

< =H/cm�3
< 10�3 (at the peak of the bulk population) and 104.5

< )gas/K < 106

(slightly cooler than the bulk population). This region of phase diagram is very well correlated
with the first-infall accretion mode in the bottom panel, and concurs with our findings in §4.3.1
and Figure 4.2 which indicate that first-infall accretion is marginally cooler on average than the
pre-processed and merger channels of inflow.

We also observe a low metallicity "tail" extending towards the equation of state, forming a
near linear and tight sequence from (=H,)) = (10�4cm�3

, 104.5K) to (10�1cm�3
, 104K). This

population corresponds to the metal-poor cooling of pristine gas prior to joining the star-forming
equation of state. The same low-Z tail in the bottom panel is dominated by the merger-mode
of inflow – simply meaning that there are few particles cooling and reaching densities above
=H = 10�3cm�3 outside existing haloes (see also Schaller et al. 2015, Figure 7).

Extending away from the blue, low-Z population that we discuss above – there is a well defined
concentric gradient outwards towards higher metallicities. Solar and super-solar metallicities
characterise the accreting gas above 107K, and also dominate the population above =H = 10�3cm�3

(with the exception of the aforementioned tight low-Z cooling tail). At both redshifts, we observe
a hot and dense population of enriched accreting gas in the region where =H & 10�2cm�3 and
) & 106.5K. When we investigated the )max values associated with this population, we noted
a distinct peak at )max = 107.5K – indicating that these particles have been heated by stellar
feedback events (this being the prescribed �)SNe in �����). In the bottom panels, we find that a
combination of pre-processed and merger channels of accretion contribute in this region of the
phase diagram. The pre-processed portion likely corresponds to particles which have been ejected
from their halo via stellar feedback, and later re-accreted.

One clear difference between the two redshifts shown is that we find an extension of the low-
metallicity population towards higher temperatures at I ⇡ 2. The mass-weighted median metallicity
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of all accreting gas increases from log10(///�) = �6.1 at I ⇡ 2 to log10(///�) = �4.2 at I ⇡ 0,
where more particles are accreting via the enriched pre-processed mode (see Chapter 3). We
also find that the overall pre-accretion temperature histogram of accreting gas becomes distinctly
bi-modal at I ⇡ 2 compared to the mostly uni-modal distribution at I ⇡ 0, with the higher redshift
snapshot showing a stronger peak at )acc ⇡ 104.2K. This lower temperature population correlates
with the more dominant cold-mode of gas accretion at higher redshift, and hosts a non-trivial
breakdown of metallicities and inflow modes – increasing in metallicity with increasing density,
and simultaneously showing a shift from first-infall, to pre-processed, to merger-mode prevalence
with increasing density. In addition, the high-=H tail of the density distribution at I ⇡ 2 is much
more extended compared to late times, where the contribution of merger-mode gas accretion
relative to smooth accretion is enhanced (see Chapter 3) – a natural result from a hierarchical
⇤-CDM mass-growth scenario.

Our results show that the different accretion modes do preferentially populate different regions
of the three dimensional space between density, temperature, and metallicity. However, there
is some level of overlap between those regions, and hence by the position of a particle in this
three-dimensional space, one can only suggest the most likely accretion mode.

4.5 HALO-SCALE GAS ACCRETION AND HALO PROPERTIES

Gas accretion rates have been proposed to be a primary regulator of both galaxy SFRs and gas
metallicities in equilibrium models (e.g. Finlator & Davé 2008; Davé et al. 2011; Oppenheimer
et al. 2012; Davé et al. 2012; Lilly et al. 2013). De Lucia et al. (2020), using the semi-analytic
model GAEA, and Collacchioni et al. (2020) and van Loon et al. (2021), using �����, show
that gas accretion rates onto galaxies are correlated with the scatter in their predicted "¢–/ISM

relations (ISM MZR). The physical reasoning behind this modulation is that low-Z pristine inflow
can act to “dilute” the metallicity of the ISM. Since gas accretion rates onto galaxies depend
strongly on the gas accretion rate onto haloes (e.g. Davé et al. 2012), we here explore how
halo-scale gas accretion rates modulate the properties of their central galaxies and circum-galactic
media. In particular, we investigate (i) the ISM MZR and halo mass – CGM metallicity relation
(CGM MZR) in 4.5.1, and (ii) the stellar mass – specific SFR (sSFR) relation in §4.5.2.

We frequently use the notation �Gi to represent the excess value of quantity G for object 8
relative to the median. We nominally compute �G8 relative to the median of G for a given value of
second quantity, H as:

�Gi |H = log10

✓
G8

G̃ |H8

◆
, (4.7)
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where G̃ |H8 is the median value of G at H ⇡ H8. Put simply, �Gi |H describes the log-space excess
value of G for object 8 compared to what would be expected of G from the object’s H value.

4.5.1 MASS-METALLICITY RELATIONS

Here, we investigate the dependence of the (i) ISM MZR and (ii) CGM MZR on halo-scale gas
accretion rates using reference ����� physics. We remind the reader that we use VELOCI������
(and not SUBFIND) to find haloes in �����, and thus our results are not identical to what would be
obtained from the public catalogues outlined in McAlpine et al. (2016). We find, regardless, that
our population statistics agree very well with these data (see Figure 3.1 in Chapter 3, comparing
our accretion results to Correa et al. 2018b). To compute ISM and CGM properties, we adopt the
definitions outlined in §4.4.1.

The top panels of Figure 4.8 show ISM metallicity as a function of 30 kpc aperture stellar mass
(the ISM MZR) in the L50-REF run for I ⇡ 0 and I ⇡ 2, coloured by the median gas accretion rate
excess for a given stellar mass (� §"gas |"¢). These gas accretion rates include the contribution from
all inflow modes. The panels below these illustrate the deviation of the 16th and 84th percentile
values for ISM metallicity (black) and the same spread in associated halo-scale gas accretion
rates (grey). We note that the ����� ISM MZR is known to be flat relative to observations below
"¢ ⇡ 109.5

"� (Schaye et al., 2015) – however, our work focuses on analysing the origin of
the scatter in the relation, and not its absolute normalisation. We also note that the scatter in
the gas-phase metallicity of high stellar-mass galaxies in ����� is higher than observed due to
sampling issues, with such objects typically quenched and therefore containing few star-forming
gas particles (Schaye et al., 2015).

At I ⇡ 0 we obtain a fairly flat ISM MZR, increasing slightly from log10(/ISM//�) ⇡ 0 at
"¢ ⇡ 108

"� to ⇡ 0.2 at "¢ ⇡ 1011
"�. We find that the scatter in the relation varies slightly

with stellar mass, with a peak at "¢ ⇡ 109
"� (of ⇡ 0.5 dex), and minimum at "¢ ⇡ 1010

"� (of
⇡ 0.3 dex). At I ⇡ 2, the MZR is steeper, with metallicity increasing from log10(/ISM//�) ⇡ �0.6
at "¢ ⇡ 108

"� to ⇡ �0.2 at "¢ ⇡ 1010
"�, flattening above this mass. The spread decreases

with stellar mass until just below "¢ ⇡ 1010
"�, increasing above this mass range for the most

massive galaxies.
At both redshifts, we find a clear trend with the scatter in ISM metallicity being negatively

correlated with halo-scale gas accretion. Gas accretion provides a natural explanation for the
“fundamental metallicity relation” (FMR) – the tight, 3-dimensional relationship between galaxy
mass, metallicity, and star-formation rates (e.g. Mannucci et al. 2010; Davé et al. 2017). This
physical interpretation was also presented in Collacchioni et al. (2020) and van Loon et al. (2021),
and our findings here suggest that modulation of the ISM MZR by galaxy-scale gas accretion is,
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Figure 4.8: Caption provided overleaf.
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Figure 4.8: Top 4 panels: The stellar mass – ISM metallicity relation in L50-REF coloured by excess gas accretion
efficiency (at fixed stellar mass, � §"gas |"¢ – upper panels), and 16th � 84th percentile range in ISM metallicities and
excess gas accretion rates (lower panels). The bins in ISM metallicity are spaced in increments of 0.1 dex. Lower 4
panels: The halo mass – CGM metallicity relation in L50-REF coloured by excess gas accretion efficiency (at fixed
halo mass, � §"gas |"halo – upper panels) and 16th � 84th percentile range in CGM metallicities and excess gas accretion
rates (lower panels). The bins in CGM metallicity are spaced in increments of 0.2 dex. Left panels represent the
relations at I ⇡ 0 and right panels represent the relations at I ⇡ 2. The hatched regions show the bootstrap-generated
95% confidence interval error on the median for L50-REF in each relevant panel, and the parameter space is only
coloured where there are at least 5 objects in each 2D bin.

in large part, driven by the halo scale gas accretion. While we observe this correlation with total
accretion rates, we find that the trend remains when using the first-infall or pre-processed modes
individually. This is due to the accretion from both these modes being metal depleted relative to
the ISM, even in the case of pre-processing (see Figure 4.5), meaning the gas is able to dilute its
metal content.

Moving to a different scale, the bottom coloured panels of Figure 4.8 show instead the
CGM MZR in the L50-REF run, again coloured by � §"gas |"halo , including the contribution from
all modes of inflow. At both redshifts, the metallicity of the CGM is lower than the ISM by
⇡ 0.7 � 1 dex – this offset being slightly smaller than the 1 dex offset reported in observations by
Kacprzak et al. (2019) (as discussed in §4.4.1). At I ⇡ 0, the CGM MZR shows a slight minimum
at "halo ⇡ 1011

"� of /CGM ⇡ 10�1.0
/�, and above this mass scale, /CGM increases modestly

with halo mass, eventually flattening above "halo ⇡ 1012.5
"� at /CGM ⇡ 10�0.8

/�. At I ⇡ 2,
/CGM increases monotonically with halo mass, from ⇡ 10�1.2

/� at a halo mass of ⇡ 1011
"� to

⇡ 10�0.9
/� at ⇡ 1012.5

"�. We remind the reader that that the metallicity of the CGM closely
mimics the average pre-processed accreting gas metallicity at both redshifts (see Figure 4.6),
albeit with less variation in /CGM compared to /PP at a given halo mass.

Unlike the ISM MZR, at I ⇡ 0, the spread in /CGM decreases with increasing halo mass from
⇡ 1 dex at "halo ⇡ 1011

"� to ⇡ 0.1 dex at "halo ⇡ 1013
"�. At I ⇡ 2 the spread is lower (on

average, by ⇡ 0.6 dex) and decreases slightly with increasing halo mass. Focusing on I ⇡ 0, for
haloes below 1012

"�, CGM metal content is strongly correlated with halo-scale gas accretion
rates at fixed halo mass – with higher inflow rates associated with lower CGM metallicities. The
same trend is evident at I ⇡ 2, across an overall smaller spread in /CGM for a given halo mass.

We find a very strong gradient in excess gas accretion rate (� §"gas |"halo) across the scatter
in /CGM at fixed halo mass, below "halo ⇡ 1012

"� at I ⇡ 0, and below "halo ⇡ 1011.5
"� at

I ⇡ 2. In these mass regimes, it is the first-infall mode that dominates the total accretion rate (see
Figure 4.1) – bringing plentiful low-Z gas (see Figure 4.5, /FI . 10�3

/�) into the CGM, and
allowing for its dilution in a similar fashion as discussed in the gas of the ISM. We explore the
mass dependence of CGM dilution further in the discussion around Figure 4.9.
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Figure 4.9: Top panels: the relationship between excess gas accretion rate (at fixed stellar mass, � §"gas |"¢) and
excess central ISM metallicity (�/ISM |"¢) in L50-REF for 2 bins of central galaxy stellar mass: log10 ("¢/"�) 2
[8, 9), and [10, 11.5). Bottom panels: the relationship between excess gas accretion rate (at fixed halo mass,
� §"gas |"halo ) and excess CGM metallicity (�/CGM |"halo ) in L50-REF for 3 bins of halo mass: log10 ("halo/"�) 2
[11, 12), [12, 13), and [13, 14). Left panels show these relations at I ⇡ 0, while right panels show the relations at
I ⇡ 2. Error bars correspond to 16th � 84th percentile ranges, and shaded regions show the bootstrap-generated 95%
confidence interval error on the median.

We explore the driving nature of gas accretion in moderating ISM and CGM metallities more
explicitly in Figure 4.9. In each panel, the x-axes correspond to the excess gas accretion rate
(at fixed stellar mass for the ISM, and fixed halo mass for the CGM), and the y-axes in the top
(bottom) panels correspond to the excess metallicity of the ISM (CGM) for a given stellar (halo)
mass, showing the relationship for a number of bins in stellar (halo) mass. We choose to take two
bins in stellar mass, in the ranges log10("¢/"�) 2 [8, 9) and [10, 11.5) respectively, which we
refer to “low-mass” centrals and “high-mass” centrals respectively. These bins are chosen to be
consistent with the stellar-mass binning in Figure 4.11, motivated in §4.5.2. Our bins in halo mass
to correspond to the regimes explored in Figure 4.3 – (i) dwarf-mass haloes, (ii) MW-like haloes,
and (iii) group-mass haloes.

Focusing on the ISM-scale, we find a clear and significant negative correlation between excess
total gas accretion and excess ISM metal content for both low- and high-mass central galaxies.
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The gradient of the relation remains very similar between mass bins, with high-mass galaxies
spanning a smaller dynamic range in gas accretion excess, particularly at I ⇡ 2. On average,
for a factor of 10 increase in gas accretion, we find an associated change in instantaneous ISM
metallicity content of �0.4 dex (a factor of ⇡ 2.5 decrease).

At the CGM-scale, we find at both redshifts that the only significant trend between gas
accretion and CGM metal content exists in the lowest mass bin, 1011

"�  "halo < 1012
"�, as

can be qualitatively seen in Figure 4.9. While the correlation only appears significant for the dwarf
halo mass range, this halo mass bin exhibits a steeper gradient than we found at the ISM-scale at
I ⇡ 0. The dynamic range spanned in gas accretion is greatest for this low-mass bin, particularly
at I ⇡ 0, aiding the establishment of the anti-correlation above. For a factor of 10 increase in gas
accretion efficiency, on average we find a change in CGM metal content of ⇡ �0.6 dex, or a factor
of ⇡ 4 decrease.

At I ⇡ 0 and I ⇡ 2, below halo masses of 1012
"�, it is the first-infall mode that dominates

accretion rates (see Figure 4.1) – bringing plentiful low-Z gas into the CGM (see Figure 4.5), and
allowing for its dilution. Upon investigation, we also note that at low halo mass, newly accreted
matter corresponds to a significant portion of the CGM mass (e.g. at I ⇡ 0 for 1011

"� haloes,
⇡ 50% of the CGM is newly accreted gas), while in higher mass systems, newly accreted gas
tends to make a smaller contribution to the CGM (e.g. at I ⇡ 0 for 1013

"� haloes, ⇡ 25% of the
CGM is newly accreted gas). This highlights the dynamic nature of the CGM reservoir, with large
fractions of its gas being renewed within a dynamical time-scale.

We remark that in the lower mass range, we also find that the accreting gas is, on average, more
metal rich when accretion rates are lower (not shown). However, with the first-infall mode still
dominating, these increased metallicities are still below 10�3

/� . Thus, we attribute the increase
in /CGM in low accretion rate haloes to the lack of pristine inflow, rather than the slight increase
in average accretion metal content associated with low accretion rates.

Above "halo ⇡ 1012
"�, the trend for CGM dilution with increasing accretion rate is less

clear at both redshifts. At I ⇡ 0 and halo masses above 1012
"�, pre-processed accretion rates,

on average, exceed first-infall accretion rates (see Figure 4.1). The pre-processed mode averages
pre-accretion metallicities of ⇡ 10�0.8

/� in this mass range (see Figure 4.5), which corresponds
very closely to the measured metallicity of the CGM in this mass range. This means that in this
mass range, the effect of CGM dilution by gas accretion may not necessarily be expected – and is
indeed not observed.

At I ⇡ 2, above ⇡ 1012
"�, we find that accreting metallicities are typically below the

metallicity of the CGM (with first-infall still dominating, see Figure 4.1), suggesting that we may
expect to see a net CGM dilution effect at higher masses for this redshift. At this redshift, however,
we find the spread in CGM metallicities for haloes with mass & 1012

"� is very low, and in the
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same mass range that the spread in � §"gas |"halo is also extremely small (. 0.4 dex, see Chapter 3
and grey error bars in the bottom right panel of Figure 4.8). This lack of dynamic range makes it
very difficult to establish a trend between the two variables with limited objects at this mass.

We remark that in the dwarf-mass bin at I ⇡ 0, the gradient in excess CGM metallicity is
steepest in the regime where excess gas accretion is below the median; i.e. the lack of gas accretion
to the halo appears to drive CGM metallicities up, and a surplus of gas accretion decreases
CGM metallicities comparatively modestly. In this regime, haloes with the lowest accretion
rates are those being most significantly influenced by stellar feedback (compare L25-NOFB and
L50-NOAGN in Figure 4.1 and Chapter 3). In such haloes, there is likely a dual effect occurring:
there being less CGM metal dilution due to lack of inflow, but also enhanced metal-rich outflows
from feedback – both acting simultaneously to increase the CGM’s bulk metal fraction.

We also remark that we do not see the same trend for low-mass CGM dilution when using the
L25-NOFB run. While accretion rates still correlate with the scatter in the ISM MZR in this run,
this is not the case for the CGM, where we find that the circum-galactic gas is minimally enriched
at low halo mass (/CGM < 10�2

/�). The lack of CGM metal content is a result of the lack of
enriching stellar-feedback driven outflows in this run, with the enriched gas being mostly confined
to the central galaxy. Thus, on average, accreting gas is of similar metallicity to the CGM even at
dwarf halo masses, and gas inflow cannot act to dilute its bulk metal content.

Our results in §4.5.1 indicate that halo-scale accretion acts to modulate the ISM MZR (by
altering galaxy-scale accretion rates) and influences, arguably even more strongly, the metal
content of the CGM in low-mass haloes. This highlights the fact that the CGM is a very dynamic
reservoir, particularly in low-mass systems.

4.5.2 THE STAR-FORMING MAIN SEQUENCE

In this section, we investigate the dependence of central galaxy SFRs on halo-scale gas accretion
rates in �����. We focus specifically on the sSFR ⌘ §"¢/"¢ – stellar mass plane (Figure 4.10) to
explore this dependence.

Figure 4.10 shows the stellar mass – sSFR plane in L50-REF at I ⇡ 0 and I ⇡ 2, coloured
by � §"gas |"¢, which includes the contribution from all modes of inflow. To generate our sSFR
main sequence (SFMS), we use all central galaxies in haloes with mass "halo & 109

"� and
non-zero SFRs. We remark that the normalisation and shape of our SFMS is consistent with that
originally presented in Schaye et al. (2015) using the public ������� catalogues. At I ⇡ 0, sSFRs
are relatively flat with stellar mass (at ⇡ 10�1 Gyr�1) up to "¢ ⇡ 1010

"� , above which there is a
downturn due to the growing passive population.
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Figure 4.10: Top panels: The specific star formation rate (sSFR; §"¢/"¢) – stellar mass plane, coloured by excess gas
accretion efficiency (� §"gas). The bins in sSFR are spaced in increments of 0.2 dex. Bottom panels: The standard
deviation in sSFR as a function of stellar mass (black) together with observational constraints from Santini et al. (2017)
at I ⇡ 2 and Davies et al. (2019a) at I ⇡ 0. In the bottom panels, we also include the standard deviation in excess gas
accretion rate at fixed stellar mass (grey). Left panels correspond to a selection at I ⇡ 0, while right panels correspond
to a selection at I ⇡ 2. Error bars show the 16th � 84th percentile range in sSFR. In the top panels, hatched regions show
the bootstrap-generated 95% confidence interval error on the sSFR median, while in the bottom panels, the hatched
regions show the bootstrap-generated 95% confidence interval error on the sSFR standard deviation (f). Similarly, the
grey shaded regions in the bottom panels show the bootstrap-generated 95% confidence interval error on f� §"gas

as a
function of stellar mass.

At I ⇡ 0 and at fixed stellar mass, central galaxies that lie above (below) the SFMS are
significantly more likely to see increased (reduced) halo-scale total gas accretion rates, as evidenced
by the clear colour gradient across the scatter associated with the SFMS. This trend is still present
but less pronounced at I ⇡ 2, where the spread in sSFRs and gas accretion rates are smaller. The
smaller spread in sSFRs at higher redshift is also reported in Katsianis et al. (2019), where a
compilation of observations (e.g. Guo et al. 2013; Santini et al. 2017) are compared to �����
predictions of the SFMS across cosmic time.

The bottom panels of Figure 4.10 show the standard deviation in the SFMS (fsSFR) as a
function of stellar mass, together with a selection of observational datasets (Santini et al., 2017;
Davies et al., 2019a). Recent observational work has highlighted that fsSFR against "¢ has
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Figure 4.11: The relationship between excess gas accretion rate (� §"gas |"¢) and excess specific star formation rate
(�sSFR|"¢) in L50-REF for 2 bins of central galaxy stellar mass: log10 ("¢/"�) 2 [8, 9), and [10, 11.5). The left
panel shows the relations at I ⇡ 0, while right panel shows the relations at I ⇡ 2. Error bars correspond to 16th � 84th

percentile ranges, and shaded regions show the bootstrap-generated 95% confidence interval error on the median.

a distinct ’U’ shape, with a minimum spread intermediate stellar mass, "¢ ⇡ 109.25
"� (see

Figure 7 in Davies et al. 2019a). This has been supported qualitatively with the ����� simulations
in Katsianis et al. 2019 and the S���� semi-analytic model (Lagos et al., 2018b) – who find
enhanced diversity in the SFRs of low- and high-mass systems (driven by stellar and AGN
feedback, respectively), with a minimum fsSFR at intermediate stellar mass. Our results agree
with Katsianis et al. (2019), and demonstrate a minimum in fsSFR at intermediate stellar mass,
between 109

"� and 1010
"�, for both I ⇡ 0 and I ⇡ 2.

In the bottom panels, we also include the standard deviation in � §"gas |"¢ (grey), to draw
attention to its behaviour relative to fsSFR over stellar mass. While we expect a different
normalisation, we find that f� §"gas decreases monotonically with stellar mass at both redshifts
and does not display the same ’U’ shape over stellar mass as fsSFR does. We explore this
further in Figure 4.11, which shows galaxy excess sSFR (�sSFR|"¢) as a function of excess
halo gas accretion rates (at fixed stellar mass, � §"gas |"¢) in two bins of stellar mass. We choose
these bins to capture the physics behind the flaring of fsSFR, which is most significant at low,
log10("¢/"�) 2 [8, 9), and high, [10, 11.5) stellar masses.

Concentrating on I ⇡ 0, we see that each mass bin exhibits a positive correlation between
�sSFR|M¢ and �Mgas |"¢, with the dynamic range in �Mgas |"¢ being greatest for the low-mass
sample. In the low-mass central sample, we find that a factor of 10 increase in gas accretion excess
on average leads to an increase in excess sSFR of ⇡ 0.4 dex, or a factor of ⇡ 2.5 (this being true
for haloes with both negative and positive gas accretion excess). In the high-mass central sample
at I ⇡ 0, 1010

"�  "¢ < 1011.5
"�, we observe a steeper slope at sub-median gas accretion
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excess values, with a 0.5 dex increase in gas accretion rates resulting in a ⇡ 1 dex increase in
central sSFR. The trend in the high mass sample is less obvious above median gas accretion rates,
and traces the lower mass sample over a lessened dynamic range in �Mgas |"¢.

Interestingly, we remark that the same relation in the L50-NOAGN run (not shown) does not
show the same steep gradient at low accretion rates for the high stellar mass bin, suggesting that
the spread in sSFR is physically linked to reduced gas accretion onto the galaxy in this mass
regime due to AGN activity. Chapter 3 showed that the inclusion of AGN feedback in ����� leads
to an average decrease in gas accretion rates onto haloes of ⇡ 30% between "halo ⇡ 1012

"� and
1012.5

"� , reducing the capability of galaxies to replenish their ISM and continue star formation.
In massive ����� haloes, AGN feedback acts as a maintenance mode, preventing cooling flows
onto galaxies (Bower et al., 2017). This means that even though accretion onto haloes can still
take place in the L50-REF run, much of the accreting gas simply will not enter the central galaxy.
This is shown explicitly in Correa et al. (2018b), where galaxy-scale accretion rates are reduced
by ⇡ 0.5 dex (or ⇡ 300%) with the inclusion of AGN feedback at "halo ⇡ 1012.5

"� , compared to
the relatively modest reduction in halo-scale accretion rates. This leads to the significant reduction
in �sSFR|"¢ in the high stellar mass bin when � §"gas |"¢ < 0.

At I ⇡ 2, the modulating effect of � §"gas |"¢ on �sSFR|"¢ is still present, but less clear (as
also noted in Figure 4.10). In general, variation about the SFMS is lower at I ⇡ 2 compared to
I ⇡ 0, with a minimum in fsSFR of ⇡ 0.15 dex and ⇡ 0.3 dex respectively. We also note that the
high-mass sample only contains ⇡ 100 galaxies at I ⇡ 2, providing limited statistical power. We
observe a positive trend between � §"gas |"¢ and �sSFR|"¢ for the low-mass sample, and a similar
steepening for the high-mass sample at sub-median accretion rates.

Our work provides context for the work presented by Katsianis et al. (2019), showing that
stellar and AGN feedback are responsible for the increase in fsSFR at low and high stellar masses
respectively. While we don’t observe a flaring of halo-scale f §"gas at high stellar masses like fsSFR,
we note that the effect of AGN is to primarily suppress gas accretion to the central galaxy, rather
than the halo itself (Correa et al., 2018b). We expect that in their respective mass regimes, stellar
and AGN feedback play a dual role in modulating galaxy-scale SFRs by (i) removing gas eligible
for star formation (e.g. see Mitchell et al. 2020a; Davies et al. 2019c), and (ii) preventing further
gas inflow onto haloes (see Chapter 3). The galaxies associated with low accretion rates are
those being most strongly influenced by feedback, and thus subject to both of these modulating
processes. Our halo-scale accretion rate measurements indicate that feedback-induced modulation
of gas accretion is one of the physical driving forces that regulate galaxy SFRs.
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4.6 CHAPTER SUMMARY

In this Chapter, we present measurements of the diverse properties of gas accreting to haloes
(namely its spatial distribution, metallicity, density and temperature) in the ����� simulations,
based on the methods outlined in §4.2 and Chapter 3. We decompose the accreting gas into a
number of contributing channels based on (a) the history of inflow particles (rows 2-4 of Table
4.1): (i) first-infall mode – inflow particles which have never been identified as part of a halo in
the past; (ii) pre-processed mode – particles which had been processed in a halo beforehand, but
were most recently accreted from the field; and (iii) merger-mode – particles which were accreted
onto a halo which, at the previous snapshot, were part of another halo. In addition to these 3
history-based accretion modes, we also decompose the same (non-merger/smooth) accreting gas
into (b) a hot- and cold-mode, based on a post-accretion (post-shock) temperature cut of 105.5 K
(rows 5-6 of Table 4.1).

In §4.3.1, we focus on the temperature of gas accreting to haloes, specifically the correspon-
dence between the history-based classification of inflow channels and the hot- and cold- modes of
gas accretion. With L50-REF (reference physics), we find that the hot fraction of first-infall gas is
lower than the pre-processed mode for haloes in the mass range between 1011.5

"� and 1012
"�

at I ⇡ 0 and I ⇡ 2 – meaning that unprocessed gas is preferentially cold compared to recycled,
pre-processed gas.

In §4.3.2, we compare the spatial characteristics of accreting gas (visualised in Figure 4.3),
split by the aforementioned inflow channels. We use the “covering fraction” of accreting gas ( 5cov,
defined in §4.2.2) to quantify how isotropic ( 5cov ! 1) or filamentary ( 5cov ! 0) accreting gas
is prior to entering a FOF halo. In L50-REF, we find that pre-processed inflow is significantly
more isotropic than the first-infall mode, with I ⇡ 0 5cov values of approximately 80% and 60%
respectively. We also find that hot-mode inflow is similarly more isotropic than cold-mode inflow,
with I ⇡ 0 5cov values of approximately 80% and 50% respectively – the temperature-based
inflow channels showing a slightly stronger separation in 5cov than the history-based channels. The
disparity in covering fractions is even greater in the L50-NOAGN run (⇡ 40%) due to increased
hot-mode covering fractions, where we argue that accreting gas can occupy a greater fraction of
the virial sphere in the absence of AGN-driven outflows.

In §4.4.1, we explore the metallicity of gas accreting to haloes as a function of halo mass
and cosmic time. We find that there is a very clear disparity between the chemical enrichment
of accreting first-infall and pre-processed gas across all halo masses, with I ⇡ 0 metallicities
in L50-REF of log10 /FI//� ⇡ �2.5 and log10 /PP//� ⇡ �0.5 respectively at "halo ⇡ 1012

"�
(Figure 4.5). We also find that gas accreting to haloes in the L25-NOFB run is lower in metal
content than accreting gas in L50-REF, which appears to be the result of reduced feedback-driven
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enrichment. In haloes between 1012
"� and 1012.5

"� (MW-like mass), the metal content of
pre-processed accreting gas and existing CGM reservoirs are very similar, and grow very closely
over cosmic time (within 0.1 � 0.2 dex in the range log10 ///� ⇡ �1.0 to � 0.5, see Figure
4.6). This highlights the degeneracy between accreting and outgoing gas when their enrichment
is considered in isolation. ISM metallicities are systematically enhanced compared to CGM
metallicities by ⇡ 0.7 � 0.9 dex, with values in the range log10 ///� ⇡ �1.0 to � 0.5, in rough
quantitative agreement with the observations of Kacprzak et al. (2019). Observations of gas
accreting to galaxies likely corresponds to this CGM gas rather than first-infall accreting IGM
gas, which we predict to be further metal depleted by ⇡ 2 dex.

We show the metallicity of infall particles and their likely inflow mode as a function of position
on the density-temperature phase plane in Figure 4.7, for haloes in the MW-like mass band.
Low-metallicity accreting gas preferentially occupies the low-density regime of the phase diagram
(=H . 10�3cm�3), with a small cooling tail extending towards the ����� imposed equation of
state. High-metallicity gas tends to occupy the outskirts of the phase space distribution, with a
particularly prominent hot and dense () ⇡ 107K, =H ⇡ 10�2 � 101 cm�3) population at I ⇡ 2.
We find that this population corresponds primarily to recycling or merging gas that was recently
subject to stellar feedback induced heating.

In general, we find that the history-based classification of accreting gas (specifically, whether
the gas has been processed in a halo previously) is a very good predictor of its metallicity; while
the classification of accreting gas based on post-shock temperature better predicts the gases’
spatial properties.

In §4.5, we investigate the influence of halo-scale gas accretion on the properties of halo
circum-galactic media, and the ISM of their central galaxies. In §4.5.1, we show that the gas
inflow rates to low mass haloes ("halo . 1012

"�) play a role in determining the metallicity of
a halo’s CGM. This is analogous to the driving force of galaxy-scale inflow, which is shown to
regulate the scatter in the galaxy-scale stellar mass – ISM metallicity relation (previously explored
in the context of ����� by Collacchioni et al. 2020 and van Loon et al. 2021). The modulation of
CGM metallicity is strongest in this mass regime for several reasons: (i) accreting metallicities are
lower, enhancing the metal “dilution” effect; (ii) the accreted gas constitutes a larger percentage
of the gas reservoir (⇡ 50% of CGM gas in 1011

"� haloes has been accreted within the last
dynamical time-scale, compared to ⇡ 25% in 1013

"� haloes); and (iii) there is less scatter in
CGM metallicities in higher mass haloes. This highlights the dynamic nature of the CGM as a
reservoir, particularly below masses of 1012

"�.
Finally, in §4.5.2, we explore the influence of halo-scale gas accretion on the scatter of the

star-forming main sequence in �����. The characteristic ’U’ shape in fsSFR over stellar mass,
described in observations in Davies et al. (2019c) and explored in ����� in Katsianis et al.
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(2019), has previously been explained by stellar feedback and AGN feedback in the low and
high stellar mass regimes respectively. We show that the central galaxies in haloes experiencing
low gas accretion rates (driven by stellar and AGN feedback, see Chapter 3) preferentially sit
below the star-forming main sequence. Thus, we find that the preventative influence of these
feedback mechanisms may offer a natural explanation for variation in central galaxy SFRs, and
the consequent flaring of fsSFR at both stellar mass extremes.

We remind the reader that the sub-grid models included in ����� have been calibrated to match
I = 0 observed galaxy masses and sizes, leaving the remaining parameter space of simulation
outputs with predictive value. Our findings show that in �����, gas inflow onto haloes leaves a
clear imprint on the observable properties of these haloes and their central galaxies, and that the
characteristics of the accreting gas are closely tied to its history. These predictions from ����� are
physically self-consistent, and align well with observational inferences. Nonetheless, our study
represents a field seldom explored directly in observational and theoretical literature, and we
hence remark that it is difficult to ascertain the dependence of our quantitative results on the
model used.

Our findings repeatedly highlight the dynamic nature of the CGM: its properties set by the
continuous interplay of inter-galactic gas inflow and galaxy-driven baryonic feedback processes.
This makes the CGM of galaxies a particularly pertinent location to study and constrain different
aspects of the baryon cycle, sitting at the interface between cosmological and galactic scales.
Mitchell et al. (2020a) show that there is still considerable uncertainty between models regarding
the spatial scale of outflows and recycling within and beyond the CGM. ����� suggests that
outflows due to stellar feedback are driven to large radii (& '200), in the process entraining a
significant amount of CGM gas. Comparatively, the Illustris-TNG and ���� models (analysed in
Nelson et al. 2019 and Muratov et al. 2015, 2017, respectively) suggest a scenario where outflows
are not driven as far for galaxies with stellar mass above "¢ ⇡ 109M� , with lower baryon ejection
rates at the halo-scale than at the galaxy-scale (ultimately leading to higher halo-scale baryon
fractions in TNG compared to �����, e.g. Davies et al. 2019c).

While the models may disagree on the scale of recycling, Péroux et al. (2020) show at
"¢ ⇡ 1010.5

"� and an impact parameter of 1 ⇡ 100 kpc (slightly below '200) that ����� and
TNG produce similar mass flow rates as function of azimuthal angle; with inflows and outflows
dominating the major and minor axes of galaxies respectively. The same study showed that
metal-poor (rich) gas preferentially exists on the major (minor) axis of galaxies at 1 ⇡ 100 kpc
in ����� and Illustris-TNG, however given the different recycling scenarios, the agreement
between models will likely be a function of impact parameter. As mentioned above, we show
that pre-processed gas accretion to haloes in ����� closely mimics the integrated metallicity of
the CGM. Observations, however, have shown that sight-line measurements of CGM metallicity
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can vary greatly in the same halo (up to ⇡ 2 dex, e.g. Lehner et al. 2013; Prochaska et al. 2017;
Zahedy et al. 2019).

With improvements in methodology and instrumentation, it may become possible to distinguish
different phases of the CGM based on spatially resolved properties; for instance differentiating
between recycled and pristine inflow based on metallicity measurements. Upcoming CGM
observations will form an ideal statistical test-bed for such predictions, as well as those that we
present in this Chapter.
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ABSTRACT

In this Chapter, based on the motivations in Chapter 3 (§3.3.4), we analyse the balance between gas inflows
(or lack thereof) and gas stripping along the infall of ����� satellite galaxies in groups and clusters. We
find that that both cold gas stripping and starvation of gas inflow play an important role in the quenching
of satellite galaxies in group and cluster environments. We demonstrate that starvation occurs due to the
removal of the hot circum-galactic gas surrounding satellites along their orbits and the subsequent lack
of accretion to the satellite subhalo, which enables efficient direct cold gas stripping. We show that the
efficiency of cold gas stripping in satellites is periodic, peaking at pericenters – and is a strong function of
host mass, satellite mass, and orbital time. We find that the number of orbits completed by a satellite is a very
good predictor of its quenching, even more so than time since infall. On average, our findings suggest that
that dwarf-mass satellites, log("¢/M�) 2 [8, 9), will be quenched just after first pericenter in a small group
environment – log("200/M�) 2 [12.5, 13.5); and will be quenched just prior to first pericenter in a larger
group/cluster environment – log("200/M�) 2 [13.5, 15]. Additionally, we demonstrate that the average
intermediate-mass satellite, log("¢/M�) 2 [9, 10], will be quenched subsequent to second pericenter
in a small group environment; and will be quenched just after first pericenter in a large group/cluster
environment. Lastly, we find that ⇡ 30% of massive satellites, log("¢/M�) 2 [10, 11), will be quenched
after second pericenter in a small group environment; and in a large group/cluster environment, that massive
satellites will be quenched near to first apocenter.
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5.1 MOTIVATIONS

The physical mechanisms responsible for gas depletion in galaxies have long been argued to be
strongly dependant on their environment. Previous studies have shown that when controlled for
stellar and halo mass, satellite galaxies exhibit systematically higher quenched fractions compared
to central galaxies – particularly at stellar masses below log("¢/M�) ⇡ 10 (e.g. Balogh et al.
1999; Gómez et al. 2003; Cooper et al. 2008a; van den Bosch et al. 2008; Weinmann et al. 2009;
Peng et al. 2010, 2012; Wetzel et al. 2012, 2013; Knobel et al. 2013; Robotham et al. 2014;
Grootes et al. 2017; Treyer et al. 2018; Davies et al. 2019b). The documented increase in the
quenched fraction of satellites has also been linked with a deficiency of cold gas, as statistically
demonstrated in both observations (e.g. Brown et al. 2017) and hydrodynamical simulations (e.g.
Marasco et al. 2016; Stevens et al. 2019).

Cortese et al. (2021) categorise the different physical mechanisms behind the quenching of
satellites into 4 groups:

1. starvation – lack of gas inflow;

2. environmental stripping – direct cool gas removal;

3. internal ejective feedback – direct cool gas removal;

4. reduced star formation efficiency (SFE).

We remark that (iv), lowered SFE – that is, reduced efficiency of star formation even in the
presence of adequate cool gas – is nominally considered a second-order effect when compared to
the mechanisms that reduce gas content, and is not always capable of fully quenching galaxies
(e.g. Davis et al. 2014). Thus, we focus on mechanisms (i) – (iii).

While each of the categories mentioned above can be considered independent physical
mechanisms, it is generally agreed that several must act simultaneously to quench satellite galaxies.
Starvation is a general term that refers to a reduction or cessation of gas accretion onto galaxies
(e.g. Larson et al. 1980). Even in the most extreme cases of gas stripping, adequate gas inflow
to replenish the ISM of satellites could theoretically sustain star formation – and as such, it is
posited that the full quenching of satellites requires some degree of starvation to occur. The role of
starvation in the quenching of satellites is hard to constrain due to the difficulties associated with
directly measuring gas inflows. Hydrodynamical simulations, with their ability to self-consistently
model the behaviour of gas over vast physical scales, have thus been a very useful tool to probe
influence of gas accretion (or, lack thereof) on galaxy evolution.

A reduction in gas accretion to galaxies can arise at different scales: from either a lack of
gas inflow from the IGM to the halo of a galaxy, or due to an inability of CGM gas to cool onto
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the galactic disk. In hydrodynamical simulations, the preventative impact of stellar and AGN
feedback on both halo- and galaxy-scale gas accretion has been clearly demonstrated in central
galaxies (e.g. van de Voort et al. 2011; Faucher-Giguère et al. 2011; Nelson et al. 2015; Correa
et al. 2018a,b; Mitchell et al. 2020b; Chapter 3).

In the case of satellites, there is the additional consideration that gas can be stripped from the
hot halo of galaxies on infall due to interaction with the intra-group/intra-cluster medium of their
host. Since this hot gas stripping induces a reduction of cold gas inflow at the scale of the ISM, we
still refer to this as a starvation process as opposed to a gas removal process (commonly referred
to as “strangulation”, e.g. Balogh & Morris 2000).1 Furthermore, stellar and AGN feedback have
been shown to actually increase the efficiency of these hydrodynamical gas removal mechanisms
in simulations (e.g. Bahé & McCarthy 2015; Zoldan et al. 2017). Many semi-analytic models
(SAMs) assume this strangulation scenario for satellites, in which all hot gas surrounding satellites
is completely and immediately stripped upon infall (e.g. Cole et al. 2000; Somerville et al. 2008;
Lagos et al. 2018b).

It is also important to consider the direct stripping of cold gas in satellite galaxies, and how
this influences their evolution. We note that we use the term “cold gas” to collectively refer to a
galaxy’s combined reservoir of neutral gas (both atomic, H�; and molecular, H2). Additionally,
while this stripping can either be hydrodynamical (e.g. ram pressure stripping; Gunn & Gott 1972)
or gravitational in nature (e.g. tidal stripping; Boselli & Gavazzi 2006); we do not focus on this
distinction – and use the term cold gas stripping to encompass all environmentally-driven cold
gas removal processes. Observational evidence of satellite cold gas stripping is plentiful in the
cluster environment (e.g. Fossati et al. 2018; Jáchym et al. 2019; Moretti et al. 2020). Stripping
of cold gas from satellites is also ubiquitously predicted in hydrodynamical simulations, both
in cosmological (e.g. Bahé & McCarthy 2015; Lotz et al. 2019) and idealised (e.g. Tonnesen
& Bryan 2009; Bekki 2014; Steinhauser et al. 2016) cases. Semi-analytic studies have also
highlighted that including a physical model for cold-gas stripping, in addition to the canonical
satellite strangulation model, may better reproduce observed quenched fractions and H2-H� ratios
(e.g. Stevens & Brown 2017; Cora et al. 2018; Xie et al. 2020). While it is clear that cold gas
stripping is important, the magnitude of its role in quenching satellites – and how this varies with
stellar and halo mass – is still debated (Cortese et al., 2021; Oman et al., 2021).

Focusing on the starvation of satellites, van de Voort et al. (2017) studied the modulation of
cool gas inflow rates onto galaxies as a function of stellar and halo mass in the ����� simulations.

1The distinction between starvation and stripping processes is simply a choice of scale. We adopt the convention that
any process reducing gas accretion at the scale of the galactic disk is a starvation process (including the “strangulation”
scenario where the hot gas surrounding satellites is removed). In any case, in Chapter 3 (§3.3.4), we show that the
rate of gas accretion to satellite haloes (including their cool and hot components) is significantly reduced in group
environments, particularly within the virial radius of their host haloes (see Figure 7).
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They find strong environmentally-driven suppression of gas accretion onto satellites in groups
above a mass of log("200/M�) ⇡ 12.5, and show that this suppression – even in the absence
of direct gas stripping – could be sufficient to completely explain the quenching of low-mass
satellites. This is also the preferred method of quenching satellites in several SAMs (e.g. Lagos
et al. 2018b; Baugh et al. 2019). The question becomes one of quenching time-scale – a galaxy
experiencing starvation would be expected to slowly use up its available gas reservoir on a gentle
path towards quiescence; compared to a galaxy that is being simultaneously starved and directly
stripped of cold gas that would be expected to quench rapidly.

Quenching time-scales – the time interval taken for a galaxy to transform from star forming to
quiescent – can be measured using a wide variety of methodologies, particularly in the case of
satellites (see Cortese et al. 2021 for a comprehensive review). A popular method for measuring
satellite quenching time-scales in observations uses a “delayed-then-rapid” parameterisation,
whereby satellites continue forming stars for some time interval after infall to a group, before
experiencing a rapid reduction in star formation activity (De Lucia et al., 2012). This approach
has lead to consistent measurements of quenching time-scales in excess of ⇡ 2 Gyr, though exact
time-scales depend on the particular study (e.g. Wetzel et al. 2013; Hirschmann et al. 2014;
Taranu et al. 2014; Haines et al. 2015; Oman & Hudson 2016; Oman et al. 2021; Bravo et al. in
prep). These “long” quenching time-scales have typically been considered most compatible with
a starvation-like scenario; while it is normally argued that quenching time-scales of . 1 Gyr
reflect a stripping-dominated scenario (as determined from studies of cluster satellites, e.g. Boselli
et al. 2016; Fossati et al. 2018). In the ����� simulations, Wright et al. (2019) show that the
quenching time-scales of satellites exhibit a large spread, with satellites posessing low stellar-halo
mass ratios ("¢/"200 . 10�4) typically quenching very quickly (⌧ 1 Gyr), compared to those
with higher stellar-halo mass ratios ("¢/"200 & 10�3) that show more protracted quenching
time-scales (& 2 Gyr).

A question related to quenching time-scales is whether satellites are expected to quench by
their first pericentric passage.2 Different approaches have been found to yield different answers to
this question, though it is generally agreed that there is a dependence on satellite and host halo
mass. Idealised simulations have shown that satellites with a stellar mass of log("¢/M�) & 10
are likely to be significantly stripped at first pericenter in a cluster environment, but not completely
quenched (e.g. Steinhauser et al. 2016). Interestingly, the picture for quenching appears more
dramatic in larger-scale cosmological simulations. Lotz et al. (2019) show that over 90% of
satellites are quenched after first pericenter in the ���������� simulations, with only extremely

2We remark that in this study, we do not focus on galaxies that have been “pre-processed” (i.e. those that enter a
group/cluster environment already bound to a host). Rather, we seek to understand the physical processes that quench
satellites on their first infall to a group environment.
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massive satellites, log("¢/M�) & 11, exhibiting continuing star formation (see also Bahé &
McCarthy 2015). We note that limited particle resolution in these large-scale simulations – and
the associated lack of a true “cold” phase – may lead to an over-prediction in the forces associated
with stripping (e.g. Bahé et al. 2017b).

While it is clear that satellites experience environmentally-driven quenching, and that both
starvation and cold gas stripping play a role, the relative influence of each – as a function of
satellite mass, host mass, and orbital time – remains poorly understood. In this study, we use
the ����� simulations to provide a comprehensive analysis of the balance between gas inflows,
outflows, and star formation in satellite galaxies, and how this balance varies along their orbits.
In doing so, we aim to answer the question: under what circumstances can satellites continue to
accrete gas, and continue to form stars?

This Chapter is arranged as follows: in §5.2, we outline our method to calculate gas flow
rates in ����� and the O��W����� tool used to analyse the orbits of satellites in the simulation
(§5.2.2). In §5.3, we analyse how the balance of gas flows in satellites varies as a function of
stellar mass, halo mass, and redshift. In §5.4, we analyse how the balance of gas flows in satellites
varies explicitly as a function of orbital time. Finally, in §5.5 we conclude what our findings
broadly tell us about the evolution of satellite galaxies.

5.2 METHODS

In this Chapter, we use the largest ����� simulation run – the L100-REF box (see Table 2.1) – to
study the influence of gas flows on the evolution of satellite galaxies. This large box allows us to
capture an adequate sample of satellite galaxies in a variety of environments. In this section, we
outline our methodology to calculate gas flow rates to and from satellite galaxies in this simulation,
and how we characterise the orbits of these satellites around their hosts.

5.2.1 CALCULATING GAS FLOW AND STAR FORMATION RATES

In this Chapter, we study gas flow rates using the methodology introduced in §2.4.2 (code
publicly available at https://github.com/RJWright25/hydroflow). We briefly outline the
methodology here, as is relevant to this Chapter. As we are interested in studying gas flows in
satellite galaxies, our ISM definition must not solely rely on a fixed multiple of the halo '200 –
which works well for centrals, but is not physically motivated in the case of satellites. To do so, in
this Chapter we use the BMP method to find an appropriate spherical aperture for each central
and satellite galaxy in ����� (Stevens et al. 2014; §2.4.2). We define the ISM as any cool gas
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() < 5 ⇥ 104K or SFR> 0) within this radius, and the stellar component as any stellar particles
internal to this radius (see Figures 2.5, 2.6, and 2.7).

Given the findings of Mitchell et al. (2020a), who show that ⇡ 29 ����� snapshot outputs
are inadequate to obtain converged galaxy-scale Lagrangian outflow rates, together with the fact
that we desire to compare gas inflow and outflow rates along the infall of ����� satellites – we
elect to the use of higher-cadence ����� “snipshot” outputs. This includes ⇡ 100 outputs between
I = 2 and I = 0. Instead of comparing ISM reservoirs between adjacent snipshots, we compare
outputs for gas flow calculations with a �C8 9 corresponding to 2 snipshots; which, at I = 0, results
in a �C8 9 of ⇡ 100Myr instead of ⇡ 50Myr. This choice allows the gas flow rates to be adequately
sampled temporally, while also reducing the amount of galaxies experiencing very little gas flux
over the time interval. We note that our results are not qualitatively influenced by this selection for
any choice of �C8 9 corresponding to an interval between 1 � 4 snipshots.

Using a similar method, we are also able to measure a time averaged star formation rate in
����� galaxies. To calculate the time-averaged SFR, we sum the mass of all stellar particles
within 'BMP that were formed between outputs, and normalise by the time interval �C8 9 . This
technique allows us to fairly compare inflow, outflow, and star formation rates in ����� galaxies
over a given time interval, which is not possible using the instantaneous particle SFR values.
This time-averaged technique also represents a measurement more akin to that in observations
(Donnari et al., 2019, 2021).

We remark that for the remainder of this Chapter, we use the following terms when referring
to different mass reservoirs and gas flow rates:

• Stellar mass ("¢): the mass of stellar particles within 'BMP;

• ISM mass ("ISM): the mass of cool () < 5 ⇥ 104K or SFR > 0) gas within 'BMP,
approximating a selection of the neutral phase;

• CGM mass ("CGM): the total mass of non-ISM gas associated with a ������� (sub)halo;

• Inflow & outflow rate ( §"in & §"out): the rate of gas mass entering or leaving the ISM,
averaged over the interval of 2 snipshots;

• Star formation rate ( §"¢ or SFR): the mass of stars formed within 'BMP, averaged over
the interval of 2 snipshots;

• Halo mass ("200): the total mass of a halo within the radius ('200) that encloses an
overdensity 200 times greater than the critical density of the universe.
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5.2.2 GENERATING AN ORBITAL CATALOGUE WITH ORBWEAVER

O��W����� is a tool used to extract orbital information from merger trees (Poulton, 2019; Poulton
et al., 2020). It does this by identifying all satellites that come within a factor # of their host virial
radius ('vir, host). Using a root-finding algorithm, the exact timing of the desired # ⇥ 'vir, host

crossings and apsis points are determined. Once these points are found, interpolation is used to
calculate the relative satellite-host properties and the associated satellite orbital parameters. Like
our gas flow calculations, we ran O��W����� on the 200-output ����� snipshot merger trees to
identify and quantify the orbits of all satellites in the simulation.

5.3 THE BALANCE OF GAS FLOWS IN EAGLE CENTRAL AND
SATELLITE GALAXIES

In this section, we compare the gas mass, gas flow and star formation rates in central and satellite
galaxies as a function of stellar mass and halo mass. In the context of the equilibrium model,
the balance between these different different gas flows allows us to predict whether a galaxy is
net gaining, maintaining, or losing gas mass from the ISM. While previous work has separately
explored inflow and outflow rates to galaxies in ����� (e.g. van de Voort et al. 2017; Correa
et al. 2018b; Mitchell et al. 2020a,b – with which our results compare favourably), we aim to
directly compare these flow rates together with star formation rates to explore the evolution of
galaxy gas reservoirs as a function of galaxy environment. Specifically, we seek to understand the
circumstances under which ����� galaxies net grow their ISM gas reservoir.

Figure 5.1 illustrates the ISM gas masses calculated for ����� galaxies at I ⇡ 0, I ⇡ 1, and
I ⇡ 2, as per the method outlined in §2.4.2. Each panel contains the results for 5 samples: one
for central galaxies of all halo mass (black), one for all central and satellite galaxies (grey), and
3 samples of satellites split into bins of halo mass: (i) sub-!¢ haloes with log("200/M�) 2
[11.5, 12.5), (ii) group haloes with log("200/M�) 2 [12.5, 13.5) and (iii) larger group/cluster
haloes with log("200/M�) 2 [13.5, 15]. We use a larger bin width for the highest halo mass
sample to ensure that we include the most massive haloes in the simulation.

The 1st row of panels in Figure 5.1 illustrates the mass of gas in the ISM of ����� galaxies, as
per the definition in §2.4.2. In the left (I ⇡ 0) panel, we include a comparison to neutral hydrogen
gas content measured the xGASS (extended GALEX Aricebo SDSS Survey; Catinella et al. 2018)
& xCOLDGASS (extended CO Legacy Database for GASS; Saintonge et al. 2017) surveys, where
non-detections have assumed to take the value of the lower percentile. We convert the summed H2

and H� content to equivalent ISM mass by assuming that "H2 +"HI = "ISM/1.3, where the factor
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Figure 5.1: Comparison of the ISM gas mass () < 5 ⇥ 104K or SFR > 0) of ����� galaxies, binned by satellite halo
mass. These gas masses are shown as a function of stellar mass, with 3 bins per decade in stellar mass. From left to
right, results are shown including the 6 snipshots closest to I = 0, I = 1 and I = 2 respectively. In the left (I ⇡ 0) panel,
we include a comparison to the xGASS+xCOLDGASS surveys (Saintonge et al. 2017; Catinella et al. 2018) in blue,
with the range indicating 16th-84th percentiles, with non-detections assumed to be the lower percentile. We convert
the summed H2 and H� content to equivalent ISM mass by assuming that "H2 + "HI = "ISM/1.3, where the factor
of 1.3 accounts for the abundance of Helium. In each panel, galaxies are classified as centrals (black) or satellites
split into 3 bins of halo mass: (i) sub-!¢ haloes with log("200/M�) 2 [11.5, 12.5) (purple), (ii) group haloes with
log("200/M�) 2 [12.5, 13.5) (red), and (iii) larger group/cluster haloes with log("200/M�) 2 [13.5, 15] (orange).
The medians for all ����� galaxies are also indicated in grey. Error-bars display the 16th � 84th percentile range in
each stellar mass bin. Grey shaded regions in the top panels indicate the ISM mass that would correspond to 100 gas
particles. The bottom panels illustrate the number of galaxies included in the top panels for each sample, with the grey
regions indicating where the stellar mass of galaxies corresponds to less than 1000 stellar particles.

of 1.3 accounts for the abundance of Helium. We remark that these samples are mass-selected
from SDSS, and reside in the redshift range 0.01 < I < 0.05.

Firstly, we note that our measurements of ISM mass (for all galaxies) agree favourably3

with measurements from the xGASS/xCOLDGASS surveys for galaxies with stellar mass above
109.5M�. Between "¢ ⇡ 109.5M� and "¢ ⇡ 1011M�, our measurements of gas content are
within 0.1 � 0.2 dex of the xGASS/xCOLDGASS medians – giving us confidence in our ISM
classification. Above "¢ ⇡ 1010.5M�, our approach predicts galaxy gas content slightly above
the xGASS/xCOLDGASS measurements. This is likely related to our ISM definition and how
it scales with mass (see Figure 2.7). We remark that when ����� and xGASS/xCOLDGASS

3The two xGASS/xCOLDGASS data-points at stellar mass below 109.5M� suggest that our measurements of ISM
mass may under-predict the gas content of galaxies relative to observations. We remark that this may be related to
numerical issues in �����, with galaxies in this mass range having just ⇡ 100 gas particles on average.
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Figure 5.2: ISM inflow subtract star formation rates (1st row), outflow rates (2nd row), and net flow rates (3rd row;
sum of 1st and 2nd rows) in ����� galaxies, normalised by ISM mass. To ensure that the denominator is non-zero
and that these specific flow rates are converged, only galaxies with 10 or more ISM gas particles ("ISM & 107M�)
are included in these calculations. The fraction of galaxies for which this criterion is met is illustrated in the bottom
panels. Specific flow rates are shown as a function of stellar mass, with 3 bins per decade in stellar mass. From
left to right, results are shown including the 6 snipshots closest to I = 0, I = 1 and I = 2 respectively. In each
panel, galaxies are classified as centrals (black) or satellites split into 3 bins of halo mass: (i) sub-!¢ haloes with
log("200/M�) 2 [11.5, 12.5) (purple), (ii) group haloes with log("200/M�) 2 [12.5, 13.5) (red), and (iii) larger
group/cluster haloes with log("200/M�) 2 [13.5, 15] (orange). Error-bars display the 16th � 84th percentile range
in each stellar mass bin, and cross-hatched regions denote the bootstrap-generated 90% confidence interval on the
medians (based on 500 re-samples). Grey shaded regions indicate the flow rates that would correspond to a flux of 10
(dark grey) and 100 (lighter grey) particles. Since ISM mass is in the denominator of each panel, we normalise the
limits by the median gas mass of centrals as a function of stellar mass. These limits increase slightly with redshift
as the time interval denominator corresponding to a gap of 2 snipshots decreases. We only include bins where the
statistics have been calculated with at least 20 galaxies. We exclude any galaxies undergoing merger events from each
of these samples.
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galaxies are compared with similar methodologies, this slight tension is reduced (Bahé et al.,
2016).

As demonstrated previously in both observations (e.g. stellar mass – H� mass relation in
Brown et al. 2017) and cosmological simulations (e.g. Bahé et al. 2016; Stevens et al. 2019), we
find that at fixed stellar mass, satellites residing in more massive host haloes have lower cool
gas content.For satellites in the lowest halo mass sample – log("200/M�) 2 [11.5, 12.5) – the
reduction in gas content relative to centrals is small; only 0.1 � 0.2 dex across all stellar mass
and redshift. The reduction in gas content in the satellite samples is more dramatic for the small
group-mass sample and large group/cluster-mass sample – with only galaxies above 1010.5M�
(109M�) in the large group/cluster (small group) sample showing ISM gas masses above the floor
value at I ⇡ 0.

In Figure 5.2, we illustrate the gas flow rates relating to the ISM ����� galaxies (as per §2.5.2
& 5.2.1) normalised by ISM mass as a function of stellar mass. These “specific” flow rates, as
opposed to raw flow rates, reflect the magnitude of influence that the gas flows and star formation
will have on the galaxy. For measurements of total inflow rates to ����� satellites, we refer the
reader to van de Voort et al. (2017) – who find clear environmental suppression of total gas
accretion rates to ����� satellites.

For the samples presented in Figure 5.2, we impose that galaxies in these selections must
have at least 10 ISM gas particles so as to ensure that the specific flow rate is converged and not
inflated in galaxies with zero or few gas particles. The fraction of galaxies for which this criterion
is met is illustrated in the bottom panels. This selection affects the lower mass ("¢ . 1010M�)
group and cluster satellite samples at redshifts I . 1.

The remaining samples of low-mass I . 1 satellites in groups/clusters reflects those that have
not yet been completely stripped of their cool gas, which as we demonstrate in §5.4, are likely the
satellites that are on first-infall to the host. We stress that the galaxies remaining in the sample
are not atypical, as the vast majority of central galaxies – reflecting the expected behaviour of
satellites pre-infall – meet this criterion. We note that the majority of satellite infall events occur
between I ⇡ 0.5 and I ⇡ 1.5 (see §5.4), and thus focus a large proportion of our discussion on the
I ⇡ 1 sample.

The 1st row of panels in Figure 5.2 illustrates median ISM inflow rates, subtract SFRs,
normalised by ISM mass (which we refer to as “specific inflow rate”). This quantity is a measure of
the imbalance between SFRs and fresh gas accretion rates, and the consequent extent of starvation.
At I ⇡ 1, the environmentally-driven suppression in gas accretion relative to SFR in satellites
becomes evident. This is illustrated in the relative normalisation of the curves for satellites in
different halo mass bins, and is particularly notable for galaxies in larger clusters/groups.
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At I ⇡ 1, central galaxies maintain a steady median value of ( §"in � §"¢)/"ISM ⇡ 0.3 Gyr�1

up to log("¢/M�) ⇡ 11; with satellites in the lowest halo mass sample demonstrating very
similar behaviour. Satellites with log("200/M�) 2 [12.5, 13.5) show specific inflow rates offset
negatively from centrals by ⇡ 0.2, maintaining a value of ( §"in � §"¢)/"ISM ⇡ 0.1 Gyr�1 up
to log("¢/M�) ⇡ 10.5. While it is clear that suppression of gas accretion rates occurs in
log("200/M�) 2 [12.5, 13.5) satellites relative to central galaxies, given that this median value
remains positive, we conclude that the average satellite in this sample could not quench in the
absence of outflows.

Such is not the case for satellites in the large group/cluster sample, log("200/M�) 2 [13.5, 15].
These satellites show a clear dip in specific inflow rates between log("¢/M�) = 9 � 11; with a
value of ( §"in � §"¢)/"ISM ⇡ �0.5 Gyr�1 at log("¢/M�) ⇡ 10. Assuming that these flow rates
remain constant, full ISM depletion of the average satellite in this sample would occur in ⇡ 2
Gyr – even in the absence of outflows. We note that the magnitude of suppression of specific
inflow rates in I ⇡ 0 satellites is roughly halved, at ( §"in � §"¢)/"ISM ⇡ �0.25 Gyr�1 in the most
extreme cases.

The 2nd row of panels in Figure 5.2 show ISM outflow rates normalised by ISM gas mass
(“specific outflow rates”). We find that specific outflow rates in satellite galaxies clearly increase
with increasing halo mass – which is not the case if existing ISM mass is not controlled for.
This picture aligns with the expectation of increased ram-pressure and tidal stripping in group
environments. We stress that we do not distinguish between different gas removal mechanisms –
but we remind the reader of the findings of Bahé & McCarthy (2015), who show that the majority
of excess gas removal in satellites relative to field galaxies can be explained by ram pressure
stripping, with a sub-dominant contribution from tidal stripping.

On average, outflow rates in satellite galaxies for all halo mass bins exceed those measured
for central galaxies, with the exception of satellites with stellar mass log("¢/M�) & 11. At
I ⇡ 1, central galaxies exhibit fairly constant specific outflow rates at §"out/"ISM ⇡ 0.3 Gyr�1

in galaxies below log("¢/M�) ⇡ 11, effectively balancing specific inflow rates. All satellite
samples show steadily increasing specific outflow rates with halo mass – with §"out/"ISM values of
0.5 Gyr�1, 0.75 Gyr�1, and 1 Gyr�1 for the three halo mass samples from log("200/M�) = 11.5
to log("200/M�) = 15 respectively. For satellites in the large group/cluster-mass bin, this means
that in the absence of star formation and inflows, such galaxies would have their full gas reservoir
stripped within 1 Gyr.

Adding the quantities in the 1st and 2nd rows of panels, we illustrate the total net rate of
change in ISM mass of galaxies in the 3rd row of panels. This quantity reflects the deviation of
a galaxy from being in equilibrium – with a net positive rate meaning that a galaxy would be
expected to build up its ISM gas reservoir; and a net negative value meaning a galaxy would be
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net depleting its ISM reservoir. As per Equation 5.2, these net flow rates correspond to the inverse
of the predicted depletion time-scale of the ISM, assuming that the flow rates remain constant.
For all epochs shown, central galaxies generally show net flow values very close to equilibrium
below log("¢/M�) ⇡ 11. This is also true for satellite galaxies in the sub-!¢ halo mass sample.
In the two more massive halo mass samples, however, it is clear to see the combined influence of
stripping and starvation on satellites – particularly at I ⇡ 1.

Focusing on the small group-mass sample, log("200/M�) 2 [12.5, 13.5) – we record net
§"ISM/"ISM values of ⇡ �0.6 Gyr�1 – corresponding to an average depletion time of ⇡ 1.5

Gyr; this value remaining relatively steady over stellar mass up to log("¢/M�) ⇡ 11. If one
were to assume that these satellites experienced the same specific inflow as central galaxies;
this would shift §"ISM/"ISM values from �0.6 Gyr�1 to ⇡ �0.3 � 0.4 Gyr�1 – corresponding to
depletion times of ⇡ 2.5 � 3 Gyr on average. Thus, even though these galaxies do not experience
sufficient suppression in gas accretion to quench via starvation alone (as per the positive specific
inflow rates), the moderate reduction in specific inflow rates can accelerate the depletion of ISM
reservoirs by a factor of ⇡ 2.

Focusing on the large group/cluster-mass sample, log("200/M�) 2 [13.5, 15] at I ⇡ 1 –
we note mild variation in §"ISM/"ISM across stellar mass. Satellites at log("¢/M�) = 9 and
log("¢/M�) = 11 see a net value of §"ISM/"ISM ⇡ �1 Gyr�1, but between these mass scales,
there is a slight peak in the net loss rate at log("¢/M�) = 10, at §"ISM/"ISM ⇡ �1.4 Gyr�1

(corresponding to a depletion time of ⇡ 0.7 Gyr). This reflects the peak suppression of specific
inflow rates at this mass scale, where SFRs clearly exceed near-zero inflow rates. Assuming that
such a satellite were to experience the same specific inflow rates as centrals, the same net value
of §"ISM/"ISM would shift to ⇡ �0.8 Gyr�1 – that is to say, the same rate of stripping would be
capable of completely depleting the ISM of a central galaxy (in the absence of starvation) within
⇡ 1.2 Gyr. Assuming a net balance between star formation and inflows, outflows alone would
deplete the ISM in ⇡ 1 Gyr�1.

We conclude that cold gas stripping, in the majority of cases, is required to produce . Gyr
depletion time-scales. Such depletion time-scales can indeed be produced by stripping alone,
however, this does not preclude the occurrence of starvation which can moderately accelerate the
process. These results align quantitatively with the findings of Wright et al. (2019), who find that
the measured quenching time-scales of satellites (based on SFR decline) are . 1Gyr in satellites
with stellar-halo mass ratios below ⇡ 10�4.

With information about a galaxy’s ISM mass, and its inflow, outflow and star formation rates
(as presented in 5.2) – we can predict the mass of gas in the ISM of a galaxy at a time C + �C if we
take Equation 1.3 and discretise in time:
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Table 5.1: Different gas flow classifications based on average inflow, outflow, and SFRs. We class galaxies into those
that are (a) net growing or maintaining their ISM reservoir, (b) slowly depleting their ISM reservoir, (c) rapidly
depleting their ISM reservoir, and (d) quenched. The delineating depletion time-scale between “slow” and ”rapid”
quenching is 1.5 Gyr, based on the median quenching time-scale (gQ) value measured for ����� galaxies in Wright
et al. (2019). The shading used for the histograms in Figures 5.3 and 5.7 is provided in the right-hand column.

"ISM(C + �C) = "ISM(C) + [ §"in(C) � §"out(C) � §"¢(C)] ⇥ �C. (5.1)

If the quantity in the square brackets (inflow rate subtract outflow rate and star formation
rate) is negative – the ISM is being net depleted, and we can calculate an indicative depletion
time-scale by setting "ISM(C + �C) to 0, solving for �C:

�C ⌘ )dep =
"ISM

§"in � §"out � §"¢

=
"ISM

Net §"ISM
; (5.2)

where a net flow rate of §"ISM/"ISM = ±1 corresponds to a galaxy in which the flow rate would
add (remove) the present gas mass of the ISM in 1 Gyr.

Building on the arguments presented above regarding net flow rates and depletion time-scales,
it is possible to classify the evolutionary state of a galaxy into one of four categories, as outlined
in Table 5.1. Galaxies can either be (a) net growing or maintaining their ISM reservoir, (b) slowly
depleting their ISM reservoir, (c) rapidly depleting their ISM reservoir, or (d) quenched. Galaxies
in which the inflow rate exceeds the sum of outflow rate and SFR are classified into (a), as are
those that have a depletion time-scale greater than the Hubble time, 13.7 Gyr. Galaxies with ISM
depletion time-scales between 1.5 � 13.7 Gyr are classified as “slowly” depleting, while those
with depletion time-scales less than 1.5 Gyr are classified as “rapidly” depleting. We use 1.5 Gyr
as the delineating time-scale based on the median quenching time-scale (gQ) value measured for
����� satellite galaxies in Wright et al. (2019) defined by sSFR, though remark our results are
qualitatively insensitive to this choice for values between 1 and 4 Gyr.

As per the discussion in §5.1, a galaxy experiencing reduced accretion rates and “slow”
quenching would closely reflect the archetypal starvation scenario, compared to a galaxy
experiencing “fast” quenching that closely reflects a “stripping” scenario. Our results above
suggest that significant stripping is certainly required to produce . Gyr quenching time-scales,
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however does not preclude the suppression of gas accretion taking place. We also note that the
indicative depletion time-scale of a galaxy based on instantaneous flow rates may under-predict the
time it takes to quench the galaxy; as the rate of gas removal via both stripping and consumption
in star formation are likely to decrease with the also decreasing gas content of the ISM. This
under-prediction is more likely to affect more massive satellites, where more gas must be removed.

We classify galaxies as “quenched” (i.e., depleted) if they meet the simple criteria log(sSFR/yr�1) <
�11 + 0.5I (e.g. Furlong et al. 2015), and do not otherwise meet the criteria to be classified into
group (a). Our choice to exclude “rejuvenating” galaxies from the quenched population means
that group (d) does not exactly correspond to a classically defined “quenched fraction”, however
we remark that the proportion of rejuvenating galaxies in the samples considered is ubiquitously
very low (. 1%). We also remark that our quenched definition, being based on sSFR, does not
explicitly ensure that the ISM of a galaxy has been entirely depleted. Pragmatically, however, we
have found that this cut seldom selects galaxies with gas fractions above 0.05, and importantly
allows us to determine the “quenched” status of galaxies with a commonly used observable
property.

Using the arguments above, Figure 5.3 shows the fraction of galaxies belonging to the gas
flow classes outlined in Table 5.1 as a function of stellar mass at I ⇡ 0, I ⇡ 1, and I ⇡ 2. We split
the sample of galaxies into the same selections illustrated in Figures 5.1 and 5.2; namely, centrals
of all halo masses, and satellites in 3 bins of halo mass between log("200/M�) = 11.5 and 15.

Focusing first on central galaxies (top row), we note that the fraction of galaxies able to
maintain or grow their ISM reservoir decreases with stellar mass. At I ⇡ 2 the fraction of
galaxies growing or maintaining their ISM sits at 60 � 65% for galaxies with stellar mass below
log("¢/M�) = 10, with the ISM of approximately 20 � 30% of galaxies classified as slowly
depleting in the same mass range. For galaxies above log("¢/M�) = 10 at I ⇡ 2, the fraction
drops towards 40%, with a much higher proportion of galaxies (⇡ 30%) experiencing rapid
depletion. This is likely due to AGN feedback in this stellar mass range. Instead considering I ⇡ 0
galaxies, 40 � 50% of centrals are net growing their ISM reservoir below log("¢/M�) ⇡ 10, and
above this mass, the quenched fraction increases to ⇡ 60� 70%. Aside from high-mass galaxies at
I ⇡ 2, it appears that there are ubiquitously more centrals in the slowly depleting group compared
to the rapidly depleting group. This aligns well with the quenching time-scales found in Wright
et al. (2019), who show that very few centrals quench in time-scales shorter than ⇡ 1 Gyr.

The behaviour of satellites in the lowest halo mass sample, log("200/M�) 2 [11.5, 12.5)
(second row), is very similar to the sample of central galaxies, with only very slight increases
in the proportion of rapidly-quenching galaxies. This is true up to log("¢/M�) ⇡ 11 at I ⇡ 0,
as very few satellites exist above this stellar mass in this sample. Galaxies in the next halo
mass sample, log("200/M�) 2 [12.5, 13.5) (third row), begin to show the clear signatures of
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Figure 5.3: The breakdown of galaxies into gas flow classes (outlined in Table 5.1), as a function of stellar mass
(with 3 bins taken per decade in mass). A galaxy can be classified as either (a) net growing/maintaining its ISM
reservoir – dark grey shading; (b) slowly depleting its ISM reservoir – light grey shading; (c) rapidly depleting its ISM
reservoir – dotted shading; and (d) quenched – forward-hatched shading. The delineating time-scale between “slow”
and ”rapid” depletion is 1.5 Gyr, based on the median quenching time-scale (gQ) value measured for ����� galaxies
in Wright et al. (2019). Each column corresponds to a different epoch; including the 6 snipshots closest to I = 0,
I = 1 and I = 2 from left to right. Each row corresponds to a different sample, with the top panels illustrating the
breakdown for central galaxies, and the bottom 3 rows showing the results for satellite galaxies in bins of increasing
halo mass. We only include stellar mass bins where the statistics have been calculated with at least 20 galaxies. We do
not include the results for satellites in the highest halo mass bin at I ⇡ 2 due to low number statistics. Error-bars denote
the bootstrap-generated 90% confidence interval on the fractions (based on 500 re-samples). We exclude galaxies
undergoing a major or minor merger from each of these samples.
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environmentally-induced quenching. At I ⇡ 2, just over 50% of log("¢/M�) . 10.5 satellite
galaxies in this sample exist in the rapidly depleting group – much higher than the slowly depleting
fraction at ⇡ 10 � 20%. The quenched fraction grows correspondingly towards I ⇡ 0, with the
fraction of satellites quenched largest (> 50%) for log("¢/M�) . 9.5 (due to environmental
effects) and log("¢/M�) & 11 (due to AGN feedback).

Galaxies in the highest halo mass bin, log("200/M�) 2 [13.5, 15] (bottom row), corre-
sponding to larger groups and clusters, show even more dramatic signatures of environmental
quenching, with ⇡ 80% of the non-quenched sample at log("¢/M�) ⇡ 10 experiencing rapid
ISM depletion. Very few satellites in this sample are able to net grow or maintain their ISM
reservoir: ⇡ 5% at I ⇡ 1, and even less at I ⇡ 0. At I ⇡ 0, we measure that approximately 80%
of satellites are quenched (averaged across stellar mass), with the fraction highest for galaxies
with log("¢/M�) . 9.5. As we show in §5.4, the small fraction of un-quenched satellites in this
sample is likely a reflection of the population of satellites that have not yet entered the host’s virial
radius.

5.4 GAS FLOWS ALONG THE INFALL OF SATELLITE GALAXIES

In this section, we move from the static analysis of §5.3 to a temporal analysis of the gas mass, flow
rates and star formation rates in satellite galaxies along their infall and orbits in group and cluster
environments. We again stress that while previous work has separately explored inflow, outflow
and star formation rates in satellite galaxies, we aim to holistically consider these processes and
their combined role in regulating the gas content of satellite galaxies.

To identify the infall and orbits of satellites in �����, we make use of the O��W����� tool as
described in §5.2.2 (Poulton, 2019; Poulton et al., 2020). In the case where multiple orbital hosts
for a single galaxy have been identified, we only consider the most massive host. We then select
galaxies for our orbital analysis by applying the following criteria at the first pericentric passage
(fp) for each galaxy (and quote the percentage of fps for which this criterion is met):

• Ifp  2 (93.9%) – ensures that particle data is available;

• Host log("200/M�) � 12.5 (54.2%) – expect significant environmental effects;

• Satellite log("¢/M�) 2 [8, 11] (94.6%) – removes very small and very massive satellites;

• Orbital radius within '200 of host (57.2%) – consider only close approaches.

This extracts a total of 7 803 first pericentric passages in the ����� L100-REF box. We do
not include satellites with a (pericentric) stellar mass above 1011M� as there are very few, and in
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these circumstances the central-satellite delineation can be confused between outputs (e.g. Cañas
et al. 2019). For the purposes of our analysis, we also require that each satellite reaches at least
one apocenter post-infall, and that it is not lost in the merger trees prior to this point – reducing the
sample to 2 810 orbits4. This means that we can measure an orbital time-scale, and meaningfully
analyse how the properties of the satellite change across its orbit.

Lastly, we remove the satellites that have been “pre-processed” (i.e., have been a satellite in a
host halo with log("200/M�) � 12) prior to entering the current orbital host. This allows us to
analyse how environment affects satellites on their first-infall to a group environment, and reduces
our final sample to 2 054 orbits. This pre-processed fraction, ⇡ 30%, is slightly lower than that
found previously by Bahé et al. (2019) using the Hydrangea simulations, with fractions typically
above 50% (aside from higher mass satellites in smaller groups). We note, however, that we only
consider pre-processing to have occurred if the previous host was above a mass of 1012M� . Below
this halo mass, based on the results presented in §5.3 and Figure 5.3 (considering the lowest
halo mass sample), we argue that the influence of environment is small due to the similarity
between the properties of this sample of satellites and the sample of central galaxies. In addition,
Hydrangea corresponds to cluster zooms and as such are biased to high density environments,
where more pre-processing is expected, compared to the ����� box.

5.4.1 INDIVIDUAL EXAMPLES OF SATELLITE INFALL TO GROUPS IN EAGLE

For illustrative purposes, we include example visualisations of the infall of a number of satellites
part of our sample in Figure 5.4. Each row of visualisation panels shows the same satellite along
its orbit, from left to right: pre-infall (⇡ 1.5'200), pre-pericenter (⇡ 0.5'200), post-pericenter
(⇡ 0.5'200), and at first apocenter (& '200). The 4 panels at the bottom of Figure 5.4 illustrate
the gas fractions, sSFRs, inflow rates, and outflow rates of each of the satellites shown.

We first focus on the top row of panels – an "¢ ⇡ 109.5M� satellite on infall to a "200 ⇡
1013M� halo. Pre-infall, the galaxy has a gas fraction (gas mass normalised by total baryonic
mass) of ⇡ 0.8, an sSFR of ⇡ 10�9 yr�1, and its ISM inflow rate exceeds the outflow rate. Prior
to pericenter, the radial extend of the galaxy’s gaseous component appears to exceed that of the
stellar component. Once the galaxy enters '200 in the second panel, there is evidence of a clearly
disturbed gas morphology and a ram-pressure stripping tail opposite to the infall velocity vector.
By this point, the galaxy’s gas fraction has begun to drop steeply; however the sSFR appears

4This reduction in sample size is due to several factors. Firstly, some satellites are disrupted prior to apocenter (i.e.
destroyed, or merged with the host central). Secondly, given the high-density environment and interactions between
haloes, the merger trees may struggle to match haloes across snapshots. Thirdly, many (⇡ 2 000) of the orbits removed
were recent infalls, with pericenters at lookback times of  1 Gyr – meaning these galaxies were not necessarily
expected to reach an apocenter by I = 0. We do not include these late-infall galaxies in our sample, meaning our
analysis is slightly biased to higher-redshift infall events (as explicitly shown in Figure 5.5).
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Figure 5.4: Caption provided overleaf.
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Figure 5.4: Example visualisations of satellites on their infall to group and cluster-mass haloes. Each row corresponds
to the evolution of a single galaxy, tracked through the merger trees along its orbit. The top two rows of visualisation
panels show example galaxies falling onto groups with mass log("200/M�) 2 [12.5, 13.5), and the bottom two rows
of visualisation panels show galaxies falling into groups with mass log("200/M�) 2 [13.5, 15]. The first and third
rows of panels correspond to example galaxies at log("¢/M�) ⇡ 9.5 (dotted lines in bottom panels) at first pericenter;
while the second and fourth rows correspond to example galaxies at log("¢/M�) ⇡ 10.5 (dashed lines in bottom
panels). We remark that the stellar mass of these galaxies do not markedly change post-infall. From left to right,
we include a visualisation of the satellite (i) pre-infall at Aorb/'200 = 1.5, (ii) pre-pericenter Aorb/'200 = 0.5, (iii)
post-pericenter Aorb/'200 = 0.5, and (iv) at first apocenter. Axes ticks correspond to increments of 20 pkpc. Stellar
mass density and gas mass density are shown in pale yellow and green respectively, using the same logarithmic scaling.
The velocity vector of the satellite’s center of mass and its relative magnitude in the image plane are included at the
center of each panel; and the effective baryonic radii of the galaxies, 'BMP, is illustrated with dashed lines. The bottom
row of panels illustrates different properties of the satellites along their orbit, namely (from left to right): gas fraction,
specific star formation rate, ISM inflow rate, and ISM outflow rate.

to only gradually reduce, even seeing a slight peak prior to pericenter as the gaseous leading
edge of the galaxy is compressed by interaction with the intra-group medium. This agrees with
the findings of Troncoso-Iribarren et al. (2020), who found using the ����� simulations that the
leading half of satellite galaxies (as defined by the trajectory of the galaxy in the halo) in high
mass groups has a higher ISM pressure than the trailing half – consistent with this observed
compression.

Post-pericenter, the galaxy’s gas fraction visibly drops (to ⇡ 0.25), and the sSFR begins
to show a steeper decline. Inflow rates drop by ⇡ 1 dex, while the outflow rate peaks close to
pericenter, ⇡ 0.5 dex above the pre-infall value. At first apocenter, there is very little gas remaining
in the galaxy (though not zero, as per the gas fraction panel), and the sSFR continues to steadily
drop. Outflow rates decrease back to just above pre-infall values, however inflow rates remain
very low – ⇡ 1 dex below pre-infall. After one pericentric passage, we note that the radial extent
of the gaseous disk has contracted to roughly match the extent of the stellar disk.

The second row of panels shows a more massive "¢ ⇡ 1010.5M� galaxy on infall to a similar
mass, "200 ⇡ 1013M� halo. Pre-infall (at ⇡ 1.5'200), the galaxy has a gas fraction and sSFR
slightly lower than its lower mass counterpart at ⇡ 0.6, consistent with the global mass – sSFR
relation. When the galaxy enters '200, we can see the gaseous component of the galaxy becomes
slightly compressed on the leading edge of the disk, and slightly extended in the trailing direction.
The rate of sSFR decline remains relatively steady on infall though, and outflow rates show a very
slight increase around pericenter, ⇡ 0.1 � 0.2 dex above pre-infall values. After pericenter, we
note a steeper decrease in galaxy gas fraction, and that the reduction in sSFR begins to accelerate
again. Inflow rates steadily drop after pericenter to ⇡ 0.5 dex below pre-infall values at apocenter,
where the galaxy’s gas fraction has dropped to ⇡ 0.3. While environment has a clear influence
on the quenching of this galaxy, the decline in sSFR and gas fraction is relatively gentle, driven
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primarily by consumption of existing gas (starvation) after entry to the halo. Helping this gentle
decrease in SFR is the lack of strongly enhanced outflow rates after pericenter.

The third row of panels illustrates an "¢ ⇡ 109.5M� satellite on infall to a more massive,
"200 ⇡ 1014M� halo. Pre-infall, the galaxy has a gas fraction and sSFR (⇡ 0.8 and ⇡ 10�9 Gyr�1

respectively) similar to the galaxy of roughly equal mass in the top row of panels. Additionally, the
inflow rate at (C � Cfp)/)orb ⇡ �1 of ⇡ 100 Gyr�1 clearly exceeds the outflow rate, ⇡ 10�0.3 Gyr�1.
In the first visualisation panel, the galaxy shows little visual sign of disturbance on its infall.
In the second panel, pre-pericenter, we see a very clearly disturbed gas morphology, with gas
heavily compressed on the leading edge of the galaxy and extended in the trailing direction. This
is reflected in massively increased outflow rates, peaking at ⇡ 101 Gyr�1 at pericenter – which
would correspond to complete removal of the cold gas reservoir within 100 Myr, even in the
absence of star formation. In the third panel, we can clearly see that there is no gas remaining –
with sSFR and gas fractions dropping near to zero very shortly after pericentric passage. After
first pericenter, we also note that inflow rates to the ISM remain below ⇡ 10�1 Gyr�1, meaning
there is very little change for rejuvenation.

Lastly, the fourth row of panels illustrates an "¢ ⇡ 1010.5M� satellite on infall to an
"200 ⇡ 1014M� halo. In the first panel, we observe a clear disk-like morphology, with the galaxy’s
gaseous component extending radially further than the more compact stellar component. The
galaxy shows a similar pre-infall gas fraction and sSFR (⇡ 0.6 and ⇡ 10�9.5 Gyr�1 respectively) to
its equal-mass counterpart in the second row of panels. In this large host, however, this gas fraction
and sSFR actually begin to drop even prior to pericenter – as reflected in the second panel where
the outer gas disk has been stripped to roughly match the radial extent of the stellar component.
Post-pericenter, in the third panel, we observe even more gas removal – with a clearly disturbed
gas morphology embedded in the mostly undisturbed stellar disk. While a large amount of gas has
been removed, the gas content of the galaxy does not quite drop to the lower limit. At apocenter,
the galaxy retains a gas fraction of . 0.1 and a low (but non-zero) sSFR of ⇡ 10�10.5 yr�1. In this
case, the deeper potential of the stellar reservoir appears to offer a higher restoring force against
stripping.

5.4.2 STATISTICAL ANALYSIS OF SATELLITE INFALL TO GROUPS IN EAGLE

In this subsection, we now move to statistically analyse our sample of satellite orbits. The orbital
properties of the final sample as a function of stellar mass for each halo mass selection are shown
in Figure 5.5. We illustrate these orbital properties to demonstrate the potential biases introduced
in each sample in the process of binning the orbits by pericentric stellar mass (as is done for the
remainder of this section). The left hand panel shows the results for the small group sample (red),
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Figure 5.5: Caption provided overleaf.
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Figure 5.5: Properties of the selected infall orbits as a function of stellar mass. Each column pertains to different
bins in host mass – left including satellites with host masses "200/M� 2 [1012.5

, 1013.5) – red; and right including
host masses "200/M� 2 [1013.5

, 1015] – orange. From top to bottom, each row illustrates: host halo mass, "200);
pericentric distance normalised by host virial radius, Aperi/'200; apocentric distance normalised by host virial radius,
Aapo/'200; orbital time-scale, )orb; mean redshift of first pericenter, hIperii; mean number of pericenters survived
(before halo lost or merged with central), h=perii; and a histogram of the number of satellites included in the sample as
a function of stellar mass. Error-bars display the 16th � 84th percentile range in each stellar mass bin, and cross-hatched
regions denote the bootstrap-generated 90% confidence interval on the medians (based on 500 re-samples). We only
include bins where the statistics have been calculated with at least 20 galaxies.

and the right-hand columns provides the results for the larger group/cluster selection (orange). The
number of satellites included for each stellar mass bin in the two halo mass samples is quoted in
the bottom row of panels; with there being ⇡ 3 times as many orbits recorded for the group-mass
sample compared to the larger group/cluster-mass sample.

The top row of panels in Figure 5.5 illustrate that the two aforementioned halo mass selections
do not introduce a significant bias in halo mass as a function of stellar mass. The group-mass
sample shows a steady median halo mass at log("200/M�) ⇡ 13, with a very slight upturn at
log("¢/M�) ⇡ 11. This slight upturn is likely due to the low probability of a halo with mass on
the lower end of the 1012.5 � 1013.5M� sample hosting a massive satellite, with stellar mass in
excess of ⇡ 1010.5M� . The larger group/cluster sample (orange, right panel) also shows a steady
median across stellar mass, slightly below log("200/M�) ⇡ 14.

The second row of panels in Figure 5.5 shows the first pericentric radius of satellite orbits in
the two halo mass samples as a function of satellite stellar mass. For those satellites that survive to
a second pericenter, we illustrate the mean second pericentric distance with dashed lines. In both
halo mass samples, we observe that the measured pericentric radii decrease with increasing stellar
mass – from Aperi/'200 ⇡ 0.5 at log("¢/M�) ⇡ 8 to Aperi/'200 ⇡ 0.25 at log("¢/M�) ⇡ 11. This
bias is likely introduced by our requirement that the satellite survives pericenter and experiences
at least one apocenter.

At smaller pericentric radii, the likelihood for satellite disruption is increased, particularly
below Aperi/'200 ⇡ 0.3 – roughly corresponding to the expected BMP radius of a central galaxy
with log("¢/M�) & 10 � 11 (see bottom panel of Figure 2.7). More massive satellites – with
deeper gravitational wells and larger restoring forces – are less likely to be entirely disrupted
by such passages, however this is not the case for dwarf satellites with log("¢/M�) . 9 (see
Figure 6, dark green curve in Bahé et al. 2019). This may also be a result of numerical issues
given the small number of stellar and gas particles in these galaxies (. 1000); and the fact that
such systems are more likely to be lost in merger trees. We note that second pericentric distances
are systematically lower than the original pericenter – decreased by a relatively steady fractional
change in A/'200 of ⇡ 0.2 for both halo mass bins, likely due to the effects of dynamical friction.
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The third row of panels in Figure 5.5 illustrates the first apocentric radius of satellite orbits. For
those satellites that survive to a second apocenter, we also illustrate the mean second apocentric
distance with the dashed lines. Similar to the pericentric distances discussed, there is a preference
for low-mass galaxies to have larger apocentric distances – in this case extending to beyond the
host virial radius for satellites with stellar mass below 109M�. The difference between first and
second apocentric distance is pronounced, with many second apocenters halving their halo-centric
distance after completing a full orbit.

The larger orbital radius noted for low-mass satellites in rows 2 and 3 of Figure 5.5 translates
to longer orbital time-scales for these galaxies, which is explicitly demonstrated in the fourth row
of panels. We measure orbital time-scales in our sample by doubling the time between pericenter
and apocenter in the first orbit; and use the same procedure for the galaxies that survive a second
orbit. We note that the precision of these measurements is limited by the cadence of the �����
snipshots – ranging between 50 and 150 Myr. For both halo mass samples, orbital time-scales
decrease from )orb ⇡ 4 Gyr at log("¢/M�) ⇡ 8 to )orb ⇡ 2 Gyr at log("¢/M�) ⇡ 11. For
galaxies that survive a second orbit, their orbital time-scales, on average, decrease by ⇡ 1 Gyr
across stellar mass for the group-mass sample (left), and slightly more for the larger group/cluster
sample (right) where the effects of dynamical friction are more significant. We note that it is
important to consider this bias for longer orbital time-scales in the lower-mass satellites when
interpreting the results in the remainder of this section.

The fifth row of panels in Figure 5.5 shows the mean redshift of first pericenter as a function
of stellar mass. For both samples we remark that there is no obvious bias (within the uncertainty)
in accretion times of the satellites – with the mean redshift steady at I ⇡ 0.7 � 0.8 for the
smaller group-mass sample and I ⇡ 0.6 for the larger group/cluster-mass sample. The lower
pericentric redshift recorded for the cluster-mass sample is a reflection of the assembly age being
anti-correlated with halo mass (De Lucia & Blaizot, 2007). We also note that the 16th � 84th

percentile spread in pericentric redshifts for the smaller group-mass sample is much higher than
the cluster-mass sample, particularly towards higher redshift (I ⇡ 1.5).

The sixth row of panels in Figure 5.5 shows the mean number of pericenters survived as a
function of stellar mass for each halo mass sample. Our selection requires at least one pericenter
and apocenter to be survived, and thus 1 becomes the lowest possible =peri value in our sample.
In both samples, we unsurprisingly observe that the number of pericenters survived before
disruption (as per the ������� trees) increases with stellar mass, from on average 1 passage
at log("¢/M�) ⇡ 8 to 2 passages at log("¢/M�) ⇡ 11. For log("¢/M�) & 10.5, the upper
percentile can extend to 3 � 4 pericentric passages. This simply means that as we move towards
larger time since pericentric passage (as in Figures 5.6 and 5.7), our sample size, and thus statistical
power, begins to decrease.
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Finally, the bottom row of panels in Figure 5.5 show the number of satellites included in
the sample as a function of stellar mass (again using 3 bins per decade in stellar mass). In
the smaller group-mass sample, the number of galaxies is largest in the stellar mass range
log("¢/M�) 2 [9, 10] which contains 735 satellites – however the peak is not dramatic, with
the surrounding bins still containing ⇡ 450 satellites. In the larger group/cluster-mass sample,
the number of galaxies is comparatively independent of stellar mass (with ⇡ 120 � 160 satellites
included in the sample per decade in stellar mass).

With our selection in place, we move on to conduct a statistical analysis of satellite orbits
by breaking our sample into 3 bins of stellar mass – (i) dwarf- satellites, log("¢/M�) 2
[8, 9); (ii) intermediate-mass satellites, log("¢/M�) 2 [9, 10); and (iii) high-mass satellites,
log("¢/M�) 2 [10, 11]. We remark that the dwarf-mass bin contains galaxies with fewer than
1 000 stellar particles, where both “weak” or “strong” convergence criterion outlined in Schaye
et al. (2015) are not met. For completeness, we include the results for this mass bin; however also
caution the reader that these results may be sensitive to the finite resolution of the simulation.
Finally, in addition to stellar mass, we delineate between satellites orbiting hosts in small group
haloes, log("200/M�) 2 [12.5, 13.5) – as per the second halo mass bin/red sample in §5.3; and
larger group/cluster-mass haloes with log("200/M�) 2 [13.5, 15] – as per the third halo mass
bin/orange sample in §5.3.

Moving forwards, splitting our selection into the aforementioned stellar and halo mass samples,
we display a number of satellite properties as a function of orbital time in Figure 5.6. In line with
the work of Oman et al. (2021), we use the first pericentric passage as an objective time “zero
point” – and also normalised by orbital time-scale to define the x-axis: (C � Cfp/)orb). As outlined
above, we calculate the orbital time-scale of satellites by doubling the interval between pericenter
and apocenter for each orbit. Since we remove satellites that have been pre-processed, we note
that in each satellite sample, the values presented in each row of panels at (C � Cfp)/)orb ⇡ �0.75
(left-most bin) approximately represent what would be expected of a field central galaxy with the
same stellar mass (and are thus similar for both host mass samples pre-infall). We also remark that
these pre-infall galaxies may indeed be ostensibly classified as central, with the requirement for
selection in the satellite sample only enforced on satellite/central status at first pericenter. Based
on the top row of panels, orbital distances pre-infall are, on average, outside 2 � 3'200 – where
environmental effects are expected to be small (except when considering the hot gas reservoirs of
lower mass satellites, Bahé et al. 2013). We note that the top row of panels also quotes the average
orbital period for the first and second orbits of each sample.

The top row of panels illustrates the orbital radius of satellites relative to '200 of their host
haloes. As noted in relation to Figure 5.5, we see that pericentric and apocentric radii tend to
decrease with stellar mass. Additionally, we see that apocentric radii decrease with the number of
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Figure 5.6: Caption provided overleaf.
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Figure 5.6: Various properties of satellite galaxies and host centrals as a function of orbital time, relative to first
pericenter. In each panel, the results are shown for satellites with host masses ("200) between 1012.5M� � 1013.5 M�
in red; 1013.5M� � 1015M� in orange; and the median values for the central galaxies of these satellites (combined
from both halo mass samples) in black. Each column shows the results for sequential bins of satellite stellar mass
(at pericenter) – from left to right, log("¢/M�) 2 [8, 9); log("¢/M�) 2 [9, 10); and log("¢/M�) 2 [10, 11)
respectively. We stress that the selection of the host centrals for each sample is based on group mass alone, and
that for the halo mass range considered ("200 � 1012.5), such centrals will typically possess stellar mass of order
"¢ & 1010.5M� . From top to bottom, each row illustrates the following median values along the orbit: orbital
radius relative to host virial radius, Aorb/'200; ISM mass; CGM mass; sSFR = §"¢/"¢; specific ISM inflow rate,
§"ISM, in/"ISM; specific ISM outflow rate, §"ISM, out/"ISM; and ISM gas-phase metallicity, /gas/Z� . Error-bars

display the 16th�84th percentile range in each stellar mass bin, and cross-hatched regions denote the bootstrap-generated
90% confidence interval on the medians (based on 500 re-samples). We only include bins where the statistics have
been calculated with at least 20 galaxies.

orbits completed for our selection – which we attribute to the effects of dynamical friction (De
Lucia et al., 2012). Below log("¢/M�) ⇡ 10, orbital radii between the two halo mass samples
are statistically similar. In the highest stellar mass sample, log("¢/M�) > 10, the orbital radius
of galaxies in the more massive host mass bin are slightly larger. We attribute this to the reduced
effect of dynamical friction in the higher halo mass bin.

The second row of panels illustrates ISM mass (gas with )  5 ⇥ 104 K within 'BMP) as a
function of orbital time. ISM masses of zero are set to a floor value of 106M� , slightly less than the
mass of a single gas particle. Focusing first on the dwarf stellar mass bin, log("¢/M�) 2 [8, 9),
the average satellite starts with an ISM mass of ⇡ 109M�. For both halo mass samples, these
galaxies will be fully depleted of gas shortly after pericenter; and in the large group/cluster sample,
even prior to first pericenter. The 84th percentile of galaxies (in terms of ISM gas mass) in the
group-mass sample, log("200/M�) 2 [12.5, 13.5), slowly deplete gas along their orbit until also
being fully depleted by second pericenter. Focusing on the middle column with intermediate-mass
satellites log("¢/M�) 2 [9, 10], we observe that ISM depletion occurs over a more extended
span in orbital time than for the dwarf-mass satellites. The average satellite in this bin begins with
a pre-infall ISM mass just below ⇡ 1010M�. Full depletion of the ISM is normally complete by
first apocenter in the large group/cluster sample, while, on average, it takes until second apocenter
to fully deplete the satellites in the group-mass sample. Considering the high-mass satellites in
the right hand column, log("¢/M�) 2 [10, 11], we see further extended depletion times; with
satellites in the large group/cluster sample normally depleting all of their pre-infall gas (just
above ⇡ 1010M�) by second pericenter, and those in the group-mass host sample able to retain a
gas mass of & 109M� even after second pericenter. Host central ISM mass, on average, shows
a very slight decrease with orbital time for each sample, consistent with internally-driven gas
consumption. We note that significant ISM depletion begins slightly later for the more massive
satellites, compared to the dwarf sample.
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The third row of panels illustrates CGM mass (hot gas with ) > 5 ⇥ 104 K associated with
the satellite subhalo) as a function of orbital time. Focusing first on the dwarf stellar mass bin,
log("¢/M�) 2 [8, 9), the average satellite starts with a CGM mass of slightly less than ⇡ 109M�;
just below the ISM gas mass at the same orbital time. This CGM mass begins to decrease at
(C � Cfp)/)orb ⇡ �0.6 or Aorb/'200 ⇡ 2 � 2.5 – and for both halo mass selections, almost all CGM
gas is depleted before first pericenter (on average). Considering intermediate-mass satellites,
CGM stripping onset begins at similar orbital time to the dwarf-sample; with full CGM removal
expected for the large group/cluster sample at first pericenter, and for the smaller group sample at
second pericenter. While all hot gas, on average, is expected to be stripped by second pericenter
for intermediate-mass satellites the smaller group sample – we see this is not necessarily the case
for the ISM reservoir, which is removed after some delay.

Considering the high-mass satellite sample, we note a similar onset time for hot gas removal
prior to pericenter, however, an extended time-scale for depletion. The average CGM mass in this
sample drops by a full 1.5 dex (1010M� to 108.5M�) from (C � Cfp)/)orb ⇡ �1 to first pericenter,
however the hot gas is typically only fully depleted after a subsequent pericenter in the larger
group/cluster sample, or reduced to ⇡ 108M� in the small group sample. Between all 3 stellar
mass samples, it is clear that CGM hot gas stripping from satellites on infall precedes cool
gas stripping. This agrees with the idea that the more tenuous, hot gaseous haloes surrounding
infalling satellites are relatively easy to deplete with ram pressure given their increased spatial
extent and reduced density (e.g Larson et al. 1980; Balogh et al. 2000; McCarthy et al. 2008;
Bahé et al. 2013). Finally, we also note the growth of host central CGM mass to, on average,
1012M� over the orbital times shown (⇡ 10 Gyr) – likely due to a combination of IGM accretion
and satellite stripping (Anglés-Alcázar et al., 2017; Mitchell et al., 2020b).

The fourth row of panels in Figure 5.6 shows average specific star formation rates as a function
of orbital time (i.e. the mass of new stars formed within 'BMP over the designated time interval),
divided by stellar mass. For galaxies with a measured average star formation rate of zero, we set
the sSFR to a floor value of 10�13 yr�1. Prior to infall, each of the satellite samples show increased
specific star formation rates (& 10�10 yr�1) compared to the host central sample. This is a simple
reflection of declining sSFR with stellar mass, which exists in the absence of environmental
effects. We find that the departure of galaxies from their expected secular sSFR upon infall to
a host is dependent on the mass of the satellite, and the mass of the host halo. In general, this
departure very closely follows the depletion of ISM mass, as shown in the second row of columns
(discussed above).

Interestingly, for satellites above 109M� in the small group sample, log("200/M�) 2
[12.5, 13.5), we measure the specific star formation rates to be very similar to the central
galaxies even after a second pericenter. While the rate of star formation decline is steeper in these
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satellites than for the host centrals at this orbital time, the rate of change in star formation rate
for these satellites is still quite slow – dropping ⇡ 0.5 dex in sSFR over a full orbital time-scale,
compared to the host centrals where sSFR drops by ⇡ 0.25 dex over the same period. This agrees
with empirical inferences of quenching occurring several Gyr after infall in low-mass groups (e.g.
Wetzel et al. 2013; Wheeler et al. 2014).

The fifth and sixth row of panels in Figure 5.6 illustrate the ISM inflow and outflow rates to
satellites along their infall. Like Figure 5.2, we normalise these flow rates by instantaneous ISM
mass to better reflect the relative influence of these gas flows on the satellites along their orbits.
We require at least 10 ISM gas particles to make this calculation, meaning that as galaxies become
fully stripped along their orbit, the sample we use in these panels reduces to those galaxies that
have not been fully depleted. We set specific gas flow rates of zero to a floor value of 10�2, to
reduce the dynamic range required for the panels.

Firstly, we note that inflow rates to the ISM of galaxies follow the behaviour of the CGM
hot gas reservoir – i.e. the origin of this accreting gas. In the dwarf satellite sample, inflow
rates drop to the induced floor value of §"in/"ISM = 10�2 Gyr�1 prior to pericenter; with this
decrease slightly faster for the large group/cluster host sample. In the two higher-mass satellite
samples, ("¢ & 109M�), we observe a delay in the onset of inflow suppression subsequent to
the onset of hot gas stripping. While hot gas begins to be stripped at (C � Cfp)/)orb ⇡ �0.6 or
Aorb/'200 ⇡ 2 � 2.5, this decrease in available gas to feed the galaxy only significantly influences
inflow rates much closer to pericenter (well within '200) in these samples.

We find that intermediate-mass satellites in large groups/clusters, on average, are cut-off from
the accretion of new gas after first pericenter, while it requires 2 pericentric passages to cut-off a
satellite of the same mass from accretion in a smaller group (< 1013.5M�). These findings match
the typical time it takes to strip these satellite’s CGM gas reservoirs. In the high-mass satellite
sample, we find that satellites on infall to large groups/clusters, on average, experience a reduction
in accretion rates relative to ISM mass of 1 dex after first pericenter, and are completely cut-off
from accretion after a second pericenter. Interestingly, it appears that higher-mass satellites in
the smaller group sample, log("200/M�) 2 [12.5, 13.5), experience a relatively mild decrease
in specific inflow rates (at maximum ⇡ 0.2 dex or 50% in specific gas accretion rate, after
infall). While absolute inflow rates to these galaxies are suppressed relative to the field, given the
concurrent stripping of ISM gas, the inflow rate relative to instantaneous ISM mass remains fairly
steady at §"in/"ISM ⇡ 10�0.2 Gyr�1 – meaning in the absence of outflows and star formation, it
would take one such satellite just 1.5 Gyr (less than one orbital period) to accrete its current gas
mass.

Concentrating on the specific outflow rates presented in the sixth row of panels in Figure 5.6,
we can see clear signatures of ram pressure stripping (as per the observation of higher outflow rates
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than pre-infall measurements) in satellites along their orbits. Prior to infall, specific outflow rates
in each sample are relatively uniform, sitting similar to inflow rates at §"out/"ISM ⇡ 10�0.3 Gyr�1

– meaning in the absence of inflow and star formation, a galaxy would be stripped of its ISM
entirely in 2 Gyr. In each of these samples, we note a significant increase of ⇡ 0.3dex to
§"out/"ISM ⇡ 1 Gyr�1 (or a factor of 2) around first pericenter, corresponding to an ISM depletion

time-scale (without star formation or inflows) of 1 Gyr.

In the case that the ISM is completely depleted after first pericenter, outflow rates naturally
drop to the floor value as there is no gas remaining to remove. After a galaxy has passed through
'200 on first-infall, we find that on average in all samples, the outflow rates in the sixth row of
panels will exceed the inflow rates quoted in the fifth row of panels – meaning that ISM gas content
would be net decreasing in these satellites even in the absence of star formation. In the samples for
which gas remains after first pericenter, specific outflow rates decrease to slightly above pre-infall
values after first pericenter, and increase again to §"out/"ISM ⇡ 1 Gyr�1 at second pericenter.

Finally, the bottom row of panels in Figure 5.6 shows the gas-phase metallicity of the cool
ISM for satellites as a function of orbital time. The metallicity of galaxies is often used as a
proxy for the age and/or star formation history of galaxy populations over time, with recent
observational and theoretical literature indicating that satellites in higher-density environments
exhibit a systematically increased (gas-phase) metallicity compared to the field (e.g. Cooper et al.
2008b; Davé et al. 2011; Pasquali et al. 2012; De Rossi et al. 2015; Genel 2016; Bahé et al. 2017a).

As fully explored in Schaye et al. (2015), we remark that the mass-metallicity relation in
����� does not match observations below "¢ ⇡ 1010M� at fiducial resolution. We note that here,
however, our results focus on the relative change in ISM metallicity of satellites over their orbit
– which we expect to be less sensitive to resolution effects. To calculate ISM metallicity, like
specific inflow/outflow rates, we require that a galaxy have at least 10 gas particles to average
over – meaning that as galaxies become fully stripped along their orbit, the sample we use in
the bottom panels reduces to those galaxies that have not been fully depleted. In the case of
dwarf-mass satellites, the sample size decreases dramatically at first pericenter, and as such we do
not illustrate the results for this sample.

Host central galaxies show a very gradual enhancement in metallicity over orbital time,
increasing⇡ 0.1 dex over the full time range shown and hovering near solar metallicity (/ISM ⇡ /�)
– consistent with internally driven enrichment from stellar evolution and feedback. For each
sample of satellites, the increase in metallicity over the same time interval is significantly
larger, ubiquitously & 0.5 dex by second pericenter. Pre-infall metallicity differs between
intermediate-mass satellites and high-mass satellites, beginning at log(/ISM/Z�) ⇡ �0.3 and
log(/ISM/Z�) ⇡ 0 respectively. Both intermediate and high-mass satellites start to see significant
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increases in metallicity prior to first pericenter – (C � Cfp)/)orb ⇡ �0.5 – as gas on the outskirts of
the galaxies’ ISM begins to be stripped.

Typically, gas that is radially further from the center of a galaxy exhibits lower metallicity due
to the presence of freshly accreted low-/ gas, and lower star formation-rate density (e.g. Bahé
et al. 2017a; Collacchioni et al. 2020). Thus, the preferential removal of the less bound, low-/
gas in satellites leads to an increase in the metallicity of the ISM, as the measurement becomes
constricted to the more central regions. We find that this metallicity enhancement closely follows
the rate at which ISM gas content is reduced.

In both intermediate and high-mass satellites, we find that ISM metallicities reach a maximum
plateau value by first apocenter – (C � Cfp)/)orb ⇡ 0.5. In the small group sample, this plateau value
sits at log(/ISM/Z�) ⇡ 0.6, compared to the large group/cluster sample (host to more severe ISM
stripping) at log(/ISM/Z�) ⇡ 0.8. The absolute change in metallicity is larger for the intermediate
mass satellites, which start with sub-solar ISM metallicities compared to the high-mass sample,
that show roughly solar pre-infall metallicities. Our results support the idea that the steep increase
in gas-phase metallicity of satellites at first pericenter could be taken into account when inferring
whether a satellite is still on first infall to a group, or has indeed experienced its first pericentric
passage.

The jump we measure in satellite gas-phase metallicities is quite large compared to observations.
Pasquali et al. (2012) show that the gas-phase metallicity of satellites is systematically higher than
that of centrals of the same stellar mass, by a maximum of ⇡ 0.2 dex at "halo ⇡ 1014M� . The more
dramatic enhancement we quote relative to these observations could be a result of (i) differing
measurement methodologies, (ii) the fact that these gas phase metallicities are measured with the
very small amounts of remaining gas (in many cases "gas, SF . 108M�), and (iii) limitations in
the EAGLE model in modelling the cycling of metals.

Together, these findings support the conclusion that the more massive a satellite, the greater its
propensity to retain a star-forming, cool gas reservoir (e.g. Hester 2006). Broadly, this prediction
aligns with the observation that dwarf satellites within the Milky Way’s virial radius are quenched,
while some satellites with log("¢/M�) & 10 in the Virgo cluster retain a significant amount
of gas – even despite the latter environment having significantly higher density (and thus ram
pressure stripping potential) compared to the Local Group (Cortese et al., 2021). This idea also
agrees with the theoretical findings of Bahé & McCarthy (2015) and Oman et al. (2021), who find
that the transition time-scales of satellites to being passive after infall are significantly shorter
(. 500 Myr) for satellites below "¢ ⇡ 1010M� compared to their higher mass counterparts using
the GIMIC (Crain et al., 2009) and Hydrangea simulations respectively (Bahé et al., 2017b).
The exact time-scale for quenching depends heavily on when the “zero” time is taken, which is
commonly set to “infall”, or first pericenter (Cortese et al., 2021).
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Figure 5.7: The breakdown of galaxies into gas flow classes (outlined in Table 5.1) as a function of orbital time relative
to first pericentric passage. A galaxy can be classified as either (1) net growing/maintaining its ISM reservoir – dark
grey shading; (2) slowly depleting its ISM reservoir – light grey shading; (3) rapidly depleting their ISM reservoir –
dotted shading; and (4) quenched – forward-hatched shading. The delineating time-scale between “slow” and ”rapid”
depletion is 1.5 Gyr, based on the median quenching time-scale (gQ) value measured for ����� galaxies in Wright
et al. (2019). Each column corresponds to a different bin in stellar mass, from left to right log("¢/M�) 2 [8, 9);
log("¢/M�) 2 [9, 10); and log("¢/M�) 2 [10, 11]. Each row corresponds to a different halo mass bin, with the
top panels illustrating the breakdown for satellites in group-mass haloes, log("200/M�) 2 [12.5, 13.5), red; and the
bottom panels for satellites in larger group/cluster-mass haloes, log("200/M�) 2 [13.5, 15]. Error-bars denote the
bootstrap-generated 90% confidence interval on the fractions (based on 500 re-samples).

Wright et al. (2019) also show that the quenching time-scales of ����� satellites are significantly
shortened (< 1 Gyr) for galaxies with small stellar-halo mass ratios ("¢/M� . 10�4; i.e. low-
mass satellites in higher-mass haloes). Our findings suggest that some satellites can be fully
quenched after just one pericentric passage – which we indeed find to be the expectation for
satellites with stellar mass less than 1010M� on infall to haloes above a mass of 1013.5M�; and
even for satellites in less massive group haloes, between 1012.5M� and 1013.5M� when their
stellar mass is less than 109M�.

Figure 5.7 uses the gas flow classes outlined in Table 5.1 with average inflow, outflow and star
formation rates shown in Figure 5.6 to plot the changing evolutionary state of our different satellite
samples along their orbits. We use the same satellite sample classifications (based on stellar and
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halo mass) as employed for Figures 5.5 and 5.6. We also remind the reader that some pre-infall
galaxies may indeed be technically classified as central, with the requirement for selection in the
satellite sample only enforced on satellite/central status at first pericenter.

We first focus on dwarf-mass satellites in the left-hand column of panels. In each halo mass
sample, pre-infall quenched fractions sit at . 5% – growing to ⇡ 50% at pericenter in the small
group sample, and ⇡ 95% at pericenter in the large group/cluster sample. In the small group
sample (left column, top panel), the rate of growth in quenched fractions decreases shortly
after first pericenter and remains steady towards second pericenter, by which time the quenched
fraction grows to ⇡ 90%. Between first and second pericenter, the fraction of galaxies net
growing their ISM reservoir stays below 5%, while the fraction of galaxies quenching slowly
(with predicted depletion time-scales of > 1.5 Gyr) remains steady at ⇡ 10 � 15% until second
approach. The fraction of galaxies with rapid depletion time-scales (< 1.5 Gyr) drops from
⇡ 35% at first pericenter to ⇡ 10% at second pericenter as these galaxies join the quenched
population. Comparatively, after first pericenter in the large group/cluster sample (left column,
bottom panel), very little rejuvenation occurs, and quenched fractions remain very high over the
orbital time-scales presented (& 95%).

Focusing on intermediate mass satellites, log("¢/M�) 2 [9, 10), we observe a more gradual
transition to quiescence over their orbits in both halo mass samples. Pre-infall quenched fractions
sit very close to zero – growing to ⇡ 5% at pericenter in the small group sample, and ⇡ 50% at
pericenter in the large group/cluster sample. At second pericenter, the quenched fraction grows to
⇡ 40% in the small group sample, and ⇡ 80% in the large group/cluster sample. In the small-group
sample (middle column, top panel), we note that the fraction of galaxies net growing their gas
reservoir remains just above 5% over the first orbit. In the same sample, the fraction of galaxies
with rapid depletion time-scales is largest just after first pericenter (⇡ 60%) until apocenter, where
the fraction of galaxies with longer predicted depletion time-scales (> 1.5 Gyr) grows to ⇡ 30%.
Based on the results in Figure 5.6, it appears that some galaxies in this sample (intermediate
mass satellites in the small-group selection) are not completely cut-off from gas inflow after
first pericenter, and at first apocenter, outflow rates reduce by a factor of a few relative to their
value at pericentert. The combination of these factors means that such galaxies deplete their gas
reservoirs relatively slowly – while inflow rates are not enough to fully replenish the ISM, the
lack of stripping at apocenter slows the quenching process.

On approach to second pericenter, the fraction of quenched galaxies continues to increase
and galaxies with slow depletion time-scales move to the fast-depletion group as outflow rates
again increase. In the large group/cluster sample (middle column, bottom panel), we note that
the likelihood of finding a slow-quenching galaxy at first apocenter is much lower (. 10%) than
found for the small group sample. Referring to Figure 5.6, we find that galaxies in this sample are
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fully cut off from fresh accretion after first pericenter, associated with more efficient stripping of
the satellite’s CGM gas in the harsher group/cluster environment. We do not necessarily find there
to be more severe specific ISM outflow rates compared to the less massive group sample, however
the lack of replenishing gas means the quenching process is greatly accelerated for these galaxies
between first and second pericenter.

The picture for high-mass satellites involves a slightly slower growth rate of the quenched
population along their orbits. As per the "¢–sSFR relation for central galaxies, the sSFR of
these high-mass satellites has a pre-infall value slightly below the lower mass groups, and a
correspondingly larger quenched fraction of ⇡ 10% compared to . 5%. At first pericenter, this
value remains similar at ⇡ 10% in the small group sample, and grows to ⇡ 15 � 20% in the
large group/cluster sample. At second pericenter, the quenched fraction grows to ⇡ 35% in the
small group sample, and ⇡ 80% in the large group/cluster sample. While these second pericenter
quenched fractions are similar to the intermediate-mass sample, the growth of the quenched
fraction is slightly gentler given the higher pre-infall quenched fractions in this sample. We note
a clear increase in the fraction of galaxies in the large group/cluster sample (right-most bottom
panel) that are part of the slowly quenching group near first apocenter (⇡ 15%), compared to this
fraction in the equivalent intermediate-mass sample (. 10%). We remark that this is likely due to
the propensity of massive satellites to retain a CGM reservoir after first pericenter, and as such,
still experience some level of ISM accretion (refer to Figure 5.6). This is not the case for the
intermediate-mass sample, which, on average, experiences more dramatic hot gas stripping (and
thus starvation) after first pericenter.

The results presented in Figures 5.6 and 5.7 highlight the importance of considering the
interplay between gas inflows (or a lack thereof), together with hot and cold gas removal in
satellites; and moreover, how these processes vary temporally along the orbit of these galaxies
in driving their path towards quiescence in group environments. This path towards quiescence
will typically begin with the removal of hot gas along first-infall, which becomes evident at 2 � 3
virial radii and becomes more efficient with increasing host mass, decreasing satellite mass, and
increasing orbital velocity (which is periodic, peaking at pericenters, and reducing at apocenters).
Once significant hot gas removal has occurred, the galaxy will experience “starvation” – with no
surrounding hot gas left to replenish the ISM reservoir. The depletion of this hot gas reservoir also
subsequently allows direct cold gas (ISM) stripping, which also demonstrates periodic behaviour
prior to complete depletion. In the absence of CGM gas, the efficiency of cold gas stripping is a
strong function of host mass and satellite mass – with low-mass satellites in large group/cluster
environments experiencing very efficient stripping in the absence of accretion, and higher-mass
satellites experiencing less efficient stripping and a more gradual, starvation-like quenching
scenario after their first pericenter.
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Accounting for each of the above factors, our analysis leads to the following predictions
for the quenching of satellites along their orbits in a group environment (with “quenching”
defined by a threshold of log(sSFR/yr�1) < �11 + 0.5I). We find that the average dwarf-mass
satellite, log("¢/M�) 2 [8, 9), will be quenched just after first pericenter in a small group
environment – log("200/M�) 2 [12.5, 13.5); and will be quenched just prior to first pericenter
in a larger group/cluster environment – log("200/M�) 2 [13.5, 15]. We predict that the average
intermediate-mass satellite, log("¢/M�) 2 [9, 10], will be quenched subsequent to second
pericenter in a small group environment; and will be quenched just after first pericenter in a large
group/cluster environment. Lastly, considering high-mass satellites, log("¢/M�) 2 [10, 11), we
predict that ⇡ 30% will be quenched after second pericenter in a small group environment; and
that the average high-mass satellite will be quenched near first apocenter in a large group/cluster
environment. The rate of growth of the quenched fraction of satellites is fairly gradual for the
intermediate and high-mass satellite samples, and as such, these orbital quenching predictions
represent the averages within some spread.

5.5 CHAPTER SUMMARY

In this Chapter, we analyse the balance of gas flows in ����� satellite galaxies as a function of
environment (§5.3) and orbital time (§5.4). To do so, we employ a robust methodology to define
the ISM of ����� galaxies, and make use of the temporally finely-sampled ����� “snipshots” to
fairly quantify and compare ISM inflow, outflow, and star formation rates.

In §5.3, we quantify how the gas inflow, outflow, and star formation rates compare in central
and satellite galaxies as a function of environment in the context of the equilibrium model. For
galaxies experiencing net ISM depletion, we can also use these flow rates to calculate an indicative
ISM depletion time-scale. We find that:

• There is clear environmentally-driven suppression in gas accretion rates to satellite galaxies,
becoming increasingly significant with increasing host halo mass (agreeing with the findings
of van de Voort et al. 2017).

• When ISM gas mass is controlled for, the rate of specific gas outflow (accounting for both
internal gas removal mechanisms and externally-driven stripping) increases with increasing
halo mass.

• Central galaxies typically stay very close to equilibrium at redshifts I . 2 – that is to
say, inflow rates balance star formation and outflows. For those that do experience net gas
depletion, their expected depletion time-scales are longer (& 1.5 Gyr) than satellites.
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• Satellites experience increasing net gas depletion with increasing halo mass, with many
exhibiting expected depletion time-scales below 1 Gyr.

• While the lack of gas inflow to satellites in large group/cluster mass haloes could completely
explain their quenching, any sub-Gyr quenching time-scales require concurrent cold gas
removal.

In §5.4, we make use the O��W����� code to quantify the orbits of satellites in the �����
simulations. We use this orbital catalogue to analyse the properties of satellites as a function of
orbital time, defined by the time of first pericentric passage and normalised by orbital time-scale.

• Satellites begin their path to quiescence with the stripping of circum-galactic hot gas
at 2 � 3 virial radii from the host. This hot gas removal is most efficient in large group
and cluster environments ("200 & 1013.5

"�), and takes longer for high-mass satellites
("¢ & 1010

"�).

• The removal of this hot gas clearly correlated with (i) the onset of starvation – that is, a lack
of gas inflow to the ISM; and (ii) the onset of cold gas stripping, where there is no longer a
“buffer” between the ISM and surrounding intra-group/intra-cluster medium.

• In low-mass satellites, log("¢/M�) . 10, the suppression of gas inflow is typically
permanent after hot gas stripping, which normally occurs at first pericenter. In contrast,
some high-mass satellites, log("¢/M�) & 10, can maintain a small hot gas reservoir and
experience continued ISM gas accretion after first pericenter.

• The efficiency of cold gas stripping is periodic, peaking at pericenters where the relative
velocity between the satellite and intra-group/intra-cluster medium (and thus ram-pressure
force, %ram / E

2) is maximised.

• The gas metallicity of satellites in all mass samples increases dramatically (by & 0.5 dex)
around first pericenter. After this steep jump at first pericenter, gas metallicities increase
relatively slowly.

We also produce predictions for the expected quenching of satellites as a function of their
orbital time, split by stellar and halo mass:

• The average dwarf-mass satellite, log("¢/M�) 2 [8, 9), will be quenched just after
first pericenter in a small group-mass environment – log("200/M�) 2 [12.5, 13.5); and
will be quenched just prior to first pericenter in a large group/cluster environment –
log("200/M�) 2 [13.5, 15].
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• The average intermediate-mass satellite, log("¢/M�) 2 [9, 10), will be quenched sub-
sequent to a second pericenter in a small group-mass environment – log("200/M�) 2
[12.5, 13.5); and will be quenched just after first pericenter in a large group/cluster
environment – log("200/M�) 2 [13.5, 15].

• Only ⇡ 30% of high-mass satellites, log("¢/M�) 2 [10, 11), will be fully quenched even
after a second pericenter; while the average high-mass satellite will be quenched near first
apocenter in a large group/cluster environment – log("200/M�) 2 [13.5, 15].

By quantifying the different gas flows and processes involved in the quenching of satellites
along their orbits, our findings begin to break the degeneracy between different quenching
mechanisms. Our results highlight the fact that both starvation – a lack of gas inflow; and cold gas
stripping – direct gas removal from the ISM, occur simultaneously in satellites. The magnitude
of the influence of each mechanism is strongly dependant on the way in which one defines each
process – however we argue that each plays a comparable and necessary role in the eventual
quenching of satellites.
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6
������� & ���������� �������

This thesis has studied how gas flows at various scales influence the evolution of galaxies in a
theoretical context. We summarise the main findings of this work in §6.1, and outline future
scientific directions in §6.2.

6.1 SUMMARY OF CHAPTERS

This thesis has taken a theoretical approach to understand and quantify the gas flows that feed
galaxies. Through a series of Chapters, I used the ����� suite of simulations – where both DM
and gas are directly simulated – to produce a number of targeted predictions revealing the nature
of gas flows, and more broadly, the role they play in galaxy evolution. To achieve this, I developed
purpose-built and efficient code to analyse the movement of matter in and around haloes1 and
galaxies2 in hydrodynamical simulations (see §2.5.1 and §2.5.2 respectively). I summarise the
key findings of the thesis below:

• The accretion of gas onto haloes does not trace the accretion of dark matter to the level
of fidelity assumed in the past. We demonstrated that stellar feedback is responsible for a
suppression in halo-scale gas accretion rates of up to 1 decade relative to DM in haloes
below a mass of 1012M�; and that AGN feedback can prevent gas accretion to higher mass
haloes (& 1012.5M�) relative to DM by 30%. We found that the haloes experiencing a
suppression in gas accretion rates, on average, also exhibit significantly reduced CGM
baryon content. This highlights the dual role that feedback plays in regulating the evolution
of galaxies – in both directly removing baryonic matter, but also preventing its introduction
to haloes (Chapter 3).

1https://github.com/RJWright25/CHUMM

2https://github.com/RJWright25/hydroflow
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• The gas accreting onto haloes is much less likely to come in the form of mergers when
compared to DM. We show that this is a result of the reduced baryon content of low-mass
(. 1012M�) haloes compared to DM due to stellar feedback. When such haloes merge with
other haloes in a hierarchical growth scenario, primarily DM is contributed to the descendant
in comparison to baryonic matter, which was previously prevented from accumulating in
the progenitor (Chapter 3).

• The covering fraction ( 5cov) of gas accreting onto haloes – that is, the solid angle it occupies
around a given halo – is much higher for gas accreting in the hot mode (80%) compared
to the cold mode (50%); and that gas on first-infall to haloes is preferentially associated
with the cold mode. We demonstrated that this 5cov is influenced by AGN feedback in
haloes above 1012M�, where the solid angle available for accretion decreases by ⇡ 10%
when AGN feedback is included in the model. This suggests that there is a clear interaction
between feedback-driven outflows and the accretion of inter-galactic gas at the scale of the
halo (Chapter 4).

• The history of the gas accreting onto haloes is a very good predictor of its physical
properties. We show that gas on first-infall to a halo is metal-depleted by ⇡ 2 dex on
average when compared to gas that has been recycled through the halo, which mimics the
average metallicity of the CGM. We also demonstrate that the metallicity of the CGM is
very sensitive to the rate of first-infall gas accretion to the halo, which acts to dilute its
metallicity (Chapter 4).

• Both cold gas stripping and starvation of gas inflow play an important role in the quenching
of satellite galaxies in a group environment. We show that this path towards quiescence
begins with the removal of hot gas along the infall of the satellite to a host – which
becomes more efficient with increasing host mass, decreasing satellite mass, and increasing
orbital velocity. Once significant hot gas removal has occurred, the galaxy will experience
starvation – with no surrounding hot gas left to replenish the ISM reservoir. The depletion of
this hot gas reservoir also subsequently allows direct cold gas (ISM) stripping, the efficiency
of which is a strong function of host mass and satellite mass (Chapter 5).

• The number of orbits completed by a satellite is a very good predictor of its quenching,
even more so than time since infall. We found, on average, that dwarf-mass satellites,
log("¢/M�) 2 [8, 9), will be quenched just after first pericenter in a small group
environment – log("200/M�) 2 [12.5, 13.5); and will be quenched just prior to first
pericenter in a larger group/cluster environment – log("200/M�) 2 [13.5, 15]. Additionally,
we find that the average satellite with log("¢/M�) 2 [9, 10], will be quenched subsequent
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to second pericenter in a small group environment; and will be quenched just after first
pericenter in a large group/cluster environment. Lastly, we found that ⇡ 30% of massive
satellites, log("¢/M�) 2 [10, 11), will be quenched after second pericenter in a small
group environment; and in a large group/cluster environment, that massive satellites will be
quenched near to first apocenter (Chapter 5).

6.2 FUTURE DIRECTIONS

6.2.1 SEMI-ANALYTIC MODELS

One of the key findings of this thesis, as per the results in Chapter 3, is that the accretion of
gas to haloes does not trace the accretion of dark matter. This undermines one of the critical
assumptions behind many semi-analytic models of galaxy formation, and indicates that SAMs are
vastly over-estimating the rate of gas accretion to haloes (particularly for haloes below 1012M�).
This excess accretion of gas puts pressure on ejective feedback mechanisms in SAMs to remove
the overabundance of baryons, in line with observational inference.

While SAMs have had success in reproducing a number of calibrations from observations (e.g.
the stellar mass function, see Henriques et al. 2015; Lacey et al. 2016; Lagos et al. 2018b), it has
been shown that they do so for very different reasons compared to hydrodynamical simulations
(Mitchell et al., 2018). While the stellar mass function can be reproduced in SAMs; recent
literature has highlighted that other galaxy scaling relations, such as the mass-metallicity relation,
are more sensitive to how feedback is modelled (Lu et al., 2017; Agertz et al., 2020). Together
with our work, this literature suggests that strong ejective feedback in SAMs leads to an overly
steep mass-metallicity relation, where gas and its associated metal content is being over-zealously
ejected from low-mass galaxies.

Our results highlight that in order to accurately capture the physics of the
baryon cycle, semi-analytic models must account for preventative feedback – not
just at the galaxy-scale, but also at the halo-scale.

The preventative effect of stellar feedback is likely linked to the cumulative energy output of
previous generations of massive stars. A clear line of future research is to compare the baryon
fraction of the accreting matter with the cumulative injected energy by stellar feedback (in
absolute value and relative to the potential energy), and with exact star formation histories. These
comparisons are likely to offer clues as to how to improve the modelling of stellar feedback in
SAMs.
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6.2.2 HYDRODYNAMICAL SIMULATIONS

This thesis has exclusively focused on using the ����� simulations – one of several widely-used
modern cosmological hydrodynamical models in recent literature. Recent work by Davé et al.
(2020) and Mitchell et al. (2020a) has begun to suggest that while most modern cosmological
simulations can accurately predict the build-up of stellar mass in galaxies over time (top panel
of Figure 6.1), they do not predict a similarly uniform picture for galactic gas content3 (bottom
panels of Figure 6.1).

The middle and bottom panels of Figure 6.1 (adapted from Davé et al. 2020) demonstrate that
SIMBA, ����� (recalibrated) and TNG100 – both state-of-the-art hydrodynamical simulations –
do produce H� mass functions consistent with I = 0 observations, however at I = 2, show clear
systematic differences (up to 1 decade) between the abundance of galaxies with a given HI mass
in these models. Such differences are concerning considering the lack of observational constraints
at this epoch, and the fact that much of the stellar mass in galaxies is assembled in this period.
Clearly, the manner in which gas flows occur in these models is not consistent.

Figure 6.2, adapted from Mitchell et al. (2020a), starts to paint a picture as to the origin of the
discrepancies discussed in Figure 6.1. Comparing the I = 2 mass loading factor (outflow rate
normalised by star formation rate) at different spatial scales in the ����� and TNG100 simulations,
it is clear that ����� appears to predict an explosive stellar feedback scenario — where gas can
be ejected beyond a 50kpc radius from the galaxy. Comparatively, in the TNG100 simulation,
outflows typically do not reach beyond 50kpc, with the picture more closely resembling an efficient
“galactic fountain” recycling scenario.

In Chapters 3 & 4, I demonstrated the clear sensitivity of the CGM of galaxies to the gas
flows in and around haloes – both in terms of their baryon content and metallicity (see Figures
3.3 & 4.8). Interestingly, recent work by Davies et al. (2019c) has found that the CGM in haloes
below 1012M� compared between ����� and TNG100 have very different baryon content, which
Mitchell et al. (2020a) argue arise from the different stellar feedback implementations in these
simulations.

Our work demonstrates that the properties of the CGM are intimately tied to
the manner in which gas flows are modelled in simulations – even more so than
the properties of the embedded galaxies. In coming years, CGM observations
will thus comprise a very promising test-bed to assess the physical accuracy of
gas flows in the next-generation of galaxy formation simulations.

3We remark that while the disparity between different hydrodynamical simulations is significant, it is less dramatic
than that discussed with regard to semi-analytic models in §1.4.
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Figure 6.1: The I = 0 stellar mass function (top panel), and I = 0 & I = 2 HI mass functions (middle and bottom
panels) for galaxies in SIMBA (Davé et al., 2019), EAGLE (Schaye et al., 2015), and TNG100 (Pillepich et al., 2018).
Figure adapted from Davé et al. (2020).
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Figure 6.2: The I = 2 mass loading factor in the ����� (Schaye et al., 2015) and TNG100 (Pillepich et al., 2018)
simulations. Figure adapted from Mitchell et al. (2020a).

With this idea, investigating the scale of metal-enrichment in the CGM – particularly studying
how angular and radial variations would manifest in discrete sight-line observations – could
constitute a robust test of model accuracy. Recent comparisons with stacked X-ray maps from
e-ROSITA show that neither the ����� nor TNG100 simulations accurately reproduce the gas
content of group and cluster haloes, particularly at large radii (Chadayammuri et al., 2022). This
work suggests that these simulations may rely too heavily on ejecting CGM gas from haloes,
which supports our conclusion that detailed studies of the CGM in simulations are likely the most
promising avenue to pinpoint flaws in one of the most critical physical models in the simulations –
stellar feedback.

A promising future observational mission is the LUVOIR (Large UV/Optical/Infrared
Surveyor), slated to provide spectroscopic sensitivity in the UV enhanced by 30 � 100 times
compared to the HST/Cosmic Origins Spectrograph instrument (The LUVOIR Team, 2019).
New ways of probing the CGM continue to be proposed and tested, for instance using fast radio
bursts (FRBs; Macquart et al. 2020), and observations of LyU and metal-lines in emission (see
overview and predictions in Lokhorst et al. 2019 and Augustin et al. 2019). With such endeavours
in coming years, it will become possible to begin favouring particular gas assembly and recycling
scenarios as predicted by modern cosmological simulations. Such predictions are imperative
to connect state-of-the-art observations with the baryon cycle, and to provide guidance for the
next-generation of cosmological galaxy formation simulations.
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A.1 FIELD HALO MASS DISTRIBUTIONS

With the aim of providing the reader a measure of the sample sizes we use to draw conclusions
from, we show in Figure A.1 the number of field haloes as a function of halo mass for various
runs used throughout Chapter 3. The bin size we use is identical to that used throughout the rest
of Chapter 3.

Figure A.1: The number of field haloes in a selection of runs as a function of halo mass for 4 redshifts: I = 0.1 (top left
panel), I = 1 (top right panel), I = 2 (bottom left panel), and I = 3.5 (bottom right panel). In each panel we show
data for (i) ����� L50N752-REF (black), (ii) ������ L32N512-NONRAD (khaki), (iii) ����� L25N752-RECAL
(blue), and (iv) ����� L25N376-REF (grey). Any alternative physics runs in Table 2.1 with 50 (25) Mpc box size show
similar halo mass distributions as L50-REF (L25-REF). We use 36 equally log-spaced bins from "halo = 106

"� to
"halo = 1015

"� , corresponding to a bin size of 0.25 dex.
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APPENDIX A. CHAPTER 3 SUPPLEMENTARY MATERIAL

A.2 RESOLUTION CONVERGENCE

Schaye et al. (2015) introduced the concept of “strong” and “weak” convergence tests. Strong
convergence refers to the case where a simulation is re-run at higher resolution, with both better
mass and spatial resolution, adopting exactly the same sub-grid physics models and parameters.
Weak convergence refers to the case when a simulation is re-run at higher resolution, with
parameters changed in order to achieve the best level of agreement with the adopted calibration
diagnostics (in the case of �����, the I = 0.1 galaxy stellar mass function, stellar mass–size
relation, and stellar mass-black hole mass relation).

With this purpose, two higher-resolution versions of ����� were introduced by Schaye et al.
(2015), both in a box of side-length 25 cMpc containing 2⇥7523 particles. These simulations have
higher mass (spatial) resolution than the intermediate-resolution of the L50-REF simulation by a
factor of 8 (2). The ����� L25N752-REF run adopts identical parameters to the standard resolution
reference runs, whereas L25N752-RECAL has 4 parameters that were recalibrated to reproduce
I = 0 observables above (see Table 2.1). Hence, a comparison between L25N376-REF and
L25N752-REF represents a strong convergence test, while a comparison with L25N752-RECAL
represents a weak convergence test. Here, we compare with both high resolution runs to examine
the convergence of our results relating to gas and dark matter accretion rates.

Figure A.2 shows accretion rates (left) and inflow baryon fractions (right) as a function of
halo mass for the L25N752-RECAL, L25N752-REF and L50-REF. Focusing on raw accretion
rates (left panels), DM accretion rates agree very well between different resolutions, and show
very little spread (. 0.5 dex across all halo masses), while gas accretion rates are systematically
enhanced in L25N752-REF and L25N752-RECAL compared to L50-REF by ⇡ 0.1�0.2 dex. The
spread in gas accretion rates increases towards lower halo masses for the 3 runs shown, however
the magnitude of the spread at a given halo mass is less in the higher resolution runs.

In the right panels we illustrate 5b, inflow using our primary FOF method (solid lines), and also
using the '200 spherical overdensity method (for L50-REF and L25N752-RECAL). Similar to
raw accretion rates, we see that baryon accretion rates relative to DM are systematically enhanced
in L25N752-REF and L25N752-RECAL compared to L50-REF by ⇡ 0.1 � 0.2 dex (the offset
fairly steady over halo mass). We see the same enhancement of gas accretion using our '200

method, indicating that this result is not a consequence of methodology, and is rather a meaningful
reflection of the different accretion rates between the simulations. Although enhancement of gas
accretion is seen with higher resolution, the decrease in gas accretion relative to DM at low halo
mass remains significant nonetheless. We therefore remain confident in our conclusions regarding
5b, inflow using the standard resolution L50-REF run.
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Figure A.2: Left panels: Inflow rates (top) and log-spaced 16th � 84th percentile scatter (bottom) as a function of
halo mass for gas (solid lines) and DM (dashed lines), for the standard resolution ����� L50N752-REF box (black)
and 2 higher resolution boxes: L25N752-RECAL (blue) and L25N752-REF (orange). Right panels: inflow baryon
fractions (top) and log-spaced 16th � 84th percentile scatter (bottom) as a function of halo mass, for the same runs. We
also compare the baryon fractions from an '200 inflow algorithm for the L50N752-REF and L25N752-RECAL runs
(densely dotted lines). The scatter/spread is calculated as log10 (%84/%16), where %84 and %16 refer to the 84th and
16th percentiles respectively. Line transparency has been increased where the accretion rates have been calculated from
a bin in which more than 50% of haloes were subject to an accretion flux of less than 50 particles. We see similar
results for DM inflow rates irrespective of resolution, and the same trend for gas accretion onto be suppressed at lower
halo masses. We do, however, observe that both higher resolution runs exhibit enhanced gas accretion rates. The spread
is reduced in low mass haloes in the high resolution runs.

Enhanced gas accretion rates in the higher resolution runs offers an explanation for differences
between these two simulations previously reported. Figure 11 in Schaye et al. (2015) and Figure
B1 in Collacchioni et al. (2020) show enhanced sSFRs and accretion rates onto galaxies that leads
to star formation, respectively, in the L25N752-RECAL run relative to the 100 Mpc reference
box for galaxies in the stellar mass range "¢ . 1010

"�. These enhancements are likely the
consequence of the enhanced baryon inflow rate at the halo level, which increases the abundance
of gas available for eventual star formation.

Based on the findings in Figure A.2, we conclude that there is strong/weak convergence
between L50-REF and L25N752-REF/L25N752-RECAL when measuring DM accretion rates,
but slight tension when comparing gas accretion rates (which is similar when using recalibrated
parameters compared to reference parameters). We argue, however, that this quantitative tension
does not qualitatively change our conclusions, and find that there is still significantly reduced
inflow baryon fractions in low mass haloes.
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A.3 TEMPORAL CONVERGENCE

As explained in §2.5, our accretion rates are calculated over a finite time interval – meaning that
they are sensitive to the choice of �C. In the case of �����, we elect to use adjacent snapshots to
constitute the time interval for accretion (corresponding to a �C value closest to �C ⇡ 1 Gyr at
I ⇡ 0, or, more generally, �C ⇡ 0.5 � 1 ⇥ Cdyn). We would consider our results to be converged if
our accretion rates represent an accurate time-integrated measure of matter inflow, with minimal
contribution from stochastic particle accretion and outflow events over short timescales (⌧ Cdyn).
Figure A.3 shows accretion efficiencies at I ⇡ 0 in the L32-NONRAD run as a function of halo
mass, for a number of different �C interval lengths to investigate the sensitivity of our algorithm
to the time interval. We find with adiabatic physics that accretion rates converge towards longer
intervals, with shorter �C intervals leading to higher instantaneous accretion rates. This is likely a
consequence of more stochastic inwards crossings of the FOF boundary over shorter timescales,
while longer �C intervals yield a more accurate time integrated accretion rate.

Given our temporal convergence test in Figure A.3 using L32-NONRAD, we can be confident
that our calculations in ����� using longer �C intervals have converged towards accurate time
integrated accretion rates. This is further evidenced in the convergence tests presented in Mitchell
et al. (2020b), who show a similar trend using full ����� physics. It should also be noted that

Figure A.3: Inflow efficiencies (calculated using a ������-SPH based non-radiative 32Mpc box with 5123 DM and gas
particles) as a function of "200 for a collection of �C values (all intervals ending at I ⇡ 0). Shorter accretion intervals
show increased instantaneous accretion flux, while efficiencies appear to converge towards correct time-integrated
inflow flux when we use longer �C values, & 1 Gyr, at I ⇡ 0. A similar result is found using full ����� physics in
Mitchell et al. (2020b).
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the behaviour of accretion efficiency with halo mass remains identical comparing different �C
values, albeit with different normalisation – meaning that even if the interval we used did not
yield accurate time-converged accretion rates, our qualitative results would not be significantly
influenced.

A.4 FOF INFLOW COMPARED TO SPHERICAL INFLOW

Figure A.4 illustrates the behaviour of our primary FOF-based accretion algorithm (solid black
line) compared to an '200 spherical mass flux based calculation (coloured lines representing
inflow over a collection of fractional '200 spheres). We also show accretion efficiencies if
when not including accretion rates to satellite subhaloes (dotted line) compared to the standard
FOF algorithm (which includes accretion onto satellites). We note that the FOF algorithm
neglecting satellite accretion agrees very well with accretion flux to the '200 sphere (purple line).
Unsurprisingly, including accretion onto satellites increases accretion rates, particularly for higher
mass haloes ("halo & 1011.5

"�), which are host to more substructure. This increase compared to
'200-based inflow is small, of order ⇡ 0.1 � 0.2 dex. This comparison gives us confidence in our
results, indicating that the influence of the method is both minimal and predictable.

Figure A.4: Inflow efficiencies at I ⇡ 0 for the L50-REF box over a collection of '200 fractional spheres (coloured
lines), compared to (i) FOF inflow including satellites (our primary method, black solid line), and (ii) FOF inflow onto
only the central subhalo (i.e. neglecting satellites, black dotted line). Line transparency has been increased where the
average efficiency has been calculated from a bin in which more than 50% of haloes were subject to an accretion flux
of less than 50 particles. When we only include accretion onto the central subhalo, we also see good agreement with
the '200 calculation to within 0.1 dex for halo masses above 1011.5

"� .
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B.1 MAXIMUM TEMPERATURE OF ACCRETING GAS

Figure B.1 illustrates the mass-weighted PDF of the maximum temperature gas particles reached
prior to accretion at I ⇡ 0 (left panel) and I ⇡ 2 (right panel) in L50-REF. We use haloes in the
mass band between 1012

"� and 1012.5
"� , and split the accreting particles based on their inflow

channel. We quantify the amount of gas heated by stellar feedback by identifying gas particles

Figure B.1: The mass-weighted PDF of pre-accretion gas )max values in L50-REF, split by history-based accretion
mode. The PDF is shown for I ⇡ 0 in the left panel, and I ⇡ 2 in the right panel, and includes all gas particles accreting
to haloes in the mass range 1012

"� < "halo < 1012.5
"� . These distributions reflect the maximum temperatures that

gas particles had reached prior to accretion. We also included the mass-weighted median )max values as dashed lines.
We quantify the amount of gas heated by stellar feedback by identifying gas particles with )max values in a band of
0.1 dex close to the �)SN value of 107.5K, quoted in the legend.
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with )max values in a band of 0.1 dex close to the �)SN value of 107.5K, and quote this proportion
as a fraction of mass in the legend.

Encouragingly, we find that the first-infall mode has a very small proportion of contamination
by stellar feedback at ⇡ 1 � 1.5% for both redshift selections. In comparison, 12 � 13% of
pre-processed accreting gas mass has been directly affected by stellar feedback. We believe the
slight contamination in the first-infall mode could be a result of the simulation cadence – if a
particle was accreted onto a halo and swiftly ejected within the gap between simulation outputs,
our algorithm would not identify the particle as “processed”.

The significant proportion of pre-processed and merger gas with )max values near the �)SN

value highlights the value in separating inflow modes based on current temperature (as in Correa
et al. 2018b) as opposed to their )max value. Using a )max cutoff would not allow particles to cool,
and does not reflect the extent of the heating we aim to quantify.

B.2 CONVERGENCE OF COVERING FRACTIONS

In Figure B.2, we compare total covering fractions and accretion efficiencies of haloes (in the
mass range 1012

"� � 1014
"�) in the L50-OLDSPH and L25-RECAL runs to the reference

physics run (L50-REF). This allows us to measure the influence of SPH implementation and mass
resolution respectively on values of 5cov (defined in Equation 4.6 and total accretion rates.

The L50-OLDSPH ����� run (see Schaller et al. 2015) uses an older density-SPH formulation,
which is known for its weakness at modelling discontinuities and mixing (e.g. Agertz et al. 2007).
Given the established mixing problems and expectation for more “clumpy” structure formation
in this run, we compare the covering fraction of inflow between this run and the L50-REF run
in the top left panel of Figure B.2. We find that across cosmic time, gas accretion onto haloes
is marginally (but significantly) more collimated than accreting gas in L50-REF by ⇡ 5 � 10%.
Over the same time interval, we find that haloes in the relevant mass range show similar total
accretion efficiencies (bottom left panel). Interestingly, despite the differences we find in the
spatial distribution of accreting gas, Schaller et al. (2015) show that most galaxy properties are
not heavily influenced by the choice of SPH solver. This indicates that it is total gas accretion rate
(and not necessarily its spatial characteristics) that plays the dominant role in shaping halo and
galaxy properties in cosmological-scale simulations.

Schaye et al. (2015) introduced the concept of “strong” and “weak” convergence tests. Strong
convergence refers to the case where a simulation is re-run at higher resolution, with both better
mass and spatial resolution, adopting exactly the same sub-grid physics models and parameters.
Weak convergence refers to the case when a simulation is re-run at higher resolution but the
sub-grid parameters are recalibrated to recover, as best as possible, the level of agreement with the
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adopted calibration diagnostic (in the case of �����, the I = 0.1 galaxy stellar mass function and
stellar size-mass relation of galaxies). With this purpose, two higher-resolution versions of �����
were introduced by Schaye et al. (2015) – both in a box of (25 cMpc)3 with 2 ⇥ 7523 particles.
These simulations have better mass and spatial resolution than the intermediate-resolution of the
L50-REF simulation by factors of 8 and 2, respectively.

We check the weak convergence of our 5cov parameter by using the L25N752-RECAL run
(top right panel, Figure B.2), with 4 recalibrated parameters that were tuned to reproduce the
I = 0 observables above. In this mass range we see that within the bootstrap-generated uncertainty
on the median 5cov value over redshift, the covering fraction of accreting gas in L25-RECAL and
L50-REF are largely consistent. At high redshift, I & 1, covering fractions in L25-RECAL may
be marginally lower than we find in L50-REF, however it is difficult to ascertain the significance
of this disparity with the limited number of sufficiently sized haloes in L25-RECAL. We thus
conclude that covering fractions appear to be consistent between L25-RECAL and L50-REF,
indicating that there is weak convergence in the 5cov parameter.

Figure B.2: Top panels: The median covering fraction, 5cov, of gas accreting to selected ����� haloes as a function
of the scale factor, 0 = 1/(1 + I), comparing L50-REF with L50-OLDSPH in the left panel and L50-REF with
L25-RECAL in the right panel. We note this 5cov in this plot is not broken down into different modes of accretion, but
is calculated for all accreting particles regardless of their history or temperature. Haloes are included at each snap if
they are (i) within the mass range 1012

"� . "halo . 1014
"� , and (ii) have accreted � 103 gas particles since the

last snapshot. Bottom panels: the median halo-scale gas accretion efficiency (using the same halo selections as above)
as a function of scale factor, comparing L50-REF with L50-OLDSPH in the left panel and L50-REF with L25-RECAL
in the right panel. In each panel, we also include the bootstrap-generated 95% confidence interval on the median from
100 resamples of the median, with half of the respective populations.
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