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Abstract

Quantum walks, as the quantum analogue of classical walks, have markedly differ-

ent properties that have been exploited in quantum algorithms to provide speedups

relative to classical algorithms. However, the physical implementation of a quan-

tum walk usually involves a reformulation in terms of the quantum circuit model,

in order for it to be realized efficiently. This thesis focuses on applying analytical

and numerical techniques to the problem of designing quantum circuits for quantum

walks of different types. We first present a review of the quantum circuit model and

three different types of quantum walks (namely the coined quantum walk model,

the Szegedy quantum walk model and the continuous-time quantum walk model),

followed by a precise definition of efficiency for quantum circuit implementations

of quantum walks. We then develop efficient quantum circuit implementations of

continuous-time quantum walks using diagonalization of the Hamiltonian. Specif-

ically, we find that circulant graphs and some classes of composite graphs can be

implemented efficiently in this way. Next, for the Szegedy quantum walk model,

we provide a theoretical framework for the development of efficient quantum cir-

cuits. We then apply the formalism to a wide variety of classes of graphs, including

cyclic permutations, complete bipartite graphs, tensor product graphs, and weighted

interdependent networks, and to the implementation of the quantum Pagerank algo-

rithm. We also investigate the application and optimisation of numerical techniques

(specifically, the cosine-sine decomposition) to the more general problem of imple-

menting a unitary matrix. Lastly, we discuss design principles for the development

of efficient quantum circuit implementations of quantum walks of different types,

providing some intuition to how such implementations are derived.
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Chapter 1

Introduction

The discovery of Shor’s algorithm for factoring large numbers in 1994 [1] has gen-

erated much interest in the field of quantum computation, as it holds the promise

of solving problems that are considered intractable on a classical computer. Since

then, applications of quantum computing in cryptography [2–4], linear algebra [5–7],

graph theory [8–10], quantum simulation [11–16], and many other fields have been

found. However, quantum algorithms are only useful in practice if we are able to

realise them efficiently on a quantum computer.

Firstly, in order to define a computational process on a quantum computer, we

need to choose a fixed model of computation that is universal, namely it can be used

to express any given computational process in terms of basic elements. There are a

myriad of different models of quantum computation, each useful for solving certain

kind of problems and for ease-of-implementation on certain physical platforms. Some

examples are the quantum circuit model [17–20], the adiabatic model [21–23], the

topological model [24–26], quantum Turing machines [27, 28], and quantum walks

[29–34], with the quantum circuit model being the most widely used [35].

Quantum walks have been useful for designing quantum algorithms that exhibit

speedups over the best classical algorithms to address a wide array of problems,

e.g. spatial searching [36], the graph isomorphism problem [8], traversal of a graph

[32, 37], and network analysis [9, 10]. However, a fundamental issue with adopting

quantum walks directly as a model of quantum computation is that the vertices in

a quantum walk form the basis of the Hilbert space. This implies that as the size

of the Hilbert space scales exponentially, the number of physical vertices required

for the quantum walk also scales exponentially. This lack of scalability makes the

1



quantum walk model not directly useful as a physical model [35]. However, this can

be avoided by reformulating a given quantum walk in terms of a different model of

quantum computation, most notably the quantum circuit model [32, 38–44], which

is used as a bridge to implement quantum walk-based algorithms.

There are two approaches to quantum circuit design for a given quantum walk

(or quantum algorithms in general): analytical methods [32, 38–41, 43, 44] and nu-

merical methods (more commonly referred to as quantum compilation) [42, 45–51].

Analytical methods provide an efficient quantum circuit implementation for a spe-

cific class of quantum walks. In contrast, numerical quantum compilation provides

a quantum circuit implementation for any quantum walk, but it is rarely as effi-

cient as analytical methods when applied to the same problem. Hence, there exists

a trade-off between scope and efficiency between analytical methods and quantum

compilation.

For analytical methods, the methodology (and definition of efficiency) tends

to differ depending on the type of quantum walk being studied. There are two

broad classes of quantum walks: discrete-time quantum walks (DTQWs) [29, 34, 52]

and continuous-time quantum walks (CTQWs) [30], both taking place in a discrete

position space. The CTQW, introduced by Farhi and Gutmann [30], is based on

evolving a quantum state according to the Schrödinger equation. There are several

different models used to define a DTQW. The most well-studied one is the coined

quantum walk model introduced by Y. Aharonov et al [29], which utilises the tensor

product of two Hilbert spaces (the vertex space and the coin space) as the state

space. An alternative to the coined quantum walk model is the Szegedy quantum

walk model introduced by M. Szegedy [33, 34], which under some conditions can be

viewed as equivalent to the coined quantum walk model [53, 54]. A DTQW model

(called the scattering quantum walk) based on analogy to optical inferometers has

also been proposed by M. Hillery et al [52]. All of the models discussed have been

applied to a wide variety of problems–for example, the CTQW model has been

applied to the graph isomorphism problem [55, 56], whereas the Szegedy model for

the discrete-time quantum walk has been used to determine the relative importance

of nodes in a graph [9, 10]. In this thesis, we primarily study the discrete-time

Szegedy walk model and the CTQW model.

A substantial amount of work has been done on implementing CTQWs effi-

ciently using quantum circuits, typically considered under the more general prob-
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lem of Hamiltonian simulation. Henceforth, except where mentioned, we will treat

the problem of implementing CTQWs on graphs as being synonymous to Hamil-

tonian simulation, to avoid a mixture of terminology. Two classes of graphs are

considered separately: sparse graphs [32, 57–63] and dense graphs [58, 64]. Most of

the literature has focused on lowering the complexity of sparse graph implementa-

tion, although there have been specific non-sparse graphs that have been mentioned

to have an efficient implementation [64, 65]. A major limitation on implementing

CTQWs in general (sparse and non-sparse) is the no-fast-forwarding theorem [57,

64], which implies that, in general, the complexity of implementing CTQWs scales

at least linearly with the time t. However, there still exists specific classes of graphs

that can be simulated in sublinear or even constant time, i.e. graphs for which their

time-evolution can be fast-forwarded, as pointed out in [64]. In chapter 3, we will

examine some classes of graphs for which this is possible, giving explicit quantum

circuit implementations for each class of graphs.

The Szegedy quantum walk model, having only been introduced slightly over

a decade ago [33, 34], is not as well-studied compared to CTQWs or the coined

DTQW model. Chiang et al [40], using results from Grover [66], developed quantum

circuits for Szegedy walks corresponding to sparse transition matrices. In chapter

4, we consider families of Szegedy walks (for which the transition matrices are not

necessarily sparse) for which the evolution operator can be realised efficiently using

a quantum circuit.

For quantum compilation, there are two types of methods: approximate syn-

thesis, and exact synthesis. Given some desired unitary operation U , approximate

synthesis generates a quantum circuit that yields a unitary operator Ũ such that

Ũ is within some distance ε from U . On the other hand, exact synthesis generates

a quantum circuit that gives U exactly. For exact synthesis, the method of choice

varies depending on whether we restrict ourselves to a finite set of universal gates

[50, 67, 68] or are allowed to use any arbitrary set of quantum gates that are well-

defined [19, 42, 45, 48, 69, 70]. In the latter category, Chen and Wang [48] recently

developed a quantum compiler (called Qcompiler) that is based on the cosine-sine

decomposition scheme [71, 72]. The gate count for the cosine-sine decomposition

scales with the number of qubits n as O(4n) [73, 74] in general. That is, it scales

exponentially with the number of qubits, which is highly undesirable. Hence, in

chapter 5, we develop an optimised quantum compiler (called OptQC ) based on

3



Qcompiler by using permutation matrices in such a way that reduces the overall

cost of the final quantum circuit, on a case-by-case basis.

The remainder of the thesis is structured as follows. Chapter 2 outlines the math-

ematical framework for the quantum circuit model and the quantum walk model,

as well as providing a more precise definition of the problem. We then investigate

efficient quantum circuit implementations of CTQWs using Hamiltonian diagonal-

isation in chapter 3, which enables us to fast-forward simulation of some CTQWs

to achieve a complexity independent of the time t parameter. Using this, we pro-

vide efficient implementations for the CTQW time-evolution operator on circulant

graphs and some classes of composite graphs. In chapter 4, we introduce a theoreti-

cal framework for constructing efficient quantum circuit implementations of Szegedy

quantum walks, which are formed by quantising classical Markov chains. In par-

ticular, we apply this framework to the class of Markov chains that possess cyclic

symmetry, and then apply this scheme to simulate Szegedy walks used in the quan-

tum Pagerank algorithm for some classes of non-trivial graphs. Next, in chapter 5,

we discuss the task of constructing a generic quantum compiler using the cosine-

sine decomposition and optimising the decomposition using permutation matrices.

Lastly, we consider the broader question of design principles that govern efficient

quantum circuit implementations for the different kinds of quantum walks in chapter

6. The thesis concludes in chapter 7.
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Chapter 2

Theory

In this chapter, we provide a brief introduction to the quantum circuit model and

the quantum walk model in section 2.1 and 2.2, respectively. Subsequent chapters

will utilise the definitions to formulate quantum walks in terms of quantum circuits.

We also provide a more precise statement of the problem in section 2.3.

2.1 Quantum circuits

Following [70], to satisfy the three postulates of quantum mechanics, there are three

fundamental elements in a quantum circuit: qubits, quantum gates, and quantum

measurements.

2.1.1 Qubits

Postulate 2.1. Associated to any isolated physical system is a complex vector space

H with inner product (that is, a Hilbert space) known as the state space of the system.

The system is completely described by its state vector |ψ〉, which is a unit vector in

the system’s state space, i.e. 〈ψ|ψ〉 = 1 and |ψ〉 ∈ H.

Qubits (short for quantum bits) are the quantum analogue of classical bits, in

that they both represent the state of the system under study. As with classical

bits, there are two orthogonal basis states {|0〉, |1〉} (called the computational basis

states). The key difference is that qubits can exist in a complex superposition of

basis states. For a single qubit, its state can always be written in the generic form

|ψ〉 = α0|0〉+α1|1〉, with the normalisation constraint |α0|2+|α1|2 = 1. Using matrix
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notation, it is common to write this in (column) vector form as |ψ〉 = [α0, α1]T where

the basis states are |0〉 = [1, 0]T and |1〉 = [0, 1]T .

For a sequence of n qubits, there are 2n distinct computational basis states.

Notationally, the computational basis state |s1s2 . . . sn〉 denotes the basis state with

the first qubit in the state |s1〉, the second qubit in the state |s2〉, and so on. If

we have sequence of n qubits with states |ψ1〉, |ψ2〉, . . . , |ψn〉 respectively, we can

collectively write the state as:

|ψ〉 = |ψ1〉 ⊗ |ψ2〉 ⊗ . . .⊗ |ψn〉, (2.1)

where ⊗ denotes the tensor product. However, this only applies to a sequence of

qubits with separable states, i.e. the state of one qubit is not dependent on the state

of any other qubit. For example, the general state of a 2-qubit sequence is:

|ψ〉 = α00|00〉+ α01|01〉+ α10|10〉+ α11|11〉, (2.2)

where {|00〉, |01〉, |10〉, |11〉} is the computational basis. The general form of a sep-

arable state in a 2-qubit sequence is thus:

|ψsep〉 = (α0|0〉+ α1|1〉)⊗ (β0|0〉+ β1|1〉) (2.3)

= α0β0|00〉+ α0β1|01〉+ α1β0|10〉+ α1β1|11〉. (2.4)

However, the Bell state [75]:

∣∣Φ+
〉

=
1√
2

(|00〉+ |11〉) , (2.5)

cannot be written as a tensor product of single qubit states, so it is not a separable

state. In the state |Φ+〉, a measurement of |0〉 for the first qubit implies that we

will necessarily measure |0〉 for the second qubit. Similarly, if we measure |1〉 for the

first qubit we will necessarily measure |1〉 for the second qubit.

In a physical system, a qubit can be realised by any quantum system with two

orthogonal states. Some examples are: energy levels of a quantum simple harmonic

oscillator [76], location or polarisation of a single photon [77, 78], atomic spin [79–

81], and spin states of quantum dots [82].
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U1

•

U2

•
Figure 2.1: Example of a controlled unitary gate on 6 qubits.

2.1.2 Quantum gates

Postulate 2.2. The evolution of a closed quantum system is described by a unitary

transformation U , i.e. U †U = I, where U † denotes the conjugate transpose of U .

That is, the initial state |ψ〉 of the system is evolved to the new state |ψ′〉 by applying

unitary operator U , i.e. |ψ′〉 = U |ψ〉.

Quantum gates are the quantum analogue of logic gates in classical computing,

in that they are both used to evolve the state of the system in some prescribed

fashion. As a consequence of the unitarity requirement in Postulate 2.2, all quantum

gates (and therefore any quantum computation aside from measurement, see section

2.1.3) are reversible, since the inverse operation of a quantum gate is given by its

conjugate transpose. There are a number of quantum gates that are commonly used

in the literature [17, 19, 20]. Table 2.1 and 2.2 provides a list of these gates, with

their corresponding diagrammatic representation and matrix representation of the

operator.

The CNOT and Toffoli gate in Table 2.2 are examples of the general class of

controlled unitary gates. There are two sets of qubits in a controlled unitary gate:

the set of control qubits and the set of target qubits. The controlled unitary gate

applies a specified unitary operation to the set of target qubits, conditional on

the control qubits being in a specified state—if the condition is not met, then the

controlled unitary gate leaves the target qubits unchanged. In the example shown

in Figure 2.1, the unitary operations U1 and U2 are applied to qubits 1 and 3–4

respectively if qubit 2 is in the |0〉 state and qubits 3 and 6 are in the |1〉 state.

In a quantum circuit, quantum gates in the same column are composed using

the tensor product ⊗, in the top to bottom order of the gates. By convention, time

flows from left to right in a quantum circuit, so the first column is applied first,
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Gate name Symbol Diagram Matrix representation

Identity gate I2

[
1 0
0 1

]

NOT gate or Pauli-x gate NOT or σx ×
[

0 1
1 0

]

Pauli-y gate σy σy

[
0 −i
i 0

]

π gate or Pauli-z gate π or σz π

[
1 0
0 −1

]

Hadamard gate H H
1√
2

[
1 1
1 −1

]

Rotation gate Ry(θ) Ry

θ

[
cos(θ) −sin(θ)
sin(θ) cos(θ)

]

Phase gate R(φ) or Rz(φ) R

φ

[
1 0
0 eiφ

]

General phase gate R(φ1, φ2) R

{φ1, φ2}

[
eiφ1 0
0 eiφ2

]

Table 2.1: Single qubit gates.

the second column applied second, and so on. Figure 2.2 shows an example of a

quantum circuit with three columns, for which the unitary operator U for the whole

circuit is given by:

U = T · (S ⊗ I2) · (CNOT⊗H) . (2.6)

2.1.3 Quantum measurements

Postulate 2.3. Quantum measurements are described by a collection {Mm} of mea-

surement operators satisfying the completeness relation
∑

m

M †
mMm = I. These are

operators acting on the state space H of the system being measured. The index m
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Gate name Symbol Diagram Matrix representation

Controlled-NOT gate CNOT •
[
I2 0
0 σx

]

SWAP gate S ×

×




1 0 0
0 σx 0
0 0 1




Toffoli gate T •
•

[
I6 0
0 σx

]

Table 2.2: Multiple qubit gates (matrices written in block-matrix form).

• × •
× •

H

Figure 2.2: An example of a quantum circuit.

refers to the measurement outcomes that may occur in the experiment. If the state of

the quantum system is |ψ〉 immediately before the measurement then the probability

that result m occurs is given by p(m) = 〈ψ|M †
mMm|ψ〉 and the state of the system

after the measurement is Mm|ψ〉√
p(m)

.

Upon measurement of a single qubit with state |ψ〉 = α0|0〉 + α1|1〉 in the com-

putational basis (i.e. using the measurement operators {|0〉〈0|, |1〉〈1|}), the qubit

collapses into the |0〉 state with probability |α0|2, or into the |1〉 state with proba-

bility |α1|2—hence the necessity of the normalisation requirement |α0|2 + |α1|2 = 1.

Note that, unlike quantum gates, measurement operators are not unitary operators,

since they do not perform a 1-to-1 operation—as such, they are also not time-

reversible. Figure 2.3 shows the diagrammatic representation of a measurement

gate in a quantum circuit.

. . .

Figure 2.3: Measurement gate in a quantum circuit.
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2.2 Quantum walks

As outlined in chapter 1, we primarily study the CTQW model and the (discrete-

time) Szegedy walk model in this thesis. In order to define either model, we introduce

some graph theory preliminaries below in section 2.2.1. Proper definitions for the

CTQW model and the Szegedy quantum walk model are then provided in sections

2.2.2 and 2.2.3 respectively. For completeness, we also introduce the coined quantum

walk in section 2.2.4, which we will discuss further in chapter 6. Further detail

regarding efficient quantum circuit implementation can be found in [39] and [41],

the latter of which is reproduced in Appendix A.

2.2.1 Graph theory

A graph has two basic elements: vertices that represent discrete states and edges

representing connections between vertices. We denote a graph G as G(V,E), where

V = {v1, . . . , vN} and E = {(vi, vj), . . . , (vk, vl)} are the vertex and edge set of the

graph respectively. Any graph is fully described by its N -by-N adjacency matrix A,

which is defined as:

Ai,j =





1 (vi, vj) ∈ E

0 otherwise.

(2.7)

A graph G is undirected if its adjacency matrix is symmetric (A = AT ), i.e. if

(vi, vj) ∈ E then necessarily (vj, vi) ∈ E also. Directed graphs, on the other hand,

do not have a symmetric adjacency matrix (A 6= AT ). Weighted graphs are a

generalisation of equation (2.7), allowing for any real value in any entry of the

adjacency matrix. For an undirected graph G, the degree di of a vertex vi is the

number of undirected edges connected to vi, that is:

deg(A)i = di =
N∑

j=1

Aj,i. (2.8)

For any undirected graph, the Laplacian L of the graph is defined as L = D − A,

where D is the diagonal matrix with Di,i = deg(A)i. An undirected graph is called a

degree-regular graph with degree d iff every vertex in the graph has the same degree

d, i.e. deg(A)i = d ∀i ∈ {1, . . . , N}. For directed graphs, there are two types of

degree: in-degree and out-degree, which are the number of edges pointing towards
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and away from a vertex respectively. Mathematically, this becomes:

indeg(A)i =
N∑

j=1

Aj,i (2.9)

outdeg(A)i =
N∑

j=1

Ai,j. (2.10)

2.2.2 Continuous-time quantum walks

The CTQW model, introduced by Farhi and Gutmann in 1998 [30], is a continuous-

time (i.e. t ∈ R) model for quantum walks. The state of the system in a CTQW is

described by a state vector |ψ(t)〉 in the Hilbert space H of dimension N spanned by

the orthonormal basis states {|0〉, |1〉, . . . , |N − 1〉} corresponding to vertices in the

graph. Hence, an arbitrary state vector |Ψ〉 ∈ H can be written as |Ψ〉 =
N−1∑

i=0

ai|i〉,

where ai ∈ C. The time-evolution of the state |ψ(t)〉 is governed by the time-

dependent Schrödinger equation:

i
d

dt
|ψ(t)〉 = H|ψ(t)〉, (2.11)

where the Hamiltonian H is a Hermitian operator, i.e. H = H†. The formal solution

to this equation is |ψ(t)〉 = U(t)|ψ(0)〉, where:

U(t) = exp(−itH), (2.12)

is the time-evolution operator, which is what we want to implement efficiently using

the quantum circuit model of computation. In order to perform a CTQW on a given

graph, we choose the Hamiltonian H to be directly related to the graph. Choice of H

varies in the literature between H = γ (D − A) [37, 83] and H = γA [30, 84], where

γ is the hopping rate per edge per unit time and D is an N -by-N (diagonal) degree

matrix as defined in section 2.2.1. For degree-regular graphs, the only difference

between the two choices is a global phase factor and a sign flip in t, which does not

change observable quantities [85]. However, the two choices will result in different

dynamics for non-degree-regular graphs [36]. In this thesis, we use H = γA. The

Hermiticity requirement of H implies that the adjacency matrix A of the graph G

has to be symmetric, i.e. G must be an undirected graph for the CTQW model.
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2.2.3 Szegedy quantum walks

The Szegedy quantum walk model, introduced by M. Szegedy in 2004 [33, 34], is a

discrete-time model for quantum walks. Unlike the CTQW and the coined quantum

walk model, it can also simulate quantum walks on directed and weighted graphs,

in addition to undirected graphs. Szegedy walks are obtained by quantising a given

classical Markov chain. A classical Markov chain is comprised of a sequence of

random variables Xt for t ∈ Z+ with the property that P (Xt|Xt−1, Xt−2, ..., X1) =

P (Xt|Xt−1), i.e. the probability of each random variable is only dependent on the

previous one. Suppose that every random variable Xt has N possible states, i.e.

Xt ∈ {s1, . . . , sN}. If the Markov chain is time-independent, that is:

P (Xt|Xt−1) = P (Xt′|Xt′−1) ∀t, t′ ∈ Z+, (2.13)

then the process can be described by a single (left) stochastic matrix P (called

the transition matrix) of dimension N -by-N , where Pi,j = P (Xt = si|Xt−1 = sj)

is the transition probability of sj → si with the column-normalisation constraint
N∑

i=1

Pi,j = 1.

A random walk on a graph G can be described by a Markov chain, with states

of the Markov chain corresponding to vertices on the graph, and edges of the graph

determining the transition matrix. Given the adjacency matrix A of the graph (as

defined in equation (2.7)), we can define the corresponding transition matrix for G

as:

Pi,j = Ai,j/indeg(j). (2.14)

Szegedy’s method for quantising a single Markov chain with transition matrix P

starts by considering a Hilbert space H = H1 ⊗ H2 composed of two registers of

dimension N each. A state vector |Ψ〉 ∈ H of dimension N2 can thus be written in

the form |Ψ〉 =
N−1∑

i=0

N−1∑

j=0

ai,j|i, j〉, where ai,j ∈ C. The projector states of the Markov

chain are defined as:

|ψi〉 = |i〉 ⊗
N−1∑

j=0

√
Pj+1,i+1|j〉 ≡ |i〉 ⊗ |φi〉, (2.15)

for i ∈ {0, . . . , N − 1}. We can interpret |φi〉 to be the square-root of the (i + 1)th

column of the transition matrix P . Note that 〈ψi′|ψi〉 = δi,i′ due to the orthonormal-
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ity of basis states and the column-normalisation constraint on P . The projection

operator onto the space spanned by {|ψi〉 : i ∈ {0, . . . , N − 1}} is then:

Π =
N−1∑

i=0

|ψi〉〈ψi|, (2.16)

and the associated reflection operator R = I − 2Π. Define also the swap operator

that interchanges the two registers as:

S =
N−1∑

i=0

N−1∑

j=0

|i, j〉〈j, i|, (2.17)

which has the property S2 = I. Then the walk operator for a single step of the

Szegedy walk is given by:

Uwalk = S(I − 2Π) = SR. (2.18)

Here, we adopt R = I − 2Π here instead of the conventional R = 2Π − I. The

difference is simply an overall phase of −1, but it helps us to avoid some sign issues

in chapter 3. If we start in the state |ψ0〉, then applying the step operator t ∈ Z+

times gives us the state of the system at time t, i.e.

|ψ(t)〉 = U t
walk|ψ0〉. (2.19)

We note here that these definitions are essentially a special case of the bipartite walks

framework used by Szegedy originally [33, 34]. The above can be put into the same

framework by considering the two-step walk operator U2
walk = (2SΠS − I)(2Π− I),

which is equal to Szegedy’s bipartite walk operator using equivalent reflections in

both spaces. We use the above definitions since, for an undirected graph, one step

of Uwalk is equivalent to one step of a coined quantum walk using the Grover coin

operator at every vertex as the coin operator [53], which we define later in equation

(2.20). However, unlike the coined quantum walk formalism, the Szegedy walk

as defined above provides a unitary time-evolution operator even for directed and

weighted graphs.

2.2.4 Coined quantum walks

The coined quantum walk model, introduced by Aharonov et al. in 1993 [29], is the

earliest and most well-studied discrete-time model for quantum walks. The state of
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the system in a coined quantum walk is described by the combination of a position

Hilbert space HP and a coin Hilbert space HC , i.e. |ψ〉 ∈ H where H = HP ⊗HC .

For a given undirected graph G, the coined quantum walk on G acts on the

vertex-coin space, consisting of states |vi, ci〉 ∈ HP ⊗ HC where 1 ≤ ci ≤ di (di is

the degree of the vertex, as defined in equation (2.8)). That means that on a graph,

the coin space essentially corresponds to the (outgoing) edges that are connected

to a vertex. To propagate the coined quantum walk by a single step, we perform

two operations: a coin toss operation C and a shifting operation S. The coin toss

operation C essentially mixes the coin states at each vertex vi using a prescribed

(unitary) coin operator Cvi of dimension di-by-di. In principle, the coin operators

Cvi can be chosen arbitrarily for every vertex, but in practice, one usually selects

these operators in some regular fashion. The two most common choices for coin

operations on N dimensions are the Grover coin GN and the DFT coin DFTN ,

which are defined by:

(GN)i,j =
2

N
− δi,j and (DFTN)i,j =

1√
N
e2πij/N , (2.20)

where δ is the Kronecker delta function. The Grover coin is biased (not all directions

are equal in magnitude) but symmetric (labels on directions can be interchanged

without changing the coin operator), whereas the DFT coin is unbiased but asym-

metric [86]. The shifting operator S swaps the coin states connected by an edge with

its action defined by S|vi, ci〉 = |ci, vi〉, and S2 = I. We illustrate both operations

in Figure 2.4.

(a) (b)

Figure 2.4: Illustration of the coin and shifting operation on a graph. (a) The coin
operation mixes the coin states at each vertex; (b) The shifting operator shifts coin states
along edges.

Hence, we write the step operator for the coined quantum walk as:

U = S · C (2.21)
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i.e. the coin operator is applied first, followed by the shifting operator. If we start

in the state |ψ0〉, then we obtain the state of the system at time t ∈ Z+ by applying

the step operator t times, i.e.

|ψ(t)〉 = U t|ψ0〉. (2.22)

2.3 Problem description and notions of efficiency

Having defined both the quantum circuit and quantum walk model, we can now state

clearly the problem of interest. As mentioned in chapter 1, we want to reformulate

a given quantum walk in terms of a quantum circuit in order to circumvent the lack

of scalability of the quantum walk model as a physical model for implementation

[35]. More precisely, the dynamics of a quantum walk (of any type) is determined by

its unitary evolution operator—since the quantum circuit model is universal (that

is, can be used to construct any unitary operator), we can (in principle) find a

corresponding quantum circuit that reproduces the unitary evolution operator of

the quantum walk of interest. In the case of the CTQW model and the Szegedy

walk model, we want to efficiently implement the time-evolution operator U(t) and

the step operator Uwalk in equations (2.12) and (2.18) respectively.

The notion of efficiency, however, varies depending on the type of quantum walk

and whether one is interested in exact simulations or approximate simulations. A

quantum circuit which maps to a unitary operator Ũ is said to simulate a given

unitary evolution operator U approximately within error ε if the condition:

∥∥∥U − Ũ
∥∥∥ < ε, (2.23)

is satisfied, where ‖..‖ denotes the spectral norm of a matrix. An exact simulation

is where Ũ = U , i.e. ε = 0.

In the CTQW model (i.e. U = U(t)), an approximate simulation of the time-

evolution operator U = exp(−itH) within error ε is said to be efficient if the quantum

circuit for Ũ satisfies equation (2.23) and uses at most O(poly(log(N), ‖Ht‖ , 1/ε))
one and two qubit gates [58], where poly(. . .) denotes a polynomial scaling in terms

of the listed parameters. An efficient exact simulation of H is when Ũ = U and the

quantum circuit for Ũ uses at most O(poly(log(N), ‖Ht‖)) one and two qubit gates.

In the Szegedy walk model (i.e. U = Uwalk), an efficient approximate simulation

15



of the walk operator in equation (2.18) is when equation (2.23) is satisfied and the

quantum circuit for Ũ uses at most O(poly(log(N), 1/ε)) one and two qubit gates

[40]. An efficient exact simulation of the walk operator is when Ũ = U and the

quantum circuit for Ũ uses at most O(poly(log(N))) one and two qubit gates1.

In this thesis, we are interested in developing efficient exact simulations for the

CTQW model and the Szegedy walk model. In the CTQW case, we also adopt a

stronger definition of efficiency than discussed above: in addition to the constraints

listed above, the number of quantum gates required to implement the time-evolution

operator is independent of the time parameter t. In general, this is not always

possible, as shown by the no-fast-forwarding theorem for sparse Hamiltonians [57]:

Theorem 2.1. (No-fast-forwarding theorem) For any positive integer N there ex-

ists a row-computable sparse Hamiltonian with ‖H‖ = 1 such that simulating the

evolution of H for time t = πN/2 within precision 1/4 requires at least N/4 queries

to H.

As such, simulation of general sparse Hamiltonians in sublinear time is not pos-

sible. This result has been extended to non-sparse Hamiltonians as well in [64].

However, there exist classes of Hamiltonians that can be simulated in sublinear

(or even constant) time, i.e. Hamiltonians for which their time evolution can be

fast-forwarded, as pointed out in [64]—and it is precisely these cases that we are in-

terested in. Hence, in chapter 3, we identify classes of graphs for which it is possible

to simulate the time-evolution operator Uwalk in constant time.

Putting everything together, this means that for both the CTQW model and the

Szegedy walk model, we want a quantum circuit implementation for which Ũ = U

is satisfied and the quantum circuit for Ũ uses at most O(poly(log(N))) one and

two qubit gates (U here corresponds to the time-evolution operator and the step

operator in equations (2.12) and (2.18) respectively).

1The same definition of efficiency is adopted for the coined quantum walk model.
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Chapter 3

Continuous-time quantum walks

Based on X. Qiang, T. Loke, A. Montanaro, K. Aungskunsiri, X.

Zhou, J.L. O’Brien, J.B. Wang, and J.C.F. Matthews’s original

publication in Nature Communications 7 (2016) p. 11511 [43], and

T. Loke and J.B. Wang’s original publication in Journal of Physics

A: Mathematical and Theoretical 50 (2017) p. 055303 [44].

3.1 Introduction

The continuous-time quantum walk (CTQW) is currently a subject of intense the-

oretical and experimental investigation due to its established role in quantum com-

putation and quantum simulation [30, 74, 83, 87, 88]. In fact, any dynamical sim-

ulation of a Hamiltonian system in quantum physics and quantum chemistry can

be discretised and mapped onto a CTQW on specific graphs [11, 22, 89]. The pri-

mary difficulty of such a numerical simulation lies in the exponential scaling of the

Hilbert space as a function of the system size, making real-world size problems in-

tractable on classical computers. Some examples of quantum algorithms based on

the CTQW are searching for a marked element on a graph [36, 90, 91] and testing

graph isomorphism [55, 56].

However, in order to run quantum algorithms based on the CTQW on a quantum

computer, we require an efficient quantum circuit that implements the required

CTQW. As discussed in chapter 1, construction of efficient quantum circuits for the

CTQW has typically been considered under two separate categories: sparse graphs

and dense graphs. For sparse graphs, there has been much literature that focuses

on lowering the complexity of sparse graph implementation [57, 59, 61, 62], which

as of [62], has been proven to be nearly optimal. In the case of dense graphs, there
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are a select few classes of graphs that have been shown to have an efficient quantum

circuit implementation, notably the complete graph, complete bipartite graph and

star graph [65]. However, here we adopt a stronger definition of efficiency (namely,

that the Hamiltonian can be fast-forwarded, and that the simulation is exact), as

discussed in section 2.3, and identify classes of graphs (which are not necessarily

sparse) whose CTQW time-evolution operator can be implemented in this fashion.

This chapter is organised as follows. Firstly, in section 3.2, we discuss diagonal-

isation of matrices, which maps CTQWs to quantum circuit implementations that

have time-independent complexity. We then apply this tool to produce efficient

quantum circuit implementations of circulant graphs in section 3.3. We discuss

composite graphs in section 3.4, which yields new graphs that can be efficiently

implemented using known implementations of the subgraphs. We then draw our

conclusions and discuss possible future work in section 3.5.

3.2 Diagonalisation

Here, we are interested in implementing the CTQW time-evolution operator given

the Hamiltonian H, as defined in equation (2.12), which we restate here:

U(t) = exp(−itH). (3.1)

For the purposes of this chapter, we adopt the definition of efficiency discussed in

section 2.3, that is, a quantum circuit implementation for U(t) is considered as

efficient if it uses at most O(poly(log(N))) one and two qubit gates to simulate U(t)

exactly.

The main tool we use to implement CTQWs in an efficient fashion is diago-

nalisation. It is well-known that for a Hermitian matrix H, the spectral theorem

guarantees that H can be diagonalised using its eigenbasis, that is H = Q†ΛQ [92].

Here Q is a unitary matrix whose column vectors are eigenvectors of H, and Λ is a

diagonal matrix of eigenvalues of H, which are all real and whose order is determined

by the order of the eigenvectors in Q. From this, we can express the time-evolution

operator of equation (2.12) as:

U(t) = Q†exp(−itΛ)Q. (3.2)

The diagonalisation approach confines the time-dependence of U(t) to the diagonal
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matrix exp(−itΛ), which can be readily implemented by a sequence of at most N

controlled-phase gates with phase values being linear functions of t. Experimentally,

this corresponds to a sequence of tunable controlled-phase gates, where the phase

values are determined by t. In principle, a quantum circuit implementation for U(t)

that has time-independent complexity can always be obtained by using a general

quantum compiler (as discussed in [42, 48]) to obtain a quantum circuit implemen-

tation for Q and Q†—however this is almost never efficient, since such methods

typically scale exponentially in terms of complexity. In order to be able to imple-

ment U(t) efficiently as a whole, we require that at most O(poly(log(N))) one- and

two- qubit gates are used in implementing Q, exp(−itΛ) and Q† individually (which

is not always possible, as per the no-fast-forwarding theorem discussed in section

2.3). In the following sections, we will cover some classes of graphs that satisfy this

criterion.

3.3 Circulant graphs

Circulant graphs are defined by symmetric circulant adjacency matrices for which

each row j when right-rotated by one element, equals the next row j + 1. Hence,

the adjacency matrix for a circulant graph with N vertices is given by:

C =




c0 c1 c2 . . . cN−1

cN−1 c0 c1 . . . cN−2

cN−2 cN−1 c0 . . . cN−3

...
...

...
. . .

...

c1 c2 c3 . . . c0




, (3.3)

where cj = cN−j for j ∈ {1, . . . , N − 1}. Obviously, every circulant matrix can be

generated given any row of the matrix—conventionally we use the first row of the

matrix, denoted as rC = {c0, . . . , cN−1}. Some examples of subclasses of circulant

graphs are complete graphs, cycle graphs, and Mobius ladder graphs. It follows that

Hamiltonians for CTQWs on any circulant graph have a symmetric circulant matrix

representation, since H = γA. An important property of circulant matrices is that

they can be diagonalised by the quantum Fourier transform (i.e. the unitary discrete

Fourier transform) [93], i.e. H = Q†ΛQ, where:

Qjk =
1√
N
ωjk, ω = exp(2πi/N), (3.4)
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and the eigenvalue matrix Λ can be computed as Λ = diag
(√

NQrC

)
.

Figure 3.1: The quantum circuit for implementing the time-dependent operator exp(−itΛ)
for a given Hamiltonian [38]. Here, f(x) is a function that can be computed efficiently
classically, such that f(x) gives the x-th eigenvalue in Λ, i.e. f(x) = λx = Λx,x. However,
this implementation of exp(−itΛ) will not provide an exact simulation, except in special
cases.

The Fourier transformation Q can be implemented efficiently by the well-known

QFT (quantum Fourier transform) quantum circuit [70]. For a circulant graph that

has N = 2n vertices, the required QFT of N dimensions can be implemented with

O((log(N))2) = O(n2) quantum gates acting on O(n) qubits. To implement the

inverse QFT, the same circuit is used in reverse order with phase gates of oppo-

site sign. The diagonal term exp(−itΛ) can be implemented efficiently if Λ has at

most O(poly(n)) non-zero eigenvalues, or more generally, if Λ can be characterised

efficiently such that all O(2n) eigenvalues can be implemented efficiently. A general

construction of efficient quantum circuits for exp(−itΛ) was given by Childs [38],

which we reproduce in Figure 3.1.

There are many different classes of circulant graphs that can be implemented

efficiently in this way. In the case of the cycle graph CN , there are essentially N/2

distinct eigenvalues, given by the function f(x) = 2 cos(2πx/N). In the case of the

complete graph KN , the eigenvalue function is f(x) = Nδx,1 − 1. Figure 3.2 shows

the K8 graph together with its explicit quantum circuit implementation, which can

easily be extended to any dimension N = 2n.

However, the choice of using the quantum Fourier transform matrix as the eigen-

basis of H is not strictly necessary—any equivalent eigenbasis can be chosen. An

alternative quantum circuit implementation of the K8 graph using a different eigen-

basis is shown in Figure 3.3, which is much simpler. By collaborating with re-

searchers from the Centre for Quantum Photonics in the University of Bristol, we

have experimentally realised the quantum circuit implementation of the K4 graph

(with self-loops) on a two-qubit photonics quantum processor, as shown in Figure
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(a) (b)

Figure 3.2: (a) The K8 graph; (b) its corresponding quantum circuit implementation. The
dashed vertical lines separates the matrices Q, exp(−itΛ) and Q†.

3.4.

Figure 3.3: Alternative quantum circuit implementation of CTQW on the K8 graph.

One application of CTQWs is to search a physical database for a marked en-

try, where the database is structured according to some graph [36, 94]. As such,

it is worthwhile to consider if we can develop a quantum circuit implementation

for the CTQW-based search algorithm. In this case, the marked Hamiltonian is

defined as H ′ = H + Hm, where Hm = |vm〉〈vm| represents the marking at ver-

tex vm. As long as H is Hermitian, H ′ is also Hermitian (even in the case of

multiple marked vertices), and so the diagonalisation procedure can be employed

to implement the corresponding time evolution operator U ′(t) = exp(−itH ′), al-

though the required diagonalising matrix would vary depending on what vm ac-

tually is. For example, for the complete graph K8 with vertex 0 marked, the

modified Hamiltonian is H ′ = γA + |0〉〈0|, which is no longer a circulant matrix.

As such, we cannot use the quantum Fourier transform matrix given by equation

(3.4) or the Hadamard basis shown in Figure 3.3 to diagonalise H ′. Nonethe-

less, diagonalisation is still possible and the corresponding eigenvalue matrix of

H ′ is found to be Λ = diag
(

1
2
{1 + 8γ + f(γ), 1 + 8γ − f(γ), 0, 0, 0, 0, 0, 0}

)
, where

f(γ) =
√

1 + 4γ(16γ − 3). Thus, if we define the amplitude rotation matrix ρ as:

ρ(µ) =


 µ

√
1− µ2

√
1− µ2 −µ


 , (3.5)
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Figure 3.4: The schematic diagram and setup of experimental demonstration, sourced di-
rectly from [43]. (a) The K4 graph with self-loops. (b) The quantum circuit for implement-
ing CTQW on the K4 graph with self-loops. This can also be used to implement CTQW on
the K4 graph without self-loops, up to a global phase factor exp(iγt). The quantum gates
H and X represent the Hadamard and Pauli-X gate respectively. R = [1, 0; 0, exp(−i4γt)]
is a phase gate. (c) The experimental setup for a reconfigurable two-qubit photonics quan-
tum processor, consisting of a polarisation-entangled photon source using paired type-I
BiBO crystal in the sandwich configuration and displaced Sagnac interferometers.

then we find a quantum circuit implementation shown in Figure 3.5. This implemen-

tation was constructed by using the amplitude rotation matrices to selectively zero

rows and columns of H ′. The same construction can be extended to any KN graph

with a marked vertex. However, this construction for Q and Q† scales as O(N) in

terms of the number of gates required, and as such, this circuit is not efficient in

general.

One can also construct a particular circulant graph and use the same method-

ology to implement the corresponding CTQW. For example, Figure 3.6(a) shows a

circulant graph with 16 vertices (which we shall label as CG16). We generate the ad-

jacency matrix A using rC = {0, 1, 1, 0, 0, 0, 1, 1, 1, 1, 1, 0, 0, 0, 1, 1}. The correspond-

ing eigenvalue matrix is then Λ = diag
(
γ
{

9,−1, 1 + 2
√

2,−1,−3,−1, 1− 2
√

2,−1,

1,−1, 1− 2
√

2,−1,−3,−1, 1 + 2
√

2,−1
})

. The corresponding quantum circuit to

perform the CTQW on the CG16 graph is shown in Figure 3.6(b).

Thus, the quantum circuit implementations of CTQWs on circulant graphs can

be constructed which satisfies the notion of efficiency outlined in section 2.3. Com-

pared with the best known classical algorithm based on the fast Fourier transform,

which has a complexity that scales as O(n2n) [95], the proposed quantum circuit

implementation generates the evolution state |ψ (t)〉 with an exponential advantage

in speed.
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Figure 3.5: Quantum circuit implementation of CTQW on the K8 graph (shown in Figure
3.2(a)) with vertex 0 marked.

(a) (b)

Figure 3.6: (a) The CG16 graph; (b) its corresponding quantum circuit implementation.
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For the problem of sampling the output probability distribution given by |ψ (t)〉
for a CTQW on a circulant graph, it can be shown that solving the same problem on

a classical computer is also intractable, assuming certain conjectures from computa-

tion complexity theory. The argument can be sketched as follows: Consider a circuit

of the form Q†DQ, where D is a diagonal matrix made up of poly(n) controlled-

phase gates and Q is the quantum Fourier transform. Let pD be the probability of

measuring all qubits to be 0 in the computational basis after Q†DQ is applied to the

initial state |0〉⊗n, i.e. pD = | 〈0|⊗nQ†DQ |0〉⊗n |2. Then it can be shown that pD can

be obtained through a circuit of the form H⊗nDH⊗n, which belongs to a class of

circuits known as instantaneous quantum polynomial time (IQP) [96, 97], implying

that pD is classically hard to compute1. This implies that we can solve a problem

that is classically hard using the above quantum circuits for circulant graphs, thus

demonstrating quantum supremacy over classical computers.

3.4 Composite graphs

In this section, we will examine two classes of composite graphs (that is, graphs

that are constructed from other graphs) that can be efficiently implemented. In

particular, we will look at commuting graphs and the Cartesian product of graphs

in sections 3.4.1 and 3.4.2 respectively.

3.4.1 Commuting graphs

Suppose we have two matrices H1 and H2. In general, when H1 and H2 do not

commute, their sum can be simulated by the Lie product formula [38]:

exp(−it(H1 +H2)) = lim
m→∞ (exp(−itH1/m) exp(−itH2/m))m , (3.6)

which, in practice, requires higher-order approximations to reduce the bounded error

(which also scales with t). However, in the case where H1 and H2 commute, we can

write the expression exactly as:

exp(−it(H1 +H2)) = exp(−itH1) exp(−itH2). (3.7)

1 For the full details of the argument and experimental setup, we refer the reader to [43], which
is reproduced in Appendix A.
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Taking H1 = γA and H2 = γB, where γ is constant, A and B are the adjacency ma-

trices of two commuting graphs, i.e. [A,B] = 0. It follows that if the individual time-

evolution operators exp(−itγA) and exp(−itγB) can be efficiently implemented,

then the time-evolution operator for the graph A + B, that is, exp(−itγ(A + B)),

can also be efficiently implemented, provided [A,B] = 0.

The general criteria for commuting graphs are studied in [98]. One particular

class of graphs is the interdependent networks, defined by:

A =


A1 0

0 A2


 and B =


 0 B0

BT
0 0


 ,

where the interlink graph B connects two subgraphs A1 and A2, which are both sym-

metric, i.e. A1 = AT1 and A2 = AT2 . In this instance, the condition for commutativity

becomes:

A1B0 = B0A2. (3.8)

Suppose Q1 and Q2 diagonalise A1 and A2 respectively. Then, we have:

Λ1 = Q†1A1Q1 and Λ2 = Q†2A2Q2.

Then the following matrix:

Q =


Q1 0

0 Q2


 ,

diagonalises A, and gives the eigenvalue matrix:

Λ =


Λ1 0

0 Λ2


 .

Suppose B0 is diagonalised by Q0, i.e. ζ0 = Q0B0Q
†
0. Then, it can be readily shown

that if B0 = BT
0 (namely a symmetric interconnection), the diagonalising matrix for

B is:

Q′ =
1√
2


Q0 Q0

Q0 −Q0


 = H ⊗Q0,
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where H is the Hadamard matrix. The corresponding eigenvalue matrix is:

ζ =


ζ0 0

0 −ζ0


 = σz ⊗ ζ0,

where σz is the Pauli-z matrix. Hence, in the case where [A,B] = 0, we expand the

CTQW time-evolution operator as:

exp(−it(H1 +H2)) = Q†exp(−itΛ)Q Q′†exp(−itζ)Q′. (3.9)

Next, we examine some explicit examples of interdependent networks in which

[A,B] = 0 is satisfied and equation (3.8) holds. One special case is that of identity

interconnections between two disjoint copies of a graph with N vertices, namely

A1 = A2 and B0 = IN . The diagonalising matrices for A and B are, respectively:

Q =


Q1 0

0 Q1


 = I2 ⊗Q1 and Q′ = H ⊗ In,

giving the eigenvalue matrices:

Λ = I2 ⊗ Λ1 and ζ = σz ⊗ In.

Hence, if we are able to implement A1 efficiently, it follows that the interdependent

network with A1 = A2 and B0 = IN can be implemented efficiently. An equivalent

result can be achieved by noting that A+B = σx⊕A1, where σx is the Pauli-x matrix

and ⊕ denotes the Cartesian product (defined in section 3.4.2), and then applying

the methods of section 3.4.2. Figure 3.7 shows one class of graphs (complete graphs

with identity interconnections) that can be constructed as above, together with its

corresponding circuit implementation.

Another case where [A,B] = 0 is using complete interconnections between two

disjoint degree-regular graphs (with N1 and N2 vertices respectively) of the same

degree. That is, deg (A1) = deg (A2) = d and B0 = JN1,N2 , where JN1,N2 is the

N1-by-N2 matrix with all 1’s. Although in general B0 6= BT
0 , the interconnection

matrix:

B =


 0 JN1,N2

JN2,N1 0


 , (3.10)
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(a) (b)

Figure 3.7: (a) Two disjoint KN graphs (where N = 2n) with identity interconnections
(solid red lines and dashed blue lines indicate edges belonging to A and B respectively),
where n = 2; (b) the corresponding quantum circuit implementation for the CTQW time-
evolution operator on this graph.

can still be diagonalised easily in the case where N1 = 2n1 and N2 = 2n2 , for

n1, n2 ∈ Z+. For convenience, we assume N1 ≥ N2, and note that B is the com-

plete bipartite graph KN1,N2 . Keeping in mind that within the CTQW framework,

we can extend any given Hamiltonian H by some number of dimensions by defin-

ing H ′ = diag ({H, 0, . . . , 0}), the diagonalisation operator for B can be written

mathematically as:

Q′ =
(
I2n1+1 + (H − I2)⊗ P⊗n1

0

) (
I2n1+1 + P0 ⊗

(
H⊗n1 − I2n1

)
+

P1 ⊗ P⊗(n1−n2)
0 ⊗

(
H⊗n2 − I2n2

))
, (3.11)

where P0 = |0〉〈0| and P1 = |1〉〈1| are the 2-dimensional projection operators. The

corresponding eigenvalue matrix of B is then given by:

ζ = diag
({

(+
√
N1N2)1, 0N1−1, (−

√
N1N2)1, 0N2−1

})
. (3.12)

where (. . .)x denotes a repeated eigenvalue. Figure 3.8 shows the complete bipartite

graph KN1,N2 together with its corresponding quantum circuit implementation. As

a corollary, the star graph S2n+1 can also be implemented using the same method,

since S2n+1 is equivalent to K2n,1. Hence, if we have degree-regular graphs A1 and

A2 satisfying:

deg (A1)v = deg (A2)v = d ∀v ∈ V, (3.13)
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(a) (b)

Figure 3.8: (a) An example of the complete bipartite graph KN1,N2 , where N1 = 8 and
N2 = 4; (b) quantum circuit implementation of the CTQW time-evolution operator for
the complete bipartite graph KN1,N2 , where N1 = 2n1 and N2 = 2n2 .

where N1 = 2n1 and N2 = 2n2 , which can both be efficiently implemented, then it

follows that the interdependent network built from A1, A2 and B0 = JN1,N2 can be

efficiently implemented. Figure 3.9(a) gives an example of this kind of graph, where

vertices 1–16 belong to the Q4 graph (hypercube graph of dimension 4—refer to

section 3.4.2), and 17–24 belong to the K4,4 graph. The quantum circuit implemen-

tation of the composite graph shown in Figure 3.9(a) is given by Figure 3.9(b), where

the K16,8 circuit is already described above and given by Figure 3.8(b). Note that in

general, the KN1,N2 graph and by extension, the resulting interdependent network

with complete interconnections is not degree-regular - so this provides an example of

a class of graphs that is not degree-regular but still has an efficient quantum circuit

implementation for the CTQW time-evolution operator.

(a) (b)

Figure 3.9: (a) Disjoint Q4 and K4,4 with complete interconnections (solid red lines and
dashed blue lines indicate edges belonging to A and B respectively); (b) its corresponding
quantum circuit implementation.
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3.4.2 Cartesian product of graphs

The Cartesian product of two graphs is a graph which has an adjacency matrix

that is formed by taking the Cartesian product of two other adjacency matrices.

Given two matrices H1 and H2 of dimension N1-by-N1 and N2-by-N2 respectively,

the Cartesian product of H1 and H2 is given by:

H1 ⊕H2 = H1 ⊗ IN2 + IN1 ⊗H2, (3.14)

which is a matrix of dimension N1N2-by-N1N2. In particular, if we define H =

H1 ⊕H2, we have:

exp(−itH) = exp(−itH1)⊗ exp(−itH2), (3.15)

or, more compactly, U(t) = U1(t) ⊗ U2(t). Again we set H1 = γA and H2 = γB,

i.e. the Hamiltonians H1 and H2 correspond to graphs A and B respectively. This

implies that if we have an efficient quantum circuit implementation for the individ-

ual CTQW time-evolution operators on the graphs A and B, the implementation

for U(t) (which is the time-evolution operator that corresponds to the CTQW on

the graph A ⊕ B) is easily formed by stacking the individual quantum circuit im-

plementations in parallel. As a corollary, in the case where A = B, then H = A⊕A
corresponds to the Hamiltonian for the non-interacting two-particle quantum walk

on A.

One particular class of graphs that is constructed using the Cartesian product

of graphs is the hypercube Qn. Given the path graph of length 2 with adjacency

matrix K2 =


0 1

1 0


, Qn is constructed as Qn = K⊕n2 , i.e. it is the Cartesian

product of n copies of K2 [99]. As such, Qn is a graph with 2n vertices and degree-

regular with degree n. K2 is diagonalisable using the Hadamard matrix H, giving

its eigenvalue matrix ΛK2 =


1 0

0 −1


. Figure 3.10 shows the hypercube graph Qn

with its corresponding quantum circuit implementation.

Another example of this class of graphs is the book graph BN [100], which is

constructed as BN = SN+1 ⊕K2, where SN+1 is the star graph on N + 1 vertices.

As we have discussed in section 3.4.1, SN+1 can be implemented efficiently in a

quantum circuit if N = 2n for some n ∈ Z+—hence book graphs of the form B2n
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(a) (b)

Figure 3.10: (a) The hypercube graph Qn, where n = 4; (b) its corresponding quantum
circuit implementation for the CTQW time-evolution operator on Qn.

can be efficiently implemented as well, as shown in Figure 3.11.

(a) (b)

Figure 3.11: (a) The book graph BN , where N = 8; (b) corresponding quantum circuit
implementation for the CTQW time-evolution operator on the book graph for N = 2n.

3.5 Conclusions and future work

To summarise, we have identified several new classes of graphs for which the CTQW

time-evolution operator can be implemented efficiently, in a time-independent and

exact fashion. Using the tool of diagonalisation, we have described how CTQWs

on circulant graphs can be efficiently implemented on a quantum computer, if the

eigenvalues of the graphs can be characterised efficiently classically. We have also

shown that efficient quantum circuit implementations for composite graphs (in par-

ticular, commuting graphs and Cartesian products of graphs) can be constructed

provided the subgraphs can be efficiently implemented, further extending the classes

of graphs that can be efficiently simulated.

We note that these results also apply to the more general setting of Hamiltonian

simulation, that is, the results above apply even when the Hamiltonian does not cor-
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respond to an adjacency matrix. Hence, one area for further research is to apply the

above results to the more general setting by identifying classes of Hamiltonians that

are of some physical significance. For example, chemical molecules with circulant

symmetry can potentially be treated using the above methods.
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Chapter 4

Szegedy quantum walks

Based on T. Loke and J.B. Wang’s paper on “Efficient quantum

circuits for Szegedy quantum walks”, which has been accepted for

publication in Annals of Physics.

4.1 Introduction

A limitation of the main formalisms for quantum walks (the coined quantum walk

model and the CTQW model) is the requirement that the adjacency matrix of the

graph be symmetric, i.e. edges connecting vertices must do so in both directions,

in order to preserve unitarity of the walk. However, real-world systems such as

networks [9, 10, 101] and energy transport systems [102] are usually modelled using

random walks on directed or weighted graphs. In order to study these systems using

a quantum walk, a formalism that supports directed graphs (or weighted graphs in

general) is necessary.

In 2004, M. Szegedy introduced a different formalism for the discrete-time quan-

tum walk (termed as the Szegedy quantum walk) by means of quantising Markov

chains [33, 34], as outlined in section 2.2.3. Since it allows for the quantisation

of any Markov chain, it allows one to define a unitary quantum walk on directed

(or more generally, weighted) graphs [10], overcoming the limitations of the coined

quantum walk model and the CTQW model. It has also been shown that the

Szegedy quantum walk provides a quadratic speedup in the quantum hitting time

(for any reversible Markov chain with one marked element), compared to the clas-

sical random walk [103]. The Szegedy quantum walk has also proven to be useful

for a variety of different applications, for example, verifying matrix products [104],

testing group commutativity [105], searching for a marked element in a graph [91],
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approximating the effective resistance in electrical networks [106], and quite notably,

it is instrumental in the quantum Pagerank algorithm [9, 10] for determining the

relative importance of nodes in a graph.

As with any quantum walk formalism, the realisation of quantum algorithms

based on Szegedy walks requires an efficient quantum circuit implementation for the

walk itself. Previous work by Chiang et al. [40] has showed that given a transition

matrix that corresponds to an arbitrary sparse classical random walk, a quantum

circuit for the walk operator can be realised. These quantum circuits scale linearly

with the sparsity parameter d and polynomially in log(1/ε) (where ε is the approxi-

mation accuracy to the entries of the transition matrix). In this chapter, we consider

some families of transition matrices that possess certain symmetries where an exact

efficient quantum circuit for the Szegedy evolution operator can also be realised,

even if they are not sparse.

This chapter is organised as follows. In section 4.2, we establish a theoreti-

cal framework for the construction of efficient quantum circuit implementations of

Szegedy quantum walks, given a Markov chain that has a transition matrix satis-

fying some constraints. We then apply this theory to the class of Markov chains

where the transition matrix is described by a cyclic permutation in section 4.3. We

also show that the class of complete bipartite graphs can be efficiently simulated

in section 4.4. Then, we extend the results of section 4.2 to a tensor product of

Markov chains in section 4.5. We briefly discuss the implementation of weighted

interdependent networks in section 4.6. Next, in section 4.7, we apply the results of

section 4.3 to construct efficient quantum circuits simulating Szegedy walks involved

in the quantum Pagerank algorithm for some classes of directed graphs. Lastly, we

draw our conclusions and discuss possible future work in section 4.8.

4.2 Circuit implementation

Here, we are interested in implementing the Szegedy walk operator for a given

Markov chain, as defined in equation (2.18), which we restate here:

Uwalk = S(I − 2Π) = SR. (4.1)

For the purposes of this chapter, we adopt the definition of efficiency discussed

in section 2.3, that is, a quantum circuit implementation for Uwalk is considered as

33



efficient if it uses at most O(poly(log(N))) one and two qubit gates to simulate Uwalk

exactly.

Figure 4.1: Quantum circuit implementing the swap operator S.

We first note that implementing the swap operator S in a quantum circuit is

straightforward and efficient—it simply consists of dlog2(N)e swap gates applied be-

tween the two registers, as shown in Figure 4.1. In order to implement the reflection

operator R, we diagonalise it using a unitary operation U :

URU † = U(I − 2Π)U † = I − 2UΠU †. (4.2)

Let U be of the block-diagonal form U =
N−1∑

i=0

|i〉〈i| ⊗Ui. Then expanding the above

expression using equations (2.15) and (2.16) gives:

URU † = I − 2
N−1∑

i=0

|i〉〈i| ⊗
(
Ui|φi〉〈φi|U †i

)
. (4.3)

Choose Ui such that Ui|φi〉 = |b〉 ∀i for some computational basis state |b〉. In

other words, Ui acts to transform |φi〉 into a fixed computational basis state |b〉, or

conversely, the inverse operator U †i generates the state |φi〉 from |b〉. Then:

URU † = I − 2IN ⊗ |b〉〈b| = IN ⊗ (I − 2|b〉〈b|) ≡ D, (4.4)

which is a diagonal matrix that can be readily implemented using a controlled-π

gate (with multiple conditionals) applied to the second register. Hence, the Szegedy

walk operator becomes:

Uwalk = SU †DU. (4.5)

It is, of course, infeasible to realise such an operator U efficiently in general—however

certain symmetries in the transition matrix P do allow for U to be implemented
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efficiently. Now, let us write Ui = K†bTi, such that K†b |φr〉 = |b〉 and Ti|φi〉 = |φr〉,
where Kb and Ti are both unitary operations, and |φr〉 is a chosen reference state. In

other words, this means that Kb prepares the state |φr〉 from a computational basis

state |b〉, and Ti transforms |φi〉 into |φr〉. This corresponds to transforming the ith

column of P into the rth column of P (with square roots on both). Note that this

scheme works for any choice of the reference state |φr〉 or the computational basis

state |b〉, i.e. they can be chosen arbitrarily.

Figure 4.2: Quantum circuit implementing Uwalk according to equation (4.5), with D′ =
IN − 2|b〉〈b|. The symbol / denotes a shorthand for registers of qubits representing N
states each.

Figure 4.2 shows the general quantum circuit for implementing Uwalk. The criteria

for an efficient circuit implementation of Uwalk is thus:

Theorem 4.1. The Szegedy walk operator Uwalk can be efficiently implemented if

the following conditions are satisfied:

1. Able to implement all N transformations in the form T =

(
N−1∑

i=0

|i〉〈i| ⊗ Ti
)

(and its inverse) where Ti : |φi〉 → |φr〉 using at most O(poly(log(N))) gates;

and

2. Able to identify and implement a preparation routine Kb : |b〉 → |φr〉 (and its

inverse) for a chosen computational basis state |b〉 efficiently.

Proof. From equation (4.5), Uwalk is efficiently implementable if its components S,

U †, D and U are efficiently implementable. As discussed previously, S and D are

efficiently implementable. Since U =
N−1∑

i=0

|i〉〈i| ⊗ Ui and Ui = K†bTi, we can write

U = (IN ⊗K†b )
(
N−1∑

i=0

|i〉〈i| ⊗ Ti
)

. Hence U and U † (and thus Uwalk) are efficiently

implementable if the conditions above are satisfied.

For condition 2 of theorem 4.1 in particular, we can make use the state prepara-

tion method using integrals [12, 66, 107] in order to implement Kb and its inverse.

This gives the following result:
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Corollary 4.1.1. Suppose T (and its inverse) can be efficiently implemented, and

that the probability distribution {Pj,r} can be generated by integrating a certain prob-

ability density function p(z), i.e. Pj,r =

ˆ zj+1

zj

p(z)dz where zj+1 − zj = ∆z. If p(z)

is (classically) efficiently integrable, then the Szegedy walk operator Uwalk can be

efficiently implemented.

Proof. This follows directly from [66], which provides a method to prepare |φr〉 =
N−1∑

i=0

√
Pj,r|j〉 under these conditions. The inverse procedure K†b can be obtained by

uncomputation of Kb, i.e. applying the circuit for Kb in reverse order. Hence, the

conditions in Theorem 4.1 are met.

However, we note that Kb doesn’t have to be constructed using this method—any

Kb that satisfies K†b |φr〉 = |b〉 is sufficient. Some examples of this will be provided

in the following sections.

This formalism can be generalised slightly by allowing for more than one reference

state. Consider a partition Z = {Z1, . . . , ZM} of the set X = {0, . . . , N − 1} such

that ∅ /∈ Z,
M⋃

x=1

Zx = X and Zx∩Zy = ∅ ∀x 6= y. generalising the previous equations

gives:

Uwalk = S
M∏

x=1

U †xDxUx (4.6)

Ux =
∑

y∈Zx

|y〉〈y| ⊗ Ux,y +


∑

y′ /∈Zx

|y′〉〈y′|


⊗ IN (4.7)

Dx = I −
(

2
∑

y∈Zx

|y〉〈y|
)
⊗ |bx〉〈bx| (4.8)

Ux,y = K†bxTx,y (4.9)

with K†bx|φrx〉 = |bx〉 and Tx,y|φy〉 = |φrx〉, where |φrx〉 is the reference state for the

subset Zx. The corresponding quantum circuit is similar to that given in Figure 4.2,

except with M independent segments with conditionals determined by the partition

Z. The criteria for efficient circuit implementation of Uwalk with the partition Z =

{Z1, ..., ZM} is thus:

Theorem 4.2. The Szegedy walk operator Uwalk can be efficiently implemented with

the partition Z = {Z1, ..., ZM} if the following conditions are satisfied:

1. The number of subsets must be bounded above as M ≤ O(poly(log(N))).
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2. For every subset Zx,

(a) Able to implement controlled unitary operations according to Zx effi-

ciently, i.e.
(∑

y∈Zx
|y〉〈y|

)
⊗U+

(∑
y′ /∈Zx

|y′〉〈y′|
)
⊗IN can be efficiently

implemented assuming U can be done efficiently;

(b) Able to implement all |Zx| transformations in the form Tx =
∑

y∈Zx
|y〉〈y|⊗

Tx,y +
(∑

y′ /∈Zx
|y′〉〈y′|

)
⊗ IN where Tx,y : |φy〉 → |φrx〉 using at most

O(poly(log(N))) gates; and

(c) Able to identify and implement a preparation routine Kbx : |bx〉 → |φrx〉
(and its inverse) for a chosen computational basis state |bx〉 efficiently.

Proof. From equation (4.6), Uwalk is efficiently implementable iff each of its compo-

nents S, U †x, Dx and Ux are efficiently implementable and the number of subsets is

bounded above as M ≤ O(poly(log(N))). As discussed previously, S is efficiently

implementable. If condition 2(a) is satisfied, then it follows that Dx can be effi-

ciently implemented, since U = IN − 2|bx〉〈bx| can be implemented using a single

controlled-π gate. From equations (4.7) and (4.9), we can write:

Ux =



(∑

y∈Zx

|y〉〈y|
)
⊗K†bx +


∑

y′ /∈Zx

|y′〉〈y′|


⊗ IN


 (4.10)


∑

y∈Zx

|y〉〈y| ⊗ Tx,y +


∑

y′ /∈Zx

|y′〉〈y′|


⊗ IN


 .

If conditions 2(a) and 2(c) are satisfied, then the first term can be implemented

by identifying U = K†bx in condition 2(a). Hence Ux and U †x (and thus Uwalk) are

efficiently implementable if the conditions above are satisfied.

As before, we can use the state preparation method using integrals in order to

implement Kbx and its inverse, although any other construction of Kbx that satisfies

K†bx|φrx〉 = |bx〉 is sufficient.

4.3 Cyclic permutations

A cyclic permutation is where elements of a set are shifted by a fixed offset. Formally,

let R be the one-element right-rotation operator such that R [c1, c2, ..., cN−1, cN ]T =
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[cN , c1, ..., cN−2, cN−1]T , and L = R† is the one-element left-rotation operator. Both

R and L can be implemented in a quantum circuit using O(log(N)) generalised

CNOT gates, as shown in Figure 4.3. In this section, we consider classes of transition

matrix P where each column is a fixed cyclic permutation of the previous column,

i.e. we can write |φi+1〉 = Rx|φi〉 or |φi+1〉 = Lx|φi〉 for some x ∈ Z+ for all values of

i.

Figure 4.3: Quantum circuit implementing the R and L operators.

One important class of cyclic permutations is circulant matrices. In a circulant

matrix, each column is right-rotated by one element with respect to the previous

column, i.e. |φi+1〉 = R|φi〉. Hence, we can construct the projector states as:

|ψi〉 = |i〉 ⊗Ri|φ0〉 (4.11)

Hence, if we select a single reference state as |φr〉 = |φ0〉, we can define the trans-

formations as Ti = (R†)i = Li. This set of transformations can always be efficiently

implemented, since the operations {L,L2, L4, L8, ...} can be realised by decrementing

the corresponding bit values by 1—this takes O(log(N)2) generalised CNOT gates.

The inverse transformations T †i = Ri can be implemented in a similar fashion by in-

crementing bit values by 1 where needed. The preparation routine Kb for preparing

|φ0〉 from some computational basis state |b〉 can either be constructed by the state

preparation method using integrals (as discussed in section 4.2) or by finding some

other unitary transformation that does |b〉 → |φr〉. Assuming one such Kb can be

efficiently implemented, then by Theorem 4.1 the Szegedy walk operator Uwalk for

the circulant transition matrix can be efficiently implemented.

In the case of an undirected graph, that is, A = AT , we can construct the Szegedy

walk using the above method. For example, the cycle graph CN for some N = 2n

(example shown in Figure 4.4) where n ∈ Z+ can be constructed by identifying

|φ0〉 = [0, 1/
√

2, 0, ..., 0, 1/
√

2]T , which can be prepared using a Hadamard gate and

a sequence of controlled-NOT gates. Figure 4.5 shows the quantum circuit for CN
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Figure 4.4: Cycle graph CN with parameter N = 8.

with |b〉 = |N/2− 1〉.

Figure 4.5: Quantum circuit implementing Uwalk for the CN graph.

More dense graphs, such as the complete graph KN for some N = 2n (example

shown in Figure 4.6) where n ∈ Z+, which is circulant with |φ0〉 = [0,
√

1/(N − 1),

. . . ,
√

1/(N − 1)]T , can be implemented in similar fashion using rotation gates for

the preparation routine Kb, as shown in Figure 4.7 for |b〉 = |0〉. Using this prepa-

ration routine, the quantum circuit implementing Uwalk for KN is shown in Figure

4.8.

Note, however, that we are not constrained to work with transition matrices P

which correspond to a Markov chain on an undirected graph—any kind of circulant

matrix where |φr〉 can be efficiently prepared can be implemented in this fashion.

We can generalise this construction to any kind of P where the columns are

formed by any cyclic permutation, by changing equation (4.11) into:

|ψi〉 = |i〉 ⊗Rix|φ0〉, (4.12)

for some x ∈ Z+ (or similarly for left-rotations), and then changing the transforma-

tions Ti accordingly to Ti = (R†)ix = Lix. Since {L,L2, L4, L8, ...} can be realised
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Figure 4.6: Complete graph KN with parameter N = 8.

Figure 4.7: Quantum circuit implementing Kb : |b〉 → |φ0〉 for the complete graph K2n .
The rotation angles are given by cos(θi) =

√
2n−i − 12n−i+1 − 1.

Figure 4.8: Quantum circuit implementing Uwalk for the KN graph, where the quantum
circuit for the preparation routine Kb is given in Figure 4.7. The π′ gate is equivalent to
σxπσx, i.e. a −1 phase applied to the first state of the qubit.
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efficiently, it follows that any Lx can be realised efficiently. Hence, every transfor-

mation of the form Ti = (Lx)i = Lix can also be realised efficiently.

4.4 Complete bipartite graphs

Figure 4.9: Complete bipartite graph KN1,N2 with parameters N1 = 8 and N2 = 4.

One particular class of dense graphs that can be efficiently implemented using

the construction in section 4.2 is the class of complete bipartite graphs. A complete

bipartite graph KN1,N2 (example shown in Figure 4.9) is a bipartite graph (i.e. the

set of graph vertices is decomposable into two disjoint sets such that no two graph

vertices within the same set are adjacent) such that every pair of graph vertices in the

two sets are adjacent, with N1 and N2 vertices in the sets respectively. The transition

matrix (i.e. the column-normalised adjacency matrix) of dimension (N1 + N2)-by-

(N1 +N2) for the graph KN1,N2 is:

P (KN1,N2) =


 0 1

N1
JN1,N2

1
N2
JN2,N1 0


 , (4.13)

where Ja,b denotes the all-1’s matrix of dimension a-by-b. The graph suggests the

natural partition Z = Z1 ∪ Z2 where Z1 = {0, . . . , N1 − 1} and Z2 = {N1, . . . , N1 +

N2 − 1}. The transformations Tx,y for either set are all identical, i.e. Tx,y = IN1+N2 ,

since within each subset every column of the transition matrix is equal. From

equation (4.13), we can identify |φ0〉 = [0, . . . , 0, 1/
√
N2, . . . , 1/

√
N2]T and |φN1〉 =

[1/
√
N1, . . . , 1/

√
N1, 0, . . . , 0]T as the reference states |φr1〉 and |φr2〉 respectively.

Both reference states can be generated by integrating step functions, which are
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efficiently integrable. Lastly, condition 2(a) in Theorem 4.2 is also satisfied by the

definition of Z1 and Z2, since at most O(log(N1+N2)) repetitions of U (with different

sets of conditionals) are required to implement the controlled unitary operation in

either case. Hence, by Theorem 4.2, Uwalk for the complete bipartite graph KN1,N2

can be efficiently implemented. As a corollary of this result, the step operator for

the star graph SN can also be implemented efficiently, since SN is equivalent to KN,1.

Figure 4.10: Quantum circuit implementing Uwalk for the K2n1 ,2n2 graph.

In the case where N1 = N2, the complete bipartite graph is isomorphic to the

circulant graph with |φ0〉 = [0,
√

2/N1, 0,
√

2/N1, ..., 0,
√

2/N1]T . For the particular

case where N1 = 2n1 and N2 = 2n2 (where n1, n2 ∈ Z+ and n1 ≥ n2), the quantum

circuit for the Szegedy walk operator Uwalk can be implemented explicitly without

using the state preparation method using integrals, as shown in Figure 4.10.

4.5 Tensor product of Markov chains

Similar to section 3.4, we can consider the composition of Markov chains to produce

a new Markov chain. In the Szegedy walk formalism, the most natural composition

of Markov chains is the tensor product, i.e. given two Markov chains defined by the

transition matrices P1 and P2, a new Markov chain can be defined by P = P1 ⊗ P2.

Theorem 4.3. The Szegedy walk operator Uwalk corresponding to the Markov chain

with transition matrix P = P1⊗P2 can be efficiently implemented if the Szegedy walk

operators Uwalk,1 and Uwalk,2 corresponding to the Markov chains with transition ma-
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trix P1 and P2 respectively can be efficiently implemented using the diagonalisation

approach.

Proof. From equation (2.18), if the walk operator can be efficiently implemented

using the diagonalisation approach, it follows that the associated reflection operator

R can also be efficiently implemented. From equations (2.15), (2.16) and (4.4), we

have that:

R1 = IN2
1
− 2

(
N1−1∑

i=0

|i〉〈i| ⊗ |φi,1〉〈φi,1|
)

(4.14)

U1R1U
†
1 = IN2

1
− 2

(
N1−1∑

i=0

|i〉〈i| ⊗ |b1〉〈b1|
)

(4.15)

where |φi,1〉 is the square root of the ith column of P1. Similarly:

R2 = IN2
2
− 2

(
N2−1∑

j=0

|j〉〈j| ⊗ |φj,2〉〈φj,2|
)

(4.16)

U2R2U
†
2 = IN2

2
− 2

(
N2−1∑

j=0

|j〉〈j| ⊗ |b2〉〈b2|
)

(4.17)

where |φj,2〉 is the square root of the jth column of P2. For the composite system:

R = IN2
1N

2
2
− 2

(
N1N2−1∑

k=0

|k〉〈k| ⊗ |φk〉〈φk|
)
, (4.18)

where |φk〉 is the square root of the kth column of P . Writing k = iN2 + j, this

becomes:

R = IN2
1N

2
2
− 2

(
N1−1∑

i=0

N2−1∑

j=0

|i, j〉〈i, j| ⊗ |φi,1, φj,2〉〈φi,1, φj,2|
)

(4.19)

= IN2
1N

2
2
− 2

(
N1−1∑

i=0

N2−1∑

j=0

|i〉〈i| ⊗ |j〉〈j| ⊗ |φi,1〉〈φi,1| ⊗ |φj,2〉〈φj,2|
)
, (4.20)

since P = P1 ⊗ P2. Now, if we apply the diagonalising operation U1 to the |i〉 and

|φi,1〉 registers of R:

U1RU †1 = IN2
1N

2
2
− 2

(
N1−1∑

i=0

N2−1∑

j=0

|i〉〈i| ⊗ |j〉〈j| ⊗ |b1〉〈b1| ⊗ |φj,2〉〈φj,2|
)
. (4.21)

Similarly, applying the diagonalising operation U2 to the |j〉 and |φj,2〉 registers of
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R gives:

U2U1RU †1U †2 = IN2
1N

2
2
− 2

(
N1−1∑

i=0

N2−1∑

j=0

|i〉〈i| ⊗ |j〉〈j| ⊗ |b1〉〈b1| ⊗ |b2〉〈b2|
)
, (4.22)

which can be rewritten as:

U2U1RU †1U †2 = IN1N2 ⊗ (IN1N2 − 2|b〉〈b|) ≡ D, (4.23)

where |b〉 = |b1, b2〉 and D can be readily implemented using a controlled-π gate

(with multiple conditionals). Hence R = U †1U
†
2DU2U1 (and hence Uwalk) can be

efficiently implemented when Uwalk,1 and Uwalk,2 can be efficiently implemented using

the diagonalisation approach, as required.

Figure 4.11: Quantum circuit implementing Uwalk corresponding to the Markov chain with
transition matrix P = P1 ⊗ P2, with D′ = IN1N2 − 2|b1, b2〉〈b1, b2|.

Figure 4.11 shows the general quantum circuit for implementing Uwalk corre-

sponding to the Markov chain with transition matrix P = P1⊗P2. The above result

can also be easily extended to multiple systems as follows:

Corollary 4.3.1. The Szegedy walk operator Uwalk corresponding to the Markov

chain with transition matrix P = P1 ⊗ . . . ⊗ Pp can be efficiently implemented if

the Szegedy walk operators Uwalk,1, . . . , Uwalk,p corresponding to the Markov chains

with transition matrix P1, . . . , Pp respectively can be efficiently implemented using

the diagonalisation approach.

Proof. This follows easily by applying Theorem 4.3 recursively.

In the case of Markov chains on graphs described by adjacency matrices, the

tensor product of transition matrices corresponds to taking the graph tensor product

[108] of the underlying graphs. One important class of graphs formed from a tensor

product of graphs is the bipartite double cover of a given graph G. If the adjacency

matrix of G is given by A, then the bipartite double cover of G is given by the
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adjacency matrix A⊗K2, where K2 =


0 1

1 0


 [109]. From Theorem 4.3, it follows

that if we can implement the Szegedy walk on the K2 graph, then we can implement

the Szegedy walk on the bipartite double cover of a given graph. Figure 4.12 shows

the quantum circuit implementation of the Szegedy walk with transition matrix

P = K2.

Figure 4.12: Quantum circuit implementing Uwalk for the K2 graph.

For example, the crown graph S0
N (example shown in Figure 4.13) can be formed

by the bipartite double cover of the complete graph KN [109], i.e. S0
N = KN ⊗K2.

From section 4.3, we already have an efficient implementation for the Szegedy walk

operator for the KN graph (where N = 2n for some n ∈ Z+)—specifically, refer to

Figures 4.7 and 4.8. Hence, applying Theorem 4.3, this means that we also have an

efficient implementation for the crown graph S0
N . By identifying U1 and U2 with the

diagonalising operations in Figures 4.8 and 4.12 respectively, and taking |b1〉 = |0〉
and |b2〉 = |1〉 (giving |b1, b2〉 = |0, 1〉), we can implement the Szegedy walk operator

Uwalk for the crown graph S0
N , as shown in Figure 4.14.

Figure 4.13: Crown graph S0
N with parameter N = 4.

4.6 Weighted interdependent networks

A composition of Markov chains in the form of a weighted interconnected network

(a generalisation of the interdependent network discussed in 3.4.1) can also be con-

sidered. Suppose we have the transition matrices PA =


PA1 0

0 PA2


 and PB =
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Figure 4.14: Quantum circuit implementing Uwalk for the S0
N graph.


 0 PB2

PB1 0


, where PA1 , PA2 , PB1 and PB2 each satisfy the column-normalisation

constraint and are of dimensions N1-by-N1, N2-by-N2, N2-by-N1, and N1-by-N2 re-

spectively. Then a weighted interdependent network formed from PA and PB has

the form:

P =


α1PA1 β1PB2

α2PB1 β2PA2


 , (4.24)

where α1, α2, β1, β2 ∈ [0, 1] are independent real parameters that are chosen to pre-

serve column-normalisation. Under some circumstances, it is possible to show that

the Szegedy walk operator corresponding to P is efficiently implementable if the

Szegedy walk operators corresponding to PA and PB are efficiently implementable.

However, for this section, we will simply demonstrate the efficient implementation

of a particular case.

Consider the weighted interdependent network (example shown in Figure 4.15)

formed by connecting two disjoint cycle graphs CN1 and CN2 using complete intercon-

nections (i.e. a complete bipartite graph KN1,N2). Mathematically, this corresponds

to:

PA =




1
2
CN1 0

0 1
2
CN2


 and PB =


 0 1

N2
JN1,N2

1
N1
JN2,N1 0


 , (4.25)

which, from sections 4.3 and 4.4, we have an efficient implementation for the Szegedy

walk operator of each. We can combine these Markov chains to form a weighted

interconnected network, giving the transition matrix:
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Figure 4.15: Weighted interdependent network with parameters N1 = 8 and N2 = 4.

P =




1
2+N2

CN1

1
2+N1

JN1,N2

1
2+N2

JN2,N1

1
2+N1

CN2


 , (4.26)

where we have chosen the parameters α1 and α2 such that each non-zero element in a

column is weighted equally. Set the partition as Z = Z1∪Z2 where Z1 = {0, . . . , N1−
1} and Z2 = {N1, . . . , N1 + N2 − 1}. For the subsets Z1 and Z2, each column has

(2 +N2) and (2 +N1) non-zero elements respectively. Select the reference states as

|φr1〉 = |φ0〉 and |φr2〉 = |φN1−1〉, where |φ0〉 = 1√
2+N2

[0, 1, 0, . . . , 0, 1, 1, . . . , 1]T and

|φN1−1〉 = 1√
2+N1

[1, . . . , 1, 0, 1, 0, . . . , 0, 1]T . For Z1, the transformations T1,y : |φy〉 →
|φ0〉 can be defined as a (restricted) cyclic permutation of the reference state |φ0〉, i.e.

T1,y = Ly over the first N1 rows. For Z2, the transformations T2,y : |φy〉 → |φN1−1〉
can be defined in similar fashion as T2,y = Ly−(N1−1) over the last N2 rows. In the

case where N1 = 2n1 and N2 = 2n2 (where n1, n2 ∈ Z+ and n1 ≥ n2), the quantum

circuit for the Szegedy walk operator Uwalk can be implemented explicitly, as shown

in Figure 4.16.

4.7 Application: Quantum Pagerank algorithm

The quantum Pagerank algorithm [9, 10] is a quantisation of the classical Google

Pagerank algorithm [110] that is used to calculate the relative importance of nodes

in a directed graph. Compared to the classical Pagerank algorithm, the quantum

Pagerank algorithm is able to better distinguish secondary hubs and lower-ranking

vertices better, and demonstrates increased stability with respect to variation in the
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(a) KbA1
(b) KbB1

(c) Kb1

(d) KbB2
(e) KbA2

(f) Kb2

(g) Complete circuit for Uwalk

Figure 4.16: The quantum circuit implementing Uwalk for the weighted interdependent
network formed from disjoint cycle graphs connected using complete interconnections is
shown in (g). The circuits implementing the preparation routines Kb1 : |0〉 → |φ0〉 and
Kb2 : |0〉 → |φN1−1〉 are shown in (c) and (f) respectively, with rotation angles cos(θ1) =√

2
2+N2

and cos(θ2) =
√

N1
2+N1

respectively.
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damping parameter [10]. It utilises Szegedy quantum walks to quantise the classical

Markov chain, and the average probability of the wavefunction at a node is taken

to be the measure of relative importance of that node.

Suppose that we have a directed graph (representing a network) of N vertices

described by a connectivity matrix C, where Ci,j = 1 if there is a link j → i. Then,

the patched connectivity matrix E is defined as:

Ei,j =





1/N outdeg(A)j = 0

Ci,j/outdeg(A)j otherwise,

(4.27)

The Google matrix G is then:

G = αE +
1− α
N

J, (4.28)

where α ∈ [0, 1] is the damping parameter (typically chosen to be 0.85) and J is the

all-1’s matrix. Taking the transition matrix as P = G, we can define the Szegedy

walk operator Uwalk given by equation (2.18). Then the instantaneous quantum

Pagerank of the jth vertex is given by:

Q(j, t) = |〈j|2U2t
walk|Ψ0〉|2, (4.29)

where 〈j|2 = (|j〉2)† and |j〉2 is the jth standard basis vector of the second Hilbert

space H2. The initial state |Ψ0〉 is taken to be an equal superposition over the |ψi〉
as defined in equation (2.15), i.e.

|Ψ0〉 =
1√
N

N−1∑

i=0

|ψi〉. (4.30)

The average quantum Pagerank for a vertex j, over some number of steps T , is

defined as:

〈Q(j)〉 =
1

T

T−1∑

t=0

Q(j, t), (4.31)

which can be shown to converge for sufficiently large T—and this is the quantity

that is called the quantum Pagerank of a graph [9, 10]. Here, we are interested

in simulating the walk operator Uwalk using the Google matrix G as the transition

matrix, as this is necessary in order to compute the Google pagerank of the system.
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Note that from the definition of G in equation (4.28), G is not a sparse matrix

whenever α 6= 1, so it is not simulable by the methods of Chiang et al. [40].

Now, if E is a matrix with columns related by cyclic permutations as defined

before, then G also has the same property, since addition by 1−α
N

1 does not change

the cyclic permutation property, i.e. Ti is the same as in section 4.3 (but Kb does

change—see next paragraph). Of course, if all columns are related by cyclic permu-

tations, then the Pagerank of each vertex would be equal—however we can exploit

partitioning into subsets (from equations (4.6)–(4.9)) and cyclic symmetry to sim-

ulate the Szegedy walk using the Google matrix G as the transition matrix on a

graph that has non-equivalent sets of vertices.

In general, in order to prepare any column state |φi〉 of the Google matrix G, we

note that if the corresponding column state |φ′i〉 of the patched connectivity matrix

E can be prepared by the state preparation method using integrals (i.e. there exists

an efficiently integrable function p′i(x) that generates the probability distribution

{Ej,i}), then pi(x) = αp′i(x) + 1−α
NL

(where L is the length of the domain of x) is also

an efficiently integrable function that generates {Gj,i}, i.e. the required column state

|φi〉. Hence if Corollary 4.1.1 can be applied to the patched connectivity matrix E,

then it follows that it can also be applied to the Google matrix G by changing the

probability density function as above.

(a) Undirected (b) Directed

Figure 4.17: Undirected wheel graph WN and its directed variant W ′N with parameter
N = 8.

As before, in some special cases, we can construct the preparation routine Kb

explicitly without using the state preparation method using integrals. One class of

graphs for which this can be done is the wheel graph WN (undirected and directed

example shown in Figure 4.17) is a graph that contains a cycle graph CN of length
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N , which has each vertex connected to a single hub vertex. The connectivity matrix

for the undirected case shown in Figure 4.17(a) is given by the block matrix:

C(WN) =


 C(CN) 1

1 0


 , (4.32)

and the directed case shown in Figure 4.17(b) is given by the modified block matrix:

C(W ′
N) =


 C(CN) 0

1 0


 . (4.33)

We consider N = 2n for some n ∈ Z+. For both WN and W ′
N , the vertices can be

partitioned into the sets Z1 = {0, . . . , N − 1} and Z2 = {N}. For the set Z1, we

pick the reference state as |φ0〉, which from equation (4.28), can be written as |φ0〉 =

[
√
β,
√
γ,
√
β, . . . ,

√
β,
√
γ,
√
γ]T where β = (1−α)

N+1
and γ = α

3
+ β. Setting |b1〉 = |0〉,

we can use the circuit in Figure 4.18 to perform the operation Kb1 : |b1〉 → |φ0〉.
The transformations T1,y : |φy〉 → |φ0〉 can be defined as a (restricted) cyclic

permutation of the reference state |φ0〉, i.e. T1,y = Ly over the first N rows. For

the set Z2, there is only one state, so T2,y is not needed, and Kb2 : |b2〉 → |φN〉
can be constructed easily. Figure 4.19 shows the complete circuit that simulates the

Szegedy walk for the wheel graph WN , the total cost being within O(poly(log(N)))

elementary gates.

Figure 4.18: Quantum circuit implementing Kb1 : |b1〉 → |φ0〉 for the vertex group Z1 in

the wheel graph W2n . The rotation angles are given by cos(θ0) =
√

1− γ, cos(θ1) =
√

1
2

and cos(θi>1) =
√

2n−iβ
(2n−i+1−1)β+γ

.

Running the Szegedy walk using U2
walk as the walk operator, we obtain the instan-

taneous and average quantum Pagerank results, shown in Figure 4.20. As expected,
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Figure 4.19: Quantum circuit implementing Uwalk for the WN and W ′N graph, where the
quantum circuit for the preparation routine Kb1 is given in Figure 4.18. The rotation

angle for Kb2 is given by cos(θ) =
√

1− β for the WN graph and cos(θ) =
√

N
N+1 for the

W ′N graph.

the hub vertex (corresponding to the set Z2) has a much higher quantum Pager-

ank value than the outer vertices (corresponding to the set Z1), which all have the

same quantum Pagerank value since they are equivalent vertices. In the case of the

directed graph W ′
8, the hub vertex has a slightly higher quantum Pagerank value

compared to its value in the case of the undirected graph W8, because of the lack of

outgoing edges from the hub in W ′
8.

A second example of computing the quantum Pagerank on directed graphs is

shown in Figure 4.21, the vertices of which can be partitioned into subsets of equiv-

alent vertices as Z = Z1∪Z2∪Z3 where Z1 = {0, 1, 2, 3}, Z2 = {4, 5} and Z3 = {6, 7}.
The connectivity matrix is given by:

C =




0 0 0 1 1 0 0 0

1 0 0 0 1 0 0 0

0 1 0 0 0 1 0 0

0 0 1 0 0 1 0 0

0 0 0 0 0 0 1 1

0 0 0 0 0 0 1 1

0 0 0 0 0 0 1 1

0 0 0 0 0 0 1 1




. (4.34)

Set the basis state for each set to be |b1〉 = |b2〉 = |b3〉 = |0〉. For the set Z1, we
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(a) Instantaneous quantum Pagerank for W8

(b) Instantaneous quantum Pagerank for W ′
8

(c) Average quantum Pagerank

Figure 4.20: Instantaneous and average quantum Pagerank results for the wheel graph
W8. In (a) and (b), the small red curve and large blue curve denotes the instantaneous
quantum Pagerank for vertices 1-8 and 9 respectively (as labelled in Figure 4.17). In (c),
the solid blue curve and the dashed red curve denotes the averaged quantum Pagerank for
W8 and W ′8 respectively.
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Figure 4.21: A directed graph on 8 vertices with three subsets of equivalent vertices.

pick the reference state as |φ0〉, which can be written as |φ0〉 = [
√
β,
√
γ1,
√
β,
√
β,

√
β,
√
β,
√
β,
√
β]T where β = 1−α

8
and γ1 = α + β. The required transformations

T1,y : |φy〉 → |φ0〉 can be identified as T1,y = Ly. For the set Z2, we pick the reference

state as |φ4〉, which can be written as |φ4〉 = [
√
γ2,
√
γ2,
√
β,
√
β,
√
β,
√
β,
√
β,
√
β]T

where γ2 = α
2

+ β. The required transformations T2,y that does the analogous

transformation is simply T2,4 = I and T2,5 = L2. For the set Z3, we pick the reference

state as |φ6〉, which can be written as |φ6〉 = [
√
β,
√
β,
√
β,
√
β,
√
γ3,
√
γ3,
√
γ3,
√
γ3]T

where γ3 = α
4

+ β. Since |φ6〉 = |φ7〉, no transformations are required. Figure 4.22

shows the quantum circuit implementing Uwalk for this directed graph.

Running the Szegedy walk using U2
walk as the walk operator, we obtain the in-

stantaneous and average quantum Pagerank results, shown in Figure 4.23. We find

the centrality of each subset to be ordered (from highest to lowest) as Z3, Z2 and

Z1.

4.8 Conclusions and future work

In summary, we have presented a scheme that can be used to construct efficient

quantum circuits for Szegedy quantum walks if the transition matrix of the Markov

chain possesses translational symmetry in the columns and if the reference state

|φr〉 (or states |φrx〉) can be prepared efficiently. This scheme, which applies to

both sparse and non-sparse matrices, allows for the efficient realisation of quantum

algorithms based on Szegedy quantum walks. We have identified the class of cyclic

permutations and complete bipartite graphs to be amenable to this scheme, as well a
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(a) Kb1 (b) Kb2 (c) Kb3

(d) Complete circuit for Uwalk

Figure 4.22: The quantum circuit implementation of Uwalk for the directed graph is shown
in (d), with circuits implementing the preparation routines Kb1 : |0〉 → |φ0〉, Kb2 : |0〉 →
|φ4〉 and Kb3 : |0〉 → |φ6〉 in (a), (b) and (c) respectively. The rotation angles used in (a) to

(c) are cos(θ1,1) =
√

3β+γ1
7β+γ1

, cos(θ1,2) =
√

β+γ1
3β+γ1

, cos(θ1,3) =
√

β
β+γ1

, cos(θ2,1) =
√

β+γ2
3β+γ2

,

cos(θ2,2) =
√

γ2
β+γ2

and cos(θ3) =
√

β
β+γ3

.

class of weighted interdependent networks. We have also applied our formalism to a

tensor product of Markov chains, which further extends the classes of Markov chains

for which the Szegedy walk can be efficiently simulated. Lastly, we have applied our

results to construct efficient quantum circuits simulating Szegedy walks used in the

quantum Pagerank algorithm, providing a means to experimentally demonstrate the

quantum Pagerank algorithm.

A potential area for further research in this direction would be identifying other

useful classes of transition matrices to which the formalism of section 4.2 can be

applied. To begin with, we can generalise the idea in section 4.3. Suppose we

have some preparation routine Kb|b〉 = |φ0〉. Consider the class of transition ma-

trices where |φi+1〉 = U |φi〉, where U is some unitary operation. If the operations

{U,U2, U4, U8, . . .} can be efficiently implemented, then the Szegedy walk corre-

sponding to the transition matrix can always be efficiently realised. In the case of

section 4.3, we had U = Rx or U = Lx for some x ∈ Z+. We can obtain different

classes of transition matrices by changing U—choices such as rotation matrices Ry(θ)

and phase shift matrices Rz(φ) satisfy the required condition, since Ry(θ)
x = Ry(xθ)

and Rz(φ)x = Rz(xφ) for any x ∈ Z+. Other classes of graphs that are useful in
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(a) Instantaneous quantum Pagerank

(b) Average quantum Pagerank

Figure 4.23: Instantaneous and average quantum Pagerank results for the directed graph
shown in Figure 4.21. In (a), the red, blue and green curves denote the instantaneous
quantum Pagerank for vertices 1–4, 5–6 and 7–8 respectively.
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quantum algorithms, such as complete regular trees, can also be analysed using the

above formalism to see if an efficient implementation can be obtained.
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Chapter 5

Quantum compilation

Based on T. Loke, J.B. Wang and Y.H. Chen’s original publica-

tion in Computer Physics Communications 185.12 (Dec. 2014) pp.

3307–3316 (2014) [42] (with revisions in Computer Physics Com-

munications 207 (Oct. 2016) pp. 531–532 [111]), with an expanded

introduction on the cosine-sine decomposition method.

5.1 Introduction

The task of efficiently implementing a given quantum walk exactly (or quantum

algorithm in general) represented by a unitary matrix, is in general an impossible

one. To demonstrate this, we note that a N -by-N unitary operator has N2 −
1 complex parameters, so a quantum circuit implementing the unitary operator

exactly would have at least O(N2) elementary gates. When N scales exponentially,

the number of gates required would also scale exponentially—for this reason, any

generic quantum compiler that performs an exact decomposition will in general

provide a quantum circuit with exponentially many quantum gates. Nevertheless, it

is still possible to optimise a quantum compiler so as to reduce the number of gates

required on a case-by-case basis—in fact, this is of vital importance in any practical

application of a quantum compiler to be able to do so as much as possible.

Earlier studies into quantum compilation applied the standard triangularisation

or QR-factorisation scheme with Givens rotations and Gray codes to map a quan-

tum algorithm to a series of elementary gate operations [19, 45, 69, 70]. Several

research groups examined a more efficient and versatile scheme based on the CSD

(cosine-sine decomposition) [72–74, 112, 113]. De Vos et al. [114, 115] looked into

another decomposition scheme, namely the Birkhoff decomposition, which was found
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to provide simpler quantum circuits for certain types of unitary matrices than the

cosine-sine decomposition. However, the Birkhoff decomposition does not work for

general unitary matrices. More recently, Chen and Wang [48] developed a general

quantum compiler package written in Fortran, entitled the Qcompiler, which is based

on the CSD scheme and works for arbitrary unitary matrices. The number of gates

required to implement a general 2n-by-2n unitary matrix using the CSD method

scales as O(4n) [73, 116].

In this work, we adopt the CSD method to decompose a given unitary into a

quantum circuit. Specifically, we build on Chen and Wang’s Qcompiler package [48]

to produce OptQC [42], a package that utilises optimisation techniques to reduce

the number of required gates in the quantum circuit provided by the CSD method.

We do this by splitting the unitary matrix U into an equivalent sequence of unitaries

such that the entire sequence of unitaries has a lower total cost than the original

unitary matrix. In general, this means writing U as a sequence of s unitaries, i.e.

U = UsUs−1 . . . U1. At first glance, this seems counterintuitive, since if we were to

apply the CSD to each unitary, this would increase the scaling of the number of

gates required to O(4ns), which is undesirable. However, we note that (1) certain

Ui can be decomposed more efficiently without using the CSD method; and (2)

some matrices require only a few gates when separately decomposed using the CSD

method.

This chapter is organised as follows. Section 5.2 provides a short introduction

to the CSD method. Section 5.3 provides an overview of our approach for reducing

the number of gates required to implement any given unitary matrix U using the

CSD method. Section 5.4 details our developed program, called OptQC, based on

the methods described in section 5.3. Some sample results using the program are

given in section 5.5, and then we discuss our conclusions and possible future work

in section 5.6.

5.2 Cosine-sine decomposition

The CSD method is used to a decompose unitary matrix U into a product of unitary

matrices [48, 71, 72, 117]. Suppose U has dimension N -by-N where N = 2n. Then

the decomposition in block matrix form is:
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U =


 u

v




 C S

−S C




 x

y


 , (5.1)

where:

C = diag{cos(θ1), . . . , cos(θ2n−1)} =




cos(θ1)

cos(θ2)
. . .

cos(θ2n−1)



, (5.2)

and:

S = diag{sin(θ1), . . . , sin(θ2n−1)} =




sin(θ1)

sin(θ2)
. . .

sin(θ2n−1)



, (5.3)

are 2n−1-by-2n−1 diagonal matrices. The matrices u, v, x and y can be further

decomposed by applying the CSD method recursively to the lowest level [73]. Af-

ter applying the CSD method recursively, the resulting product of unitaries can be

mapped to controlled rotation gates Ry(θ)
1 and Rz(φ). Figure 5.1 shows the quan-

tum circuit obtained from recursively applying the CSD to a generic 8-by-8 unitary

matrix—the half-open and half-closed circles represent the uniformly controlled ro-

tational gates defined in Mottonen et al. [73].

Figure 5.1: Quantum circuit for an 8-by-8 complex unitary matrix—sourced directly from
Chen and Wang [48].

In general, all O(4n) gates are required to implement a unitary operator. How-

ever, in practice, a number of the rotation angles θ and φ are zero, so the corre-

1For the remainder of this chapter, treat all Ry(θ) gates as having the opposite sign convention
to the same gate in section 2.1.2, i.e. the θ here is equivalent to −θ in said section.
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sponding controlled rotations can be removed from the circuit, reducing the overall

cost. For our purposes, we can mostly treat the CSD method as a black-box, which

takes in some unitary matrix and then provides a quantum circuit composed of con-

trolled rotation gates. Hence, define CSD(M) as the number of gates required to

implement the unitary matrix M according to the CSD method.

5.3 Optimising the CSD

As briefly discussed before, we want to optimise (that is, reduce the number of

quantum gates required to implement a given unitary) the CSD method by splitting

the given unitary matrix U into an equivalent sequence of unitaries which has a

lower overall cost. To achieve this, we utilise similarity transforms by permutation

matrices heavily. A permutation matrix is a square binary matrix that contains,

in each row and column, precisely a single 1 with 0s everywhere else. For any

permutation matrix P , its corresponding inverse is P−1 = P T . For convenience, we

also define an equivalent representation of permutations using lists—a permutation

list p (lowercase) is equivalent to the permutation matrix P (uppercase) by the

relation:

(P )i,j = δpJiK,j, (5.4)

where δ is the Kronecker delta function, and pJiK denotes the ith list element of

p. For example, the permutation list p = {2, 3, 1, 4} corresponds to the 4-by-4

permutation matrix:

P =




0 1 0 0

0 0 1 0

1 0 0 0

0 0 0 1



.

Our initial approach to optimising the CSD was to write U as U = P TU ′P where

U ′ is related to U by that similarity transform. In general, we find that applying

the CSD to U yields a different cost than the total cost of applying the CSD to P T ,

U ′ and P , i.e.

CSD(U) 6= CSD(P T ) + CSD(U ′) + CSD(P ). (5.5)
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In fact, it is possible to find P ’s such that the right-hand side of equation (5.5) gives

a lower cost than the original cost CSD(U). This can be cast into a global discrete

optimisation problem by identifying the cost function explicitly as:

cnum(U, P ) = CSD(PUP T ) + CSD(P ) + CSD(P T ), (5.6)

where P is the discrete variable that we optimise the cost function cnum over for a

given unitary matrix U . In practice, the permutation matrix P is formed by a prod-

uct of two other permutation matrices of specific types. The similarity transform

that we use is:

U = QTP TU ′PQ, (5.7)

where P here is a (general) permutation matrix formed by a sequence of NOT and

generalised controlled-NOT gates, and Q is a (qubit) permutation matrix formed

by a sequence of SWAP gates. In principle, there are N ! = (2n)! possible P ’s and

n! possible Q’s. The advantage of this approach is that the CSD method only has

to be applied once to U ′ and not to the permutation matrices—instead, we form

the permutation matrices using a sequence of elementary gates which in most cases

provides a permutation matrix with a lower cost than by applying the CSD method.

Q is treated separately from P because Q allows for the parallel version of the

OptQC program to start different threads at different points in the search space.

Denote the number of gates required to form P and Q as gnum(P ) and snum(Q)

respectively. Note that gnum(P ) = gnum(P T ) and snum(Q) = snum(QT ), since the

inverse permutation is formed by simply applying the NOT, generalised controlled-

NOT, or SWAP gates in reverse order, so it has the same gate count. The new cost

function is thus:

cnum(U, P,Q) = CSD(PQUQTP T ) + 2gnum(P ) + 2snum(Q), (5.8)

which we optimise over the discrete variables P and Q.

5.4 Program outline

We have developed a Fortran program, called OptQC, which reads in a unitary

matrix U , minimises the total cost function cnum(U, P,Q) given in equation (5.8),
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and outputs a quantum circuit that implements U . A significant portion of this

program is based on the CSD code provided by the LAPACK library [118]) and

the recursive procedure implemented in Qcompiler, developed by Chen and Wang

[48]. As with Qcompiler, the new OptQC program has two different branches,

one treating strictly real unitary (i.e. orthogonal) matrices, and another treating

arbitrary complex unitary matrices, with the former generally providing a circuit

that is half in size of the latter [48].

Note that the CSD procedure requires the round up of the matrix dimension to

the closest power of two. Hence, in cases where N is not a power of two, the actual

dimension used is:

N ′ = 2dlog2Ne. (5.9)

The expanded unitary operator Ū is an N ′-by-N ′ matrix, where:

(
Ū
)
i,j

=





(U)i,j : i ≤ m, j ≤ m

δi,j : otherwise
(5.10)

which we will subsequently treat as the unitary U to be optimised via permutations.

Figure 5.2: Flowchart overview of the serial version of OptQC. Details about the qubit
permutation Q selection procedure and global optimisation procedure to find P is provided
in Figures 5.4 and 5.5 respectively.

In the following subsections we describe the key procedures in OptQC, depicted in

Figure 5.2, which serve to progressively reduce the total cost function cnum(U, P,Q).
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We first detail the serial version of the program, followed by an extension to a parallel

architecture using MPI (Message Passing Interface).

5.4.1 Selection of qubit permutation

Qubit permutations are a class of permutations that are expressible in terms of

a reordering of qubits, which can be efficiently implemented using SWAP gates

that serve to interchange qubits. Recalling that U is of dimensions N -by-N (where

N = 2n), this implies that there are only n! qubit permutations possible for a given

U . A qubit permutation can be expressed as a list q (lowercase) of length n, or as

a permutation matrix Q (uppercase) of dimensions N -by-N . A qubit permutation

of length n requires at most n− 1 SWAP gates.

The selection of the qubit permutation matrix Q is done by varying Q and

computing the corresponding change in the cost function cnum, while holding P

constant as the identity matrix I. An example implementation of the n = 3 qubit

permutation q = {3, 1, 2} is shown in Figure 5.3. By considering how the basis

states are mapped to each other by q, a regular permutation list q̄ of length N that

permutes the states can be readily constructed from q, and then we use the relation

between permutation lists and permutation matrices (see equation (5.4)) to obtain

Q from q̄.

Figure 5.3: Example implementation of qubit permutation q = {3, 1, 2} using SWAP gates.

We start the program with an identity qubit permutation q, i.e. q[[i]] = i (cor-

responding to Q = I), and compute the corresponding cost of implementation

cnum(U, I,Q). Then, for some prescribed number of iterations jmax, we generate a

random qubit permutation q′ each time and compute the new cost as cnum(U, I,Q′).

If the new cost is lower than the initial cost (recorded by cnum(U, I,Q)), the current

qubit permutation q is replaced by q′. Figure 5.4 shows a flowchart overview of
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the qubit selection procedure. After this procedure, we have an optimised qubit

permutation matrix Q, which will remain unchanged while we find the unrestricted

permutation matrix P in the next section through the main optimisation procedure.

Figure 5.4: Flowchart overview of the qubit selection procedure.

5.4.2 Optimisation procedure

Here, we aim to find an optimal permutation p′ such that cnum(U, P ′, Q) < cnum(U, P,Q)

in the discrete search space of all N ! permutations. Given the massive size of the

search space, use of a heuristic optimisation method is practically necessary. Our

initial approach for minimizing the quantity cnum was to use a threshold acceptance

based simulated annealing algorithm [42]—however, we found that in practice, a

plain descending random walk (equivalent to a simulated annealing algorithm with

zero acceptance threshold) works better in most cases [111].

In either case, we define a procedure (called the neighbourhood operator) that

changes the current permutation p to a slightly different permutation p′. As de-

scribed in section 5.3, we form P by a sequence of NOT and generalised controlled-

NOT gates, so we choose our neighbourhood operator such that given P , it produces

P ′ by adding a NOT or generalised controlled-NOT gate to the circuit for P . In

a descending random walk, if the new cost cnum(U, P ′, Q) is lower than the current
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cost cnum(U, P,Q), then p′ replaces p as the current permutation.

We start the optimisation procedure with p as the identity permutation, i.e.

p = I = {1, 2, . . . , N}. By iterating the neighborhood operator and evaluating the

subsequent change in the number of gates, we accept the change in the permutation

if it reduces the number of gates. After some prescribed number of iterations imax,

we terminate the optimisation procedure, returning the permutation pmin that pro-

vides the minimum number of gates. Figure 5.5 shows a flowchart overview of the

optimisation procedure.

Figure 5.5: Flowchart overview of the optimisation procedure.

5.4.3 Gate reduction procedure

Here, we focus on reducing the number of gates in some prescribed quantum circuit

by combining ’similar’ gates. In a quantum circuit, we can combine CUGs (con-

trolled unitary gates) that apply the same unitary operation Uop to the same qubit,

with all but one of the conditionals of the CUGs being the same. This reduction

process is carried out after every application of the CSD method to a matrix—in par-

ticular, it is applied to the CSD result of PQUQTP T when computing cnum(U, P,Q)

(see equation (5.8)). While it does impose a significant computational overhead, it

gives a better reflection of the true cost function, since the reduced circuit is the
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circuit that one would use for implementation. Figure 5.6 shows an example result

of applying the reduction procedure to a quantum circuit.

(a) Circuit before reduction procedure (b) Circuit after reduction pro-
cedure

Figure 5.6: Example of applying the reduction procedure to a quantum circuit.

5.4.4 MPI parallelisation

The program described above can be readily extended to a parallel architecture us-

ing MPI. Since the neighbourhood operator in the optimisation procedure acts to

interchange any two random positions, it follows that if the random number genera-

tor is seeded differently, then a different set of positions would be interchanged, i.e.

a different search through the space of permutations would be conducted. Similarly,

the qubit permutation that is generated would also change when seeded differently,

which enables the program to start threads at multiple locations in the search space

of n! permutations, so that the search procedure explores as much of the permu-

tation space as possible. We do, however, restrict the root thread (thread index

0) of the program to use the identity qubit permutation for comparison purposes.

Hence, using MPI, we can spawn a team of threads that simultaneously searches

through the space of permutations independently and differently (by seeding the

random number generator of each thread differently), and then collate the results

to pick out the thread with the most optimal permutation, that is, it has the lowest

cnum(U, P,Q) value.

As of version 1.3 of OptQC [111], a synchronisation mechanism between threads

(after some prescribed number of iterations smax) that copies over the current state

of the top (i.e. possessing lowest cost) 10% processes to the remaining 90% was

added. This works so as to discard the less fit solutions and focus the searching

algorithm in the state space with the fittest solutions.
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5.5 Results

We now apply the software program OptQC 2 to various unitary operations to obtain

corresponding optimised quantum circuits. All the results shown here are obtained

using parameters imax = 40000, jmax = 1000 and smax = 15000. Using these param-

eters, we ran OptQC on the supercomputer Fornax with Intel Xeon X5650 CPUs,

managed by iVEC@UWA, using 8 nodes with 12 cores on each (i.e. 96 threads).

5.5.1 Real unitary matrix

A random real unitary (i.e. orthogonal) matrix is given below:

U =




0.0438 0 0 0 0.9990 0 0 0

0.1297 0.8689 −0.2956 0 −0.0057 0.1538 −0.3423 0

−0.2923 0 0.6661 0 0.0128 0 −0.6861 0

−0.0061 −0.0412 0.0140 0.7058 0.0003 0.3008 0.0162 −0.6397

0.9147 0 0.4021 0 −0.0401 0 0 0

0.0185 0.1242 −0.0422 0.3961 −0.0008 −0.9073 −0.0489 0

0.2424 −0.4762 −0.5524 0 −0.0106 0 −0.6397 0

0.0051 0.0343 −0.0117 −0.5874 −0.0002 −0.2503 −0.0135 −0.7686




Note that this matrix is not completely filled, otherwise no optimisation via per-

mutations would generally be possible. By using OptQC, the optimisation process

gives the following results for the thread which achieves the optimal solution:

• No optimisation: cnum(U, I, I) = 29 gates

• After selection of an optimised qubit permutation q: cnum(U, I,Q) = 1 + 26 +

1 = 28 gates

• After optimisation procedure for the permutation p: cnum(U, P,Q) = 1 + 2 +

12 + 2 + 1 = 18 gates

Hence, we achieve a reduction of ∼ 38% from the original number of gates.

Figure 5.7 shows a comparison between the original and optimised circuit for U .

Runtime for this calculation is ∼ 8.5 seconds.

2The source code for version 1.3 of OptQC is freely available online at http://cpc.cs.qub.

ac.uk/summaries/AEUA_v1_3.html
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(a) Original circuit: 29 gates

(b) Optimised circuit: 18 gates

Figure 5.7: Result of quantum circuit optimisation as performed by OptQC on a random
real unitary matrix. In (b), the dashed vertical lines separate the circuit for each matrix—
from left to right, this corresponds to Q, P , U ′, P T and QT respectively.
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5.5.2 Quantum walk operators

One important class of unitary operators are quantum walk operators—in particular,

coined quantum walk step operators [41, 83, 119]. The definition of the step operator

U is given in equation (2.21).

8-star graph

Figure 5.8: The 8-star graph.

The 8-star graph (shown in Figure 5.8) is a graph with 1 centre vertex connected

to 8 leaf vertices by undirected edges. Using the Grover coin operator defined in

equation (2.20), the resulting step operator on this graph corresponds to a 16-by-16

real unitary matrix, as given below:

U =




0 0 0 0 0 0 0 0 −0.75 0.25 0.25 0.25 0.25 0.25 0.25 0.25

0 0 0 0 0 0 0 0 0.25 −0.75 0.25 0.25 0.25 0.25 0.25 0.25

0 0 0 0 0 0 0 0 0.25 0.25 −0.75 0.25 0.25 0.25 0.25 0.25

0 0 0 0 0 0 0 0 0.25 0.25 0.25 −0.75 0.25 0.25 0.25 0.25

0 0 0 0 0 0 0 0 0.25 0.25 0.25 0.25 −0.75 0.25 0.25 0.25

0 0 0 0 0 0 0 0 0.25 0.25 0.25 0.25 0.25 −0.75 0.25 0.25

0 0 0 0 0 0 0 0 0.25 0.25 0.25 0.25 0.25 0.25 −0.75 0.25

0 0 0 0 0 0 0 0 0.25 0.25 0.25 0.25 0.25 0.25 0.25 −0.75

1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0
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By using OptQC, the optimisation process gives the following results for the thread

which achieves the optimal solution:

• No optimisation: cnum(U, I, I) = 34 gates

• After selection of an optimised qubit permutation: cnum(U, I,Q) = 27 gates

• After optimisation procedure for the permutation p: cnum(U, P,Q) = 0 + 1 +

19 + 1 + 0 = 21 gates

Hence, we achieve a reduction of ∼ 38% from the original number of gates.

Figure 5.7 shows the optimised circuit obtained for U . Runtime for this calculation

is ∼ 20 seconds.

Figure 5.9: Optimised circuit (with 21 gates) for the step operator of the 8-star graph.

3rd generation 3-Cayley tree

The 3rd generation 3-Cayley tree (abbreviated as the 3CT3 graph) is a tree of 3 levels

in which all interior nodes have degree 3, as shown in Figure 5.10(a). The corre-

sponding step operator using the Grover coin operator is shown in Figure 5.10(b)—

the step operator U is a 42-by-42 real unitary matrix (which is fairly sparse), which,

for the purposes of the decomposition, is expanded to a 64-by-64 unitary matrix as

per equation (5.10).

By using OptQC, the reduction process gives the following results for the thread

which achieves the optimal solution:

• No optimisation: cnum(U, I, I) = 996 gates
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(a) 3CT3 graph (b) Quantum walk operator for the
3CT3 graph

Figure 5.10: The 3CT3 graph and its corresponding step operator using the Grover coin
operator. The colours/shades in (b) denote the matrix entries for −1/3 (light grey), 2/3
(dark grey) and 1 (black)—all other matrix entries are 0 (white).

• After selection of an optimised qubit permutation: cnum(U, I,Q) = 2 + 452 +

2 = 456 gates

• After optimisation procedure for the permutation p: cnum(U, P,Q) = 2 + 17 +

178 + 17 + 2 = 216 gates

Hence, we achieve a reduction of ∼ 78% from the original number of gates.

Runtime for this calculation is ∼ 7.6 minutes. Figure 5.11 shows the time-series

for cnum(U, P,Q) during both the qubit permutation selection phase and the main

optimisation procedure (separated by a dotted line) to achieve the above result.

5.5.3 Quantum Fourier transform

The quantum Fourier transform is the quantum counterpart of the discrete Fourier

transform in classical computing. It is an essential ingredient in several well-known

quantum algorithms, such as Shor’s factorisation algorithm [120] and the quantum

phase estimation algorithm [121]. The matrix representation of the quantum Fourier

transform on N dimensions is given by:

(QFT)jk =
1√
n
ωjk, where ω = exp(2πi/n). (5.11)

An efficient quantum circuit implementation of the quantum Fourier transform is

given in [70], which scales logarithmically as O(log(N)2). Such a circuit implemen-

tation for N = 26 = 64 is shown in Figure 5.12.

72



Figure 5.11: Time-series of cnum(U,P,Q) during the whole program for the thread which
obtains the optimal solution. The original number of gates required by the CSD method to
implement U is 996; selection of a qubit permutation reduces this cost to 456 gates, which
is used as the starting point for the main optimisation procedure. The main optimisation
procedure then monotonically decreases the required number of gates to 216 gates in total.
The iterations before the dotted line indicate the qubit permutation selection phase, and
the subsequent iterations shows the main optimisation procedure.

Figure 5.12: Circuit implementation of quantum Fourier transform for N = 64.
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Now, let us apply OptQC to the corresponding 64-by-64 complex unitary oper-

ator, given by equation (5.11). The optimisation process gives the following results

for the thread achieving an optimal solution:

• No optimisation: cnum(U, I, I) = 4095 gates

• After selection of an optimised qubit permutation: cnum(U, I,Q) = 4 + 3567 +

4 = 3575 gates

• After optimisation procedure for the permutation p: cnum(U, P,Q) = 4 + 54 +

3028 + 54 + 4 = 3144 gates

Hence, we achieve a reduction of ∼ 23.2% from the original number of gates.

Runtime of this calculation is ∼ 12.7 minutes. Figure 5.13 shows the time-series for

cnum(U, P,Q) during both the qubit permutation selection phase and the main opti-

misation procedure (separated by a dotted line) to achieve the above result. Clearly,

this result is by far inferior to the quantum circuit of only 24 gates shown in Figure

5.12. Similarly, the OptQC package would not be able to provide quantum circuits

as efficient as those presented in [39, 41] for the implementation of quantum walks

on highly symmetric graphs. This is to be expected, since the CS decomposition is

a general technique that decomposes a given unitary into a fixed circuit structure

using many conditional gates, with an upper bound of O(4n). This algorithm is per-

formed without foreknowledge or explicitly exploiting the structure of the unitary,

which would clearly be crucial in achieving the lowest possible number of gates for

a given unitary, as exemplified by the above examples. Instead, the OptQC package

is designed to work for any arbitrary unitary operator for which we do not already

have an efficient quantum circuit implementation, for example, quantum walk op-

erators on arbitrarily complex graphs. In such cases, we have demonstrated that

the OptQC package provides optimised quantum circuits that are far more efficient

than the original Qcompiler.

5.6 Conclusions and future work

We have developed an optimised quantum compiler, named as OptQC, that runs on a

parallel architecture to minimise the number of gates in the resulting quantum circuit

of a unitary matrix U . This is achieved by finding permutation matrices Q and P
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Figure 5.13: Time-series of cnum(U,P,Q) during the whole program for the thread which
obtains the optimal solution. The original number of gates required by the CSD method to
implement U is 4095; selection of a qubit permutation reduces this cost to 3587 gates, which
is used as the starting point for the main optimisation procedure. The main optimisation
procedure then monotonically decreases the required number of gates to 3144 gates in total.
The iterations before the dotted line indicate the qubit permutation selection phase, and
the subsequent iterations show the main optimisation procedure.

such that U = QTP TU ′PQ requires less total number of gates to be implemented,

where the implementation for each matrix is considered separately. Decompositions

of unitary matrices are done using the CSD subroutines provided in the LAPACK

library [118] and adapted from Qcompiler [48]. OptQC utilises an optimal selection

of qubit permutations Q, a descending random walk procedure to find P , and a

combination of similar gates in order to reduce the total number of gates required

as much as possible. We find that for many different types of unitary operators,

OptQC is able to reduce the number of gates required by a significant amount, but

its efficacy does vary depending on the unitary matrix given. In particular, this

optimisation procedure works well for sparse unitary matrices.

For future work, we hope to look at characterising the optimal solutions reached

to see if the matrix U ′ has some common preferential structure that leads to a re-

duced cost of implementation using the CSD method. Such information could be

used to implement a guided search for the optimal solution, rather than using ran-

dom adjustments of the permutation matrix. Another potential area for research

is using a different set of elementary gates to generate P—for example, using rota-

tion operators such as Ry(θ) or Rz(φ) to generate P would allow for more general

similarity transforms outside the set of permutation matrices.
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Chapter 6

Design principles of efficient

quantum circuits

6.1 Introduction

In quantum circuit design for quantum walks (for both analytical and numerical

methods), it is clear that there are infinitely many valid quantum circuits that

would implement the required quantum walk on a specified graph G. For example,

for CTQWs, there are many different eigenbases that can be use to diagonalise the

Hamiltonian (see section 3.3). For Szegedy quantum walks, a different choice of

the reference state |φr〉 can be made, giving a different initialisation procedure Kb,

a different set of transformations Ti, and hence a different quantum circuit. For

numerical methods, a different decomposition scheme, such as the QR-factorisation

scheme [70], can be used in place of the cosine-sine decomposition to produce a

different decomposition of the same unitary.

However, not all quantum circuits that implement the same quantum walk have

the same resource requirements—some of them would satisfy the criteria for effi-

ciency (which we defined in section 2.3), and others would not. It is important,

then, to consider if there are any general principles that can be utilised to arrive

at an efficient quantum circuit for a given quantum walk—or to determine if an

efficient quantum circuit is even possible.

For analytical quantum circuit design of quantum walks, it has been generally

found that an efficient quantum circuit is only possible if there is a high degree of

symmetry in the underlying graph [39]. As defined by Douglas and Wang [39], sym-
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metry here refers to the ability to characterise the structure of the graph by a small

number of parameters that increases at most logarithmatically with the number of

vertices. As such, this includes sparse graphs with efficiently computable neighbours

[57]. This chapter reviews the relevant design principles for each type of quantum

walks, including the coined quantum walk, Szegedy quantum walk, and continuous-

time quantum walk in sections 6.2, 6.3, and 6.4 respectively, and then draws some

conclusions in section 6.5. Since we only interested here in quantum circuit imple-

mentations that are efficient, we exclude discussion on quantum compilation, as it

is not an efficient method in general.

6.2 Coined quantum walk

In a coined quantum walk, the implementation of the step operator given by equa-

tion (2.21) is simplified by the fact that the time t is discrete and the evolution

is repetitive. As a result, if we can implement a single time-step U in a quantum

circuit, the implementation for U(t) can be generated by repeating the same circuit

t times. Another property of the coined quantum walk model that is exploited in

quantum circuit design is that the single time-step operator U acts locally on the

vertex-coin states encoding the graph. In other words, applying U to the vertex-

coin states associated with a particular vertex will only propagate the corresponding

amplitudes to adjacent vertices, so vertices that are a distance of two or more apart

do not affect each other in the single time-step. This means that the local structure

of the graph is the primary consideration in implementing a coined quantum walk.

Mathematically, in the step operator for a coined quantum walk:

U = S · C, (6.1)

the coin operation C mixes the coin states for each vertex independently and the

shifting operator S swaps coin states connected by an edge. The coin operation C

is only dependent on the degree of each vertex, i.e. if two graphs with adjacency

matrices A and B satisfy the relation deg(A)i = deg(B)i ∀i, then the same coin

operation C can be used for both graphs (unless some inhomogeneity is intentionally

introduced). C does not directly encode information about adjacency relations, and

so is often trivial to implement. The shifting operator S expresses the adjacency

relations between vertices, but only locally (i.e. to the vertices directly connected
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by an edge). Hence, implementation of S is dependent on characterising the local

structure of the graph.

(a) (b)

Figure 6.1: (a) Cycle graph CN with parameter N = 8; (b) its corresponding quantum
circuit implementation for the case N = 2n, using the Hadamard coin as the 2-dimensional
coin operator for each vertex. The implementation for L and R can be found in Figure
4.3.

As an example, consider the cycle graph CN [39]. Assuming a lexicographical

labeling of the vertices (shown in Figure 6.1(a)), it is clear that every vertex v has

two coin states (i.e. has a degree of 2) and is connected by an edge to vertices {v ±
1 mod N}. Since every vertex has a degree of 2, the coin operator C can be easily

implemented, as the same 2-by-2 unitary operator can be used as the coin operation

of each vertex. From the above characterisation, we find that the shifting operator

S can also be easily implemented, since the same local operation (incrementing

or decrementing the vertex number by 1 in a modular fashion) characterises the

adjacency relations for each vertex. Figure 6.1(b) shows the quantum circuit for the

step operator U = S · C of the graph CN for the case N = 2n where n ∈ Z+, where

the L and R operators are the left-rotation and right-rotation operators defined in

section 4.3.

The simplicity of the quantum circuit implementation (as demonstrated in Figure

6.1(b)) is highly dependent on being able to characterise the adjacency relations

between vertices in a simple fashion. This, in turn, is dependent on the labelling of

the graph (including the coin states). For example, labelling the CN graph shown in

Figure 6.1(a) in some random order would necessarily mean that the characterisation

of v being adjacent to {v ± 1 mod N} no longer holds, thus requiring a completely

different quantum circuit implementation for the shifting operator S. As such, for

good quantum circuit design for coined quantum walks, one usually picks a labelling

that provides a simple characterisation of the adjacency relations1.

1Here, a simple characterisation of the adjacency relations is one that is easily mapped to a
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(a) (b)

Figure 6.2: (a) Star graph SN with parameter N = 7 and vertex-coin states labelled as
(vi, ci); (b) its corresponding quantum circuit implementation, using the N -dimensional
Grover coin as the coin operator for the central vertex and identity coin operations for the
outer vertices.

Another example where the labelling of the graph is crucial to a simple char-

acterisation of the adjacency relations can be seen in the star graph SN [41], in

which one central vertex is adjacent to N outer vertices. For this graph, we label

the vertex-coin states such that the shifting operator acts as S|v, c〉 = |c, v〉, i.e. S

swaps the vertex and coin labels in order to produce the adjacent edge state. As a

result, S can be easily implemented using a sequence of swap gates. An example of

this labelling is shown in Figure 6.2(a). In total, there are 2N distinct vertex-coin

states:

|v, c〉 ∈ {|0, N〉, . . . , |N − 1, N〉, |N,N − 1〉, . . . , |N, 0〉}. (6.2)

For the coin operator C, we use an identity operation for the outer vertices, and

the N -dimensional Grover coin, expanded to the nearest power of two (including at

least one extra coin state):

(G̃N)i,j =





2
N
− δi,j : i ≤ N, j ≤ N

δi,j : otherwise,
(6.3)

for the central vertex. Note that this operator does not affect states of the form

|v,N〉, since only the first N coin states are mixed. This gives the quantum circuit

implementation for the SN graph shown in Figure 6.2(b), where ñ = dlog2(N + 1)e

quantum circuit, although an algebraically simple characterisation is often one that can be easily
mapped to a quantum circuit.
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qubits are required for both the vertex and coin registers.

As before, the particular labelling of the graph provided a simple characterisation

of the adjacency relations. We note however that this labelling is not minimalistic—

that is, this labelling scheme resulted in a quantum circuit implementation that uses

more states than minimally required. As noted above, there are only 2N distinct

vertex-coin states, and so in theory at least (1 + dlog2Ne) qubits are required. How-

ever, using the above labelling scheme results in an implementation that requires

2ñ = 2dlog2(N + 1)e qubits in total, which is strictly larger than the lower bound

of (1 + dlog2Ne). In general, this is the tradeoff from using a convenient labelling

scheme—a larger space enables adjacency relations between states to be expressed

in a simpler form (leading to fewer gates required), whereas a smaller space does not

always have the degrees of freedom necessary for a simple relation to be possible.

(a) Labeled by (t1, v1, c) (b) Partitioned by (t1)

Figure 6.3: The 2nd generation 3-Cayley tree graph, partitioned into three S3 graphs.

For more complex graphs, characterising the adjacency relations becomes more

difficult, so it typically requires more degrees of freedom (i.e. a larger space) to obtain

a characterisation that is simple. For example, consider the 2nd generation 3-Cayley

tree graph shown in Figures 6.3(a) and 6.3(b). In order to characterise the graph, we

recognise that the graph can be formed by connecting three S3 graphs together (as

shown in Figure 6.3(b)), so a similar 2-parameter characterisation using v1 and c can

be used, with an additional parameter t1 to distinguish between the three S3 graphs.

In this way, 3 parameters can be used to characterise the 2nd generation 3-Cayley

tree graph, giving the quantum circuit implementation shown in Figure 6.4. One

can easily extend this 3-parameter characterisation to any 2nd generation d-Cayley
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tree graph, which is formed by connecting d Sd graphs together. In fact, it has been

shown in [41] that any nth generation d-Cayley tree can be characterised in similar

fashion, using an (n+ 1)-parameter characterisation, using a total of d(n+ 1)log2de
qubits and O((n log2d)2) one and two qubit gates to implement, which is efficient.

Figure 6.4: Quantum circuit implementation for the 2nd generation 3-Cayley tree graph.

In summary, for a coined quantum walk, the coin operator C is often easy to

implement (due to its action being confined to the coin states of each vertex), as

long as the choice of the coin operator is consistent. For the shifting operator S,

the implementation can (in most cases) be simplified by choosing a labelling scheme

(i.e. a parameterisation) for the graph that gives a simple characterisation of the

adjacency relations, but this often comes at the tradeoff of requiring a larger state

space to work with. This characterisation is usually only possible for graphs with

some form of geometrical or combinatoral symmetry.

6.3 Szegedy quantum walk

For the Szegedy quantum walk, some of the design principles from the coined quan-

tum walk carry over, since they are both discrete-time quantum walk models and

are, to some extent, equivalent [54]. In particular, the implementation for U(t) can

be generated by repeating t times the circuit for the step operator Uwalk. Since a

single application of Uwalk only propagates the corresponding amplitude to adjacent

vertices, paths of length 2 or more from a vertex need not be considered in one time-

step. Of course, some differences exist from the coined quantum walk model—for

example, Szegedy walks on directed and weighted graphs can be defined, whereas

quantum walks on such graphs cannot, in general (see [122] for some exceptions),

be defined consistently in the coined quantum walk model. In the Szegedy quantum

walk model, recall that the step operator is given by:
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Uwalk = S(2Π− I) = SR. (6.4)

(a) (b)

Figure 6.5: (a) Complete bipartite graph K4,2; (b) its corresponding quantum circuit
implementation.

From this, a partial equivalence between the step operator for the Szegedy quantum

walk and the coined quantum walk can be established. A more detailed study of

equivalence between the two quantum walk models can be found in [54]. The step

operator for the Szegedy quantum walk on any Markov chain with N states can be

treated as a coined quantum walk on the complete graph KN with self-loops, with

each vertex vi having the coin operator Cvi = 2|φi〉〈φi| − IN . Hence, a change in

the transition matrix for the Szegedy quantum walk simply corresponds to changing

the coin operators of the corresponding coined quantum walk on the KN graph with

self-loops. Mathematically, S and R correspond to the shifting and coin operator

of a coined quantum walk, respectively.

However, in the Szegedy quantum walk model, the primary difficulty lies in the

implementation of the reflection operator R, since R characterises the adjacency

relations of the graph in the Szegedy quantum walk. The swap operator S can be

easily implemented using a sequence of swap gates, as noted in section 4.2. However,

instead of modifying the labelling of the graph (as we did for the coined quantum

walk) in order to obtain a simple characterisation of the graph, we can instead use

the results in chapter 4 (specifically Theorem 4.2 in section 4.2) as a framework for

characterising the vertices of the graph. We partition the vertex set {0, . . . , N − 1}
into subsets such that, within each subset, the corresponding columns of the tran-

sition matrix are simply related in some fashion. That is, the transformations Tx,y

and preparation routines Kbx can be done efficiently. In practice, finding efficient

preparation routines Kbx is usually much simpler than implementing the transfor-
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mations Tx,y. For example, the complete bipartite graph K4,2 shown in Figure 6.5(a)

has the following transition matrix:

P =




0 0 0 0 1/4 1/4

0 0 0 0 1/4 1/4

0 0 0 0 1/4 1/4

0 0 0 0 1/4 1/4

1/2 1/2 1/2 1/2 0 0

1/2 1/2 1/2 1/2 0 0




. (6.5)

From the transition matrix, it can be readily seen that the first four columns are

simply related by an identity transformation, and so are the last two columns.

Hence the partitioning Z = Z1 ∪ Z2 where Z1 = {0, 1, 2, 3} and Z2 = {4, 5} is a

natural choice. Since it satisfies the other sufficient conditions of Theorem 4.2 (the

preparation routines Kbx and controlled unitary operations can be done efficiently),

it follows that the step operator Uwalk can be implemented efficiently. In other

words, an extension of this graph to higher dimensions can be implemented using

O(poly(log(N))) one and two qubit gates, as shown in Figure 6.5(b).

Modifications to the transition matrix that occur within subsets may allow for

the same partitioning to be used, with a change in the transformation and/or the

preparation routines. For example, consider the following modified transition matrix

for the K4,2 graph:

P =




0 0 0 0 1/4 1/4

0 0 0 0 1/4 1/4

0 0 0 0 1/4 1/4

0 0 0 0 1/4 1/4

1− α α 1− α α 0 0

α 1− α α 1− α 0 0




, (6.6)

where α ∈ [0, 1] is a real parameter. For this transition matrix, the same partitioning

Z = Z1 ∪ Z2 can be used, with a modification to the transformation operators for

Z1 as:

T1,y =






I4 0

0 σx


 : y ∈ {1, 3}

I6 : otherwise,

(6.7)
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which is essentially a CNOT gate that acts when y ∈ {1, 3}. The preparation routine

Kb1 can be modified easily to prepare the reference state |φ0〉 = {0, 0, 0, 0, 1−α, α}T

by using a rotation gate. Putting these modifications together gives us the quantum

circuit for Uwalk shown in Figure 6.6.

Figure 6.6: Quantum circuit implementing Uwalk for the modified transition matrix in
equation (6.6). The rotation angle for Kb1 is given by cos(θ) =

√
1− α.

In summary, for a Szegedy quantum walk, the swap operator S is trivial to im-

plement, so the difficulty is in implementing the reflection operator R. In order to

simplify the implementation of R, a partition of the graph that results in efficiently

implementable transformations Tx,y within each subset is required. The transforma-

tions Tx,y are typically efficient when, within each subset, the corresponding columns

are simply related in some fashion.

6.4 Continuous-time quantum walk

In contrast to the DTQW models (the coined quantum walk model and the Szegedy

quantum walk model), we find that quantum circuit design for CTQWs are sub-

stantially more difficult, for several reasons. First, the time-evolution operator U(t)

for the CTQW is defined as a continuous function of t ∈ R, requiring a time-

dependent quantum circuit implementation. Second, the CTQW does not act locally

on vertices—any two even distantly connected vertices on a graph will propagate

amplitudes to each other in a CTQW. Consequently, the global structure of a graph

must be taken into account in designing quantum circuits to implement CTQWs.

Given a Hamiltonian H which satisfies H = H†, the corresponding time-evolution

operator for the CTQW is given by:

U(t) = exp(−itH), (6.8)
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for which we take H = γA, where A is the adjacency matrix of the graph. Under the

definition of efficiency outlined in section 2.3, there are necessarily a limited num-

ber of types of graphs that are possible to simulate efficiently, since it corresponds

to classes of Hamiltonians whose time-evolution can be fast-forwarded efficiently.

One method of achieving quantum circuits with time-independent complexity is by

diagonalising the Hamiltonian using its eigenbasis Q, i.e.

U(t) = Q†exp(−itΛ)Q, (6.9)

as outlined in section 3.2. While any Hamiltonian can be diagonalised in this fashion

to obtain a quantum circuit with time-independent complexity, the resulting circuit

may not be efficient with respect to the parameter N . So far, only a few types of

graphs that are highly symmetric have been found to be efficiently diagonalisable.

In the literature, the complete graph, complete bipartite graph, star graph, and

the Winnie Li graph on odd dimensions have been found to be diagonalisable [65].

Our results in chapter 3 enable simulation of some classes of circulant graphs via

diagonalisation using the quantum Fourier transform matrix. We can also generate

new classes of graphs from this list of efficiently implementable graphs by composing

them in some fashion, as outlined in section 3.4.

One important degree of freedom in the diagonalisation method is the choice

of eigenbasis when the eigenvalues are degenerate. For example, in section 3.3,

we noted that the complete graph KN for the case N = 2n where n ∈ Z+ could

be diagonalised using two different eigenbases: the quantum Fourier transform or

the Hadamard basis H⊗n, as shown in Figure 3.2(b) and 3.3 respectively. This is

because the eigenvalue spectrum for the KN graph is {(N − 1)1, (−1)N−1}, i.e. the

eigenvalue −1 is degenerate with algebraic multiplicity N−1. Since the Hamiltonian

is Hermitian, this implies that the Hamiltonian is never defective [123], i.e. the

geometric and algebraic multiplicities of all eigenvalues are always equal—implying

that any orthogonal basis of N − 1 vectors belonging to the eigenspace (i.e. the

kernel ker(H+I)) can be chosen as the corresponding eigenvectors. In more general

terms, for an eigenvalue λ of the Hamiltonian with algebraic multiplicity mλ, any

orthogonal basis of mλ vectors for the eigenspace ker(H − λI) can be chosen as

the eigenvectors for the eigenvalue λ. As such, degeneracy of the eigenspectrum

can be exploited to select an eigenbasis that can be more easily implemented in a

quantum circuit, as demonstrated by the KN example. From this, conjecture that
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if the eigenspectrum of the Hamiltonian has more degeneracy (i.e. high algebraic

multiplicities for eigenvalues), then it is more likely that the Hamiltonian can be

efficiently diagonalised.

Another example of the application of this conjecture is to the complete bipar-

tite graph KN1,N2 . This graph has the eigenvalue spectrum {(√N1N2)1, (−√N1N2)1,

0N1+N2−2}, which is highly degenerate since the eigenvalue 0 has algebraic multiplic-

ity N1+N2−2. As such, according to the conjecture, it is likely that the Hamiltonian

corresponding to the graph KN1,N2 can be efficiently implemented (its implementa-

tion was provided in section 3.4.1). The star graph SN is equivalent to the KN,1

graph, and so is also highly degenerate.

Of course, diagonalisation as a method has its drawbacks. In particular, it re-

quires full knowledge of the eigenspectrum of H. Hence, it is impractical to use

diagonalisation without having this knowledge, since precomputation of the eigen-

spectrum scales as O(N3) typically [124], which scales exponentially as N scales

exponentially. Rather, it is best used for graphs for which we already have this infor-

mation analytically. Another drawback of the diagonalisation method is that small

alterations to a graph are often non-trivial to implement, because the eigenspectrum

(which is encoded by the matrix of column eigenvectors Q and the eigenvalue matrix

Λ) can change significantly. An example of this is the vertex marking operation,

which we discussed briefly in section 3.3. Recall that the marked Hamiltonian is

defined as H ′ = H+Hm where Hm = |vm〉〈vm| represents the marking at vertex vm.

Even though this operation only modifies one diagonal element of the Hamiltonian,

the eigenspectrum changes completely (since it breaks the circulant symmetry of

the graph), requiring a completely different (and more complex) quantum circuit

implementation, as shown in Figure 6.7.

In summary, for a CTQW, efficient quantum circuit implementations for U(t)

can only be done for some graphs with some particular types of symmetry. We

conjecture that this type of symmetry corresponds to graphs which have a highly

degenerate eigenspectrum. This can be used to perform efficient diagonalisation of

the Hamiltonian and hence simulation of U(t) according to equation (6.9). However,

these symmetries are often quite restrictive, hence even minor changes to the Hamil-

tonian that break the symmetry of the graph would require non-trivial alterations

to the quantum circuit (or a completely different one) to simulate the modified

Hamiltonian.
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(a) (b)

(c)

Figure 6.7: Quantum circuit implementation of U(t) for the K8 graph (shown in (a)) with
(b) no marking; (c) vertex 0 marked, where f(γ) =

√
1 + 4γ(16γ − 3).
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6.5 Conclusions

To summarise, we have reviewed the relevant design principles for the coined quan-

tum walk, Szegedy quantum walk, and continuous-time quantum walk. We list them

as follows:

• Coined quantum walk: Pick a labelling scheme that provides a simple charac-

terisation of the adjacency relations. This is generally only possible by utilising

a larger space instead of a minimalistic space, i.e. using more qubits than the

minimum required.

• Szegedy quantum walk: Partition the vertex set into subsets in which the

corresponding columns of the transition matrix are simply related in some

fashion.

• Continuous-time quantum walk: Use diagonalisation of the Hamiltonian and

exploit degeneracy of the eigenspectrum to choose an eigenbasis that is effi-

ciently implementable.

When considering the different types of quantum walks and their implementa-

tion, a natural question to ask is whether the implementation of one type of quantum

walks is more difficult than another in some sense. To provide some insight to this

question, we would propose the following ranking, in descending order of difficulty,

for the three types of quantum walks:

CTQW >> Szegedy quantum walk > Coined quantum walk. (6.10)

Our rationale behind this ranking is dependent on two main factors: generality

and robustness. Generality refers to the range of graphs (undirected, directed,

or weighted in general) for which the quantum walk can be defined—this can be

thought of as the allowed number of free parameters in the particular quantum walk

framework. Robustness refers to how easy it is to make a modification (e.g. addi-

tion/deletion of vertices or edges, marking a vertex, etc.) to the underlying graph

by making a minor change to the corresponding quantum circuit. Hence, in our

ranking scheme, a quantum walk framework that is more general (requiring a quan-

tum circuit implementation that accounts for more free variables) and less robust

(requiring large alterations in the quantum circuit implementation when a minor
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change is introduced to the graph) is therefore ranked to be more difficult than its

counterparts.

In terms of generality, the Szegedy quantum walk is the most general frame-

work out of the three formalisms, since it can be applied to directed and weighted

graphs in general, unlike the coined quantum walk2 and the CTQW3. In terms of

robustness, we find that compared to the Szegedy quantum walk and the coined

quantum walk, the CTQW is, by far, less robust than either model, since as pointed

out in section 6.4, even minor alterations such as vertex marking can drastically

change the eigenspectrum (and hence the quantum circuit implementation) of the

graph. In comparison, such alterations are much easier to implement in the coined

quantum walk model (see [39, 41] for examples on vertex marking) and the Szegedy

walk model (vertex marking would correspond to a replacement of a single column

in the transition matrix). Hence, we rank the CTQW model as the most difficult

to implement (due to its lack of robustness), followed by the Szegedy walk model,

as it is more general (but about the same in robustness) than the coined quantum

walk model.

2For a fixed undirected graph, the coined quantum walk does have more freedom in its choice
of coin operators, since any unitary matrix (including those with complex elements, which is not
allowed by the reflection operator of the Szegedy walk) of appropriate dimensions is allowed—
the reflection operator (i.e. the coin operator equivalent) of the Szegedy quantum walk is defined
directly with respect to the graph, and so is inflexible in that sense.

3However, the more general form of CTQW (Hamiltonian simulation) can be applied to Hermi-
tian adjacency matrices which allows for complex values (see papers on the topic of chiral quantum
walks [125]), which the Szegedy quantum walk does not allow for, so it is slightly more general in
a different sense.
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Chapter 7

Conclusion

In this thesis, the crucial step from theory to implementation for quantum walks

is developed using the quantum circuit model of computation, enabling the imple-

mentation of quantum walk-based algorithms on a quantum computer. We study

the application of analytical and numerical methods to this task while looking at

different types of quantum walks separately, since the construction of the unitary

evolution operator for each type is markedly different.

For the continuous-time quantum walk (CTQW), we utilise diagonalisation of

the Hamiltonian in order to generate quantum circuit implementations that have

time-independent complexity. An efficient quantum circuit for CTQWs, then, re-

quires that the eigenbasis (matrix of column eigenvectors Q and diagonal matrix

of eigenvalues e−itΛ) be efficiently implementable. We find that the class of cir-

culant graphs (for example, cycle graphs and complete graphs) can be efficiently

diagonalised using the quantum Fourier transform. We have also shown that the

quantum circuit implementation for some types of composite graphs (that is, graphs

generated by combining two other graphs in some prescribed fashion) can be con-

structed, specifically for commuting graphs and the Cartesian product of graphs.

It is the aim of future work to identify relevant physical systems that exhibit these

kinds of symmetry (e.g. chemical molecules with circulant symmetry) and apply

these results to simulate these systems efficiently.

For the Szegedy quantum walk, we have presented a scheme for constructing

the quantum circuit implementation of a given Markov chain. We identified explic-

itly the requirements for efficiency under this scheme, and then generalised these

requirements for the more general case of allowing for a partitioning of the vertex
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set. This formalism was then applied to a wide variety of graph types: firstly, the

class of graphs generated by a cyclic permutation (a generalisation of the class of

circulant graphs); next, the class of complete bipartite graphs (which are necessar-

ily non-sparse); then, the class of graphs formed by a tensor product; and lastly,

some types of weighted interdependent networks. Lastly, we demonstrated that the

Szegedy quantum walk required to implement the quantum Pagerank algorithm [9,

10] can be implemented for some types of graphs using our scheme, for which we

provide explicit quantum circuit implementations. Given the generality of the for-

malism presented in section 4.2, there are almost certainly more classes of Markov

chains which can be simulated efficiently than those found thus far—finding these

classes of Markov chains is the focus of future work.

We then investigated the application and optimisation of the cosine-sine decom-

position, which is a numerical technique that can be applied recursively to generate

a quantum circuit implementation of any given unitary matrix. We pose the optimi-

sation of the quantum circuit as a minimisation problem with permutation matrices

applied to the unitary matrix as the variable. By using this and parallelising the im-

plementation using MPI, we build on the existing software package Qcompiler [48]

to develop the optimised quantum compiler OptQC, which we apply to a number

of different unitary matrices, including to the step operator of the coined quantum

walk. For future work, a characterisation of the structure of optimal solutions can

shed some light on whether there exists some common preferential structure for the

cosine-sine decomposition—this can be used to implement a guided search for the

optimal solution, which speeds up the search for the global minimum.

Lastly, we reviewed efficient quantum circuit implementations of the three quan-

tum walk models (including the coined quantum walk model), and derive design

principles for each, which conveys some sense of intuition on how such implementa-

tions are developed. It is left as an open question whether other degrees of freedom

apart from eigenvalue degeneracy can be exploited in designing efficient quantum

circuits for CTQWs.

One area of interest in quantum circuit design for quantum walks that is not

directly discussed in this thesis (with the exception of section 4.5) is multi-particle

quantum walks, with or without interactions. One important application of multi-

particle quantum walks is to increase the distinguishing power in a quantum-walk

based graph isomorphism algorithm [55] over the single-particle version of the algo-
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rithm. For CTQWs, a multi-particle CTQW without interactions corresponds to a

Cartesian product of the Hamiltonian with itself (as in section 3.4.2). Interactions

can be introduced by modifying the Hamiltonian at sites where there is more than

one particle at a single vertex [88]. From section 3.4.2, it follows easily that the

multi-particle case without interactions can be efficiently implemented if the single-

particle case can be implemented efficiently. However, it remains to be seen if this

can be modified for the multi-particle case, since typically introducing any addi-

tional terms to the Hamiltonian changes the eigenspectrum. For the Szegedy (and

coined) quantum walk, similar considerations apply, in that if the single-particle

case can be implemented efficiently, the multi-particle case without interaction fol-

lows easily. However, it also remains to be seen that the case with interactions can

be implemented efficiently by modifying the implementation for the case without

interactions.
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1. Introduction

Quantum computation aims to solve problems that are classically intractable by harnessing intricate quantum correlations between
densely encoded states in quantum systems [1]. Awell-known example is Shor’s algorithm for the factorization of numbers [2,3]. Quantum
algorithms are designed to be implemented on quantum computers by means of a quantum circuit, which consists of qubits and quantum
gates. It is therefore of vital importance to be able to obtain a quantum circuit representation for any given quantum algorithm (which is
always described by a unitary matrix) in terms of an elementary set of quantum gates—this role is that of a quantum compiler.

Barenco et al. and Deutsch et al. [4,5] proved that any arbitrarily complex unitary operation can be implemented by a quantum circuit
involving only one- or two-qubit elementary quantum logic gates. Earlier studies applied the standard triangularization orQR-factorization
scheme with Givens rotations and Gray codes to map a quantum algorithm to a series of elementary gate operations [4–6,1]. Several re-
search groups examined amore efficient and versatile scheme based on the cosine–sine decomposition was proposed and utilized [7–11].
De Vos et al. [12,13] looked into another decomposition scheme, namely the Birkhoff decomposition, which was found to provide simpler
quantum circuits for certain types of unitary matrices than the cosine–sine decomposition. However, the Birkhoff decomposition does not
work for general unitary matrices.

More recently, Chen and Wang [14] developed a general quantum compiler package written in Fortran, entitled the Qcompiler, which
is based on the cosine–sine decomposition scheme and works for arbitrary unitary matrices. The number of gates required to implement
a general 2n-by-2n unitary matrix using the CSD method scales as O(4n) [8,11]. In other words, the number of gates scales exponentially
with the number of qubits. Thus, in any practical application of the CSD method to decomposing matrices, it is of considerable interest to
reduce the number of gates required as much as possible.

In thiswork, we adopt the CSDmethod due to the reasons outlined above, andwe split the unitarymatrixU into an equivalent sequence
of unitaries with the aim of reducing the number of gates required to implement the entire sequence of unitaries. In general, this means
writing U as a sequence of s unitaries, i.e. U = UsUs−1 . . .U1. At first glance, this seems counterintuitive, since if we were to apply the CSD
to each unitary, this would increase the scaling of the number of gates required to O(4ns), which is undesirable. However, we note that (1)
certain Ui can be decomposed more efficiently than CSD such as qubit permutation matrices; and (2) some matrices requires only a few
gates when separately decomposed using the CSD method.

This paper is organized as follows. Section 2 describes in detail our approach for reducing the number of gates required to implement
any given unitary matrix U . Section 3 details our developed program, called OptQC, that uses the methods described in Section 2 to reduce
the number of gates required to implement any given unitary matrix. Some sample results using the program are given in Section 4, and
then we discuss our conclusions and possible future work in Section 5.

2. Our approach

Supposewe are given anm-by-m (wherem = 2n) unitarymatrixU . Asmentioned above,we are interested in splittingU into a sequence
of unitaries with the aim of reducing the total number of gates required to implement the entire sequence. One means of splitting U into
an equivalent sequence of unitaries is by using permutation matrices. A permutation matrix is a square binary matrix that contains, in
each row and column, precisely a single 1 with 0s everywhere else. For any permutation matrix P , its corresponding inverse is P−1

= PT .
For convenience, we also define an equivalent representation of permutations using lists—a permutation list p (lowercase) is equivalent
to the permutation matrix P (uppercase) by the relation:

(P)i,j = δp[[i]],j, (1)

where δ is the Kronecker delta function, and p[[i]] denotes the ith list element of p. For example, the permutation list p = {2, 1, 4, 3}
corresponds to the 4-by-4 permutation matrix:

P =

0 1 0 0
1 0 0 0
0 0 0 1
0 0 1 0

 .

Now define CSD(M) to be the number of gates required to implement the unitary matrix M according to the CSD method. If we were
to write U as U = PTU ′P (where U ′ is equivalent to U up to a permutation), then we find that CSD(U) ≠ CSD(U ′) + CSD(P) + CSD(PT ) in
general (note also that CSD(P) ≠ CSD(PT )). The general aim is thus to find a P that minimizes the total cost function CSD(U ′) + CSD(P) +

CSD(PT ), with the obvious restriction that it has to be less than CSD(U).
In our approach, we write U as U = Q TPTU ′PQ , where P and Q are both permutation matrices, and U ′ is equivalent to U up to a

permutation. In general, P is allowed to be any permutation matrix (m! = (2n)! permutations possible), but Q is restricted to a class of
permutation matrices that correspond to qubit permutations (only n! permutations possible). The advantage of this approach is that qubit
permutations can be easily implemented using a sequence of swap gates—so for a system with n qubits, it requires at most n − 1 swap
gates to implement any qubit permutation. This also enables the program (in the parallel version) to start different threads at different
points in the search space ofm! permutations by using different qubit permutations.

Let snum(Q ) be the number of swap gates required to implement a qubit permutation matrix Q . Note that snum(Q ) = snum(Q T ), since
the reverse qubit permutation would just be the same swap gates applied in reverse order. The total cost function cnum of implementing a
given unitary U = Q TPTU ′PQ is then:

cnum(U) = CSD(U ′) + CSD(P) + CSD(PT ) + 2snum(Q ). (2)

To make the dependencies in this function clear, we write this as:

cnum(U, P,Q ) = CSD(PQUQ TPT ) + CSD(P) + CSD(PT ) + 2snum(Q ), (3)

which is the function that we aim to minimize with respect to P and Q .
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Fig. 1. Flowchart overview of the serial version of OptQC.

Fig. 2. Example implementation of qubit permutation q = {3, 1, 2} using swap gates.

3. Program outline

Wehave developed a Fortran program, calledOptQC, which reads in a unitarymatrixU , minimizes the total cost function cnum(U, P,Q ),
and outputs a quantum circuit that implements U . A significant portion of this program is based on the CSD code provided by the LAPACK
library [15] and the recursive procedure implemented in Qcompiler, developed by Chen andWang [14]. As with Qcompiler, the new OptQC
program has two different branches, one treating strictly real unitary (i.e. orthogonal) matrices, and another treating arbitrary complex
unitary matrices, with the former generally providing a circuit that is half in size of the latter [14].

Note that the CSD procedure requires the round up of the matrix dimension to the closest power of two, i.e. the dimension used is

m′
= 2⌈log2 m⌉. (4)

The expanded unitary operator Ū is anm′-by-m′ matrix, where
Ū


i,j =


(U)i,j : i ≤ m, j ≤ m
δi,j : otherwise (5)

which we will subsequently treat as the unitary U to be optimized via permutations.
In the following subsections we describe the key procedures in OptQC, depicted in Fig. 1, which serve to progressively reduce the total

cost function cnum(U, P,Q ). We first detail the serial version of the program, followed by an extension to a parallel architecture using MPI.

3.1. Selection of qubit permutation

Qubit permutations are a class of permutations that are expressible in terms of a reordering of qubits, which can be efficiently
implemented using swap gates that serve to interchange qubits. Recalling that U is of dimensions m-by-m (where m = 2n), this implies
that there are only n! qubit permutations possible for a given U . A qubit permutation can be expressed as a list q (lowercase) of length n,
or as a permutation matrix Q (uppercase) of dimensionsm-by-m. A qubit permutation of length n requires at most n − 1 swap gates.

The selection of the qubit permutation matrix Q is done by varying Q and computing the corresponding change in the cost function
cnum, while holding P constant as the identity matrix I . An example implementation of the n = 3 qubit permutation q = {3, 1, 2} is
shown in Fig. 2. By considering how the basis states are mapped to each other by q, a regular permutation list q̄ of lengthm can be readily
constructed from q, and then we use the relation between permutation lists and permutation matrices (see Eq. (1)) to obtain Q from q̄.

We start the program with an identity qubit permutation q, i.e. q[[i]] = i (corresponding to Q = I), and compute the corresponding
cost of implementation cnum(U, I,Q ). Then, for some prescribed number of iterations jmax, we generate a random qubit permutation q′

each time and compute the new cost as cnum(U, I,Q ′). If the new cost is lower than the initial cost (recorded by cnum(U, I,Q )), the current
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Fig. 3. Flowchart overview of the qubit selection procedure.

qubit permutation q is replaced by q′. Fig. 3 shows a flowchart overview of the qubit selection procedure. After this procedure, we have
an optimized qubit permutation matrix Q , which will remain unchanged while we find the unrestricted permutation matrix P in the next
section through a simulated annealing process.

3.2. Simulated annealing

Here, we aim to find an optimal permutation p′ such that cnum(U, P ′,Q ) < cnum(U, P,Q ) in the discrete search space of all m!

permutations. Given the massive size of the search space, use of a heuristic optimization method is practically necessary. Simulated
annealing is one such method for finding a minimum in a discrete search space. In the OptQC program, we adopt a threshold acceptance
based simulated annealing algorithm. There are three key components to the algorithm:
1. Cost function: the function to be minimized, i.e. cnum(U, P,Q ).
2. Neighborhood operator: the procedure that alters the current solution slightly by altering the current permutation p to a slightly

different permutation p′. Our neighborhood operator acts to interchange any two random positions in p to form p′.
3. Threshold value: any ‘bad’ trades (increase in cost function) that are below some threshold value β are accepted, otherwise they are

rejected. We define the threshold value as β(P,Q ) = min (⌈αcnum(U, P,Q )⌉, ⌈αcnum(U, I,Q )⌉), where 0 ≤ α < 1. As such, the
threshold value is taken to be the proportion α of the current number of gates (with a fixed maximum value of the proportion α of the
initial number of gates to ensure that β(P,Q ) cannot grow arbitrarily large).

We start with p as the identity permutation. By iterating the neighborhood operator and evaluating the subsequent change in the num-
ber of gates, we accept the change in the permutation if it reduces the number of gates, or if the increase in the number of gates is below the
threshold β . After some prescribed number of iterations imax, we terminate the simulated annealing procedure, returning the permutation
pmin that provides the minimum number of gates. Fig. 4 shows a flowchart overview of the simulated annealing procedure. Note that pmin
is not necessarily the permutation p at the end of imax iterations—rather, we keep track of pmin separately during the procedure.

3.3. Gate reduction procedure

Here, we focus on reducing the number of gates in some prescribed quantum circuit by combining ‘similar’ gates. In a quantum circuit,
we can combine CUGs (controlled unitary gates) that apply the same unitary operation Uop to the same qubit, with all but one of the
conditionals of the CUGs being the same. This reduction process is carried out after every application of the CSD method to a matrix—in
particular, it is applied three times (to PQUQ TPT , P and PT respectively) when computing cnum(U, P,Q ) (see Eq. (3)). While it does impose
a significant computational overhead, it gives a better reflection of the true cost function, since the reduced circuit is the circuit that one
would use for implementation. Fig. 5 shows an example result of applying the reduction procedure to a quantum circuit.

3.4. MPI parallelization

The program described above can be readily extended to a parallel architecture using MPI. Since the neighborhood operator in the
simulated annealing procedure acts to interchange any two random positions, it follows that if the random number generator is seeded
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Fig. 4. Flowchart overview of the simulated annealing procedure.

differently, then a different set of positions would be interchanged, i.e. a different search through the space of permutations would be
conducted. Similarly, the qubit permutation that is generated would also change when seeded differently, which enables the program to
start threads atmultiple locations in the search space ofm!permutations, so that the search procedure explores asmuch of the permutation
space as possible. We do, however, restrict the root thread (thread index 0) of the program to use the identity qubit permutation for
comparison purposes. Hence, using MPI, we can spawn a team of threads that simultaneously searches through the space of permutations
independently and differently (by seeding the random number generator of each thread differently), and then collate the results to pick
out the thread with the most optimal permutation, that is, it has the lowest cnum(U, P,Q ) value.

4. Results

We now apply the software program OptQC to various unitary operations to obtain corresponding optimized quantum circuits. All
the results shown here are obtained using parameters imax = 40, 000, jmax = 1000 and α = 0.01 we choose this α value because it
provides, on average, the best results for the unitary operators being considered in this paper. Using these parameters, we run OptQC on
the supercomputer Fornax with Intel Xeon X5650 CPUs, managed by iVEC@UWA, using 8 nodes with 12 cores on each (i.e. 96 threads).

4.1. Real unitary matrix

A random real unitary (i.e. orthogonal) matrix is given below:

U =



0.0438 0 0 0 0.9990 0 0 0
0.1297 0.8689 −0.2956 0 −0.0057 0.1538 −0.3423 0

−0.2923 0 0.6661 0 0.0128 0 −0.6861 0
−0.0061 −0.0412 0.0140 0.7058 0.0003 0.3008 0.0162 −0.6397
0.9147 0 0.4021 0 −0.0401 0 0 0
0.0185 0.1242 −0.0422 0.3961 −0.0008 −0.9073 −0.0489 0
0.2424 −0.4762 −0.5524 0 −0.0106 0 −0.6397 0
0.0051 0.0343 −0.0117 −0.5874 −0.0002 −0.2503 −0.0135 −0.7686


.

Note that this matrix is not completely filled, otherwise no reduction via permutations would generally be possible. By using OptQC,
the reduction process gives the following results for the thread which achieves the optimal solution:

• No optimization: cnum(U, I, I) = 29 gates.
• After selection of an optimized qubit permutation q: cnum(U, I,Q ) = 1 + 26 + 1 = 28 gates.
• After simulated annealing process for the permutation p: cnum(U, P,Q ) = 1 + 2 + 16 + 2 + 1 = 22 gates.

Hence,we achieve a reduction of∼25% from the original number of gates. Fig. 6 shows a comparison between the original and optimized
circuit for U . Runtime for this calculation is ∼14.5 s.
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(a) Circuit before reduction procedure. (b) Circuit after reduction procedure.

Fig. 5. Example of applying the reduction procedure to a quantum circuit.

4.2. Quantum walk operators

One important class of unitary operators are quantum walk operators—in particular, discrete-time quantum walk (DTQW) step
operators [16–18]. For a given undirected graph G(V , E), defined by a vertex set V and edge set E, we can define the DTQW step operator
U = SC , where S and C are the shifting and coin operators respectively. The shifting operator acts to swap coin states that are connected
by an edge, and the coin operator acts to mix the coin states at each individual vertex.

4.2.1. 8-star graph
The 8-star graph (shown in Fig. 7) is a graph with 1 center vertex connected to 8 leaf vertices by undirected edges. Using the Grover

coin operator, the resulting quantum walk operator on this graph corresponds to a 16-by-16 real unitary matrix, as given below:

U =



0 0 0 0 0 0 0 0 −0.75 0.25 0.25 0.25 0.25 0.25 0.25 0.25
0 0 0 0 0 0 0 0 0.25 −0.75 0.25 0.25 0.25 0.25 0.25 0.25
0 0 0 0 0 0 0 0 0.25 0.25 −0.75 0.25 0.25 0.25 0.25 0.25
0 0 0 0 0 0 0 0 0.25 0.25 0.25 −0.75 0.25 0.25 0.25 0.25
0 0 0 0 0 0 0 0 0.25 0.25 0.25 0.25 −0.75 0.25 0.25 0.25
0 0 0 0 0 0 0 0 0.25 0.25 0.25 0.25 0.25 −0.75 0.25 0.25
0 0 0 0 0 0 0 0 0.25 0.25 0.25 0.25 0.25 0.25 −0.75 0.25
0 0 0 0 0 0 0 0 0.25 0.25 0.25 0.25 0.25 0.25 0.25 −0.75
1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0
0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0



.

By using OptQC, the reduction process gives the following results for the thread which achieves the optimal solution:

• No optimization: cnum(U, I, I) = 34 gates.
• After selection of an optimized qubit permutation: cnum(U, I,Q ) = 27 gates.
• After simulated annealing process to select a permutation p: cnum(U, P,Q ) = 0 + 2 + 19 + 2 + 0 = 23 gates.

Hence, we achieve a reduction of ∼32% from the original number of gates. Fig. 8 shows the optimized circuit obtained for U . Runtime
for this calculation is ∼47 s.

4.2.2. 3rd generation 3-Cayley tree
The 3rd generation 3-Cayley tree (abbreviated as the 3CT3 graph) is a tree of 3 levels inwhich all interior nodes have degree 3, as shown

in Fig. 9a. The corresponding quantum walk operator using the Grover coin operator is shown in Fig. 9b—the quantum walk operator U is
a 42-by-42 real unitary matrix (which is fairly sparse), which, for the purposes of the decomposition, is expanded to a 64-by-64 unitary
matrix as per Eq. (5).

By using OptQC, the reduction process gives the following results for the thread which achieves the optimal solution:

• No optimization: cnum(U, I, I) = 996 gates.
• After selection of an optimized qubit permutation: cnum(U, I,Q ) = 3 + 345 + 3 = 351 gates.
• After simulated annealing process to select a permutation p: cnum(U, P,Q ) = 3 + 33 + 231 + 30 + 3 = 300 gates.

Hence, we achieve a reduction of ∼70% from the original number of gates. Runtime for this calculation is ∼12 min. Fig. 10 shows
the time-series for cnum(U, P,Q ) during both the qubit permutation selection phase and the simulated annealing process (separated by a
dotted line) to achieve the above result.

4.3. Quantum Fourier transform

Quantum Fourier transform is the quantum counterpart of the discrete Fourier transform in classical computing. It is an essential
ingredient in several well-known quantum algorithms, such as Shor’s factorization algorithm [2] and the quantum phase estimation
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(a) Original circuit—29 gates.

(b) Optimized circuit—22 gates.

Fig. 6. Result of quantum circuit optimization as performed by OptQC on a random real unitary matrix. In (b), the dashed vertical lines separate the circuit for each matrix—
from left to right, this corresponds to Q , P , U ′ , PT and Q T respectively.

Fig. 7. The 8-star graph.

algorithm [19]. The matrix representation of the quantum Fourier transform on n dimensions is given by:

(QFT)jk =
1

√
n
ωjk, where ω = exp(2π i/n). (6)

An efficient quantum circuit implementation of the quantum Fourier transform is given in [1], which scales logarithmically as
O(log(n)2). Such a circuit implementation for n = 26

= 64 is shown in Fig. 11.
Now, let us apply OptQC to the corresponding 64-by-64 complex unitary operator, given by Eq. (6). With α = 0.002, the reduction

process gives the following results for the thread achieving an optimal solution:

• No optimization: cnum(U, I, I) = 4095 gates.
• After selection of an optimized qubit permutation: cnum(U, I,Q ) = 5 + 3577 + 5 = 3587 gates.
• After simulated annealing process to select a permutation p: cnum(U, P,Q ) = 5 + 69 + 3359 + 70 + 5 = 3508 gates.

Hence,we achieve a reduction of∼14% from the original number of gates. Runtimeof this calculation is∼20min. Fig. 12 shows the time-
series for cnum(U, P,Q ) during both the qubit permutation selection phase and the simulated annealing process (separated by a dotted line)
to achieve the above result. Clearly, this result is by far inferior to the quantum circuit of only 24 gates shown in Fig. 11. Similarly, theOptQC
packagewould not be able to provide quantum circuits as efficient as those presented in [18,20] for the implementation of quantumwalks
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Fig. 8. Optimized circuit (with 23 gates) for the quantum walk operator of the 8-star graph.

(a) 3CT3 graph. (b) Quantum walk operator for the 3CT3 graph.

Fig. 9. The 3CT3 graph and its corresponding quantum walk operator using the Grover coin operator. The colors/shades in (b) denote the matrix entries for −1/3 (light
gray), 2/3 (dark gray) and 1 (black)—all other matrix entries are 0 (white).
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Fig. 10. Time-series of cnum(U, P,Q ) during the simulated annealing process for the threadwhich obtains the optimal solution. The original number of gates required by the
CSD method to implement U is 996; selection of a qubit permutation reduces this cost to 351 gates, which is used as the starting point for the simulated annealing process.
The red box indicates the region where the optimal solution of 300 gates is achieved. The iterations before the dotted line indicate the qubit permutation selection phase,
and the subsequent iterations show the simulated annealing process.

on highly symmetric graphs. This is to be expected, since the CS decomposition is a general technique that decomposes a given unitary into
a fixed circuit structure using many conditional gates, with an upper bound of O(4n). This algorithm is performed without foreknowledge
or explicitly exploiting the structure of the unitary, which would clearly be crucial in achieving the lowest possible number of gates for a
given unitary, as exemplified by the above examples. Instead, the OptQC package is designed to work for any arbitrary unitary operator
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Fig. 11. Circuit implementation of quantum Fourier transform for n = 64.
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Fig. 12. Time-series of cnum(U, P,Q ) during the simulated annealing process for the thread which obtains the optimal solution. The original number of gates required by
the CSD method to implement U is 4095; selection of a qubit permutation reduces this cost to 3587 gates, which is used as the starting point for the simulated annealing
process. The red box indicates the region where the optimal solution of 3508 gates is achieved. The iterations before the dotted line indicate the qubit permutation selection
phase, and the subsequent iterations show the simulated annealing process.

for which we do not already have an efficient quantum circuit implementation of, for example, quantum walk operators on arbitrarily
complex graphs. In such cases, we have demonstrated that the OptQC package provides optimized quantum circuits that are far more
efficient than the original Qcompiler.

5. Conclusion and future work

We have developed an optimized quantum compiler, named as OptQC, that runs on a parallel architecture to minimize the number
of gates in the resulting quantum circuit of a unitary matrix U . This is achieved by finding permutation matrices Q and P such that
U = Q TPTU ′PQ requires less total number of gates to be implemented, where the implementation for each matrix is considered
separately. Decompositions of unitary matrices is done using the CSD subroutines provided in the LAPACK library [15] and adapted from
Qcompiler [14]. OptQC utilizes an optimal selection of qubit permutations Q , a simulated annealing procedure to find P , and a combination
of similar gates in order to reduce the total number of gates required as much as possible. We find that for many different types of unitary
operators,OptQC is able to reduce the number of gates required by a significant amount, but its efficacy does vary depending on the unitary
matrix given. In particular, this optimization procedure works well for sparse unitary matrices.

For futurework, we hope to look at characterizing the optimal solutions reached to see if thematrixU ′ (and the associated permutation
P) have some common preferential structure that leads to a reduced cost of implementation using the CSDmethod. Such information could
be used to implement a guided search for the optimal solution, rather than using random adjustments of the permutation matrix. We also
want to characterize ‘bad’ permutations (that is, permutations with a large cost) and avoid them in the search procedure, perhaps by
eliminating the conjugacy class of ‘bad’ permutations from the search space.
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Q
uantum walks are the quantum mechanical analogue of
the well-known classical random walk and they have
established roles in quantum information processing1–3.

In particular, they are central to quantum algorithms created
to tackle database search4, graph isomorphism5–7, network
analysis and navigation8,9, and quantum simulation10–12, as
well as modelling biological processes13,14. Meanwhile, physical
properties of quantum walks have been demonstrated in a variety
of systems, such as nuclear magnetic resonance15,16, bulk17

and fibre18 optics, trapped ions19–21, trapped neutral atoms22

and photonics23,24. Almost all physical implementations of
quantum walk so far followed an analogue approach as for
quantum simulation25, whereby the apparatus is dedicated to
implement specific instances of Hamiltonians without translation
onto quantum logic. However, there is no existing method to
implement analogue quantum simulations with error correction
or fault tolerance, and they do not scale efficiently in resources
when simulating broad classes of large graphs. Some exceptions
of demonstrations of quantum walks, such as ref. 15, adopted
the qubit model, but did not discuss potentially efficient
implementation of quantum walks.

Efficient quantum circuit implementations of continuous-time
quantum walks (CTQWs) have been presented for sparse and
efficiently row-computable graphs26,27, and specific non-sparse
graphs28,29. However, the design of quantum circuits for
implementing CTQWs is in general difficult, since the
time-evolution operator is time dependent and non-local1. A
subset of circulant graphs have the property that their eigenvalues
and eigenvectors can be classically computed efficiently30,31.
This enables construction of a scheme that efficiently outputs the
quantum state c tð Þj i, which corresponds to the time-evolution
state of a CTQW on corresponding graphs. One can then
either implement further quantum circuit operations or perform
direct measurements on c tð Þj i to extract physically meaningful
information. For example the ‘SWAP test’32 can be used to
estimate the similarity of dynamical behaviours of two circulant
Hamiltonians operating on two different initial states, as
shown in Fig. 1a. This procedure can also be adapted to study
the stability of quantum dynamics of circulant molecules
(for example, the DNA Möbius strips33) in a perturbational
environment34,35. When measuring c tð Þj i in the computational
basis we can sample the probability distribution

pðxÞ :¼ x cðtÞjh ij j2 ð1Þ
that describes the probability of observing the quantum walker at
position xA{0, 1}n—an n-bit string, labelling one of the 2n

vertices of the given graph, as shown in Fig. 1b. Sampling of this
form is sufficient to solve various search and characterization
problems4,9, and can be used to deduce critical parameters of the
quantum walk, such as mixing time2.

Here we present efficient quantum circuits for implementing
CTQWs on circulant graphs with an eigenvalue spectrum that
can be classically computed efficiently. These quantum circuits
provide the time-evolution states of CTQWs on circulant graphs
exponentially faster than best previously known methods30.
We report a proof-of-principle experiment, where we implement
CTQWs on an example circulant graph (namely the complete
graph of four vertices) using a two-qubit photonics quantum
processor to sample the probability distributions and perform
state tomography on the output state of a CTQW. We also
provide evidence from computational complexity theory that the
probability distributions p(x) that are output from the circuits of
this circulant form are in general hard to sample from using a
classical computer, implying our scheme also provides an
exponential speedup for sampling. We adapt the methodology
of refs 36–38 to show that if there did exist a classical sampler for

a somewhat more general class of circuits, then this would have
the following unlikely complexity-theoretic implication: the
infinite tower of complexity classes known as the polynomial
hierarchy would collapse. This evidence of hardness exists despite
the classical efficiency with which properties of the CTQW, such
as the eigenvalues of circulant graphs, can be computed on a
classical machine.

Results
Quantum circuit for CTQW on circulant graph. For an
undirected graph G of N vertices, a quantum particle (or ‘quan-
tum walker’) placed on G evolves into a superposition cðtÞj i of
states in the orthonormal basis 1j i; 2j i; . . . ; Nj if g that
correspond to vertices of G. The exact evolution of the CTQW is
governed by connections between the vertices of G : c tð Þj i ¼
expð� itHÞ c 0ð Þj i where the Hamiltonian is given by H ¼ gA for
hopping rate per edge per unit time g and where A is the N-by-N
symmetric adjacency matrix, whose entries are Ajk¼ 1, if vertices
j and k are connected by an edge in G, and Ajk¼ 0 otherwise1.
The dynamics of a CTQW on a graph with N vertices can be
evaluated in time poly(N) on a classical computer. When a
CTQW takes place on a graph G of exponential size, that is,
N¼ 2n for an input of size n, it becomes interesting to use
quantum processors to simulate dynamics.
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Figure 1 | Applications for generating the time-evolution state of

circulant Hamiltonians. (a) The SWAP test32 can be used to estimate the

similarity of two evolution states of two similar circulant systems, or when

one of the Hamiltonians is non-circulant but efficiently implementable. In

brief, an ancillary qubit is entangled with the output states c and f of two

compared processes according to 1
2 0j i fj i cj i þ cj i fj i½ � þ 1

2 1j i fj i cj i �½
cj i fj i�. On measuring the ancillary qubit we obtain outcome ‘1’ with

probability 1
2 ð1� f cjh ij j2Þ—the probability of observing ‘1’ indicates the

similarity of dynamical behaviours of the two processes. See its

complexity analysis in Supplementary Note 1. (b) Probability distributions

are sampled by measuring the evolution state in a complete basis,

such as the computational basis. (c) An example of the quantum circuit

for implementing diagonal unitary operator D¼ exp(� itL), where

the circulant Hamiltonian has 5 non-zero eigenvalues. The open and

solid circles represent the control qubits as ‘if 0j i’ and ‘if 1j i’, respectively.

Ri ¼ ½1;0; 0; expð� itliÞ�ði ¼ 1; � � � ; 5Þ, where li is the corresponding

eigenvalue.
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Circulant graphs are defined by symmetric circulant adjacency
matrices for which each row j when right rotated by one element,
equals the next row jþ 1—for example, complete graphs, cycle
graphs and Mobius ladder graphs are all subclasses of circulant
graphs, and further examples are shown in Supplementary
Note 2. It follows that Hamiltonians for CTQWs on any circulant
graph have a symmetric circulant matrix representation, which
can be diagonalized by the unitary Fourier transform31, that is,
H¼QwLQ, where

Qjk ¼
1ffiffiffiffi
N
p ojk; o ¼ expð2pi=NÞ ð2Þ

and L is a diagonal matrix containing eigenvalues of H, which
are all real and whose order is determined by the order
of the eigenvectors in Q. Consequently, we have
exp(� itH)¼Qwexp(� itL)Q, where the time dependence of
exp(� itH) is confined to the diagonal unitary operator
D¼ exp(� itL).

The Fourier transformation Q can be implemented efficiently
by the well-known QFT quantum circuit39. For a circulant graph
that has N¼ 2n vertices, the required QFT of N dimensions can
be implemented with O((logN)2)¼O(n2) quantum gates acting
on O(n) qubits. To implement the inverse QFT, the same circuit
is used in reverse order with phase gates of opposite sign. D can in
general be implemented using at most N¼ 2n controlled-phase
gates with phase values being a linear function of t, because an
arbitrary phase can be applied to an arbitrary basis state,
conditional on at most n–1 qubits. However, given a circulant
graph that has O(poly(n)) non-zero eigenvalues, only O(poly(n))
controlled-phase gates are needed to implement D. If the given
circulant graph has O(2n) distinct eigenvalues, which can be
characterized efficiently (such as the cycle graphs and Mobius
ladder graphs), then we are still able to implement the diagonal
unitary operator D using polynomial quantum resources. A
general construction of efficient quantum circuits for D was given

by Childs40, and is shown in Supplementary Fig. 1 and
Supplementary Note 3 for completeness. Thus, the quantum
circuit implementations of CTQWs on circulant graphs can be
constructed, which have an overall complexity of O(poly(n)), and
act on at most O(n) qubits. Compared with the best-known
classical algorithm based on fast Fourier transform, that has the
computational complexity of O(n2n) (ref. 30), the proposed
quantum circuit implementation generates the evolution state
c tð Þj i with an exponential advantage in speed.

Experimental demonstration. To demonstrate implementation
of our scheme with two qubits, we have built photonic quantum
logic to simulate CTQWs on the K4 graph—a complete graph
with self loops on four vertices (Fig. 2a). The family of complete
graphs KN are a special kind of circulant graph, with an adjacency
matrix A where Ajk¼ 1 for all j, k. Their Hamiltonian has only 2
distinct eigenvalues, 0 and Ng. Therefore, the diagonal matrix of
eigenvalues of K4 is L ¼ diagðf4g; 0; 0; 0gÞ. We can readily
construct the quantum circuit for implementing CTQWs on K4

based on diagonalization, using the QFT matrix. However, the
choice of using the QFT matrix as the eigenbasis of Hamiltonian
is not strictly necessary—any equivalent eigenbasis can be
selected. Through the diagonalization using Hadamard
eigenbasis, an alternative efficient quantum circuit for
implementing CTQWs on K4 is shown in Fig. 2b, which can be
easily extended to KN.

We built a configurable two-qubit photonics quantum
processor (Fig. 2c), adapting the entanglement-based technique
presented in ref. 41, and implemented CTQWs on K4 graph
with various evolving times and initial states. Specifically, we
prepared two different initial states jinij i1¼ 1; 0; 0; 0½ �0 and
jinij i2¼ 1ffiffi

2
p 1; 1; 0; 0½ �0, which represent the quantum walker

starting from vertex 1, and the superposition of vertices 1 and
2, respectively. We chose the evolution time following the
list f0; 1
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Figure 2 | The schematic diagram and set-up of experimental demonstration. (a) The K4 graph. (b) The quantum circuit for implementing CTQW on the

K4 graph. This can also be used to implement CTQW on the K4 graph without self-loops, up to a global phase factor expðigtÞ. H and X represent the
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Sagnac interferometers. See further details in Methods.
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periodical characteristics of CTQWs on K4 graph. For each
evolution, we sampled the corresponding probability distribution
with fixed integration time, shown in Fig. 3a,b. To measure
how close the experimental and ideal probability distributions
are, we calculated the average fidelities defined as
Faverage ¼ 1

9

P9
n¼1

P4
i¼1

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Pideal;n ið ÞPexp;n tð Þ

p
. The achieved aver-

age fidelities for the samplings with two distinct initial states are
96.68±0.27% and 95.82±0.25%, respectively. Through the
proposed circuit implementation, we are also able to
examine the evolution states using quantum state tomography,
which is generally difficult for the analogue simulations.
For two specific evolution states joutj i1¼ expð� iH 7

8 pÞ jinij i1
and joutj i2¼ expð� iH 7

8 pÞ jinij i2, we performed quantum state
tomography and reconstructed the density matrices using the
maximum likelihood estimation technique. The two
reconstructed density matrices achieve fidelities of
85.81±1.08% and 88.44±0.97%, respectively, shown in Fig. 3c,d.

Here we have chosen to use K4 in our experiment because it is
simple enough to be implementable with state of the art
photonics capability, while it provides an example to demonstrate
our protocol for simulating CTQW on a circulant graph
with controlled quantum logic. As the size of graph increases,
the simplicity of KN implies that CTQWs on this family of
graphs can easily be simulated classically for arbitrary N—for
CTQW on a complete graph of size N, an arbitrary output

probability amplitude yh jexpð� itHÞ xj i can be readily
obtained as ðN � 1þ expð� itNgÞÞN � 1 if x¼ y, and
ð� 1þ expð� itNgÞÞN � 1 otherwise, where xj i and yj i represent
the initial state and evolution state, respectively. However, our
outlined quantum circuit implementation (Fig. 1) extends to
implement CTQW on far more complicated circulant graphs.

Hardness of the sampling problem. To provide evidence that
simulating CTQW on general circulant graphs is likely to be hard
classically, we consider a circuit of the form QwDQ, where D is a
diagonal matrix made up of poly(n) controlled-phase gates and Q
is the quantum Fourier transform. Define pD to be the probability
of measuring all qubits to be 0 in the computational basis after
QwDQ is applied to the input state 0j i� n. It is readily shown that

pD ¼ 0h j� nQyDQ 0j i� n
���

���2

¼ þh j� nD þj i� n�� ��2

¼ 0h j� nH � nDH � n 0j i� n�� ��2:
ð3Þ

This implies that pD can also be obtained through a circuit of
form H#nDH#n with D unchanged—this represents a class of
circuits known as instantaneous quantum polynomial time (IQP),
which has the following structure: each qubit line begins and ends
with a Hadamard (H) gate, and, in between, every gate is diagonal
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Figure 3 | Experimental results for simulating CTQWs on K4. (a,b) The experimental sampled probability distributions with ideal theoretical distributions

overlaid, for CTQWs on K4 graph with initial states jinij i1¼ 1;0;0;0½ �0 and jinij i2¼ 1ffiffi
2
p 1; 1;0;0½ �0 . The s.d. of each individual probability is also plotted,

which is calculated by propagating error assuming Poissonian statistics. (c,d) The ideal theoretical and experimentally reconstructed density matrices for

the states joutj i1¼ 0:75þ0:25i; �0:25þ0:25i; �0:25þ0:25i; �0:25þ0:25i½ �0 (corresponding to r1) and joutj i2¼ 0:3536þ0:3536i;0:3536þ½
0:3536i; �0:3536þ0:3536i; �0:3536þ0:3536i�0 (corresponding to r2). Both of the real and imaginary parts of the density matrices are obtained

through the maximum likelihood estimation technique, and is shown as Re(r) and Im(r), respectively. Further results are shown in Supplementary Table 1,

Supplementary Fig. 2 and Supplementary Note 4.
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in the computational basis37,42. As such, pD is a probability that is
classically hard to compute—it is known that computing pD

for arbitrary diagonal unitaries D made up of circuits of
poly(n) gates, even if each acts on O(1) qubits, is #P-hard38,43,44.
This hardness result even holds for approximating pD up to any
relative error strictly less than 1/2 (refs 38,43,44), where fpD is said
to approximate pD up to relative error E if

fpD� pD

�� �� � EpD: ð4Þ

Note that other output probabilities p(x) cannot be achieved
using IQP circuits since a general circulant graph cannot be
diagonalized by Hadamard matrices but rather by more
heterogeneous Fourier matrices.

Towards a contradiction, assume that there exists a
polynomial-time randomized classical algorithm, which samples
from p, as defined in equation (1). Then a classic result of
Stockmeyer45 states that there is an algorithm in the complexity
class FBPPNP, which can approximate any desired probability
p(x) to within relative error O(1/poly(n)). This complexity class
FBPPNP—described as polynomial-time randomized classical
computation equipped with an oracle to solve arbitrary NP
problems—sits within the infinite tower of complexity classes
known as the polynomial(-time) hierarchy46. Combining with the
above hardness result of approximating pD, we find that the
assumption implies that an FBPPNP algorithm solves a #P-hard
problem, so P#P would be contained within FBPPNP, and
therefore the polynomial hierarchy would collapse to its third
level. This consequence is considered very unlikely in
computational complexity theory46. A similar methodology has
been used to prove the hardness of IQP and boson sampling36–38.

We therefore conclude that, in general, a polynomial-time
randomized classical sampler from the distribution p is unlikely
to exist. Further, this even holds for classical algorithms which
sample from any distribution ep which approximates p up to
relative error strictly o1/2 in each probability p(x). It is worth
noting that if the output distribution results from measurements
on only O(poly(log n)) qubits47, or obeys the sparsity promise
that only a poly(n)-sized, and a priori unknown, subset of the
measurement probabilities are non-zero48, it could be classically
efficiently sampled. It was shown in ref. 38 that assuming certain
conjectures in complexity theory, it is classically hard to sample
from distributions that are close in total variation distance to
arbitrary IQP probability distributions. The differences between
circulant and IQP circuits imply that this result does not go
through immediately in our setting. Therefore, it remains open to
prove hardness of approximate simulation of CTQWs on
circulant graphs, which specifically requires to show that
computing most of the output probabilities of circulant circuits
is hard, assuming some conjectures in complexity theory.

Discussion
In this paper, we have described how CTQWs on circulant graphs
can be efficiently implemented on a quantum computer, if the
eigenvalues of the graphs can be characterized efficiently
classically. In fact, we can construct an efficient quantum circuit
to implement CTQWs on any graph whose adjacency matrix is
efficiently diagonalisable, in other words, as long as the matrix of
column eigenvectors Q and the diagonal matrix of the eigenvalue
exponentials D can be implemented efficiently. To demonstrate
our implementation scheme, we simulated CTQWs on an
example 4-vertex circulant graph, K4, using a two-qubit photonic
quantum logic circuit. We have shown that the problem of
sampling from the output probability distributions of quantum
circuits of the form QwDQ is hard for classical computers, based
on a highly plausible conjecture that the polynomial hierarchy

does not collapse. This observation is particularly interesting from
both perspectives of CTQW and computational complexity
theory, as it provides new insights into the CTQW framework
and also helps to classify and identify new problems in
computational complexity theory. For the CTQWs on the
circulant graphs of poly(n) non-zero eigenvalues, the proposed
quantum circuit implementations do not need a fully universal
quantum computer, and thus can be viewed as an intermediate
model of quantum computation. Meanwhile, the evidence we
provided for hardness of the sampling problem indicates a
promising candidate for experimentally establishing quantum
supremacy over classical computers, and further evidence against
the extended Church–Turing thesis. To claim in an experiment
super-classical performance based on the conjecture outlined in
this work, future demonstrations would need to consider
circulant graphs that are more general than KN and that are of
sufficient size to be outside the capabilities of a classical computer.
For photonics, the biggest challenges remain increasing the
number of indistinguishable photons and controlled gate
operations. For any platform, quantum circuit implementation
of CTQWs could be more appealing due to available methods in
fault tolerance and error correction, which are difficult to
implement for other intermediate models like boson sampling49

and for analogue quantum simulation. Our results may also lead
to other practical applications through the use of CTQWs for
quantum algorithm design.

Methods
Experimental set-up. A diagonally polarized, 120 mW, continuous-wave laser
beam with central wavelength of 404 nm is focused at the centre of paired type-I
BiBO crystals with their optical axes orthogonally aligned to each other, to
create the polarization entangled photon-pairs50. Through the spontaneous
parametric downconversion process, the photon pairs are generated in the state
of 1ffiffi

2
p H1H2j i þ V1V2j ið Þ, where H and V represent horizontal and vertical

polarization, respectively. The photons pass through the polarization beam-splitter
(PBS) part of the dual PBS/beam-splitter cubes on both arms to generate
two-photon four-mode state of the form 1ffiffi

2
p H1bH2bj i þ V1rV2rj ið Þ (where r and b

labels the red and blue paths shown in Fig. 2c, respectively). Rotations T1 and T2 on
each path, consisting of half wave-plate (HWP) and quarter wave plate (QWP),
convert the state into 1ffiffi

2
p f1bf2bj i þ f1rf2rj ið Þ, where f1j i and f2j i can be

arbitrary single-qubit states. The four spatial modes 1b, 2b, 1r and 2r pass through
four single-qubit quantum gates P1, P2, Q1 and Q2, respectively, where each of the
four gates is implemented through three wave plates: QWP, HWP and QWP. The
spatial modes 1b and 1r (2b and 2r) are then mixed on the beam-splitter part of the
cube. By post-selecting the case where the two photons exit at ports 1 and 2, we
obtain the state P1 � P2 þQ1 � Q2ð Þ f1f2j i. In this way, we implement a two-
qubit quantum operation of the form P1#P2þQ1#Q2 on the initialized state
f1f2j i.

As shown in Fig. 2b, the quantum circuit for implementing CTQW on the K4

graph consists of Hadamard gates (H), Pauli-X gates (X) and controlled-phase gate
(CP). CP is implemented by configuring P1 ¼ Hj i Hh j, P2¼ I, Q1 ¼ Vj i Vh j,
Q2 ¼ Rð¼ ½1; 0; 0; e� i4gt �Þ, where P1 and Q1 are implemented by polarizers.
Altogether with combining the operation (H?X)#(H?X) before CP with state
preparation and the operation (X?H)#X?H after CP with measurement setting, we
implement the whole-quantum circuit on the experimental set-up. The evolution
time of CTQW is controlled by the phase value of R, which is determined by setting
the three wave plates of Q2 in Fig. 2c to QWP p

4

� �
, HWPðoÞ, QWP p

4

� �
, where the

angle o of HWP equals to the phase of R:� 4g t. The evolution time t is then given
by t ¼ �o=ð4gÞ.
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We present a revised version of the OptQC program of Loke et al. (2014) [1]. We have removed the
simulated annealing process in favour of a descending random walk. We have also introduced a new
method for iteratively generating permutation matrices during the random walk process, providing a
reduced total cost for implementing the quantum circuit. Lastly, we have also added a synchronization
mechanism between threads, giving quicker convergence to more optimal solutions.

New version program summary

Program title: OptQC v1.3

Catalogue identifier: AEUA_v1_3

Program summary URL: http://cpc.cs.qub.ac.uk/summaries/AEUA_v1_3.html

Program obtainable from: CPC Program Library, Queen’s University, Belfast, N. Ireland

Licensing provisions: Standard CPC licence, http://cpc.cs.qub.ac.uk/licence/licence.html

No. of lines in distributed program, including test data, etc.: 240903

No. of bytes in distributed program, including test data, etc.: 632395

Distribution format: tar.gz

Programming language: Fortran, MPI.

Computer: Any computer with Fortran compiler (not gfortran4.9 or earlier) and MPI library.

Operating system: Linux.

Classification: 4.15.

Catalogue identifier of previous version: AEUA_v1_3

Journal reference of previous version: Comput. Phys. Comm. 185(2014)3307

External routines: Intel MKL LAPACK routines and MPI routines.

Does the new version supersede the previous version?: Yes

Nature of problem:
It aims to minimize the number of quantum gates required to implement a given unitary operation.

Solution method:
It utilizes a descending random walk to select permutation matrices P and Q for a given unitary matrix
U such that the number of gates in the quantum circuit of U = Q TPTU ′PQ is minimized, where U ′ is
equivalent to U up to a permutation. The decomposition of a unitary operator is performed by recursively
applying the cosine–sine decomposition.

Reasons for new version:
Simulated annealing process was found to give suboptimal results compared to a normal descending
randomwalk. Computation timewas also bloated by the necessity of running the CS decomposition thrice
(for U ′, P and PT ) for each iteration of the optimization process.

∗ Corresponding author.
E-mail address: jingbo.wang@uwa.edu.au (J.B. Wang).
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0010-4655/© 2016 Elsevier B.V. All rights reserved.



532 T. Loke, J.B. Wang / Computer Physics Communications 207 (2016) 531–532

Summary of revisions:

• Simulated annealing process was replaced by a descending random walk (equivalent to setting the
threshold value β to 0), due to poor convergence of the simulated annealing process, and due to the
lack of pathological instances of local minima in this particular search space.

• Introduced an iterative method for generating the general permutation matrix P , in which we start
with P = I and build up the quantum circuit (andmodify P correspondingly) by adding gates onto the
existing circuit. This removes the requirement of running the CS decomposition on P and PT to find
the quantum circuit implementation, since it is already known by construction.

• Added a synchronization mechanism between threads (after some prescribed number of iterations)
in which the current state of the top 10% processes with the fittest solutions is copied over to the
remaining 90%. This works so as to discard the less fit solutions and focuses the searching algorithm
in the state space with the fittest solutions.

Additional comments:
The program contains some Fortran2003 features and will not compile with gcc4.9 or earlier.
Running time:
As before, running time increases with the size of the unitary matrix, as well as the prescribed maximum
number of iterations for qubit permutation selection and the descending random walk. All simulation
results presented in this paper are obtained from running the program on the Fornax supercomputer
managed by iVEC@UWA with Intel Xeon X5650 CPUs. A comparison of running times is also given in
Table 1.
Table 1
Result summary for the decomposition of variousmatrices:m is the dimension of the given unitarymatrix
U ,N0 denotes the number of gates required to implementU , andNmin is the total number of gates obtained
after the optimization process (post-reduction).

Matrix m N0 Before Update After Update
* * * Nmin CPU (min) Nmin CPU (min)

Random real unitary 8 29 22 0.333 18 0.250
S8graph 16 34 23 1.083 21 0.467
3rd generation 3-Cayley tree 42 996 300 13.583 216 8.233
Quantum Fourier transform 64 4095 3508 20.95 3144 13.250
Shor’s algorithm 8 128 8285 5621 75.700 4085 42.917
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Abstract
In this paper, we investigate the simulation of continuous-time quantum 
walks on specific classes of graphs, for which it is possible to fast-forward the 
time-evolution operator to achieve constant-time simulation complexity and 
to perform the simulation exactly, i.e. =ε 0, while maintaining ( ( ))npoly log  
efficiency. In particular, we discuss two classes of composite graphs, 
commuting graphs and Cartesian product of graphs, that contain classes of 
graphs which can be simulated in this fashion. This allows us to identify 
new families of graphs that we can efficiently simulate in a quantum circuit 
framework, providing practical and explicit means to explore quantum-walk 
based algorithms in laboratories.

Keywords: quantum walk, quantum circuit, composite graph

(Some figures may appear in colour only in the online journal)

1. Introduction

Quantum walks are currently a subject of intense theoretical and experimental investigation 
due to its established role in quantum computation and quantum simulation [1–5]. In fact, any 
dynamical simulation of a Hamiltonian system in quantum physics and quantum chemistry 
can be discretized and mapped onto a continuous-time quantum walk on specific graphs [6–8]. 
The primary difficulty of such a numerical simulation lies in the exponential scaling of the 
Hilbert space as a function of the system size, making real-world size problems intractable on 
classical computers. However, in order to run quantum walk-based algorithms on a quantum 
computer, we require an efficient quantum circuit that implements the required quantum walk. 
Some examples of quantum walk-based algorithms are searching for a marked element on a 
graph [9–11], determining the relative importance of nodes in a graph [12, 13], and testing 
graph isomorphism [14].

There are two distinct types of quantum walks: the continuous-time quantum walk (CTQW) 
[1] and the discrete-time quantum walk (DTQW) [15]. In previous studies, DTQWs on several 
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2

classes of graphs have been shown to be efficiently implementable in terms of a sequence of 
quantum logic gate operations [16–19]. The implementation of the DTQW time-evolution 
operator ( ) ( )= ⋅U t S C t for any R∈ +t  is simplified by the fact that the time t is discrete and 
the evolution is repetitive. Here S and C are the shift and coin operator, respectively. As a result, 
if we can implement a single time-step = ⋅U S C in a quantum circuit, the implementation 
for U(t) can be generated by repeating the same circuit t times. Another property of DTQWs 
that is exploited in quantum circuit design is that the single time-step operator U acts locally on 
the vertex-coin states encoding the graph. In other words, applying U to the vertex-coin states 
associated with a particular vertex will only propagate the corresponding amplitudes to adja-
cent vertices, so vertices that are a distance of two or more apart do not affect each other in the 
single time-step. This means that the local structure of the graph is the primary consideration in 
implementing DTQWs. Taking these into account, quantum circuits to implement DTQWs on 
sparse graphs [17, 18], graphs with a high degree of symmetry, such as vertex-transitive graphs 
[16], and certain types of non-degree-regular graphs [19] have been constructed.

However for CTQWs, the above two properties of DTQWs do not carry over, which makes 
the design of quantum circuits substantially more difficult. First, the time-evolution operator 
U(t) for CTQW is defined as a continuous function of R∈ +t , requiring a time-dependent 
quantum circuit implementation. Second, the CTQW does not act locally on vertices—any 
two even distantly connected vertices on a graph will propagate amplitudes to each other in a 
CTQW. Consequently, the global structure of a graph must be taken into account in designing 
quantum circuits to implement CTQWs.

A substantial amount of work has been done on implementing CTQWs efficiently on 
quant um computers, typically considered under the more general problem of Hamiltonian 
simulation. Two classes of Hamiltonians are considered separately: sparse Hamiltonians  
[20–25] and dense Hamiltonians [22, 26]. Simulation of an n-dimensional Hamiltonian H 
is said to be efficient if there exists a quantum circuit using at most ( ( ) ∥ ∥ / )εn Htpoly log , , 1  
one- and two- qubit gates (where ( )…poly  denotes a polynomial scaling in terms of the listed 
param eters) that approximates the evolution operator ( )− tHexp i  with error at most ε [22]. 
Here ∥ ∥⋅ ⋅  denotes the spectral norm of a matrix.

Under this definition of efficiency, the complexity of quantum circuits would, in general, 
scale at least linearly with the time t. Given the periodic nature of a unitary system, this 
is undesirable although necessary in general, due to the no-fast-forwarding theorem [21]. 
As such, simulation of general sparse Hamiltonians in sublinear time is not possible (this 
result has been extended to non-sparse Hamiltonians as well in [26]). However, there still 
exists classes of Hamiltonians that can be simulated in sublinear (or even constant) time,  
i.e. Hamiltonians for which their time-evolution can be fast-forwarded, as pointed out in [26].

In this paper, we identify classes of graphs for which their Hamiltonian (given by the 
adjacency matrix) can be simulated efficiently in constant time (i.e. the complexity of the 
quantum circuit does not scale with the parameter t). We also focus on exact simulations of 
these graphs, that is, =ε 0. Hence, in the rest of this paper, we term a quantum circuit imple-
mentation of a CTQW as efficient if it uses at most ( ( ))npoly log  one- and two- qubit gates to 
implement the CTQW time-evolution operator ( ) ( )= −U t tHexp i  of a graph on n vertices 
with =ε 0, with the complexity being t-independent. This paper mirrors the efforts of previ-
ous studies in the DTQW literature to implement exactly the DTQW step operator for certain 
classes of graphs [16, 19], where it was found that only graphs that are highly symmetric are 
amenable to exact efficient implementations. This study is also motivated by the need for 
highly efficient quant um circuit implementations of CTQWs, since additional operations or a 
complete redesign of quantum circuits for different values of t would be prohibitively expen-
sive given current experimental capabilities.
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There are a select few classes of graphs for which their CTQW can be fast-forwarded 
to obtain an efficient quantum circuit implementation. In particular, it has been pointed out 
previously that the glued tree [20], complete graph, complete bipartite graph and star graph  
[27, 28] can be simulated efficiently using diagonalization. Recently, the class of circulant 
graphs (with some restrictions) have also been identified as being efficiently implementable 
[29], since circulant graphs can be diagonalized using the quantum Fourier transform.

The paper is organized as follows. In section 2, we review the background theory of CTQWs 
on graphs, and discuss diagonalization of matrices, which maps to quantum circuit implemen-
tations that have time-independent complexity. We discuss commuting graphs in section 3, 
which yield new graphs that can be efficiently implemented using known implementations of 
the subgraphs. In section 4, we discuss the Cartesian product of graphs, which further extends 
the classes of graphs we can efficiently implement. We then draw our conclusions in section 6.

2. Background theory

Consider a general undirected graph G(V,E), with vertex set { }= …V v v, , n1  and edge set 
{( ) ( ) }= …E v v v v, , , ,i j k l  being unordered pairs connecting the vertices. The n-by-n adjacency 

matrix A is defined as Ajk  =  1, if ( )∈v v E,j k  and 0 otherwise. For an undirected graph, its adja-
cency matrix A is symmetric. The degree di of a vertex vi in an undirected graph is the number 
of undirected edges connected to vi, which we denote by ( ) =A ddeg v ii . A degree-regular graph 
with degree d is then a graph that has ( ) = ∀ = …A d i Ndeg 1, ,vi , i.e. every vertex has the same 
degree d.

The CTQW is described by a state vector ( )⟩ψ| t  in the Hilbert space of dimension n spanned 
by the orthonormal basis states { ⟩ ⟩ ⟩}| | … |n1 , 2 , ,  corresponding to vertices in the graph. The 
time-evolution of the state ( )⟩ψ| t  is governed by the time-dependent Schrödinger equation

( )⟩ ( )⟩ψ ψ| = |
t

t H ti
d

d
, (1)

where the Hamiltonian H is a Hermitian operator, i.e. †=H H . The formal solution to this 
equation  is ( )⟩ ( ) ( )⟩ψ ψ| = |t U t 0 , where ( ) ( )= −U t tHexp i  is the time-evolution operator. 
Choice of H varies in the literature between ( )γ= −H D A  [2, 30] and γ=H A [1, 31], where 
γ is the hopping rate per edge per unit time and D is an n-by-n (diagonal) degree matrix 
defined by δ=D dij i ij, where δij is the Kronecker delta. For degree-regular graphs, the only 
difference between the two choices is a global phase factor and a sign flip in t, which does not 
change observable quantities [32]. However, the two choices will result in different dynamics 
for non-degree-regular graphs [10]. In this paper, we use γ=H A.

It is well-known that for a Hermitian matrix H, the spectral theorem guarantees that H can 
be diagonalized using its eigenbasis, that is †= ΛH Q Q [33]. Here Q is a unitary matrix whose 
column vectors are eigenvectors of H, and Λ is a diagonal matrix of eigenvalues of H, which 
are all real and whose order is determined by the order of the eigenvectors in Q. From this, we 
can express the time-evolution operator as ( ) ( )†= − ΛU t Q t Qexp i .

The diagonalization approach confines the time-dependence of U(t) to the diagonal matrix 
( )− Λtexp i , which can be readily implemented by a sequence of at most n controlled-phase 

gates with phase values being linear functions of t. Experimentally, this corresponds to a 
sequence of tunable controlled-phase gates, where the phase values are determined by t.

Two quantum gates that we will use heavily in the following sections are the Hadamard gate:

( )=
−

H
1

2
1 1
1 1

, (2)
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and the general 2-phase rotation gate:

( )
⎛
⎝
⎜

⎞
⎠
⎟θ θ =

θ

θ
R , e 0

0 e
.1 2

i

i

1

2
 (3)

In principle, a quantum circuit implementation for U(t) that has time-independent com-
plexity can always be obtained by using a general quantum compiler (as discussed in  
[34, 35]) to obtain a quantum circuit implementation for Q and †Q —however this is almost 
never efficient, since such methods typically scale exponentially in terms of complexity. In 
order to be able to implement U(t) efficiently as a whole, we require that at most ( ( ))npoly log  
one- and two- qubit gates are used in implementing Q, ( )− Λtexp i  and †Q  individually (which 
is not always possible, as per the no-fast-forwarding theorem). In the following sections, we 
will cover some classes of graphs that satisfy this criteria.

3. Commuting graphs

Suppose we have two matrices H1 and H2. In general, when H1 and H2 do not commute, their 
sum can be simulated by the Lie product formula [36]

( ( )) ( ( / ) ( / ))
→

− + = − −
∞

t H H tH m tH mexp i Lim exp i exp i
m

m
1 2 1 2 (4)

which, in practice, requires high-order approximations to achieve a bounded error that scales 
with t. However, in the case where H1 and H2 commute, we can write the expression exactly as

( ( )) ( ) ( )− + = − −t H H tH tHexp i exp i exp i .1 2 1 2 (5)

Taking γ=H A1  and γ=H B2 , where γ is constant, A and B are the adjacency matrices of two 
commuting graphs, i.e. [ ]=A B, 0. It follows that if the individual time-evolution operators 

( )γ− t Aexp i  and ( )γ− t Bexp i  can be efficiently implemented, then the time-evolution operator 
for the graph A  +  B, that is, ( ( ))γ− +t A Bexp i , can also be efficiently implemented, provided 
[ ]=A B, 0.

The general criteria for commuting graphs is studied in [37]. One particular class of graphs 
is the interdependent networks, defined by

 = =
⎛
⎝
⎜

⎞
⎠
⎟

⎛

⎝
⎜

⎞

⎠
⎟A

A
A

B
B

B
0

0
and

0

0
,T

1

2

0

0

where the interlink graph B connects two subgraphs A1 and A2, which are both symmetric,  
i.e. =A AT

1 1  and =A AT
2 2 . In this instance, the condition for commutativity becomes

=A B B A .1 0 0 2 (6)

Suppose Q1 and Q2 diagonalize A1 and A2 respectively, we have

   † †Λ = Λ =Q A Q Q A Qand .1 1 1 1 2 2 2 2

Then the following matrix

⎛
⎝
⎜

⎞
⎠
⎟=Q

Q
Q
0

0
1

2

diagonalizes A, and give the eigenvalue matrix
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Λ =
Λ
Λ

⎛
⎝
⎜

⎞
⎠
⎟0

0
.1

2

Suppose B0 is diagonalized by Q0, i.e. †ζ = Q B Q0 0 0 0, then it can be shown that if =B BT
0 0 

(namely a symmetric interconnection), the diagonalizing matrix for B is

=
−

= ⊗′
⎛
⎝
⎜

⎞
⎠
⎟ HQ

Q Q
Q Q

Q
1

2
,0 0

0 0
0

where H is the Hadamard matrix as defined above. The corresponding eigenvalue matrix

ζ
ζ

ζ
σ ζ=

−
= ⊗

⎛
⎝
⎜

⎞
⎠
⎟

0

0
,z

0

0
0

where σz is the Pauli-z matrix. Hence, in the case where [ ]=A B, 0, we expand the CTQW 
time-evolution operator as

( ( )) ( ) ( )† †′ ζ− + = − Λ − ′t H H Q t QQ t Qexp i exp i exp i .1 2 (7)

3.1. Case 1: identity interconnections between two copies of a graph

Next, we examine some explicit examples of interdependent networks in which [ ]=A B, 0 is 
satisfied and equation (6) holds. One special case is that of identity interconnections between 
two disjoint copies of a graph with n vertices, namely =A A1 2 and =B In0 . The diagonalizing 
matrices for A and B are, respectively

   
⎛
⎝
⎜

⎞
⎠
⎟= = ⊗ = ⊗′ HQ

Q
Q

I Q Q I
0

0
and ,n

1

1
2 1

giving the eigenvalue matrices

   ζ σΛ = ⊗Λ = ⊗I Iand .z n2 1

Hence, if we are able to implement A1 efficiently, it follows that the interdependent network 
with =A A1 2 and =B In0  can be implemented efficiently. An equivalent result can be achieved 
by noting that σ+ = ⊕A B Ax 1, where σx is the Pauli-x matrix and ⊕ denotes the Cartesian 
product (defined in section 4), and then applying the methods of section 4. Figure 1 shows 
one class of graphs (complete graphs with identity interconnections) that can be constructed 
as above, together with its corresponding circuit implementation.

3.2. Case 2: complete interconnections between degree-regular graphs

Another case where [ ]=A B, 0 is using complete interconnections between two dis-
joint degree-regular graphs (with n1 and n2 vertices respectively) of same degree. That is, 

( ) ( )= =A A ddeg deg1 2  and =B Jn n0 ,1 2, where Jn n,1 2 is the n1-by-n2 matrix with all 1’s. Although 
in general ≠B BT

0 0, the interconnection matrix

=
⎛
⎝
⎜

⎞
⎠
⎟B

J

J

0
0

n n

n n

,

,

1 2

2 1

 (8)
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can still be diagonalized easily in the case where =n 2m
1

1 and =n 2m
2

2, for non-negative inte-
gers m1 and m2. For convenience, we assume ⩾n n1 2, and note that B is the complete bipartite 
graph Kn n,1 2. The diagonalization operator for B can be written mathematically as

( ( ) )( ( )

( ))( )

⊗ ⊗
⊗ ⊗

= + − ⊗ + ⊗ −

+ ⊗ ⊗ −

′
−

+ +Q I H I P I P H I

P P H I ,

m m

m m m

2 2 0 2 0 2

1 0 2

m m m

m

1 1
1

1 1 1 1

1 2 2 2

 
(9)

where ⟩⟨=| |P 0 00  and = | |P 1 11 〉〈  are the 2-dimensional projection operators. The corre-
sponding eigenvalue matrix of B is then given by

( ){ }( ) ( )ζ = + −− −n n n ndiag , 0 , , 0 .n n
1 2

1 1
1 2

1 11 2 (10)

Figure 2 shows the complete bipartite graph Kn n,1 2 together with its corresponding quantum 
circuit implementation. As a corollary, the star graph +S2 1m  can also be implemented using the 
same method, since +S2 1m  is equivalent to K2 ,1m .

Hence, if we have degree-regular graphs A1 and A2 satisfying

( ) ( )= = ∀ ∈A A d v Vdeg deg ,v v1 2 (11)

where =n 2m
1

1 and =n 2m
2

2, which can both be efficiently implemented, then it follows that 
the interdependent network built from A1, A2 and =B Jn n0 ,1 2 can be efficiently implemented. 
Figure 3(a) gives an example of this kind of graphs, where vertices 1–16 belong to the Q4 
graph (hypercube graph of dimension 4—refer to section 4), and 17–24 belong to the K4,4 
graph. The quantum circuit implementation of the composite graph shown in figure 3(a) is 
given by figure  3(b), where the K16,8 circuit is already described above and given by fig-
ure 2(b). Note that in general, the Kn n,1 2 graph and by extension, the resulting interdependent 
network with complete interconnections is not degree-regular - so this provides an example of 
a class of graphs that is not degree-regular but still has an efficient quantum circuit implemen-
tation for the CTQW time-evolution operator.

(a) (b)

Figure 1. (a) Two disjoint K2m graphs with identity interconnections (solid red lines 
and dashed blue lines indicate edges belonging to A and B respectively), where m  =  2; 
(b) the corresponding quantum circuit implementation for the CTQW time-evolution 
operator on this graph.
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4. Cartesian product of graphs

Given two matrices H1 and H2 of dimension n1-by-n1 and n2-by-n2 respectively, the Cartesian 
product of H1 and H2 are given by

⊕ = ⊗ + ⊗H H H I I H ,n n1 2 1 22 1 (12)

which is a matrix of dimension n n1 2-by-n n1 2. In particular, if we define = ⊕H H H1 2, we have

( ) ( ) ( )− = − ⊗ −tH tH tHexp i exp i exp i1 2 (13)

or, more compactly, ( ) ( ) ( )= ⊗U t U t U t1 2 . Again we set γ=H A1  and γ=H B2 , i.e. the 
Hamiltonians H1 and H2 correspond to graphs A and B respectively. The physical significance 
of this composition is that the quantum walks on the two graphs A and B are performed simul-
taneously and separately, with no interaction between the two walks. This implies that if we 
have an efficient quantum circuit implementation for the individual CTQW time-evolution 

(a) (b)

Figure 2. (a) An example of the complete bipartite graph Kn n,1 2, where n1  =  8 and 
n2  =  4; (b) quantum circuit implementation of the CTQW time-evolution operator for 
the complete bipartite graph Kn n,1 2, where =n 2m

1
1 and =n 2m

2
2.

(a) (b)

Figure 3. (a) Disjoint Q4 and K4,4 with complete interconnections (solid red lines and 
dashed blue lines indicate edges belonging to A and B respectively); (b) its corresponding 
quantum circuit implementation.
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operators on the graphs A and B, the implementation for U(t) (which is the time-evolution 
operator that corresponds to the CTQW on the graph ⊕A B) is easily formed by stacking 
the individual quantum circuit implementations in parallel. As a corollary, in the case where 
A  =  B, then γ= ⊕H A A corresponds to the Hamiltonian for the non-interacting two-particle 
quantum walk on A. In particular, the two-particle quantum walk has been applied to the graph 
isomorphism problem, as seen in [38, 39].

4.1. Example 1: hypercube Qn

One particular class of graphs that is constructed using the Cartesian product of graphs is 

the hypercube Qn. Given the path graph P2 of length 2 with adjacency matrix ⎜ ⎟
⎛
⎝

⎞
⎠

0 1
1 0

, Qn is 

constructed as = ⊕Q Pn
n

2 , i.e. it is the Cartesian product of n copies of P2 [40]. As such, Qn 
is a graph with 2n vertices and degree-regular with degree n. P2 is diagonalizable using the 

Hadamard matrix H, giving its eigenvalue matrix Λ =
−

⎜ ⎟
⎛
⎝

⎞
⎠

1 0
0 1P2 . Figure 4 shows the hyper-

cube graph Qn with its corresponding quantum circuit implementation.

4.2. Example 2: book graph Bn

Another example of this class of graphs is the book graph Bn [41], which is constructed 
as = ⊕+B S Pn n 1 2, where Sn+1 is the star graph on n  +  1 vertices. As we have discussed in 
 section 3, Sn+1 can be implemented efficiently in a quantum circuit if n  =  2m for some non- 
negative integer m—hence book graphs of the form B2m can be efficiently implemented as 
well, as shown in figure 5.

5. Discussion

As shown in sections 3 and 4, we can construct an efficient implementation of a compos-
ite graph using diagonalization, provided that the constituent graphs can themselves be effi-
ciently diagonalized. While we have constructed examples based on constituent graphs that 

(a) (b)

Figure 4. (a) The hypercube graph Qn, where n  =  4; (b) its corresponding quantum 
circuit implementation for the CTQW time-evolution operator on Qn.
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can be efficiently diagonalized, it remains to be seen in general what graphs can be efficiently 
diagonalized (which can then be used as constituent graphs for the above classes of compos-
ite graphs). That is, given that the time-evolution operator of a graph can be diagonalized 
in the form ( ) ( )†= − ΛU t Q t Qexp i  where †= ΛH Q Q, in what circumstances can Q, †Q  and 

( )− Λtexp i  each be implemented using at most ( ( ))npoly log  one- and two- qubit gates?
Recall that Q is a unitary matrix whose column vectors are eigenvectors of H, and Λ is 

a diagonal matrix of eigenvalues of H. From [29], we find that ( )− Λtexp i  can be efficiently 
implemented in the case where there are at most ( ( ))npoly log  non-zero eigenvalues. More gen-
erally, if the eigenvalue spectrum can be characterized efficiently such that some efficiently 
implementable function ( ) λ=f xi i can generate the eigenvalue spectrum, then ( )− Λtexp i  can 
be efficiently implemented [29].

As for the implementation of Q (and †Q , which can be obtained by conjugating and revers-
ing the order of gates in Q), it is much more difficult to draw concrete conditions on when 
it can be efficiently implemented. This is because the choice of matrix eigenvectors is not 
unique, and as such, there is a continuum of possible Q’s that can be selected to diagonalize 
the Hamiltonian of the graph. For example, as noted in [29], the complete graph Kn with self-

loops can be efficiently diagonalized using the QFT matrix ( / )π=Q jk nexp 2 ijk n

1  or, in the 

case where n  =  2m, by the Hadamard basis = ⊗HQ m. There are, of course, infinitely many 
different eigenbases that can be selected to diagonalize the Kn graph with self-loops—but not 
all are efficiently implementable.

In order to help to identify situations where Q is efficiently implementable, we note that 
the availability of different bases to diagonalize the graph is connected to the degeneracy of 
the eigenspectrum. In the above example of the Kn graph with self-loops, the eigenspectrum 
of the graph is { }−n , 0n1 1 , i.e. the eigenvalue 0 is degenerate with algebraic multiplicity n  −  1. 
Since the Hamiltonian is Hermitian, this implies that the Hamiltonian is never defective [42], 
i.e. the geometric and algebraic multiplicities of all eigenvalues are always equal—implying 
that any orthogonal basis of n  −  1 vectors belonging to the eigenspace (i.e. the kernel ( )Hker ) 
can be chosen as the corresponding eigenvectors. In more general terms, for an eigenvalue 
λ of the Hamiltonian with algebraic multiplicity λm , any orthogonal basis of λm  vectors for 
the eigenspace ( )λ−H Iker  can be chosen as the eigenvectors for the eigenvalue λ. As such, 
degeneracy of the eigenspectrum can be exploited to select an eigenbasis that can be more 

(a) (b)

Figure 5. (a) The book graph Bn, where n  =  8; (b) corresponding quantum circuit 
implementation for the CTQW time-evolution operator on the book graph for n  =  2m.
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easily implemented in a quantum circuit, as demonstrated by the Kn example. From this, we 
state the following conjecture:

Conjecture 1. If the eigenspectrum of the Hamiltonian has more degeneracy (i.e. high 
algebraic multiplicities for eigenvalues), then it is more likely that the Hamiltonian can be 
efficiently diagonalized.

Another example of the application of this conjecture is to the complete bipartite graph 
Kn n,1 2. This graph has the eigenvalue spectrum {( ) }± + −n n , 0n n

1 2
1 21 2 , which is highly degen-

erate since the eigenvalue 0 has algebraic multiplicity + −n n 21 2 . As such, according to the 
conjecture, it is likely that the Hamiltonian corresponding to the graph Kn n,1 2 can be efficiently 
implemented (its implementation was provided in figure 2). The star graph Sn is equivalent to 
the Kn,1 graph, and so is also highly degenerate.

6. Conclusion

In summary, we have shown that using diagonalization, we can fast-forward the simulation of 
some Hamiltonians corresponding to graphs in an efficient manner for some classes of com-
posite graphs (commuting graphs and Cartesian products of graphs) to achieve constant-time 
complexity with =ε 0. The quantum circuit implementations presented here are eminently 
useful in experimentally implementing CTQWs, since new classes of graphs can be simulated 
using existing graphs with minimal increase in complexity.
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Abstract This paper explores the entanglement dynamics generated by interact-
ing two-particle quantum walks on degree-regular and degree-irregular graphs. We
performed spectral analysis of the time-evolution of both the particle probability distri-
bution and the entanglement between the two particles for various interaction strength.
While the particle probability distributions are stable and not sensitive to perturbations
in the interaction strength, the entanglement dynamics are found to be muchmore sen-
sitive to system variations. This property may be utilised to probe small differences in
the system parameters.

Keywords Quantum walk · Entanglement dynamics · Two-particle interaction ·
Spectral analysis

1 Introduction

Entanglement dynamics has been extensively investigated in the context of quan-
tum chaos and quantum-classical correspondence. Several nonlinear models have
been examined for their entanglement dynamics, for example, the N -atom Jaynes-
Cummings model [1–3], coupled kicked tops [4–7], the Dicke model [8], and Rydberg
molecules [9,10]. Such studies have focused on the connection between the dynamics
of classically chaotic systems with the dynamical generation of entanglement in their
corresponding quantised systems.

In this work, we study the entanglement dynamics in two-particle discrete-time
quantum walks on degree-regular and degree-irregular graphs. Single-particle quan-
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tum walks have already emerged as a useful tool in the development of quantum
algorithms [11–18]. These algorithms depend on interference between the multiple
paths that are simultaneously traversed by the quantumwalker. In multi-particle quan-
tumwalks, the dimension of the state space increases exponentially with the number of
particles and there is the additional resource of interaction and entanglement between
particles, which may be utilised to develop efficient quantum algorithms to solve
practically significant applications.

The theoretical study of discrete-time quantum walks with more than one particle
was initiated byOmar et al. [19],who considered non-interacting two-particle quantum
walks on the infinite line.Omar et al. established a role for entanglement in two-particle
quantum walks by showing that initial states which are entangled in their coin degrees
of freedom can generate two-particle probability distributions in which the positions
of the two particles exhibit quantum correlations. Also with non-interacting particles,
Štefaňák et al. [20] considered the meeting problem in the discrete-time quantum
walk.

In addition to these studies with distinguishable particles, there have also been
theoretical investigations of two-photon quantum walks [21,22]. By increasing the
dimension of the coin Hilbert space to incorporate both the direction of photon prop-
agation and polarisation, Pathak and Agarwal [21] introduced a quantum walk in
which two photons initially in separable Fock states become entangled through the
action of linear optical elements. While the quantum walk studied in [19,20] requires
entangled initial states to generate spatial correlations, the two-photon walk studied
in [21], with its larger coin space, is capable of generating entanglement even from
initially separable states. Venegas-Andraca and Bose [23] have also proposed a variant
of the two-particle quantum walk in which the particles have a shared coin space. In
this system, entanglement is introduced between the spatial degrees of freedom of
the particles by performing measurements in the shared coin space. More recently,
Berry and Wang [24] introduced two spatial interaction schemes, which have shown
to dynamically generate complex entanglement between the two walking particles.
Rohde et. al. [25] studied the entanglement dynamics in a single-particle quantum
walk between its position states on a finite line with bound and reflecting boundaries.
They demonstrated the emergence of quasi-periodicity in the entanglement time series.

In this work, we explore the detailed entanglement dynamics generated by locally
interacting two-particle quantumwalks on degree-regular and degree-irregular graphs.
Our key purpose is to demonstrate that entanglement dynamics arising from two-
particle interacting quantum walks on graphs with simple underlying structures can
be complex and sensitive to perturbations in the interaction strength parameter. This
work provides strong evidence through sufficiently simple examples where the evo-
lution of the system wavefunction is stable and not sensitive to perturbations to the
interaction strength, while the entanglement dynamics of the system ismuchmore sen-
sitive to these small changes. Even in cases where the system wavefunction appears
to evolve in a more complex manner, the marginal probability distribution is stable
compared to the entanglement between the two particles. Both degree-regular and
degree-irregular graphs are studied in this work. Degree-regular graphs are graphs
for which every vertex has the same number of neighbours. We studies three sim-
ple degree-regular graphs, including the complete K8 graph (without self-loops), the
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3-dimensional hypercube Q3, and the joined second-generation 3-Cayley tree. The
degree-irregular graphs studied are variations of these degree-regular graphs, with
several edges removed.

This paper is structured as follows. In Sect. 2, we describe themathematical formal-
ism for the interacting two-particle quantumwalks and the evaluation of entanglement
between the twoparticles. InSect. 3,weperformspectral analysis on the time-evolution
of probability distribution and entanglement time series of two-particle discrete-time
quantum walks for different values of interaction strength. Also presented are the cor-
responding Feigenbaum diagrams of the frequencies in the time series. Finally, Sect. 4
contains our conclusions.

2 Interacting two-particle quantum walks and entanglement

As described in [19,24], a two-particle quantum walk takes place in the Hilbert space
H = H1 ⊗ H2, whereHi = (Hv ⊗ Hc)i for particle i , with v and c representing the
position and coin space, respectively. Denoting the two-particle basis states as

∣
∣vi , vk; c j , cl

〉 = ∣
∣vi , c j

〉

1 ⊗ |vk, cl〉2, (1)

we can write the wavefunction describing the two-particle system as a linear combi-
nation of basis states

|ψ〉 =
∑

ik

∑

jl

avi ,vk ;c j ,cl
∣
∣vi , vk; c j , cl

〉

. (2)

The normalization condition is expressible as:

∑

ik

∑

jl

|avi ,vk ;c j ,cl |2 = 1. (3)

The time-evolution operator for the discrete-time two-particle quantum walk is

U := S · (1 ⊗ C), (4)

where the shifting operator S = S1 ⊗ S2 acts on the basis state as

S
∣
∣vi , vk; c j , cl

〉 = ∣
∣v j , vl; ci , ck

〉

, (5)

and the coin operatorCik is a didk×didk unitarymatrix given byCik = (Ci )1⊗(Ck)2.
Here di is the degree of vertex i , (Ci )1 is the di × di coin matrix for the vertex vi ,
and (Ck)2 is the dk × dk coin matrix for the vertex vk . The matrix Cik acts on the
didk-dimensional coin space with the basis states ordered in the following manner:

{|vi , vk; c1, c1〉, . . . ,
∣
∣vi , vk; c1, cdk

〉

, |vi , vk; c2, c1〉, . . . ,
∣
∣vi , vk; cdi , cdk

〉}.
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In this work, several initial states are considered. One initial state of the system is
chosen to be an equal superposition of position states on a graph with N vertices,

|ψ0〉 =
n

∑

i,k=1

di∑

j=1

dk∑

l=1

1

N
√
didk

∣
∣vi , vk; c j , cl

〉

. (6)

Other initial states studied are random. Each coefficient avi ,vm ;c j ,cn is chosen to be a
randomly generated number from a uniform distribution over [0,1], and the state is
then normalized using the normalization condition described in Eq. (3).

The two-particle Grover coin operator is defined as Cik = G(di ) ⊗ G(dk), where
the one-particle Grover coin operator is given by

Gι,ζ (d) = 2

d
− δι,ζ . (7)

where δι,ζ is the Kronecker delta function. Such a two-particle coin operator is separa-
ble, and consequently the two particle walkers evolve independently. To dynamically
generate entanglement between the two particles, we introduce a local interaction
between the two particles, in the form of a modification of the coin operator. A local
interaction scheme perturbs the coin operators only when both particles are simulta-
neously at the same node. We define the effective coin operator as

Cik =
{

G(di ) ⊗ G(dk) : i �= k
C ′ : i = k

(8)

where C ′ is the perturbed coin operator. We consider the φ-Grover interaction scheme
as introduced in [24], where C ′ = eiφG(di ) ⊗ G(di ).

The joint probability of particle 1 located at vertex vi and particle 2 located at vertex
vk simultaneously, after t steps of the quantum walk, is

P(i, k, t) =
∑

jl

|〈vi , vk; c j , cl
∣
∣(U )t |ψ0〉|2. (9)

Themarginal probabilities for particles 1 and 2, assuming the particles are distinguish-
able, are obtained by summing the joint probability over the position states of the other
particle, i.e.

P1(i, t) =
∑

k

P(i, k, t) =
∑

k

∑

jl

|〈vi , vk; c j , cl
∣
∣(U )t |ψ0〉|2,

P2(k, t) =
∑

i

P(i, k, t) =
∑

i

∑

jl

|〈vi , vk; c j , cl
∣
∣(U )t |ψ0〉|2. (10)

For a system in the pure state |ψ〉 defined in Eq. (2), the reduced density matrix ρ1
is obtained by tracing the density matrix ρ = |ψ〉〈ψ | over subsystem 2 (namely both
position and coin states of particle 2). Using orthonormality, we obtain
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ρ1 =
∑

ik

∑

jl

bvi ,vk ;c j ,cl
∣
∣vi , c j

〉〈vk, cl |, (11)

where bvi ,vk ;c j ,cl = ∑

m
∑

n avi ,vm ;c j ,cn a∗
vk ,vm ;cl ,cn . For such bipartite systems, entan-

glement can be measured by the von Neumann entropy using the reduced density
matrix of either subsystem [26]

E(|ψ〉) = S(ρ1) = −Tr
(

ρ1 log2(ρ1)
)

, (12)

where 0 ln(0) ≡ 0. Since the reduced density matrix ρ1 has real non-negative eigen-
values λi and the trace is invariant under the similarity transformation, we can compute
the entanglement as

E(|ψ〉) = −
∑

i

λi log2(λi ). (13)

3 Entanglement time series and spectral analysis

Using the interacting coin operator defined by Eq. (8), the entanglement between the
two walking particles varies in time and is also dependent on the interaction strength
φ. The corresponding power spectra of the entanglement time series are obtained via
a discrete Fourier transform of a modified time series. We denote the (normalized)
modulus square of the Fourier transform as |E |2. The linear trend is subtracted from
the time series, and then multiplied by a tapered cosine window, defined by

w(n) =

⎧

⎪⎪⎨

⎪⎪⎩

1
2

(

1 + cos
(

π
(

2n
α(N−1) − 1

)))

0 ≤ n ≤ α(N−1)
2

1 α(N−1)
2 ≤ n ≤ (N − 1)(1 − α

2 )
1
2

(

1 + cos
(

π
(

2n
α(N−1) − 2

α
+ 1

)))

(N − 1)(1 − α
2 ) ≤ n ≤ N − 1

(14)
where N is the width of the time series, n = 0, 1, . . . , N − 1, αN/2 is the width of
the cosine lobes, and (1 − α/2)N is the width of the rectangle window. The window
function is used to eliminate the discontinuity at the endpoints of the time series, since
the length of the time series is not an exact multiple of the fundamental period, if it
exists. We then take the discrete Fourier transform of the modified time series. The
dependence of this power series on φ can be visualised as a Feigenbaum bifurcation
diagram. We plot the most prominent frequencies in the power series as a function
of φ. Only frequencies with an amplitude in the top 5% (black dots) and second 5%
(grey dots) of all amplitudes in the spectrum are shown. Frequencies with smaller
amplitudes do not appear on this diagram. In this work, the parameter α = 0.4 is used,
which provides an effective reduction of noise in the frequency spectra. A different
value of α leads to a slightly different Feigenbaum diagram, but in any case it does
not affect the overall appearance.
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Fig. 1 K8 graph without
self-loops
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Fig. 2 Marginal probability of a particle at vertex 1 for a two-particle quantum walk on the K8 graph
without self-loops under φ-Grover interaction, with the initial state being random. a φ = 0.0, b φ = 0.01π ,
c φ = 0.03π , d φ = 0.1π
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Fig. 3 Entanglement time series for a two-particle quantumwalk on the K8 graph without self-loops under
φ-Grover interaction, with an equal superposition initial state. a φ = 0.0 (blue solid line), φ = 0.02π (red
dot-dashed line), φ = 0.1π (green dotted line), b φ = 0.3π , c φ = 0.6π , d φ = 0.99π (Color figure
online)

Fig. 4 3-Dimensional
hypercube graph Q3
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Fig. 5 Joined
second-generation 3-Cayley
Tree
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Fig. 6 Entanglement time series for a two-particle quantum walk on the Q3 and joined 3CT2 graphs under
φ-Grover interaction, with an equal superposition initial state. a Q3 graph, φ = 0.1π (blue solid line),
φ = 0.3π (red dot-dashed line), b Q3 graph, φ = 0.6π (blue solid line), φ = 0.99π (red dot-dashed line),
c Joined 3CT2 graph, φ = 0.1π (blue solid line), φ = 0.3π (red dot-dashed line), d joined 3CT2 graph,
φ = 0.6π (blue solid line), φ = 0.99π (red dot-dashed line) (Color figure online)

3.1 Degree-regular graphs

Degree-regular graphs have the same number of edges joined to each vertex, and as
such tend to be very symmetric. First, we consider the highly symmetric and regular
complete graphs on n vertices, namely the Kn graphs, with and without self-loops.
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Fig. 7 Feigenbaum diagrams of
frequencies present in the
entanglement time series of
several regular graphs under
φ-Grover interaction, with an
equal superposition initial state.
a K8, b Q3, c joined 3CT2
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Due to the symmetry and regularity of these graphs, when the system starts at an
equal superposition of all states, the joint probability distribution defined in Eq. (9)
and the marginal probability distributions defined in Eq. (10) remain uniform at all
times, which is independent of the φ value. That is, for a Kn graph, P(i, k, t) ≡ 1/n2

and P1(i, t) ≡ P2(k, t) ≡ P( j, t) ≡ 1/n for all i , k, j and t . This is a reflection of the
symmetry of the Kn graphs, which are strongly regular, as well as vertex-, edge-, and
distance-transitive. However, the entanglement between the two particles as defined
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Fig. 8 Time series of entanglement for φ = 0.75π (blue, solid) and φ = 0.76π (green, dotted) for a
two-particle quantum walk under φ-Grover interaction beginning in an equal superposition initial state.
a K8 graph, b Q3 graph, c joined 3CT2 graph (Color figure online)
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Fig. 9 Feigenbaum diagrams of frequencies present in the entanglement time series of the Q3 graph under
φ-Grover interaction. a Equal superposition initial state, b random initial state

in Eq. (13) changes with time even for an initially equal superposition of all states, if
they interact with a nonzero φ value.

Since the probability and entanglement dynamics are very similar for these complete
graphs, in the following we will only present the results for the K8 graph without self-
loops (Fig. 1). We first show the marginal probability for a random initial state that
breaks the symmetry. In this case, the probability distributions vary in time and are
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Fig. 10 Non-degree-irregular counterparts of regular graphs. a K8 with 10/28 edges removed, b Q3 with
4/12 edges removed, c 2nd generation 3-Cayley tree

different for different φ values, becoming more complex for larger φ, as shown in
Fig. 2.

We observe that the entanglement dynamics for the K8 graph under the φ-Grover
interaction scheme are changing with time, even when the system begins at an equal
superposition of all states, as shown in Fig. 3. Interesting to note is that for φ → π

the time series appears to form wave packets. Nonetheless, the entanglement time
series remain relatively simple and are oscillatory with the overall pattern repeating as
t → ∞. The dynamics can be described by a number of frequencies, which increase
for increasing φ, as best seen in the Feigenbaum diagram shown in Fig. 7a.

Another family of very symmetric regular graphs is the hypercube graphs Qn .
Two-particle quantum walks on the 3-dimensional hypercube graph (Fig. 4) were
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Fig. 11 Marginal probability of a particle at vertex 1 for a two-particle quantum walk on the modified K8
graph without self-loops under φ-Grover interaction, with the initial state being an equal superposition of
all states. a φ = 0.0, b φ = 0.01π , c φ = 0.03π , d φ = 0.1π

considered. The Q3 graph has the same dimension as the K8 graph, so the two are
comparable. As can be seen in Fig. 6, the entanglement dynamics of the Q3 graph
differs from that of the K8 graph, but follow the same trend of increasing complexity
as φ increases. The entanglement time series appears less regular for this graph than
for the K8 graph, reflecting a reduced degree of symmetry.

Walks on the joined second-generation 3-Cayley tree (3CT2) shown in Fig. 5 were
also studied. Again, the complexity of the time series increases with increasing φ, and
these time series again appear more complex than those for the K8 graph (Fig. 6).
Comparing the Feigenbaum diagrams for the entanglement time series of the K8, Q3
and joined 3CT2 graphs (Fig. 7), it can be seen that for all of these graphs the frequency
spectra behave similarly as φ changes. All have a few prominent frequencies for lower
values of φ, and these frequencies change on the whole linearly with φ. The dynamics
become much more complex with increasing φ, with more frequencies emerging. The
Q3 and joined 3CT2 graphs havemanymore frequencies than the K8 graph, especially
for the higher values of φ.

As shown in Fig. 8, the entanglement is sensitive to small perturbations in the φ

parameter for every regular graph studied. This is true for every initial state considered.
However, the marginal single-particle probability time series are not so sensitive to
small changes in φ. For the equal superposition initial state, the probability time series
remain uniform, independent of φ. For the random initial state, probability time series
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Fig. 12 Entanglement time series for a two-particle quantum walk on the modified K8 graph without
self-loops under φ-Grover interaction, with an equal superposition initial state. a φ = 0.0 (blue solid line),
φ = 0.02π (red dot-dashed line), φ = 0.1π (green dotted line), b φ = 0.3π , c φ = 0.6π , d φ = 0.99π
(Color figure online)

are complex but essentially stable. On the other hand, the entanglement time series
are not sensitive to the initial state of the system. The various initial states give similar
entanglement time series, appearing to have the same frequencies and general shape.
The Feigenbaum diagrams for each of the regular graphs discussed above are almost
identical for both the equal superposition and a random initial state, as shown in
Fig. 9.

3.2 Non-degree-irregular graphs

We now consider degree-irregular graphs, and for comparison purposes these are all
similar to the degree-regular graphs considered above, with several edges removed
so that not all vertices are joined to the same number of edges. The irregularity of
these graphs introduces more complex dynamics into the system, making them good
candidates to study the complexity in the time-evolution of probability distributions
and quantum correlations within the system with varying interaction strength φ. The
degree-irregular graphs studied in this work are the unjoined second-generation 3-
Cayley tree, a modified K8 graph and a modified Q3 graph, all with between 30
and 40% of their edges removed (Fig. 10). These graphs still have a high degree of
symmetry, as their regular counterparts do.
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Fig. 13 Entanglement time series for a two-particle quantum walk on the modified Q3 and unjoined
3CT2 graphs under φ-Grover interaction, with an equal superposition initial state. a Modified Q3 graph,
φ = 0.1π (blue solid line), φ = 0.3π (red dot-dashed line), b ModifiedQ3 graph, φ = 0.6π (blue solid
line), φ = 0.99π (red dot-dashed line), c Unjoined 3CT2 graph, φ = 0.1π (blue solid line), φ = 0.3π (red
dot-dashed line), d Unjoined 3CT2 graph, φ = 0.6π (blue solid line), φ = 0.99π (red dot-dashed line)
(Color figure online)

These graphs have different probability time series to their regular analogues. The
single-particle probability is no longer uniform for the equal superposition equal state,
but is periodic for very low values of φ, and increasingly complex for larger φ. Figure
11 shows these time series for the modified K8 graph. When the system starts in a
random initial state, the time series are no longer very regular for lower values of φ.

We now consider the entanglement dynamics of two-particle quantum walks along
these irregular graphs. There is no entanglement between the two particles for φ = 0,
which corresponds to having no interaction between the two particles. With weak
interaction at small values of φ, the entanglement time series is periodic with a fixed
number of frequencies. As we increase φ, we observe a transition to irregular/quasi-
periodic dynamics as more frequencies are introduced further into the system. Figure
12 illustrates this for the modified K8 graph, while some entanglement time series for
the other two irregular graphs can be seen in Fig. 13.

When we compare the time series for the irregular graphs with those for the regular
graphs (Fig. 14), we see that the modified K8 graph has similar time series to the
original K8 graph. The time series appear to be similar in shape, with slightly different
frequencies.On the other hand, the entanglement time series for a two-particle quantum
walk on the modified Q3 graph differs much more from its regular counterpart, with
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Fig. 14 Comparison of entanglement time series for regular graphs (blue solid lines) and their irregular
counterparts (red dot-dashed lines), with an equal superposition initial state. a K8, b Q3, c Cayley tree
(Color figure online)

more complex behaviour occurring. This is also true for the unjoined Cayley tree,
which has a more complex entanglement time series than the joined Cayley tree.

This is more evident in the Feigenbaum diagrams for these time series, shown
in Fig. 15, which depicts the frequencies present in the entanglement time series. As
expected, a reduction in complexity is also seen as φ → π . The Feigenbaum diagrams
for these graphs show that the entanglement time series for the irregular graphs are
more complex than for the regular graphs, with many more frequencies being present,
and nonlinear relationships between frequency and φ start to emerge (Fig. 15c).

Like the regular graphs studied, the system also exhibits sensitivity to small pertur-
bations in the φ parameter for the irregular graphs, as shown in Fig. 16. It can be seen
that the single-particle probabilities are less sensitive to these perturbations. Again like
the regular graphs studied, the initial state does not make a considerable difference
in the frequency spectrum of the entanglement time series, although the shape of the
time series does vary slightly, more so for these graphs than for the regular graphs.

4 Conclusions

In conclusion, we have demonstrated that while the probability time series for simple
degree-regular and degree-irregular graphs such as the K8 graph and the second-

123



3208 G. R. Carson et al.

Fig. 15 Feigenbaum diagrams
of frequencies present in the
entanglement time series of
several irregular graphs under
φ-Grover interaction, with an
equal superposition initial state.
aModified K8 graph, b
modified Q3 graph, c unjoined
3CT2 graph
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generation 3-Cayley tree are generally stable regarding small changes to interaction
strength, complex entanglement dynamics can arise from a locally interacting two-
particle quantum walk, and these dynamics are sensitive to small perturbations to
interaction strength. Spectral analysis shows that the number of frequencies (and hence
the complexity) in the entanglement time series varies as a function of the interaction
strength φ. The complexity in the corresponding Feigenbaum diagram seems to reflect
the degree of symmetry in the underlying graphs, with the degree-irregular graphs
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Fig. 16 Time series of entanglement and single-particle probability, for φ = 0.75π (blue, solid) and
φ = 0.76π (red, dashed) for a two-particle quantum walk under φ-Grover interaction beginning in an
equal superposition initial state. aModified K8 graph, bmodified Q3 graph, c unjoined 3CT2 graph (Color
figure online)

showing much more complex Feigenbaum diagrams than the degree-regular graphs.
The sensitivity of the entanglement dynamics to small changes in the two-particle
interaction strength could be a useful tool in probing small variations in the system
parameters.

Acknowledgments The authors would like to thank Lock Yue Chew and Michael Small for several
valuable discussions on the characterisation of nonlinear dynamics.
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20. Štefaňnák, M., Kiss, T., Jex, I., Mohring, B.: The meeting problem in the quantum walk. J. Phys. A

39(48), 14965–14983 (2006)
21. Pathak, P.K., Agarwal, G.S.: Quantum random walk of two photons in separable and entangled states.

Phys. Rev. A 75, 032351 (2007)
22. Rohde, P.P., Fedrizzi, A., Ralph, T.C.: Entanglement dynamics and quasi-periodicity in discrete random

walks. J. Mod. Opt. 59, 710–720 (2012)
23. Venegas-Andraca, S. E., Bose, S.: Quantum-walk-based generation of entanglement between two

walkers. arXiv:0901.3946v1 [quant-ph]
24. Berry, S.D., Wang, J.B.: Two-particle quantum walks: entanglement and graph isomorphism testing.

Phys. Rev. A 83, 042317 (2011)
25. Rohde, P.P., Fedrizzi, A., Ralph, T.C.: Entanglement dynamics and quasi-periodicity in discrete quan-

tum walks. J. Mod. Opt. 59, 710–720 (2012)
26. Mintert, F., Carvalho, A.R.R., Kus, M., Buchleitner, A.: Measures and dynamics of entangled states.

Phys. Rep. 415, 207–259 (2005)

123



PHYSICAL REVIEW A 86, 042338 (2012)

Efficient circuit implementation of quantum walks on non-degree-regular graphs

T. Loke and J. B. Wang
School of Physics, The University of Western Australia, WA 6009, Australia

(Received 30 May 2012; published 31 October 2012)

This paper presents a set of highly efficient quantum circuits for discrete-time quantum walks on non-degree-
regular graphs. In particular, we describe a general procedure for constructing highly efficient quantum circuits
for quantum walks on star graphs of any degree and Cayley trees with an arbitrary number of layers, which
are nonsparse in general. We also show how to modify these circuits to implement a full quantum-walk search
algorithm on these graphs, without reference to a “black-box” oracle. This provides a practically implementable
method to explore quantum-walk-based algorithms with the aim of eventual real-world applications.
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I. INTRODUCTION

Quantum walks have shown much potential as a general
framework for developing a new generation of quantum
algorithms. These algorithms depend on interference between
the multiple paths that are simultaneously traversed by the
quantum walker, as well as complex interactions and entan-
glement if more than one quantum walker is involved. Both
discrete-time [1,2] and continuous-time [3,4] quantum walks
can be considered, both of which have yielded intriguing quan-
tum algorithms [5–12]. An increasingly pressing challenge is
to build a physical apparatus that can efficiently implement a
prescribed quantum walk, that is, to perform each step of the
quantum walk on a specified graph.

Quantum walks can be thought of as the quantum analogues
of classical random walks. They are a unitary process and
can therefore be naturally implemented in a quantum system
by manipulating its internal states according to a specified
underlying graph structure (see, for example, references in
[13,14]). However, such quantum-state-based implementation
of quantum walks cannot achieve exponential efficiency in
general. Exponentially efficient quantum circuit implemen-
tation of quantum walks has proven to be amenable only
for graphs with a high degree of symmetry [15,16] or a
very sparse structure [17,18]. All of these graphs can be
characterized by a small number of parameters, increasing
at most logarithmically with the number of vertices. To date,
all symmetric graphs leading to an efficient quantum circuit
implementation are degree-regular and also vertex-transitive.
To the best of our knowledge, efficient quantum circuit
construction of whole families of non-degree-regular graphs
has not been considered before.

In this paper, we first describe the construction of efficient
circuits for implementing quantum walks on star graphs
of arbitrary size n. The construction is efficient in that
only O( log(n)) elementary two-qubit gates are required per
quantum-walk step. We then utilize this construction to find
a circuit implementation for quantum walks on Cayley trees
of any dimension. We also modify these circuits to implement
the full quantum-walk search algorithm on these graphs.

Here we consider discrete-time quantum walks, which take
place in a Hilbert space H = HP ⊗ HC . A single step of the
walk is described by the unitary evolution operator U = SC,
where S and C are the shifting and coin operators, respectively.
Consider a general undirected graph G(V,E), with vertex

set V = {v1,v2,v3, . . .} and edge set E = {(vi,vj ),(vk,vl), . . .}
being unordered pairs connecting the vertices. Each node
vi has di edges, corresponding to di states, alternatively
termed subnode or coin states. The quantum walk acts on
an extended node-subnode space, consisting of states |vi,ai〉,
where 1 � ai � di . The shifting operator S swaps the subnode
states connected by an edge, with its action defined by
S|vi,ai〉 = |vj ,aj 〉, and S2 = I.

The coin operator comprises a group of unitary operators,
or a set of coins, which independently mix the probability
amplitudes associated with the group of subnodes of a given
node. For the vertex vi , this corresponds to a unitary di × di

matrix acting on the coin space of vi . Berry et al. [19] have
recently developed a software package called QWVIZ which
provides an interactive visualization of the time evolution of
quantum walks on arbitrarily complex graphs.

In the following, we present explicit circuit implementa-
tions for quantum walks on families of non-degree-regular
graphs, which by definition are also non-vertex-transitive.
Constructing quantum circuits for non-degree-regular graphs
is expected to be more difficult than for degree-regular and
vertex-transitive graphs since the coin space of each vertex is
no longer of equal size and different vertices have a different
neighboring structure. Consequently, there will be redundant
states in a circuit implementation of such a graph. Also, since
the graph is not vertex-transitive, how we label the node and
subnode states plays an important role in achieving the most
efficient quantum circuit implementation. Moreover, we note

FIG. 1. The S7 graph with node-subnode states labeled as (vi,ai).

042338-11050-2947/2012/86(4)/042338(7) ©2012 American Physical Society
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FIG. 2. Efficient circuit implementation of quantum walks on an
Sn graph.

that the graphs considered here display centrality, a property
analyzed in detail by Berry and Wang [10].

II. STAR GRAPHS

Define a star graph Sn of order n as having 1 vertex of
degree n (the central vertex) connected to n vertices of degree
1 (the leaf vertices). An Sn graph has n + 1 vertices. Figure 1
shows the S7 graph with the node-subnode states labeled as
(vi,ai). We take the identity matrix as the coin operator for the
leaf vertices. For the central vertex, we use a modified Grover
matrix, defined as

(G̃n)i,j =
{

2
n

− δi,j , i � n,j � n,

δi,j , otherwise,
(1)

which has an extended dimension, rounding up n to the next-
highest power of 2. In other words, the G̃n coin operator is
defined as the Grover operator for the first n × n elements and
the identity operator otherwise.

We parametrize the graph using node and subnode states.
Here a node state of 0 to n − 1 labels the leaf vertices, and
the node state n labels the central vertex. Without undue
loss of generality, we label the subnode states such that
the shifting operator acts as S|v,s〉 = |s,v〉. In a circuit
implementation, this corresponds to simply swapping the
probability amplitudes between the node and subnode states
after each quantum-walk step. In total, there are 2n distinct
states:

|v,s〉 ∈ {|0,n〉, . . . ,|n − 1,n〉, |n,n − 1〉, . . . ,|n,0〉}. (2)

For the central node, v ≡ n, and for the leaf nodes, s ≡ n.
Using the S7 star graph as an example, we have

|v,s〉 ∈ {|0,7〉,|1,7〉, . . . ,|6,7〉,|7,6〉, . . . ,|7,0〉}, (3)

as shown in Fig. 1.
The coin operator C acts as

C|v,s〉 =
{ |v,s〉, leaf nodes (0 � v < n),∑n−1

j=0

(
2
n

− δs,j

)|v,j 〉, central node (v = n).

(4)

Hence, defining the walk operator as U = SC, after one step
of the quantum walk, we have

U |v,s〉 =
{ |s,v〉, leaf nodes (0 � v < n),∑n−1

j=0

(
2
n

− δs,j

)|j,v〉, central node (v = n).

(5)

The circuit implementation for an Sn graph is shown
in Fig. 2, where we use �log2(n + 1)� qubits each for the
node and subnode, with �x� = min{n ∈ Z|n � x} being the
ceiling function. The G̃n coin operator can be implemented

FIG. 3. The 3CT-2 graph, partitioned into three S3 graphs.
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FIG. 4. Efficient circuit implementation of quantum walks on a
3CT-2 graph.

with O( log(n)) two-qubit gates, and each SWAP gate requires
three controlled-NOT (CNOT) gates. Hence, the circuit scales
logarithmically with the size of the star graph.

III. CAYLEY TREES

The nth generation d-Cayley tree (abbreviated as dCT-n) is
a tree of n levels in which all interior vertices have degree
di = d. The outermost layer is called the surface, and all
vertices on the surface are called leaves, with degree di = 1.
The total number of vertices on the dCT-n Cayley tree is
Nv(n,d) = [d(d − 1)n − 2]/(d − 2), and the corresponding
number of distinct states is

Ns(n,d) = 2d[(d − 1)n − 1]/(d − 2)

= 2d[(d − 1)0 + (d − 1)1 + · · · + (d − 1)n−1]. (6)

Since Ns(n,d) is always an integer multiple of 2d, this suggests
that a dCT-n graph may be partitioned into multiple Sd graphs,
given that the number of states in an Sd graph is 2d.

Consider, for example, the circuit construction of quantum
walks on the 3CT-2 graph shown in Fig. 3. We can treat the
3CT-2 graph as three S3 graphs with one common vertex.
We label each directed edge using three parameters: the tree
number t1, the node n1, and the subnode s. The t1 parameter
simply accounts for which S3 graph a particular state lies on.
We label each S3 graph as t1 = 0,1,2, respectively, as shown
in Fig. 3(b). We can then use the method described above to
treat each of the S3 graphs separately in the circuit design.
To account for the common vertex, which always has the
same subnode state s, we mix the t1 parameter at the common
vertex using the coin operator, rather than the s parameter.
Here we arbitrarily label the common vertex by n1 = 2. For
a 3CT-2 graph, there is a total of Nv(2,3) = 10 vertices and
Ns(2,3) = 18 distinct states. Explicitly, the allowed states are
|t1,n1,s〉 ∈ {|t1,n1,f (n1,d)〉 : t1 ∈ Dt,n1 ∈ Dn}, where Dt =
{0,1,2}, Dn = {0,1,2,3}, and

f (x,d) =
{

d, 0 � x < d,

0, . . . ,d − 1, x = d.
(7)

Figure 4 shows the resulting circuit implementation of the
3CT-2 graph.

Now, consider constructing the quantum circuit for the
3CT-4 graph. We can view this as adding another layer
of S3 graphs to the 3CT-2 graph, as shown in Fig. 5. To
parametrize this graph, we introduce another two parameters:

FIG. 5. The 3CT-4 graph, with S3 graphs labeled by (t2,n2,t1,n1)
and common vertices labeled by {t2,n2,t1,n1}, where x = 0,1,2,3 and
y = 0,1,2. We drop the subnode label s here for simplicity, but the
same convention as in Fig. 3(a) applies.

t2 and n2. We fix t2 = n2 = 2 for the 3CT-2 subgraph.
In this layered construction of the 3CT-4 graph, we vary
the t2 and n2 parameters when in the external layer (with
t1 and n1 fixed based on the common vertex) and vary
the t1 and n1 parameters when in the internal layer (with
t2 and n2 fixed). For the 3CT-4 graph, there is a total of
Nv(4,3) = 46 vertices and Ns(4,3) = 90 distinct states.
Explicitly, the allowed states are |t2,n2,t1,n1,s〉 ∈ V1 ∪ V2,
where V1 = {|2,2,t1,n1,f (n1,d)〉 : t1 ∈ Dt,n1 ∈ Dn} and
V2 = {|t2,n2,t1,n1,f (n2,d)〉 : t2 ∈ Df ,n2 ∈ Dn,t1 ∈ Dt,n1 ∈
Df } and Df = {0,1}. The resulting circuit for implementing
one quantum-walk step on the 3CT-4 graph is shown in Fig. 6.
Note its similarity to Fig. 4.

In general, for a dCT-n graph with n = 2p, where
p ∈ Z+, we label the graph using n + 1 parameters:
t1, . . . ,tp, n1, . . . ,np, and s. The basis for the ti param-
eters satisfies |ti | � d, and the basis for the ni and s

1 2 3 4 5 6 7

•
G̃ 3

• •
t2

• • • • ×
n 2

×

G̃ 3
t1

• ×
n 1

×

G̃ 3

× ×
s

× ×

FIG. 6. Efficient circuit implementation of quantum walks on a
3CT-4 graph.
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1 2 3 4 5 6 7 8 9 10 11

tp Cd−1 Cd−1 Cd−1 G̃d Cd−1 Cd−1 Cd−1 C0,...,d−2

np Cd−1 Cd−1 Cd−1 Cd−1 Cd−1 Cd−1 Cd−1 ×

tp−1 Cd−1 Cd−1 Cd−1 Cd−1 Cd−1 C0,...,d−2

np−1 Cd−1 Cd−1 Cd−1 C0,...,d−2 Cd−1 Cd−1 ×
...

. . . . . . ...

t2 Cd−1 G̃d Cd−1 C0,...,d−2

n2 Cd−1 Cd−1 C0,...,d−2 Cd−1 ×

t1 G̃d

n1 Cd−1 C0,...,d−2 ×

s G̃d × × × ×

FIG. 7. Efficient circuit implementation of quantum walks on a dCT-n (even n) graph.

parameters satisfies |ni | = |s| � d + 1. The dCT-n graph
has Nv(n,d) vertices and Ns(n,d) distinct states. Ex-
plicitly, the allowed states are |ψ〉 = |tp,np, . . . ,t1,n1,s〉 ∈
V1 ∪ · · · ∪ Vp, where Df = {0, . . . ,d − 2}, Dt = {0, . . . ,d −
1}, Dn = {0, . . . ,d}, Vi = {|tp,np, . . . ,t1,n1,f (ni,d)〉 : tj ∈
T (i,j ),nj ∈ N (i,j ),j ∈ {1, . . . ,p}}, and T (i,j ) and N (i,j )
are defined as

T (i,j ) =
⎧⎨
⎩

Dt, j = 1,

Df , 1 < j � i,

{d − 1}, j > i,

(8)

N (i,j ) =
⎧⎨
⎩

Df , 1 � j < i,

Dn, j = i,

{d − 1}, j > i.

(9)

Let the G̃d [xi] operator denote the G̃d operator applied to
the parameter xi . We write G̃d [xi] as

G̃d [xi]|xn, . . . ,xi, . . . ,x1〉

=
{∑d−1

j=0

(
2
d

− δxi ,j

)|xn, . . . ,j, . . . ,x1〉, xi < d,

|xn, . . . ,xi, . . . ,x1〉, xi � d.

(10)

Now write the common vertex sets as VC,i =
{|tp,np, . . . ,t1,n1,f (ni,d)〉 : tj ∈ TC(i,j ),nj ∈ NC(i,j ),j ∈
{1, . . . ,p}}, where i = 1, . . . ,p, and

TC(i,j ) =
⎧⎨
⎩

Dt, j = 1,i,

Df , 1 < j < i,

{d − 1}, j > i,

(11)

NC(i,j ) =
{

Df , 1 � j < i,

{d − 1}, j � i.
(12)

Then, the coin operator acts as

C|ψ〉 =
{

G̃d [ti]|ψ〉, |ψ〉 ∈ VC,i,i = 1, . . . ,p,

G̃d [s]|ψ〉, otherwise,
(13)

and the shifting operator acts as

S|ψ〉 =

⎧⎪⎪⎨
⎪⎪⎩

|tp,np, . . . ,t1,s,n1〉, |ψ〉 ∈ V1,

...
...

|tp,s, . . . ,t1,n1,np〉, |ψ〉 ∈ Vp.

(14)

We can thus implement the walk operator as U = SC. Figure 7
shows the circuit implementation of a quantum-walk step on a
dCT-n (even n) graph. Note here the Ci gate on a parameter x

indicates that the action of the entire gate is conditional on the
state(s) x = i. For multiple conditional states (e.g., column
6 in Fig. 7), the gate can be more efficiently implemented,
as shown in Fig. 8. Each of the parameters is represented by
�log2(d + 1)� qubits.

Similarly, we can also partition a dCT-n graph with n =
2p − 1, where p ∈ Z+, into multiple Sd graphs. We label the
graph using n + 1 parameters: t2, . . . ,tp, n1, . . . ,np, and s.
Explicitly, the allowed states are |ψ〉 = |tp,np, . . . ,n1,s〉 ∈
V1 ∪ · · · ∪ Vp, where Vi = {|tp,np, . . . ,n1,f (ni,d)〉 : tj ∈
T (i,j ),nk ∈ N (i,k),j ∈ {2, . . . ,p},k ∈ {1, . . . ,p}}. T (i,j ) is
defined as earlier, while N (i,j ) is defined as

N (i,j ) =

⎧⎪⎪⎪⎨
⎪⎪⎪⎩

Dt, j = 1 	= i,

Df , 1 < j < i,

Dn, j = i,

{d − 1}, j > i.

(15)

G̃d G̃d G̃†
d G̃†

d

Cd−1 Cd−1 Cd−1 Cd−1

=

C0,...,d−2 Cd−1 Cd

FIG. 8. Efficient implementation of a gate conditional on multiple
states.
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Define the common vertex sets VC,i = {|tp,np, . . . ,n1,

f (ni,d)〉 : tj ∈ TC(i,j ),nk ∈ NC(i,k),j ∈ {2, . . . ,p},k ∈
{1, . . . ,p}}, where i = 2, . . . ,p. TC(i,j ) is defined as earlier,
while NC(i,j ) is defined as

NC(i,j ) =
⎧⎨
⎩

Dt, j = 1,

Df , 1 < j < i,

{d − 1}, j � i.

(16)

Then, the coin operator acts as

C|ψ〉 =
{

G̃d [ti]|ψ〉, |ψ〉 ∈ VC,i,i = 2, . . . ,p,

G̃d [s]|ψ〉, otherwise,
(17)

and the shifting operator acts as

S|ψ〉 =

⎧⎪⎪⎨
⎪⎪⎩

|tp,np, . . . ,s,n1〉, |ψ〉 ∈ V1,

...
...

|tp,s, . . . ,n1,np〉, |ψ〉 ∈ Vp.

(18)

We can thus implement the walk operator as U = SC. Figure 9
shows the circuit implementation for a dCT-n (odd n) graph.
This is equivalent to removing column 2 and the t1 parameter
from the circuit shown in Fig. 7 and including the d − 1 state
in the multiple conditional for each gate in the coin operator.
Each of the parameters is represented by �log2(d + 1)� qubits.

In general, for a dCT-n graph, we require n + 1 parameters
to characterize the graph and O(n log(d)) qubits for the
quantum circuit. The G̃d operator requires O( log(d)) two-
qubit gates to implement, and thus the coin operator requires
O([nlog(d)]2) two-qubit gates. The SWAP gate requires three
CNOT gates to implement, and hence the shifting operator
requires O(n2log(d)) two-qubit gates. In total, we require
O([nlog(d)]2) two-qubit gates in the circuit to implement
one step of the quantum walk. Rewriting this in terms of
the number of vertices N = Nv(n,d), this gives O(log(N )2)
two-qubit gates.

The circuits presented above can easily be modified to
perform a quantum search of a marked vertex. For example,
we mark the central vertex of the 3CT-3 graph by defining the

1 2 3 4 5 6 7 8

•
G̃ 3 G̃ 3

• •
t2

• • • • • ×
n 2

×
• • ×

n 1

• ×

− G̃ 3 G̃ 3

× ×
s

× ×

⎧⎨
⎩
⎧⎨
⎩
⎧⎨
⎩
⎧⎨
⎩

FIG. 10. Circuit implementation of quantum-walk-based search
of the marked center vertex of a 3CT-3 graph.

perturbed coin operator C ′ as

C ′|ψ〉

=
{−|ψ〉, |ψ〉 ∈ {|t2 = 2,n2 = 2,n1 = 3,s〉 : s = 0,1,2},

C|ψ〉, otherwise.

(19)

The circuit implementing the quantum search described above
is shown in Fig. 10. Column 1 performs the marking operation,
and columns 2 to 8 implement the 3CT-3 graph as outlined
previously. The result of the quantum search is shown in
Fig. 11.

IV. COMPARISON WITH EXISTING METHODS

There is a generic approach to the design of quan-
tum circuits for arbitrarily complex unitary operations via
matrix decomposition. Earlier studies applied the standard
triangularization or QR-factorization scheme with Givens
rotations and Gray codes to map a quantum algorithm to a
series of elementary gate operations [20,21]. Subsequently, a
more efficient and versatile scheme based on the cosine-sine
decomposition (CSD) was proposed [14,22–24]. The recursive

1 2 3 4 5 6 7 8 9 10

tp Cd−1 Cd−1 G̃d Cd−1 Cd−1 Cd−1 C0,...,d−2

np Cd−1 Cd−1 Cd−1 Cd−1 Cd−1 Cd−1 ×

tp−1 Cd−1 Cd−1 Cd−1 Cd−1 C0,...,d−2

np−1 Cd−1 Cd−1 C0,...,d−1 Cd−1 Cd−1 ×
...

. . . . . . ...

t2 G̃d Cd−1 C0,...,d−2

n2 Cd−1 C0,...,d−1 Cd−1 ×

n1 C0,...,d−1 ×

s G̃d × × × ×

FIG. 9. Efficient circuit implementation of quantum walks on a dCT-n (odd n) graph.
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FIG. 11. (Color online) Probability at the marked center vertex of
the 3CT-3 graph as a function of time steps. The initial state has equal
probability at each vertex, which is also distributed equally among
subnode states.

CSD procedure for arbitrary unitary operators is implemented
in the QCOMPILER package [25]. Using this package, we
decomposed the quantum-walk operator U obtained directly
from the adjacency matrix and Grover coins. The resultant
circuit implementation for the S7 graph is shown in Fig. 12
(top), which is compared with the circuit obtained using the
methods described above, shown in Fig. 12 (bottom). Clearly,
the complexity of our circuit implementation is much lower
than that obtained using the general recursive CSD procedure.

For a continuous-time quantum walk on an arbitrary graph,
if the associated Hamiltonian is sparse, then such a walk can be
efficiently simulated. Formally, the sparse Hamiltonian lemma
states that “if H is a row-sparse, row-computable Hamiltonian
on n∗ qubits and ||H || � poly(n∗), then H is simulatable”
[26,27]. H is considered to be row sparse iff the number of
nonzero entries in each row of H is polynomially bounded in
n∗. However, we show below that a dCT-n graph is, in general,
not row sparse.

A dCT-n graph has Ns(n,d) = 2d[(d − 1)n − 1]/(d − 2)
states. For large d, we can write Ns(n,d) ≈ 2dn. Let us select
n∗ as efficiently as possible, that is, n∗ = �log2[Ns(n,d)]�. For
large d, this becomes n∗ ≈ �log2(2dn)� ≈ nlog(d). Now, let
ri be the number of nonzero entries for row i of H . For a
dCT-n graph, each vertex has a degree of at most d, so we
have ri � d. Hence, we require that ∃ poly(n∗) : d � poly(n∗)
for row sparsity of H . This implies that d � poly[nlog(d)].

For sufficiently large d or n, this becomes d � [nlog(d)]m

for some finite m > 0. If we take n to be fixed (and finite), then
as d becomes arbitrarily large, the condition for row sparsity
becomes d � [log(d)]m. Defining D = log(d), this can be
rewritten as eD � Dm. However, this condition is clearly vio-
lated as we take D (and hence d) to be arbitrarily large. Hence,
we conclude that the Hamiltonian of the dCT-n graph is, in
general, not row sparse, and hence, the sparse Hamiltonian
lemma cannot be applied to the dCT-n graph. Additionally, the
result of simulating the (continuous-time) evolution operator
eitH by a quantum circuit is only approximate [27], whereas
our quantum circuit provides exact results for the discrete-time
quantum walk considered.

• • • •
π • • • • •

π π π • • •
π π π π π Ry

−0.1373

• •
• • •

• • Ry Ry Ry Ry Ry •
Ry Ry Ry • • • Ry Ry

−0.4401 −0.2198 −0.5000 0.1439 0.4766 −0.3342 0.5000 −0.5000 0.2379 0.1800

• •
• • Ry Ry Ry Ry Ry Ry •

• • • • •
Ry Ry • • • Ry Ry

0.4618 0.5000 −0.1093 −0.2382 −0.4260 0.5000 0.5000 0.5000 −0.1875 0.0909

• •
• • • • •
• Ry Ry Ry Ry Ry Ry • •
Ry • • • Ry Ry Ry

−0.3190 −0.0577 0.5000 0.0749 −0.2597 −0.5000 0.5000 0.4723 −0.3977 0.2941

Ry Ry Ry Ry Ry Ry • •
• • • • •

• • • • • •
• • • Ry Ry Ry Ry

−0.5000 0.5000 0.5000 0.5000 −0.5000 0.5000 −0.5000 0.5000 −0.1752 0.4281

• • • • • • • •
• • • • •
• Ry Ry Ry Ry Ry • •
Ry • • • Ry Ry Ry Ry

−0.4092 −0.5000 0.5000 0.5000 −0.0822 0.4085 0.5000 0.2777 −0.0568 0.0235

• • • • • • •
Ry Ry Ry Ry Ry Ry •
• • • • • • •

• • • Ry Ry Ry Ry

0.5000 −0.5000 0.1345 −0.2948 0.5000 0.5000 0.5000 −0.2318 0.4998 −0.3993

• • • • • •
• • • • •

Ry Ry Ry Ry • • •
• • • Ry Ry Ry Ry Ry Ry

−0.5000 −0.5000 0.0129 0.4368 −0.5000 0.5000 −0.4960 0.1166 0.3705 0.3993

1 2 3 4

×
Node ×

×

G7

×
Subnode ×

×

⎧
⎪⎨
⎪⎩
⎧
⎪⎨
⎪⎩

FIG. 12. Circuit implementation of quantum walks on the S7

graph (top) from QCOMPILER [25] and (bottom) this work.

V. CONCLUSIONS

In conclusion, we have constructed exact and exponentially
efficient circuit implementations for two families of non-
degree-regular graphs: the star graphs of any degree and the
Cayley trees of arbitrary number of layers. Existing work has
been limited to circuit implementation of quantum walks on
degree-regular and vertex-transitive graphs. However, from
an application point of view, the most useful algorithms
would more likely arise from quantum walks on graphs with
certain nonregularities. For example, we note that the graphs
considered here display centrality, a property important in
network theory.
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Constructing quantum circuits for non-degree-regular
graphs is, in general, much more challenging than for degree-
regular and vertex-transitive graphs since the coin space of
each vertex is no longer of equal size and different vertices
have a different neighboring structure. If these graphs are
not vertex-transitive, how we label the node and subnode
states plays an important role in achieving the most efficient

quantum circuit implementation. This work opens up a new
way to the construction of quantum circuits to implement
quantum walks on graphs with more irregularity and com-
plexity. Such quantum circuit implementations also provide
a better estimate of the complexity and resources needed to
implement a given graph, as compared to using a black-box
oracle.
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