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Summary 

Gene-culture coevolutionary theory posits that cultural transmission, the copying of 

behaviours, beliefs and ideas from other people, is guided by a series of biases, including 

content biases (based on features of the thing being copied), model-based biases (based on 

features of the people exhibiting the thing being copied), and frequency-dependent biases 

(based on the number of people exhibiting the thing being copied). In this thesis I 

experimentally test the impact of cultural transmission biases in the context of human 

communication. This provides a setting with higher cultural variation and freedom of 

response than in other experimental tests of cultural transmission biases, and provides an 

opportunity to explore the cognitive mechanisms underlying the biases for the first time. In 

Chapter 1, I review the existing evidence for cultural transmission biases, and describe the 

rationale behind the experiments and methods presented in the remainder. In Chapter 2, I 

present two communication experiments showing evidence for three model-based biases: 

participants copied more from models described as high in success, prestige or similarity to 

themselves than from models described as low in those same traits. This was partly explained 

by an indirect effect via content bias, whereby model descriptions influenced quality 

evaluation, which influenced copying. In Chapter 3, I use the same paradigm to show that 

variant frequency also guides copying, with participants copying more of a majority variant 

with three exemplars than a minority variant with one. In this case, the effect was direct, with 

no effect on quality evaluation. It was also stronger than the effect of model-based biases. In 

Chapter 4, I use computational modelling to show that the effect of variant frequency is best 

characterised as an anti-conformist frequency-dependent bias. Together, these results support 

previous evidence of cultural transmission biases from more restricted contexts, and show 

that model-based and frequency-dependent biases operate via different cognitive 

mechanisms. Across Chapters 2 and 3, I also found strong evidence for an egocentric bias, 

where participants preferred to maintain their own variants rather than copy models. In 

Chapter 5, I show that this cannot be explained by obvious content biases; it may simply be 

that people prefer to have their own way of doing things. In Chapter 6, I summarise the key 
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findings and argue for the importance of further tests of the cognitive mechanisms underlying 

cultural transmission biases. I conclude with some directions for future research.  
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Chapter 1  

General Introduction 

1.1. Our two inheritance systems 

There are many features that distinguish humans from other animals. Unlike our ape 

relatives, we have prominent chins (Holton et al., 2015; Ichim et al., 2007) and the white scleras 

of our eyes are widely exposed (Kobayashi & Kohshima, 1997). We also engage in unique 

behaviours like wearing clothes, lighting fires, communicating with language and populating 

nearby planets with robots. While our chins and eyes are inherited biologically, our languages 

and methods for making fires, clothes and Mars rovers are inherited culturally: they are 

acquired from other individuals through social learning mechanisms such as imitation and 

teaching (Mesoudi, 2011). Cultural inheritance allows the accumulation of information across 

generations, leading to the development of complex and well-adapted practices that would 

not be achievable by a single individual (Boyd et al., 2011). The behaviours, beliefs and ideas 

that arise and spread through cultural inheritance have enabled humans to inhabit virtually 

every terrestrial environment on Earth. Some of these behaviours have had such a large and 

lasting effect on the planet that scientists have suggested adding an Anthropocene Epoch to 

the geologic time scale (Crutzen, 2002; Lewis & Maslin, 2015). An understanding of cultural 

inheritance is clearly important in understanding human history and evolution. 

While biology and culture may separately explain many human features, a full model of 

human evolution needs to consider how these two inheritance systems interact. This is called 

gene-culture coevolution or dual inheritance theory (Boyd & Richerson, 1985; Richerson & 

Boyd, 1978). Human chins and scleras, the above examples of biologically inherited traits, 

actually may have evolved through interactions with culturally inherited traits: the geometry 

of the human chin may have developed due to actions of the tongue during the development 

of language (Ichim et al., 2007), and the unusually exposed white sclera of the human eye may 

have developed to facilitate gaze-tracking, which is important in joint attention and would 

have influenced the development of cooperation and communication (Tomasello et al., 2007). 



  

 

2 

 

A classic example of gene-culture coevolution is lactose tolerance (Beja-Pereira et al., 2003; 

Cavalli-Sforza & Feldman, 1989; M. W. Feldman & Laland, 1996; Krebs, 2009; Laland et al., 

2010). Almost all humans produce the enzyme lactase as infants, allowing them to digest the 

lactose in breast milk. In the ancestral state, which still occurs in much of the world today and 

is normal in other mammals, lactase production declines after weaning, meaning that milk 

can no longer be properly digested. However, milk became a new food source in groups who 

adopted livestock farming, and individuals who could digest milk as adults were at an 

advantage. Thus the cultural practise of dairy farming created an environment in which a 

mutation for the persistence of lactase production into adulthood would proliferate. In turn, 

the increased ability to take advantage of dairy products created an environment in which 

dairy farming became a more attractive subsistence strategy. The cultural and genetic 

processes influenced each other’s selection pressures, causing lactase persistence and dairy 

farming to coevolve. Other possible cases of gene-culture coevolution include the relationship 

between yam cultivation and malarial resistance in West Africa (Durham, 1991) and the co-

development of precision motor skills and tool use (Ambrose, 2001). 

The mechanisms behind cultural inheritance itself are subject to gene-culture coevolution. 

Dual inheritance theory emphasises the idea that natural selection will favour cognitive 

mechanisms that strike a good trade-off between the quality of learned behaviours and the 

costs associated with learning them (Henrich & McElreath, 2003). For instance, asocial 

(individual) learning often requires more time, effort and physical risk than social learning; 

on the other hand, the quality of socially learned information relies on a certain amount of 

asocial learning to stay grounded in the reality of what is a useful behaviour in a given 

environment (Giraldeau et al., 2002; A. R. Rogers, 1988). Using a mixture of social and asocial 

learning would therefore be advantageous (Castro & Toro, 2012), and natural selection would 

favour strategies for engaging in selective social learning, such as only copying others when 

sufficiently uncertain about how to behave, or when asocial learning is especially costly 

(Laland, 2004). 

These selective copying strategies do not just apply to the issue of when to copy others, 

but also to issues of whom and what to copy. Strategies that increase the chance of learning 

adaptive variants by copying based on particular properties of the variants or people 

exhibiting them are known as cultural transmission biases (Boyd & Richerson, 1985; Henrich 
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& McElreath, 2003). Henrich and McElreath (2003) categorise cultural transmission biases that 

are associated with properties of the variant as content biases — also known as direct biases 

(Boyd & Richerson, 1985) — and those based on properties of the people exhibiting the variant 

as context biases. Context biases include model-based biases, which involve copying 

particular types of people (e.g., successful or similar to oneself) — also known as indirect 

biases (Boyd & Richerson, 1985) — and frequency-dependent biases, which involve copying 

based on the number of people exhibiting the variant. 

Cultural transmission biases have been the subject of extensive mathematical and 

computational modelling (e.g., Baldini, 2012, 2013; Boyd & Richerson, 1985; Henrich et al., 

2015; Henrich & Boyd, 1998; Henrich & McElreath, 2003; Kameda & Nakanishi, 2002; J. Kendal 

et al., 2009; McElreath et al., 2008; Mesoudi & Lycett, 2009; Molleman et al., 2013; 

Muthukrishna et al., 2016; Nakahashi, 2007; Nakahashi et al., 2012; Wakano & Aoki, 2007). 

The absolute control that is possible in modelling makes this approach well suited to exploring 

cause-and-effect relationships, and valuable knowledge has been generated concerning the 

theoretical evolution and large-scale effects of cultural transmission biases. However, to go 

beyond the theoretical, empirical support is needed for the predictions of these models, and 

for the assumptions about human behaviour that underlie those predictions. Researchers have 

begun to gather empirical evidence for cultural transmission biases, but more work is needed. 

One avenue of research explores how naturalistic datasets (e.g., turnover rates in baby names 

and music sampling; Acerbi & Bentley, 2014; Youngblood, 2019) may be consistent with the 

presence of cultural transmission biases (see also Beheim et al., 2014; Bentley et al., 2004; Brand 

et al., 2019; Carrignon et al., 2019; Herzog et al., 2004; Kohler et al., 2004; Mesoudi, 2020; Morin, 

2013). This research provides valuable evidence for the possible impact of cultural 

transmission biases in the real world, but an experimental approach is also needed. In 

particular, the tools of experimental psychology should be used to test under controlled 

settings whether cultural transmission biases guide human copying, and if so, how, when and 

to what extent. Linking experimental psychology to cultural evolutionary theory can also 

benefit the field of psychology, by providing a ready-made theoretical literature that gives 

evolutionary explanations for psychological phenomena and explores the population-level 

consequences of individual-level psychological processes (see Mesoudi, 2009). 
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In this thesis I present a series of experiments that test the presence and mechanisms of 

three model-based biases (success, prestige and similarity) and frequency-dependent biases 

in a communication setting. I also present evidence for an egocentric bias to maintain past 

behaviour rather than copy others. In the following section I review the experimental evidence 

for cultural transmission biases and highlight the areas extended by this thesis, emphasising 

in particular the contribution that can be made by investigating cultural transmission biases 

in communication. I then review the research on communication to show that, while there are 

patterns consistent with cultural transmission biases, this has not yet been convincingly 

demonstrated. 

1.2. Cultural transmission biases 

In this section I summarise the evidence for content, model-based and frequency-

dependent cultural transmission biases. I then outline how this thesis extends previous 

research. 

1.2.1. Content biases 

Any bias to copy a cultural variant based on its inherent characteristics is known as a 

content bias. This can mean cognitive biases that affect evaluations of variant quality, and 

therefore the desire to copy. For instance, the lasting shift from averted to direct gaze in the 

portraiture of Renaissance Europe may have been driven partly by artists’ preference for 

portraits that appear to gaze at the viewer (Morin, 2013). A content bias can also be a cognitive 

bias that affects transmission more directly, without affecting evaluations, for instance via 

memorability (though some authors define content bias so as to exclude this facet, e.g., Kempe 

& Mesoudi, 2014). As an example, when counting-out rhymes (e.g., eenie meenie miney mo) are 

altered, the new versions tend to die out quickly because they are less favoured by content 

bias than the original forms: the memory-aiding rhythm and rhyme schemes are disrupted, 

so they are less memorable (Rubin, 1997). 

Boyd and Richerson’s (1985) mathematical modelling of content biases indicates that they 

are stronger when there is greater cultural variability, and even when weak can lead to rapid 

change. A number of more recent computational models have looked at payoff bias, a specific 

type of content bias based on the outcomes of the behaviours being copied. Several studies 

have pitted payoff-biased learning against unbiased learning (copying at random), asocial 
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learning and conformist learning (copying the majority) to see which strategy has the highest 

evolutionary fitness under different situations. Nakahashi et al. (2012) operationalised payoff-

biased learning as copying the variant with the highest payoff in the local population, and 

found this to be favoured in environments that change over time. McElreath et al. (2008), by 

contrast, operationalised payoff-biased learning as adopting the variant with the best average 

payoff after observing three other individuals. They found that unless payoffs were extremely 

noisy (in which case asocial learning dominated) or the environment was very stable (in which 

case conformist learning dominated), payoff-biased learning alone or in combination with 

conformist learning was an evolutionarily stable strategy. However, Baldini (2012, 2013) 

found that both of these operationalisations of payoff-biased learning could lead to the 

adoption of suboptimal variants under different circumstances. Overall, evolutionary models 

of content bias suggest that it is stable, but may be weak or specific to certain domains 

depending on how it operates. 

Though not specifically designed to test for content biases, many experiments have found 

evidence for content biases using a method known as serial reproduction (Bartlett, 1932), often 

referred to as the diffusion chain method. In these experiments, stimuli are learned by one 

participant, whose later recall of the stimuli is provided as the learning material for a second 

participant. The second participant’s recall of the stimuli is used in turn as the learning 

material for a third participant, and so on down a chain of participants. When participants 

share particular content biases, the material transmitted down the chain will have certain 

content systematically removed or altered (whether by design or through misinterpretation, 

misremembering or production error) while other content is transmitted more faithfully. 

Changes to the material over the experiment reveal these content biases. For example, 

Kashima (2000) presented participants with stories about a man and a woman behaving in 

stereotype-consistent ways (e.g., the woman preparing a meal) or stereotype-inconsistent 

ways (e.g., the man cleaning the house). Participants read the story twice at their own pace, 

then reproduced the story from memory after a five-minute distractor task. This reproduction 

was used as the training story for the next participant in the chain, and so on until each chain 

had extended to five participants. By the end of each chain most of the information in the 

stories had been lost, but more stereotype-consistent information had survived than 

stereotype-inconsistent information. The finding that stereotype-consistent information is 
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transmitted more faithfully across a chain of participants indicates that participants share a 

content bias favouring stereotype-consistent information. Similar studies using stories as 

stimuli have found the selective retention of social information over non-social (Mesoudi et 

al., 2006), negative information over positive (Bebbington et al., 2017) and slightly 

counterintuitive stories over those entirely in line with expectations (Barrett & Nyhof, 2001). 

Diffusion chain studies using other types of training material have shown content biases for 

linear relationships over nonlinear and random relationships (Kalish et al., 2007), and for 

certain category structures over others (Griffiths et al., 2008). Diffusion chain studies using 

simple artificial “languages” as training material have shown through changes to these 

communication systems that participants share content biases for language-like 

compositional structure (Kirby et al., 2008) and predictable over unpredictable variation in 

word forms (Smith & Wonnacott, 2010).  

1.2.2. Model-based biases 

Model-based biases use the characteristics of the model exhibiting a cultural variant as a 

cue for copying. If individuals with particular observable traits are systematically more likely 

to possess cultural variants that confer a fitness advantage, natural selection may favour 

cognitive biases to preferentially copy people with those observable traits (Henrich & 

McElreath, 2003). For instance, if you see a local farmer exhibiting their financial success by 

driving around town in a Bugatti Chiron wearing Michael Jackson’s actual leather jacket from 

Thriller, they might have agricultural or business strategies worth copying. People with a 

tendency to copy based on traits such as a person’s success will be more likely to copy these 

valuable behaviours. Any trait that correlates with the possession of high-quality cultural 

variants can serve as a signal to learners for preferential copying. Many traits may meet this 

criterion, such as credibility (Henrich, 2009), age (Brody & Stoneman, 1981; Wood et al., 2012), 

and attractiveness (Haas & Gregory, 2005; Horai et al., 1974; van Leeuwen et al., 2009). In this 

thesis I focus on the three most-discussed types of model-based bias: success, prestige and 

similarity. 

Most of the modelling work on model-based biases has been general across the different 

types, but indicates that they may be evolutionarily stable. Boyd and Richerson (1985) 

constructed a mathematical model of the evolutionary dynamics of model-based biases, in 

which individuals possessed three traits: one that is copied (e.g., a foraging behaviour), one 
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that can be used as a cue for preference as a model (e.g., high social status), and one that 

determines which models to prefer (e.g., a preference for models with high social status). The 

strength of model-based bias was found to depend on the correlation between the copied trait 

and the trait indicative of model value: the more a particular behaviour was shown only by 

preferred models, the stronger the tendency to copy models based on the trait that made them 

preferable. Studies looking at payoff-biased copying (discussed above) may also relate to 

some model-based biases, as the payoff of a model’s behaviour should correlate with traits 

such as the model’s success or prestige. These studies indicate that such biases can be 

evolutionarily stable (McElreath et al., 2008; Nakahashi et al., 2012) but may be weak or 

specific to certain domains (Baldini, 2012, 2013). 

Modelling also suggests that model-based biases may have large-scale consequences if 

they exist. Boyd and Richerson (1985) showed that under specific circumstances model-biased 

transmission can create an unstable evolutionary system, causing the runaway exaggeration 

of the trait that makes models preferable (similar to the biological process that may have 

exaggerated peacocks’ tails; Fisher, 1930). In another model, Henrich et al. (2015) found that a 

prestige bias (copying models with larger and more deferential groups of followers) could 

lead to the cultural emergence of the unique style of large-scale cooperation observed in 

humans (see also Rand & Nowak, 2013). 

1.2.2.1. Success bias 

Henrich and McElreath (2007) describe a success bias as a bias towards copying a model 

who displays traits that correlate with competence on a task, such as a reputation for winning 

competitions, or holding a job based on that task. It may be easier for a learner to observe 

these traits than to evaluate the model’s performance more directly. Additionally, success cues 

that average over multiple task performances may be less noisy than a small number of direct 

observations, and subsequently more reliable as cues to guide copying. 

A number of studies that do not explicitly aim to investigate model-based biases have 

shown varying degrees of evidence for success biases. In some studies the trait indicative of 

model success is closely tied to task performance. For instance, Rosenbaum and Tucker (1962) 

found that models were more readily imitated in predicting the results of simulated horse 

races if they had demonstrated higher accuracy on previous races. Similarly, Offerman and 

Sonnemans (1998) found that participants in an investment task copied more from models 
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who had higher average payoffs in previous trials. Several studies have shown that children, 

when given a choice of two models to copy, are less likely to copy a model who has previously 

been wrong or claimed to be ignorant (Clément et al., 2004; Jaswal & Malone, 2007; Koenig et 

al., 2004; Koenig & Harris, 2005a, 2005b). In other studies, the model’s success-indicating trait 

is less directly connected with the task. For instance, Horai et al. (1974) found that participants 

were more likely to agree with an education-themed article attributed to a professor of 

education than the same article attributed to a teacher’s aide, or when no information was 

given about the author. In this case the quality of the model’s beliefs is not demonstrated, but 

assumed based on their profession. In another example, Lefkowitz et al. (1955) found that 

more people would (safely) cross a road in violation of traffic signals when a confederate did 

so wearing clothes indicative of high status (a freshly-pressed suit and tie) than when the 

confederate’s clothes suggested low status (patched trousers and scuffed shoes). In this case 

the clothing of the model might relate to high-quality cultural variants in some domain, but 

the relationship to road safety is unclear. 

Some experimental work has been directly inspired by cultural evolutionary theory. 

Mesoudi and O’Brien (2008) conducted an experiment looking at how participants copied 

arrowhead designs from others when they could see the cumulative amount of calories each 

participant had received from virtual hunting expeditions using their arrowheads. 

Participants could change the shape, colour, length, thickness and width of the arrowheads, 

then in each hunt a certain number of calories (from 1 to 1,000) would be returned based on 

multimodal fitness functions (i.e., there were multiple locally optimal solutions) plus a small 

amount of random error. There were three different hunting environments, each with 

different fitness functions. Participants played the game alone or in groups of two to six, 

hunting 30 times in each environment. For the first hunt in each environment, participants 

were asked to copy an arrowhead design from a previous group of participants, and were 

shown those participants’ cumulative success scores (total number of calories) along with 

their final arrowhead designs. The majority of participants chose the arrowhead of the single 

most successful individual from the previous group, demonstrating success-biased learning. 

For hunts 2–25 (or 2–30 for participants in groups of less than four), participants could modify 

their arrowheads, but were not given access to the designs of others. For the final five hunts 

(26–30), participants in groups of four to six could select one of their own group members and 
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view their arrowhead designs and cumulative success scores. In these hunts, participants 

again showed a tendency to copy the designs of the most successful hunters. Success-biased 

copying helped improve participants’ designs by allowing them to jump between local optima 

in the fitness landscape, going directly to a higher optimum rather than risking lower scores 

by exploring to find it. Mesoudi (2008) replicated this finding, additionally showing that 

success-biased learning was not as useful in a fitness landscape with only one optimal 

solution, and participants preferred not to learn from each other if they had to pay a cost (in 

calories) to access the designs of others.  

1.2.2.2. Prestige bias 

Henrich and Gil-White (2001) propose that successful models should be reluctant to give 

up the advantage they have over others by allowing people to learn from them for free. They 

argue that selection would favour learners who “pay” for access to these models with 

deference (e.g., being especially trustworthy, deferring to the model’s judgment). This would 

in turn lead to a situation where the distribution of deference within a population is focused 

on the successful, where the best models have the largest and most extravagant followings 

(i.e., the most prestige), and thus deference cues could be used to locate models worth 

copying. Selective copying based on these cues is what Henrich and Gil-White call a prestige 

bias. 

Several experimental studies have looked at prestige biases according to this definition. 

Chudek et al. (2012) used attentional information to convey deference. They showed children 

a video of two adult models playing with different toys. One model was established as 

prestigious by having two bystanders watch them play, while the other model was ignored. 

Further videos were shown of the two models without the bystanders, choosing between two 

different foods, playing with a new toy in one of two different ways, choosing between two 

coloured beverages, and labelling one of two different novel objects with the same name. After 

the videos, the children were given the opportunity to perform the same tasks. They tended 

to copy the prestigious model’s toy use and, to a lesser extent, their food and beverage choices. 

The children showed no model preference for object labels. This indicated that the models’ 

prestige, which was established with toy use in the first video (with the bystanders), had 

generalised to the use of different toys, and to some extent food and beverage choice. That the 

models’ prestige did not bias children’s copying of object labels led the authors to suggest that 
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prestige may need to be established within a domain before children will use a prestige bias 

to guide their learning in that domain. This was supported by a second experiment that 

established prestige in different domains (food/beverage choice and toy use) and found no 

evidence of cross-domain generalisation of the prestige bias. Chudek et al. (2016) used a 

similar video-based method to test whether children were prestige-biased in imitating 

obviously superfluous actions while operating a novel device, but found no evidence for the 

bias. 

Two studies with adult participants have used different operationalisations of prestige to 

compare success and prestige biases. Atkisson et al. (2012) used the arrowhead task used 

previously to examine success-biased copying (Mesoudi, 2008; Mesoudi & O’Brien, 2008), 

with the addition that participants had access to prestige information when examining others’ 

arrowhead designs. Prestige information was provided as the number of seconds other 

participants had spent looking at each arrowhead (e.g., an arrowhead might have been viewed 

for 0 seconds by individual A and 6 seconds by individual B; this information was actually 

randomly generated, so did not correlate with arrowhead quality). When participants copied 

(about one third of the time), they tended to choose those arrowheads they believed other 

participants had spent more time viewing, demonstrating prestige-biased copying. When 

provided with prestige and success information (calorie counts), participants used both types 

of information equally to guide their copying behaviour. By contrast, Brand et al. (2020) had 

participants answer binary choice general knowledge questions, with the option to copy 

others’ answers (without seeing those answers) on the basis of success information (the others’ 

accuracy over previous questions) and prestige information (the amount of times they had 

been copied in a previous round where only success information was available; i.e., in this 

study prestige information correlated with variant quality). They found that participants 

preferred success information over prestige information, and most only rarely copied; 

however, in the absence of success information participants were prestige-biased in their 

copying choices. 

1.2.2.3. Similarity bias 

Unlike success and prestige biases, which are adaptive when success and prestige 

correlate with the quality of the cultural variants in a model’s repertoire, a similarity bias is 

adaptive when it indicates that the model’s cultural variants may be of increased relevance to 
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the learner (Henrich & McElreath, 2007). In many cases, particularly those governed by social 

norms, the best behaviour to copy will vary depending on who you are, so the best models to 

copy will be those who are most similar to yourself. For instance, if you are a woman looking 

for the ladies’ restroom in a restaurant, you would probably be more successful using the 

same door as other female patrons, and ignoring male patrons (who are probably not entering 

the ladies’ restroom) and staff (who may be entering the kitchen or another restricted area). 

Though not explicitly based on cultural evolutionary theory, a number of studies have 

examined the effect of learner–model similarity on copying. These experiments manipulate 

the extent to which participants and models share demographic factors (e.g., being a student) 

and attitudes (e.g., being politically liberal). For instance, Platow et al. (2005) found that 

canned laughter attributed to an in-group (students at participants’ university) but not an out-

group (members of a strongly conservative political party) increased overall mirth when 

watching a video of a stand-up comedian. Bourgeois and Hess (2008) conducted two 

experiments looking at the effect of participant–model similarity on the unconscious mimicry 

of facial expressions. In both experiments participants rated the emotional expressions of faces 

on a computer while electrodes monitored their own facial muscles. In the first experiment 

the faces belonged to two politicians the participants were familiar with, but only one they 

could relate to (i.e., shared group membership with). While mimicry of happy expressions did 

not differ for the politicians, mimicry of anger was stronger for the in-group politician than 

the out-group one. In the second experiment, the stimuli faces were either Caucasian or Sub-

Saharan African, and labelled as basketball players or non-players. Half of the participants, 

who were all Caucasian, were basketball players. In this experiment anger was not mimicked 

and happiness was mimicked across in- and out-groups, but sadness was biased by group 

membership: participants mimicked the ethnic in-group regardless of whether they played 

basketball, and they mimicked the basketball in-group regardless of their ethnicity. The 

experiments thus provided evidence of similarity biases in facial mimicry based on political 

ideology, sporting interests and ethnicity.  

An extreme case of similarity bias might explain self-endorsement effects. Ahn and 

Bailenson (2011) showed participants advertisements for unfamiliar brand soft drinks, where 

a model holding the drink in the advertisement had either the participant’s own face or that 

of another person. Participants reported more positive attitudes toward the brand, and higher 



  

 

12 

 

intentions to purchase the soft drink, if the model with their own face endorsed it. Participants 

also showed more positive attitudes toward brands advertised on a shirt that they found 

themselves wearing in a virtual reality environment, as compared to brands advertised on the 

shirt of another figure in that environment. 

There is also evidence for similarity biases in combination with other cultural 

transmission biases. Brock (1965) found that people buying paint in a hardware store would 

change their choices more often (to both higher- and lower-priced paints) in a condition where 

the salesman said that they personally used a similar amount of paint to the customer. This 

suggests a similarity bias. However, in the opposite condition, where the salesman said that 

they used a different amount of paint to the customer, the salesman reported using 20 times 

more paint than the customer, which may have indicated paint-related expertise. Participants 

copied this salesman to some extent as well, perhaps due to a success bias. R. H. L. Feldman 

(1984) found the opposite effect, where an expertise manipulation describing an article writer 

as a nutrition professor from a prestigious university caused student participants to perceive 

the model as less similar to themselves, and influence was reduced. (For other combinations 

of success and similarity biases see Brody & Stoneman, 1981; Taylor, 2013; Zmyj et al., 2012.) 

Yaniv et al. (2011) found evidence of a similarity bias in combination with a frequency-

dependent bias: participants followed the music recommendations from similar others if they 

could discriminate between different musical pieces in a particular genre, but if discrimination 

was poor they copied the majority instead.  

1.2.3. Frequency-dependent biases 

A frequency-dependent bias is one that causes learners to disproportionately copy a 

variant based on its frequency (Boyd & Richerson, 1985). The most-studied example of this is 

conformist bias, which is when the most common variant is favoured. The logic behind a 

conformist bias is that several other processes (natural selection, asocial learning, content 

biases, success and prestige biases) would drive adaptive variants to become more popular, 

so that a bias to copy the majority at a higher-than-chance level may confer an advantage. In 

some domains copying the majority may create disadvantage (e.g., if originality is highly 

valued). In this case people may use an anti-conformist strategy, where they copy the least 

common variant at a higher-than-chance level. 
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A conformist bias involves copying the majority behaviour more often than chance, so 

would cause the frequency of the behaviour to increase over time. If a trait is exhibited by 70% 

of the population and is copied at chance levels, it would be copied 70% of the time and its 

frequency would remain at 70%; if a conformist bias is acting and the trait is copied at higher-

than-chance levels, say 80% of the time, it would come to be exhibited by 80% of the 

population, and then in subsequently being copied at higher-than-chance levels it would 

continue to increase. Boyd and Richerson (1985) call this conformist transmission, and 

describe how this process would increase the amount of variation between groups relative to 

the amount of variation within groups. This could facilitate cultural group selection, a process 

which may have led to the evolution of large-scale human cooperation. 

Mathematical modelling of the evolution of conformist bias has returned mixed results. 

Some work suggests that a conformist bias would be favoured by natural selection under a 

broad range of conditions, such as both stable and unstable environments (Boyd & Richerson, 

1985; Henrich & Boyd, 1998; Kandler & Laland, 2013; Nakahashi et al., 2012). However, other 

work suggests that the range of conditions would be narrower, for instance that a conformist 

bias may not be adaptive in an unstable environment if individual learning is costly (Kameda 

& Nakanishi, 2002; Wakano & Aoki, 2007), and that it could actually hinder cumulative 

cultural evolution (Eriksson et al., 2007) and the evolution of cooperation (Molleman et al., 

2013). This highlights the need for experimental evidence with human participants in testing 

the existence of conformist bias. 

Several classic psychological studies have shown the influence of a majority on human 

behaviour (e.g., Asch, 1951, 1956; Sherif, 1936), but as these studies were not designed to test 

cultural evolutionary theory, they typically do not distinguish between biased and unbiased 

copying (copying at random would also lead to copying a more common variant more often) 

or between frequency-dependent biases and other biases that might cause a behaviour to 

spread, such as a content bias (Mesoudi, 2009). In Asch’s (1951) line judgement experiments, 

participants were faced with (and sometimes copied) the responses of unanimous groups, 

which is uninformative with regard to frequency-dependent bias, as participants only 

encountered a single cultural variant, with a frequency of 100%. More usefully, Jacobs and 

Campbell (1961) showed the same variant to different participants with one of two different 

frequencies (50% or 100%). They examined how extreme responses from confederates could 
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spark traditions of extreme responses in groups of participants, where group members were 

gradually replaced by new participants over a series of “generations”. At each generation, 

participants were asked to estimate aloud the distance a point of light moved in a dark room 

(an optical illusion known as the autokinetic effect, with no actual movement). In most 

conditions, the initial groups were comprised of one participant with one, two or three 

unanimous confederates who gave unusually high estimates. In these cases, the frequency of 

the confederate variant was 100%. Participants were initially influenced by the confederate 

response, and the estimates gradually reduced back down as the confederates were replaced 

and participants’ own perceptions took over. Jacobs and Campbell also examined a condition 

starting with two participants and a single confederate, where the confederate variant 

therefore had a frequency of 50% for the participant who responded second. In this condition 

confederate influence was much lower, the tradition of high estimates lasting only a single 

generation. Comparing this 50% confederate-response condition with the 100% confederate-

response conditions indicates that variants with higher frequency were more influential. 

However, this does not necessarily mean that participants were guided by a frequency-

dependent bias, as unbiased (random) copying would also show stronger influence of a 

majority variant; in order to establish the presence of a frequency-dependent bias, the 

influence of frequency must be shown to be disproportionate. 

More recently, experiments have been specifically designed to test the nature and 

existence of frequency-dependent biases (typically conformist bias). These experiments 

usually give participants a binary choice task, where one option has a higher payoff than the 

other option, information is given about the choices and payoffs of other participants, and 

then copying behaviour is compared to computational models of different copying strategies. 

For instance, Efferson (2008) had participants choose between two different colours over six 

blocks of trials, where there were 25 decisions per block. In each block the colour with the 

optimal payoff was chosen randomly. Participants in one group were asocial learners, who 

were given information about the payoffs from their own choices. Participants in a second 

group were social learners, who were given information about the choices made by the group 

of asocial learners (e.g., “three red, two blue”). The social learners were not told the payoffs 

of their own choices or those of the asocial learners, but knew that the asocial learners were 

given the payoff information. Comparing the social learners’ behaviour to a model of 
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conformist learning, the authors found that the behaviour of 28 of the 39 social learners was 

consistent with a conformist pattern of copying. 

Other experiments with binary choice tasks have had participants choose between crops 

(McElreath et al., 2005, 2008; van den Berg et al., 2015), stock market investments (van den 

Berg et al., 2015), foods and whether to punish social defectors (Eriksson et al., 2007), foraging 

sites, audio tones, shapes and lines (Morgan et al., 2012), attitudes and perceptions of 

attractiveness and emotion (Eriksson & Coultas, 2009), whether to put a keyboard cover on 

top of a computer, and whether to write the date numerically or analogically (Coultas, 2004). 

Toelch et al. (2010) moved beyond binary choice to ternary, giving participants a choice of 

three decks of cards to draw from; similarly, Muthukrishna et al. (2016) had participants 

choose which bent line was longest, from two to six lines. The findings from these experiments 

have been mixed. Muthukrishna et al. (2016) found that most participants’ behaviour was 

consistent with a conformist bias. Like Efferson et al. (2008), van den Berg et al. (2015) found 

that some participants paid attention to frequency information and others did not. McElreath 

et al. (2005) found evidence of conformist bias when payoffs fluctuated over the task, but a 

surprising lack of conformist bias when payoffs did not fluctuate, even though participants in 

that condition would have improved their payoffs if they had behaved in a conformist 

manner. Other experiments have found conformist bias in some tasks but not others (Eriksson 

et al., 2007; Morgan et al., 2012), or in combination with other strategies. Toelch et al.’s (2010) 

participants behaved consistently with conformist learning except when there was a rapid 

change in frequency, when they would follow the change rather than sticking to the majority. 

McElreath et al.’s (2008) participants tended to choose based on content bias, making the 

highest payoff choices, but using conformist bias to guide their choices when the payoffs were 

similar. Finally, Eriksson and Coultas (2009) found that their participants used frequency to 

guide their choices, but not in a conformist manner; although overall the majority choice was 

copied more than the minority alternative, it was copied less than would be expected by 

chance, indicative of an anti-conformist bias. 

1.2.4. Proposed extensions 

Content, model-based and frequency-dependent biases have been proposed to guide the 

transmission of cultural variants in human populations, based on modelling work suggesting 

that they may be evolutionarily stable outcomes of gene-culture coevolution. Content biases 



  

 

16 

 

and model-based biases focused on success and similarity encompass a broad range of variant 

and model features, so empirical support for these biases can be found in older areas of 

psychology, such as social influence research, as well as more recent tests of cultural 

evolutionary theory. Prestige biases and frequency-dependent biases, which are defined more 

precisely, rely more on the smaller number of studies directly based on cultural evolutionary 

theory. A larger number of studies have investigated frequency-dependent biases (mostly 

focused on conformist bias) but have shown mixed results, with support in some tasks but 

not others, and with some participants but not others. 

There is a general need for more experimental work to investigate the conditions under 

which cultural transmission biases guide copying and the manner in which they do so. In the 

following subsections I describe how this thesis extends the research in several directions by 

testing for cultural transmission biases in the communication domain. Testing for these biases 

in a range of cultural domains is valuable as the biases may be domain-specific (i.e., different 

biases may guide behaviour in communication compared to, e.g., food preferences; Chudek 

et al., 2012). Communication tasks also naturally allow for greater cultural variation than in 

many previous studies, as well as providing an under-studied but realistic context where 

copying is often expected to be partial or from multiple sources. I also aim to extend the 

research by investigating the mechanisms underlying cultural transmission biases. I do this 

by comparing model-based and frequency-dependent biases, and by investigating whether 

they operate by directly influencing copying behaviour, or indirectly by influencing the 

perceptions of cultural variants that drive some content biases. 

1.2.4.1. Communication involves a large amount of cultural variation 

Most studies explicitly investigating cultural transmission biases use a task where 

participants choose between two or three variants to copy. Reducing the cultural landscape 

to a small number of variants is common and sensible for mathematical and computational 

modelling, so doing the same for experiments facilitates comparison of model predictions and 

experimental results. However, it may not be realistic of many learning situations. Mesoudi 

and colleagues (Atkisson et al., 2012; Mesoudi, 2008; Mesoudi & O’Brien, 2008) used a virtual 

arrowhead task to investigate model-based biases in a more complex situation, where the 

range of possible variants was greatly expanded (participants could manipulate five different 

variables when designing arrowheads). Communication offers a convenient alternative way 
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to realistically increase the amount of cultural variation in a task. In communication, there are 

infinite ways to represent a meaning with a signal; consider, for instance, the 7,000 different 

contemporary languages. Studying cultural transmission biases in communication offers a 

test of the biases in a more realistic task where there is great cultural variation. 

1.2.4.2. Communication naturally allows for partial and multi-source copying 

Another limitation of binary choice experiments is that copying is almost always 

measured as adopting one or the other behaviour. In reality, variants are often complex 

enough that learners can copy individual parts of them, or may end up with a partial copy 

due to error. In the experiments discussed above, copying is often uncommon (Eriksson & 

Strimling, 2009), but this may result from the task being insensitive to smaller degrees of 

copying (either not allowing partial copying to occur or not measuring it). In a non-binary 

choice task with more complicated variants and the ability to copy partially, participants may 

combine models’ variants with their own creations. This is in fact a standard finding in advice-

taking experiments, where participants tend to shift their own decisions slightly towards 

those of advisors rather than totally abandoning their prior decisions in favour of advisors’ 

recommendations (Bonaccio & Dalal, 2006; Yaniv, 2004a, 2004b; Yaniv & Kleinberger, 2000; 

Yaniv & Milyavsky, 2007). Additionally, participants might copy elements of different 

variants from different models; this should be expected, as recombination is a key mechanism 

of innovation (Carlson, 2000; Kaplan & Vakili, 2015). In communication, copying tends to be 

partial (Pardo, 2006) and people tend to copy whomever they are communicating with (e.g., 

Branigan et al., 2000; Garrod & Anderson, 1987; Welkowitz et al., 1976). In this thesis, instead 

of measuring whether or not a model is copied by participants, I examine how much 

participants copy their models. This is more realistic, and it allows me to investigate whether 

cultural transmission biases can manifest as copying different models to different degrees, 

rather than simply as all-or-nothing model choice decisions. 

1.2.4.3. Comparison of cultural transmission biases 

When participants have access to multiple sources of information, some studies have 

shown that copying based on self-model similarity interacts with copying according to the 

frequency of a variant (Yaniv et al., 2011) and the competence of the model (Brody & 

Stoneman, 1981; R. H. L. Feldman, 1984; Taylor, 2013; Zmyj et al., 2012). Similarly, participants 

may use a combination of payoff and frequency information to guide their copying 
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(McElreath et al., 2008; Wisdom et al., 2013). However, these studies do not examine 

differences in the strength of the biases. Atkisson et al. (2012) explicitly compared participants’ 

reliance on success and prestige information in their arrowhead task, finding that participants 

used both sources of information equally; in contrast, Brand et al. (2020) found that 

participants preferred success information over prestige information. Chudek et al. (2016) 

attempted to make a similar comparison but found no evidence for either a prestige bias or a 

success bias. In this thesis I separately compare three model-based biases (success, prestige 

and similarity) and frequency-dependent bias using the same task, in each case also 

accounting for content biases. Comparison of the biases is valuable as it may suggest different 

mechanisms for different biases, as well as indicating which are likely to have greater impact 

on large-scale patterns in human behaviour. 

1.2.4.4. The mechanisms of cultural transmission biases 

Previous studies have focused on demonstrating that cultural transmission biases guide 

behaviour, with little attention paid to exploring the mechanisms by which they may do so. 

Specifically, if model-based or frequency-dependent biases affect behaviour, do they affect it 

directly, or does the information about models and variant frequency affect perceptions of 

variant quality, and thereby guide behaviour via content bias? I examine this by measuring 

the effect of model information and variant frequency both on participants’ copying 

behaviour and on their perceptions of variant quality. Conducting the experiments in the 

communication domain may help with this — in previous studies variant quality could 

typically only be judged based on objective scores provided by the experimenter, which may 

have made any questions about perceived quality confusing to participants (i.e., their 

perceptions were entirely based on numbers the experimenter already knew). Additionally, 

these same scores may be the only information participants have about the models’ success 

(e.g., Atkisson et al., 2012; Mesoudi & O’Brien, 2008; Wisdom et al., 2013), making it difficult 

to test how model-based and content biases interact. In communication, participants should 

be better able to judge variant quality for themselves, based on factors like how well a 

particular sign represents its meaning (perhaps in comparison to their own ideas). This makes 

it more natural to ask participants about their quality perceptions, and more straightforward 

to disjoin information about variant quality and model success. 
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1.3. Cultural transmission biases in communication 

Having established the value of testing for cultural transmission biases in human 

communication, in this section I review the evidence for the biases in this domain. Naturalistic 

evidence from linguistics shows broad patterns that may be explained by cultural 

transmission biases, and major experimental approaches are open to their existence; however, 

the actual presence of cultural transmission biases in communication has yet to be fully tested. 

1.3.1. Naturalistic evidence 

The study of communication in the form of language has an enormous history (Robins, 

2013), and language is probably the most studied culturally evolving system. In this section I 

summarise the linguistic evidence for cultural transmission biases. Overall, there are some 

issues with this approach. Research in historical linguistics lacks the contextual information 

needed to establish the action of cultural transmission biases, and the more contextualised 

research in sociolinguistics is typically correlational, with many uncontrolled variables 

(though see Squires, 2020), so a causal effect of model characteristics or variant frequency on 

behaviour cannot be established. However, linguistic research is high in ecological validity 

and provides evidence of patterns that are consistent with, and may be explained by, cultural 

transmission biases. 

Looking at historical sources of writing, it is clear that language changes over time. 

Tracking changes across historical manuscripts tells us about the evolution of writing systems, 

as well as the evolution of spoken language, to the extent that this can be inferred from the 

written record. An obvious instance where language change has occurred is when multiple 

forms existed in the past but only one survived to the present, selected over the others. In the 

preface to his 1490 translation of The Aeneid (Culley & Furnivall, 1890), William Caxton 

famously relates the story of a merchant asking a woman for egges (eggs), but she does not 

understand and accuses him of speaking French; it transpires that she knows eggs by another 

word used in areas of England at the time, eyren. Today the word eggs has become dominant 

and eyren extinct. Why was eggs selected over eyren? Could cultural transmission biases have 

played a role? 

Freeborn (1992) describes how the East Midlands dialect of Middle English developed 

from Old English with influence from Scandinavian settlers, which included borrowing the 

word egg from Old Norse. In the late 13th and early 14th centuries, there was substantial 
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migration from the East Midlands into London, and the East Midlands dialect became the 

basis for Standard English as it developed there. Many features of Standard English spread to 

other English dialects, and those still using the Old English eyren gradually gave it up in 

favour of the Standard eggs. To explain the East Midlands influence on the development of 

Standard English, Freeborn suggests that some of the migrants must have become a high-

prestige social class whose speech would be imitated by others. Copying other speakers 

according to their social class is a model-based bias. A similar model-based bias may have 

been involved in the influence of Standard English on other dialects, and may explain why 

linguistic features spread out from London. Nevalainen and Raumolin-Brunberg (2000) 

showed that a number of changes (such as the replacement of thou with you) occurred first in 

London before appearing elsewhere during the 16th and 17th centuries. It is also possible that 

a frequency-dependent bias played a role in the process (would eggs still have been selected 

over eyren if only 5% of speakers migrating to London from the East Midlands had used it?), 

or a content bias (e.g., fewer phonemes in eggs might make it easier to produce than eyren and 

therefore preferable for learners). 

The trouble is that not enough information is available about the past to know whether 

cultural transmission biases played a role or not — we cannot know people’s motivations for 

copying certain linguistic forms over others. For instance, it may be that Scandinavian speech 

was copied due to an association with high status (which could be thought of as a success 

bias), as the English kings between 1016 and 1042 were Danish (Graddol et al., 2007), but it is 

impossible to know now whether speakers of Old English considered Old Norse to be high 

status, or whether that affected the borrowing of Old Norse words into Old English. As Labov 

(1994) explains, historical linguistics allows us to trace many linguistic changes over a long 

period of time, but there is usually very little information about the social context that writers 

lived in.  

To get around this lack of information, sociolinguists and others study language change 

in progress, as it occurs, and use this richer information about ongoing processes — as in 

disciplines like geology and biology — as a model for processes that took place in the past. 

The typical methodology for data collection is to record samples of speech and correlate 

speech variables, such as the frequency with which a phoneme takes a particular form, with 
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social variables, such as age, sex and social class (Chambers, 2009). The findings from this 

research offer hints as to the possibility of cultural transmission biases. 

A common finding in sociolinguistic research is that language similarities are strongest 

between speakers of the same age, sex and social class (Chambers, 2009), which may indicate 

a model-based bias to copy those similar to oneself. For instance, Kerswill and Williams (2000) 

found that girls in Milton Keynes used a glottal stop for /t/ less often than boys. The association 

of particular linguistic patterns with different age groups, such as Labov’s (1963) finding that 

diphthongs /ai/ and /au/ on Martha’s Vineyard were most centralised in 31–45 year olds, and 

less so in older and younger groups, is so reliable that it can be used to track language change, 

where the speech of older people is assumed to reflect an older version of the language. 

Ethnicity is another factor that correlates with linguistic patterns; Milroy (2003) explains how 

speakers of African American Vernacular English avoid monophthongisation of /ai/ in the 

southern United States, but embrace it in the north — the opposite of the pattern for white 

speakers. 

The linguistic differences between social classes also reveal a possible success bias in cases 

where the speech patterns of higher status speakers are copied by lower status speakers (e.g., 

Gumperz, 1958; Labov, 1966). Boyd and Richerson (1985) suggest that this may be evidence 

of model-based biases leading to dialect change. In sociolinguistics, copying from higher 

status groups is generally thought of as copying a prestige form of a language. (This should 

not be confused with prestige as a model-based bias, which is not associated with social status 

per se, but rather the distribution of learners associated with a model.) There are also instances 

of “covert prestige,” where the forms of low status groups are copied. For instance, Trudgill 

(1972) found that non-standard working class forms appeared to be valued by males in 

Norwich, perhaps because working class forms were associated with an aspirational form of 

masculinity, while prestige forms were associated with femininity (see also Labov, 1963). 

Although copying in these instances is not associated with higher wealth or social status, it 

might still result from success-biased copying in the sense that the models are successful at 

having a particular identity. 

There is also some linguistic evidence for an effect of variant frequency on language 

change, specifically with regard to the formation of new dialects. Kerswill (2002) describes the 

case of Odda and Tyssedal, two small towns in southwest Norway that were established at 
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the beginning of the twentieth century as people moved there from other parts of the country 

for employment. Each town now has a dialect distinct from the surrounding area, and each 

other. To a considerable extent this reflects the original migrants’ dialects in a majority-biased 

way: the dialect of Odda mainly reflects the speech of southwest Norway, where most of the 

migrants were from, and that of Tyssedal shows mainly eastern patterns, reflecting a 

combination of Swedish and eastern Norwegian immigrants. In the British town of Milton 

Keynes, built in the 1960s to relieve housing congestion in London, Kerswill and Williams 

(2000) similarly report that the local dialect seems to have retained forms that were in the 

majority of input dialects. 

The above cases are consistent with cultural transmission biases guiding copying in 

communication. However, the lack of experimental control makes it difficult to be certain of 

this, as there are a large number of factors that could be driving behaviour. For example, Lev-

Ari et al. (2014) found that Mexicano speakers using words borrowed from Spanish were more 

likely to retain foreign phonemes and phoneme clusters (rather than adapting them to reflect 

Mexicano phonology) when the prestige of Spanish in the domain of the conversation was 

higher (e.g., commerce, education, government, religion and technology) rather than lower 

(e.g., social, local). It is not clear whether this resulted from a model-based bias (e.g., copying 

Spanish-speaking government officials on matters of government because they are the 

experts), a content bias (e.g., believing Spanish to be easier or more appropriate for certain 

topics) or perhaps even a frequency-dependent bias (e.g., if discussions about education are 

usually had with Spanish speakers). Even when it seems clear that frequency influences 

copying, it is not clear that this is due to biased copying, as unbiased (random) copying also 

favours the majority. To establish whether cultural transmission biases affect communication 

behaviour, and could therefore underlie the large-scale patterns noted in linguistic research, 

an experimental approach is needed, where the factors that might influence communication 

behaviour (such as model characteristics or variant frequency) are controlled and 

manipulated. 

1.3.2. Experimental approaches 

In this section I review two major theoretical approaches to experimental research in 

language that have relevance to cultural transmission biases. Both approaches focus on the 

way people change their communicative behaviour in relation to each other, a process known 
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as accommodation, or alignment in the case of increasing similarity. Under the first approach, 

communication accommodation theory (CAT; Giles & Ogay, 2007), accommodation is treated 

as strategic, with different motivations proposed to explain how people copy or diverge away 

from each other — some of which may correspond to cultural transmission biases. However, 

while CAT is theoretically and empirically open to the existence of cultural transmission 

biases, the motivations underlying accommodation — and so the support for cultural 

transmission biases — have not been tested. The second approach, the interactive alignment 

model (Pickering & Garrod, 2004), focuses more strongly on the mechanisms underlying 

copying in communication (alignment), which it holds to be automatic. While this approach 

has less built-in overlap with cultural transmission biases, it is also open to their existence, 

and the greater focus on mechanisms allows predictions to be made about how cultural 

transmission biases may manifest in the communication domain. 

1.3.2.1. Accommodation 

During interaction, people tend to adjust their communication behaviour in relation to 

one another. This process is called accommodation. Accommodation is generally seen as a 

shift to more similar behaviour (convergence, also known as alignment), but sometimes 

behaviour may become less similar (divergence) or remain as similar as it already was 

(maintenance). For example, interlocutors tend to converge on the words they use (Garrod & 

Anderson, 1987), their syntax (Branigan et al., 2000), and their pause length (Welkowitz et al., 

1976), among other things. Instances of divergence are less common, but in one example 

Flemish participants listening to an anti-Flemish speaker using English to discuss the idea of 

Brussels becoming exclusively French-speaking (i.e., stopping the use of Flemish) were likely 

to respond in Flemish rather than English (Bourhis et al., 1979). 

It is widely assumed that accommodation is the micro-level process governing the spread 

of linguistic changes between individuals that ultimately results in macro-level language 

change (Auer & Hinskens, 2005; Delvaux & Soquet, 2007; Hinskens, 1998; Kerswill & 

Williams, 2000; Nguyen & Delvaux, 2015; Nilsson, 2015; Trudgill, 1986). This assumption is 

based on evidence of long-term accommodation in individual speakers (Harrington, 2006; 

Harrington et al., 2000; Prince, 1988) and the fact that people show a strong tendency to speak 

like the people around them after moving to a new location (e.g., Shockey, 1984). There are 

also computational simulations showing that coordination at the level of dialogue within 
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dyads can lead to large-scale coordination at the population level (e.g., Barr, 2004). Some 

studies have related types of accommodation to larger scale patterns in language: Giles and 

Johnson (1987) show that divergent accommodation may explain why minority languages 

continue to be used. 

In investigating whether cultural transmission biases affect communication, it is 

important to consider the motivations behind different types of accommodation. If cultural 

transmission biases play a role in guiding the selection of variants in language, it may be that 

people are motivated to converge towards particular models (e.g., those with prestige) and 

diverge away from others (e.g., those who are dissimilar to themselves). There are two main 

theoretical approaches to the study of accommodation. Communication accommodation 

theory, developed out of sociolinguistics, emphasises the strategic nature of accommodation, 

while the interactive alignment model, developed out of psycholinguistics, emphasises the 

automatic nature of accommodation. In the following subsections I examine the insights of 

the two approaches in relation to the effect of cultural transmission biases on accommodation.  

1.3.2.2. Communication accommodation theory 

Communication accommodation theory (CAT) was developed to explore the different 

ways people accommodate to each other during communication, their motivations for doing 

so, and the consequences of their accommodative behaviour (for a review of the history of 

CAT, see Soliz & Giles, 2014). The motivations for accommodation are of specific interest here 

because they relate to cultural transmission biases — are people motivated to converge more 

towards models who are successful, prestigious or similar to themselves, or towards people 

who are representative of the majority? 

CAT treats accommodation as a strategy to achieve particular social goals. Gallois et al. 

(2005) separate the motivations into cognitive and affective categories. The cognitive reasons 

for convergence are to facilitate comprehension (Gallois et al., 2005; Shockey, 1984) and to help 

communicative interactions proceed smoothly (Shepard et al., 2001). Cognitive reasons for 

divergence and maintenance include reminding others to behave appropriately and not to 

make incorrect assumptions (Gallois et al., 2005), such as switching language from Dutch to 

English to remind another speaker that someone else in the conversation only speaks English. 

The affective reason for convergence under CAT is to be more likeable (Gallois et al., 2005; 

Giles et al., 2007; Giles & Smith, 1979). According to similarity attraction theory (Byrne, 1971, 
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1997), people are attracted to those they are similar to. Thus, converging towards someone 

(and so becoming more similar) would increase one’s attractiveness to that person. The 

affective reason for divergence or maintenance is based on social identity theory (R. Brown, 

2000; Tajfel, 1974). People diverge to emphasise their own accent, dialect or language, and 

thereby highlight the difference between themselves and an out-group conversation partner 

(Bourhis et al., 1979; Gallois et al., 2005; Giles et al., 2007). These motivations show little 

overlap with model-based biases, but it is possible that the list of motivations is incomplete, 

and the results of some studies are consistent with cultural transmission biases. 

Several studies conducted under the CAT framework suggest that success biases may 

affect accommodation. Gregory and Webster (1996) investigated how the convergence of 

vocal frequency was affected by status differences in interviews between Larry King and 25 

guests on his show Larry King Live (1985–2010). The results indicated that King accommodated 

to high status guests (e.g., sitting President George H. W. Bush), while low status guests (e.g., 

widely ridiculed Vice President Dan Quayle) accommodated to King; that is, whoever was 

lower status converged towards the other. In another study, Isaacs and Clark (1987) had 

participants describe postcards of New York landmarks to a partner so that the partner could 

put a second set of postcards into the same sequence as the describer’s, which they could not 

see. When the describer was a New Yorker and their partner was not (low-expertise partner), 

the describer accommodated towards their partner by reducing their use of proper names 

(e.g., avoiding descriptions like “it’s the Brooklyn Bridge”). When the describer was not from 

New York but their partner was (high-expertise partner), they accommodated by increasing 

their use of proper names. Crucially, the degree of accommodation towards high-expertise 

partners was stronger than that towards low-expertise partners. This could be evidence of a 

success bias; however, it may also be explained by a content bias favouring the use of proper 

names. 

 Other studies suggest a similarity bias. Welkowitz et al. (1972) had participants 

complete personality tests, then paired them up, saying that they were very similar to their 

partner, or that the pairing was random. Participants spoke with their partners for an hour 

once a week for three weeks. The researchers found that participants who were told their 

partner was similar to them, but not participants who were told they were randomly paired, 

converged on the loudness of their speech in the third week. Studies showing divergence (e.g., 



  

 

26 

 

Bourhis et al., 1979) may also indicate a similarity bias, where participants are inclined to 

diverge from dissimilar others. Giles and Viladot (1994) conducted a survey of Castilian–

Catalan bilinguals who lived in Barcelona, were born in Catalonia, and preferred to call 

themselves Catalan rather than Spanish. Respondents reported that they were more likely to 

maintain Catalan in the face of an out-group speaker’s Castilian if they also reported a low 

sense of Spanish identity, feelings of a strong boundary between Castilians and Catalans, and 

a strong sense of Catalan identity. To the extent that having favourable attitudes to a group 

might indicate feelings of similarity, a similarity bias may also be indicated by Babel’s (2010) 

finding that speakers of New Zealand English converged more to speakers of Australian 

English when an implicit association test found them to be pro-Australian. 

Unfortunately, work in the CAT framework has not tested the motivations it proposes for 

different levels of accommodation. Instead, a lot of work has focused on relating the theory to 

applied settings, such as police-civilian interaction (Giles et al., 2007), doctor-patient 

interaction (Hewett et al., 2009), and intergenerational communication (Coupland et al., 1988; 

Kemper et al., 1995). Shepard et al. (2001) note that although work has flourished in that 

direction, very few studies have examined participants’ goals during interaction. Although 

the motivations behind accommodation are central to CAT, they are not always explicitly 

discussed. In most cases the research focuses more on demonstrating accommodation than 

testing its mechanisms or investigating the factors that influence it. For instance, Buzannell et 

al. (1996) showed that students converged to a professor’s answering machine message, which 

could indicate a success bias. However, they did not test any comparison conditions that could 

be used to establish this, such as the extent to which students converged toward non-

professors. While studies conducted under the CAT framework have shown results consistent 

with the guidance of cultural transmission biases, more experimental work with appropriate 

control conditions is required to test whether cultural transmission biases actually affect 

copying during communication. An approach that focuses more on the mechanisms of 

accommodation is the interactive alignment model, to which I now turn. 

1.3.2.3. The interactive alignment model 

Pickering and Garrod (2004) propose an alternative model of convergence, here called 

alignment, where it occurs automatically through low-level priming, irrespective of 

interlocutor motivations. The interactive alignment model holds that successful 
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communication occurs when interlocutors’ situation models (mental representations of their 

situation) have aligned. Pickering and Garrod propose that alignment is achieved through a 

resource-free priming mechanism, that this priming occurs at several levels (e.g., syntactic, 

lexical), and that interconnection between levels means that alignment at one level leads to 

alignment at others. Because production and comprehension use the same cognitive 

machinery, hearing certain linguistic structures spoken by a partner will prime those 

structures and increase the chance of their use (Pickering & Garrod, 2013). Thus, alignment 

through priming in conversation leads to alignment of situation models and successful 

communication. When conversation partners are aligned they share internal states, so are able 

to predict what their partner will say based on forward modelling of their own behaviour 

rather than using costly cognitive resources to explicitly model the internal state of their 

partner (Pickering & Garrod, 2006, 2013). That dialogue typically works without requiring 

people to track the internal states of conversation partners explains why it is easy (Garrod & 

Pickering, 2004) and why people tend to be egocentric in communication (e.g., saying “left” 

to mean their own left but their partner’s right), relying on their own situation model even 

though it may not be shared by their partner (Barr & Keysar, 2002; Keysar et al., 1998). 

If alignment occurs automatically, what does that mean for cultural transmission biases 

in communication? The interactive alignment model holds that, by and large, people 

automatically align with one another; it is possible to align more or less than this automatic 

“default” level (e.g., in response to partner traits), but this is a decision that occurs on top of 

the automatic alignment process (Garrod & Pickering, 2007). Garrod and Pickering (2007) 

suggest that social effects in alignment may result from people paying different amounts of 

attention to different models, so that some variants are primed more than others, or from 

people putting effort into inhibiting automatic alignment channels if they do not wish to copy 

someone. Thus, there may be a controllable strategic component to alignment, as per 

communication accommodation theory, which overlies the automatic process and allows for 

cultural transmission biases but requires cognitive effort. Branigan et al. (2010) discuss how 

this strategic component comes to the fore when people align unusually strongly during 

interaction with a computer in order to maximise their ability to be understood. 

Like communication accommodation theory, the interactive alignment model is 

theoretically open to cultural transmission biases. Its greater focus on the mechanisms of 
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alignment allows predictions to be made about how these biases may guide communication 

behaviour. Specifically, there are reasons why strong cultural transmission biases would not 

be expected in communication. First, if it takes effort to inhibit or enhance alignment, then any 

preference or tendency to minimise effort (Kool et al., 2010; Kurzban, 2016; Zipf, 1949) would 

reduce the effect of cultural transmission biases. Second, any cultural transmission bias that 

works by reducing alignment is likely to be limited, to the extent that easy, successful 

communication is a priority. Pickering and Garrod (2006) describe how people who 

deliberately inhibit alignment will find conversation difficult because they will not be able to 

routinise. Routinisation is the creation of fixed expressions, such as using the word document 

to refer to a specific document without describing it in detail every time it is mentioned. 

Routinisation facilitates production and comprehension but requires the repeated use of the 

same expression to indicate the same meaning, and if alignment is inhibited this is restricted. 

This suggests that any cultural transmission bias that works by inhibiting alignment would 

be small. 

1.3.2.4. Summary 

As with the linguistic research discussed above, studies of accommodation suggest that 

biased copying may occur in communication, but were not designed to investigate cultural 

transmission biases and so do not find clear evidence of them. Studies conducted under the 

framework of communication accommodation theory show that the social context can 

influence copying in communication, though the mechanisms and motivations behind this are 

unclear, and may or may not correspond to cultural transmission biases. The interactive 

alignment model is mechanistically clearer and can be used to make predictions about how 

biased copying may operate in communication. Specifically, any biases may be small; 

however, this remains to be tested.  

1.3.3. Evolving communication systems in the laboratory 

There is a problem with investigating the effect of cultural transmission biases in 

communication using existing language systems. When participants in an experiment use 

their native language (with which they have accumulated experience over their entire lives), 

it is very difficult to control the many factors that might obscure relationships between 

experimental manipulations and copying. For instance, participants may make judgments 

about another speaker’s competence from their accent (Ball, 1983), speech rate (B. L. Brown, 
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1980), fluency and pitch variety (Burgoon et al., 1990), which could then interfere with a 

manipulation designed to invoke a success bias. Participants’ pre-existing ideas about how 

other people use language, regardless of their actual behaviour, could also cause problems. 

Beebe (1981) found that Chinese–Thai children and adults used Thai forms of vowels more 

with a Thai interviewer than an ethnically Chinese interviewer even though the two 

interviewers actually used the same vowels as each other — the participants were “copying” 

features that had not actually been modelled, but which they nonetheless associated with the 

speaker. These issues with experimental control can be addressed by conducting experiments 

with novel communication systems. 

In the last two decades a research tradition known as experimental semiotics has grown 

around the idea of conducting experiments with human subjects creating or using novel 

communication systems (Galantucci, 2009). By studying communication without using 

participants’ existing languages, experimental semiotics allows scientists to control for the 

potentially confounding influence of participants’ pre-existing attitudes and behaviours 

associated with specific languages.  

There are two broad methodological approaches in experimental semiotics: one where 

participants communicate with artificial “languages” provided by experimenters, and one 

where participants create their own novel communication systems from scratch. Studies in 

both categories have found evidence for content biases in communication, and artificial 

language studies show some indication of model-based biases and — less clearly — 

frequency-dependent biases. In this thesis I take the creation-of-novel-systems approach; 

while there is more existing evidence for cultural transmission biases in artificial language 

studies, these tend to restrict cultural variation in a way that is counter to the aim of this thesis 

to test for cultural transmission biases in a high-variation context (e.g., the clearest evidence 

for model-based biases comes from a binary choice task). In the remainder of this section I 

review the evidence for cultural transmission biases from experimental semiotics. 

1.3.3.1. The use of artificial communication systems 

Some existing experimental semiotic studies have explored the role of content biases in 

the use of artificial communication systems. Kirby et al. (2008) performed a diffusion chain 

experiment based on previous computational work on the iterated learning model (Brighton 

et al., 2005; Kirby et al., 2004, 2007; Smith et al., 2003). Participants were trained to learn an 
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artificial “language” consisting of randomised syllable strings that referred to simple objects. 

At the end of the training period participants were tested on their knowledge of this artificial 

language, and their output became the training input for a subsequent participant, whose 

output became the input for another participant, for ten “generations” of participants. As the 

artificial languages in each chain of participants changed over generations, they became more 

learnable. Participants became more accurate at reproducing their training input, and their 

output became more structured: correlations emerged between letter strings and features of 

the objects they signified (e.g., the same novel word came to refer to all square objects). In a 

second experiment homonyms were filtered out of the training input and again the languages 

evolved to be more learnable through the imposition of structure. These experiments 

demonstrate a content bias, with compositional elements of artificial languages copied over 

non-compositional elements. Smith and Wonnacott (2010) performed a similar study, where 

the artificial language included two different plural markers, one shown in a random 75% of 

plural sentences in the training material and the other shown in the remaining 25%. By the 

end of the experiment many chains were still using both plural markers but not in a random 

manner — content biases favouring the transmission of more predictable variation led to a 

system where each marker was used in a systematic way based on the nouns, rather than 

randomly as in the initial training material. (This is analogous to the way English has several 

plural markers but they are not used randomly across nouns; we can say horses, sheep and oxen 

but plurals *sheepes, *ox and *horsen do not exist.) 

Researchers have also tested how participants, usually children, learn new meaning–

signal pairs by choosing from which of two models to learn the artificial-language name of an 

unfamiliar object. Although these studies were not conducted to test the presence of cultural 

transmission biases, they offer evidence for a number of model-based biases. Koenig and 

Harris (2005a) had 3- and 4-year-old children watch a video in which one actor consistently 

labelled familiar objects correctly, and one consistently labelled them incorrectly (e.g., 

referring to a ball with the label shoe). The children were then shown images of unfamiliar 

objects. For each of these, the children were asked which actor they would prefer to ask for 

the name of the object, then shown a video of the actors naming it, each using a different label 

(e.g., mido or loma). The 3-year-old children performed no differently to chance, but the 4-year-

old children preferred to ask the previously accurate actor for the name of the unfamiliar 
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objects, and then copied their labels. The same pattern was found in a second experiment 

where the actors claimed to know or not know the names of the familiar objects: 4-year-old 

children tended to preferentially copy the knowledgeable actor’s labels. Similar studies 

support these findings (Koenig et al., 2004), indicating that children and adults prefer to learn 

labels from models who are described in a story as honest, nice or smart than from models 

described as dishonest, mean or not smart (Lane et al., 2013), and that children prefer models 

of their own sex when reliability is equal (Taylor, 2013). These studies suggest that the 

adoption of novel labels may be guided by success and similarity biases, to the extent that 

traits like knowledgeability can be categorised as success. Chudek et al. (2012) included a 

novel label task in their test of a prestige bias, and found no evidence of preferential copying 

of the prestigious model’s labels. However, they also found evidence that prestige may need 

to be established in the communication domain (which it was not) in order to affect label 

copying. These studies suggest that model-based biases may affect copying in 

communication, with respect to object labels. 

Two experiments by Roberts are suggestive of model-based and frequency-dependent 

biases. Roberts (2008) had participants exchange resources with each other in a computer-

mediated game where all communication used a simple artificial language that was learnt 

prior to the game. Participants played in groups of four, divided into teams of two. Resources 

were worth six points to a receiver but only three to a giver, and the points were team-based, 

so for a team to win they had to share as many resources as possible with their teammate, and 

as few as possible with members of the other team. Over the course of interacting one-on-one 

with the other three participants, the only way to identify a teammate was to look for clues in 

their use of the artificial language (e.g., idiosyncratic greetings). Variation in language forms 

emerged over the task, mostly through learning errors, and this became systematically 

arranged across teams — the frequencies with which participants used different word forms 

were more similar between teammates than between members of different teams. This 

divergence may have been driven by a kind of similarity bias, to copy more from someone on 

the same team and less from someone on the other team. Roberts (2010) conducted a larger 

scale version of this experiment, manipulating the frequency with which participants played 

with each other: in one condition participants played with each of the other players a third of 

the time, and in the other condition they played with their teammate half of the time and 
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members of the other team a quarter of the time each. By doing this, he was able to test 

whether the frequency of interaction with different partners affected alignment. Participant 

teams in this experiment only diverged in the condition where they interacted with their 

teammate half of the time, indicating that frequency of interaction mattered. This could 

indicate a frequency-dependent bias, with participants copying disproportionately more from 

people they interacted with more, but this is unclear. 

Other possible evidence for a frequency-dependent bias comes from studies in which 

participants are trained on artificial languages where a particular linguistic feature has several 

variants that differ in frequency, and are used inconsistently (similar to Smith & Wonnacott, 

2010, described above). In some cases participants reproduce the inconsistency in their use of 

the artificial language (Hudson Kam & Newport, 2005, 2009), but in other cases they make it 

more consistent by increasing the use of the majority variant: Hudson Kam and Newport 

(2009) found that a variant appearing 60% of the time in training input was used by adult 

participants up to 90% of the time, depending on the complexity of the artificial language. 

This may indicate a frequency-dependent bias. Some child participants used a similar 

strategy, though their behaviour was more varied (e.g., a similar number of children omitted 

the linguistic feature altogether).  

An issue with this body of work, with respect to my aim of testing for cultural 

transmission biases in a high-variation context, is that the amount of cultural variation is 

typically low. In the novel label experiments, participants chose between just two options. In 

the other artificial language studies, participants were trained to use a specific set of sign–

meaning pairings, restricting their response options. Any variation added by participants 

typically resulted from learning or production error, and while a lot of novel forms may be 

introduced this way, they are likely to be similar to existing forms (e.g., Roberts, 2008 gives 

the example of bivo, bivvo and biivo). The potential cultural variation is higher in experimental 

semiotic studies where participants create their own communication systems from scratch. 

1.3.3.2. The creation of novel communication systems 

In contrast to studies using artificial “languages” generated by experimenters, other 

studies show how shared communication systems arise from scratch between interacting 

participants, and how these systems develop as the participants align and some signs are 

selected over others. Garrod et al. (2007) performed an experiment in which pairs of 
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participants communicated a set of meanings to each other by drawing pictures. One 

participant drew a picture to represent a given meaning, then their partner tried to guess 

which meaning it represented, from a list of possible answers. Participants were allowed to 

“interact” with their partners by annotating the drawings (e.g., drawing on their partner’s 

picture to request clarification), but writing was not allowed. Once one partner had 

communicated all of the meanings, roles switched and the partner who had been guessing 

drew the meanings. Each partner drew the meanings three times in total, alternating roles 

over six rounds of trials. Garrod et al. found that over the course of the task participants’ 

drawings became increasingly simplified (see Error! Reference source not found.). This was 

associated with ceiling-level guessing accuracy and increased alignment (similarity between 

partners’ drawings). The high accuracy and alignment indicated that participants had 

developed a shared communication system by interacting with each other. Fay et al. (2010) 

replicated this study and conducted an expanded version in communities of eight 

participants. Participants played through the drawing task with a partner as in the paired 

version of the task, and then swapped partners after six rounds of interacting together. They 

continued to swap partners every six rounds until they had played with each of the other 

seven members of their community. In both pairs and communities, the results showed 

simplification of drawings, high levels of accuracy and alignment. In the community 

condition, alignment occurred not only with immediate partners but across all community 

members. Although the individual pairs within each community started the task with a wide 

range of forms representing each meaning, after switching partners a few times the number 

of forms reduced as some were selected over others. 

Figure 1.1. Participant drawings of the meaning Museum (from Fay, Walker, Swoboda, Umata, 

et al., 2018), showing simplification and alignment (increased similarity between partners’ 

drawings) as participants took turns drawing and guessing meanings over the task. 

Participants also increased in the accuracy with which they identified the meanings of their 

partner’s drawings. 
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Several studies have investigated the factors involved in guiding the selection of signs in 

Fay et al.’s (2010) community condition. The signs developed by participants in the 

communities were found to be more easily comprehended (Fay et al., 2008) and produced 

(Fay & Ellison, 2013) by naïve participants than those developed in isolated pairs. The authors 

suggested that content biases for iconic and information-efficient signs may have played a 

role in sign selection over the task; the reason the community-developed signs were easier to 

comprehend and produce than those created by isolated pairs was because there was more 

variation at the outset on which selection could operate (due to the larger number of 

participants drawing). Tamariz et al. (2014) replicated the experiment in a computational 

simulation to test how well different copying strategies matched the experimental results. The 

best-fitting model emphasised an egocentric bias and content bias, indicating that participants 

tended to keep the signs that they were already using unless they encountered better ones, in 

which case they switched. 

In experiments where participants create novel communication systems through 

interaction with partners, there is scope for model-based and frequency-dependent biases to 

guide behaviour. However, the designs of previous studies have limited this possibility. For 

practical reasons, participants usually interact with a very small number of partners, limiting 

frequency-dependent biases. Additionally, experimenters tend to deliberately withhold 

information that may invoke model-based biases. For instance, Fay et al. (2010) intentionally 

kept participants anonymous from each other using networked computers, to control for 

social factors that were not of interest in their study. Information about a partner’s 

communicative skill may be surmised, but information about other traits would need to be 

shared in order for those traits to influence copying. 

1.3.3.3. Summary 

To avoid interference from factors associated with participants’ natural languages, 

experimenters can investigate communication using tasks in which participants use or create 

novel communication systems. In this thesis I adopt the same approach to test the influence 

of cultural transmission biases in communication. In studies where participants learn and use 

artificial communication systems, there is evidence for some content biases and model-based 

biases (though not strongly overlapping with those tested in this thesis), and there is a 

suggestion that variant frequency may also affect copying. Evidence for content biases has 
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also been found in studies where participants create communication systems from scratch, a 

method more in keeping with the aim of this thesis to test for cultural transmission biases in 

a high-variation context. However, the influence of model-based and frequency-dependent 

biases have not been tested. 

1.4. Summary and thesis overview 

Gene-culture coevolutionary theory has a robust grounding in mathematical and 

computational modelling, but more experimental work is needed. In this thesis I build on 

previous experiments in several ways by testing the role of cultural transmission biases in 

communication. First, the bulk of studies have tested participants’ copying biases with a very 

limited range of cultural variants. In communication this range is limitless, making the 

experiments reported in this thesis more representative of real-world situations. Second, most 

prior studies have looked at cultural transmission biases as a matter of choosing one model 

over others. In communication, it is expected that people will often copy each other partially 

and copy from multiple sources. This allows me to examine cultural transmission biases from 

a more ecologically valid perspective in this thesis, comparing the levels of influence of 

different models instead of taking an all-or-nothing measure of the influence of each. Third, 

in this thesis I set out to compare the biases to each other, and fourth, to investigate whether 

model-based and frequency-dependent biases affect copying directly or via content bias. This 

represents an important step forward in testing not just the existence of the biases, but also 

the underlying mechanisms. 

Previous research indicates that large-scale patterns in language use and small-scale 

patterns in accommodation are broadly consistent with content, model-based and frequency-

dependent biases. However, it is unclear whether the patterns are caused by these biases, or 

what form the biases might take if so (e.g., a frequency-dependent bias may be conformist or 

anti-conformist). More experimental work is needed to establish the mechanisms behind these 

patterns. Additionally, experimental control is limited in work focussed on copying in 

participants’ natural languages, as participants have spent their whole lives associating 

language features with social factors that might influence copying. Previous studies have 

minimised this problem by looking at the development of novel communication systems, 

where participants’ pre-existing linguistic influences are minimal. These studies have found 

evidence of content biases, and hints of model-based and frequency-dependent biases, but 
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these have not been studied explicitly and in most experiments have been specifically 

excluded by design. 

In this thesis I use a graphical communication task to examine the role of cultural 

transmission biases in communication. In Chapter 2 I present two experiments that test the 

influence of three model-based biases: success, prestige and similarity. These experiments 

represent the first time three model-based biases have been directly compared. I also examine 

whether the model-based biases affect copying directly, or indirectly via content bias. In 

Chapter 3 I present two experiments examining how variant frequency influences copying, 

and whether it does so via content bias, using the same paradigm as in Chapter 2. In Chapter 

4 I use agent-based simulations to test whether participants’ behaviour in Chapter 3 can be 

explained by a frequency-dependent bias. Across the experiments presented in Chapters 2 

and 3, participants show a strong egocentric bias to maintain their previous behaviour rather 

than copy models. I explore this further in Chapter 5, where I replicate the results of Chapter 

3 and test whether the egocentric bias can be explained by content bias. This thesis contributes 

to the field by experimentally testing the influence of cultural transmission biases in human 

communication, increasing the range of situations in which they have been tested, and 

investigating their underlying mechanisms for the first time. It also contributes by exploring 

the possibility that an egocentric bias — a finding consistently highlighted in the experiments 

— may represent another cultural transmission bias.  
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Chapter 2  

Model-Based Biases Influence 

Human Communication 

2.1. Introduction 

Dual inheritance theory predicts that social learning will be guided by model-based 

biases, where learners prefer to copy models who exhibit traits that correlate with the 

possession of valuable cultural variants (Boyd & Richerson, 1985; Henrich & McElreath, 2003). 

Modelling work indicates that such biases may be evolutionarily stable outcomes of gene-

culture coevolution (Boyd & Richerson, 1985), and there is experimental evidence that copying 

is biased by things like model age (Wood et al., 2012), attractiveness (van Leeuwen et al., 2009), 

credibility (Henrich, 2009), social status (Lefkowitz et al., 1955), occupation (Horai et al., 1974) 

and past performance (Mesoudi, 2008; Offerman & Sonnemans, 1998; Rosenbaum & Tucker, 

1962). Here, I focus on three model-based biases: success, prestige and similarity. 

A success bias is based on model traits that correlate with competence on a task (Henrich 

& McElreath, 2007), like winning an Academy Award for sound editing or returning from a 

fishing trip with a boat full of fish. Compared to direct observations of the model’s 

performance, these cues may be more obvious and easier to access, and if they average over 

multiple task performances they may estimate the quality of the model’s cultural variants 

more reliably. “Success” can encompass a broad range of traits. Some studies have found that 

participants’ copying is biased to favour models who were successful on previous trials of an 

experiment (Offerman & Sonnemans, 1998; Rosenbaum & Tucker, 1962), or to disfavour those 

who were previously incorrect or uncertain (Jaswal & Malone, 2007; Koenig et al., 2004). In 

other studies the connection between the success-indicating trait and the task is less direct, 

with participants agreeing more strongly with a model whose profession implies expertise 

(Horai et al., 1974) and being more inclined to copy a model whose clothing indicates high 

social status (Lefkowitz et al., 1955). While most studies showing success-biased copying were 
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not inspired by cultural evolutionary theory, Mesoudi’s work using a virtual arrowhead 

construction task is a notable exception (Atkisson et al., 2012; Mesoudi, 2008; Mesoudi & 

O’Brien, 2008). These experiments show that, when participants can copy the arrowheads of 

others, and they are able to see how successful those other participants have previously been 

(based on the total calories returned by arrowheads in previous hunting expeditions), they 

prefer to copy the arrowheads of more successful individuals. 

A prestige bias is based on the distribution of deference within a population, from the 

idea that people will “pay” for access to successful models by being deferent (e.g., giving gifts, 

being especially trustworthy), so models with a large number of deferent followers are 

probably worth copying (Henrich & Gil-White, 2001). Previous experiments, of which there 

have only been a few, have used information about other learners’ attention or copying to cue 

prestige. Chudek et al. (2012, 2016) showed videos to child participants in which two models 

performed a task in different ways while two bystanders watched just one of the models (the 

prestigious model). The participants were then given the opportunity to perform the same 

task. When the task involved choosing between two toys or foods, the participants showed a 

bias to copy the prestigious model (Chudek et al., 2012); however, there was no prestige bias 

in the imitation of superfluous actions (Chudek et al., 2016). A different approach was used 

by Atkisson et al. (2012), who manipulated prestige in a virtual arrowhead construction task 

by showing participants the amount of time that others had spent looking at arrowheads that 

were available for them to copy (the information was actually randomly generated). 

Participants only copied these arrowheads about a third of the time, but when copying they 

tended to choose the arrowheads they believed others had spent more time examining. Brand 

et al. (2020) also used a different approach, showing participants how many times their 

models had previously been copied during a binary choice general knowledge quiz; most 

participants rarely copied, but when they did they preferred to use success information to 

choose models (i.e., number of correct answers). When this was not available participants 

chose higher-prestige models to copy. 

A similarity bias is based on the similarity between the learner and the model; if a model 

is more similar to a learner, their cultural variants may be of increased relevance to that 

learner, making it adaptive to copy the model (Henrich & McElreath, 2007). As with a success 

bias, this is quite broad; there is evidence that people copy in-group members over out-group 
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members based on political ideology, sporting interests and ethnicity (Bourgeois & Hess, 

2008), age (Brody & Stoneman, 1981; Zmyj et al., 2012), age and place of residence (R. H. L. 

Feldman, 1984), musical taste (Yaniv et al., 2011), and paint usage (Brock, 1965). 

It is clear that, at least under some circumstances, people are guided by success, prestige 

and similarity biases. However, previous research has been limited in two ways that are 

addressed here. First, most experiments (70% of those cited in the last three paragraphs) use 

a task where participant responses are binary; for instance, they choose between two 

beverages (Chudek et al., 2012), object labels (Koenig et al., 2004) or pieces of music (Yaniv et 

al., 2011). This is unrealistic for many real-world learning situations, where people not only 

have more than two possible actions but are also able to create composite behaviours by 

copying from multiple sources or combining copied behaviours with their own. This type of 

behaviour is not reflected in the all-or-nothing binary measures of copying used in previous 

studies, which could affect measurement of model-based biases. In the experiments reported 

in the present chapter, I measure copying as a matter of degree, which may be more sensitive 

to model-based biases in cases where the primary source is not the model. Second, past studies 

generally focus on demonstrating that copying is biased; it would also be valuable to explore 

the mechanisms underlying the biases. In particular, it is not known whether different model-

based biases have similar effects on behaviour, nor whether they operate through an 

interaction with content bias (copying based on the content of the variant being copied) by 

influencing quality perceptions. 

These criticisms can be addressed by testing for model-based biases in a communication 

task. Communication as a cultural domain has high variation (consider the 7,000 different 

contemporary languages) and partial copying is the norm (e.g., Garrod et al., 2007; Pardo, 

2006), so it is well-suited for a task where copying is measured by degree rather than in binary 

terms. Additionally, to test whether model-based biases operate via content bias, it is 

necessary to measure participants’ perceptions of the quality of the model variants, to see 

whether those perceptions are influenced by their knowledge of the model. In previous 

studies information about variant quality was often provided in the form of objective scores, 

which may also be used to indicate model success (e.g., Atkisson et al., 2012); a communication 

task allows information about variant quality and model success to be disjoined, as 



  

 

40 

 

participants can judge variant quality for themselves without needing objective scores (e.g., 

based on how well they think a sign represents its meaning). 

The aim of this chapter is to test whether a model’s success, prestige or similarity to the 

participant affects copying in a communication task, and, if so, compare the biases and test 

whether they guide copying via content bias. In the next section I briefly review evidence 

suggesting that copying in communication may be subject to model-based biases, though this 

has not been directly tested. I then explain the present experiments and report the findings. 

2.1.1. The influence of models in communication 

Naturalistic research from linguistics shows patterns that are consistent with, and perhaps 

result from, model-based biases. For instance, the spread of higher-status speech patterns to 

lower-status groups (Gumperz, 1958; Labov, 1966) may indicate a success bias, and 

correlations between forms of speech and different demographic groupings, based on traits 

like age, sex and social class (Chambers, 2009), may reflect a similarity bias. Experimental 

studies also offer some support, indicating, for instance, that people may be more inclined to 

copy vocabulary from those who are high in topic-related expertise (Isaacs & Clark, 1987), and 

that people may converge on speech loudness when they believe they are similar to each other 

(Welkowitz et al., 1972). However, this research is conducted independently of cultural 

evolutionary theory and does not rule out other explanations for participants’ copying 

behaviour (e.g., content biases). 

An issue with testing whether specific factors influence language use is that it is difficult 

to control for external factors associated with participants’ natural languages; for instance, if 

a participant judges a model’s competence based on their accent (Ball, 1983), any intended 

manipulation of model success (to elicit a success bias) could be undermined. To avoid this 

problem, I use a graphical communication task, where participants are asked to produce 

drawings to communicate different meanings. The task is non-interactive, which may reduce 

the extent to which participants feel that they are communicating, but it allows for greater 

control over the information they receive (e.g., interaction may allow people to make 

inferences about their communication partners’ skill levels, which could interfere with 

manipulations of model-based biases). Other studies have used a similar (but interactive) task 

to show that copying in communication is guided by content biases favouring signs that are 

iconic and information-efficient (Fay et al., 2008; Fay & Ellison, 2013). These experiments were 
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conducted anonymously via networked computers to prevent participant identity from 

affecting the results, so it is not known whether model-based biases affect copying. 

If model-based biases do guide copying in communication, what effect might they have? 

Some predictions can be made based on the interactive alignment model (Pickering & Garrod, 

2004), which describes how people align their behaviour (i.e., copy each other) during 

communication. According to this model, alignment (copying) occurs automatically through 

low-level priming when people are communicating with each other. However, it is possible 

for people to align to different degrees if different amounts of attention are paid to different 

models, so that some variants are primed more than others, or if people put effort into 

inhibiting automatic alignment channels when they do not wish to copy someone (Garrod & 

Pickering, 2007). Thus, copying in communication could be guided by model-based biases; 

however, to the extent that this relies on people expending effort, the biases may not be very 

strong (see, e.g., Kurzban, 2016). This is also supported by the fact that reduced alignment is 

likely to make communication more difficult, a situation people may prefer to avoid (Fay, 

Walker, Swoboda, & Garrod, 2018; Pickering & Garrod, 2006). So, while model-based biases 

may affect copying in communication, we should not expect their effects to be large. 

2.2. Experiment 1 

Experiment 1 tests whether communication behaviour is guided by success, prestige or 

similarity biases, and examines the relationship between model-based biases and content bias. 

Participants observed drawings produced by a model to communicate a series of meanings, 

where the model was described as high or low in success, prestige, or similarity to the 

participant. Participants rated the quality of each drawing and then produced their own 

drawings to represent the same meanings. The participant drawings were then compared to 

the model drawings to assess the influence of the model descriptions on communication 

behaviour. 

If participants are biased to more strongly copy the drawings of models described as high 

in one of the traits, as opposed to low, this would be reflected by higher similarity between 

participant and model drawings for those models. The model descriptions may also affect 

participants’ perceptions of the quality of the model drawings — perceiving, for instance, the 

model drawings to be more representative of their meanings when the model is described as 
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high in one of the traits. If this is the case, the mechanism for the model-based biases may be 

partly or wholly indirect, guiding participants’ copying via content bias. This is investigated. 

2.2.1. Method 

The study was approved by the University of Western Australia Human Ethics 

Committee, and all participants gave written informed consent to participate. All methods 

were performed in accordance with the guidelines from the National Statement on Ethical 

Conduct in Human Research jointly developed by the NHMRC, ARC and Universities 

Australia. 

2.2.1.1. Participants 

The participants were 179 undergraduate psychology students (119 female, 60 male) at 

the University of Western Australia. The median age was 20 years (range 15–63). 

2.2.1.2. Design 

The experiment had two phases. In Phase 1 participants were given information about a 

model and then viewed drawings produced by that model for eight different meanings. The 

information about the model described them as being High or Low on a specific trait (Success, 

Prestige, or Similarity), to elicit a model-based bias. While observing the model drawings, 

participants rated the quality of each drawing with respect to how well it represented its 

meaning. In Phase 2, participants drew each of the same eight meanings themselves. These 

drawings were used to establish the extent to which participants’ communication behaviour 

was influenced by the models’ communication behaviour. 

Phase 1 model descriptions portraying the traits of Success, Prestige and Similarity were 

varied by Level (Low Trait, High Trait), giving six experimental conditions. The model 

descriptions were communicated in a vignette provided to participants at the start of Phase 1. 

In each vignette participants were told that the model had produced their drawings in a 

previous experiment, where a partner had to identify the referent of each drawing. A 

summary of the text used to differentiate conditions is given below (see Appendix A for the 

full text). 

Success. A success bias affects copying based on information about the quality of a model’s 

performance. In the Success conditions, participants were told that the model’s partner in the 
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previous experiment was able to guess the referents of the model’s drawings in 10% or fewer 

cases (Low Success) or in more than 85% of cases (High Success; n = 30 in each condition). 

Prestige. Copying according to a prestige bias takes advantage of others’ learning 

preferences. For the Prestige conditions, it was stated in the vignette that participants in a 

prior experiment rated which of 40 drawers they would most like to learn from. The current 

participants were told that the model was either the least (Low Prestige) or most (High 

Prestige) desirable teacher (n = 30 in each condition). 

Similarity. A similarity bias relies on information about how similar the model is to the 

learner. To manipulate this, participants in the Similarity conditions filled out a questionnaire 

at the beginning of the experiment (prior to Phase 1). The questionnaire was designed so that 

similarity of responses would indicate similarity between respondents. Participants were 

asked for demographic details, information about their interests and values, and how they 

would respond in a few hypothetical scenarios (see Appendix B for the full questionnaire). 

Aside from age and gender, which were asked of all participants, the responses were not 

recorded. At the start of Phase 1, participants were told that they showed either a 9% match 

(Low Similarity) or a 96% match (High Similarity) to the model, based on their questionnaire 

responses (Low n = 29, High n = 30). 

Dependent variables. There were two dependent variables. The first measured model 

influence on participants’ communication behaviour by assessing the similarity between the 

model drawings and the participant drawings (Self-Model similarity). Drawing similarity was 

measured by rating pairs of drawings on a 10-point Likert scale that ranged from 0 (completely 

dissimilar) to 9 (extremely similar). This allowed me to test whether the model descriptions 

affected participant behaviour. 

The second dependent variable measured participants’ perceptions of the quality of the 

model drawings, using the ratings participants made in Phase 1. Participants rated how well 

each drawing represented its meaning using a 5-point Likert scale that ranged from 1 (very 

poorly) to 5 (very well). This allowed me to test whether the model descriptions affected 

participants’ perceptions of the model drawings.  

2.2.1.3. Materials 

The drawings presented to participants in Phase 1 were sampled from a corpus of 

drawings collected in a previous experiment (Fay, Walker, Swoboda, & Garrod, 2018). The 
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present study used 256 drawings produced by 32 participants from Fay et al.’s experiment. 

Eight drawings of different meanings were sampled from each of those 32 participants, at 

random from the sixteen meanings each had drawn (see Table 2.1 for a complete list of these 

meanings). The eight-item samples of drawings were randomly allocated to participants, so 

that each sample was used once in each condition of the present experiment — that is, the 

same model drawings were used across conditions, and no sample of drawings was used 

more than once in each condition. Participants observed the model drawings of the eight 

meanings in Phase 1, and produced their own drawings of the same meanings in Phase 2. 

Table 2.1. 

The 16 meanings represented by drawings in the experiment 

2.2.1.4. Procedure 

The experiment was conducted online with the experimenter present. All drawings were 

produced using a standard mouse, and participants completed the experiment at their own 

pace. Before starting the experiment, participants were asked for their age and gender, and 

those in the Similarity conditions completed the similarity questionnaire. Age and country of 

birth (in the similarity questionnaire) were entered using a standard keyboard. All other 

answers had a multiple-choice format where selection was made with the mouse. 

Phase 1. In Phase 1 participants were first presented with the model description, which 

established the model as Low or High in Success, Prestige or Similarity. Participants then 

answered a multiple-choice question based on the model description, placed immediately 

below it (e.g., “The person who drew these pictures was…?” with the options “Very good at 

it,” “Okay at it,” “Not very good at it” and “Unable to draw”). This was done to ensure that 

participants attended to the model description. Participants progressed when they correctly 

answered the question; if they answered incorrectly the experimenter explained the answer 

and ensured that they understood the model description. After selecting the correct answer, 

the question was removed and the first model drawing was presented in its place, with the 

People Places Objects Genres Abstract 

Arnold Schwarzenegger Art Gallery Computer Monitor Cartoon Homesick 

Brad Pitt Museum Microwave Drama Loud 

Russell Crowe Parliament Television Soap Opera Poverty 

 Theatre    
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meaning label below. Participants then rated the quality of the presented drawing by selecting 

from a drop-down menu whether the drawing represented its meaning “very well,” 

“somewhat well,” “neutral,” “somewhat poorly” or “very poorly”. Participants clicked a 

“Next Image” button at the bottom of the page to proceed to the next model drawing. Phase 

1 continued in this manner for all eight model drawings, which were presented in a random 

order. When all eight drawings were rated, participants progressed to Phase 2. A screenshot 

from Phase 1 is shown in Figure 2.1. 

 

Figure 2.1. A screenshot from Phase 1 for the meaning Homesick. Participants rated the quality 

of the model drawing using the drop-down menu below it, then clicked “Next Image” to 

proceed to the next model drawing. The text above the drawing includes the model 

description; in this example the participant was in the High Success condition. 

Phase 2. In Phase 2 participants produced drawings to represent the same eight meanings 

for which they had received model drawings in Phase 1. The meanings were presented in a 

random order, one in each trial for eight trials. Within a trial, participants were given drawing 

instructions at the top of the screen, with a meaning label below telling them what to draw. 

The instructions asked participants to produce their drawing in a box below the meaning 

label, as though they were communicating the meaning to another person. Participants were 
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asked not to use letters or numbers in their drawing. Buttons at the bottom of the box allowed 

participants to alternate between the black pen tool and an eraser. Participants were instructed 

to click a “save” button when they had completed their drawing. This saved the image and 

moved the participant on to the next trial. Once participants had drawn all eight meanings 

the experiment ended and they were debriefed. Figure 2.2 shows a screenshot from Phase 2. 

 

Figure 2.2. A screenshot from Phase 2 with a completed drawing of Arnold Schwarzenegger. The 

“pen” and “eraser” buttons at the bottom left were used to alternate between the black pen 

tool and an eraser. Participants clicked the “save” button at the bottom right to submit the 

drawing and progress to the next trial. 

2.2.2. Results 

Ten participants collectively submitted thirteen blank drawings (no more than three from 

any one participant). These drawings were excluded from analysis. 

2.2.2.1. Model descriptions do not clearly affect communication behaviour 

Example drawings produced in Experiment 1 are shown in Figure 2.3. The figure shows 

a model drawing of Cartoon and the Phase 2 drawings from the six participants who were 

presented with it. The model drawing depicts Cartoon as a comic strip, with a pair of stick 

figures speaking to each other using speech bubbles over a series of panels. Three of the 
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participants (Low Prestige, High Success, High Prestige) appeared to copy the model 

drawing, depicting Cartoon as a comic strip, with a series of panels containing stick figures. 

The Low Prestige participant also added the novel element of putting the strip into a book. As 

for the others, the Low Success and Low Similarity participants retained the model’s paired 

stick figures but placed them on a television screen, and the High Similarity participant drew 

a pair of animal figures (possibly representing Bugs Bunny and Daffy Duck) using speech 

bubbles. These drawings share elements with the model drawing but are less similar overall. 

 

Figure 2.3. A model drawing of Cartoon and the Phase 2 drawings from the six participants 

who were presented with it. All participant drawings showed some similarity to the model 

drawing, though some shared more elements with the model drawing than others.  

Was participants’ communication behaviour influenced by the model descriptions? To 

answer this question I examined the similarity between the participant drawings and the 

model drawings. I rated pairs of same-meaning drawings on a 10-point scale from 0 

(completely dissimilar) to 9 (extremely similar). For all meanings for each participant, 

comparisons were made between the drawing that participants produced in Phase 2 and the 

model drawing they observed in Phase 1 (Self-Model similarity). A total of 1,432 pairs of 

drawings were rated, presented in a random order (with nothing to indicate which participant 

or condition they were from). A second judge rated 20% of the pairs of drawings. The two sets 

of ratings correlated highly, r(284) = .77, p < .001, indicating strong inter-rater reliability (and 

the second set of ratings shows the same general pattern as the complete set; see Appendix 

C). The original ratings were used in all analyses. 
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The Self-Model similarity scores are shown in Figure 2.4. There was a trend for higher 

Self-Model similarity with High Trait models than with Low Trait models, but the difference 

was narrow. A 3×2 between-participants ANOVA with Bias Type (Success, Prestige, 

Similarity) and Level (Low Trait, High Trait) as factors returned no statistically significant 

effects, indicating that the three types of information (Success, Prestige and Similarity) had 

similar effects on participant behaviour, and that the difference between Low Trait and High 

Trait was not strong enough to reject the null hypothesis (that they were the same); Bias Type: 

F(2, 173) = 0.45, p = .637; Level: F(1, 173) = 2.60, p = .109; Bias Type by Level: F(2, 173) = 0.36, 

p = .695. 

 

Figure 2.4. The average Self-Model similarity scores for model drawings in Experiment 1, for 

models described as Low and High in Success, Prestige and Similarity to the participant. The 

dashed horizontal line at 4.5 on the y-axis marks the halfway point on the similarity scale, so 

scores above the line may broadly be considered as similar, and scores below as dissimilar. 

Individual points show the average for each participant, and error bars show 95% confidence 

intervals. 

2.2.2.2. Model descriptions affect perceived drawing quality 

Were participants’ perceptions of the quality of the model drawings affected by the model 

descriptions? The drawing quality ratings were made by participants on a Likert scale ranging 

from 1 (the drawing represents the meaning very poorly) to 5 (very well). The quality ratings 

participants gave the model drawings are shown in Figure 2.5. The High Trait model 

drawings were rated as better representations than the Low Trait model drawings for each 

bias. This was confirmed by entering participants’ drawing quality ratings into a 3×2 between-
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participants ANOVA, with Bias Type (Success, Prestige, Similarity) and Level (Low Trait, 

High Trait) as factors. The ANOVA returned a statistically significant main effect of Level, 

F(1, 173) = 9.34, p = .003, ηp
2 = .05, indicating that the drawings produced by High Trait models 

were perceived more favourably than drawings produced by Low Trait models, despite being 

the same drawings. The other effects were not statistically significant, indicating that the three 

types of information (Success, Prestige and Similarity) had similar effects on participants’ 

perceptions of the model drawings; Bias Type: F(2, 173) = 0.74, p = .478; Bias Type by Level: 

F(2, 173) = 0.94, p = .394. 

 

Figure 2.5. The average quality ratings participants in Experiment 1 gave the model drawings, 

for models described as Low and High in Success, Prestige and Similarity to the participant. 

Individual points show the average for each participant, and error bars show 95% confidence 

intervals. 

2.2.2.3. Model descriptions affect behaviour indirectly via content bias 

Although there was no statistically significant effect of model descriptions on 

communication behaviour, participants perceived the drawings of High Trait models to be 

higher quality than those of Low Trait models. If participants’ communication behaviour was 

guided by a content bias to copy model drawings that they perceived to be higher quality, this 

could mean that participants were guided by model-based biases that acted indirectly through 

the effect of model descriptions on quality perception. I performed a mediation analysis to 

test whether this was the case. The model is shown in Figure 2.6, with the standardised 

regression coefficients for each relationship between Level (Low Trait, High Trait; the 
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independent variable), Self-Model similarity (the dependent variable), and participants’ 

ratings of model drawing quality (the mediating variable). 

Was participants’ communication behaviour guided by content bias? As indicated in 

Figure 2.6, there was a strong, statistically significant relationship between participants’ 

drawing quality ratings and Self-Model similarity, with Level in the model, β = .57, p < .001, 

indicating that participants copied model drawings that they rated highly, regardless of how 

the model was described. This indicates that participants’ copying was guided by content bias.  

Given that model descriptions affected participants’ perceptions of model drawing 

quality, and drawing quality perceptions affected communication behaviour, did model-

based biases guide behaviour indirectly via quality perceptions? The standardised indirect 

effect of Level on Self-Model similarity, via quality ratings, was (.23)(.57) = .13. This effect was 

shown to be statistically significant by a Sobel test (Sobel, 1982), Z = 2.91, p = .004, and this was 

supported using bias-corrected 95% confidence interval bootstrapping procedures (Preacher 

& Hayes, 2008) based on 5,000 samples, 95% confidence intervals [.05, .22] not overlapping 

with 0. As shown in Figure 2.6, the direct effect of Level on Self-Model similarity was not 

statistically significant prior to the addition of the mediating variable to the model, so it is 

correct to say that Level had an indirect effect on Self-Model similarity via drawing quality 

ratings, but this was not a mediation relationship, as there was no pre-existing relationship to  

 

Figure 2.6. Standardised regression coefficients (β) and associated p values for the 

relationships between Level (Low Trait, High Trait) and Self-Model similarity as mediated by 

drawing quality ratings. The direct relationship between Level and Self-Model similarity 

without controlling for drawing quality ratings is shown outside of parentheses; the 

relationship when controlling for drawing quality ratings is shown in parentheses. 
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mediate (Mathieu & Taylor, 2006). The direct relationship between Level and Self-Model 

similarity remained statistically non-significant with quality ratings included in the model, 

indicating that model descriptions had an entirely indirect effect on communication 

behaviour. 

2.2.3. Experiment 1 discussion 

Experiment 1 tested if success, prestige and similarity biases affected communication 

behaviour, and examined the relationship between those model-based biases and content bias. 

Participants showed some copying of models regardless of model traits, consistent with 

Pickering and Garrod’s (2004) interactive alignment model. While there was no statistical 

evidence to support the greater influence of High Trait models than Low Trait models on 

participants’ communication behaviour, participants were guided by a content bias to copy 

drawings they perceived to be higher quality, and the model descriptions affected their 

quality perception. Thus there was an indirect effect of model trait on copying, via quality 

perception: participants perceived drawings produced by models described as high in 

success, prestige or similarity to be more representative of their meanings than those 

produced by models low in those traits, and then copied those drawings more on the basis of 

their higher quality. The existence of model-based biases in this task supports dual inheritance 

theory (Boyd & Richerson, 1985; Henrich & McElreath, 2003). That the three biases showed 

similar effects, and that they operated via content bias, are novel findings. 

An issue with Experiment 1 is that there was no measure of participants’ baseline 

behaviour to show how participants would behave in the absence of model behaviour. 

Without measuring participants’ behaviour prior to observing model drawings, it is 

impossible to know whether similarity between model and participant drawings is actually 

indicative of copying, or instead an overlap in independent preferences. The lack of baseline 

measure also makes it impossible to rule out that the correlation between quality ratings and 

drawing similarity that was interpreted as content bias actually resulted from an egocentric 

bias. The low similarity between participant and model drawings (mostly restricted to the 

lower, “dissimilar” half of the scale) suggests that participants were inclined to produce their 

own ideas regardless of model influence (hence “egocentric”). If these ideas were held prior 

to observing the model drawings, then participants may have rated model drawings highly if 

they were similar to their own ideas; when an egocentric bias subsequently led them to 
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produce those ideas, this would cause quality ratings and drawing similarity to correlate, but 

because of an egocentric bias rather than content bias. This issue is eliminated in Experiment 

2 by adding a production phase before participants observed the model drawings. This 

enables the measurement of similarity between model drawings and pre-model-influence 

participant drawings, which can be used as a control in the data analysis. 

The results of Experiment 1 also raise a question: if participants are guided by model-

based biases, do they favour High Trait models, or disfavour Low Trait models (or both)? In 

Experiment 2 I test this by comparing the results to a control condition where participants 

were not given any information about the models. 

2.3. Experiment 2 

Experiment 2 replicates and extends Experiment 1, testing for success, prestige and 

similarity biases in communication, and their relationship to content bias, with the addition 

of two important controls. First, an initial production phase was added before participants 

observed the model drawings, so that participants’ behaviour prior to model influence could 

be measured. This allowed for more certainty that participant behaviour after observing 

model drawings was due to model influence, and a more precise measure of content bias. 

Second, a control condition was added where participants were not given any information 

about the model whose drawings they observed. This allowed me to investigate the 

mechanism of the model-based biases by testing whether participants favoured High Trait 

models or disfavoured Low Trait models, relative to models about whom no information was 

given. 

The results of Experiment 2 were broadly expected to reflect those of Experiment 1. 

However, the addition of an initial production phase meant that participants’ baseline 

behaviour could be controlled for, making any effect of model traits on copying more 

detectable, and allowing for a more precise test of content bias. The addition of a baseline 

measure of participant behaviour also allowed for an examination of participant’s egocentric 

bias in their tendency to reproduce their own drawings rather than copy the model drawings 

(Self-Self similarity). Based on the strength of this tendency in other research (Bonaccio & 

Dalal, 2006; Eriksson & Strimling, 2009; S. L. Rogers & Fay, 2016), and the low similarity 

between participant and model drawings in Experiment 1, it was expected that participants 

would show a high level of similarity between their initial and final sets of drawings. 
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2.3.1. Method 

The study was approved by the University of Western Australia Human Ethics 

Committee, and all participants gave written informed consent to participate. All methods 

were performed in accordance with the guidelines from the National Statement on Ethical 

Conduct in Human Research jointly developed by the NHMRC, ARC and Universities 

Australia. 

2.3.1.1. Participants 

The participants were 214 undergraduate psychology students (142 female, 72 male) at 

the University of Western Australia. The median age was 20 years (range 15–66). 

2.3.1.2. Design 

Experiment 2 used the same design as Experiment 1, except for the addition of an initial 

drawing phase (new Phase 1) prior to reading the model description and receiving model 

drawings (new Phase 2). After observing the model drawings, participants produced a second 

set of their own drawings (Phase 3) to establish the influence of the model drawings on their 

communication behaviour. As per Experiment 1, the model description was varied to give six 

experimental conditions, where models were described as High or Low in Success (n = 31 in 

each condition), Prestige (n = 32 in each condition) or Similarity to the participant (n = 29 in 

each condition). The same model descriptions were used as in Experiment 1. In the present 

experiment a Control condition was also included (n = 30), to measure communication 

behaviour in the absence of model-specific information. In this condition, at the start of Phase 

2 participants received the same initial text in their vignette as the other participants, 

explaining that the model had produced their drawings for a partner to identify in a previous 

experiment, but where the other conditions went on to portray the model as High or Low in 

one of the traits, Control participants received no further information. 

The first dependent variable measured model influence on participants’ communication 

behaviour. As in Experiment 1, Self-Model similarity was measured as the similarity between 

the model drawings (now in Phase 2) and the drawings participants produced after observing 

the model drawings (now in Phase 3). With a prior production phase added (Phase 1), there 

were two additional measures of drawing similarity: the Baseline similarity between the initial 

participant drawings (Phase 1) and model drawings (Phase 2), and the Self-Self similarity 

between the initial participant drawings (Phase 1) and the final participant drawings (Phase 
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3). Baseline similarity was used as a baseline measurement of participants’ behaviour, while 

Self-Model similarity (as before) showed the influence of the model drawings on participants’ 

behaviour. Self-Self similarity showed participants’ tendency to reuse their initial drawings. 

Drawing similarity was again measured by rating pairs of drawings on a 10-point Likert scale. 

The second dependent variable, the measure of participants’ perceptions of the quality of 

the model drawings, was the same as in Experiment 1: in Phase 2 participants rated how well 

each model drawing represented its meaning, on a 5-point Likert scale. 

2.3.1.3. Materials 

The same model drawings were used as in Experiment 1. 

2.3.1.4. Procedure 

The procedure was the same as that for Experiment 1, except that an additional 

production phase was added at the beginning. This new Phase 1 was identical to the 

production phase in Experiment 1, where participants produced drawings of their eight 

meanings. The experiment then continued as per Experiment 1: in Phase 2 participants were 

each given a model description, and answered a multiple choice question to ensure they 

attended to it (in the Control condition there was no model-specific information to attend to, 

so participants simply clicked a link to continue); participants then observed and rated the 

quality of the model drawings associated with each of the eight meanings (as per Experiment 

1’s Phase 1), and in Phase 3 participants again produced drawings for each of the eight 

meanings (as per Experiment 1’s Phase 2). 

2.3.2. Results 

Three participants were excluded for submitting too many blank drawings (5, 8 and 8 

drawings out of 16). A further 12 blank drawings were collectively submitted by 11 

participants; these drawings were not included in any analyses but the participants were 

retained. 

2.3.2.1. Model descriptions affect communication behaviour 

Example drawings produced in Experiment 2 are shown in Figure 2.7. The figure shows 

a model drawing of Soap Opera and the Phase 1 and Phase 3 drawings from the seven 

participants who were presented with this model drawing. The model drawing depicts Soap 

Opera as a bar of soap and a stereotyped opera singer (a large woman in a long dress, singing). 
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Figure 2.7. A model drawing of Soap Opera and the Phase 1 and Phase 3 drawings from the 

seven participants who were presented with it. Most participants copied the model drawing, 

but for the Control and High Trait participants this tended to involve a greater shift from their 

own initial drawings than for the Low Trait participants. 
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In Phase 1 participants produced a variety of iconic drawings to represent Soap Opera. The 

Low Success, High Similarity and Control participants drew a television; on the screen, the 

Low Success participant depicted a love triangle and the Control participant drew a person 

pointing a gun at another. The Low Prestige participant drew a pair of stick figures, with one 

crying. The other participants produced drawings along the same lines as the model drawing, 

with the High Success participant drawing a bar of soap in a shower and the Sydney Opera 

House, and the High Prestige participant drawing a person showering, holding a bar of soap 

indicated by an arrow, and a person singing to a large audience (but not the stereotyped image 

of an opera singer as depicted by the model). The Low Similarity participant actually 

produced a bar of soap and a stereotyped opera singer, pre-empting the model drawing. In 

Phase 3, after observing the model drawings, participants mostly copied the model, with the 

High Success, High Prestige, Low Similarity, High Similarity and Control participants all 

drawing a bar of soap and a stereotyped opera singer (though for the Low Similarity 

participant this could be the result of self-copying), and the Low Success participant drawing 

a person showering, with a bar of soap indicated, and an opera singer. There was also some 

self-copying (Low Prestige, Low Similarity; the High Prestige participant also showed some 

self-copying by retaining the musical notes from their Phase 1 drawing while adding the 

model’s opera singer). 

Was participants’ communication behaviour influenced by the model descriptions? To 

answer this question I examined the similarity between the participant drawings and the 

model drawings. For all meanings for each participant, comparisons were made between 

Phase 1 participant drawings and the model drawings (Baseline similarity), Phase 3 

participant drawings and the model drawings (Self-Model similarity), and between Phase 1 

and Phase 3 participant drawings (Self-Self similarity). A total of 5,136 pairs of drawings were 

rated. As in Experiment 1, these were presented in a random order without identifying 

information and a second judge rated 20% of the pairs of drawings. The two sets of ratings 

correlated highly, r(1018) = .78, p < .001, indicating strong inter-rater reliability. The original 

ratings were used in all analyses. 

The drawing similarity results are shown in Figure 2.8. Self-Model similarity was higher 

than Baseline similarity in all cases, indicating that participants copied models of all types. 

However, the difference between Baseline and Self-Model similarity was stronger for High 
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Trait models, meaning that participants copied High Trait models more than Low Trait 

models. These observations were confirmed by ANOVA and t test. The Baseline and Self-

Model similarity scores were entered into a 2×3×2 mixed-design ANOVA with a within-

participants factor of Comparison (Baseline, Self-Model) and between-participants factors of 

Bias Type (Success, Prestige, Similarity) and Level (Low Trait, High Trait). The main effect of 

Comparison was statistically significant, F(1, 175) = 143.96, p < .001, ηp
2 = .45, as was the 

Comparison by Level interaction effect, F(1, 175) = 9.72, p = .002, ηp
2 = .05, indicating that the 

amount participants copied the model drawings depended on whether the model was Low 

Figure 2.8. The average Baseline, Self-Model and Self-Self similarity scores for participants in 

Experiment 2, for models described as Low and High in Success, Prestige and Similarity to 

the participant, as well as models with no description (Control). The horizontal line at 4.5 on 

the y-axis marks the halfway point on the similarity scale, so scores above the line may broadly 

be considered as similar, and scores below as dissimilar. Individual points show the average 

for each participant, and error bars show 95% confidence intervals. 
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Trait or High Trait. All other effects were non-significant, indicating that the three types of 

information (Success, Prestige and Similarity) had similar effects on participants’ 

communication behaviour; Bias: F(2, 175) = 0.07, p = .937; Level: F(1, 175) = 0.65, p = .423; 

Comparison by Bias: F(2, 175) = 1.42, p = .245; Bias by Level: F(2, 175) = 0.61, p = .544; 

Comparison by Bias by Level: F(2, 175) = 0.03, p = .971. 

To investigate the Comparison by Level interaction effect, I used t tests with Bonferroni-

corrected p values.1 Collapsed across Bias Type, participants showed an increase from 

Baseline to Self-Model similarity both for High Trait models, t(88) = 10.05, p < .001, d = 1.07, 

and, with a smaller effect size, for Low Trait models, t(91) = 6.82, p < .001, d = 0.71, indicating 

that both were copied. I calculated difference scores between Self-Model and Baseline 

similarity (Self-Model minus Baseline) to compare the degree of copying, and found that 

participants copied High Trait models more than Low Trait models, t(179) = 3.11, p = .002, 

d = 0.46. 

2.3.2.2. The effect of model descriptions on communication behaviour is driven by Low Trait models 

Do High Trait model descriptions encourage the copying of model drawings or do Low 

Trait model descriptions discourage it (or both)? This question can be answered using the 

Control condition, where models were not described to participants, as a measure of default 

behaviour. In Figure 2.8, participants in the Control condition showed a similar pattern of 

results to those with High Trait models, suggesting that the stronger copying of High Trait 

models may be better described as an aversion to copying Low Trait models. To compare the 

amount participants copied model drawings produced by Low Trait, High Trait and Control 

models, I collapsed across Bias Type and calculated difference scores between Self-Model and 

Baseline similarity (Self-Model minus Baseline). There was no difference in the amount 

participants copied High Trait and undescribed (Control) models, t(117) = 0.34, p = 1,2 but they 

copied undescribed models more than Low Trait models, t(120) = 2.52, p = .026, d = 0.53 (using 

Bonferroni correction). This suggests that the effect of model-based biases on communication 

behaviour manifests as an aversion to copying Low Trait models, with no special attraction to 

copying High Trait models. 

                                                      
1 Note that throughout this thesis I have corrected for multiple comparisons regardless of 

whether the tests could be described as planned (see Frane, 2015). In all cases this correction does not 

affect whether the result is statistically significant. 
2 Some p values are equal to 1 due to correcting for multiple comparisons. 



  

 

59 

 

2.3.2.3. An egocentric bias affects communication behaviour 

Was participants’ communication behaviour influenced by an egocentric bias to repeat 

their previous behaviour? In Figure 2.8 Self-Self similarity was higher than Self-Model 

similarity, indicating that participants preferred to reproduce their own initial drawings than 

to copy model drawings. The Self-Model and Self-Self similarity scores were entered into a 

2×3×2 mixed-design ANOVA with a within-participants factor of Comparison (Self-Model, 

Self-Self) and between-participants factors of Bias Type (Success, Prestige, Similarity) and 

Level (Low Trait, High Trait). The main effect of Comparison was statistically significant, 

F(1, 175) = 407.53, p < .001, ηp
2 = .70, indicating that Self-Self similarity was higher than Self-

Model similarity; participants preferred to reuse their own initial drawings than to copy 

models. The Comparison by Level interaction effect was also significant, F(1, 175) = 6.03, 

p = .015, ηp
2 = .03, reflecting the fact that Self-Model similarity differed for High Trait and Low 

Trait models (shown above), but Self-Self similarity did not, t(179) = -1.68, p = .094. All other 

ANOVA effects were non-significant, indicating that the three types of information (Success, 

Prestige and Similarity) had similar effects on participants’ egocentric behaviour; Bias: 

F(2, 175) = 0.57, p = .569; Level: F(1, 175) = 0.07, p = .796; Comparison by Bias: F(2, 175) = 0.72, 

p = .486; Bias by Level: F(2, 175) = 0.10, p = .906; Comparison by Bias by Level: F(2, 175) = 0.53, 

p = .587. Self-Self similarity was also higher than Self-Model similarity in the Control 

condition, t(29) = 6.19, p < .001, d = 1.13. The fact that participants’ egocentric bias was stronger 

than their tendency to copy indicates that the egocentric bias was stronger than the model-

based biases (which were shown by differences in the amount of copying). 

2.3.2.4. Model descriptions affect perceived drawing quality 

Were participants’ perceptions of the quality of the model drawings affected by the model 

descriptions? The quality ratings participants gave the model drawings are shown in Figure 

2.9. The High Trait model drawings were rated as better representations than the Low Trait 

model drawings for each bias. This was confirmed by entering participants’ drawing quality 

ratings into a 3×2 between-participants ANOVA, with Bias Type (Success, Prestige, Similarity) 

and Level (Low Trait, High Trait) as factors. The ANOVA returned a statistically significant 

main effect of Level, F(1, 175) = 5.40, p = .021, ηp
2 = .03, indicating that the drawings produced 

by High Trait models were perceived more favourably than drawings produced by Low Trait 

models, despite being the same drawings. The other effects were not statistically significant, 
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indicating that the three types of information (Success, Prestige and Similarity) had similar 

effects on participants’ perceptions of the model drawings; Bias Type: F(2, 175) = 0.80, p = .453; 

Bias Type by Level: F(2, 175) = 0.58, p = .563. 

 

Figure 2.9. The average quality ratings participants in Experiment 2 gave the model drawings, 

for models described as Low and High in Success, Prestige and Similarity to the participant, 

as well as models with no description (Control). Individual points show the average for each 

participant, and error bars show 95% confidence intervals. 

2.3.2.5. Whether the effect of model descriptions on perceived drawing quality is driven by Low or High 

Trait models is inconclusive 

Do High Trait model descriptions enhance the perception of model drawings or do Low 

Trait model descriptions diminish this perception (or both)? I tested this by comparing 

perceived drawing quality in the Low Trait and High Trait conditions, collapsed across Bias 

Type, against the Control condition. Independent samples t tests (with Bonferroni correction) 

indicated that the Control condition did not differ statistically significantly from the High 

Trait condition, t(117) = 0.67, p = 1, or the Low Trait condition, t(120) = -1.06, p = .580. This 

pattern of results does not allow a conclusion to be drawn with respect to the encouraging or 

discouraging action of the model descriptions on drawing quality perceptions — all that can 

be said is that the drawings of High Trait models are perceived as better than those of Low 

Trait models. 
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2.3.2.6. Model descriptions affect behaviour indirectly via content bias 

Participants’ communication behaviour was guided by model-based biases: they copied 

drawings produced by High Trait models more strongly than those produced by Low Trait 

models. They also rated the drawings of High Trait models as higher quality than those of 

Low Trait models. If participants’ communication behaviour was guided by a content bias to 

copy higher quality model drawings, this could mean that the effect of model-based biases on 

behaviour has an indirect component, affecting behaviour through the effect of model 

descriptions on quality perception. I performed a mediation analysis on the Low Trait and 

High Trait conditions to test whether this was the case. The model is shown in Figure 2.10, 

with the standardised regression coefficients for each relationship. The main relationships of 

interest are between Level (Low Trait, High Trait; the independent variable), Self-Model 

similarity (the dependent variable), and participants’ ratings of model drawing quality (the 

mediating variable). I included Baseline similarity as a second independent variable in the 

model to control for any effects this had on participants’ perceptions or behaviour. For 

instance, when Baseline similarity was high, it was likely — and the regression coefficients in 

Figure 2.10 show this to be true — that participants would give higher ratings to the model 

drawings that they observed; subsequently, an egocentric tendency to stick with their own 

initial drawings, giving high Self-Model similarity (i.e., maintaining the high by-chance 

similarity to the model drawings), would inflate the relationship between quality ratings and 

Self-Model similarity. This needs to be controlled in testing whether participants’ behaviour 

was guided by content bias. 

Was participants’ communication behaviour guided by content bias? As indicated in 

Figure 2.10, there is a strong, statistically significant relationship between participants’ 

drawing quality ratings and Self-Model similarity, with Level and Baseline similarity in the 

model, β = .39, p < .001, indicating that participants copied drawings they rated highly, 

regardless of how the model was described, and separately from the effects of Baseline 

similarity. This indicates that participants’ communication behaviour was guided by content 

bias. This is supported by a marginally significant partial correlation in the Control condition, 

between participants’ drawing quality ratings and Self-Model similarity, controlling for 

Baseline similarity, r(28) = .33, p = .078. 
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Given that model descriptions affected participants’ perceptions of the model drawing 

quality, and drawing quality perceptions affected communication behaviour, did model-

based biases act indirectly via quality perceptions? The standardised indirect effect of Level 

on Self-Model similarity, via quality ratings, was (.21)(.39) = .08. This effect was shown to be 

statistically significant by a Sobel test (Sobel, 1982), Z = 2.76, p = .006, and this was supported 

using bias-corrected 95% confidence interval bootstrapping procedures (Preacher & Hayes, 

2008) based on 5,000 samples, 95% confidence intervals [.05, .10] not overlapping with 0. As 

shown in Figure 2.10, the direct effect of Level on Self-Model drawing similarity was reduced 

by including quality ratings in the model, and became marginally statistically significant. 

Thus model descriptions had a marginally significant direct effect on communication 

Figure 2.10. Standardised regression coefficients (β) and corresponding p values for the 

relationships between Level (Low Trait, High Trait) and Self-Model similarity as mediated by 

drawing quality ratings. Baseline similarity is also included as an independent variable, to 

control for its inflation of the relationship between quality ratings and Self-Model similarity. 

The direct relationships between Level and Self-Model similarity, and Baseline and Self-

Model similarity, without controlling for drawing quality ratings, are shown outside of 

parentheses; the relationships when controlling for drawing quality ratings are shown in 

parentheses. 
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behaviour, and a similar-sized indirect effect, where model descriptions influenced 

participants’ perceptions of drawing quality, and this subsequently affected communication 

behaviour via content bias. This contrasts with Experiment 1, where model-based biases 

operated only via an indirect effect. Note, however, that removing Baseline similarity from 

the current model gives a mediation analysis that mirrors the results of Experiment 1, with 

the relationship between Level and Self-Model similarity being entirely indirect.3 Thus the 

contrasting pattern of results may be a result of controlling for chance similarity between 

model and participant drawings (Baseline similarity) in Experiment 2. 

2.3.3. Experiment 2 discussion 

The aim of Experiment 2 was to replicate Experiment 1 with extra controls in place, to 

measure model-based and content biases with greater sensitivity, by controlling for 

participants' baseline behaviour, and to test whether the model-based biases result from 

favouring High Trait models or disfavouring Low Trait models (or both), by comparing to a 

condition in which models were not described. The pattern of results broadly supports 

Experiment 1. Being able to control for baseline chance similarity between participant and 

model drawings led to a more sensitive measure of model influence, and the effect of model 

descriptions on communication behaviour became clearer, with participants showing greater 

copying of High Trait models than Low Trait models. As in Experiment 1, participants 

perceived model drawings to be higher quality if the model was described as High Trait rather 

than Low Trait, and were guided by a content bias to copy drawings they perceived to better 

represent the meanings. The model descriptions again had an indirect effect on participant 

behaviour, such that High Trait drawings were perceived to be higher quality and so copied 

more than Low Trait drawings via content bias. However, in contrast to Experiment 1, model 

descriptions also affected copying directly. This difference could be due to controlling for 

participants’ baseline behaviour in Experiment 2, in the statistical analysis or via changes in 

participant behaviour due to producing the initial set of drawings (e.g., perhaps participants 

were better able to interpret the model descriptions in Experiment 2, being more familiar with 

the task). 

                                                      
3 Direct β = .15, p = .049 without quality ratings in the analysis, and β = .05, p = .422 with quality 

ratings included; indirect β = (.15)(.55) = .08, Sobel test Z = 2.28, p = .022, bootstrapped 95% CIs [.08, .11]. 
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Experiment 2 had two novel findings. First, I showed through the addition of a Control 

condition in which models were not described that the model-based biases guiding 

participants’ copying behaviour stemmed from disfavouring Low Trait models and not 

favouring High Trait models. This may represent a type of loss aversion (Kahneman & 

Tversky, 1979), and is consistent with research suggesting that good reputations and trust are 

easier to lose than to gain (Kramer, 1999; Rothbart & Park, 1986; Slovic, 1993); people appear 

to be more concerned about discouraging negative outcomes than encouraging positive ones. 

Yaniv and Kleinberger (2000) found a similar pattern in participants’ copying in a study on 

advice taking, where participants disfavoured the judgments of a good advisor who became 

average more than they favoured the judgments of a bad advisor who became average. 

Second, the addition of the initial drawing phase allowed me to measure participants’ 

egocentric tendency to reuse their own ideas rather than copy models. This was high, and 

may explain the low level of model influence in Experiment 1 (i.e., participants have a 

tendency to prefer their own ideas). Relatedly, it was also found that participants rated model 

drawings as higher quality when those drawings were similar to their own previously-

produced drawings. This plus participants’ tendency to “self-copy” could lead to a positive 

correlation between participants’ quality ratings and Self-Model similarity, which would 

otherwise be (incorrectly) interpreted as content bias. This was a concern in Experiment 1, and 

it highlights the value of measuring participants’ baseline behaviour to rule out that 

explanation in Experiment 2. 

2.4. General discussion 

The primary aim of the experiments in this chapter was to test whether copying in 

communication is guided by model-based biases. To remove the confounding effects of 

participants’ experience with their natural languages, I used a graphical communication task, 

asking participants to observe the drawings of a model who was described as either high or 

low in success, prestige or similarity to the participant, and to produce their own drawings to 

communicate the same meanings. Participants showed a preference to copy the drawings of 

models who were described as high in each trait, compared to those described as low, 

demonstrating the guidance of model-based biases. This adds important experimental 

support to dual inheritance theory, showing that model-based biases can guide behaviour in 

a task with high variation and the possibility for partial copying, in contrast to the binary 
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choice scenarios that make up the majority of experimental studies of cultural transmission 

biases (e.g., Chudek et al., 2012; Efferson et al., 2008; McElreath et al., 2005; Morgan et al., 

2012).  

2.4.1. The mechanisms of model-based biases 

The other aim of the experiments was to investigate the mechanisms by which any model-

based biases operate. There were three key findings here. 

2.4.1.1. Model-based biases operate via content bias 

Both experiments in this chapter showed evidence of participants’ copying being guided 

by content bias. This is consistent with previous studies finding evidence of content biases in 

similar communication tasks (Fay et al., 2008; Fay & Ellison, 2013; Tamariz et al., 2014). Unlike 

many previous cultural evolutionary studies, here the information used to elicit model-based 

biases (i.e., whether a model was high or low in a trait) was not also the only source of 

information about the quality of models’ behaviour, which participants here could judge for 

themselves. This allowed an examination of the relationship between model-based biases and 

content biases for the first time. Participants’ quality perceptions were found to be affected by 

model descriptions, and in both experiments this meant that model-based biases operated 

(wholly or partly) by an indirect route, “piggybacking” on content bias by influencing the 

perception of model drawing quality. This is a novel finding and suggests that some model-

based biases may be better considered as special cases of content biases rather than as separate 

phenomena. 

2.4.1.2. Model-based biases operate by inhibiting the copying of undesirable models 

Experiment 2 showed that the model-based biases operated through inhibited copying of 

Low Trait models, with High Trait models being copied no more than models who were not 

described at all. This is consistent with Garrod and Pickering’s (2007) suggestion that effortful 

inhibition of alignment in communication may explain social effects noted in previous 

research (e.g., Branigan et al., 2007; Gregory & Webster, 1996; Isaacs & Clark, 1987). That the 

biases work through inhibition could also explain why the effect was not very strong: people 

may wish to expend minimal effort inhibiting, and may find the communication difficulties 

arising from inhibited alignment (Pickering & Garrod, 2006) to be undesirable. The low 

strength of the biases is also consistent with some modelling work suggesting that cultural 
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transmission biases related to variant quality (such as success or prestige biases) may be weak 

in the context of a coordination task (which communication usually is; Nakahashi et al., 2012) 

or in general (Baldini, 2012, 2013). 

2.4.1.3. The same mechanism may underlie different model-based biases 

In both experiments, success, prestige and similarity were shown to have equivalent 

influence over participants’ copying and quality perceptions. Atkisson et al. (2012) reported a 

similar result, with prestige and success information being equally relied on as criteria for 

choosing models. The fact that three separate biases were equivalent in strength suggests that 

they may tap into the same underlying processes. A possible explanation comes from self-

categorisation theory (Hornsey, 2008; Turner et al., 1987). In self-categorisation theory, 

members of a group who are more prototypical (more representative of the group) are more 

influential. Prototypicality is increased by similarity to the other group members, and by 

expertise, because people are considered experts when they hold the most agreed-upon 

opinions and ideas within the group. Thus the manipulations for success, prestige and 

similarity may have all tapped into the underlying prototypicality of the models (within the 

group participants perceived to share with them — e.g., students or Australians or 

experimental participants), rather than operating by three separate but related mechanisms. 

2.4.2. Egocentric bias 

The strongest effect in Experiment 2 was the tendency for participants to produce 

drawings similar to the ones they had produced earlier, rather than copy their models. Low 

similarity between participant and model drawings in Experiment 1 also suggested a 

reluctance to copy models. This finding is consistent with low levels of copying in past 

research (Efferson et al., 2007; Eriksson & Strimling, 2009; Harvey & Fischer, 1997; McElreath 

et al., 2005; Weizsäcker, 2010; Yaniv & Kleinberger, 2000), and a preference for self-copying in 

communication (Knutsen & Bigot, 2014; S. L. Rogers & Fay, 2016). A possible explanation, 

suggested previously to explain low uptake of advice (Yaniv, 2004a; Yaniv & Kleinberger, 

2000), is that participants have full access to the reasoning behind the signs they develop 

themselves, but not for the signs produced by models, so they are more likely to be convinced 

of the quality of their own creations and less likely to be satisfied with those of a model. This 

is consistent with research showing that people overestimate their effectiveness in both 

spoken and written communication (Fay, Page, et al., 2010; Keysar & Henly, 2002; Kruger et 
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al., 2005). Alternative (and not necessarily mutually exclusive) explanations come from 

research looking at when people choose to learn socially or asocially (Eriksson & Strimling, 

2009; Morgan et al., 2012). Particularly relevant to the present task is Morgan et al.’s suggestion 

that people may prefer to learn asocially (rather than copying a model) when the cost of being 

incorrect is low and there is enjoyment in making an original attempt. This matter will be 

examined further in Chapter 5. 

2.5. Conclusion 

The experiments reported in this chapter add important empirical support to gene-culture 

coevolutionary theory by showing that three model-based biases (success, prestige and 

similarity) guide copying in a communication task, thus generalising previous support to a 

high-variation setting where partial copying is possible. The experiments also examined the 

mechanisms by which model-based biases operate, showing that the preferential copying of 

favourable models is due to inhibited copying of unfavourable models, and that the biases 

operate at least partly via content bias, by affecting quality perceptions. The three examined 

model-based biases were of equivalent strength, suggesting that they may tap into the same 

underlying cognitive mechanisms. These experiments represent an important step in 

uncovering the individual-level psychological processes underpinning large-scale 

phenomena in the evolution of human communication systems and culture more generally. 
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Chapter 3  

Frequency-Dependent Bias 

Influences Human 

Communication (I) 

3.1. Introduction 

In Chapter 2 I reported two experiments testing for model-based biases in human 

communication, and investigated the relationship between model-based and content biases. 

In Experiment 1, participants observed drawings produced by models reported as high or low 

in success, prestige or similarity to the participant, and rated the quality of those drawings. 

They then produced their own drawings to represent the same meanings. Experiment 2 had 

the same design, but with participants producing their own drawings prior to observing the 

model drawings, as well as afterwards. This allowed for more precise measures of model 

influence and content bias. Overall, the experiments showed that participants perceived the 

drawings produced by High Trait models to be higher quality than those produced by Low 

Trait models (despite being the same drawings), and they preferred to copy drawings they 

perceived to be higher quality (i.e., a content bias). This meant that participants’ copying 

behaviour was guided by a model-based bias favouring High Trait models, which acted 

indirectly via content bias (though in Experiment 2 there was also a marginally statistically 

significant direct effect of model trait on copying). Having established that copying in a 

communication task is subject to model-based biases, and that these operate (at least partly) 

via content bias, in the present chapter I test the extent to which communication behaviour is 

affected by the frequency of a communication variant, and examine whether any effect of 

variant frequency also operates through content bias. 

Like model-based biases, frequency-dependent biases are thought to influence cultural 

transmission (Boyd & Richerson, 1985; Henrich & McElreath, 2003). Multiple types of 
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frequency-dependent bias are possible based on specific mechanical differences, and they 

broadly fall into two categories: conformist biases, where majority variants are copied above 

chance, and anti-conformist biases, where minority variants are copied above chance. 

Conformist biases are the most-studied type. As a conformist bias will lead to the 

disproportionate adoption of the most common variants, it may be adaptive in a situation 

where high quality cultural variants are systematically the most common, through the action 

of something like content-biased copying or natural selection. An anti-conformist bias may be 

adaptive in domains where originality is highly valued. 

The evolution of conformist bias has been a frequent subject of mathematical and 

computational modelling, but with mixed support. While some studies indicate that a 

conformist bias would be favoured by natural selection under a broad range of conditions, 

such as both fluctuating and non-fluctuating environments (Boyd & Richerson, 1985; Henrich 

& Boyd, 1998; Kandler & Laland, 2013; Nakahashi et al., 2012), others suggest that the range 

of conditions would be narrower, for instance that it may not be adaptive in a fluctuating 

environment if individual learning is costly (Kameda & Nakanishi, 2002; Wakano & Aoki, 

2007). Additionally, some modelling suggests that a conformist bias can hinder cumulative 

cultural evolution (Eriksson et al., 2007) or the evolution of cooperation (Molleman et al., 

2013). This work is valuable, but the mixed findings emphasise the complementary 

importance of experimental investigation into frequency-dependent biases, to test the 

assumptions and predictions of the models.  

Psychologists have studied majority and minority influence for decades (e.g., Asch, 1951, 

1956; Moscovici, 1976; Sherif, 1936), but for a long time these studies were not designed to 

examine frequency-dependent biases and typically did not distinguish between the effects of 

frequency and other biases (e.g., content biases), or between conformist frequency-dependent 

biases and unbiased (random) copying, which also favours majority variants (Mesoudi, 2009). 

More recently, experimenters have designed studies to test for frequency-dependent biases. 

These experiments usually involve a binary choice task, in which participants choose between 

two variants based on information about the payoff of each variant and the choices of other 

participants. Experimenters then compare participants’ variant choice patterns to those 

resulting from the computational simulation of various copying strategies. For example, 

McElreath et al. (2005, Experiment 3) had participants play a computer game in which they 
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made a series of binary crop choices (“wheat” or “potatoes”) over 20 seasons on each of six 

farms, where the yield for each crop differed for each farm. For three farms, the mean yield 

for each crop was constant across seasons, and for the remaining farms the mean yield 

fluctuated. The aim was to obtain the highest possible yield. Participants made their crop 

choices individually in groups of four to seven, and were able to see the most recent planting 

decisions made by the other members of their group (but not the yield resulting from those 

decisions). The authors then compared the participants’ behaviour to the predictions of four 

behavioural models: individual trial-and-error learning; copying one group member at 

random; sticking to one’s own previous choice if a random other group member also made 

that choice (and otherwise relying on individual learning); and copying the majority 

behaviour (or relying on individual learning in the case of having no clear majority). In farms 

where environmental fluctuation was present, participants’ behaviour was consistent with the 

conformist majority-copying model. However, in the farms where environmental fluctuation 

was not present, participants’ behaviour was more consistent with copying one group 

member at random — despite the fact that conformism would have led to higher success on 

the task. 

Other studies using similar methods have also found evidence for a conformist strategy 

under certain circumstances. Toelch et al. (2010) had participants try to choose the most 

rewarding of three options based only on how many others had selected each option (the 

others knew how many points they were earning, but the participants did not). The 

participants’ behaviour was consistent with a conformist bias unless there was a rapid change 

in frequency, in which case they followed the change instead of copying the majority. In a 

binary choice task that included environmental feedback and information about others’ 

choices, McElreath et al. (2008) found that participants would choose based on content bias, 

but if the quality was too similar they would switch to a conformist bias. Other studies have 

found evidence for a conformist strategy in some tasks but not others (Eriksson et al., 2007; 

Morgan et al., 2012), or with some participants but not others (Efferson et al., 2008; Morgan et 

al., 2015; van den Berg et al., 2015). Eriksson and Coultas (2009) found evidence for a 

frequency-dependent bias, but it was anti-conformist rather than conformist — their 

participants copied the majority responses more often overall, but they actually copied the 

majority below chance, and the minority above chance. These mixed results show that 
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frequency-dependent biases are likely to guide copying under certain conditions in certain 

domains, with different types of frequency dependence (e.g., conformist, anti-conformist) in 

different situations. 

One common thread across these studies is the small number of options participants had 

when making their choices. This approach has been used so commonly because it allows 

researchers to link experimental studies to the theoretical work that inspired them, and to 

easily model the copying strategies used by participants, which is useful for testing 

hypotheses about participants’ strategies. However, reducing the cultural landscape to a very 

small number of variants (usually two) is unrepresentative of many learning situations in the 

real world. Another disadvantage is that participants cannot invent their own responses, or 

choose a combined option. I address these issues in this thesis by focusing on copying in the 

domain of communication; in communication there is potentially huge variation, and copying 

is usually partial. Given that we know reliance on frequency-dependent biases differs across 

different types of task, it is useful to extend the past research by examining a more realistic 

situation, with higher variation and more freedom in participant responses. 

The aim of this chapter is to test how variant frequency affects copying in a 

communication task. In the next section I review evidence suggesting that copying in 

communication may be subject to frequency-dependent biases, though this has not been 

directly tested. I then explain the present experiments and report the findings. 

3.1.1. The influence of frequency in communication 

Many effects in language research are related to word frequency. For example, more 

frequently used words tend to be shorter (Piantadosi et al., 2011; Zipf, 1935), recognised faster 

(Brysbaert et al., 2011), and more resistant to change (Pagel et al., 2007). A kind of frequency-

biased copying appears to exist in child language acquisition, where frequently-encountered 

forms are acquired earlier, more likely to be produced correctly, and more likely to be 

produced by accident when attempting to produce other forms (Ambridge et al., 2015). 

However, these findings indicate how the absolute frequency of a single variant affects the 

speed of its adoption, whereas frequency-dependent biases are concerned with the relative 

frequencies of different variants. 

There is evidence to suggest that frequency-dependent biases may have been involved in 

historical instances of language change. In cases where immigration leads to the mixing of a 
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large number of speakers with different dialects, over time that mixture gives way to a single 

new dialect in a process called levelling. Generally, the more common variants survive into 

the new dialect, while the less common variants are lost. For instance, features that were more 

common among early British and Irish immigrants to New Zealand, such as pronouncing the 

H at the start of words (as opposed to dropping it), tended to survive the levelling process 

that resulted in New Zealand English (Trudgill, 2004). A similar majority-biased pattern has 

been observed in the development of colonial dialects of Spanish (Penny, 2000) and dialects 

that developed in areas that experienced mass immigration in the twentieth century (Kerswill, 

2002; Kerswill & Williams, 2000). However, a pattern of copying that favours majority variants 

is not necessarily evidence of a frequency-dependent bias, as unbiased (random) copying also 

favours the majority. Additionally, there are many factors outside of variant frequency that 

might have contributed to the pattern (e.g., content bias). 

To establish the effect of variant frequency on communication behaviour, an experimental 

approach is needed, ideally looking at the development of novel communication systems in 

controlled laboratory environments, to control for external influences — as in the field of 

experimental semiotics. Researchers in this field have occasionally varied the frequency with 

which different participants interact with one another (Roberts, 2010), or created situations 

where participants encountered multiple variants for communicating the same meaning and 

so might be influenced by variant frequency (Fay, Garrod, et al., 2010). Others have shown 

that in certain circumstances participants increased the rate of majority variants from training 

material (Hudson Kam & Newport, 2009), possibly indicating a frequency-dependent bias. 

However, variant frequency has not been experimentally manipulated in such a way as to test 

for frequency-dependent biases, and researchers have not tested whether participants’ 

behaviour is guided by them. 

If variant frequency does guide copying in communication, what effect might it have? 

Some predictions can be made based on the interactive alignment model (Pickering & Garrod, 

2004). According to this model, alignment between interlocutors (i.e., use of the same signs to 

represent the same meanings) automatically leads to the alignment of situation models, which 

is the goal of communication. This suggests that increased copying may be a useful strategy 

for increasing communication success. Communication is also made easier by alignment 

because people who are aligned with their partner can predict what their partner will say 
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based on forward modelling of their own behaviour, with no need to model their partner’s 

internal state (Pickering & Garrod, 2006, 2013). This means that there is considerable pressure 

within a linguistic community for people to use the same signs to represent the same 

meanings in order to understand and be understood by others. A bias towards copying the 

signs used by the majority of others, whether a conformist bias or otherwise, would allow 

people to take advantage of existing conventions, making communication easier with the 

majority of other people. It may therefore be the best copying strategy to use in 

communication. On this basis, we can predict that, in a communication task, people would 

tend to copy more frequent sign variants over less frequent sign variants. 

This argument also tells us something about the relationship to expect between variant 

frequency and content bias. If people copy majority sign variants to increase their alignment 

with more people, those variants need not be inherently high-quality representations — it is 

the context that makes the variants adaptive, rather than the content (perhaps given a 

minimum quality level). We may therefore expect that the relationship between variant 

frequency and copying would be direct, and not indirect via content bias. This would contrast 

with the pattern of results for model-based biases, where the effect of model trait on copying 

had an indirect component. 

3.2. Experiment 3 

Experiment 3 tests the influence of variant frequency on communication behaviour, and 

examines the relationship between the influence of variant frequency and content bias. 

Participants observed four drawings produced by four different models to communicate each 

of a series of meanings, with three of those drawings being of one variant, the Majority, and 

one being of a different variant, the Minority. Participants rated the quality of each drawing 

and then produced their own drawings to represent the same meanings. Participants’ 

drawings were compared to the Majority and Minority model drawings to assess the influence 

of variant frequency on communication behaviour. 

If participants are biased to preferentially copy more frequent variants, this would be 

reflected by higher similarity between participant drawings and the Majority model drawings 

than between participant drawings and the Minority model drawings. Variant frequency may 

also affect participants’ perceptions of the quality of the model drawings — perceiving, for 

instance, the Majority drawings to be more representative of their meanings than the Minority 
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drawings. If this is the case, the effect of variant frequency may be partly or wholly indirect, 

guiding participants’ copying via content bias. This is investigated. 

3.2.1. Method 

The study was approved by the University of Western Australia Human Ethics 

Committee, and all participants gave written informed consent to participate. All methods 

were performed in accordance with the guidelines from the National Statement on Ethical 

Conduct in Human Research jointly developed by the NHMRC, ARC and Universities 

Australia. 

3.2.1.1. Participants 

The participants were 60 undergraduate students studying psychology at the University 

of Western Australia. Due to a technical error, age and gender were not recorded. 

3.2.1.2. Design 

The experiment had two phases. In Phase 1, participants observed drawings produced by 

models for eight different meanings. For each meaning, they received four model drawings. 

Three of these drawings, the Majority, were of the same variant (i.e., they represented the 

meaning in the same way) and the fourth drawing, the Minority, was of a different variant 

(i.e., it represented the meaning in a different way). While observing the model drawings, 

participants rated the quality of each drawing with respect to how well it represented its 

meaning. In Phase 2, participants drew each of the same eight meanings themselves. These 

drawings were used to establish the extent to which participants’ communication behaviour 

was influenced by the models’ communication behaviour. 

There were two dependent variables. The first measured participants’ copying behaviour 

by assessing the similarity between the model drawings and the participant drawings (Self-

Model similarity). Drawing similarity was measured by rating pairs of drawings on a 10-point 

Likert scale that ranged from 0 (completely dissimilar) to 9 (extremely similar). This allowed me 

to test whether the Majority variant influenced communication behaviour more than the 

Minority variant. 

The second dependent variable measured participants’ perceptions of the quality of the 

model drawings, using the ratings participants made in Phase 1. Participants rated how well 

each drawing represented its meaning using a 5-point Likert scale that ranged from 1 (very 
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poorly) to 5 (very well). This allowed me to test whether variant frequency affected participants’ 

perceptions of the model drawings. 

3.2.1.3. Materials 

Participants were allocated eight meanings, randomly sampled for each participant from 

the pool of sixteen meanings used in Chapter 2, shown again in Table 3.1. Participants received 

model drawings of these eight meanings in Phase 1, and produced their own drawings of the 

same meanings in Phase 2. 

Table 3.1. 

The 16 meanings represented by drawings in the experiment 

To manipulate variant frequency, participants received three Majority drawings and one 

Minority drawing. Thus there were two variants for each meaning. To control for the quality 

of the model drawings, so that the effect of frequency was not confounded by content bias, 

half of the participants received Variant 1 as the Majority and Variant 2 as the Minority, and 

the other half received Variant 2 as the Majority and Variant 1 as the Minority. Each variant 

had three drawings; all three were presented when a variant was in the Majority, and the 

specific drawing presented when a variant was in the Minority was counterbalanced across 

participants.  

The two variants for each meaning were identified through examination of the corpus of 

drawings produced by participants in a previous experiment (Fay, Walker, Swoboda, & 

Garrod, 2018). Three drawings of each of these meanings were then assembled from that 

corpus. An example of a set of model drawings, showing the two variants of the meaning 

Parliament, is shown in Figure 3.1A. In Variant 1 Parliament is represented by the interior of a 

parliamentary chamber, while in Variant 2 Parliament is represented by the exterior of the 

Australian Parliament House building. 

To confirm that the two sets of drawings for each meaning represented two distinct 

variants, I measured the similarity of each model drawing with the other model drawings of 

People Places Objects Genres Abstract 

Arnold Schwarzenegger Art Gallery Computer Monitor Cartoon Homesick 

Brad Pitt Museum Microwave Drama Loud 

Russell Crowe Parliament Television Soap Opera Poverty 

 Theatre    
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the same meaning, and checked that the similarity within each variant was higher than the 

similarity across variants. Similarity was measured by comparing pairs of drawings (240 pairs 

in total) on a 10-point scale. A second judge rated 20% of these, and the two sets of ratings 

correlated strongly, r(40) = .85, p < .001, indicating good inter-rater reliability. Figure 3.1B 

shows the similarity of same-meaning drawings that were the same variant (e.g., both 

represented Parliament as the Australian Parliament House building) and same-meaning 

drawings that were different variants (e.g., one represented Parliament as the Australian 

Parliament House and the other as a parliamentary chamber). The similarity of same-variant 

model drawings was much higher than the similarity of different-variant model drawings. 

This was confirmed by t test, t(15) = 23.28, p < .001, d = 5.82. Thus the two sets of drawings for 

each meaning represented distinct variants. 

 

Figure 3.1. A) An example of a set of model drawings, showing the two variants used for the 

meaning Parliament. The first variant represented Parliament as a simplified parliamentary 

chamber, while the second variant represented Parliament as the exterior of the Australian 

Parliament House. Each participant who had the meaning Parliament was shown all three 

drawings of one variant as the Majority, and one drawing of the other variant as the Minority. 

B) The average similarity of model drawings of each meaning when those drawings are 

different variants and when those drawings are the same variant. The horizontal line at 4.5 on 

the y-axis marks the halfway point on the similarity scale, so scores above the line may broadly 

be considered as similar, and scores below as dissimilar. Individual points show the average 

for each meaning, and error bars show 95% confidence intervals. 
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3.2.1.4. Procedure 

The experiment was conducted online with the experimenter present. All drawings were 

produced using a standard mouse, and participants completed the experiment at their own 

pace. Before starting the experiment, participants were asked for their age and gender. 

Phase 1. In Phase 1 participants were presented with the drawings produced by the models 

and rated the quality of each drawing. This was done over eight trials, with one meaning in 

each trial. Within a trial, the four drawings for that trial’s meaning were displayed in a 2×2 

grid with the order randomised. Below each drawing was a sentence asking participants how 

well they thought it represented its meaning (e.g., “How well do you think this picture 

represents Parliament?”). Participants rated the quality of each drawing by selecting from a 

drop-down menu whether the drawing represented its meaning “very well,” “somewhat 

well,” “neutral,” “somewhat poorly” or “very poorly”. Participants then clicked a “Next 

Image” button to proceed to the next trial. Phase 1 continued in this manner for all eight 

meanings, presented in a random order for each participant. When the four drawings 

associated with all eight meanings were rated, participants progressed to Phase 2. A 

screenshot from Phase 1 is shown in Figure 3.2. 

Phase 2. In Phase 2 participants produced drawings to represent the same eight meanings 

for which they had received model drawings in Phase 1. The meanings were presented in a 

random order, one in each trial for eight trials. Within a trial, participants were given drawing 

instructions at the top of the screen, with a meaning label below telling them what to draw. 

The instructions asked participants to produce their drawing in a box below the meaning 

label, as though they were communicating the meaning to another person. Participants were 

asked not to use letters or numbers in their drawing. Buttons at the bottom of the box allowed 

participants to alternate between the black pen tool and an eraser. Participants were instructed 

to click a “save” button when they had completed their drawing. This saved the image and 

moved the participant on to the next trial. Once participants had drawn all eight meanings 

the experiment ended and they were debriefed. Figure 3.3 shows a screenshot from Phase 2. 
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Figure 3.2. A screenshot from Phase 1 for the meaning Loud. Participants rated the quality of 

the model drawings using the drop-down menu below each drawing, then clicked “Next 

Image” to proceed to the next trial. In this example, the three Majority model drawings are at 

the top left, top right and bottom right, with the Minority model drawing at the bottom left. 

The order of the drawings was randomised. 

 

Figure 3.3. A screenshot from Phase 2 with a completed drawing of Microwave. The “pen” and 

“eraser” buttons at the bottom left were used to alternate between the black pen tool and an 

eraser. Participants clicked the “save” button at the bottom right to submit the drawing and 

progress to the next trial. 
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3.2.2. Results 

3.2.2.1. Variant frequency affects communication behaviour 

Example drawings produced in Experiment 3 are shown in Figure 3.4. The figure shows 

four model drawings of Poverty and the Phase 2 drawings from the seven participants who 

were presented with this set of model drawings. The Majority model drawings depict Poverty 

as a person begging, and the Minority model drawing depicts Poverty as a dollar note with 

the dollar sign crossed out. Participant drawings vary in detail but most (participants B, C, D, 

F and G) appeared to copy the Majority model drawings, depicting Poverty as a person 

begging. In addition to this apparent Majority-copying, Participants B, D and G also appeared  

 

 

Figure 3.4. Majority and Minority model drawings of Poverty and the Phase 2 drawings from 

the seven participants who were presented with them. Most participants appeared to copy 

the Majority depiction (B, C, D, F and G drew people begging), with some copying of the 

Minority as well (B, D and G included dollar signs in their drawings). 
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to copy the Minority model drawing, but to a lesser extent, by reproducing the dollar sign 

somewhere in their drawings. Participants A and E respectively depicted Poverty with a 

skeletal figure and crossed-out food, and a person sleeping in a box outside, which include 

human figures (perhaps copying the Majority) but otherwise indicate innovation by those 

participants. 

Was participants’ communication behaviour influenced by the frequency of model 

drawing variants? To answer this question I examined the similarity between the participant 

drawings and the Majority and Minority model drawings. I rated pairs of same-meaning 

drawings on a 10-point scale from 0 (completely dissimilar) to 9 (extremely similar). For all 

meanings for each participant, separate comparisons were made between the drawing that 

participants produced in Phase 2 and each of the four model drawings that they observed in 

Phase 1 (Self-Model similarity). A total of 1,920 pairs of drawings were rated. As previously, 

these were presented in a random order without identifying information, and a second judge 

rated 20% of the pairs of drawings. The two sets of ratings correlated highly, r(396) = .84, 

p < .001, indicating strong inter-rater reliability. The original ratings were used in all analyses. 

The Self-Model similarity scores for the Majority and Minority model drawings are shown 

in Figure 3.5A, where Self-Model similarity is higher for Majority model drawings than 

Minority model drawings. This was confirmed by a paired samples t test, showing a 

statistically significant difference between Majority and Minority, t(59) = 3.60, p = .001, d = 0.46. 

3.2.2.2. Variant frequency does not affect perceived variant quality 

Were participants’ perceptions of the quality of the model drawings affected by variant 

frequency? The drawing quality ratings were made by participants on a Likert scale ranging 

from 1 (the drawing represents the meaning very poorly) to 5 (very well). The quality ratings 

participants gave the model drawings are shown in Figure 3.5B, and were similar for both 

Majority and Minority model drawings. This was confirmed by a paired samples t test, 

showing no statistically significant difference between the quality ratings of Majority and 

Minority model drawings, t(59) = 1.05, p = .300. 

3.2.2.3. Communication behaviour is consistent with content bias 

The frequency of model drawing variants affected copying behaviour, but not drawing 

quality perception. This means that variant frequency did not indirectly affect copying 

behaviour via content bias. However, content bias may still have affected copying behaviour. 
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Figure 3.5. A) The average Self-Model similarity scores for Majority and Minority model 

drawings in Experiment 3. The dashed horizontal line at 4.5 on the y-axis marks the halfway 

point on the similarity scale, so scores above the line may broadly be considered as similar, 

and scores below as dissimilar. B) The average quality ratings participants in Experiment 3 

gave the Majority and Minority model drawings. In both plots, individual points show the 

average for each participant, and error bars show 95% confidence intervals. 

There were statistically significant correlations between participants’ variant quality ratings 

and Self-Model similarity for Majority drawings, r(58) = .38, p = .003, and for Minority 

drawings, r(58) = .56, p < .001. This suggests that participants’ communication behaviour was 

guided by content bias, with stronger copying of the drawings they perceived to be better 

representations. 

3.2.3. Experiment 3 discussion 

Experiment 3 tested if variant frequency affected communication behaviour, and 

examined the relationship between the influence of variant frequency and content bias. In line 

with expectations, participants produced drawings that were more similar to the Majority 

model drawings than the Minority model drawings. The difference in similarity indicates that 

participants may have been guided by a frequency-dependent bias favouring the Majority 

variant, which would support dual inheritance theory (Boyd & Richerson, 1985; Henrich & 

McElreath, 2003). This finding extends previous research that shows a similar bias in tasks 

with more restricted participant behaviour (e.g., Efferson et al., 2008; Eriksson et al., 2007; 

McElreath et al., 2005, 2008; Morgan et al., 2012; van den Berg et al., 2015). However, it could 
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be the result of unbiased copying: copying a random drawing would here lead to copying the 

Majority variant 75% of the time. This will be explored in the next chapter. 

There was no difference between participants’ quality ratings of Majority and Minority 

model drawings, indicating that participants perceived them to be of similar quality overall, 

and therefore variant frequency did not influence variant quality perceptions. This means that 

the effect of variant frequency on behaviour was entirely direct. This contrasts with model-

based biases, which were shown to have an indirect effect on behaviour, where drawings 

produced by High Trait models were perceived as better, and better drawings were copied 

more. This suggests that variant frequency influences behaviour by a different mechanism to 

model-based biases.  

An issue with Experiment 3 (as with Experiment 1) is that there was no measure of 

participants’ baseline behaviour to show how participants would behave in the absence of 

model behaviour. Without factoring in participants’ behaviour prior to observing model 

drawings, the measure of “copying” may include independent chance similarities in 

behaviour, making it imprecise. Furthermore, the correlation between quality ratings and 

drawing similarity that was interpreted as content bias could instead result from participants 

giving high ratings to model drawings that are similar to ideas they have in mind already, 

which they then go on to produce (i.e., an egocentric bias). This issue is eliminated in 

Experiment 4 by adding a production phase prior to participants observing model drawings. 

This enables the measurement of similarity between model drawings and pre-model-

influence participant drawings, which can be used as a control in the data analysis. 

3.3. Experiment 4 

Experiment 4 replicates and extends Experiment 3, testing the influence of variant 

frequency on communication behaviour, and the relationship to content bias, with the 

addition of an important control. An initial production phase was added before participants 

observed the model drawings, so that participants’ behaviour prior to model influence could 

be measured. This allowed for more certainty that participant behaviour after observing 

model drawings was due to model influence, and gave a more precise measure of content 

bias. 

The results of Experiment 4 were broadly expected to reflect those of Experiment 3. 

However, the addition of an initial production phase meant that participants’ baseline 
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behaviour could be controlled for, which allowed a test of whether the apparent effect of 

content bias in Experiment 3 was actually the result of an egocentric bias. If participants were 

truly guided by a content bias, the relationship between participants’ quality ratings and their 

Self-Model similarity scores (i.e., showing that they copy drawings perceived as high quality) 

should persist when controlling for the Baseline similarity between their uninfluenced 

drawings and the model drawings. The addition of a baseline measure of participant 

behaviour also allowed for an examination of participant’s egocentric bias in their tendency 

to reproduce their own drawings rather than copy the model drawings (Self-Self similarity). 

Based on the previous experiments, it was expected that participants would show a high level 

of similarity between their initial and final sets of drawings. 

3.3.1. Method 

The study was approved by the University of Western Australia Human Ethics 

Committee, and all participants gave written informed consent to participate. All methods 

were performed in accordance with the guidelines from the National Statement on Ethical 

Conduct in Human Research jointly developed by the NHMRC, ARC and Universities 

Australia. 

3.3.1.1. Participants 

The participants were 60 undergraduate psychology students (38 female, 22 male) at the 

University of Western Australia. The median age was 19 years (range 17–31). 

3.3.1.2. Design 

Experiment 4 used the same design as Experiment 3, except for the addition of an initial 

production phase (new Phase 1) prior to receiving model drawings (new Phase 2). After 

observing the model drawings, participants produced a second set of their own drawings 

(Phase 3) to establish the influence of the model drawings on their communication behaviour. 

As per Experiment 3, the independent variable was the frequency of model drawings of each 

variant (Majority of three, Minority of one). 

The first dependent variable was the measure of participants’ copying behaviour. As in 

Experiment 3, Self-Model similarity was measured as the similarity between the model 

drawings (now in Phase 2) and the drawings participants produced after observing the model 

drawings (now in Phase 3). With a prior production phase added (Phase 1), there were two 
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additional measures of drawing similarity: the Baseline similarity between the initial 

participant drawings (Phase 1) and model drawings (Phase 2), and the Self-Self similarity 

between the initial participant drawings (Phase 1) and the final participant drawings (Phase 

3). Baseline similarity was used as a baseline measurement of participants’ behaviour, while 

Self-Model similarity (as before) showed the influence of the model drawings on participants’ 

copying. Self-Self similarity showed participants’ tendency to reuse their initial drawings. 

Drawing similarity was again measured by rating pairs of drawings on a 10-point Likert scale. 

The second dependent variable, the measure of participants’ perceptions of the quality of 

the model drawings, was the same as in Experiment 3: in Phase 2 participants rated how well 

each model drawing represented its meaning, on a 5-point Likert scale. 

3.3.1.3. Materials 

The same model drawings were used as in Experiment 3. 

3.3.1.4. Procedure 

The procedure was the same as that for Experiment 3, except that an additional 

production phase was added at the beginning. This new Phase 1 was identical to the 

production phase in Experiment 3, where participants produced drawings of their eight 

meanings. The experiment then continued as Experiment 3: in Phase 2 participants observed 

and rated the quality of the model drawings associated with each of the eight meanings (as 

per Experiment 3’s Phase 1), and in Phase 3 participants again produced drawings for each of 

the eight meanings (as per Experiment 3’s Phase 2). 

3.3.2. Results 

Two participants each submitted one blank drawing. These drawings were excluded from 

analysis. 

3.3.2.1. Variant frequency affects communication behaviour 

Example drawings produced in Experiment 4 are shown in Figure 3.6. The figure shows 

four model drawings of Homesick and the Phase 1 and Phase 3 drawings from the seven 

participants who were presented with this set of model drawings. The Majority model 

drawings depict Homesick as a sad person thinking about a house, and the Minority model 

drawing depicts Homesick as a house and a sick person lying in a bed. In Phase 1 participants 

produced a variety of iconic drawings to represent Homesick. Participants B, C and D drew a 
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Figure 3.6. Majority and Minority model drawings of Homesick and the Phase 1 and Phase 3 

drawings from the seven participants who were presented with them. Most participants 

copied the Majority depiction (B, C, D and E), with others copying the Minority (A) or sticking 

to their own initial drawing (F and G). 
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sad person and a house (without the thought bubble used in the Majority model drawings), 

while participant G drew a house and a person vomiting, and participant A drew a house 

vomiting. Participant E drew two equations showing that a house plus a person equals a 

happy expression, while a house without a person equals a house and a person vomiting (i.e., 

when a person is not with their home they are “home” + “sick”). Participant F actually 

produced a person thinking about a house, pre-empting the Majority model drawings. In 

Phase 3, after observing the model drawings, participants mostly copied the Majority, with 

participants B, C, D, E and F all drawing a sad person thinking about a house (for participant 

F this could also be the result of self-copying). There was also some copying of the Minority 

(participant A) and some self-copying (participant G, and possibly F; E also showed some self-

copying by retaining the person vomiting from their Phase 1 drawing while adding the 

Majority’s thought bubble). 

Was participants’ communication behaviour influenced by the frequency of model 

drawing variants? To answer this question I examined the similarity between participant 

drawings and the Majority and Minority model drawings. For all meanings for each 

participant, comparisons were made between Phase 1 participant drawings and the model 

drawings (Baseline similarity), Phase 3 participant drawings and the model drawings (Self-

Model similarity), and between Phase 1 and Phase 3 participant drawings (Self-Self 

similarity). For Baseline and Self-Model similarity, separate ratings were made for 

comparisons to each of the four model drawings participants observed. A total of 4,320 pairs 

of drawings were rated. Inter-rater reliability was again calculated based on a second judge 

rating 20% of the pairs of drawings. The two sets of ratings correlated highly, r(854) = .84, 

p < .001, indicating strong inter-rater reliability. The original ratings were used in all analyses. 

The drawing similarity results for the Majority and Minority model drawings are shown 

in Figure 3.7A. Self-Model similarity was higher than Baseline similarity for both Majority and 

Minority model drawings, indicating that participants copied models of both types. However, 

Self-Model similarity was higher for Majority than Minority, meaning that participants copied 

the Majority model drawings more. These observations were confirmed by ANOVA and t 

test. The Baseline and Self-Model similarity scores were entered into a 2×2 repeated measures 

ANOVA with within-participants factors of Frequency (Majority, Minority) and Comparison 

(Baseline, Self-Model). The main effect of Frequency was statistically significant, 
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F(1, 59) = 12.33, p < .001, η2p = .17, as was the main effect of Comparison, F(1, 59) = 150.70, 

p < .001, η2p = .72. The Frequency by Comparison interaction effect was also statistically 

significant, F(1, 59) = 29.17, p < .001, η2p = .33. 

To investigate the interaction effect I used paired samples t tests with Bonferroni-

corrected p values. The increase from Baseline to Self-Model similarity was statistically 

significant for both Majority, t(59) = -10.71, p < .001, d = -1.38, and, with a smaller effect size, 

Minority, t(59) = -6.20, p < .001, d = -0.80, indicating that participants copied both Majority and 

Minority drawings. I calculated difference scores between Self-Model and Baseline similarity 

(Self-Model minus Baseline) to compare the degree of copying, and found that participants 

copied the Majority more than the Minority, t(59) = 5.40, p < .001, d = 0.70. 

 

Figure 3.7. A) The average Baseline, Self-Model and Self-Self similarity scores for participants 

in Experiment 4, with similarity to Majority and Minority model drawings separated out. The 

horizontal line at 4.5 on the y-axis marks the halfway point on the similarity scale, so scores 

above the line may broadly be considered as similar, and scores below as dissimilar. B) The 

average quality ratings participants in Experiment 4 gave their Majority and Minority model 

drawings. In both plots, individual points show the average for each participant, and error 

bars show 95% confidence intervals. 

3.3.2.2. An egocentric bias affects communication behaviour 

Was participants’ communication behaviour influenced by an egocentric bias to repeat 

their previous behaviour? In Figure 3.7A Self-Self similarity was the highest score, indicating 

that participants preferred to reproduce their own initial drawings than to copy model 

drawings. Paired samples t tests (with Bonferroni correction) show that Self-Self similarity 

was higher than Self-Model similarity for both Majority, t(59) = 6.54, p < .001, d = 0.84, and 

Minority, t(59) = 12.00, p < .001, d = 1.55. Thus participants copied the models, especially those 
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producing Majority drawings, but showed a stronger preference to reuse their own initial 

drawings. The fact that participants’ egocentric bias was stronger than their tendency to copy 

indicates that the egocentric bias was stronger than the influence of variant frequency (which 

was shown by differences in the amount of copying). 

3.3.2.3. Variant frequency does not affect perceived variant quality 

Were participants’ perceptions of the quality of the model drawings affected by variant 

frequency? The quality ratings for the Majority and Minority model drawings are shown in 

Figure 3.7B. Both sets of model drawings were rated similarly. This was confirmed by a paired 

samples t test, showing no statistically significant difference between the quality ratings of 

Majority and Minority model drawings, t(59) = 0.71, p = .481. 

3.3.2.4. Content bias does not affect communication behaviour 

The frequency of model drawing variants affected copying behaviour, but not drawing 

quality perception. This means that variant frequency did not indirectly affect copying 

behaviour via content bias. However, content bias may still have affected copying behaviour. 

As in Experiment 3, there were statistically significant correlations between participants’ 

variant quality ratings and Self-Model similarity for Majority, r(58) = .28, p = .032, and 

Minority, r(58) = .47, p < .001. However, this relationship was not statistically significant when 

controlling for the effects of Baseline similarity in partial correlations, for either Majority, 

r(57) = .16, p = .214, or Minority, r(57) = .18, p = .171. This removes the confounding effect of 

participants giving high ratings to model drawings that happen to resemble their own, which 

they then appear to copy by maintaining their own original drawings. The result indicates 

that participants’ copying behaviour in Experiment 4 was not guided by content bias. 

3.3.3. Experiment 4 discussion 

The aim of Experiment 4 was to replicate Experiment 3 with an extra control in place, to 

measure model influence and content bias with greater precision, by controlling for 

participants' baseline behaviour. The pattern of results broadly supports Experiment 3: 

participants copied Majority variants more than Minority variants, and did not perceive 

Majority variants to be better than Minority variants, so the relationship between variant 

frequency and copying behaviour was direct. In contrast to Experiment 3, controlling for 

participants’ baseline behaviour revealed that participants’ copying in Experiment 4 was not 
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guided by content bias, and suggests that the apparent guidance of content bias in Experiment 

3 was due to egocentric bias. It is possible that participants in Experiment 3 were guided by a 

content bias that did not guide participants’ behaviour in Experiment 4, though it is not 

obvious why this would be the case given that the same model drawings were used in both 

experiments. 

The addition of the initial drawing phase also allowed me to measure participants’ 

egocentric tendency to reuse their own ideas. As in Chapter 2, this was high. Although Self-

Self similarity could not be measured in Experiment 3, the fact that Self-Model similarity 

scores were similar to Experiment 4 suggests that participants in the first experiment were 

similarly inclined to favour their own ideas. 

3.4. General discussion 

The experiments in this chapter used a graphical communication task to test whether 

copying in communication is guided by variant frequency, and whether any influence of 

frequency might operate via content bias. Participants were shown model drawings that took 

the form of two different variants, where one variant had three exemplars and the other had 

just one. Participants did not perceive any difference in quality based on variant frequency, 

but nonetheless showed stronger copying of the more common variant. As frequency did not 

affect quality perceptions, the effect on copying was direct (not indirect via content bias). In 

Experiment 3 participants’ behaviour was consistent with content-biased copying, but this 

result vanished when controlling for egocentric bias in Experiment 4. The experiments 

indicate that copying in communication is influenced by variant frequency, and that this 

frequency effect is independent of content bias. 

The experiments support the findings of previous studies showing majority-biased 

copying in experimental scenarios where participants’ responses are more limited to a small 

set of choices (Efferson et al., 2008; Eriksson et al., 2007; Eriksson & Coultas, 2009; McElreath 

et al., 2005, 2008; Morgan et al., 2012; Toelch et al., 2010; van den Berg et al., 2015). This 

indicates that frequency-biased copying can manifest in a more realistic situation with higher 

variation. Although the model drawings shown to participants only constituted two variants, 

there was some variation within each variant (i.e., the Majority variant was represented by 

three similar but easily distinguishable drawings) and participants were free to produce 

drawings that transcended the variation on offer. Participants were able to produce composite 



  

 

90 

 

variants by copying multiple sources (self, Majority, Minority), and the example drawings 

show that they did this, supporting the experimental design. Participants were also free to not 

copy the model drawings at all, and high self-similarity shows that there was a tendency 

towards this. However, there was still a clear trend to copy more common over less common 

variants. 

3.4.1. The effect of variant frequency vs. model-based biases 

The experiments reported in this chapter investigating the influence of variant frequency 

are similar in design to those investigating model-based biases in Chapter 2. In both chapters, 

participants in one experiment (1 and 3) observed model drawings and then produced their 

own, and participants in another experiment (2 and 4) produced their own drawings, 

observed model drawings, and then produced their own again. The only differences were that 

participants in the experiments reported in Chapter 2 were given one model drawing for each 

meaning, rather than four, and the model was described to the participants. The parallels 

between the two sets of experiments allow me to compare the effects of variant frequency and 

model-based biases on participants’ copying behaviour, participants’ perceptions of the 

model drawings, the relationship each source of influence had with content bias, and 

participants’ tendency to favour their own drawings over the model drawings.  

3.4.1.1. Communication behaviour 

Participants in Chapter 2 copied High Trait models more than Low Trait models, and in 

the present chapter they copied drawings of a majority variant more than drawings of a 

minority variant. A comparison of effect sizes across the two chapters indicates that the effect 

of variant frequency on copying was stronger than the effect of model descriptions: compare 

d = 0.24 in Experiment 1 with d = 0.46 in Experiment 3, and d = 0.46 in Experiment 2 with 

d = 0.70 in Experiment 4. 

3.4.1.2. Perceived quality 

In Chapter 2 I found that model descriptions influenced participants’ ratings of the quality 

of the model drawings. In the current chapter I found that variant frequency did not affect 

participants’ ratings. Participants perceived drawings as better if they were produced by 

someone high in success, prestige or similarity to themselves, but not if the drawings were of 
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a more or less common variant. This suggests that different mechanisms underlie the two 

sources of influence. 

3.4.1.3. Content bias 

In Experiments 1 and 3, there were positive relationships between participants’ quality 

ratings and the similarity between their own drawings and the model drawings. This 

suggested that participants’ copying was guided by a content bias to copy higher quality 

drawings. However, I could not be certain of this without controlling for participants’ prior 

ideas by measuring their baseline behaviour. In Experiment 4, the relationship was eliminated 

when controlling for participants’ baseline behaviour; in Experiment 2, the relationship 

persisted. Thus participants in Chapter 2 were guided by a content bias (at least in Experiment 

2) and participants in the present chapter were not (at least in Experiment 4). One possible 

explanation for this is that content bias may have been a useful copying strategy in Chapter 2 

but not in the present chapter. The model drawings in Chapter 2 may have varied more in 

quality, given that more model drawings were used across the experiment, and participants’ 

perceptions of drawing quality were further varied by the influence of model descriptions. 

(The standard deviations of participants’ ratings supports this idea: compare 0.77 and 0.85 in 

Experiments 1 and 2 to 0.50 and 0.51 in Experiments 3 and 4.) This would be consistent with 

modelling work suggesting that content biases should be stronger with more cultural 

variability (Boyd & Richerson, 1985). Another possible explanation is that participants prefer 

to use variant frequency to guide their copying, but fall back on content bias when this is not 

a possible source of influence, as in Chapter 2. Perhaps in communication people prioritise 

frequency information (maybe assuming a minimum level of quality) and then consider sign 

quality only when the variants do not differ in frequency. This would be the reverse of a 

pattern found by McElreath et al. (2008), whose participants prioritised content bias and used 

a conformist bias when quality was equal, but the difference in task may account for that. In 

McElreath et al.’s task, participants made binary choices with the aim of maximising payoffs, 

so they prioritised payoff information in guiding their copying. In communication, there is a 

benefit to using the same signs as other people, as it allows a person to take advantage of 

existing conventions, making communication easier and more successful. Therefore, it makes 

sense to prioritise frequency information. 



  

 

92 

 

In Experiments 1 and 2, there was an indirect effect of model descriptions on copying, via 

quality perception, indicating that model-based biases acted through content bias: model 

descriptions influenced perceived quality, and perceived quality affected copying. (In 

Experiment 2 this was accompanied by a marginally significant direct effect of model 

descriptions on copying.) In contrast, the effect of variant frequency on copying in 

Experiments 3 and 4 was wholly direct. This was an outcome of the fact that variant frequency 

did not affect quality perception. That model-based biases were partly indirect, and reliant on 

content bias, while the influence of variant frequency on copying was direct, may explain why 

the effect of variant frequency was the stronger of the two. 

3.4.1.4. Egocentric bias 

Finally, in both chapters the participants in the second experiment (2 and 4) demonstrated 

an egocentric bias by showing a strong tendency to maintain elements from their initial 

drawings when they drew a second time. In fact, the similarity between participants’ initial 

and final drawings was comparable in both chapters despite the fact that participants copied 

the models more in the present chapter. I suggest again that the tendency for self-similarity 

may be due to participants having privileged information about their own drawings, thus 

finding them more convincing than the model drawings (Yaniv, 2004a; Yaniv & Kleinberger, 

2000), or that participants may enjoy making an original attempt (Morgan et al., 2012). That 

the tendency for high self-similarity is consistent across both chapters supports the idea that 

people may have an egocentric default to maintain their previous solution to a problem, but 

model-based biases, content biases and variant frequency may convince them to change (S. L. 

Rogers & Fay, 2016; Tamariz et al., 2014). I will return to this in Chapter 5.  

3.4.2. Biased or unbiased copying? 

Boyd and Richerson’s (1985) definition of a frequency-dependent bias requires that 

copying be disproportionately affected by frequency. If copying is proportional, the effect is 

the same as copying at random, so there cannot be said to be a bias. In the present chapter, 

participants showed higher copying of the more common variant. Was this the result of a 

frequency-dependent bias, or unbiased copying? Additionally, if it was the result of a 

frequency-dependent bias, was it the result of a conformist bias, with the more frequent 

variant copied above chance? Alternatively, mirroring Eriksson and Coultas’s (2009) result, 

was it a weak anti-conformist bias, where the less frequent variant was copied above chance 
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but not so much as to surpass the more common variant overall? These questions will be 

addressed using computer simulation in the next chapter, testing how different copying 

strategies could lead to the empirical results collected here. 

3.5. Conclusion 

The experiments in this chapter indicate that variant frequency affects participants’ 

communication behaviour, with drawings of a majority variant being copied more than 

drawings of a minority variant. The use of a communication task with high freedom of 

participant response shows that frequency affects copying outside of the tasks in which it is 

typically examined, which limit participant behaviour to a small range of options. Variant 

frequency was shown to affect copying without affecting quality perception, indicating that 

the influence of variant frequency on copying has a mechanism that is different to, and more 

direct than, the mechanism underlying model-based biases, which operated partly via content 

bias. Although the experiments reported do not provide evidence for a frequency-dependent 

bias, the collected data provide a sample of human behaviour that will be crucial for 

addressing that matter in the next chapter. 
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Chapter 4  

Frequency-Dependent Bias 

Influences Human 

Communication (II) 

4.1. Introduction 

In Chapter 3 I reported two experiments showing that participants in a graphical 

communication task were influenced by variant frequency. In Experiment 3, participants were 

shown four model drawings: three of a majority variant and one of a different, minority 

variant. Participants then produced their own drawings, which showed some similarity to the 

minority variant but stronger similarity to the majority variant, indicating that the majority 

was more influential. In Experiment 4 participants did the same task except that they also 

produced their own drawings prior to observing the model drawings, which allowed for a 

more precise measure of model influence by controlling for participants' baseline behaviour. 

The pattern of results was the same: participants copied both model variants but the majority 

variant more strongly. Taken together, the two experiments clearly demonstrated that 

participants’ communication behaviour was influenced by variant frequency, with a 

preference to copy the majority variant. 

However, it is unclear whether the stronger influence of the majority reflected a 

frequency-dependent bias in participants’ copying. This is for two reasons. First, the fact that 

participants’ copying was majority-favoured does not prove that they were guided by a 

frequency-dependent bias, as unbiased (random) copying would also favour a more common 

variant. Furthermore, the two types of frequency-dependent bias, conformist and anti-

conformist, can both be consistent with majority-favoured copying: a conformist bias means 

copying a majority variant with a higher-than-random probability, and an anti-conformist 

bias means copying a minority variant with a higher-than-random probability — but not 
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necessarily a higher probability than for copying a majority variant. Second, the specific 

amounts that participants copied the model drawings do not clearly relate to the usual 

definition of frequency-dependent biases. In previous studies, copying is typically treated as 

binary, so people either copy one variant or they copy another (e.g., Efferson et al., 2008; 

Eriksson & Coultas, 2009; McElreath et al., 2005, 2008); subsequently the biases are 

operationalised in terms of the probability of copying a particular variant (e.g., copying is 

unbiased when a variant is copied with a probability equal to its proportion in the population). 

In my experiments, copying was instead treated as a matter of degree, to extend previous 

work and increase ecological validity by expanding the range of possible responses (e.g., 

participants could partially copy a drawing, create a composite drawing with some similarity 

to both variants, or create an entirely novel drawing). Thus the differential influence of the 

majority and minority is best characterised as a difference in the amount each variant was 

copied, rather than a difference in the probability with which each variant was copied. To 

relate the experimental results to frequency-dependent biases, the bias definitions need to be 

expanded to fit a situation where copying is expressed by an amount rather than a probability. 

Then predictions can be generated on the basis of these definitions, and these predictions can 

be compared to the experimental data. That is the purpose of this chapter. 

To establish the outcomes predicted by different frequency-dependent biases, and to 

compare those outcomes to the experimental data, I use computer simulations. This is a 

common approach in this area of research (e.g., Efferson et al., 2008; Eriksson & Coultas, 2009; 

McElreath et al., 2005, 2008), as simulations provide a straightforward way of measuring the 

outcome of specific copying strategies. The simulated results can then be compared to the 

experimental data to show which strategies best explain participants’ actual behaviour. In this 

chapter, I develop a series of copying strategies that relate frequency-dependent biases to a 

non-binary form of copying, then test whether the behaviour of the experimental participants 

is consistent with any of those strategies; that is, I test whether participants’ copying is guided 

by a frequency-dependent bias, and, if so, whether that bias is conformist or anti-conformist. 

In the following sections I describe the copying strategies that were compared to the 

experimental data and the expectations regarding which strategy might best explain them. I 

then describe how the simulation worked, before comparing the simulated and experimental 
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results to show whether participants’ behaviour was consistent with a frequency-dependent 

bias. 

4.1.1. Copying strategies 

My basic approach is to replicate the experiments using agent-based simulations, where 

agents copy model signs according to different strategies. I then compare the patterns of 

majority- and minority-copying in the simulations to participants’ copying in Experiments 3 

and 4, to see which strategies best explain participants’ behaviour. In this section I describe 

the different copying strategies that I compared against the experimental data. After outlining 

the basic set of strategies, I explore each in more detail. 

There were four main classes of strategy: Unbiased, Conformist, Anti-Conformist, and 

Diminishing Marginal Influence (DMI). The first three of these represent the three possible 

outcomes based on cultural evolutionary theory (Boyd & Richerson, 1985): either there is no 

frequency-dependent bias, in which case copying is unbiased, or there is, and either the 

majority (conformist) or minority (anti-conformist) is copied at a disproportionately high rate. 

The DMI class of strategies was included as an alternative approach with more grounding in 

psychological research on social influence (Latané, 1981; Mullen, 1983; Stasser & Davis, 1981; 

Tanford & Penrod, 1984), and for continuity with previous tests of frequency-dependent bias 

(Eriksson & Coultas, 2009). Under this approach copying is anti-conformist (the minority is 

copied disproportionately highly) but the majority is always copied more than the minority 

overall, which is not necessarily the case for an anti-conformist bias in general. Figure 4.1 

shows how, in each of these classes of strategy, the probability of copying a variant relates to 

its frequency in a two-variant system. All four classes of strategy can lead to a majority-

favouring outcome, and therefore may match the behaviour of participants in Experiments 3 

and 4. However, the underlying mechanics of each strategy differ, and the degrees of majority-

favouring possible under each strategy do not fully overlap (e.g., very strong majority-

favouring is only possible in a conformist strategy). Therefore, every strategy should not be 

equally capable of explaining the experimental data. 

For each class of strategy I simulated a Copy One strategy and a Composite strategy, 

making eight copying strategies in total. In previous studies, copying has been treated as 

binary, with learners choosing a particular variant and copying it entirely. On this basis, 

frequency-dependent biases have been operationalised as biases in the probability of choosing 
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a particular variant to copy. This is also how the biases are defined in Figure 4.1. My Copy 

One strategies are based on this pattern: agents copy just one of the model signs, with the 

particular strategy (Unbiased, Conformist, Anti-Conformist or DMI) affecting the probability 

of choosing each sign. To fit the non-binary form of copying possible in Experiments 3 and 4, 

the Copy One strategies also included a parameter governing the amount to copy the chosen 

sign; however, this did not vary based on frequency, so the differential probabilities drove the 

biases. 

A major aim of the experiments in this thesis was to extend past research by treating 

copying as a matter of degree, to investigate the (realistic) situation where learners can 

partially copy different variants. This can lead to the development of composite variants, 

where multiple models are copied at once. My Composite strategies allow agents to copy 

elements from all of the model signs, with the particular strategy (Unbiased, Conformist, Anti-

Conformist or DMI) affecting the amount that each sign is copied. 

Figure 4.1. Three plots showing the probability of a variant being copied based on the 

proportion of models exhibiting it, under different types of frequency-dependent bias (in a 

system with just two variants). The diagonal black line on each plot shows unbiased copying 

(equivalent to choosing a model at random and copying their variant). Deviation from this 

line is either conformist, with disproportionately high copying of the majority (A), or anti-

conformist, with disproportionately high copying of the minority (B, C). Plot A shows 

conformist copying; the shaded area covers all possible conformist biases, of which the dashed 

line is an example. Plot B shows anti-conformist copying; the shaded area covers all possible 

anti-conformist biases, with the lighter shaded area corresponding to cases where the majority 

has a higher probability of being copied than the minority (majority-favouring), and the 

darker shaded area corresponding to cases where the minority has a higher probability of 

being copied than the majority (minority-favouring). The dashed line and dotted line show 

example biases. Plot C shows copying where models have diminishing marginal influence 

(DMI), calculated using Equation 4.2 (below); the shaded area covers all possible DMI biases, 

of which the dashed lines are examples. The DMI biases occupy the same possibility space as 

the majority-favouring anti-conformist biases. 
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4.1.1.1. Unbiased strategies 

Unbiased copying occurs when the probability of adopting a variant is proportional to its 

relative frequency in the population (Boyd & Richerson, 1985). This is shown graphically in 

Figure 4.1, where unbiased copying is the diagonal black line on each plot. Because the 

relationship between the frequency of a variant and its likelihood of being copied is linear, 

this strategy is sometimes termed “linear imitation” (McElreath et al., 2005, 2008). It is 

typically modelled by having agents choose a model at random from the population and copy 

whichever variant they possess (Eriksson et al., 2007; Henrich, 2001; McElreath et al., 2005, 

2008; Mesoudi & Lycett, 2009; Nakahashi et al., 2012). This leads to a majority-favouring 

pattern because a more common variant has a higher probability of being chosen at random 

(e.g., a variant with a frequency of 75% will be copied at random 75% of the time). 

Although random copying may sound haphazard (and therefore non-adaptive), if models 

usually use the most adaptive variant in their repertoire then the chances are good that 

randomly copying one of those models will lead to adopting an adaptive variant, without the 

cost of individual learning or the need for any particular copying strategy (Rendell et al., 

2011). Patterns in the popularity of pottery motifs, patent citations, first names (Bentley et al., 

2004; Hahn & Bentley, 2003; though see also Acerbi & Bentley, 2014), popular music and dog 

breeds (Bentley et al., 2007; Herzog et al., 2004) have been found to be consistent with models 

of unbiased copying. 

I implement two unbiased strategies in my simulations. The first, Unbiased Copy One, is 

based on the strategy used in previous work: agents randomly choose one of the model signs 

and copy it a given amount. This would lead to higher copying of Majority signs on average, 

as they have a higher probability of being selected at random. The second strategy was 

developed to account for the freedom of response in the experiments, where it was possible 

to copy more than one variant at a time. In this strategy, Unbiased Composite, agents copy all 

of the model signs (one at a time in a random order), each by the same given amount (i.e., they 

copy one sign then adjust their sign in copying the next, and so on). The high similarity shared 

by the Majority signs, and low similarity between the Majority and Minority signs, would lead 

to higher copying of the Majority signs even though the Majority and Minority signs are 

individually treated exactly the same. 
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4.1.1.2. Conformist strategies 

A conformist bias leads to copying majority variants with a disproportionately high 

probability (Boyd & Richerson, 1985) — that is, a higher probability than would occur through 

random copying. This is shown in Figure 4.1A; a minority variant is copied less than at 

random, while a majority variant is copied more than at random. Conformist copying 

strategies usually achieve this by having agents adopt the most common variant from their 

models (Eriksson et al., 2007; McElreath et al., 2005; Mesoudi & Lycett, 2009; Nakahashi et al., 

2012). However, it is not necessary that the most common variant be copied 100% of the time, 

so long as the probability of copying is disproportionately large for majority variants and 

disproportionately small for minority variants (Boyd & Richerson, 1985; Henrich, 2001; J. 

Kendal et al., 2009). 

The idea that a conformist bias could exist has attracted much research attention, mainly 

because the in-group homogeneity that it could rapidly generate may form the basis for 

cultural group selection, and therefore explain a range of cultural phenomena (Boyd & 

Richerson, 1985). Much of this work has been theoretical, but there is some evidence for the 

existence of conformist biases. The behaviour of experimental participants in some binary-

choice tasks has shown consistency with a conformist bias (Efferson et al., 2008; Eriksson et 

al., 2007; Morgan et al., 2012; Muthukrishna et al., 2016), as has ceramic diversity in an 

archaeological assemblage (Kohler et al., 2004). 

I implement two conformist strategies in my simulations. In the first, Conformist Copy 

One, agents choose one of the model signs with a bias towards selecting the Majority variant, 

then copy that sign a given amount. The probability of choosing a Majority sign to copy is 

varied but always higher than 75%, which would be the probability at random (given three 

Majority signs and one Minority sign, as in Experiments 3 and 4). In the second strategy, 

Conformist Composite, agents copy all of the model signs (one at a time in a random order), 

copying each Majority sign by a larger amount than the Minority sign — that is, the Majority 

signs each have more influence on the final sign than the Minority sign has. Unlike the 

unbiased strategies, in which the Majority variant is favoured by chance, the two conformist 

strategies disproportionately favour the Majority variant. 
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4.1.1.3. Anti-conformist strategies 

An anti-conformist bias (also known as a non-conformist bias; Efferson et al., 2008; 

Eriksson & Coultas, 2009) leads to copying minority variants with a disproportionately high 

probability (Boyd & Richerson, 1985). This is shown in Figure 4.1B; a minority variant is 

copied more than at random, while a majority variant is copied less than at random. This has 

been modelled by having agents adopt the least common variant from their models (Mesoudi 

& Lycett, 2009), but, as with the conformist bias, this probability does not have to be 100%, so 

long as the chance of copying is disproportionately large for minority variants and 

disproportionately small for majority variants (Boyd & Richerson, 1985; J. Kendal et al., 2009). 

An anti-conformist bias is the only type of bias in this chapter that can lead to copying a 

minority variant systematically more than a majority variant. However, it can also lead to a 

majority-favouring outcome, so long as the probability of copying the minority variant, while 

higher than at random, is lower than the probability of copying the majority variant. For 

instance, taking the dotted line in Figure 4.1B as an example bias, the probability of copying a 

25% minority variant is 45% — this is higher than at random, but the 75% majority variant 

would still be copied more, with a probability of 55%. Conversely, taking the dashed line as 

an example bias, the probability of copying a 25% minority variant is 95%, and in this case the 

minority would be favoured.  

Of the studies that have compared models of anti-conformist behaviour to experimental 

data (e.g., Efferson et al., 2008; McElreath et al., 2008), only Eriksson and Coultas (2009) found 

their anti-conformist model to match participant behaviour; however, they used a DMI 

approach for their anti-conformist model rather than the more general anti-conformist 

approach used here (which is a more direct counterpart of the conformist model and has a 

broader range of possible outcomes than a DMI model). Studies fitting models to naturalistic 

data have shown that turnover in recent US baby names is consistent with a model of anti-

conformist copying (Acerbi & Bentley, 2014), as is variation in Neolithic pottery decoration 

(Shennan & Wilkinson, 2001) and arrowheads (though the data were also consistent with an 

unbiased model; Crema et al., 2014). There is also evidence that priming in communication — 

the increased probability of producing a previously encountered linguistic variant — may be 

anti-conformist, with less-frequently-used variants experiencing a stronger priming effect 

than more-frequently-used variants (Rosemeyer & Schwenter, 2019; Travis & Silveira, 2009). 
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I implement two anti-conformist strategies in my simulations. In the first, Anti-

Conformist Copy One, agents choose one of the model signs with a bias towards the Minority 

variant, then copy that sign a given amount. The probability of choosing a Minority sign is 

varied but always higher than 25%, which would be the probability at random (given one 

Minority sign and three Majority signs). In the second strategy, Anti-Conformist Composite, 

agents copy all of the model signs (one at a time in a random order), copying the Minority 

sign by a larger amount than each of the Majority signs — that is, the Minority sign has more 

influence on the final sign than each of the individual Majority signs have. These strategies 

disproportionately favour the Minority variant; depending on the exact parameters, this could 

lead to overall copying the Minority more than the Majority (which would not reflect the 

experimental findings), or the Majority may still be favoured overall — though less than it 

would be under an unbiased or conformist strategy. 

4.1.1.4. Diminishing Marginal Influence strategies 

The Unbiased, Conformist and Anti-Conformist strategies are derived from theoretical 

work based around the idea that a conformist bias, defined in opposition to unbiased or anti-

conformist copying, may be adaptive (Boyd & Richerson, 1985). In contrast, Eriksson and 

Coultas (2009) derive an anti-conformist bias from psychological research, creating what I 

refer to as a Diminishing Marginal Influence (DMI) strategy. This is based on an idea from 

psychological models of social influence (Latané, 1981; Mullen, 1983; Stasser & Davis, 1981; 

Tanford & Penrod, 1984), where the number of behavioural models has diminishing marginal 

influence (i.e., each model has less additional influence than the previous model, so that a 

group of four has less than double the influence of a group of two). For continuity with 

Eriksson and Coultas — to my knowledge the only demonstration of an anti-conformist bias 

in experimental data — I also include DMI strategies in my analysis. A benefit to the DMI 

approach is that, unlike the other strategies, there is no underlying assumption that people 

estimate the proportion of each variant in the population before deciding which to copy; 

under a DMI strategy the influence just accumulates as each model is encountered. 

In the most famous DMI model, social impact theory (Harton & Bullock, 2007; Latané, 

1981; Latané & Wolf, 1981; Nowak et al., 1990), the frequency-related influence 𝐼 of a variant 

with frequency 𝑁 is given by Equation 4.1, where 𝑠 is a scaling constant and 𝑡 is a value 

between 0 and 1. 



  

 

102 

 

𝐼 = 𝑠𝑁𝑡 (4.1) 

This produces a negatively accelerating curve, where the amount of influence increases with 

frequency, but the size of the increase diminishes as frequency increases. The probability of 

choosing a particular variant to copy can be given by a variant’s influence, measured using 

Equation 4.1, as a fraction of the total influence of all variants. The probability 𝑝𝑖 of choosing 

variant 𝑖 to copy is shown in Equation 4.2, where 𝑁𝑖 is the number of models exhibiting variant 

𝑖 and 𝑁𝑡𝑜𝑡𝑎𝑙 is the total number of models. 

The shaded area in Figure 4.1C shows the range of possible biases generated by Equation 

4.2. The two dashed lines show example biases generated by the equation using 𝑡 = .20 and 

𝑡 = .60. Comparison to Figure 4.1B shows that Equation 4.2 generates biases that are anti-

conformist, but strictly majority-favouring. DMI strategies are anti-conformist because the 

average influence per model decreases as group size increases (in the same way that the 

average of 5, 4, 3 and 2 is lower than the average of just 5 and 4), giving each model in a 

minority more influence, on average, than each model in a majority. However, a larger group 

will always have more total influence than a smaller group (the sum of 5, 4, 3 and 2 is greater 

than the sum of just 5 and 4), so the overall influence in a DMI strategy will be higher for the 

majority variant. 

There is a body of evidence supporting social impact theory and related approaches, both 

with regard to social impact in general (e.g., how audience size affects a speaker’s stuttering; 

Mullen, 1986) and specifically in terms of the effect on copying, showing that group influence 

is consistent with a pattern of decreasing marginality as group size increases (Latané, 1981; 

Latané & Wolf, 1981; Mullen, 1983; Tanford & Penrod, 1984; Wolf & Latané, 1983). Social 

impact theory can also explain some larger scale patterns of human behaviour, such as the 

way cultural variation tends to form clusters over different regions (Latané, 1996). These 

studies do not provide clear evidence of frequency-dependent biases, as they tend to have just 

one variant in play, and change the size of a unanimous majority, or do not keep the number 

of models constant across conditions. However, Eriksson and Coultas (2009) derive a model 

from social impact theory and find that it does predict participant behaviour in a binary-choice 

task designed to test for frequency-dependent biases. 

𝑝𝑖 =
𝑠(𝑁𝑖)𝑡

𝑠(𝑁𝑖)𝑡 + 𝑠(𝑁𝑡𝑜𝑡𝑎𝑙 − 𝑁𝑖)𝑡
=

𝑁𝑖
𝑡

𝑁𝑖
𝑡 + (𝑁𝑡𝑜𝑡𝑎𝑙 − 𝑁𝑖)𝑡

 (4.2) 
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I implement two DMI strategies in my simulations. For the DMI Copy One strategy, 

agents choose one of the model signs, using Equation 4.2 to determine the probabilities of 

copying the Majority or Minority. In the case where there are just two variants and they exist 

with frequencies of 3 and 1, as in Experiments 3 and 4, the probability of choosing a Majority 

sign using Equation 4.2 simplifies to 3𝑡/(3𝑡 + 1), and the probability of choosing the Minority 

sign simplifies to 1/(3𝑡 + 1). These simplified equations were used in the simulations to 

determine which sign an agent would copy. After selecting a sign to copy, another parameter 

determined how much to copy that sign, as in the other Copy One strategies. 

In the DMI Composite strategy, agents copy all of the model signs (one at a time in a 

random order). Equation 4.1 was adapted to directly determine the amount agents would 

copy each sign. The amount to copy the 𝑁th model in each subgroup (i.e., 𝑁 = 1 for the 

Minority sign or first-copied Majority sign, 𝑁 = 2 for the second-copied Majority sign, 𝑁 = 3 

for the third-copied Majority sign) was determined by Equation 4.3.  

Equation 4.3 states, for example, that the amount to copy the third Majority sign would 

be equal to the combined influence of three models minus the combined influence of two 

models. Like the DMI Copy One strategy, the DMI Composite strategy is anti-conformist and 

majority-favouring: per model, the Minority is more influential, but overall the Majority 

would be copied more. 

4.1.2. Summary and expectations 

In this chapter I compare participants’ copying behaviour in Experiments 3 and 4 to eight 

simulated copying strategies: a Copy One version (in which agents select a single model sign 

to copy, with a given probability) and a Composite version (in which agents copy all model 

signs, by a given amount) each for Unbiased, Conformist, Anti-Conformist and DMI. In the 

Unbiased strategies, the Majority and Minority signs are treated equally but the greater 

number of Majority signs leads to a majority-favouring outcome. In the Conformist strategies 

the Majority signs are disproportionately favoured. In the Anti-Conformist strategies the 

Minority signs are disproportionately favoured, which can lead to a minority-favouring 

outcome overall, or a majority-favouring outcome depending on parameter values. The more 

𝐼 = 𝑠𝑁𝑡 − 𝑠(𝑁 − 1)𝑡 (4.3) 
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evidence-based DMI strategies are also anti-conformist but only lead to majority-favouring 

outcomes. 

The purpose of this chapter is to test which of these strategies can quantitatively match 

the data from Experiments 3 and 4, and therefore explain participant behaviour. As all can 

lead to a majority-favouring pattern, and therefore qualitatively match the experimental 

result, all strategies are candidates. However, there are a priori reasons to expect participants 

to use certain strategies over others. First, the most adaptive copying strategy in 

communication might be conformist; in order to understand and be understood by others, 

there is considerable pressure in a linguistic community to use the same signs as others to 

communicate the same meanings. Disproportionately copying the signs used by the majority 

of others could therefore maximise mutual intelligibility within a community. On this basis, 

it may be expected that participants’ behaviour was guided by a conformist bias in the 

communication task they completed in Experiments 3 and 4. Second, however, a conformist 

bias may suppress adaptive innovations (Eriksson et al., 2007; Kandler & Laland, 2009), and 

for this reason might be detrimental. On this basis, participants may be likelier to use 

strategies that are more accepting (unbiased) or outright encouraging (anti-conformist, DMI) 

of innovations. The strategies that participants used may lie in the balance between 

maximising the communication benefits of alignment and minimising the suppression of 

innovations. 

4.2. Method 

The method was designed to simulate the influence of model behaviour on agent 

behaviour as in Experiments 3 and 4. Simulated agents started with initial signs, as analogues 

of participants’ internal cognitive representations in Experiment 3, where drawings were not 

produced prior to model exposure, or of participants’ external representations in Experiment 

4, where drawings were produced at this point. These initial signs were altered in response to 

four model signs, which were made up of three similar Majority signs and one dissimilar 

Minority sign. The degree of influence of the model signs was determined by the rules 

governing an agent’s copying strategy. Self-Model similarity scores were calculated for the 

Majority and Minority by comparing the final version of an agent’s sign with the four model 

signs. These similarity scores could then be compared to participants’ Self-Model similarity 

scores from Experiments 3 and 4. By comparing the simulated and experimental scores, I was 
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able to calculate the parameters for each copying strategy that gave the best match to each 

participant’s data, and then use those best-matching versions of each strategy to test how well 

they could explain the overall experimental results.  

In the rest of this section I explain how the simulation worked and what was simulated. I 

first describe how signs were operationalised to make the simulated results comparable to the 

experimental results. I then explain how model signs were constructed to reflect the similarity 

between Majority and Minority signs in the experiments, then how agents copied the model 

signs under the various strategies. Following this, I go through an example simulation, 

showing how agent and model signs were generated, and the process underlying model 

influence on agents. Finally, I explain how the simulated and experimental results were 

compared.  

4.2.1. Signs 

To facilitate comparison between the simulated and experimental results, I designed the 

simulations so that sign similarity could be measured on a scale from 0 to 9, as per the 

experiments. Signs were operationalised as strings of nine letters (e.g., abaacdcbb), with the 

similarity between two signs measured by the number of positions at which the letters were 

the same. This is equivalent to 9 minus the Hamming distance between the two signs. Two 

signs with none of the same letters in the same positions would have a similarity of 0 and two 

signs that matched completely would have a similarity of 9. Copying could be simulated 

simply by increasing the number of matching letters between two signs. 

In the experiments, there was a chance level of similarity between independently created 

drawings that I measured as Baseline similarity in Experiment 4 (the similarity between model 

drawings and the drawings produced by participants prior to encountering the models). To 

further reflect the experiments, the similarity between independently created signs in the 

simulations was made to match this. I gave each position in the string one of four values, so 

that signs were constructed only from the letters a, b, c and d. This meant that any two 

randomly constructed signs would have, on average, a similarity of 2.25, which is close to the 

average Baseline similarity score of 2.4 in Experiment 4. At the beginning of each simulation 

agents’ signs were constructed by randomly choosing one of the four letters for each position 

in the string. 
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4.2.2. Models 

In the experiments, the inter-similarities between model drawings meant that copying one 

could also mean converging to or diverging from other model drawings. For instance, copying 

one of the Majority drawings would likely increase similarity to the other Majority drawings, 

and decrease similarity to the Minority drawing. I replicated these inter-similarities by 

constructing model signs in the simulations with reference to the inter-similarities in the 

experiments. The distribution of similarity scores between model drawings of the same 

variant was used to inform similarities between Majority signs (Majority sign 1 vs. Majority 

sign 2, Majority sign 1 vs. Majority sign 3, and Majority sign 2 vs. Majority sign 3). The 

distribution of similarity scores between model drawings of different variants was used to 

inform the similarities between the Minority and Majority signs (Minority sign vs. Majority 

sign 1, Minority sign vs. Majority sign 2, Minority sign vs. Majority sign 3). For each 

simulation, three values from each of these two distributions were selected at random and 

four model signs were constructed that conformed as closely as possible to these values. 

4.2.3. Copying 

The amount to copy each model sign was determined by parameters governed by the 

rules of each strategy. This amount defined the probability with which each letter in an agent’s 

sign would change to match that in a model sign. For instance, if the calculated amount to 

copy was 3.6, meaning the agent’s sign should become 3.6 letters more similar to the model 

sign, each of the nine letters in the agent’s sign was made to change to the corresponding letter 

in the model sign with a probability of 3.6/9 = .4. Thus, although 3.6 letters could not change 

in a single sign (only a whole number of letters could change), that would be the result on 

average. 

The rules for each copying strategy are summarised in Table 4.1, with an indication of the 

limits of each parameter. 

4.2.4. An example simulation 

Here I run through an example simulation, where a single agent and their model signs 

were constructed, and then the agent was influenced by those model signs. In this example 

the agent used the DMI Composite strategy, but the other strategies were procedurally very 

similar.  
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Table 4.1. 

The rules and parameter limits of each copying strategy 

4.2.4.1. The agent produces their initial sign 

In the simulation, agents’ initial signs were constructed by randomly selecting one of four 

letters (a, b, c and d) for each position in a nine-letter string. In this example the agent’s 

randomly generated initial sign was dadccbadc. 

4.2.4.2. The model signs are constructed 

Model signs were constructed using the similarities between the model drawings in 

Experiments 3 and 4. The similarities between Majority signs were taken from the distribution 

of same-variant similarity scores, and the similarities between Majority and Minority signs 

were taken from the distribution of different-variant similarity scores. In this example, 

randomly sampling from these distributions gave the values shown in Table 4.2 (note that the 

similarity scale ranged from 0 to 9). 

Strategy Description Parameters 

Unbiased Copy One Choose sign at random and copy amount 𝑎 0.0 ≤ 𝑎 ≤ 9.0 

Unbiased 

Composite 

Copy all four signs in a random order, copying 

amount 𝑎 
0.0 ≤ 𝑎 ≤ 9.0 

Conformist Copy 

One 

Choose a random Majority sign with 

probability 𝑝 (else the Minority sign) and copy 

selected sign amount 𝑎 

.75 < 𝑝 ≤ 1.00, 

0.0 ≤ 𝑎 ≤ 9.0 

Conformist 

Composite 

Copy all four signs in a random order, amount 

𝑎𝑀𝑎𝑗 if Majority and amount 𝑎𝑀𝑖𝑛 if Minority 

0.0 < 𝑎𝑀𝑎𝑗 ≤ 9.0, 

0.0 ≤ 𝑎𝑀𝑖𝑛 < 𝑎𝑀𝑎𝑗 

Anti-Conformist 

Copy One 

Choose the Minority sign with probability 𝑝 

(else a random Majority sign) and copy selected 

sign amount 𝑎 

.25 < 𝑝 ≤ 1.00, 

0.0 ≤ 𝑎 ≤ 9.0 

Anti-Conformist 

Composite 

Copy all four signs in a random order, amount 

𝑎𝑀𝑖𝑛 if Minority and amount 𝑎𝑀𝑎𝑗 if Majority 

0.0 < 𝑎𝑀𝑖𝑛 ≤ 9.0, 

0.0 ≤ 𝑎𝑀𝑎𝑗 < 𝑎𝑀𝑖𝑛 

Diminishing 

Marginal Influence 

Copy One 

Choose a random Majority sign with 

probability 3𝑡/(3𝑡 + 1) (else the Minority sign) 

and copy selected sign amount 𝑎 

0.00 < 𝑡 < 1.00, 

0.0 ≤ 𝑎 ≤ 9.0 

Diminishing 

Marginal Influence 

Composite 

Copy all four signs in a random order, amount 

𝑠𝑁𝑡 − 𝑠(𝑁 − 1)𝑡 where 𝑁 is the number of that 

sign in its subgroup (e.g., the second-copied 

Majority sign has 𝑁 = 2) 

0.0 < 𝑠 ≤ 10.0, 

0.00 < 𝑡 < 1.00 
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Table 4.2. 

The model sign inter-similarities randomly selected from the experimental scores 

In some cases it was impossible to create a set of signs that matched the exact values 

selected (e.g., two signs with a similarity score of 8 would not be able to have similarities 

differing by more than 1 with a third sign). When this happened, the closest possible match 

was generated. In this example, the simulation generated a set of signs that exactly conformed 

to the similarity values: accdddccb (Majority sign 1), accddbccb (Majority sign 2), accbdcccb 

(Majority sign 3) and babccbbdd (Minority sign). 

4.2.4.3. The agent is influenced by the model signs 

Model influence differed based on which strategy was simulated, as well as the specific 

parameter values used. Here I used the DMI Composite strategy, but each strategy simply 

produced a score or set of scores indicating how much to copy the model signs. In this strategy 

all four model signs were copied in a random order, copying by the amount 𝑠𝑁𝑡 − 𝑠(𝑁 − 1)𝑡 , 

where 𝑁 is the number of that sign in its subgroup (i.e., 1 for the first Minority/Majority sign 

to be copied, 2 for the second Majority sign to be copied, 3 for the third), and 𝑠 and 𝑡 are 

parameters with given values. In this example 𝑠 = 3.8 and 𝑡 = 0.58. 

The influence of the model signs on the agent in the example is summarised in Table 4.3. 

As the agent encountered each model sign, the amount to copy was calculated from the 

parameters and the agent’s sign was changed to reflect this copying. For a given amount to 

copy (e.g., 3.8), each letter in the agent’s sign changed to match the corresponding letter in the 

model sign with a probability of the amount to copy divided by 9 (e.g., 3.8/9 = .42). On average 

the number of letters that changed to match the model sign would equal the amount to copy. 

In this instance the copying amount 3.8 led to changing three letters (towards Majority sign 

1), the amount 1.88 led to changing two letters (towards Majority sign 2), the amount 3.8 led 

to changing four letters (towards Minority sign), and the amount 1.51 led to changing two 

letters (towards Majority sign 3). 

 Majority sign 1 Majority sign 2 Majority sign 3 

Majority sign 2 8   

Majority sign 3 7 7  

Minority sign 0 1 0 
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Table 4.3 also shows the similarity between the agent’s sign and the model signs after each 

copying event; for the Majority this is three values, one for each sign, with the mean in 

parentheses. Each time the agent copied a particular model sign, similarity to that sign 

increased. In theory, by chance or different parameter values, sometimes no change would 

occur, but that was not the case here. Similarity to other model signs also changed, as when 

the agent copied the first Majority model, increasing 3 similarity points to Majority sign 1, and 

incidentally also increasing 3 points to Majority sign 2 and 2 points to Majority sign 3, and 

decreasing 1 point from the Minority sign. 

Table 4.3. 

Summary of changes to agent’s sign and sign similarity scores over example simulation 

Differences in the other strategies. The main difference between the DMI Composite strategy 

(used here) and the other strategies was the calculation involved in determining the amount 

to copy. In the other strategies, the amount to copy was determined directly by a parameter 

(sometimes separately for Majority and Minority signs), without the need for calculation. The 

other difference across strategies was that agents using Copy One strategies chose just one 

model sign to copy, where agents using Composite strategies copied them all in a random 

order (as here). 

4.2.4.4. Agent produces their final sign 

In Experiments 3 and 4, participants produced their own drawings after any influence of 

the model drawings. In the simulation, the agent’s final sign was just the form their sign took 

Time Model Model sign Amount to copy Agent sign 
Self-Model Similarity 

Majority Minority 

0    dadccbadc 
0, 1, 0 

(0.33) 
5 

1 Majority 1 accdddccb 
(3.8(1)0.58

− 3.8(1 − 1)0.58)
= 3.8 

dacdcbcdc 
3, 4, 2 

(3.00) 
4 

2 Majority 2 accddbccb 
(3.8(2)0.58

− 3.8(2 − 1)0.58)
= 1.88 

dacdcbccb 
5, 6, 4 

(5.00) 
3 

3 Minority babccbbdd 
(3.8(1)0.58

− 3.8(1 − 1)0.58)
= 3.8 

babdcbbcd 
2, 3, 1 

(2.00) 
7 

4 Majority 3 accbdcccb 
(3.8(3)0.58

− 3.8(3 − 1)0.58)
= 1.51 

babddbbcb 
4, 5, 3 

(4.00) 
5 
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at the end of the model influence, in this case babddbbcb. The Self-Model similarity scores were 

the similarity between the model signs and this final version of the agent’s sign: 4.00 to the 

Majority (the average of the three comparisons) and 5.00 to the Minority. 

4.2.5. Comparing the simulated results to the experimental results 

To compare how successfully each strategy could replicate the copying behaviour 

demonstrated by participants in Experiments 3 and 4, I calculated the parameters for each 

strategy that led to the closest match between the simulated and experimental Self-Model 

similarity scores. I calculated the best-fit parameters individually for each participant in 

Experiments 3 and 4. From this, it was possible to see how well each strategy could match the 

experimental participants’ data. 

After determining the optimal parameter estimates for each strategy for each of the 120 

experimental participants, I fed those estimates back into the simulation to generate 120 

agents’ Self-Model similarity scores for each copying strategy (i.e., one agent for each 

experimental participant, based on each participant’s best-fitting parameter values). This 

allowed a clear test of whether each simulated strategy could match the Minority-copying or 

Majority-copying of the experimental participants. 

4.2.5.1. Parameter estimation 

The optimal parameters for each strategy were estimated using a simple genetic algorithm 

(Goldberg, 1989). A genetic algorithm works by simulating biological evolution through 

selection over a number of generations, selectively “breeding” parameter combinations based 

on their fitness. In this case, parameter combinations that led to a closer match between 

simulated and experimental Self-Model similarity scores were considered to have higher 

fitness. As a population of parameter combinations evolves over a series of generations, 

better-matching parameter combinations are discovered (through breeding and mutation) 

and proliferate, while poorer-matching combinations die out. At some end point, the best-

matching parameter combination can be taken from the population as an estimate of the 

optimal parameter values. 

The algorithm was run separately for each experimental participant, using their average 

Majority and Minority Self-Model similarity scores as the fitness target, to determine the 

parameters of each simulated strategy that could most closely reflect the participant’s 

behaviour (i.e., two separate Self-Model similarity scores to be reached simultaneously). The 
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closeness of a match — and hence the fitness of a parameter combination — was measured by 

the root-mean-square deviation (RMSD) of the simulated Self-Model similarity scores from 

the experimental Self-Model similarity scores. The RMSD was a single value indicating the 

size of the difference between the simulated and experimental scores for both Majority and 

Minority similarity for a given participant and parameter combination. The simulated Self-

Model similarity scores used to test the fitness of each parameter combination were the 

average of 1,000 simulations. 

The genetic algorithm ran for 50 generations, where each generation consisted of 100 

parameter combinations. The parameter values in each combination were initially set to 

random values within the limits of each parameter (shown in Table 4.1). For parameters 

limited to values below 1, the values were specified to two decimal places; for others, the 

values were specified to one decimal place. Simulations were run for each of the 100 parameter 

combinations, and the fitness of each parameter combination was recorded. 

The 50 fittest parameter combinations plus 10 random others “survived” in each 

generation, and 40 “children” were added to replace the dead. Children were created by 

constructing new parameter combinations with input from random living parameter 

combinations. Each parameter in a child combination took a value from a different parent, so 

for a strategy with two parameters, two parents were required for reproduction; the Unbiased 

strategies each had just one parameter so only one parent was required. During reproduction, 

parameter values mutated with a probability of .05. Mutation changed a parameter value to a 

random new value within the limits of that parameter. For the Conformist Composite 

strategy, the parameter governing how much to copy the Minority had to be a lower value 

than the parameter governing how much to copy the Majority, so if the Majority-governing 

parameter mutated to be lower than the Minority-governing parameter, the Minority-

governing parameter was made to mutate also (to a lower value). A similar procedure was 

used for the Anti-Conformist Composite strategy, where the Majority-governing parameter 

was required to be a lower value than the Minority-governing parameter. 

After 50 generations, the best-fitting parameters were identified by selecting the 

combination with the lowest root-mean-square deviation (RMSD) in the last 10 generations of 

the algorithm. This safeguarded against selecting an anomalous result by only looking at the 

final generation. 
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4.3. Results 

Having identified each strategy’s best-fitting parameter estimates for each experimental 

participant, I first looked at the RMSD scores associated with those estimates. This showed 

how closely each strategy was able to match the experimental participants’ copying 

behaviour. I then simulated a comparison data set for each strategy using the best-fitting 

parameter estimates. This allowed me to test whether the best-matching versions of each 

strategy were able to match the Majority- or Minority-copying in the experiment. 

The RMSD of the best-fitting parameter estimates for each experimental participant is 

shown in Figure 4.2 for each of the eight strategies. Lower RMSD scores indicate a closer match 

between the simulated and experimental results. The deviation between simulation and 

experiment is smaller for the Anti-Conformist and DMI strategies than for the Unbiased and 

Conformist strategies. This indicates that the Unbiased and Conformist strategies — even at 

their closest match to the experimental data — do not estimate participants’ behaviour as 

accurately as the Anti-Conformist and DMI strategies.  

I then generated Self-Model similarity scores for 120 simulated agents using the best-

fitting parameter estimates for the 120 experimental participants (i.e., one each), and 

compared this simulated data to the participants’ data. As each participant’s Self-Model 

similarity scores were averaged over eight meanings in Experiments 3 and 4, I averaged the 

results of eight simulations to generate each of the agents’ Self-Model similarity scores. A 

comparison of the experimental and simulated results is shown in Figure 4.3. The Self-Model 

similarity scores from the two experiments are combined, as there was no statistically 

significant difference between them. All eight simulated strategies closely estimated Majority-

copying, but the Unbiased and Conformist strategies underestimated Minority-copying, 

while the Anti-Conformist and DMI strategies estimated it accurately. These observations 

were supported by independent samples t tests (with Bonferroni correction), shown in Table 

4.4. The equivalent Bayesian comparisons (using a zero-centred Cauchy prior with width 

parameter 
√2

2
), also shown in Table 4.4, have the benefit of indicating evidence for the null 

hypothesis (i.e., that the simulated and experimental data do not differ from each other). These 

show the same pattern, with BF10 < 1 (indicating greater support for the null hypothesis) for 

comparisons with p > .05 and BF10 > 1 (indicating greater support for the alternative 

hypothesis) for comparisons with p < .05. 
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Figure 4.2. Box plots showing the RMSD scores that correspond to the best-fitting parameter 

estimates for each strategy, with each data point for each strategy representing the best match 

to a single participant in Experiments 3 and 4. A lower score indicates a closer match. Note 

that the boxes and whiskers for the Anti-Conformist and DMI strategies are compressed into 

the same space at this scale. 

Figure 4.3. The Majority and Minority Self-Model similarity scores from each participant in 

Experiments 3 and 4 (combined) and each agent using the eight simulated copying strategies. 

To ease comparison, dashed horizontal lines show the experimental means, with the Majority 

in blue and Minority in yellow. The shaded area around each line shows 95% confidence 

intervals (as do the error bars on each column). The dashed black line marks the halfway point 

on the similarity scale, as in previous similarity figures. 
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Table 4.4. 

Comparisons of experimental and simulated Self-Model similarity 

4.4. Discussion 

The presented simulations show that the copying behaviour demonstrated by 

participants in Experiments 3 and 4 is best represented by anti-conformist and DMI copying 

strategies, rather than unbiased or conformist strategies. The closest match to the experimental 

data using unbiased or conformist strategies leads to accurate estimation of participants’ 

Majority-copying but underestimation of participants’ Minority-copying, while the anti-

conformist and DMI strategies can accurately estimate both. The experiments presented in 

Chapter 3 thus offer evidence of a frequency-dependent bias in communication, supporting 

dual inheritance theory (Boyd & Richerson, 1985) in a task with more freedom of response 

than is typical of past experiments (e.g., Efferson et al., 2008; Eriksson et al., 2007; McElreath 

et al., 2005, 2008; Morgan et al., 2012; van den Berg et al., 2015). That both Copy One and 

Composite strategies were able to explain participant behaviour demonstrates that frequency-

dependent biases may act through selection of a single model or by copying multiple models 

Strategy 
Comparison to experimental data 

Majority Minority 

Unbiased Copy One 
t(238) = -1.91, 

p = .912 
BF10 = 0.79 

t(238) = 5.00,  

p < .001 

BF10 = 

1.20×104 

Unbiased Composite 
t(238) = -1.39, 

p = 1 
BF10 = 0.35 

t(238) = 5.16,  

p < .001 

BF10 = 

2.54×104 

Conformist Copy One 
t(238) = -1.36, 

p = 1 
BF10 = 0.34 

t(238) = 6.32,  

p < .001 

BF10 = 

7.32×106 

Conformist Composite 
t(238) = 0.51,  

p = 1 
BF10 = 0.16 

t(238) = 7.36,  

p < .001 

BF10 = 

2.32×109 

Anti-Conformist Copy 

One 

t(238) = -0.37, 

p = 1 
BF10 = 0.15 

t(238) = -0.63, 

p = 1 
BF10 = 0.17 

Anti-Conformist 

Composite 

t(238) = -0.20, 

p = 1 
BF10 = 0.14 

t(238) = -1.80, 

p = 1 
BF10 = 0.64 

Diminishing Marginal 

Influence Copy One 

t(238) = 0.52,  

p = 1 
BF10 = 0.16 

t(238) = -0.15, 

p = 1 
BF10 = 0.13 

Diminishing Marginal 

Influence Composite 

t(238) = -0.60, 

p = 1 
BF10 = 0.17 

t(238) = -0.87, 

p = 1 
BF10 = 0.20 
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to differing extents; in either case the results were similar. This chapter also demonstrates that 

it is possible to realistically model frequency-dependent biases with copying as a matter of 

degree, as well as with a binary model of copying as typically used (e.g., Henrich, 2001; 

Mesoudi & Lycett, 2009; Molleman et al., 2013; Nakahashi et al., 2012). 

4.4.1. The value of experimental data 

There is value in matching models of frequency-dependent copying to naturalistic data 

(e.g., Acerbi & Bentley, 2014; Crema et al., 2014; Kohler et al., 2004; Shennan & Wilkinson, 

2001). For one thing, the ecological validity of these studies is high — the variation in first 

names used over time, for example, is a definite result of real-world human behaviour. 

However, it is critical that these studies be complemented by those matching models of 

frequency-dependent copying to experimental data generated under more controlled 

conditions (e.g., Efferson et al., 2008; Eriksson et al., 2007; Eriksson & Coultas, 2009; Morgan 

et al., 2012). Experimental studies can control for extraneous factors (including other types of 

cultural transmission bias) that might guide copying in a naturalistic setting but are not 

accounted for in the model. The present study is a good illustration of this; the copying 

strategies did not factor in model-based biases or content biases, which in a naturalistic setting 

may have driven participant behaviour. However, the experimental design precluded the 

influence of model-based biases — participants in Experiments 3 and 4 were not given any 

information about their models — and Chapter 3’s analysis using participants’ ratings of the 

model drawings indicated that participants’ copying was not guided by (at least one kind of) 

content bias. This justifies the exclusion of model-based biases and content biases from the 

copying strategies modelled in this chapter, enhancing the credibility of the results. This also 

adds credibility to the naturalistic studies, by adding weight to the plausibility of their 

conclusions. 

4.4.2. Why is copying anti-conformist? 

In Chapter 3 I hypothesised that copying in communication might be subject to a 

conformist bias, which could maximise the ease of communication within a group of people 

by increasing their degree of alignment with each other (i.e., the extent to which they use the 

same signs to represent the same meanings). While copying in the experiments did favour the 

majority variant, the pattern was anti-conformist rather than conformist. This may reflect a 
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balance between the benefit of alignment (copying the majority) and the cost of lost variation 

(copying the majority at the expense of all minority input). Previous modelling work has 

shown that a weak bias toward copying the majority can be beneficial, but a conformist bias 

can hinder the spread of adaptive innovations (Eriksson et al., 2007; Kandler & Laland, 2009). 

This supports the value of a copying bias that promotes variation while favouring the majority 

overall. 

Research on advice taking offers a complementary explanation for the value of an anti-

conformist strategy. While aggregating the opinions of others typically leads to a gain in 

accuracy, in practise no more than 3–6 opinions are needed to get the full benefit of 

aggregation (Ashton & Ashton, 1985; Libby & Blashfield, 1978; Yaniv & Milyavsky, 2007). 

Yaniv (2004b) explains that this is because the gain in accuracy relies on independence among 

the sources of information, and this tends to be fairly low when polling experts — they tend 

to rely on the same sources of information, or have similar backgrounds, or have consulted 

each other previously. Thus each additional source of information actually adds less value 

than the previous, so it makes sense to bias copying in the same way, with less influence for 

each additional model exhibiting the same variant. This is what the DMI strategies do, leading 

to an anti-conformist result. 

4.4.3. Multiple plausible strategies 

Four different strategies were able to match participant behaviour: Anti-conformist Copy 

One, Anti-conformist Composite, DMI Copy One and DMI Composite. At this stage it would 

be premature to decide which is more likely (and multiple may have been used by different 

participants); the DMI strategies have a better grounding in psychological research, but more 

data are required. Under different circumstances, where there are more stimuli or more 

variants, the strategies may show different results. In particular, it would be useful to test 

participants’ frequency-biased copying with greater variation in frequency (i.e., more than 

just 25% and 75%) — a lot of different curves can fit just two data points, but with more 

frequencies the number of plausible strategies should decrease.  

4.5. Conclusion 

The simulations presented in this chapter show that copying in Experiments 3 and 4 was 

subject to a frequency-dependent bias, adding important empirical support to gene-culture 
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coevolutionary theory. While most research on frequency-dependent biases has focused on 

conformist biases, participants’ copying was actually guided by an anti-conformist bias: 

although the majority was favoured overall, per unit the minority was more influential. An 

anti-conformist strategy of this type may offer the benefits of majority-favoured copying, such 

as easier communication with more people, while simultaneously avoiding the pitfalls of 

conformist copying, which can inhibit the spread of adaptive variation. 
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Chapter 5  

Egocentric Bias Influences 

Human Communication 

5.1. Introduction 

While participants in Experiments 1–4 copied the model drawings that they observed, on 

average the similarity between the model and participant drawings was always restricted to 

the lower half of the similarity scale. This suggested that participants may have preferred to 

produce drawings based on their own ideas rather than copy the models. In Experiments 2 

and 4 I measured participants’ tendency to stick with their own ideas by comparing their own 

drawings before and after model influence. The preference to maintain their past behaviour 

was stronger than model-copying in both experiments. This pattern, which I have called an 

egocentric bias, is the focus of the present chapter. 

In studies testing for cultural transmission biases, participants rarely use social 

information. For instance, McElreath et al. (2005) conducted an experiment where participants 

chose between two crops to plant on virtual farms, and then received environmental feedback 

for their choices (i.e., crop yield) to help them learn the best crop to plant on each farm. When 

given the opportunity to view the planting choice of another participant in the experiment, 

only about 20% of participants chose to do so. To explain this, Eriksson and Strimling (2009) 

gave evidence that people find individual learning to be more cognitively rewarding than 

social learning. Additionally, individual learning is more motivated by prosociality, as it 

allows people to contribute new knowledge to the group rather than take advantage of the 

group’s pre-existing knowledge. While a preference for individual learning may be related to 

the egocentric bias I observed, these are likely different. Individual learning in this context is 

a trial-and-error problem-solving activity based on feedback, which participants in my 

experiments did not receive. A preference for individual learning would be characterised by 

experimentation with new variants rather than copying others or maintaining past behaviour, 
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and would therefore not be consistent with the results of Experiments 2 or 4, which are largely 

characterised by behavioural maintenance. 

Other studies have shown evidence for the same type of egocentric bias I observed. 

Morgan et al. (2015) had children judge which of two arrays contained the most dots, based 

on a brief visual inspection. Then the children saw a video in which a group of adults indicated 

which array they thought contained the most dots (this choice was randomised), after which 

the children were given the opportunity to revise their choices (a similar design to 

Experiments 2 and 4). The children showed a preference to maintain their initial responses. In 

the study of advice taking, this type of behaviour is known as “egocentric discounting,” in 

reference to the fact that people largely discount advice they have received and instead 

egocentrically maintain their own prior judgements. In an example from this field, Harvey 

and Fischer (1997) conducted three experiments in which participants estimated the severity 

of a virtual cattle disease outbreak, then were given the estimates of an advisor (actually 

generated by the experimenters), and then had the opportunity to revise their initial estimates 

in light of this advice. Participants shifted their estimates only a small amount towards the 

advice they were given. Egocentric discounting has been described as the most robust finding 

in advice-taking research (Bonaccio & Dalal, 2006). 

5.1.1. Egocentric bias may be explained by content bias 

Egocentric bias could be considered a cultural transmission bias, as it affects which 

variants people exhibit and their inclination to copy from others, which impacts cultural 

transmission. However, it is not clear why participants in the previous experiments behaved 

egocentrically; it may be that egocentric bias can be explained by content bias, in which case 

it should not be considered a separate cultural transmission bias. In the present chapter I 

consider two content biases that may underlie the egocentric bias observed in earlier chapters: 

a content bias favouring drawings that are representative of their meanings, and a content 

bias favouring drawings that are efficient to produce. 

If participants consider their own drawings to be more representative of their meanings 

than the model drawings, a content bias may lead them to maintain their own previous 

behaviour rather than copy models. This same content bias guided copying in Chapter 2, 

where participants more strongly copied model drawings that they perceived to be more 

representative of their meanings. In the previous experiments I did not measure participants’ 
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perceptions of their own drawings. However, other research suggests that participants may 

perceive their own drawings to be more representative of their meanings than the model 

drawings. People overestimate the extent to which their internal states are transparent to 

others (known as the illusion of transparency; e.g., Gilovich et al., 1998), and they overestimate 

the extent to which their spoken (Keysar & Henly, 2002) and written communication (Kruger 

et al., 2005) can be understood by others. For instance, managers communicate negative 

feedback ineffectively because they overestimate how accurately it is interpreted by their 

employees (Schaerer et al., 2018). A proposed explanation for egocentric discounting in 

advice-taking research is consistent with this: participants have greater access to the reasoning 

behind their own behaviour than they do for the model behaviour, so may find their own to 

be more convincing (Yaniv, 2004a, 2004b; Yaniv & Kleinberger, 2000; though see also Harvey 

& Harries, 2004; Soll & Mannes, 2011). 

The second content bias that might underlie participants’ egocentric bias is one favouring 

drawings that are efficient (i.e., easy) to produce. This content bias has previously been 

demonstrated in a graphical communication task (Fay & Ellison, 2013). If participants’ 

drawings are easier to produce than the model drawings, a content bias may lead them to 

maintain their own previous behaviour rather than copy models. In the previous experiments 

I did not measure the efficiency of participants’ drawings, or the model drawings. However, 

the participant and model drawings may differ in efficiency. While participants in Chapters 2 

and 3 were asked to draw as if communicating meanings to a partner, the model drawings 

were taken from an interactive experiment where participants actually were communicating 

meanings to a partner, who had to guess the meaning of each drawing (Fay, Walker, Swoboda, 

& Garrod, 2018). This may have affected the amount of information participants were 

motivated to put into their drawings, and thus the production efficiency of the drawings.  

5.1.2. The current study 

The aim of this chapter is to test whether participants’ egocentric bias can be explained by 

content bias, focusing on two content biases that have previously been demonstrated in 

graphical communication tasks: a content bias favouring drawings that are representative of 

their meanings, and a content bias favouring drawings that are efficient to produce. I present 

an experiment, Experiment 5, which replicates Experiment 4 and extends it by testing whether 

either of these content biases can explain why participants prefer to maintain their prior 
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behaviour rather than copy models. Participants produced drawings to represent eight 

meanings, then observed four model drawings for each meaning, three of a Majority variant 

and one of a Minority variant. Participants rated how well each model drawing represented 

its meaning, and also how well each of their own prior drawings represented its meaning. 

Finally, participants produced a second set of drawings. Comparison of the drawings allowed 

me to measure model influence and egocentric bias. 

The results of Experiment 5 were expected to match those of Experiment 4, with Majority 

model drawings copied more than Minority model drawings, but with no influence of variant 

frequency on participants’ perceptions of the quality of the model drawings. It was also 

expected that participants would show a strong egocentric bias, with high similarity between 

their first and second sets of drawings. For the egocentric bias to be explained by a content 

bias favouring drawings that are representative of their meanings, participants must perceive 

their own drawings to be more representative of the meanings than the model drawings, and 

they must show stronger copying of drawings they rate more highly (i.e., evidence of the 

content bias). For the egocentric bias to be explained by a content bias favouring drawings 

that are efficient to produce, participants’ initial drawings must be more efficient than the 

model drawings, and participants must show stronger copying of drawings that are more 

efficient (i.e., evidence of the content bias). This is investigated. 

5.2. Method 

The study was approved by the University of Western Australia Human Ethics 

Committee, and all participants gave written informed consent to participate. All methods 

were performed in accordance with the guidelines from the National Statement on Ethical 

Conduct in Human Research jointly developed by the NHMRC, ARC and Universities 

Australia. 

5.2.1. Participants 

The participants were 174 undergraduate students (90 female, 84 male) studying 

psychology at the University of Western Australia through PSB Academy, Singapore. The 

median age was 24 years (range 19–61). 
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5.2.2. Design 

Experiment 5 used the same design as Experiment 4, except that participants also rated 

the quality of their own initial drawings. In Phase 1, participants produced drawings to 

represent eight different meanings. In Phase 2, they observed drawings produced by models 

to represent those meanings, where each meaning had four drawings: three of a Majority 

variant and one of a different, Minority variant. Participants rated the quality of each model 

drawing with respect to how well the drawing represented its meaning. After rating the 

model drawings for a given meaning, they rated their own previous drawing of that meaning 

on the same scale. In Phase 3, participants produced a second set of their own drawings. As 

in Experiments 3 and 4, the independent variable was the frequency of model drawings of 

each variant (Majority of three, Minority of one). 

The first dependent variable was the same as in Experiment 4, drawing similarity. To 

measure participants’ communication behaviour, there were three measures of drawing 

similarity: the Baseline similarity between participants’ initial drawings and the model 

drawings, Self-Model similarity between the model drawings and the second set of 

participant drawings, and Self-Self similarity between participants’ two sets of drawings. Self-

Model similarity, when controlling for Baseline similarity, showed the influence of the model 

drawings on participants’ copying. Self-Self similarity showed participants’ tendency to 

maintain their own previous behaviour. As in the previous experiments, drawing similarity 

was rated on a 10-point Likert scale. 

The second dependent variable, the measure of participants’ perceptions of the quality of 

the drawings, was the same as in the previous experiments. However, it was here applied not 

only to the model drawings but also to the participants’ own drawings. Participants rated how 

well each drawing represented its meaning, on a 5-point Likert scale from 1 (very poorly) to 5 

(very well). 

A third dependent variable was introduced for Experiment 5: the complexity of the 

participant and model drawings, as a proxy for production efficiency. Drawing complexity 

was measured using Pelli et al.’s (2006) perimetric complexity measure, where the complexity 

of an image is equal to the squared perimeter of the drawing divided by the “ink” area. This 

measure has previously been used in graphical communication experiments as a proxy for 

production efficiency (Fay, Garrod, et al., 2010; Fay, Walker, Swoboda, & Garrod, 2018; Garrod 
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et al., 2007). For each participant I measured the complexity of their own drawings as well as 

the complexity of the specific model drawings that they observed. 

5.2.3. Materials 

The same model drawings were used as in Experiments 3 and 4. 

5.2.4. Procedure 

The procedure was the same as in Experiment 4, but with an extra step for participants to 

rate the quality of their own drawings. Phases 1 and 3, in which participants produced their 

own drawings, were identical to Experiment 4. In Phase 2 participants observed and rated the 

quality of the four model drawings associated with each of the eight meanings, as in 

Experiment 4. After rating the model drawings for a particular meaning, participants then 

rated their own Phase 1 drawing of the same meaning, using the same rating scale, before 

moving on to the model drawings for the next meaning. The Phase 1 drawing was shown in 

the middle of the screen, below the text, “This is a picture you drew in the previous round.” 

Below the drawing was a sentence asking how well the participant thought the drawing 

represented its meaning (the same question that was posed for each of the model drawings, 

e.g., “How well do you think this picture represents Poverty?”). Participants answered by 

selecting from a drop-down menu with options “very well,” “somewhat well,” “neutral,” 

“somewhat poorly” and “very poorly”. After choosing a response, participants clicked a 

“Next Image” button to proceed to the next trial (to rate the model drawings for the next 

meaning, or, if there were none left, the first trial of Phase 3). A screenshot from the self-rating 

part of Phase 2 is shown in Figure 5.1. 

5.3. Results 

Two participants were excluded for submitting too many blank drawings (8 and 9 

drawings out of 16). A further 22 blank drawings were collectively submitted by 14 

participants (no more than 3 from any one participant); these drawings were not included in 

any analyses but the participants were retained. 
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Figure 5.1. A screenshot from Phase 2 for the meaning Theatre. Participants rated the quality 

of their own Phase 1 drawing using the drop-down menu below the drawing, then clicked 

“Next Image” to proceed to the next trial. 

5.3.1. Variant frequency affects communication behaviour 

Was participants’ communication behaviour influenced by the frequency of model 

drawing variants? To answer this question, similarity comparisons were made between Phase 

1 participant drawings and the model drawings (Baseline similarity), Phase 3 participant 

drawings and the model drawings (Self-Model similarity), and between Phase 1 and Phase 3 

participant drawings (Self-Self similarity). For Baseline and Self-Model similarity, separate 

ratings were made for comparisons to each of the four model drawings participants observed. 

A total of 12,275 pairs of drawings were rated. As in Experiments 1–4, a second judge rated a 

random subset of the pairs of drawings and the two sets of ratings correlated highly, 

r(2062) = .84, p < .001, indicating strong inter-rater reliability. The original, full set of ratings 

was used in all analyses. 

The drawing similarity results for the Majority and Minority model drawings are shown 

in Figure 5.2. Self-Model similarity was higher than Baseline similarity for both Majority and 

Minority model drawings, indicating that participants copied models of both types. However, 

Self-Model similarity was higher for Majority than Minority, meaning that participants copied 

the Majority model drawings more. These observations were confirmed by ANOVA and t 

test. The Baseline and Self-Model similarity scores were entered into a 2×2 repeated measures 
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ANOVA with within-participants factors of Frequency (Majority, Minority) and Comparison 

(Baseline, Self-Model). The main effect of Frequency was statistically significant, 

F(1, 171) = 33.92, p < .001, η2p = .17, as was the main effect of Comparison, F(1, 171) = 203.68, 

p < .001, η2p = .54. The Frequency by Comparison interaction effect was also statistically 

significant, F(1, 171) = 78.17, p < .001, η2p = .31. 

To investigate the interaction effect I used paired samples t tests with Bonferroni-

corrected p values. The increase from Baseline to Self-Model similarity was statistically 

significant for both Majority, t(171) = -15.12, p < .001, d = -1.15, and, with a smaller effect size, 

Minority, t(171) = -4.44, p < .001, d = -0.33, indicating that participants copied both Majority 

and Minority drawings. I calculated difference scores between Self-Model and Baseline 

similarity (Self-Model minus Baseline) to compare the degree of copying, and found that 

participants copied the Majority more than the Minority, t(171) = 8.84, p < .001, d = 0.67. 

 

Figure 5.2. The average Baseline, Self-Model and Self-Self similarity scores for participants in 

Experiment 5, with similarity to Majority and Minority model drawings separated out. The 

horizontal line at 4.5 on the y-axis marks the halfway point on the similarity scale, so scores 

above the line may broadly be considered as similar, and scores below as dissimilar. 

Individual points show the average for each participant, and error bars show 95% confidence 

intervals. 

5.3.2. Egocentric bias affects communication behaviour 

Was participants’ communication behaviour influenced by an egocentric bias to repeat 

their previous behaviour? In Figure 5.2 Self-Self similarity was the highest score, indicating 

that participants preferred to reproduce their own initial drawings than to copy model 

drawings. Paired samples t tests (with Bonferroni correction) show that Self-Self similarity 
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was higher than Self-Model similarity for both Majority, t(171) = -12.58, p < .001, d = -0.96, and 

Minority, t(171) = -22.55, p < .001, d = -1.72. Thus, as per Experiment 4, participants copied the 

models, especially those producing Majority drawings, but showed a stronger preference to 

reuse their own initial drawings. 

5.3.3. Variant frequency does not affect perceived variant quality 

Were participants’ perceptions of the quality of the model drawings affected by variant 

frequency? The quality ratings for the Majority and Minority model drawings are shown in 

Figure 5.3A. Both sets of model drawings were rated similarly. This was confirmed by a paired 

samples t test, showing no statistically significant difference between the quality ratings of 

Majority and Minority model drawings, t(171) = 0.22, p = .826. This means that, as per 

Experiment 4, the effect of variant frequency on copying behaviour did not occur indirectly 

via a content bias favouring high-quality representations. 

5.3.4. Content bias based on representativeness affects communication behaviour, but cannot explain 

egocentric bias 

For participants’ egocentric bias to be explained by a content bias favouring drawings that 

are representative of their meanings, two things are required: participants must perceive their 

own drawings to be more representative of the meanings than the model drawings, and they 

must show stronger copying of drawings that they perceive to be better representations (i.e., 

content bias). 

Did participants perceive their own drawings to be better representations than the model 

drawings? The ratings participants gave the model drawings and their own drawings are 

shown in Figure 5.3A. Participants rated their own drawings as less representative of their 

meanings than the model drawings. This was confirmed by paired samples t tests (with 

Bonferroni correction), t(171) = 2.77, p = .012, d = 0.21 (Majority) and t(171) = 2.57, p = .022, 

d = 0.20 (Minority). For this reason, participants’ egocentric bias cannot be explained by a 

content bias favouring high quality representations, which would in fact favour the model 

drawings and reduce egocentric bias. 

However, participants’ communication behaviour may still have been guided by a 

content bias favouring drawings they rated highly. The relationship between participants’ 

quality ratings and drawing similarity (Self-Model similarity for Majority and Minority, Self-
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Self similarity for Self) is shown in Figure 5.3B. As in Experiments 3 and 4, there were 

statistically significant correlations between participants’ variant quality ratings and Self-

Model similarity for Majority, r(170) = .38, p < .001, and Minority, r(170) = .32, p < .001. In 

contrast to Experiment 4, this relationship persisted when controlling for the effects of 

Baseline similarity in partial correlations, for both Majority, r(169) = .28, p < .001, and Minority, 

r(169) = .21, p = .006. This removes the confounding effect of participants giving high ratings 

to model drawings that happen to resemble their own, which they then appear to copy by 

maintaining their own original drawings. This indicates that participants’ copying behaviour 

in Experiment 5 was guided by a content bias favouring drawings that are representative of 

their meanings. There was also a statistically significant correlation between participants’ 

ratings of their own drawings and their Self-Self similarity scores, r(170) = .21, p = .007, 

indicating that participants’ maintenance of their previous behaviour was also guided by this 

content bias.  

 

Figure 5.3. A) The average quality ratings participants in Experiment 5 gave their Majority and 

Minority model drawings, as well as their own drawings. Individual points show the average 

for each participant, and error bars show 95% confidence intervals. B) The relationship 

between participants’ quality ratings and drawing similarity (Self-Model similarity for 

Majority and Minority, Self-Self similarity for Self). The y-axis is shared with A. Individual 

points show the average for each participant. The lines are lines of best fit, with the associated 

shaded areas showing 95% confidence intervals. 

5.3.5. Content bias based on production efficiency does not affect communication behaviour, and cannot 

explain egocentric bias 

For participants’ egocentric bias to be explained by a content bias favouring drawings that 

are efficient to produce, two things are required: participants’ own initial drawings must be 
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more efficient than the model drawings, and participants must show stronger copying of 

drawings that are more efficient (i.e., content bias). 

Were participants’ initial drawings more efficient (less complex) than the model 

drawings? The complexity scores for participant and model drawings are shown in Figure 

5.4B. Some example drawings are shown with their perimetric complexity scores in Figure 

5.4A, to give a sense of how the scores relate to observable complexity. Participants’ Phase 1 

drawings were more complex than the model drawings. This was confirmed by independent 

samples t tests (with Bonferroni correction), t(342) = 4.19, p < .001, d = 0.45 (Majority) and 

t(342) = 3.23, p = .002, d = 0.35 (Minority). For this reason, participants’ egocentric bias cannot 

be explained by a content bias favouring more efficient drawings, which would in fact favour 

the model drawings and reduce egocentric bias.  

However, participants’ communication behaviour may still have been guided by a 

content bias favouring more efficient drawings. Consistent with this, participants’ Phase 3 

drawings were less complex than their Phase 1 drawings, as confirmed by a paired samples t 

test, t(171) = 5.21, p < .001, d = 0.40, suggesting a preference for more efficient drawings. A 

content bias may have contributed to this decrease in complexity, through selective copying 

and maintenance of less complex drawings. The relationship between drawing complexity 

(Phase 2 for Majority and Minority, Phase 1 for Self) and drawing similarity (Self-Model 

similarity for Majority and Minority, Self-Self similarity for Self) is shown in Figure 5.4C. 

There was no statistical evidence for a correlation between model drawing complexity and 

Self-Model similarity for the Majority, r(170) = -.02, p = .823, or Minority, r(170) = .06, p = .469. 

There was also no statistical evidence for a relationship between the complexity of 

participants’ initial drawings and their Self-Self similarity scores, r(170) = .08, p = .311. This 

indicates that neither participants’ copying nor their maintenance was guided by a content 

bias based on production efficiency. The efficiency gain from Phase 1 to Phase 3 therefore 

likely resulted through simplification rather than content bias (i.e., transformation rather than 

selective copying/maintenance). 
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Figure 5.4. A) Four examples of participant drawings for the meaning Drama, showing how 

various levels of visual complexity correspond to perimetric complexity. B) The average 

perimetric complexity of participant and model drawings in Experiment 5, with participant’s 

initial (Phase 1) and final (Phase 3) drawings separated out. Individual points show the 

average for each participant; for the model drawings, this is the average complexity score for 

the sample of model drawings observed by each participant. Error bars show 95% confidence 

intervals. C) The relationship between perimetric complexity (Phase 2 for Majority and 

Minority, Phase 1 for Self) and drawing similarity (Self-Model similarity for Majority and 

Minority, Self-Self similarity for Self). The y-axis is shared with B. Individual points show the 

average for each participant. The lines are lines of best fit, with the associated shaded areas 

showing 95% confidence intervals. 

5.4. Discussion 

The results of Experiment 5 replicate the key results of Experiment 4: participants copied 

model drawings of both Minority and Majority variants, but copied the Majority more 

strongly, despite perceiving the two variants to be equally good quality representations of 

their meanings. This supports the idea that people’s copying is biased by variant frequency. 

In addition, participants showed a strong egocentric tendency to maintain their past 

behaviour, with the highest measured similarity being that between their own sets of 

drawings (at Phase 1 and Phase 3). A key aim of the experiment was to test whether this 

egocentric bias could be explained by content biases favouring drawings that are 

representative of their meanings or that are efficient to produce. The results showed that 

participants considered their initial drawings to be less representative of their meanings than 

the model drawings, and that participants’ initial drawings were more complex than the 

model drawings, so less efficient to produce. Thus, both content biases would increase 

copying of the model drawings and reduce egocentric bias and so cannot explain participants’ 

egocentric bias. Furthermore, while participants’ communication behaviour was guided by a 
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content bias favouring high quality representations, there was no evidence for a content bias 

favouring drawings that are efficient to produce. The present experiment thus does not 

support the explanation that participants’ egocentric bias can be explained by content bias. 

The fact that participants’ communication behaviour was guided by a content bias 

favouring high quality representations supports the same finding in Chapter 2, and contrasts 

with the lack of such a content bias in Chapter 3. In Experiment 4, the relationship between 

participants’ ratings of the model drawings and their Self-Model similarity scores disappeared 

when controlling for Baseline similarity, while in the present experiment it persisted, despite 

the fact that the same model drawings were used in both experiments. Although the model 

drawings were the same, participants in the present experiment had higher variation in their 

ratings of the model drawings (SD = 0.59) compared to participants in Experiments 3 

(SD = 0.50) and 4 (SD = 0.51), perhaps making the content bias more useful to the present 

participants. The higher variation in ratings may be the result of cultural differences between 

the current participants (in Singapore) and those in the earlier experiments, including those 

who produced the model drawings (in Perth, Western Australia); for instance, model 

drawings of the exterior of the Australian Parliament House building were likely less 

representative of the meaning Parliament for the current participants. 

If content biases based on representativeness and production efficiency cannot explain 

participants’ egocentric bias, what can? While it does not appear that participants preferred 

their own drawings on the basis of production efficiency, it is possible that they were 

motivated by cognitive efficiency to reproduce their own initial drawings rather than the 

model drawings. If the drawings they had produced were more strongly primed than those 

they had merely observed, it may have been easier for participants to bring to mind and 

reproduce their prior drawings than the drawings produced by models (see research on the 

value of “doing” over “watching” in learning, e.g., Koedinger et al., 2015). However, this 

would not explain behaviour in Experiments 1 and 3, where model-copying was low even 

though the most-primed drawings would have been the model drawings, as participants had 

not yet produced any of their own.  

Morgan et al. (2012) suggest that people may enjoy making an original attempt (“having 

a go”) when the quality of the result is unimportant (as in a low-stakes task such as that used 

here). This may explain the low level of copying in Experiments 1 and 3, where participants 
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only produced drawings after observing the model drawings, but does not explain the 

maintenance of their past behaviour in Experiments 2, 4 and 5, where on average they did not 

make original attempts after observing the model drawings, but instead largely repeated their 

previous attempts. Soll and Mannes (2011) give a similar suggestion that is more applicable 

to behavioural maintenance: people may like their own positions more, regardless of their 

quality. This could be a type of mere ownership effect (Beggan, 1992), which describes how 

people can prefer things just because they own them, and not because they are inherently 

better than other things (see also research on the endowment effect; Ericson & Fuster, 2014; 

Thaler, 1980). This can explain low model-copying in all the experiments: in cases of 

innovation (Experiments 1 and 3) participants would prefer to have their own way of drawing 

the meanings, and in cases of maintenance (Experiments 2, 4 and 5) they would prefer to keep 

their previously-established own way of drawing the meanings. 

5.5. Conclusion 

The results of Experiment 5 replicate the effect of variant frequency shown in Chapter 3: 

drawings of a majority variant were copied more than those of a minority variant, but variant 

frequency did not affect quality perception, meaning that the effect on copying was direct, 

and not indirect via content bias. Participants also again showed a preference to maintain their 

own initial drawings rather than copy models. In the present chapter I tested whether this 

could be explained by content biases favouring drawings that are representative of their 

meanings or that are efficient to produce. Neither explanation was supported. Instead, people 

may prefer their own behaviour simply because it belongs to them. 
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Chapter 6  

General Discussion 

6.1. Introduction 

To reach a full understanding of human history and evolution, it is necessary to 

understand how genes and culture coevolve. Cultural transmission biases, including content 

biases, model-based biases and frequency-dependent biases, form a major component of 

cultural evolutionary theory (Boyd & Richerson, 1985; Henrich & McElreath, 2003). However, 

previous empirical studies have mostly tested for these biases in tasks with little cultural 

variation (e.g., binary choice tasks), and where partial copying is not possible (or not 

measured), limiting the generalisability of those findings (e.g., Chudek et al., 2012; Efferson et 

al., 2008; McElreath et al., 2005; Morgan et al., 2012). Additionally, while there has been a 

strong association between empirical research and evolutionary modelling, more proximate 

(e.g., cognitive) mechanisms have not been examined. My key aims in this thesis were 1) to 

test for model-based and frequency-dependent biases in the domain of communication, which 

has high variation and the possibility of copying partially and from multiple sources, and 2) 

to investigate the mechanisms of these biases by examining whether they operate through 

interaction with content bias, or independently of content bias. In this final chapter, I 

summarise the key findings of the previous chapters, discuss their implications for dual 

inheritance theory, and outline some directions for future research. 

6.2. Summary of empirical findings 

6.2.1. Model-based biases 

In Chapter 2, I presented two experiments (Experiments 1 and 2) testing for three model-

based biases, success, prestige and similarity. To increase variation and allow greater freedom 

of response than in previous studies, I used a graphical communication task in which 

participants observed the drawings produced by others (models) to represent a range of 

meanings, and produced their own drawings to represent those same meanings. To elicit 



  

 

133 

 

model-based biases, participants were given vignettes describing their model as either high 

or low in success, prestige or similarity to themselves. I tested whether model-based biases 

guided copying in this task by comparing the degree of similarity between participant 

drawings and the observed model drawings, to see whether the model descriptions affected 

participants’ copying behaviour. I also asked participants to rate how well the model 

drawings represented their meanings; this allowed me to test whether participants were 

guided by content bias (i.e., preferring to copy drawings they rated more highly), and whether 

model descriptions influenced the perception of the model drawings, which could mean that 

model-based biases operated via content bias (e.g., the drawings of a High Trait model being 

perceived as better representations and subsequently copied more). 

In Experiment 1 (N = 179) participants observed and rated the quality of eight model 

drawings, then produced their own drawings. Although the similarity of participant and 

model drawings did not show a statistically significant difference between High and Low 

Trait models (or across success, prestige and similarity), participants with High Trait models 

rated the model drawings more highly. Participant drawings showed greater similarity to 

higher-rated model drawings, indicating the influence of a content bias. Combined with the 

influence of model descriptions on perception, this created a statistically significant indirect 

path for model-based biases to guide behaviour via content bias.  

In Experiment 2 (N = 214) I added a drawing phase prior to observation, so that 

participants produced their own drawings, observed and rated model drawings, and then 

produced their own drawings again. This new baseline measure of participant behaviour 

allowed for a more precise gauge of copying, with similarity to model drawings increasing 

from participants’ first set of drawings (pre-model influence) to their second set of drawings 

(post-model influence). Participants with High Trait models showed greater copying than 

participants with Low Trait models, indicating the guidance of model-based biases. There 

were no differences between success, prestige and similarity, indicating that each model-

based bias had a similar influence on copying behaviour. As in Experiment 1, participants 

with High Trait models also rated the model drawings more highly than those with Low Trait 

models, and participants showed stronger copying of higher-rated model drawings, 

indicating a content bias. Model descriptions again had an indirect effect on behaviour via 

content bias, and this was accompanied by a marginally statistically significant direct effect of 
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model descriptions on behaviour. In Experiment 2 I also added a control condition, in which 

models were not described; copying in this condition matched that for High Trait models, 

suggesting that the model-based biases guiding participant behaviour resulted through 

disfavouring Low Trait models rather than favouring High Trait models. 

These experiments add support to dual inheritance theory (Boyd & Richerson, 1985), 

showing that model-based biases guide human behaviour in a task where variation is high 

and copying can be partial. This suggests that previous work may generalise beyond binary 

choice situations, and shows that model-based biases (and content biases) can manifest as 

differences in the degree of copying, where previous research has shown differences in the 

frequency of copying (e.g., Atkisson et al., 2012; Chudek et al., 2012). In addition, success, 

prestige and similarity did not differ in their effects, suggesting that these three types of 

model-based bias may share the same underlying mechanism, which to some extent involved 

perceiving drawings by Low Trait models to be less representative of their meanings and so 

copying them less. 

6.2.2. Frequency-dependent biases 

In Chapter 3, I presented two experiments (Experiments 3 and 4) which used the task from 

Chapter 2 to test whether variant frequency guides copying behaviour in a high-variation task 

with the possibility of partial copying, and whether any effect of variant frequency operates 

via an interaction with content bias. Participants observed the drawings produced by models 

to represent various meanings, and produced their own drawings to represent those same 

meanings. To manipulate variant frequency, four model drawings were observed for each 

meaning, three similar and one dissimilar. I then tested whether the three similar drawings 

(the Majority variant) were more influential than the dissimilar drawing (the Minority 

variant). I also asked participants to rate how well the model drawings represented their 

meanings, to test whether any effect of variant frequency on copying operated via content bias 

(e.g., the Majority drawings being perceived as better representations and subsequently 

copied more). 

In Experiment 3 (N = 60) participants observed and rated the quality of four model 

drawings (three of a Majority variant and one of a Minority variant) for each of eight different 

meanings, then produced their own drawings. The similarity between participant and model 

drawings was higher for Majority than Minority, indicating that participants’ copying was 
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influenced by variant frequency. Participants’ ratings of the Majority and Minority drawings 

did not differ, indicating that variant frequency did not affect variant quality perception, and 

so the effect of variant frequency on copying did not operate via content bias. 

In Experiment 4 (N = 60) participants produced their own drawings before observing and 

rating the model drawings, then produced their own drawings again. As in Experiment 2, this 

allowed for a more precise measure of participants’ copying. The results supported 

Experiment 3: variant frequency influenced participants’ copying behaviour, with Majority 

model drawings copied more than Minority model drawings. Again, variant frequency did 

not affect variant quality perceptions. Thus, the effect of variant frequency did not operate via 

content bias. Indeed, participants in Experiment 4 did not appear to be guided by content bias, 

as there was no relationship between quality ratings and drawing similarity when controlling 

for baseline behaviour. 

In Chapter 4, I tested whether the effect of variant frequency on copying in Experiments 

3 and 4 was consistent with conformist or anti-conformist frequency-dependent biases (where 

copying is above chance for a majority variant or minority variant), or unbiased (random) 

copying, all of which can predict greater copying of a majority variant than a minority variant. 

I did this by computationally simulating the results of the experiments using a series of 

different copying strategies, then compared the simulated results to the experimental results. 

Participants’ copying of Majority model drawings was consistent with all strategies, but only 

anti-conformist strategies were simultaneously able to match participants’ copying of 

Minority model drawings, which was underestimated by unbiased and conformist strategies. 

This indicated that participants’ behaviour was guided by an anti-conformist bias. 

Chapters 3 and 4 add support to dual inheritance theory (Boyd & Richerson, 1985), 

showing that a frequency-dependent bias guides behaviour in a task where variation is high 

and copying can be partial. This suggests that previous work may generalise beyond binary 

choice situations, and shows that frequency-dependent biases can manifest as differences in 

the degree of copying, where previous research has shown differences in the frequency of 

copying (e.g., Efferson et al., 2008; Eriksson & Coultas, 2009; McElreath et al., 2005). In 

addition, the experiments show that variant frequency affects copying directly, unlike model-

based biases, which affect copying (at least partly) by an indirect path through content bias. 

This suggests that frequency-dependent and model-based biases operate via different 
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mechanisms. Furthermore, the effects of frequency-dependent biases observed in Chapter 3 

(d = 0.46 in Experiment 3, d = 0.70 in Experiment 4) were stronger than those observed for 

model-based biases in Chapter 2 (d = 0.24 in Experiment 1, d = 0.46 in Experiment 2). 

6.2.3. Egocentric bias 

Across Experiments 1–4, the degree of similarity between participant and model drawings 

was typically low, limited (on average) to the lower half of the similarity scale. In Experiments 

2 and 4, where participants produced drawings before and after model influence, participants 

showed a strong egocentric tendency to maintain their previous behaviour, with much higher 

similarity between their first and second sets of drawings than between either set of 

participant drawings and the model drawings. In Chapter 5, I presented an experiment 

(Experiment 5, N = 174) replicating and extending Experiment 4. I first tested whether variant 

frequency affected copying. Next, I tested whether participants’ egocentric bias (their 

preference to maintain their own past behaviour rather than copy models) could be explained 

by a content bias favouring drawings that were representative of their meanings (based on 

participants’ own ratings) or a content bias favouring drawings that were efficient to produce 

(based on an objective measure of image complexity). As in Experiment 4, participants copied 

Majority model drawings more than Minority model drawings, and again showed a strong 

tendency to reuse their own initial drawings. Participants’ egocentric bias could not be 

explained by either content bias, as their own initial drawings were rated less favourably than 

the model drawings, and were more complex than the model drawings, and so both content 

biases would have acted to increase model-copying and decrease egocentric bias. 

Additionally, while participants were guided by a content bias based on representativeness, 

there was no evidence for a content bias based on efficiency. I concluded that participants may 

prefer their own drawings over those of a model simply because they belong to the participant 

(i.e., they prefer to develop their own way of drawing the meanings, and like to stick to it). 

This builds on previous attempts to explain a similar egocentric bias in advice-taking research 

(e.g., Harvey & Fischer, 1997; Yaniv, 2004a) and highlights the role of an egocentric bias in 

social learning. 
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6.3. Implications for dual inheritance theory 

Dual inheritance theory was developed to explain how human behaviour arises through 

the interaction between genetic and cultural evolution, initially with an emphasis on 

evolutionary modelling (Boyd & Richerson, 1985). Many researchers now conduct 

experimental studies aimed at testing the results and assumptions of these models. For 

example, a number of studies test for the existence of the cultural transmission biases that 

evolutionary models suggest may be adaptive (e.g., Chudek et al., 2012; McElreath et al., 2005; 

Mesoudi & O’Brien, 2008). I make a similar contribution in this thesis by showing that cultural 

transmission biases guide behaviour in communication, a domain characterised by higher 

variation and freedom of response than has typically been examined. Other studies go beyond 

testing for the existence of different biases, and test whether they vary across settings as 

predicted by evolutionary modelling. For example, Nakahashi et al. (2012) constructed an 

evolutionary model showing that a conformist bias would become stronger in an environment 

with more traits, and, supporting that model, Muthukrishna et al. (2016) showed 

experimentally that participants’ conformist behaviour in a social learning task was stronger 

when there were more options to choose from. Under this approach, there is an emphasis on 

describing participants’ behaviour, with explanation of this behaviour being offloaded to the 

evolutionary modelling — participants’ behaviour is biased in that way because such a bias 

is adaptive. 

While an ultimate, evolutionary explanation for human behaviour is useful and 

important, researchers should also look to explain human behaviour at the more proximate 

cognitive level. This is important in developing a more complete explanation for human 

behaviour, but it also has value for dual inheritance theory. My aim in this section is to explain 

why this is the case, using examples based on my examination of cognitive mechanisms in 

this thesis.  

To help illustrate the value of examining cultural transmission biases at the cognitive 

level, in Figure 6.1 I show a diagram of cultural transmission biases, of a type used elsewhere 

(Henrich & McElreath, 2003; R. L. Kendal et al., 2018; Rendell et al., 2011). The structure in this 

diagram does not indicate evolutionary connections or cognitive similarity, it is purely 

conceptual. Closely connected biases (e.g., success and prestige) are likely to be studied and 

modelled in similar ways, but in essence the diagram is descriptive rather than explanatory; 
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it shows biases in peoples’ behaviour, but nothing about the origins or mechanisms of those 

biases. 

 

Figure 6.1. A conceptual diagram of cultural transmission biases, similar to that used by 

Henrich and McElreath (2003). R. L. Kendal et al. (2018) show an expanded version. 

Diagrams like Figure 6.1 are useful for giving a conceptual overview, and when little is 

known about origins or mechanisms it is difficult to justify a different layout. However, as 

more is learned about the cognitive underpinnings of different cultural transmission biases, 

we can move towards a diagram more like Figure 6.2, which is hypothetical but based on the 

results presented in this thesis. 

 

Figure 6.2. An example of a diagram of cultural transmission biases that can be constructed to 

show shared cognitive mechanisms. The relationships shown here are hypothetical (those 

connected with dotted lines being more tentative), but are based on evidence, primarily from 

this thesis.  

In Figure 6.2 I have grouped different biases by their underlying mechanisms. On the left 

side I have placed those biases that influenced participant behaviour in Chapter 2 based on 

quality evaluation, reflecting the fact that participants copied model drawings more when 

they perceived them to be more representative of their meanings (i.e., of higher quality). This 

was based on observation of the model drawings (content bias) but was also influenced by 
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whether the model had been described as high or low in success, prestige or similarity to the 

participant (i.e., this is the indirect effect of model descriptions on copying, via content bias). 

In the middle I have placed anti-conformist bias, which I found in Chapter 3 to affect 

participant behaviour independently of quality perception; I have given the mechanism for 

this bias as priming, which is hypothetical but could explain why frequency affected 

behaviour without affecting quality perceptions. More tentatively, I have also included 

egocentric bias at the top level. I have included this as a cultural transmission bias as it affects 

which variants people exhibit and their inclination to copy from others, which impacts 

cultural transmission. In Chapter 5 I found that egocentric bias cannot be explained by quality 

evaluation, but more research is needed to determine how it fits into the diagram. I have also 

tentatively included conformist and anti-conformist biases under quality evaluation as 

inferred from context. While these were not evidenced in this thesis, conformist bias may be 

expected to operate via this mechanism in studies where there is a correct answer to a problem 

and participants are aware that others were given feedback on their responses (i.e., so the 

quality of the solution and the number of people choosing it can be expected to correlate; e.g., 

Efferson et al., 2008; McElreath et al., 2005). An anti-conformist bias could theoretically operate 

in a similar way (e.g., where a participant believes that others’ feedback would lead them to 

systematically choose the worst option, leading to a negative correlation between quality and 

frequency).  

Some differences between Figure 6.1 and Figure 6.2 highlight how examining cultural 

transmission biases at the cognitive level can be useful for dual inheritance theory. First, it 

helps define the biases. In Figure 6.2 I have given success, prestige and similarity biases a 

shared mechanism; if this is accurate, then they may be considered different manifestations of 

the same underlying bias, in this case a tendency to copy based on quality evaluation with an 

ability to infer quality from context clues. An evolutionary explanation for these model-based 

biases would need to take into account the fact that they are, at a cognitive level, the same 

bias. An explanation that can apply to only one (e.g., prestige; Henrich & Gil-White, 2001) 

would be less parsimonious than one that accounted for the underlying bias and therefore 

covered all three. Second, a cognitive approach gets closer to what has actually evolved. For 

instance, if a prestige bias occurs through some kind of genetically-determined “instinct” then 

a theory of its evolutionary history may have different requirements than if it occurs through 
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conscious reasoning (e.g., “others are copying that person so they may have something worth 

copying”), where it may be explained by a more general ability. A cognitive approach can 

help to test between these and other possibilities, giving a more complete picture of how 

cultural transmission biases evolved. 

To give another example, I have placed anti-conformist bias in two different places in 

Figure 6.2, to reflect two different possible mechanisms. If this is accurate, then an 

evolutionary account of an anti-conformist bias may need to explain multiple mechanisms, or 

at least be specific about which is more applicable to the model, and any experimental tests of 

that account would need to consider whether the experiment is likely to elicit the same bias 

via the “wrong” mechanism. It is also possible that an anti-conformist bias via one mechanism 

looks behaviourally distinct from an anti-conformist bias via another mechanism, 

highlighting that they are not the same bias. For instance, anti-conformism via priming may 

lead to the minority being copied above chance but less than the majority (as in Chapter 4), 

whereas anti-conformism via conscious reasoning may lead to systematically copying the 

least common variant, so that the minority is copied more than the majority (or there could be 

a different pattern depending on the reasoning). Different types of anti-conformist bias may 

have evolved separately, for different reasons. Noting the different cognitive biases that lead 

to similar behavioural outcomes is therefore important in further developing dual inheritance 

theory. This could also help explain mixed results in previous studies — perhaps the reason 

some studies find evidence for conformism (e.g., Efferson et al., 2008; McElreath et al., 2005; 

Muthukrishna et al., 2016) while others find evidence for anti-conformism (Eriksson & 

Coultas, 2009; this thesis) is because they are eliciting frequency-dependent biases via 

different mechanisms. It may also be worth considering what happens if a study elicits 

separate, perhaps opposing, biases simultaneously (e.g., conformism via reasoning and anti-

conformism via priming), and whether that can obscure the biases guiding human behaviour. 

To summarise, further examination of the cognitive mechanisms behind cultural 

transmission biases can contribute to dual inheritance theory by making it clearer what the 

biases actually are and what therefore needs to be explained by evolutionary modelling. This 

may be seen as making the field simultaneously narrower and broader — narrower because 

a number of biases that are currently considered conceptually separate may actually share 

mechanisms and evolutionary explanations, and broader because there may be multiple 
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separately-evolved mechanisms leading to biases in behaviour that are currently not 

considered as separate. A better accounting of the different biases may impact their scientific 

utility; if there are many different, highly context-dependent cultural transmission biases (and 

especially if they interfere with each other) then, while they may describe observed patterns 

in individual behaviour and cultural dynamics, their predictive power may be low. On the 

other hand, if many of the biases at the behavioural level reduce down to the same underlying 

cognitive bias, this may not be the case. It is also worth noting that the cognitive mechanisms 

underlying cultural transmission biases are likely to be of interest to researchers who are not 

specifically interested in dual inheritance theory, such as those whose work focuses on social 

influence or advice taking. If this approach helps to identify the conditions under which 

different biases are expected, there is also likely to be value for practical application, such as 

to encourage the adoption of beneficial innovations or to discourage the spread of 

misinformation. 

6.4. Future directions 

In this section I discuss how future research can build on the work presented in this thesis.  

6.4.1. Content bias 

Across the experiments reported in this thesis, I controlled for the effects of content bias 

(to avoid it confounding other effects) by using the same model drawings in different contexts 

(i.e., with models described as high or low in a trait, and as majority and minority variants). I 

also measured content bias by asking participants how well they thought each model drawing 

represented its meaning. Future research could test for other content biases that may affect 

behaviour in a communication task (as used here). Modelling work looking at the use of 

content bias in communication typically models it as a singular effect (e.g., Segovia-Martín et 

al., 2020; Tamariz et al., 2014). This may be realistic if, for example, people do not make 

thorough, multi-dimensional evaluations of content but simply base their copying on a more 

generic, one-dimensional positive or negative global evaluation. Otherwise, it may be more 

realistic to model separate, interacting components. What exactly those components are will 

depend on future research, though iconicity (Fay et al., 2008) and efficiency (Fay & Ellison, 

2013) are two possibilities. Although the content biases identified in a communication task 

may not generalise to other domains, a communication task may also be a useful starting point 
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for domain-general research aimed at comparing different content biases or examining how 

multiple content biases interact within the same system (e.g., how the clash between content 

biases favouring usefulness and ease of production might be resolved). Research like this may 

not be possible to conduct using the more common kind of social learning tasks where variant 

quality is arbitrary and communicated to participants through a numeric score, where only 

one content bias (i.e., based on that score) is possible (e.g., McElreath et al., 2005; Mesoudi, 

2008; Toelch et al., 2010).  

6.4.2. Model-bases biases 

In this thesis, I looked at three model-based biases: success, prestige and similarity. One 

of the key findings was that the effects of the three biases showed no statistically significant 

differences, suggesting that they may share a mechanism. Future research could investigate 

this further, by confirming a lack of difference and by testing whether other model-based 

biases show similar results. 

Another key finding in this thesis was that model-based biases affected copying through 

an indirect path via content bias, where participants’ quality judgements were skewed by the 

model descriptions they were given. Future research could look into this further. If model-

based biases are dependent on the indirect path, their strength could be affected by factors 

like whether learners link the model attribute to variant quality (i.e., whether the attribute is 

task-relevant), and whether their judgement of variant quality is flexible enough (whether 

variant quality is ambiguous enough) to be swayed by model attributes. If model attributes 

need to be task-specific to have an effect on copying, this could have important consequences 

for the large-scale impact of model-based biases. Non-task-specific attributes, such as being 

attractive or wearing expensive clothing, are likely to be more observable, so any large-scale 

impacts may be limited if these do not affect copying. However, to the extent that model-

based biases affect behaviour directly (a marginally statistically significant result in 

Experiment 2), model attributes may affect copying without affecting quality perception, so 

factors such as this may not matter. It is also possible that learners would associate models 

with task-specific qualities (e.g., being successful at the task) even when they have only been 

given more generic information (e.g., being highly educated), via the halo effect (Nisbett & 

Wilson, 1977).  
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6.4.3. Frequency-dependent biases 

In this thesis, I found evidence for an anti-conformist bias that affected copying without 

affecting quality evaluations. However, the literature on frequency-dependent biases is 

characterised primarily by mixed results, and as I explained above, learners may be influenced 

by different frequency-dependent biases via different mechanisms. A key goal for future 

research should be to explain the mixed results by investigating how different frequency-

dependent biases affect behaviour in different contexts, and what factors elicit each bias. This 

could also help to uncover the cognitive mechanisms underlying different biases. For instance, 

one factor distinguishing studies reporting conformist and anti-conformist biases is that the 

former use tasks where participants aim to discover a correct answer (Efferson et al., 2008; 

McElreath et al., 2005; Muthukrishna et al., 2016), whereas the latter do not (Eriksson & 

Coultas, 2009; this thesis). This could mean that participants copy in a conformist way because 

they have reasoned that this is likely to help them find the correct answer, knowing that others 

are also seeking out that same answer, and will likely stick to it once they find it. This could 

be tested using a similar method to the one used in this thesis, by measuring whether 

participants in this kind of task perceive a relationship between the quality of a particular 

variant and the frequency with which others choose it (e.g., by rating the likelihood of it being 

correct), and testing whether any effect of frequency on copying follows an indirect path via 

this quality evaluation.  

Another important direction for future research is to better characterise the frequency-

dependent biases participants have been shown to use, by testing (across different tasks) a 

greater range of frequencies and with a greater range in the number of variants (Muthukrishna 

et al., 2016). In this thesis, I tested the effects of frequency when there were two variants, with 

a 25% minority variant and a 75% majority variant. This was enough to determine that 

participants were guided by an anti-conformist bias, but several different types of anti-

conformist bias were able to match participants’ data; these could be distinguished with data 

on other frequencies (e.g., with ten exemplars of two variants, 1:9, 2:8, 3:7, 4:6, 5:5). A more 

detailed characterisation of different frequency-dependent biases could help to identify cases 

where superficially similar biases actually differ. This would in turn be useful for identifying 

the factors that influence the form that a frequency-dependent bias takes and what 

mechanisms underlie it. A more detailed characterisation could also impact the modelling of 
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the biases’ larger-scale effects (e.g., how quickly a conformist bias leads to in-group 

homogeneity), as small differences at the micro-level may have large effects at the macro-level. 

6.4.4. The self 

Although not examined in this thesis, the self may factor into the effects of both model-

based and frequency-dependent biases, and this should be examined by future research. With 

regard to model-based biases, are a model’s traits judged relative to the learner’s perception 

of their own traits? For instance, if a learner perceives themselves to be unsuccessful at a task, 

will they show stronger success-biased copying than if they perceive themselves to be 

successful? I found in Experiment 2 that participants did not copy High Trait models more 

than models who were not described; perhaps this was because participants perceived 

themselves as High Trait, making the High Trait models neutral relative to the participants. If 

model-based biases need not be task-specific, this could mean that certain groups of learners 

(e.g., based on socioeconomic status; Varnum, 2016) may show stronger copying than others. 

Muthukrishna et al. (2016) found that participants’ copying in a social learning task did not 

vary as a function of their own task-irrelevant prestige, but this could be because the trait 

needs to be task-relevant to have an effect, or perhaps the effect was too small to detect with 

the given sample size (N = 74).  

With regard to frequency-dependent biases, does a learner’s own pre-existing variant (if 

they have one) count towards the frequency-dependent component of its influence? For 

instance, if a learner already possesses variant A, then encounters two more instances of 

variant A and three of variant B, should the two variants be considered equal in frequency? It 

may be difficult to separate this from the effects of egocentric bias, which would also increase 

the influence of the variant already possessed by the learner. While it may not make much 

difference in an experiment with individual participants and only one chance for influence 

(especially where participants are unlikely to closely pre-empt the model variants, as here), 

when the effects of frequency-dependent biases are modelled in large populations over long 

periods of time, the results may be impacted by whether (and how) learners’ own variants 

contribute to frequency. 

The clearest effect of the self in this thesis was with egocentric bias, shown by participants’ 

preference to innovate and then maintain their own behaviour rather than copy models. Why 

did participants do this? In Chapter 5 I showed that participants’ egocentric bias could not be 



  

 

145 

 

explained by content biases favouring drawings that were representative of their meanings, 

or drawings that were efficient to produce. I concluded that egocentric bias could be explained 

by a mere ownership effect (Beggan, 1992), where people simply prefer having their own 

variant. Future research could test this explanation, perhaps using a draw–observe–redraw 

method (as in Experiments 2, 4 and 5) where, in the first drawing phase, participants in one 

condition draw the meanings however they like (giving them ownership over their drawing), 

while participants in another condition are asked to draw the meanings in a particular way 

(to reduce ownership). If participants in the latter condition show a weaker egocentric bias, 

this would indicate that ownership plays a role. Further research could test whether this could 

explain the egocentric bias in other domains, by using different tasks (e.g., quizzing 

participants on the dates of historical events; Yaniv, 2004a). Given that the egocentric bias in 

this thesis was stronger than model-based and frequency-dependent biases, uncovering its 

mechanisms may have important implications; for instance, if ownership is shown to explain 

the egocentric bias, any method to manipulate ownership could prove to be one of the 

stronger methods of influencing people. This could vindicate and (begin to) explain the oft-

heard advice that to really convince someone you need to make them think they came up with 

your idea themselves. 

6.4.5. Language and communication  

In Chapter 1 I described large-scale patterns in language use that appear to be consistent 

with cultural transmission biases, such as the fact that dialects that form in migrant 

communities tend to retain features from the original dialects in a majority-biased way 

(Kerswill, 2002; Trudgill, 2004). Can cultural transmission biases explain large-scale patterns 

like this? Future researchers may wish to model the biases on a larger scale using the findings 

from this thesis, to see what outcomes they could lead to. 

However, while the reported experiments used a graphical communication task, it should 

be noted that communication is usually interactive, whereas the experiments here were non-

interactive to allow for greater experimental control (e.g., to manipulate variant frequency). 

Interaction is known to affect the drawings participants produce in graphical communication 

tasks: for one thing, repeated drawings of the same concept simplify at a faster rate when an 

interaction partner can cut you off (Fay, Walker, Swoboda, & Garrod, 2018), and drawings 

have been shown to actually increase in complexity when another person is guessing the 
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meanings of the drawings but cannot give feedback (Garrod et al., 2007). People’s motivations 

may differ in an interactive task, changing the biases in their copying behaviour. For instance, 

although the behaviour of the non-interacting participants in Chapter 3 matched an anti-

conformist bias, people may be conformist when actually communicating with others, in 

order to improve communication success by maximising alignment (i.e., the similarity in the 

way people communicate; Pickering & Garrod, 2006). For a similar reason, any bias that works 

by reducing alignment (e.g., the model-based biases in Experiment 2) may be weakened to 

avoid communication difficulties. On the other hand, interaction could strengthen biases in 

some cases; for instance, a participant may be more convinced of another’s success or failure 

at the task (strengthening a success bias) when they experience the other’s ability firsthand. 

The effects of cultural transmission biases also might be amplified with accumulated copying 

opportunities as people interact over time. 

Testing for cultural transmission biases in an interactive setting is likely to be less 

controlled than in a non-interactive setting; the interactional history with other participants 

could affect judgements of success and similarity, and variant frequency and content bias 

could not be manipulated (unless, e.g., by using confederates). However, building on the basis 

I have given here, this would be a natural next step towards understanding the role of cultural 

transmission biases in communication and the evolution of language. 

6.5. Conclusion 

In this thesis I have tested whether copying behaviour is guided by cultural transmission 

biases in communication, a realistic but under-examined context where variation is high and 

copying can be partial. Capitalising on the features of a communication task, I also examined 

the mechanisms underlying model-based and frequency-dependent biases by testing whether 

they affect behaviour via an interaction with content bias. In Chapter 2, I found evidence for 

three model-based biases, success, prestige and similarity, which guided copying (at least 

partly) through an indirect path via content bias. In Chapter 3, I found evidence that variant 

frequency also impacts copying behaviour. This effect was stronger than that for model-based 

biases, and was direct, with no influence on quality perceptions. In Chapter 4, I showed that 

behaviour in Chapter 3 was consistent with an anti-conformist frequency-dependent bias. In 

Chapters 2 and 3, I also found evidence for an egocentric bias, promoting the maintenance of 

past behaviour. This was stronger than the observed model-based and frequency-dependent 
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biases. In Chapter 5 I further explored this egocentric bias, finding that it could not be 

explained by obvious content biases. In conclusion, this thesis shows that 1) existing evidence 

of cultural transmission biases generalises to a setting where variation is high and copying 

can be partial, 2) model-based biases may be weaker than frequency-dependent biases, and 

may operate through a fundamentally different mechanism, and 3) these are both 

overshadowed by an egocentric bias favouring one’s own behaviour. I anticipate that these 

findings will prove useful as a basis for further research, especially research focused on 

uncovering the mechanisms underlying cultural transmission biases. 
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Appendix A  

Model Descriptions 

In this appendix I present the model descriptions used in Experiments 1 and 2 to elicit 

model-based biases. The model descriptions for every participant in Experiments 1 and 2 

began with the following text: 

“The following pictures are taken from a previous experiment, where a group 

of participants were paired up and asked to draw pictures for each other, to 

communicate various concepts (e.g., 'museum'), like in the board game 

Pictionary. While one person drew, their partner would try to guess what their 

pictures were supposed to represent.” 

In the Control condition, there was nothing further. In the Prestige conditions, the initial 

paragraph continued:  

“Participants in a later experiment were shown the pictures and asked which 

of the 40 drawers they would most like to learn from before doing the drawing 

task themselves.” 

Each of the six experimental conditions (i.e., excluding the Control) then continued with 

a brief follow-up paragraph, shown in Table A.1. 
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Table A.1. 

Manipulation text used in Experiments 1 and 2 to elicit each experimental condition 

Condition Text 

Low Success 
The person who drew these pictures was not very good at it, and their 

partner failed to guess more than 10% of the answers. 

High Success 
The person who drew these pictures was very good at it, and their 

partner was able to guess over 85% of the answers. 

Low Prestige 
These pictures were drawn by the person whom the later participants 

least wished to learn from. 

High Prestige 
These pictures were drawn by the person whom the later participants 

most wished to learn from. 

Low Similarity 
The person who drew these pictures is very dissimilar to you, 

responding the same on only 9% of the questionnaire. 

High Similarity 
The person who drew these pictures is very similar to you, responding 

the same on 96% of the questionnaire. 
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Appendix B  

Similarity Questionnaire 

The following questionnaire was used in Experiments 1 and 2 to elicit a similarity bias. 

Participants completed the questionnaire and were later told they scored similarly or 

dissimilarly to another person, to invoke a sense that they were similar or dissimilar to that 

person. 

 

Participant Questionnaire 

Please answer the following 15 questions as honestly as possible. 

 

PART A 

1. What is your age? __________ 

2. Which of these options describes you? 

Female Male  

3. In which country were you born? ____________________ 

4. What is your marital status? 

Married Engaged Living with a partner 

Widowed Divorced Separated 

Never married Other  

5. Please select the language you use most while at home. 

English Italian Greek 

Arabic Cantonese Mandarin 

Other   
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6. Are you currently engaged in paid employment? 

No Yes, full time Yes, part time 

Yes, casual Yes, other  

7. What is your highest educational attainment? 

Some high school High school Some university 

Bachelor’s degree Postgraduate degree Other tertiary (e.g., VET, TAFE) 

Other   

PART B 

8. The following is a list of interests. Please select any that apply to you. 

Arts & Crafts Cuisine Current Events 

Fitness Games Literature 

Music & Dance Nature Politics 

Science Sports Travel 

TV & Film   

9. Which of the following do you value the most? Please select four options. 

Creativity Courage Determination 

Generosity Honesty Intelligence 

Kindness Loyalty Modesty 

Patience Responsibility Sensibility 

Sensitivity Style Wisdom 

10. Which of the following is most important to you in life? Please select two. 

Education Family Friendship 

Happiness Health Leisure 

Money Respect Romance 

Spirituality/Religion Work  
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PART C 

11. You and a friend, both short on coinage, decide to share a giant chocolate chip cookie and 

split the cost evenly. However, when it is snapped in half, one half turns out larger than the 

other. Your friend insists that you choose one. Which do you take? 

The big half The small half 

12. You wake up to some noises in the middle of the night, and discover that your house is 

being robbed, and is on fire. Do you call the police or fire department first? 

The police The fire department 

13. You are in the middle of an exam, having spent the previous night studying intensively, 

and notice that a person several seats away from you is cheating. Do you subtly bring this to 

the attention of the examiners, or ignore it? 

Report the cheating Ignore the cheating 

14. What if the cheater in the exam was a friend of yours? 

Report the cheating Ignore the cheating 

15. Miraculously, you find yourself in Europe in the 1920s, with an unexpected opportunity 

to prevent the Second World War. Given the unpredictable effects this could have on the 

future, what do you do? 

Prevent the war Allow the war 
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Appendix C  

Similarity Rating Robustness 

In this appendix I present the drawing similarity results for Experiments 1 and 2 using 

the similarity ratings done by the second judge, who rated 20% of the total similarity 

comparisons. The results are noisier (due to the reduced number of comparisons), and 

similarity ratings are overall higher, but the key patterns qualitatively match those using the 

full set of ratings: there are no clear differences in Self-Model similarity for Low Trait and 

High Trait models in Experiment 1 (compare Figure C.1 to Figure 2.4), and in Experiment 2 

the increase from Baseline to Self-Model similarity is higher for High Trait models than for 

Low Trait models, while Self-Self similarity is the highest measure (compare Figure C.2 to 

Figure 2.8). This indicates that the key pattern of results is robust to inter-rater differences.  

 

Figure C.1. The average Self-Model similarity scores as rated by the second judge for 

Experiment 1, for models described as Low and High in Success, Prestige and Similarity to 

the participant. The dashed horizontal line at 4.5 on the y-axis marks the halfway point on the 

similarity scale, so scores above the line may broadly be considered as similar, and scores 

below as dissimilar. Individual points show the average for each participant, and error bars 

show 95% confidence intervals. The second judge rated 20% of the total similarity 

comparisons. 
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Figure C.2. The average Baseline, Self-Model and Self-Self similarity scores as rated by the 

second judge for Experiment 2, for models described as Low and High in Success, Prestige 

and Similarity to the participant, as well as models with no description (Control). The 

horizontal line at 4.5 on the y-axis marks the halfway point on the similarity scale, so scores 

above the line may broadly be considered as similar, and scores below as dissimilar. 

Individual points show the average for each participant, and error bars show 95% confidence 

intervals. The second judge rated 20% of the total similarity comparisons.



  

 

 

 

 

 

 

 

 

 

 

 

 

 

 




