
Chapter 4

Properties of Explanation and Adversarial
Perturbations

In the last two chapters, a detailed discussion is made over algorithms that compute perturbations with different

objectives. The first technique, presented in Chapter 2, crafts perturbations to visualize learned semantic features.

This algorithm inspired a novel attack, presented in Chapter 3, that devises targeted adversarial perturbations

with explicit control over the input domain. In this chapter, a detailed discussion is provided over the inner

mechanism and some of the properties of developed algorithms. Additional empirical and qualitative results are

provided to complement the earlier discussion. The developed mathematical insights are generic and we hope

they will inspire the community to develop enhanced algorithms to push the understanding of deep models.

4.1 Mathematical Derivations - Computing the bias corrected moments ratio

To derive the expression for the bias corrected moment ratio in Algorithm 3 of this dissertation, we first focus on

the moving average expression of υt. In υt = βυt−1 + (1− β)ξt, we ignore the subscript of ‘β1’ for clarity.

We can write

at t = 1: υ1 = (1− β)ξ1,

at t = 2: υ2 = βυ1 + (1− β)ξ2 = (1− β)(β1ξ1 + β0ξ2),

at t = 3: υ3 = βυ2 + (1− β)ξ3 = (1− β)(β2ξ1 + β1ξ2 + β0ξ3), resulting in the expression:

υt = (1− β)
t∑
i=1

βt−iξi. (4.1)

Using Eq. (4.1) above, we can relate the Expected value of υt to the Expected value of the true first moment ξt
as follows:

E[υt] = E

[
(1− β)

t∑
i=1

βt−iξi

]
= E[ξt] (1− β)

t∑
i=1

βt−1 + ε, (4.2)
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where ε → 0 for the value of ‘β’ assigning very low weights to the more distant time stamps in the past

(e.g., β ≥ 0.9). Ignoring ‘ε’, the remaining expression gets simplified to:

E[υt] = E[ξt](1− βt). (4.3)

Simplification of Eq. (4.2) to Eq. (4.3) is verifiable by choosing a small value of ‘t’ and expanding the former. In

Eq. (4.3), the term (1− βt) causes a bias for a larger β ∈ [0, 1) and smaller t, which is especially true for the

early iterations of the algorithm. Hence, to account for the bias, υ̃t = υt
(1−β1)t must be used instead of directly

employing υt. Analogously, we can correct the bias for ωt by using ω̃t = ωt
(1−β2)t .

Since ω̃t denotes the moving average of bias corrected second moment estimate, we use the ratio

υ̃t√
ω̃t

=
υt√
ωt

√
1− β2

1− β1
. (4.4)

Considering that υt andωt are vectors in Eq. (4.4), we re-write the above as the following meaningful expression:

ρ =
υ̃t√
ω̃t

=

√
1− βt2

1− βt1
diag

(
diag(

√
ωt)
−1υt

)
, (4.5)

where diag(.) forms a diagonal matrix of the vector in its argument or forms a vector of the diagonal matrix

provided to it. The inverse in the above equation is element-wise.

4.2 Relation between Adversarial and Explanation perturbations

To satisfy the constraint Ce1 in Chapter 3, the perturbation must be computed with an expanded domain - i.e., over

multiple input images. To that end, we need to sample a distribution of images. Considering I, we define a

set = = {d} ∪ D of the samples from that distribution. Here, d ∈ Rm denotes a ‘seed’ image, whereas each

element of D is a sample from I. Notice that, D is analogous to set S in Algorithm 3. Here, we intentionally

alter the symbol to distinguish between the use of this set for ‘explanation’ objective instead of ‘adversarial’

objective, as in Algorithm 3.

The overall procedure of estimating the perturbation is summarized in Algorithm 1. For easier reference,

we have intentionally re-included it as Algorithm 5a. At its core, the algorithm employs mini-batches of the

distribution samples for a multi-step traversal of the visual model’s cost surface. We bias this traversal with the

seed image. The algorithm iteratively steps in the direction of increasing ‘℘’1 by computing the gradient of the

cost surface w.r.t. mini-batches and utilizing the gradient moments for efficient optimization. We accept any

solution under Algorithm 1a that admits ℘ ≥ γ. Below, we describe this procedure in more detail, following the

sequence in Algorithm 1a.

We compute the desired perturbation expecting the inputs mentioned in Algorithm 5a. Briefly ignoring

the initialization on line-1, the algorithm first randomly selects b− 1 samples to form a set D and clips these

samples and the input seed d after perturbing them with the current estimate of the perturbation (line 3&4). The

clipping is performed to confine the dynamic range of the resulting samples to [0, 1]. The 	 symbol indicates

that perturbation is being applied to a sample or individual elements of a set. For a given iteration, clipped d∪D
1‘℘’ encodes the average probability of all perturbed samples in the mini-batch to be predicted as `target - line 22. We intentionally

refrain from relating it to fooling ratio because our objective is no longer ‘adversarial’.
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Algorithm 5 a: Attack to explain

Input: Classifier K, seed d, raw samples D, target label `target, perturbation norm η, mini-batch size b, fool-
ing ratio γ.

Output: Perturbation p ∈ Rm.
1: Initialize p0, υ0, ω0 to 0 ∈ Rm and t = ℘ = 0

Set α = 0.9, β = 0.999 and d = d.
2: while ℘ < γ do
3: D ∼ D, s.t. |D| = b− 1
4: D ← Clip (D 	 pt) , d← Clip (d	 pt),
5: t← t+ 1
6: ξ ← ||∇dJ (d,`target)||2

E
di∈D

[||∇di
J (di,`target)||2]

7: gt ← 1
2∇dJ (d, `target) + ξ

2 E
di∈D

[
∇diJ (di, `target)]

8: µt ← αυt−1 + (1− α)gt
9: ωt ← βωt−1 + (1− β)(gt � gt)

10: ρ←
(
υt
√

1− βt
)
�
(√
ωt(1− αt)

)−1

11: D+
ρ ← D 	

(
pt−1 + ρ

||ρ||∞

)
12: D−ρ ← D 	

(
pt−1 −

ρ
||ρ||∞

)
13: %+ ← E

[
P (K(D+

ρ )→ `target)]
14: %− ← E

[
P (K(D−ρ )→ `target)]

15: if %+ ≥ %− then
16: pt ← pt−1 + ρ
17: else
18: pt ← pt−1 − ρ
19: end if
20: pt ← pt �min

(
1, η
||pt||2

)
21: =p ← Clip({d ∪ D} 	 pt)
22: ℘← E

[
P (K(=p)→ `target)

]
23: end while
24: return

forms a mini-batch that is used by our stochastic gradient descent strategy.

The seed is introduced in our algorithm to allow variation in the perturbations by changing this input. We

do not assume any restrictions over the input samples, implying that the elements of D and d can be widely

different. This also means that the gradients of di ∈ D in the direction of `target - denoted by ∇diJ (di, `target)

- can significantly differ from their counterpart computed for d. To account for this difference, line-6 of the

algorithm computes the ratio between the gradient norm for d and the Expected gradient norm for di ∈ D. The

ratio is later used to fuse the gradients on line-7, giving higher relevance to the seed gradient.

Given the fused gradient, we estimate its first and second raw moment on line-8 & 9 using the exponential

running average controlled by the hyper-parameters ‘α’ and ‘β’. In our algorithm, the use of adaptive moments

is inspired by the Adam algorithm [55] that employs this scheme for model parameter optimization. After

empirically verifying the qualitative similarity between the effects of these hyper-parameters on our algorithm

and Adam, we fix their values to those proposed in [55]. This is indicated on line-1, where the other parameters

are initialized to null values and a copy of the seed is created for subsequent processing.
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Table 4.1: Detailed labels and WordNet IDs of ImageNet for Table 3.1

Transformation ImageNet Label WordNet ID
T1 source: airship, dirigible n02692877

target: school bus n04146614
T2 source: ostrich, Struthio camelus n01518878

target: zebra n02391049
T3 source: lion, king of beasts, Panthera leo n02129165

target: orangutan, orang, orangutang, Pongo pygmaeus n02480495
T4 source: bustard n02018795

target: Arabian camel, dromedary, Camelus dromedarius n02437312
T5 source: jellyfish n01910747

target: killer whale, killer, orca, ..., Orcinus orca n02071294
T6 source: lifeboat n03662601

target: great white shark, white shark, man-eater, ..., carcharias n01484850
T7 source: scoreboard n04149813

target: freight car n03393912
T8 source: pickelhaube n03929855

target: stupa, tope n04346328
T9 source: space shuttle n04266014

target: steam locomotive n04310018
T10 source: rapeseed n11879895

target: sulphur butterfly, sulfur butterfly n02281406

We combine the running averages on line-10 and then perform a binary search for the resulting intermediate

perturbation update signal ρ on lines 11-19. The search monitors if changing the direction of ρ is more conducive

for our ultimate objective. Stochasticity can cause our optimization to significantly deviate from the eventual

objective in a given iteration. On one hand, the binary search inhibits this case. On the other, it introduces more

variety in the perturbation that is desirable for better model explanation. We project the updated perturbation to

the `2-ball of radius ‘η’ on line-20, and estimate ‘℘’ on the perturbed clipped distribution samples on line-21 &

22.

4.3 Label details for ImageNet model fooling

For the labels used in Table 3.1, Table 4.1 here provides the detailed names and WordNet IDs of ImageNet

dataset [94].

4.4 Further illustrations of perturbations for ImageNet model ‘fooling’

Fig. 4.1 shows further examples of `∞-norm bounded perturbations with ‘η = 15’. We also show `2-norm

bounded perturbation examples in Fig. 4.2 and 4.3 of this appendix.
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4.5 Further images of face identity switches

Representative `∞ and `2-norm bounded perturbations for face identity switching on VGGFace model are shown

in Fig. 4.4 below. Example clean images of the target classes are provided for reference only.

Figure 4.1: Perturbations for ImageNet model fooling: `∞-norm bounded perturbations with ‘η = 15’. A
row contains perturbations for the same source→ target fooling. Representative adversarial samples are also
shown.
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Figure 4.2: Perturbations for ImageNet model fooling: `2-norm bounded perturbations with ‘η = 4, 500’.

Figure 4.3: Perturbations for ImageNet model fooling:: Further examples of `2-norm bounded perturbations
with ‘η = 4, 500’.
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Figure 4.4: Representative `∞ and `2-norm bounded perturbations for face identity switching on VGGFace
model. Example clean images of the target classes are provided for reference only.

4.6 Adversarial attack in the Physical World

To demonstrate model fooling in the Physical World, we adopt the following settings. A 224× 224 image (from

ImageNet) is expanded to the maximum allowable area of A4-size paper in the landscape mode. We perform the

expansion with a commonly used image organizing software designed for personal photo management for the

GNOME desktop environment, ‘Shotwell’ (click here for more details on the software). The software choice is

random, and we prefer a common software because an actual attacker may also use something similar. After

the expansion, we print the image on a plain A4 paper using the commercial bizhub-c458 color printer from

Konica-Minolta. Default printer setting is used in our experiments. We use the same settings to print both clean

and adversarial images. The printed images are shown to a regular laptop webcam and its live video stream is

fed to our target model that runs on Matlab 2018b using the ‘deep learning toolbox’. We use VGG-16 for this

experiment. We use a square 720× 720 grid for the video to match our square images. Note that, we are directly

fooling a classifier here (no detector), hence the correct aspect ratio of the image is important in our case.

Figure 4.5: Multiple runs of algorithm result in different perturbation patterns. However, each patterns con-
tains the dominant visual features of the target class. Clean samples are shown for reference only.

In the video we provide with this supplementary material, it is clear that the perturbations are able to

fool the model into the desired target labels successfully. For this experiment, we intentionally selected those

adversarial images in which the perturbations were relatively more perceptible, as they must be visible to the
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Figure 4.6: Source class having larger visual dissimilarity with the target label results in more pronounced
salient visual features of the target label in a perturbation that also has relatively larger norm.

webcam to take effect. Nevertheless, all the shown images use η = 15 for the underlying `∞-norm bounded

perturbations. Perceptibility of the same perturbation can be different for different images, based on image

properties (e.g. brightness, contrast). For the images where the perturbation perceptibiltiy is low for the Physical

World attack, a simple scaling of the perturbation works well (instead of allowing larger η in the algorithm).

However, we do not show any such case in the provided video. All the used image perturbations are directly

computed for η = 15.

It is also worth mentioning that a Physical World attack setup similar to [19] was also tested in our

experiments, where instead of a live video stream, we classify digitally scanned and cropped adversarial

images (originally printed in the same manner as described above). However, for the tested images with quasi-

imperceptible perturbations (with η = 15), 100% successful fooling was observed. Hence, that setup was not

deemed interesting enough to be reported. Our current setup is more challenging because it does not assume

static, perfectly cropped, uniformly illuminated and absolutely plane adversarial images. These assumptions are

implicit in the other setup. In fact, we found that slight intentional transformations of the images (by rotation

and bending of the printed image) still results in the incorrect target label for many cases. We attribute this

robustness of our perturbations to the broader input domain of the computed adversarial patterns for a class label.

4.7 Further illustration of Perturbation patterns

With different unbounded fooling attack algorithm runs for the same source→ target transformations, we achieve

different perturbations due to stochasticity introduced by the mini-batches. However, all those perturbations

preserve the characteristic visual features of the target class. Fig. 4.5 illustrates this fact. The shown perturbations

are for VGG-16.

We also analyze the visual dissimilarity between the perturbations when they are computed for different

source classes but the same target class. In Fig. 4.6, we present three unbounded perturbations that change the

label of three different classes to German Shepherd. It is clear that with less visual similarity between the target

and source classes, the salient patterns of the target class in the perturbations get more pronounced. Moreover,

larger perturbation norm is required in this case.

4.7.1 Effect of leakage suppression on perturbation patterns
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Figure 4.7: Including non-source classes favours more localized finer visual features of the target label in the
perturbations that have relatively smaller norm

Figure 4.8: Comparison of unbounded perturbations of targeted-PGD with our method (to fool VGG).
The target label is ‘Jay’. For reference, PGD and (un-targeted) universal adversarial perturbation [42] with
bounded norms are also provided. We can observe that simply removing the norm bounds does not induce reg-
ular patterns in the perturbations. The phenomenon is more related to the perturbation being image-agnostic.
However, it requires systematic computation to isolate meaningful patterns, which is uniquely enabled by our
algorithm. Removing the norm bounds mainly helps our method in amplifying the regular patterns to clearly
illustrate the human-meaningful patterns.

To explicate the effects of leakage suppression with non-source classes in our algorithm, we experiment by

removing the role of non-source classes from the perturbations computed for ‘Fooling ImageNet models’ in

the main paper. This is done by directly setting γ = 80% for the first step and ignoring the second step

in our two-step-strategy discussed §5.1 of the main paper. In this case, we observe the following average

percentage leakage ‘rise’ for the perturbations. VGG-16: 18.5%, ResNet-50: 21.9%, Inception-V3: 63.6% and

MobileNet-V2: 26.7%. On the other hand, the changes in fooling ratios of the source classes in the test data

are not significant. Concretely, the average changes are VGG-16: −1.2%, ResNet-50: −0.4%, Inception-V3:

+5.2%, and MobileNet-V2: −5.2%. Here, ‘−’ indicates that the fooling ratio on the test set actually decreases

when label leakage is not suppressed. Conversely, ‘+’ indicates a gain. This occurs only for Inception-V3,

however, the label leakage rise for this model is also the largest. This experiment demonstrates the successful

label leakage suppression governed by the constraint Cf2 .

Whereas the quantitative results ascertain the positive role of non-source class training data in leakage

inhibition, it is also interesting to see the visual effects of leakage suppression on the perturbation patterns. To

that end, we initialized our algorithm with a zero perturbation vector and computed two separate perturbations
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under η = 15. For the first case, say (a), the algorithm was fed with the non-source class data along the source

class data. For the second, say (b), the algorithm computed the perturbation only using the source class data.

We show the resulting perturbations for transforming the label of Ostrich to Zebra in Fig. 4.7. As can be seen,

inclusion of non-source classes drive the perturbations towards more localized but finer patterns related to the

target class label. Moreover, the perturbation norm also remains smaller in the case of leakage inhibition. The

shown perturbations are computed for VGG-16 with a stopping criterion of 80% training set fooling. For (a), the

algorithm required 284 iterations, while 93 iterations were required for (b). The testing fooling ratios for (a) and

(b) are 70 and 72% respectively.

Figure 4.9: Further results for explaining non-robust visual models. The perturbation patterns are generated
for VGG-16 with ImageNet samples excluding the target class. The target class label are also given. These
labels are chosen at random. We use the same experimental setup to generate these images as used in §5.2 of
the main paper.
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Figure 4.10: Explanation perturbation results continued: Further visualizations of explanation perturbations
computed with non-robust visual model.
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