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Abstract 

 

For decades, the role that prejudice might play in moderating automatic stereotype 

activation has been keenly debated. This debate is largely fuelled by research that has 

yielded inconsistent and contradictory evidence. In response, the aim of this current study 

is to offer a systematic investigation of the link between prejudice and stereotype 

activation by focusing on the role of processing goals in mediating this link.  

 Devine (1989) was the first to empirically address the relationship between 

automatic stereotype activation and prejudice, and consequently developed a model which 

stipulates that these two forms of bias are dissociated (Devine et al., 2011).  Lepore and 

Brown (1998) have proposed a contrasting model that claims differences in prejudice 

levels moderate differences in automatic stereotype activation.  As it stands, neither model 

can account for the varied patterns of results found in the literature.  Therefore, the aim of 

this thesis was to investigate a novel explanation for the link between prejudice and the 

automatic activation of social stereotypes based on a “processing goal” model first 

proposed by Locke and Johnston (2001). In this explanation, prejudice-linked differences 

in stereotype activation emerge only when the processing goal requires an evaluative 

judgment of the target group.  Across five experiments, situational goals were manipulated 

to involve either an evaluative judgment of a target face or some other judgment and each 

time the automatic responses of low- and high-prejudice individuals to Asian versus 

Caucasian faces were measured. The first three experiments demonstrated that prejudice-

linked stereotype activation is constrained by the processing goal at the time of exposure to 

the target. Only high-prejudice individuals activated the stereotypes, and then, only when 

the processing goal required either a meaningful judgment or socially relevant perception 

of the target.  



 

 

The final two experiments were designed to investigate the mechanisms that 

underpin the prejudice-linked stereotype activation. Of particular interest here was the 

question about how low-prejudice individuals manage to “avoid” activating the stereotypes 

when judging members of a salient out-group.  In Experiment 4, both stereotype activation 

and category activation were measured while participants were making a trait judgment 

about a target. The results revealed that when judging Asian targets, high-prejudice 

individuals consistently activated the racial category and the corresponding stereotypes 

whereas low-prejudice participants failed to activate either. In contrast, in the final 

experiment, both high- and low-prejudice participants activated the stereotypes when they 

were required to racially categorise targets as part of the processing goal. This finding 

suggests that prejudice-linked differences may emerge at the very early stages of social 

perception when a target is yet to be categorised (Martin & Macrae, 2007, Quinn & 

Macrae, 2005, Quinn & Macrae, 2011).  

Collectively, the findings in this thesis offer substantive evidence for the role of 

processing goals in shaping the link between explicit prejudice and automatic stereotype 

activation, which suggests a general rethink about the factors influencing the automatic 

processes involved in person perception. 
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 Chapter 1: Literature Review  

Overview 

 

Because stereotypes can have such devastating consequences, most people try to 

avoid using them in their impressions and judgments of others. One obvious way of 

avoiding stereotypes is not to bring them to mind, i.e. activate them, in the first place. This 

is, however, not an easy task to achieve. Considerable research has shown that stereotypes 

are highly accessible constructs that can be activated automatically at the mere exposure of 

a category cue.  

In this thesis I seek to clarify the role that attitudes towards a social group may play 

in moderating the extent to which stereotypes become activated when we encounter a 

person who is a member of that group. To what extent the activation of stereotypes can be 

moderated by chronic beliefs about the group is still an open empirical and theoretical 

question? Whilst some research points to a link between prejudice and stereotype 

activation, the findings are inconsistent. The work in this thesis addresses this 

inconsistency by drawing on findings that show automatic stereotype activation is a 

conditional process dependent on the perceiver’s temporary processing objectives. In other 

words, what the perceiver does at the time of exposure to a category cue determines 

whether stereotypes become activated or not. Across five experiments it will be 

demonstrated that the relationship between prejudice and stereotype activation can be 

moderated by the perceiver’s temporary processing objectives when encountering a 

member of a stereotyped group.  
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Stereotypes and Prejudice 

 

The basic definition of stereotypes in the field of social psychology has changed 

little since Lippmann (1929, p. 2) first coined the word stereotype to refer to "the pictures 

in our head of various social groups". From a contemporary social cognitive perspective 

these “pictures in our head” is understood as the consensually recognized information 

about a social category, such as race, which is stored in memory (Dovidio, Brigham, 

Johnson, & Gaertner, 1996; Hilton & von Hippel, 1996; Kunda, 1999). Thus a stereotype 

can be defined as “a cognitive structure that constitutes the perceiver’s knowledge, beliefs, 

and expectations about a human group” (Hamilton & Trolier, 1986, p. 133). Typically, 

social stereotypes are represented as a collection of traits, expectations and behaviours 

believed to characterise the members of a social group (Hamilton & Sherman, 1994; 

Hewstonee, Stroebe & Stephenson, 1996; Oaks, Haslam & Turner, 1994).  

Stereotyping has typically been seen to encompass two distinct processes, 

stereotype activation during encoding and stereotype application that involves some 

response towards the target, such as when forming an impression of or interacting with the 

target. Up to the 1990s studies on stereotyping focused mostly on explaining stereotype 

application with the knowledge that any application implies the activation of stereotypes 

(Fiske & Neuberg, 1990; 1999). In the last 20 years, however, interest in identifying the 

mechanisms that drive the early stages of the stereotyping process has grown exponentially 

(see Bargh, 1999; Blair, 2003; Kunda, 2006). Measures of stereotype activation have been 

varied but typically use implicit methods that determine the extent to which a stereotypic 

construct has become accessible.  

In this thesis prejudice is defined as a negative or derogatory attitude toward a 

person or group (Hewstone, Stroebe & Stephenson, 1996). Prejudice is typically assessed 
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using standardised scales that record a person’s level of endorsement of statements about 

group attributes, feelings toward the group and actions affecting the group. Up to the 

1980's, scales measuring racial attitudes contained blatant negative statements about the 

group, reflecting overt prejudice (Dovidio& Gaertner, 1986). However, a social shift from 

explicit expressions of prejudice toward more indirect and subtle forms of prejudice has 

led to the development of modern prejudice scales (e.g., Augoustinos, Aherns & Innes, 

1994; McConahay, 1983). These scales were found to be less reactive measures of 

prejudice (Brown, 1995) and better predictors of prejudiced behaviours compared to the 

“old-fashioned” scales (Jacobson, 1985; McConahay, 1983). The most widely used and 

extensively validated self-report scale is the Modern Racism Scale (MRS) developed by 

McConahay, Hardee & Batts (1981). The scale was explicitly designed to measure the 

more subtle form of prejudice towards African Americans by avoiding any blatant 

appraisal of the group.  The Attitude towards Asian scale (Walker, 1994) is based on the 

Modern Racism Scale (McConahay, et al., 1981) but was designed and validated in 

Australia to measure subtle prejudice against Asians (Walker, 1994). It is this scale that 

will be used as the main measure of prejudice throughout this thesis. 

 

Stereotypes as “Energy Saving Devices” and Motivational Tools 

 

Stereotypes undoubtedly contribute to a great number of social injustices and 

discrimination experienced by members of the stereotyped-group. On the other hand, there 

is no denying that stereotypes form an integral part of people’s perception of the social 

world. Stereotypes have long been recognised as serving an important function in social 

perception (Allport, 1954; Lippman, 1922; Tajfel, 1969).  From a social cognitive 

perspective stereotypes are seen as an unavoidable consequence of our need to simplify 
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and regulate the social world (Fiske & Neuberg, 1989; 1990; Macrae, Milne & 

Bodenhausen, 1994). Recent evidence has suggested that stereotypes may serve two main 

functions, one, as an energy-saving device in the quest for efficient social information 

processing and the other, as a motivational tool to assist in social comprehension  or to 

improve self-worth.  

Social perceivers, are, it has been argued, ”cognitive misers” with a propensity 

towards categorical thinking (i.e. stereotyping). Faced with limited cognitive resources 

social perceivers will rely on stereotypes as an energy-saving tool to help simplify and 

negotiate the complex social world (Fiske & Taylor, 1984; Fiske & Neuberg, 1990; 

Macrae, et al., 1994). In support of this claim studies have shown that we tend to rely more 

heavily on stereotypes when our cognitive resources are in some way overloaded (e.g., 

Bodenhausen, 1990; Bodenhausen & Lichtenstein, 1987; Bodenhausen, Kramer & Suesser, 

1994; Gilbert & Hixon, 1991, Experiment 2; Macrae, Hewstone & Griffith, 1993; Pendry, 

1998; Pratto & Bargh, 1990). In other words, conditions that overload cognitive resources 

tend to lead to an increased use of stereotypes in social perception.  

Underpinned by more recent evidence, the “cognitive miser” metaphor has been 

replaced with that of the “motivated tactician” (Fiske & Taylor, 1991; Sherman, Lee, 

Bessenoff & Frost, 1998). On this alternative explanation, there is evidence to suggest that, 

rather than being reluctant to give up cognitive resources, the social perceiver enlists the 

most efficient cognitive strategy to cope with the information processing limitations 

(Macrae & Bodenhausen, 2001). In fact, studies have shown that people have more on-line 

cognitive resources available when they use stereotypes and that these resources can be 

redirected to focus on other tasks (Macrae, et al., 1994; Sherman et al., 1998).  Thus, the 

use of stereotypes helps meet the cognitive demands of the social situation in an efficient 

manner (Gilbert & Hixon, 1991; Fiske, 2004; Fiske & Taylor, 1984, Macrae et al., 1994). 
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Stereotypes are basically “energy-saving devices that serve the important cognitive 

function of simplifying information processing and response generation” (Macrae et al., 

1994, p. 93). Simply put, stereotypes are mental tools used “in various contexts to serve a 

particular function necessitated by those contexts” (Hilton & von Hippel, 1996, p. 238).  

In addition to improving cognitive efficiency, authors have suggested that 

stereotypes may function not just as a “cognitive resource saving” device, but as a 

motivational tool (Hamilton & Sherman, 1994; Kunda & Spencer, 2003; Macrae et al., 

1994; Tajfel & Turner, 1979; 1986). Kunda and Spencer (2003) have argued that 

stereotypes can serve two important social motives, namely, the need to comprehend the 

behaviour of others (comprehension goal) and the need to maintain or increase one’s self-

worth (self-enhancement goal). On the topic of comprehension goals, there is ample 

evidence showing that people consistently rely on categorical knowledge structures such as 

stereotypes to help them make sense of an otherwise overwhelmingly complex social 

world (Bodenhausen & Lichtenstein, 1987; Bodenhausen & Wyer, 1985; Brewer, 1988; 

Fiske, 2004; Fiske & Neuberg, 1990; Fiske & Taylor, 1984; Hamilton & Sherman, 1994, 

Macrae & Bodenhausen, 2001; Kunda & Spencer, 2003; Sherman et al., 1998). Recently, 

research has looked more closely at the extent to which stereotypes become activated 

during the actual act of interacting with others. These studies have used a lexical decision 

task to measure stereotype activation which is surreptitiously inserted in the social 

interaction task. The results have shown that stereotypes are more likely to be activated 

when social comprehension is a salient goal during the social interaction (Hoshino-Brown 

& Kunda, 2000; Kunda, Davis, Hoshino-Browne & Jordan, 2008). For example, Hoshino-

Browne and Kunda (2000) found that when White participants interacted with an Asian 

individual they would activate the Asian stereotype when required to make a judgement 

about the person but not when they simply had to focus on the discussion topic. Similarly, 
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in another experiment, participants activated the Asian stereotypes when they expected to 

discuss a stereotype sensitive topic (i.e. on Asian immigration) with an Asian individual. 

Finally, an unpublished study by Kunda, Davis, Adam’s and Spencer (2000, cited in 

Kunda et al., 2008) showed that stereotypes may assist in understanding others when their 

responses disagree with their own. In this study White participants were asked to make a 

court case judgment and then watch another judge, who was either a Black or White 

confederate, make the judgment.  Those participants who watched the Black confederate 

agree with their own judgment did not activate the stereotypes.  However, participants who 

watched the Black confederate disagree with their own judgment activated the Black 

stereotypes. Those participants, it was argued, may have recruited stereotypes to help them 

comprehend the other person’s opposing view. Like in the previous studies, stereotypes 

were only activated when participants needed to make sense of the social encounter. 

Collectively, the results attest to the utility of stereotypes during comprehension goals, be 

it to form an impression of the person or to predict a response or to explain a person’s 

behaviour. 

The other motivational purpose ascribed to stereotypes is that it may be a way of 

maintaining self-worth (Fein & Spencer, 1997). Thus, people may also use stereotypes for 

the purpose of self-enhancement. Since stereotyping can take the form of out-group 

derogation, it has been argued that stereotyping may function to improve self-worth, 

particularly when a perceiver receives a blow to their self-esteem (Hamilton & Sherman, 

1994). There is some support for this idea from recent research which has shown that 

people will indeed activate and apply stereotypes for the purpose of self-enhancement 

(Bukowski, Moya, de Lemus, & Szmajke, 2009; Fein & Spencer, 1997; Sinclair & Kunda, 

1999; Spencer, Fein, Wolfe, Fong & Dunn, 1998). For example, Fein & Spencer (1997, 

study 2) found that when participants’ self-image had been threatened by receiving 
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negative feedback about their performance on an intelligence test they were more likely to 

stereotype a member of the out-group. Importantly, stereotyping the target mediated an 

improvement in self-esteem in participants whose self-image had been threatened, 

demonstrating a self-enhancement effect in those individuals. In other words, participants 

stereotyped others in order to feel better about themselves.  

The evidence reviewed so far is noticeably inconsistent with the generally held 

view that stereotypes are bad and should be avoided at all cost. Stereotypes, it seems, are 

necessary heuristics that can play an important role in, maintaining self-worth, conserving 

cognitive resources, and making sense of the social world.  But as much as stereotypes can 

work to the advantage of the social perceiver, they also work to the disadvantage of those 

who are the targets of stereotyping.  The simple fact is stereotypes bias our expectations, 

perceptions and responses often with detrimental social consequences. Clearly, most 

people want to control stereotypes because they find them undesirable and unfair 

(Schneider, 1996). The extent to which stereotypes can or cannot be controlled has evoked 

considerable debate in recent years and the ensuing literature will be explored in the next 

sections.  

 

Conditional Automaticity of Stereotype Activation: The Role of Situational Goals 

 

According to Bargh (1997, p. 3) the defining feature of an automatic cognitive 

phenomenon is that, once a pre-condition is in place, the phenomena requires no 

“conscious choice to occur, or guidance from that point on”. Thus, a cognitive process is 

thought to be automatic when it occurs autonomously and without any need for conscious 

control whenever certain triggering conditions are in place (Bargh, 1999). Three main 

properties have been commonly used to characterise an automatic process (Bargh, 1989; 
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Blair, 2002; Kawakami, Dion & Dovidio, 1999). At the very least, an automatic process is 

one that does not require intention to initiate. It should also be cognitively efficient and 

thus requires little if any cognitive resources. A mental process has also been deemed 

automatic if it occurs outside conscious awareness, either because the perceiver is unaware 

of the triggering stimulus or unaware of the effect of the mental process on cognition and 

behaviour.  

Demonstrations of the automaticity of stereotype activation abound in the literature. 

It is well known that stereotypes are highly accessible constructs (Fiske & Neuberg, 1990) 

that are spontaneously activated at the mere exposure of a member of a stereotyped group 

or related cues, such as an ethnic label (for extensive review see Bargh, 1999). Many 

studies show that the activation of a stereotype requires no effort or intention (Banaji & 

Greenwald, 1995; Bargh, 1999; Bargh, 1994; Bargh, 1989; Bodenhausen, 1990; Brewer, 

1988;  Fiske & Neuberg, 1990; Greenwald & Banaji, 1995; Kawakami, Dion & Dovidio, 

1998; Kawakami et al., 1999; Macrae & Bodenhausen, 2000; Macrae, et al., 1994) and 

indeed, stereotypes can become activated even when exposure to category relevant cues 

(e.g., the word “Black”) is outside the perceiver awareness (Bargh et al., 1996; Spencer et 

al., 1998; Devine, 1989; Lepore & Brown, 1997; Wittenbrink et al., 1997).  

The demonstrable automaticity of stereotype activation has raised the issue as to 

whether we are at all capable of controlling this early stage in the stereotyping process (see 

Bargh, 1999; Blair, 2002). Although Bargh (1999) questioned the extent to which 

automatic stereotype activation can be consciously controlled, he has also argued that 

automaticity should not be mistaken for inevitability in that all automatic mental processes 

depend on certain triggering conditions – the term he used to capture the idea was 

“conditional automaticity” (Bargh, 1989, 1994, 1997).  
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Bargh (1989, 1994) highlighted an important distinction between pre-conscious, 

post-conscious and goal-dependent automaticity. “Preconscious automaticity” requires 

only the detection but not awareness of the triggering stimuli as is demonstrated in 

subliminal exposure studies. The effect of chronically accessible trait constructs on 

impression formation is one example of preconscious automaticity. “Post-conscious 

automaticity” requires some recent conscious attention to the process but otherwise 

appears functionally the same as pre-conscious automaticity. This is usually demonstrated 

in priming paradigms where the construct is made temporarily accessible. Finally, Bargh 

(1989) pointed out that some instances of automatic processing of social information may 

have become conditional upon specific processing goals. That is, certain automatic 

processes may only occur when perceivers are pursuing a specific goal. There is now 

substantial evidence indicating the goal-dependent nature of stereotype activation 

particularly within the context of person construal (Bodenhausen & Macrae, 2000; Castelli, 

Macrae, Zogmeister & Arcuri, 2004; Gilbert & Hixon, 1991; Kunda and Sinclair, 2003; 

Kunda & Spencer, 2003; Macrae, Bodenhausen, Milne, Thorn, & Castelli, 1997; Quinn & 

Macrae, 2005; Spencer et al., 1998; Wheeler & Fiske, 2005).  

For example, Gilbert and Hixon (1991) demonstrated that being cognitively “busy” 

with an unrelated processing goal can actually reduce the chances of activating the 

stereotype under conditions where otherwise a stereotype was likely to come to mind. In 

their study, participants were asked to complete word fragments presented on a card by an 

Asian assistant (i.e. the categorical cue). The word fragment could be completed using 

either a stereotypic or non-stereotypic word. Participants whose attention was divided by 

having to memorise a set of digits while also completing the word fragments were less 

likely to use stereotypic word completions than participants who were not cognitively 

“busy”. They suggested that stereotype activation may be constrained by attentional 
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resources. The “divided attention” hypothesis was however challenged in a subsequent 

study by Spencer et al. (1998). The study replicated the conditions of the Gilbert and 

Hixon (1991) study adding a condition in which participants’ self-worth was either 

threatened or enhanced. They found that even cognitively busy participants, whose self-

worth had been threatened by negative feedback on their performance on an intelligence 

task, demonstrated significantly more stereotypic word completions than those participants 

whose self-image had not been threatened. Since both these groups were exposed to the 

same manipulation to deplete cognitive resources, divided attention could not account for 

the differences. Spencer et al. (1998) concluded that the perceiver’s immediate processing 

goal, in this case a self-enhancement goal, may be a more significant moderator of 

stereotyping than the availability of attentional resources. Indeed, even Gilbert and Hixon 

(1991)  alluded to this explanation of the results in their 1991 paper. They argued that the 

stereotype may not have been activated in the cognitively busy participants while watching 

the Asian assistant, because the assistant’s race would have been “wholly inconsequential” 

(1991, p. 515) to achieving the information processing goal of remembering the set of 

digits. In other words, regardless of the cognitive demands of the situation if the stereotype 

does not contain potentially useful information for achieving the goal at hand it should not 

become activated.  

Since Gilbert and Hixon’s (1991) findings many more studies have demonstrated 

the role of situational goals and processing contexts in moderating automatic stereotype 

activation (Bodenhausen & Macrae, 2000; Bukowski et al., 2009; Castelli, et al.,  2004; 

Kunda and Sinclair, 2003; Kunda & Spencer, 2003; Spencer et al., 1998; Macrae & 

Cloutier, 2008; Macrae et al., 1997; Moskowitz & Li, 2011; Quinn & Macrae, 2005; 

Sinclair & Kunda, 1999; Wittenbrink, et al., 2001). In a now widely cited paper, Macrae et 

al. (1997) showed that when perceivers encounter a picture of a real person, stereotypes are 
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automatically activated only when the person is processed in a socially meaningful 

manner. In two experiments, participants were exposed to a series of photographs of either 

an object or a female face. For the pre-semantic processing condition participants were 

required to judge whether a white dot was present or absent on the picture whereas for the 

semantic condition participants had to judge whether the stimulus was an object or a 

person. In the control condition participants simply had to report the detection of a 

stimulus. Stereotype activation was measured in a lexical decision task following each 

trial. The authors found that female stereotypes were activated when participants made a 

semantic decision about the category stimulus but not when participants made a pre-

semantic decision about the stimulus or when simply exposed to the stimulus. The effect 

was not due to differences in participants' ability to categorise the target, since participants 

in all conditions were able to correctly identify the target's race (Experiment 1) and showed 

no difference in a face recognition task (Experiment 2). Based on the results, Macrae et al. 

(1997) concluded that automatic stereotype activation must be moderated by the 

processing operation on the target.  

Further evidence for the goal-dependent nature of stereotype activation comes from 

studies that have looked at the moderating effects of motivational factors such as self-

enhancement and comprehension goals in social interaction (Bukowski et al., 2009; Kunda 

and Sinclair, 2003; Sinclair & Kunda, 1999; Kunda & Spencer, 2003; Spencer et al., 1998). 

These studies show that stereotype activation during social interaction is moderated by the 

extent to which a comprehension or a self-enhancement goal is pursued. These two distinct 

processing goals can either facilitate or inhibit stereotype activation depending on 

processing context. For example, Bukowski et al. (2009) found that when participants 

faced the prospect of playing an analytical game with a female computer scientist, female 

stereotypes but not computer scientist stereotypes were inhibited. In contrast, in an 
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emotional task the computer scientist stereotypes but not female stereotypes were 

inhibited. Thus certain processing contexts may cause the activation of stereotypes that 

support the desired impression and the inhibition of stereotypes that undermine it. 

In sum, the research has demonstrated repeatedly that stereotypes are not 

unconditionally automatic during person construal, but instead depend on situational 

factors such as temporary processing goals. Clearly, mere exposure to a stereotyped target 

is not a sufficient condition for the automatic activation of stereotypes.  The pattern that 

emerges from these studies is that unless stereotypes serve some useful purpose in 

attaining the temporary processing goal they will not become activated.  

In contrast to the demonstrable influence of situational factors on stereotype 

activation, research investigating the influence of prejudice on stereotype activation is far 

less clear. As the following review will show, results are mixed and relatively little 

progress has been made in understanding the mechanisms that might drive the relationship 

between prejudice and stereotype activation.   

 

Stereotype Activation and Prejudice 

 

Does the kind of attitude you have towards a group influence the extent to which 

stereotypes automatically come to mind? Compared to the burgeoning literature that has 

identified a range of situational factors impacting on stereotype automaticity (see the 

review above), it is apparent that there are gaps in the research looking at the link between 

prejudice and stereotype activation. Whilst there seems to be consensus amongst most 

researchers that prejudice does impact on stereotype activation, the relationship between 

these two types of social bias is still far from understood. There are currently only two 

opposing theories that have attempted to specifically explain the “prejudice – stereotype 
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activation” link, Devine’s (1989) “dissociation model” and Lepore and Brown’s (1997) 

“associative strength model”. 

Devine (1989) was the first to directly address the question of the relationship 

between automatic stereotype activation and prejudice.  In this seminal paper, the author 

supports a dissociation model between automatic and controlled processes in prejudice. In 

particular, she proposed that exposure to a member of a stereotyped group triggers the 

activation of stereotypes independently of any personal attitudes one might hold towards 

that group. Her argument is based on the idea that common cultural stereotypes are so 

ubiquitous in a society, that we all share the same knowledge of these stereotypes and 

therefore are all equally likely to activate the stereotype upon encountering a member of a 

salient social group. In her explanation, she draws on the general dissociation made 

between automatic and controlled processes in information-processing (Chaiken & Trope, 

1999; Schneider & Shiffrin, 1977). According to this distinction, controlled processes are 

intentional, effortful and take time to execute while automatic processes are unintentional 

and effortless and involve the fast and spontaneous activation of well learned constructs or 

behaviours (but see Bargh, 1994). Devine (1989) argued that because cultural stereotypes 

are well-learnt and highly accessible knowledge structures, the activation of cultural 

stereotypes should be an automatic process whenever we encounter a member of the 

stereotyped group. Importantly, as a result of common socialisation experiences very early 

in development, automatic stereotype activation should be equally strong and equally 

inescapable for high- and low-prejudice individuals. This is based on the assumption that 

stereotypes are established much earlier in childhood than personal beliefs that question 

and reject the stereotypes. Thus, stereotypes have a longer history of activation and are 

therefore not likely to be undermined by personal beliefs.  
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Devine (1989) also argued that low-prejudice individuals are likely to experience 

conflict between activating the stereotype and responding in ways that reflect their non-

prejudiced and egalitarian values towards the group. However, because stereotype 

activation happens automatically, low-prejudice individuals have to intentionally inhibit 

the activated stereotype in order not to apply the stereotype. This, according to Devine 

(1989), requires effort and awareness. The key implication here for the current thesis is that 

stereotype activation is an automatic process that is not moderated by prejudice.  

Devine (1989) relied on a series of three experiments for evidence of her 

dissociation model. In these experiments participants were divided into low- and high-

prejudice groups based on their responses on the Modern Racism Scale (see McConahay, 

et al., 1981). The aim of the first experiment was to demonstrate that knowledge of the 

stereotypes about salient social groups is the same amongst members of the society 

regardless of their personal beliefs about the group. In the first experiment participants 

were asked to list the common stereotypes of African-Americans, and indeed, as the 

dissociation model would predict, both low- and high-prejudice individuals demonstrated 

equal knowledge about the stereotypic traits. Since then, a number of studies have 

replicated this finding across a number of different social categories and in different 

countries (Akrami, Eckehammer & Araya, 2006; Augostinos & Rosewarne, 2001; 

Augostinos et al., 1995; Devine & Elliot, 1995; Lepore & Brown, 1997; 2001; Neuman & 

Seibt, 2001; but see also Zivoney & Lobel, Study 1, 2014). 

In the second experiment, Devine applied a priming paradigm adapted from Bargh 

& Pietromonaco (1982) to show that the automatic activation of stereotypes in the presence 

of a category cue is not influenced by individual differences in prejudice. Participants were 

exposed to parafoeveally presented primes consisting of traits and category words 

associated with the “African-American” category (e.g. Negroes, lazy, Harlem). The logic 
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of the procedure is that if participants are unaware of the stereotypic primes, then any 

stereotypic reactions must be due to automatic processes (Devine & Monteith, 1999).  In 

one condition, only 20% of the total primes were related to the African American category, 

in the other, 80% of all primes were related to that category. To measure the implicit 

effects of the activated stereotype on judgment, participants were subsequently asked to 

read a passage about a male target whose racial background was not specified and then to 

rate the target on 12 attributes. Six of the attributes related to the concept of “hostility”, a 

trait considered stereotypic of African-Americans. Participants primed with 80% of 

African-American category words rated the target to be significantly more hostile than did 

participants primed with 20% African-American category words. More importantly, the 

effect was not moderated by explicit prejudice; both high- and low-prejudice participants 

demonstrated inflated ratings of stereotype-congruent attributes. According to Devine 

(1989) this experiment had demonstrates that the African-American stereotype becomes 

automatically activated in high-and low-prejudice individuals to the same extent.  

To further test the dissociation model, Devine (1989) conducted a third experiment, 

where she showed that people high and low in prejudice differ in their responses when 

conditions allow controlled processing. She argued that under controlled processing 

conditions, low-prejudice individuals will attempt to inhibit the previously activated 

stereotypes whereas high-prejudice individuals would not. To test this, participants were 

asked to list their personal thoughts in response to the group “African-Americans”. As 

predicted, high-prejudice individuals reported significantly more negative attributes about 

African-American’s compared to low-prejudice individuals. According to Devine (1989) 

the findings from the three experiments offered convincing evidence for the dissociation 

between automatic and controlled processes in stereotyping and prejudice. Whilst low- and 

high-prejudice individuals automatically activate the stereotypes to the same extent, low-
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prejudice individuals will control the activated stereotypes if they have the awareness and 

cognitive resources to do so. But when there is either a lack of awareness or too few 

cognitive resources available, the activated stereotypes will emerge in judgments 

regardless of prejudice level.   

A study by Kawakami and Dovidio (2001, Experiment 3) found similar results, 

suggesting a dissociation between people’s level of prejudice and the extent to which 

stereotypes are automatically activated. For the experiment, the authors applied a modified 

version of the priming procedure from Dovidio et al. (1997), to evaluate the automatic 

activation of racial stereotypes. High- and low-prejudice White participants were 

subliminally exposed to schematic faces of White or Black men and women followed by a 

category cue, either “person” or “house”. After a Stimulus Onset Asynchrony (SOA) of 

300 ms, this was followed by a target word, which was either stereotypic of Black 

Americans or stereotypic of White Americans. The short SOA was used to tap automatic 

responses only, since strategic processes are presumed to take 450 ms or more to kick in 

(Neeley, 1977). Participants were required to judge whether the target word could ever 

describe the cued category, which was either “house” or “person”. Participants' response 

latencies to stereotypical Black traits were significantly faster following a Black face than 

a White face. However, response latencies to stereotypic White traits were the same 

whether they followed a White cue or a Black cue. Thus, in this study participants 

demonstrated automatic activation of stereotypic information following Black faces. 

Importantly, as predicted by the dissociation model (Devine, 1989), automatic activation of 

Black stereotypes was not correlated with individual differences in racial prejudice toward 

Black Americans. 

Although Devine’s (1989) study was, at the time, highly influential in shaping 

future research and theory on the relationship between stereotype and prejudice, the 
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dissociation idea has been largely superseded. Apart from the limited empirical support for 

Devine’s (1989) model, which will be reviewed shortly, the claims based on her studies 

have been called into question given a number of methodological issues (Kawakami et al., 

1998; Lepore & Brown, 1997, Locke & Walker, 1999; Locke et al., 1994). In the priming 

task in Study 2 many of the category primes were negatively valenced and even 

semantically related to “hostility” (e.g. “oppression”, “slavery”). Priming the attributes that 

make up the stereotype “hostility” would have made it more likely that the stereotype was 

used in subsequent judgements. Therefore, it is possible that the amplified “hostility” 

ratings in both prejudice groups reflected direct semantic priming of the word “hostility” 

rather than any stereotyping effect. Even if one concludes that elevated ‘hostility’ ratings in 

the impression formation task in both low- and high-prejudice groups was as a result of 

stereotype priming, it does not really tell us if the stereotype is similarly activated during 

categorisation when exposed to a stereotyped target or the social category (Lepore & 

Brown, 1997; Locke et al., 1994; Wittenbrink, et al., 1997).  

Lepore and Brown (1997) in particular highlighted this limitation by pointing out 

that a distinction should be made between the effects of category priming and the effects of 

stereotype priming. They suggested that the stereotype activation effect observed in 

Devine’s (1989) study is not the consequence of exposure to a group member or symbolic 

equivalent but rather the result of an assimilation effect (Bargh & Pietromonaco, 1982; 

Higgins, 1989). To support this argument they replicated Devine’s (1989) study with a 

view to comparing the effects of category priming versus direct, stereotype priming. They 

predicted that when stereotypes are primed directly an assimilation effect should be 

observed independently from individual differences in prejudice. In contrast, prejudice-

linked differences in stereotype activation should be present when primed with category 

cues only. The researchers adapted the experimental paradigm developed by Devine (1989) 
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and subliminally primed White British participants either with category labels associated 

with ‘Blacks' or with stereotypes associated with the same group. Immediately following 

the priming task, participants were required to read a description of a person, whose ethnic 

background was not specified, and then form an impression of that person. Participants 

rated the target on a scale that measured the extent to which the stereotypes were being 

applied in the impression formation task. In the direct stereotype priming condition, low-

and high-prejudice individuals rated the target the same, replicating the effects observed in 

Devine’s (1989) Study 2. Lepore and Brown (1997, 1999) explained that such a 

generalised priming effect demonstrates the assimilation of temporarily activated 

stereotypes into a subsequent trait rating. However, in the category cue condition, only 

high-prejudice participants made negative stereotypic impressions of the target, suggesting 

that only they activated the negative stereotypes upon exposure to the category cues. In 

line with the predicted valenced effect, low-prejudice participants tended to activate more 

positive stereotypic impressions of the target. Importantly, in contrast to the predictions of 

the dissociation model, low- and high-prejudice individuals differentially activated 

stereotypes when making a judgment about a stereotyped target, following a category cue. 

These findings were again replicated in a later study by Lepore and Brown (2002) where 

they used a lexical decision task to prime the social category. Similarly, Brown and 

colleagues (Brown, Croizet, Bohner, Fournet, & Payne, 2003) demonstrated a prejudice-

linked effect on automatic stereotype activation when using racial faces in a subliminal 

priming task.  

In light of the evidence against Devine’s (1989) dissociation model, Lepore and 

Brown (1997; 1999; 2002) proposed an alternative explanation suggesting that prejudice 

does influence automatic stereotype activation. The authors argued that whilst low- and 

high-prejudice individuals may have the same stereotype content associated with a social 
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category (e.g. African-Americans) stored in memory, the strength of these associations 

differ depending on prejudice level, and as a result distinctly different aspects of the 

representation become activated on exposure to the category. Applying an associative 

network model, it can be assumed that a social category is represented as a node that is 

linked to a network of attributes (Lepore & Brown, 1997). Only those attributes that are 

strongly linked to the category will become automatically activated upon categorisation. 

The more frequently the link between the category and attribute is activated, the stronger 

the link becomes. Eventually, the attribute is automatically activated whenever the 

category is activated. Importantly, which link becomes automatic will depend largely on a 

person’s personal beliefs about the social category. High-prejudice individuals will hold 

negative stereotypic beliefs about the target group and therefore the links between the 

category and these attributes should be automatic because they are the strongest. In 

contrast, low-prejudice individuals should have more positive beliefs about the group, 

therefore the links between the category and positive stereotypic attributes should become 

automated.  

Unfortunately, having largely adopted Devine’s (1989) experimental paradigm 

Lepore & Brown’s (1997, 2002) study is similarly hampered by methodological 

limitations. Most significantly, like Devine (1989), Lepore and Brown (1997) only used 

the ratings on negative and positive stereotypic traits in the impression formation task to 

evaluate stereotype activation. It would seem that a comparison with non-stereotypic words 

matched on valence with the stereotypic words was not included in the analysis. As it 

stands, it is possible that the increase in negative impressions by high-prejudice individuals 

and positive impressions by low-prejudice individuals were the result of a more 

generalised valence effect rather than the result of valenced stereotype activation.  
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In spite of this limitation in Lepore and Brown’s (1997) own study, there has been 

some support for the associative strength model from studies that have used more reliable 

measures of stereotype activation. In particular, two separate studies by Wittenbrink and 

colleagues (1997; 2001) found prejudice-linked differences in valenced stereotype 

activation in a subliminal priming paradigm using a lexical decision task to evaluate 

stereotype activation. Racial category primes (Black) and neutral primes were presented 

outside of conscious awareness (for 15 ms) followed by an adjective word or non-word 

requiring a “word”/”non-word” judgement. The target words were stereotypic and non-

stereotypic of African-Americans and White-Americans, half of each set were positively 

valenced and half negatively valenced. Each participant’' explicit prejudice was measured 

on a number of self-report questionnaires, including the Modern Racism Scale (MRS, 

McConahay et al., 1981), the Pro-Black and Anti-Black scales (Katz & Hass, 1988), a 

diversity and discrimination scale (Wittenbrink et al., 1997) and a feeling thermometer 

(Wittenbrink et al., 1997). Wittenbrink et al. (1997, 2001) found that participants 

responded faster to 'Black' negative stereotypic traits when they followed the category 

label 'Black' than the category label “White”.  Most importantly, there was a reliable 

correlation between negative stereotype activation and all of the explicit prejudice 

measures, except for the feeling thermometer. Wittenbrink et al. (2001, 1997) proposed 

that different explicit measures of prejudice tap into cognitive, affective or behavioural 

components of those attitudes, respectively. The belief-based measures of prejudice used in 

this study may have correlated with stereotype activation because they are more likely to 

tap into the cognitive components of attitudes, which consist basically of the stereotypes 

associated with the social category. The feeling thermometer, in contrast, taps only the 

affective component of prejudice which may be relatively independent of stereotypic 
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associations. Thus, explaining the lack of correlation between stereotype activation and the 

feeling thermometer. 

Although the above review offers some empirical support for the associative 

strength model the evidence is far from conclusive.  A study by Kawakami, Dion & 

Dovidio (1998) found that whilst prejudice-linked activation of the African-American 

stereotype was evidenced, this effect was not moderated by valence. Instead, high-

prejudiced participants activated both negative as well as positive stereotypes, whereas 

low-prejudice participants did not activate any stereotypes. In this study (Kawakami et al., 

1998), stereotype activation was measured using a word pronunciation task. A short SOA 

(300ms) condition was applied to measure automatic processes and a long SOA (2000ms) 

condition was also applied to evaluate the effect of more controlled processes. Participants 

were first exposed to three different primes, two social category labels and a filler label 

(“White”, “Black”, or “CCC”). The primes were followed by a positive or negative trait 

either stereotypic of Blacks, or neutral in stereotypicality, which had to be read out loud as 

quickly as possible. The faster participants were able to read the target word the stronger 

the association between the category label and trait (Neely, 1991). An index of explicit 

prejudice was calculated from responses on three prejudice scales (blatant racism, modern 

racism and evaluation thermometer). Participants were classified into low- and high-

prejudice individuals based on the median split of the composite prejudice index scores. 

“Black” category labels facilitated response latencies to stereotypic traits relative to non-

stereotypic traits in high-prejudice individuals but not in low-prejudice individuals. Hence, 

only high-prejudice individuals automatically activated the stereotypes of “Blacks” when 

exposed to the “Black” category cue, whereas low-prejudice individuals did not. The 

stereotype activation effect for high-prejudice individuals was observed in both automatic 

(short SOA) and controlled (long SOA) condition, and contra to predictions from the 
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associative strength model (Lepore & Brown, 1997), there was no evidence of any valence 

effect whereby had high prejudiced individuals would activate more negative stereotypes 

and low-prejudiced individuals would activate more positive associations. Plainly, these 

results challenge Lepore and Brown’s (1997) model by suggesting that perceiver’s mental 

representation of social groups may not be along the line suggested by the associative 

strength model and indeed that there may be other factors moderating the link between 

prejudice and stereotype activation upon categorisation. 

In fact, in the 2001 Wittenbrink et al. study (reviewed previously) the results were 

different in a second condition that required participants to make an evaluative (good / bad) 

judgment of a word following the category label. Firstly, participants activated negative 

concepts more generally (stereotypic and non-stereotypic) following the label ‘Black’ 

versus ‘White’, and, secondly, this automatic effect was unrelated to any of the explicit 

prejudice measures except for the feeling thermometer. The context dependent nature of 

stereotype activation in prejudiced as well as non-prejudiced individuals in Wittenbrink et 

al.’s (2001) study highlights the limitations of Lepore and Brown’s (1997) associative 

strength model. The different automatic responses to category cues, they argued, are likely 

to be the result of the different processing conditions under which the cues are 

experienced. In other words, processing context rather than associative strength between 

stereotype and category, determines the make-up of what is automatically activated.  This 

notion that “what we do” at the time we encounter  a group or a member of the group 

influences “what comes to mind” is the central tenet adopted in this thesis for explaining 

the relationship between prejudice and stereotype activation and will be explored in depth 

in the final section. 

In summary, contrary to the predictions derived from the dissociation model 

(Devine, 1989) some studies have demonstrated that prejudice does indeed impact on the 
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extent to which stereotypes come to mind during social categorisation. Prejudice-linked 

stereotype activation has been observed across different social categories and across 

different priming paradigms (Brown, et al., 2003; Kawakami, et al., 1998; Lepore & 

Brown, 1997; Locke & Walker, 1999; Locke, et al., 1994; Wittenbrink, et al., 1997; 2001). 

To date, Lepore and Brown’s (1997) associative strength model stands alone in its attempt 

to account for these prejudice-linked differences. However, in light of some of the 

conflicting evidence the veracity of Lepore and Brown’s (1997) associative strength model 

needs to be called into question. 

In addition to the conflicting evidence, there is another problem that undermines 

the empirical evidence for the associative strength model (Lepore & Brown, 1997) and 

indeed the dissociation model (Devine, 1989).  All studies, without exception, used an 

implicit stereotyping paradigm that failed to assess the extent to which the activation of 

stereotypes may be moderated by prejudice during meaningful encounters with others. 

Indeed, in some of the studies the category cues were presented subliminally (i.e., Devine, 

1989; Lepore & Brown, 1997) hence participants would have been unaware of the 

presence of any social category let alone engaged in any meaningful judgement of the 

targets. Given the implicit nature of the category prime itself, these studies remain mute on 

the question as to whether high- and low-prejudice individuals differ in their likelihood of 

activating the stereotype when appraising a stereotyped group or a member thereof. 

However, this question lies at the very heart of the investigation pursued in this thesis. 

Surely, all the research on the relationship between automatic stereotype activation and 

prejudice would not be complete if it failed to address the question about what happens 

when we actually encounter real people or when we have to make meaningful judgments 

about them.  
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Making Meaningful Judgments about People 

 

As mentioned in the previous section, none of the studies cited in support of either, 

the associative strength model (Lepore & Brown, 1997) or the dissociation model (Devine, 

1989) required that participants actually make a judgment about the stereotyped target. In a 

first of its kind, a study by Locke et al. (1994) attempted to redress the aforementioned 

oversight by looking at prejudice-linked effects on stereotype activation when perceivers 

made an evaluative judgment about a target group. Their study examined activation of the 

Australian Aboriginal stereotype in high-and low-prejudice Caucasian participants. 

Specifically, on a computer screen on each trial participants were presented with one of 

two category labels (i.e. “Aboriginals” or “yourself”) and then with a trait word (e.g. 

“lazy”) and participants were required to judge whether a particular trait described the 

presented target label, by pressing one of two buttons on a response pad labelled either 

“YES” or “NO”. To measure stereotype activation online while the judgment was being 

made, Locke et al. (1994) inserted an adapted Stroop task (MacLeod, 1991; MacLeod & 

Rutherford, 1992) which immediately followed the category label (i.e. prime) and preceded 

the presentation of the trait word. The Stroop-task involved a subliminally presented trait 

word in yellow, red, blue or green colour and which is then immediately masked (after 20 

ms) in the same colour. The word was either stereotypic or non-stereotypic, and positive or 

negative in valence. Participants were told this task was a distractor task, and that they 

were required to name the colour of the display as quickly as possible. The colour-naming 

latency, which was recorded via a throat microphone, was taken as an index of the degree 

to which the semantic content of the word was activated in response to the prime. Hence, 

the longer it takes to name the colour, the stronger the semantic activation of the word is 

presumed to be (MacLeod & Rutherford, 1994; Warren, 1972; 1974). Whilst high-
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prejudice individuals showed longer latencies for stereotypic words compared to non-

stereotypic words, low-prejudice individuals showed no difference between the two word 

types. Contra to the predictions from the associative strength model (Lepore & Brown, 

1999) there were no valence effects for stereotypic words. Thus, only high-prejudice 

individuals activated both the negative (e.g. “lazy”) and positive (e.g. “creative”) 

Australian Aboriginal stereotypes following the “Aboriginal” prime. In contrast, low-

prejudice individuals showed no activation of stereotypes. 

The racial prejudice findings from the first study (Locke et al., 1994) were also 

replicated in a second study that looked at gender prejudice (Locke & Walker, 1999). The 

same paradigm was used except that the category prime “Aboriginal” was replaced with 

the category prime “Women” and the trait words were stereotypic of women instead of 

Australian Aboriginals. Male participants were categorised into low- and high-prejudice 

groups based on their scores on the Women in Society Questionnaire (Lewis, 1988). As 

predicted, only high-prejudice individuals activated stereotypic traits. At the automatic 

processing level no effect for word valence was found. However, at the strategic level, 

high-prejudice individuals produced longer response latencies for negative stereotypic 

traits, with evidence that the positive traits had actually been strategically inhibited. Locke 

and Walker (1999) argued that stereotypes of woman, unlike Aboriginals, involve an equal 

number of positive and negative traits. The inhibition of positive stereotypic traits may 

have been a strategy by high-prejudice individuals to achieve consistency between 

activated information and the negative attitude towards women. Whatever the mechanisms 

behind the inhibition effect at the controlled level, the important point is that at the 

automatic level gender prejudice was found to moderate the activation of female 

stereotypes, as racial prejudice did for Aboriginal stereotypes. In other words, we find the 
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same pattern of prejudice-linked differences and automatic stereotype activation for two 

different types of social categories, race and gender.  

One of the major contributions of these two studies by Locke and colleagues 

(Locke & Walker, 1998; Locke et al., 1994) was to challenge the status quo, held by 

Devine’s (1989) dissociation  model, by demonstrating that when perceivers judge real 

people, their prejudiced beliefs will indeed influence the extent to which stereotypes 

become activated. More significantly though, the findings also do not support the 

predictions of the associative strength model (Lepore & Brown, 1997), which would have 

the high-prejudiced participants activate mostly negative stereotypes and low-prejudice 

participants activate mostly positive stereotypes about the groups. However, in both 

studies, high-prejudiced participants activated negative as well as positive stereotypes and 

low-prejudice participants activated none. So whilst there is unequivocal evidence showing 

a link between prejudice and stereotype activation following social categorisation, there is 

no conclusive evidence to suggest that this link is determined entirely by the kind of 

mental representations suggested by the associative strength model (Lepore & Brown, 

1997, 1998). There is clearly a need for an alternative model of the relationship between 

prejudice and stereotype activation, one that can accommodate the varied, seemingly 

inconsistent, findings in the literature. In the next section, the possibility will be explored 

that the different processing contexts (processing goals) may trigger altogether different 

patterns of prejudice-linked stereotype activation because these contexts capture different 

histories in associative learning of the category.  
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Processing Goals and Prejudice-linked Stereotype Activation 

 

Clearly, as the previous review illustrates the link between prejudice and stereotype 

activation is not a matter of a simple “all or none” relationship. The one factor that seems 

to stand out as a possible explanation for the differential evidence is that different 

judgment conditions yield different results. In other words, what the perceiver is doing at 

the time of exposure to a category cue affects the patterns of stereotype activation and the 

extent to which that is linked to prejudice.  

Referring back to the earlier review, a functional view of stereotypes proposes that 

stereotypes, like any category information, are useful tools that can simplify and make 

more efficient social information processing (Bodenhausen, 1990; Macrae & 

Bodenhausen, 2000; Macrae, Stangor & Milne, 1994). However, stereotypes may be useful 

heuristics in one context but entirely irrelevant in another (Gilbert & Hixon, 1991).  

Indeed, the evidence on the role of processing goals in stereotype activation suggests that 

upon encountering a target, stereotypes become activated only when they serve some 

potential utility, such as when having to process a target in a socially meaningful way 

(Macrae et al., 1997), or when the stereotype serves a comprehension or self-enhancement 

goal (Bukowski et al., 2009; Kunda & Spencer, 2003; Spencer et al., 1998; Sinclair & 

Kunda, 1999; van den Bos & Stapel, 2009). If, as the evidence suggests, stereotype 

activation is goal-dependent, then it stands to reason that the relationship between 

prejudice and stereotype activation may also be moderated by goals.  

One possibility is that the different processing contexts (processing goals) may 

trigger altogether different patterns of prejudice-linked stereotype activation because these 

contexts capture different histories in associative learning of the category. As a case in 

point, in those studies that showed prejudice-linked stereotype activation but no valence 
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effects (i.e. where high-prejudice participants activated both negative and positive 

stereotypes) the category primes were a salient part of the judgment task (Kawakami et al., 

1997; Locke & Walker, 1999; Locke et al., 1994). In contrast, studies that showed a 

valence effect for prejudice-linked stereotype activation (Lepore & Brown, 1998; 2001, 

Wittenbrink et al., 1997, 2001), presented the category cue at a subliminal level. The 

possibility that people show different patterns of stereotype activation depending on 

whether they are aware of the category prime or not is not a trivial one as it further 

supports the argument that the automatic activation of stereotypes may be contingent on 

processing contexts rather than on associative strength alone, as Lepore and Brown (1997, 

1999) would suggest. In fact, although the procedure in Kawakami et al. (1998) involved a 

simple word pronunciation task, the priming component in combination with stereotypic 

trait words may have offered sufficient cues to trigger a social processing goal. The authors 

themselves acknowledge that “repeated presentation of racial category primes and 

stereotypic traits made the racial focus of the task salient” (Kawakami et al., 1998, p. 409). 

These cues may well have been sufficient to trigger some meaningful processing of the 

social category. In that case, it is not surprising to find that the prejudice-linked stereotype 

activation mirrored those obtained in Locke et al.’s (1997) study, where the evaluation of 

the target was an explicit component of the temporary processing goal. Based on these 

findings it seems plausible to suggest that prejudice-linked differences in stereotype 

activation may be demonstrated when participants are explicitly instructed to evaluate the 

target (Locke & Walker, 1999; Locke et al., 1994), or the social focus of the task is salient 

(Kawakami et al., 1998). Thus, when the processing goal relates to the target in a socially 

meaningful way, automatic activation of stereotypes is observed in high-prejudice 

individuals but not in low-prejudice individuals.  
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In support of this view, Locke and Johnston (2001) argued that when making an 

explicit judgment about a stereotyped group, the activation of stereotypes is an expedient 

cognitive process only for high-prejudice individuals. In other words, because for high-

prejudice individuals the content of the stereotype coincides with their judgments about the 

stereotyped target, stereotypes should be more useful to them than they are to low-

prejudice individuals when making a target based judgment. Clearly, for low-prejudice 

individuals the activation of stereotypes would result in 'cognitive clutter' when making an 

explicit judgment about a member of a stereotyped group, hindering rather than facilitating 

their goal to judge the target fairly. Thus, high-prejudiced individuals have a history of 

using the stereotype whenever the goal of judging or evaluating a target is instantiated 

which should eventually lead to the “proceduralisation” of this pairing. In contrast to high-

prejudice individuals, low-prejudice individuals have a history of avoiding or not thinking 

about stereotypes when their goal is to judge the target group, and, therefore, stereotypes 

should not become automatically linked to this goal.  

There is one alternative model that warrants a mention here, namely Moskowitz, 

Golwitzer, Waasel and Shaal’s (1999) egalitarian goal model. Moskowitz and colleagues 

(1999) suggested that the differences we see in automatic stereotype activation between 

low- and high-prejudice individuals are linked to the extent to which an egalitarian goal is 

activated. Indeed, there is some evidence suggesting that individuals who hold a chronic or 

a temporary goal to be egalitarian will inhibit rather than activate the stereotype upon 

exposure to a category cue (for review see Moskowitz, 2010). Moskowitz, et al., (1999) 

showed that people who held chronic egalitarian goals towards women did not activate but 

instead inhibited the associated stereotypes when seeing a face of a woman. Moskowitz, 

Salomon and Taylor (2000) and Johns, Cullum, Smith and Feng (2008) replicated the 

earlier findings but for the African-American category. It needs to be pointed out that 
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whilst these studies look to offer a plausible account for the lack of stereotype activation in 

low-prejudice individuals, the studies were not designed to look at prejudice per se. In fact, 

in their first paper, Moskowitz et al. (1999, Experiment 2) found that participants who held 

chronic egalitarian goals towards women did not differ in their low level of explicit 

prejudice to those who did not hold such a goal.  At face value, these findings rule out a 

chronic egalitarian goal as the mechanism for moderating stereotype activation in low-

prejudice individuals. However, the results also expose a possible problem with the 

validity of the construct, since one would expect at least a moderate relationship between 

prejudice and chronic egalitarian goals, i.e. those higher on explicit prejudice should 

demonstrate less evidence of chronic egalitarian goals. Finally, in none of the studies were 

participants required to make any target relevant judgment. Thus, it is not clear to what 

extent chronic egalitarian goals moderate stereotype activation when perceivers are 

actually judging the group or a member of the group. For the above stated reasons the 

“egalitarian goal” angle seems an unsuitable line to pursue. At best it offers further 

evidence for the goal-dependent nature of stereotype activation but otherwise has little to 

contribute to an understanding of prejudice-linked stereotype activation. 

In sum, one of the problems with the current models of prejudice-linked stereotype 

activation has been their limited scope in accounting for the mixed empirical evidence. A 

possible way to reconcile these different ‘versions’ of the relationship between stereotype 

automaticity and prejudice is to consider  the differential effects of different processing 

goals that may have been intrinsic to the experimental paradigms used in previous 

research.   In this thesis I explore an alternative explanation of the relationship between 

prejudice and stereotype activation, one that builds on a functional perspective of 

stereotypes drawing on evidence for the goal-dependent automaticity of stereotype 

activation (Bargh, 1999; Bukowski et al., 2009; Gilbert & Hixon, 1991; Kunda and 
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Sinclair, 2003; Kunda & Spencer, 2003; Macrae, et al., 1997; Moskowitz & Li, 2011; 

Pendry & Macrae, 1996; Sinclair & Kunda, 1999; Spencer et al., 1998). 

 

Overview of Experiments 

 

The overall aim of this thesis is to establish a reliable and comprehensive account 

of the role of processing goal in moderating the relationship between automatic stereotype 

activation and prejudice. To this end, five experiments were conducted to determine the 

effects of different processing goals on prejudice-linked stereotype activation. 

In the following chapter, I will first outline the experimental paradigm used in all 

five experiments presented in this thesis. This is an adapted version of a Stroop-based 

paradigm developed by Locke et al. (1994). It allows the measure of automatic stereotype 

activation online while participants engage in different tasks depending on the processing 

goal condition. The chapter also presents Experiment 1, in which I evaluate the differential 

effects of a social (involving a trait judgment of the target) and asocial processing goal 

(involving a lexical task) on prejudice-linked stereotype activation.  

The purpose of Experiment 2 was to rule out task demand as an alternative account 

for the patterns of prejudice-linked stereotype activation. It was designed to evaluate the 

effects of a different kind of asocial processing goal, one that requires semantic processing 

(i.e. good/bad judgment of a word) rather than simply lexical processing of the presented 

trait words.  

Clearly, not all social encounters involve making an explicit trait judgment about a 

target and therefore the aim of Experiment 3 was to determine whether the effects of 

prejudice on stereotype activation extend to social situations that involve more subtle but 
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perhaps also more pervasive evaluative processes. Experiment 3 was designed to 

investigate this boundary condition for prejudice-linked stereotype activation.  

Whilst the first three experiments were designed to investigate if and when the 

automaticity of stereotype activation is moderated by prejudice, the aim of the final two 

experiments was to take a closer look at the mechanisms that underpin prejudice-linked 

stereotype activation. Of particular interest here is the question of how low-prejudice 

individuals manage to “avoid” activating the stereotypes when judging a member of the 

stereotyped group.  One possibility is that low-prejudice individuals proceduralise the 

practice of not bringing stereotypes to mind (Locke & Johnston, 2001) whenever a 

judgement about the stereotyped group is required. Given, however, that faces can be 

encoded in multiple ways and have yet to be categorised there is also the possibility that 

low-prejudice individuals simply fail to racially categorise the target as part of their 

judgment process. Livingston & Brewer (2002) have argued that social categorisation 

should occur only if the goal is to make use of the category in perception. So, it may well 

be the case that low-prejudice individuals simply don’t activate the social category when 

making an evaluative judgment a “real” person because the category and associated 

information would serve no purpose during such a judgment goal. Experiments 4 and 5 

were designed to investigate this possibility. Experiment 4 also served as a way to 

demonstrate that the original prejudice-linked findings from Experiment 1 could be 

replicated.   

Experiment 5 was the final experiment and designed to further explore the 

possibility that “category blindness” rather than “practicing not to stereotype” (Locke & 

Johnston, 2001), may be the key to avoiding stereotype activation when it comes to 

judging a real person.  In this experiment participants had to racially categorise targets - a 

judgment that made the racial category explicit without requiring an evaluative judgment. 
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The aim was also to substantiate the claim made throughout this thesis that prejudice-

linked stereotype activation is indeed limited to contexts that involve evaluative judgments 

of targets and not, as Lepore and Brown (1997) would argue, the result of different mental 

representations of the stereotyped group. The thesis concludes with an overall summary 

and discussion of the findings, and suggestions for future research.  
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Chapter 2: Experiment 1 

 

Overview 

 

In this chapter I will present the first of a sequence of experiments conducted to 

determine the role of processing goals in prejudice-linked stereotype activation.  First, I 

will summarise the theoretical and empirical background for the current experiment. This 

will include a description of the experimental paradigm used to measure stereotype 

activation. I will then outline the experiment and discuss the implications of the findings in 

terms of a goal based model of prejudice-linked stereotype activation.  

 

The Role of Processing Goal in Prejudice-Linked Stereotype Activation 

 

As the review in Chapter 1 has shown, the link between stereotype activation and 

prejudice is still an unresolved empirical and theoretical issue in the social cognition 

literature. There is no doubt that stereotypes are highly accessible constructs that can be 

easily and unintentionally activated when exposed to a category cue (e.g. Banaji & 

Greenwald, 1995; Banaji & Hardin, 1996; Banaji, Hardin, & Rothman, 1993; Devine, 

1989; Kawakami & Dovidio, 2001, Experiment 3; Sekaquaptewa, et al., 2002; Wittenbrink 

et al., 2001). One long held position is that stereotype activation is an automatic response 

to salient social groups that occurs immediately and unintentionally upon exposure to 

category cues and, importantly, independently of one’s attitude towards the group (Banaji 

& Greenwald, 1995; Bargh, 1999; Bessenoff & Sherman, 2000; Devine, 1989). However, 

over the last few decades or so, evidence has slowly been mounting against the 

“inevitability” position. Many studies now demonstrate a link between explicit prejudice 
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and automatic stereotype activation (Locke, et al., 1994; Kawakami, et al., 1998; Lepore & 

Brown, 1997; 2002; Wittenbrink, et al., 1997; 2001; Wood, 2008). Notwithstanding the 

progress made in this field, relatively little is understood about the mechanisms that drive 

the link between prejudice and stereotype activation. In particular, to date there has been 

no systematic attempt to consolidate the inconsistent evidence for prejudice-linked 

stereotype activation.  For example, in Lepore and Brown’s (1997; 2002) studies, high-

prejudice individuals appear to activate only the negative stereotypes while low-prejudice 

individuals seemingly activate only the positive stereotypes. In contrast, in the studies by 

Locke et al. (1994) and Kawakami et al. (1998), high-prejudice individuals show no 

valance-based effect in stereotype activation and low-prejudice individuals show no 

stereotype activation at all. How might these inconsistent findings be explained? The 

purpose of the current experiment is to take the first step in identifying the mechanisms 

that drive the relationship between stereotype activation and individual differences in 

explicit prejudice.  

The underlying theoretical and empirical background for this thesis is the position 

that the automaticity of stereotype activation can be goal-dependent (Bargh, 1999; Macrae 

et al., 2000). Bargh (1989; 1999), in particular suggested that when a goal is habitually 

associated with retrieving and applying a cognitive construct, the construct eventually 

becomes automatically linked to that goal. For example, Bargh and Tota (1988) 

demonstrated that when depressed participants had to describe the self they automatically 

activated negative traits but when asked to describe the average other person they activated 

positive traits. Non-depressed participants automatically activated positive constructs 

regardless of whether they were making judgments about themselves or others. Notably, 

only in depressed participants was a “self-referential” judgement automatically linked to 

negative constructs and an “other-referential” judgment linked to positive constructs. Thus, 
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in the case of depressed participants, the chronic pairing of negative self-concepts with the 

intention to make judgments about themselves had become automatic. 

It is plausible that prejudice-linked stereotype activation may similarly reflect goal-

dependent automaticity. Prejudiced individuals would, by definition, chronically access 

and use stereotypic information to make a social judgment about the stereotyped target. 

Thus, the repeated pairing of a social processing goal and the activation of stereotypic 

information should eventually become “proceduralised” (Smith & Lerner, 1986), such that 

the association is stored within the procedural memory of the social cognition system 

(Locke & Johnston, 2001). As soon as the goal to evaluate the stereotyped target is 

instantiated, the prejudiced person automatically activates the associated constructs. In 

contrast, non-prejudiced individuals do not have the same history of repeatedly accessing 

stereotypic information when judging a member of a stereotyped group, since such 

information is incongruent with their egalitarian values and their beliefs about the group. 

Consequently, when non-prejudiced individuals explicitly evaluate a person stereotype, 

activation should not be the automatic response.  

In sum, it may be that prejudice-linked stereotype activation is limited to certain 

processing goals. Specifically, only when perceivers pursue the goal of judging a social 

group or a group exemplar should prejudice influence the extent to which stereotypes 

become activated.  
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Outline of Experiment 1 

 

Colour-naming Paradigm 

 

The measure of stereotype activation is based on an experimental paradigm 

developed in earlier work by Locke et al. (1994). In this unique paradigm, stereotype 

activation can be measured whilst participants are engaged in making a socially relevant or 

irrelevant judgment. Specifically, in Locke et al.'s (1994) study, high- and low-prejudice 

groups made trait inferences of Australian Aborigines and themselves. The judgment task 

was determined by the question “Does the following word describe …” followed by the 

prime, which was either the category label “Aborigines” or “yourself”. For the judgment 

task a trait word was then presented and participants were required to indicate whether or 

not they believed this trait to be descriptive of the referent label displayed at the beginning 

of that trial.  To measure stereotype activation online, as participants are making this 

judgment, a colour-naming task was inserted between the presentation of the prime and the 

presentation of the trait word. This task involved a 20 ms presentation of a stereotypic or 

non-stereotypic trait word, written either in blue, red, yellow or green colour, which was 

immediately masked in the same colour.  Participants were required to name the colour on 

the display. The time between the presentation of the target word and the onset of naming 

the colour (colour-naming latency) was recorded on the computer via the throat 

microphone. The colour-naming latency was taken as an index of the degree to which the 

semantic content of the word was activated in response to the prime. Based on the Stroop 

effect, the longer it takes to name the colour, the stronger the semantic activation of the 

word is presumed to be (MacLeod & Rutherford, 1994; Warren, 1972; 1974). It should be 

stressed that the colour-naming interference effect is a well-established measure of 
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semantic priming effects (e.g. Locke et al. 1994, MacLeod & Rutherford, 1994; Warren, 

1972; 1974; see also MacLeod, 1992, for a comprehensive review of the literature). Also, 

research has demonstrated that the colour-naming interference effects could be achieved 

just as well on masked trials as on unmasked trials (MacLeod & Rutherford, 1994). Locke 

et al. (1994) used the masked words for the colour-naming task to clearly distinguish it 

from the group judgment task which used a trait word.  In that way, Locke et al. (1994) 

argued that colour-naming latencies provide a direct measure of the information activated 

while making a judgment, but more importantly, the “colour-naming latency” measure is 

not confounded by demand characteristics or impression management strategies.  

The main aim of Locke et al.’s (1994) study was to demonstrate the differential 

effects of prejudice at automatic levels of processing, but they were also interested if 

responses changed once controlled processes are allowed to kick in. Consequently, they 

contrasted responses at two different Stimulus Onset Asynchronies (SOAs) between the 

prime and the masked trait word, one at 240 milliseconds and the other at 2000 

milliseconds. This was to differentiate automatic processes, measured at the short SOA, 

from more strategic processes, measured at the long SOA.  Neely (1977) demonstrated that 

information associated with a prime (e.g. bird) was automatically activated during the first 

250 ms and that strategic processes only influence activation after approximately 450 ms 

or more had passed. Therefore responses to SOAs less than 250 ms are presumed to reflect 

automatic processes only.  

As has already been pointed out, this experimental paradigm is unique in that it 

allows for on-line evaluation of automatic stereotype activation whilst judgments are made. 

More importantly, unlike other studies, this paradigm does not conflate the measure of 

stereotype activation with the actual judgement task. In addition, the procedure is 
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sufficiently adaptable to accommodate different types of stimuli and more importantly 

different judgment tasks to induce either a social or an asocial judgment of the target.  

 

Methodological Considerations 

 

The aim of the experiment was to investigate whether the relationship between 

automatic stereotype activation and prejudice is moderated by temporary processing goals. 

Specifically, the experiment aimed to demonstrate that low- and high-prejudice individuals 

differentially activate stereotypes under social processing goal conditions but show similar 

activation patterns under asocial processing conditions. To this end, the experimental 

paradigm of Locke et al. (1994) was adapted to allow observation of the effects of two 

different processing goal conditions on prejudice-linked stereotype activation. To measure 

the effects of a social processing goal, participants were asked to make a trait-based 

judgment about the target, the same as in the original Locke et al. (1994) study. Thus, 

participants had to decide whether a trait described the previously presented target by 

pressing either the “YES” or “NO” button on a response box. To measure effects of a non-

social processing goal, the presentation of the stimuli were exactly as in the social 

processing goal condition, except that participants were asked to make a lexical decision 

about a trait word in the final judgment task. Notably, whilst participants were asked to 

look at the target they did not make any socially relevant judgment about the target. Thus, 

apart from manipulating the judgment task, the experimental stimuli and procedures were 

identical in both processing goal conditions making it possible to statistically compare data 

from both conditions.  

Further changes to Locke et al.’s (1994) experimental paradigms were made to 

address some of the methodological shortcomings of the original study. In Locke et al.’s 
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(1994) original study, the racial category ‘”Aborigines” was used to evaluate the link 

between stereotype activation and prejudice. One concern with Aboriginal stereotypes is 

that they are overwhelmingly negative in valence, and so the prejudice-linked results may 

have been confounded by a generalised negative evaluation of the category (Locke et al., 

1994). To address this issue, the racial category “Aborigines” was replaced with the racial 

category “Asians”. Whilst Asians are also a salient racial category in Australian society 

their stereotype contains a more balanced percentage of positive and negative traits 

(Walker et. al, 1994) 

Another modification made to the original paradigm (Locke et al.’s; 1994) was to 

change the category prime to individual faces of Asian and Caucasian men. In the original 

study, participants were primed with a category label (i.e. Aborigines).  However, the 

assumption that there is a symbolic equivalence between a category label and a real person 

is somewhat problematic (Macrae et al., 1997). It is quite plausible that exposure to a 

category label produces a different response than exposure to a real person. Clearly, being 

asked to judge a group in general is not the same as being asked to judge an individual. A 

person, unlike a label, has yet to be categorised and can be construed in multiple ways 

(Gilbert & Hixon, 1991; Livingston & Brewer, 2002; Macrae & Bodenhausen, 2000; 

Macrae et al., 1997). When judging a group, as identified by a label, it is possible that one 

is forced to draw on category information and therefore generalise ones responses. In 

contrast, when confronted with a person, generalisations will only follow once the person 

has been categorised into a group. If individuals simply don’t activate the social category 

in the first place, then stereotype activation will not follow. In addition, exposing 

participants to pictures of real people improves the external validity of any effects 

observed. The context for making evaluative judgments about people is more likely to 
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involve an encounter with individuals rather than group labels. To this end, exposure to 

faces of people provides a more realistic simulation of such an encounter.  

In the original study only responses to the prime “Aborigines'” could be used in 

analysis because the contrasting prime “yourself” was not a racial category. Locke et al. 

(1995) used latencies of non-stereotypic words as the baseline to compare to latencies of 

stereotypic words.  While Locke et al. (1994) made all attempts to ensure stereotypic and 

non-stereotypic words were matched on important linguistic features, there are limitations 

in using such a contrast. In the current study, Caucasian faces were included as the in-

group prime to contras with Asian faces.  In this way, responses to Caucasian faces, which 

should not activate information stereotypic of Asians, provided a baseline for the measure 

of stereotype activation in response to Asian faces. Therefore, throughout the present 

study, stereotype activation has been assumed when differences emerge between responses 

to Asian versus Caucasian faces. 

Locke et al. (1994) included a short (240 ms) and a long (2000 ms) SOA condition 

to specifically test Devine’s (1989) dissociation model which predicts that prejudice-linked 

differences should only be observed when conditions allow strategic processing (i.e. at 

long SOA). The focus in the current study is on automatic processes and therefore a short 

SOA (240 ms) would theoretically suffice. However, it was deemed appropriate to retain 

the long SOA (2000 ms) condition, since keeping the long SOA condition would serve to 

simplify a comparison between Locke et al.’s (1994) findings and the study here.  

Interestingly, in Locke et al.’s (1994) original study, the extent to which stereotypes 

became activated in high-prejudice individuals was not moderated by SOA length. In other 

words, high-prejudice individuals did not control their responses even though longer 

exposure to the racial label gave them opportunity to do so. Whether this effect would be 

replicated in the current experiment was unclear since the category cue is of a very 
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different kind. Participants were to be exposed to individual faces instead of a single 

category label which may have different effects at more controlled levels of processing. 

Dual-process theories of social perception (Fiske & Neuberg, 1990, Quinn & Macrae, 

2014) would predict that each face, unlike a label, has distinct features which can 

contribute to individuating processes if given enough time. Thus, the longer one spends 

looking at a face the greater the opportunity to access and activate a range of individuating 

information, independently of the racial category. This suggests that longer exposure to the 

faces is more likely to lead to a moderation of any stereotype activation.  

In summary, there were two major aims of the current experiment. The first aim 

was to determine if we could replicate Locke et al’s (1994) findings of prejudice-linked 

stereotype activation using faces instead of labels as category cues. The second aim of the 

experiment was to extend the original study to determine whether different processing 

goals during exposure to the category cue moderates the extent to which prejudice 

determines stereotype activation.  

 

Hypotheses 

 

The current study aimed to demonstrate that prejudice-linked stereotype activation 

is moderated by processing goals (Locke & Johnston, 2001; Locke & Walker, 1999).  

Accordingly, we should observe prejudice-linked stereotype activation only when the 

perceiver’s goal requires social processing of the target. When the goal exposure to the 

target is unrelated to the situational goal then stereotype activation is not expected for high- 

nor low-prejudice individuals. These predictions can be translated into the following 

specific hypotheses:  
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a) Only participants high in prejudice towards Asians will automatically activate 

Asian stereotypes when the temporary goal requires social processing of targets 

(i.e. a trait-based judgment of Asian targets). Participants low in prejudice towards 

Asians will not activate any stereotypes under these conditions. 

b) When the temporary processing goal requires a target-irrelevant judgment (i.e. 

lexical decision task), neither low- nor high- prejudice participants will 

automatically activate Asian stereotypes.  

c)  Based on dual-process theories of social perception (Fiske & Neuberg, 1990, 

Quinn & Macrae, 2014) there should be a different effect for short vs. long SOA 

since longer exposure time to the Asian face should allow for strategic processing 

and the opportunity for high-prejudice participants to perceive individuating 

information form faces. Therefore, it is predicted that stereotype activation should 

be evident only at the short but not the long SOA.  

  

Method of Experiment 1 

 

Design 

 

High- and low-prejudice participants were pre-selected from a database for their 

scores on the Attitude toward Asian Scale (AAsS, Walker, 1994) which they had 

completed earlier in the year as part of their course requirement. Those scoring in the top 

and bottom 30% were classified as high-prejudice and low- prejudice, respectively. 

Participants were randomly assigned to either the social processing goal (SPG) condition 

or the asocial processing goal (APG) condition. The experimental design consisted of two 

between-group factors, Processing Goal (Social vs. Asocial) and Prejudice Level (High vs. 
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Low), and four within-participant factors, Prime (Asian Faces vs. Caucasian Faces), Word 

Stereotypicality (Stereotypic vs. Non-stereotypic), Word Valence (Positive vs. Negative), 

and SOA (240 ms vs. 2000 ms). Participants' colour-naming latency in milliseconds (ms) 

was the dependent variable. To measure level of stereotype activation, responses to Asian-

stereotypic words following Asian faces were compared with baseline responses to Asian-

stereotypic words following Caucasian faces.   

 

Participants 

 

Eighty-six Caucasian first-year psychology students (56 females, 30 males) at The 

University of Western Australia were pre-selected from a database for their high or low 

scores on the Attitude toward Asian Scale (AAsS, Walker, 1994) which they had 

completed earlier in the year as part of their first year psychology course requirement. The 

scale has a possible score range from 11 (low-prejudice) to 66 (high-prejudice). Hence the 

higher the score the more prejudiced the rater is presumed to be. Accordingly, low-

prejudice participants were randomly selected from a pool who scored below the 30
th

 

percentile and high-prejudice participants from a pool who scored above the 70
th

 percentile 

on the AAsS. All up, 46 high-prejudice participants (28 females, 18 males) and 40 low-

prejudice participants (29 females, 11 males) were recruited into this experiment. The data 

of two male participants from the low-prejudice group had to be excluded from analysis as 

a result of equipment failure, leaving a total of 38 participants in that group. All 

participants were required to have identified themselves as Caucasian, to speak English as 

their first language and to have been living in Australia for at least five years. The mean 

prejudice score for the high prejudice group was M = 40.48 (SD = 4.05) and for low-

prejudice group was M = 17.85 (SD = 5.01).  Prejudice scores for the high- and low-
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prejudice group did not differ significantly between the two processing goal condition, t 

(44) = -0.501, p = .619, 95% CI [-3.71, 2.23], for high-prejudice group, and, t (44) = 1.17, 

p = .249, 95% CI [-1.38, 5.17], for the low-prejudice group. The ages of participants 

ranged from 17 to 37 years, M = 18.74 (SD = 3.26) and ages did not differ significantly 

between the two prejudice and the two experimental groups F(1,80) = 0.36, p = .55, η
2
 = 

.004. 

 

Materials 

 

Category Primes. The category stimuli consisted of 84 (6x6 cm) passport style 

colour photographs of Asian and Caucasian male faces chosen from an initial pool of 200 

faces. All faces were obtained from University of Western Australia - Psychology Face 

Lab with permission from Prof. Gill Rhodes & Dr. Miyuki Kamachi. The critical faces 

used in the main task consisted of 32 Asian and 32 Caucasian male faces which were 

matched on age, emotionality, and attractiveness (see Appendix A - Example of faces used 

in the experimental tasks). Ten Caucasian postgraduate students of the School of 

Psychology at The University of Western Australia rated the faces on emotional expression 

and attractiveness. A 2-tailed independent samples t-test revealed no significant difference 

between the two types of faces for emotionality, t (62) = -.09, p = .926, d = .201, 95% CI    

[-0.42, 0.38] and attractiveness, t (62) = .75, p = .458, d = .19, 95%, CI [-0.24, 0.52]. In 

addition, a racially mixed set of 20 faces were randomly chosen for inclusion in the 

practice trials.  

 

Stimulus Words. The critical words were selected from an original pool of 200 

words for their high or low relatedness to Asian stereotypes and their positive or negative 
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valence based on the ratings of 14 Caucasian students in the School of Psychology at The 

University of Western Australia. There were four categories of words: positive stereotypic, 

negative stereotypic, positive non-stereotypic, and negative non-stereotypic. The final set 

of critical words consisted of 16 words in each category resulting in a total of 64 words 

(see  Appendix B - List of the critical stimuli words). In addition, 20 non-stereotypic words 

were randomly chosen from the original word pool to be used in the practice trials.    

Two separate 2 (Stereotypiciality: stereotypic vs. non-stereotypic) x 2 (Valence: 

negative vs. positive) ANOVA's were calculated for stereotypicality and valence ratings, 

respectively.  There was no significant difference in stereotypicality for positive and 

negative words, F(1,60) = 2.12, p = .15, ηp
2
 = .03, and no interaction effect, F(1, 60) = 

0.61, p = .436, ηp
2
 = .01. However, as expected there was a significant difference in 

stereotypicality ratings for stereotypic and non-stereotypic words, F(1, 60) = 641.5, p < 

.001, ηp
2
 = .91.   The second 2 x 2 ANOVA for valence scores revealed no significant 

difference between stereotypic and non-stereotypic words, F(1, 60) = 0.05, p = .83, ηp
2
 = 

.001, and no interaction effect, F(1, 60) = 1.35, p = .25, ηp
2
 = .02. However, as expected 

there was a significant difference in valence ratings for positive and negative words, F(1, 

60) = 504.3, p < .001, ηp
2
 = .89.   

The four categories of words - stereotypic negative, stereotypic positive, and non-

stereotypic negative, non-stereotypic positive - were matched on frequency of use, F(1, 60) 

= 0.09, p = .999, ηp
2
 < .001, and word length, F(1, 60) = 1.92, p = .136,  ηp

2
 = .09. A 

further twenty non-stereotypic words were randomly chosen for inclusion in the practice 

trial.  

Experimental Hardware. An Archimedes 4000 microcomputer, attached to a high 

resolution Archimedes monitor, was employed to present stimuli and to record responses.  

A custom-built throat microphone, mounted on a Velcro neck-band, was connected to a 
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custom-built voice key, which was interfaced to the mouse port of the microcomputer.  A 

custom built two-button response box was also interfaced to the microcomputer via this 

mouse port.  The right and left buttons on this response device were labelled "YES" and 

"NO" respectively. 

Experimental Task. Participants performed 20 practice trials at the start of the task 

to ensure they were familiar with the procedure. The experiment proper consisted of 32 

“Asian” and 32 “Caucasian” category trials presented in random order. In total, 

participants responded to 84 trials. The faces were pseudo-randomly paired with words, in 

such a way as to ensure that Asian and Caucasian faces were paired with an equal number 

of words from each of the four word types (i.e. stereotypic positive, stereotypic negative, 

non-stereotypic positive and non-stereotypic negative).  

The stimuli and procedure in the SPG condition was identical to the stimuli and 

procedure in the APG condition, except for the question asked at the beginning of every 

trial. In the SPG condition participants were first presented with the question “Does the 

following word describe this person?” in white letters, at the top of the monitor display. In 

the APG condition participants were first presented on each trial, with the question “Does 

the following word have the same number of vowels as it has consonants?” in white letters, 

at the top of the monitor display. In both conditions a fixation point consisting of five 

crosses “xxxxx” was also presented in the centre of the screen below the text at the same 

time. After 500 ms an Asian or Caucasian face appeared for 240 ms or 2000 ms in place of 

the fixation point. Then a word that was either, red, blue, yellow or green in colour 

appeared in the place of the fixation point for 20 ms, and was immediately masked by a 

backward pattern in the same colour as the word. The pattern consisted of rotated and 

inverted letters. The coloured mask remained on the screen until the participant named the 

colour out loud. The time between the presentation of the target word and the onset of 
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naming the colour (colour naming latency) was recorded on the computer via the throat 

microphone. The same word as the previously masked coloured word, was then displayed 

again in white letters for 1000 ms, so that participants could read it and make the relevant 

judgment (depending on condition) by pressing either the “YES” or “ NO” button on the 

response box placed in front of them. The response time and type (yes/no) were recorded 

on the computer. Once responses were made the screen was blanked and the next trial 

commenced.  

Prejudice measure. Participants were initially selected from a database for their 

high or low scores on the Attitude to Asians Scale (AAsS, Walker, 1994). This racial scale 

was developed in Perth, Western Australia, and measures both overt and subtle racism 

towards Asians.  It consists of 11 statements and respondents indicate on a 6-point Likert 

scale, 1(very strongly disagree) to 6(very strongly agree), to what extent they agree or 

disagree with each statement. A prejudice score is calculated by reversing the scores on the 

four positive items and then, summing all the item scores on the scale so that the higher the 

score the greater the prejudice. The highest possible score is 66 and the lowest is 11. 

Psychometric analysis of the AAsS (Walker, 1994) found that it had high internal 

consistency with a coefficient alpha of .91. For the population of first year psychology 

students current at the time of the experiment the coefficient alpha of the scores on the 

AAsS was  = .95, confirming good internal consistency of the scale. 

Face recognition test. One possible issue with comparing participant's responses in 

the SPG and the APG condition is that participants may not pay sufficient attention to the 

face in the APG condition. Since all they were asked to do is look at the face, they may not 

have processed it sufficiently to allow for stereotype activation.  Therefore, to ensure that 

the level of processing of faces in the two processing goal conditions was comparable 

(Macrae et al., 1997), participants in both conditions were asked to also complete a face 



49 

 

 

recognition test after they had completed the judgment task. If level of face processing 

between the processing conditions were comparable, one would expect that memory for 

faces should also be similar between the two conditions. The face recognition test was a 

paper and pencil task which contained 12 photographs of six Asian and six Caucasian 

faces, half of which had been presented in the experimental task and half of which were 

new faces. 

 

Procedure 

 

Participants were tested individually in a sound-attenuated cubicle. On arrival 

participants were seated 60 cm in front of the computer monitor and the throat micro-

phone was loosely fastened around their neck. They were then given one of two 

instructions depending on the condition they had been assigned to. In the SPG condition, 

participants were informed that “the study explores how people make judgments about 

other people”. Specifically they would be required to indicate whether a word describes a 

referent identified in a previous photograph. All participants were informed that the 

computer would commence each trial by presenting a photo followed by a coloured 

pattern. The cover story for the colour-naming task was that it was a distractor and all they 

had to do was to name the colour of a pattern as quickly as possible to remove it. 

Following this they were informed that a word would appear in the same position on the 

screen where the coloured pattern had been.  Participants were instructed that if they 

thought the word described the previously presented person they should press the “YES” 

button on the response box, otherwise they were to press the “NO” button.   

In the APG condition, participants were given a cover story that “the study is 

designed to test how different perceptual stimuli impact on our language processing”.  This 
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would involve being exposed to one of three types of perceptual stimuli, everyday objects, 

animals, or faces. In reality only faces were ever used in the experiment. However, the 

inclusion of other categories in the information was to strengthen the cover story about the 

effects of different perceptual stimuli and to minimise the possibility of triggering social 

processing of the faces. To further strengthen the cover story, all participants were 

instructed that the computer would randomly assign them to one of the three categories of 

stimuli. They were then told that language processing was to be measured using a lexical 

decision task. As in the SPG condition the cover story for the colour-naming task was that 

it was a distractor and all they had to do was to name the colour of a pattern to remove it 

before identifying as quickly and as accurately as possible whether a word had the same 

number of vowels as consonants. Each trial would commence by presenting a photo of a 

stimulus from that category.  They were instructed to maintain their gaze on the photo, as it 

would be immediately followed by a coloured pattern and their task was to name the 

colour as quickly as possible. Following this a word would appear in the same position on 

the screen where the coloured pattern had been.  Participants were instructed to press the 

“YES” button on the response box if the word had the same number of vowels as 

consonants and if the number was not the same they should press they “NO” button. 

 On completion of the computer-based task participants completed the face 

recognition test. All participants were checked for suspicions about the purpose of the 

experiment, carefully debriefed and thanked for their participation. 
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Results of Experiment 1 

 

Colour-naming Latencies 

 

Participants’ median colour-naming latencies in milliseconds (ms) were calculated 

for each of the four trait groups (non-stereotypic negative and positive, and stereotypic 

negative and positive traits) following Asian and Caucasian faces, at short (240 ms) and 

long (2000 ms) SOAs. Medians were used as they are less affected by the positive skew 

typical of response latencies and are also less affected by outliers (Kaprinski & Hilton, 

2001). The colour-naming latencies were subjected to a 6-way Goal x Prejudice x SOA x 

Prime x Word Stereotypicality x Word Valence mixed analysis of variance (ANOVA). The 

means and standard deviations for all experimental cells are presented in Table 1. 

Unlike in Locke et al.'s (1994) original study, the design in the current study 

involved the manipulation of category primes (Asian and Caucasian faces). In this way, it 

was possible to measure stereotype activation by contrasting responses to stereotypic 

words following a "neutral" prime (Caucasian faces) with responses to stereotypic words 

following the "critical" prime (Asian faces). Based on the processing goal hypothesis, it 

was predicted that in the SPG condition only high-prejudice participants should 

demonstrate elevated colour-naming latencies to stereotypic words following Asian faces 

compared to Caucasian faces. Moreover, this is likely to be observed in the short SOA 

condition only. No prejudice-linked effects for colour-naming latencies were expected in 

the APG condition. These predictions should thus translate into a significant 5-way Goal x 

Prejudice x SOA x Prime x Word Stereotypicality interaction.  

There were no significant main effects but a number of significant interaction 

effects. There was a significant 2-way Goal x Prejudice interaction, F(1,80) = 6.26, p = 
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.014, η
2
 = .07, a significant 3-way SOA x Goal x Prejudice interaction, F(1,80) = 4.30, p = 

.041, ηp
2
 = .05, and a significant 4-way Prime x Word Stereotypicality x Goal x Prejudice 

interaction, F(1,80) = 3.84, p = .054, ηp
2
 = .09. However, all three interaction effects were 

subsumed by a significant 5-way SOA x Prime x Word Stereotypicality x Goal x Prejudice 

interaction, F(1,80) = 4.03, p = .048, ηp
2
 = .05.  

Different effects for stereotype activation were predicted for short and long SOAs.  

In line with dual-process theories of person perception (Fiske & Neuberg, 1990; Mason & 

Macrae, 2014) longer SOAs should allow processing of individuating information and 

should significantly reduce any activation of stereotypes. It was therefore expected that 

stereotype activation should be observed at the short SOA but not at the long SOA. 

Separate analyses for each SOA condition were conducted. As predicted, the 4-way Prime 

x Word Stereotypicality x Goal x Prejudice interaction was significant for the short SOA 

condition, F(1,80) = 7.67, p = .007,  ηp
2
 = .09, but not the long SOA condition, F(1,80) = 

0.03, p = .866, ηp
2
 < .001. The means and standard deviations for the significant 4-way 

interaction effect in the short SOA condition are presented in Table 2. 
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Table 1  

Mean colour-naming latencies (in milliseconds) and standard deviations (in parentheses) 

for all experimental cells in the short (240 ms) SOA and long (2000 ms) SOA condition.  

 

240 ms SOA Asian Faces Caucasian Faces 

 Non-stereotypic Stereotypic Non-stereotypic Stereotypic 

Negative Positive Negative Positive Negative Positive Negative Positive 

Asocial 

Processing Goal 

        

High-prejudice 

n= 24 

629.17 660.83 627.29 609.15 610.42 648.96 628.54 621.25 

(90.89) (154.58) (106.18) (81.02) (96.63) (159.15) (82.11) (91.33) 

        

Low  prejudice 

n=19 

566.58 558.68 603.95 577.89 578.68 555.26 579.47 562.89 

(107.36) (74.08) (240.74) (82.70) (100.52) (92.62) (98.90) (85.20) 

        

Social Processing 

Goal 
        

High-prejudice 

n= 22 

640.91 605.23 657.95 625.68 616.14 655.68 612.95 615.45 

(96.22) (88.78) (110.44) (117.67) (82.92) (100.37) (80.48) (75.56) 

        

Low  prejudice 

n=19  

651.84 644.21 635.26 623.16 627.89 638.16 630.79 643.16 

(90.74) (106.25) (100.39) (119.83) (86.21) (108.55) (93.56) (128.79) 

        

2000 ms SOA Asian Faces Caucasian Faces 

 Non-stereotypic Stereotypic Non-stereotypic Stereotypic 

Negative Positive Negative Positive Negative Positive Negative Positive 

Asocial 

Processing Goal 

        

High-prejudice 

n= 24 

638.54 660.83 640.63 651.67 655.42 633.13 643.33 659.17 

(100.38) (124.90) (95.24) (105.09) (106.41) (100.97) (80.50) (120.06) 

        

Low  prejudice 

n=19 

556.84 574.47 575.79 561.05 572.89 581.58 592.37 579.74 

(63.64) (96.72) (73.53) (67.01) (81.74) (59.79) (89.43) (98.18) 

        

Social Processing 

Goal 
        

High-prejudice 

n= 22 

644.09 619.77 631.59 600.68 603.86 617.05 591.82 604.77 

(87.02) (71.34) (66.52) (93.84) (84.99) (83.38) (62.82) (121.62) 

        

Low  prejudice 

n=19  

646.05 641.58 665.00 629.74 656.32 640.79 636.58 652.89 

(87.90) (108.59) (116.13) (105.65) (100.18) (104.21) (100.93) (102.95) 
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The main hypothesis, that processing goal moderates prejudice-linked stereotype 

activation was evaluated, by calculating the simple 3-way Prejudice x Prime x Word 

Stereotypicality interaction for each processing goal condition at the short SOA only. This 

revealed a significant simple 3-way Prime x Word Stereotypicality x Prejudice interaction 

for the SPG condition, F(1,39) = 10.99, p = .002, ηp
2
 = .22, but not for the APG condition, 

F (1, 41) = 1.83, p = .183, ηp
2
 = .04. Further simple analysis of the SPG condition revealed 

a significant 2-way Prime x Word Stereotypicality for the high-prejudice group, F(1,21) = 

7.85, p = .011, ηp
2
 = .27, but not the low-prejudice group, F(1,18) = 3.68, p = .071, , ηp

2
 = 

.17. As pointed out earlier, stereotype activation is demonstrated by elevated colour-

naming latencies for stereotypic words following Asian faces compared to stereotypic 

words following Caucasian faces. Indeed, further analysis of the responses by the high-

prejudice group in the SPG condition, revealed a significant simple main effect for prime, 

such that latencies to stereotypic words following Asian faces were significantly higher, M 

= 641.91 ms, compared to stereotypic words following Caucasian faces, M = 612.73 ms, 

F(1,21) = 6.22, p = .021, ηp
2
 = .23. In contrast, there were no significant differences in 

latencies for non-stereotypic words following Asian faces, M = 623.10, and Caucasian 

faces, M = 635.91, F(1,21) = 1.83, p = .19, , ηp
2
 = .08.  
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Table 2  

Mean colour-naming latencies (in milliseconds) and standard deviations (in parentheses) 

for non-stereotypic and stereotypic words following Asian and Caucasian primes at the 

short (240 ms) SOA for Social Processing and Asocial Processing Goal condition.  

 

 Asian Faces Caucasian Faces 

 Non-stereotypic Stereotypic Non-stereotypic Stereotypic 

Asocial Processing Goal     

High Prejudice 

n = 24 
645.00 

(102.86) 
618.22 

(85.91) 
629.69 

(110.45) 
624.90 

(75.72) 

Low Prejudice 

n = 19 
562.63 

(87.18) 
590.92 

(136.45) 
566.97 

(94.36) 
571.18 

(84.43) 

Social Processing Goal     

High Prejudice 

n = 22 
623.07 

(87.00) 

641.82 

(107.61) 

635.91 

(81.63) 

614.20 

(72.86) 

Low Prejudice 

n = 19 
648.03 

(91.14) 

629.21 

(106.06) 

633.03 

(89.06) 

636.97 

(99.41) 
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Figure 1. Mean colour-naming latencies (milliseconds) and error bars for stereotypic 

words following Asian and Caucasian faces, for high-and low-prejudice participants in the 

SPG condition. 

  

The overall analysis also revealed an unexpected 2-way Face x Valence interaction, F(1, 

80) = 4.01, p = .049, ηp
2
 = .048, however, this was subsumed by a significant 3-way Face x 

Valence x Goal interaction, F(1, 80) = 6.70, p = .011, ηp
2
 = .08. Further analysis showed 

that only in the SPG condition, was there a significant Face x Valence interaction F(1, 39) 

= 14.11, p = .001, ηp
2
 = .27. Simple effects analysis revealed colour-naming latencies were 

significantly elevated for negative words M = 646.59 ms, compared to positive words, M = 

623.76 ms, following Asian faces, F(1, 39) = 11.30, p = .002, ηp
2
 = .27.  
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Trait Endorsement 

 

In the SPG condition, the final judgment involved a “yes” or “no” response to 

whether a trait describes the person participant’s had just seen on the screen. The traits 

were the same as those presented in the colour-naming task. In effect this was a measure of 

stereotype endorsement and the data could therefore be used to investigate previously 

demonstrated (Devine, 1989; Lepore & Brown, 1997) prejudice-linked differences in 

stereotype endorsement. A 4-way Prejudice x Prime x Word Stereotypicality x Word 

Valence mixed ANOVA of the “yes” responses was calculated. This revealed a significant 

main effect for Prime, F (1, 39) = 6.72, p = .014, , ηp
2
 = .16, Word Stereotypicality, F (1, 

39) = 5.96, p = .020, ηp
2
 = .14, and Word Valence, F(1, 39) = 4.47, p = .042, , ηp

2
 = .11. 

Participants were generally more likely to endorse any traits as descriptive of Asian faces, 

M = 2.65, than of Caucasian faces, M = 2.33; and were more likely to generally endorse 

non-stereotypic traits, M = 2.68, and positive traits, M = 2.88, than stereotypic traits, M = 

2.33 and negative traits, M = 2.54. There were no significant interaction effects, and 

importantly no prejudice linked effects. 

 

Face Recognition Test 

 

Participants' number of correct recognition of old faces and correct rejection of new 

faces (maximum score being 12) was entered into a 2-way Goal x Prejudice between-

subject ANOVA. There were no significant main effects for Goal and Prejudice, F(1, 39) = 

0.86, p = .372, ηp
2
 = .01, and  F(1, 39) = 0.31, p = .580, ηp

2
 = .004, respectively, and there 

was no significant Goal x Prejudice interaction, all F(1, 39) = 0.02, p = .966, ηp
2
 < .001. 

Thus, face recognition scores did not differ for type of processing goal or prejudice level.  
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 To evaluate whether recognition scores were above chance level in each processing 

goal and prejudice condition, single sample t-tests were calculated. With the score “6” as 

the chance level, memory for faces was found to be significantly above chance in the APG 

condition, for both high-prejudice and low-prejudice participants, with t(23) = 2.17 , p = 

.043, 95% CI = [0.03,1.55], M = 6.50, SD = 1.18, and t(18) = 3.15, p = .006, 95% CI = 

0.02, 1.58], M = 6.68, SD = 1.46, respectively. Similarly, in the SPG condition both high-

prejudice and low-prejudice participants demonstrated memory for faces significantly 

above chance level, with t(18) = 2.08 , p = .049, 95% CI = [0.0,1.55], M = 6.71, SD = 1.58, 

and t(18) = 2.85, p = .055, 95% CI = [-0.02, 1.39], M = 6. 6.95, SD = 1.31, respectively. 

 

Discussion  

 

Summary of Findings 

 

The present study successfully replicated Locke et al.’s (1994) previous finding of 

prejudice-linked stereotype activation at the short SOA, but also extended the original 

finding by demonstrating the role of processing goal in this effect. In the SPG condition, 

high- but not low-prejudice participants demonstrated longer colour-naming latencies for 

stereotypic words following Asian faces compared to Caucasian faces, suggesting that only 

high-prejudice participants had activated the stereotype when making an explicit judgment 

of a target. In contrast, in the APG condition, when the judgment involved a lexical task 

and was unrelated to the target, neither high- nor low-prejudice participants showed any 

evidence of automatic stereotype activation. This supports the second hypothesis that 

stereotypes will not become activated when the processing goal requires a target-irrelevant 
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judgment (Bargh, 1999; Macrae et al., 1997). Importantly, this was demonstrated for both 

low and high-prejudice participants.   

As predicted, prejudice-linked stereotype activation occurred only at automatic 

levels of processing (i.e. the short SOA condition) and was no longer evident at levels that 

allowed strategic processing to influence responses (i.e. the long SOA condition). In the 

current study, the category primes were individual faces, each face representing 

perceptually rich stimuli and individuating information. The finding is supported by dual-

process theories (Fiske & Neuberg, 1990, Quinn & Macrae, 2014) which suggests that 

given enough time and cognitive resources people will construe others based individuating 

information and rely less on categorical information. In contrast, Locke et al.'s (1994) 

study found that prejudice-linked stereotype activation was not moderated by SOA 

condition and it is likely that the type of category cue might account for this different 

effect. Locke et al. (1994) used a racial label as the category prime to designate the group 

that participants had to evaluate, however, a group label cannot be individuated. In 

contrast, a face has distinct features which can contribute to individuating processes if 

given enough time. Thus, the longer one spends looking at a face the greater the 

opportunity to access and activate a range of individuating information, independently of 

the racial category, which may reduce the chance of stereotypes remaining activated 

(Devine 1989; Fiske & Neuberg, 1990, Quinn & Macrae, 2014).  

Notably, participants’ trait judgment responses in the final judgment task were also 

consistent with the lack of stereotype activation at the long SOA. The final task required 

participants to indicate “yes” or “no” depending on whether a given trait described the 

person they had just seen on the screen. It seems that even high-prejudice individuals 

avoided stereotype-congruent judgments, when their judgments were made consciously 

and strategically, further supporting the dual-process notion of person perception (Fiske & 
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Neuberg, 1990, Quinn & Macrae, 2014). It should be added that whilst informative, these 

findings are not crucial to the research question, the focus of which is on automatic 

processes. 

A finding that does however warrant closer investigation is an interaction effect in 

the SPG and short SOA condition. Negative traits were activated more compared to 

positive traits following Asian faces, and positive traits were activated more compared to 

negative traits following Caucasian faces. More notably, this valence-based effect for race 

was not moderated by prejudice. The fact that participants responded more negatively to 

Asian faces and more positively to Caucasian faces seems to suggest the presence of a 

generalised in-group - out-group bias.  While an automatic negative bias towards the out-

group is to be expected in high-prejudice participants since it simply reflects how they feel 

about the group, it is puzzling to see that same bias in the low-prejudice group. It appears 

that low-prejudice participants, like high-prejudice participants, automatically activated 

more negative information following Asian faces, but unlike high prejudice individuals, 

did not automatically activate stereotypic information associated with the group. This 

raises the possibility that individuals can automatically activate negative evaluations 

without necessarily activating the relevant stereotype.  

It is a well-established fact that people are generally inclined to respond more 

favourably towards the in-group and less favourably towards the out-group (Tajfel, 1981; 

Tajfel 1982; Tajfel, Billig, Bundy, & Flament, 1971). In particular research in this area of 

implicit prejudice suggests a generalised automatic activation of negatively valenced 

information when processing information about an out-group and automatic activation of 

positively valenced information related to the in-group (e.g. Dovidio et al., 1997; Fazio et 

al., 1995; Greenwald, et al., 1998; Rudman, et al., 1999). The evidence seems unequivocal. 

Even if we hold positive attitudes toward a group, we may still automatically activate 
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negative or unfavourable evaluations when exposed to a member of the social group. So 

the fact that implicit prejudice was observed in this experiment does not come as a 

surprise. What is more informative, however, is that the study showed dissociation 

between affective and stereotypic knowledge activation in relation to prejudice.  To the 

best of my knowledge, there is no precedence for these results in the one study let alone the 

single measure. There is, however, indirect support for dissociation between the two 

implicit biases. Within the minimal group paradigm, research has clearly shown that 

negative attitudes toward an out-group are possible without any pre-existing features that 

might distinguish the out-group from the in-group. More recent studies have shown that 

people can automatically activate affective information associated with an out-group, 

without necessarily holding any stereotypes associated with that group. For example, three 

experiments by Ashburn-Nardo, Voils and Monteith (2001) demonstrated that inter-group 

bias, as measured on the IAT (Greenwald et al., 2001), occurs under minimal group 

conditions where no stereotypes about the out-group existed. This shows that the existence 

and activation of stereotypes are not a necessary condition for the activation and 

expression of negative attitudes. Similarly, Locke et al. (1994) were able to demonstrate 

that individuals who had no knowledge of the target group's stereotypes, nonetheless 

showed an automatic negative bias towards that group. While the findings were limited to 

high-prejudice participants only, it demonstrates that an automatic negative reaction to a 

group need not be linked to the activation of the group stereotypes.  

 

Theoretical Implications 

 

For long the conventional story has been that prejudice plays no role in the 

automaticity of stereotype activation (Devine, 1989). According to this view, stereotypes 



62 

 

 

are such well-entrenched knowledge structures that when we are exposed to a member of 

the stereotyped group they become automatically active in all of us, even if we have strong 

unprejudiced convictions. Apparently, what differentiates prejudiced from non-prejudiced 

individuals is that non-prejudiced individuals are more motivated to avoid the biasing 

effects of the activated stereotype. From this perspective, low-prejudice individuals only 

ever have a chance of controlling or avoiding stereotypes during strategic levels of 

processing (Devine, 1989). 

The findings in this experiment paint a very different picture. First, prejudice-

linked stereotype activation was demonstrated in the social processing goal condition. 

Importantly, this effect was found under conditions that would not have allowed strategic 

processes to influence stereotype activation.   The evidence here suggests that prejudice 

can indeed moderate the automatic activation of stereotypes when perceivers are required 

to make an evaluative judgment of the target. These findings are consistent with previous 

studies that have demonstrated prejudice-linked stereotype activation under automatic 

processing conditions (Kawakami et al., 1997; Locke et. al, 1994). As in the current study, 

Locke et al. (1994) found that only participants high in prejudice towards Aboriginals 

automatically activated stereotypes when they had to make a judgment about the group. 

Similarly, Kawakami et al. (1998) found that the extent to which participants explicitly 

endorsed stereotypes about African Americans moderated automatic stereotype activation 

upon exposure to the racial category prime "Black". Such results offer convincing evidence 

for the moderating role of prejudice in the automatic activation of stereotypes. 

As predicted, the findings also challenge Lepore and Brown’s (1997, 1999, 2002) 

explanation for prejudice-linked stereotype activation. They argued that because high-

prejudice individuals’ mental representation of the social group contain stronger 

associations with negative stereotypes compared to other categorical information, it is 
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more likely that these stereotypes will be automatically activated upon categorisation. In 

contrast, for low-prejudice individuals the stronger associations about the group are more 

likely to be positive stereotypes.  Thus the model predicts that as a result of these 

differently weighted associations in memory, high-prejudice individuals should activate 

negative stereotypes and low-prejudice individuals should activate positive stereotypes 

upon social categorisation. Plainly, the evidence from the current study has shown this not 

to be the case. High-prejudice individuals automatically activated both negative and 

positive stereotypes when judging an Asian target, but low-prejudice individuals did not 

activate any stereotypic information at all. This lends further support to the proposal in this 

thesis that the effects of prejudice on stereotype activation may be linked to specific 

situational goals. 

Whilst Lepore and Brown’s (1997) model is mute on the role of situational goals, 

Devine’s model (1998) predicts the automatic activation of stereotypes upon mere 

exposure to a category cue regardless of processing goal. Clearly, the findings in this 

experiment suggest otherwise. In short, only when participants were making a social 

judgment about the target were stereotypes automatically activated, and only then did we 

also observe the moderating effects of prejudice. When exposure to the target was 

incidental to the task at hand, i.e. when making a lexical judgment, stereotypes were not 

activated by either group. Not only is it further evidence for the goal-dependent nature of 

stereotype activation found elsewhere (Bargh, 1989, Macrae et al., 1997), but it also 

supports the hypothesis posed in this thesis that the effects of prejudice on automatic 

stereotype activation may only come to fruition under certain specific situational goals.  

As was outlined previously, the mechanism that drives prejudice-linked stereotype 

activation may be understood in terms of the general goal-dependent property of stereotype 

activation. Elsewhere it has been argued that stereotype activation may become automatic 
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as a result of pairing with a particular processing goal or context, one in which categorical 

information about a person can potentially prove to be a useful heuristic (Bargh, 1989; 

Macrae et al., 1997). Thus, the processing goal or context becomes a precondition to 

trigger the automatic activation of stereotypes (Bargh, 1989). In light of the current 

findings, it seems appropriate to extend this model of stereotype automaticity to explain the 

relationship between prejudice and stereotype activation. In short, in high-prejudice 

individuals the history of accessing stereotypes to judge a member of the stereotyped group 

should ultimately become automated. In contrast, low-prejudice individuals do not have a 

history of repeatedly accessing stereotypic information when judging a member of a 

stereotyped group, since such information is incongruent with their egalitarian values and 

their beliefs about the group. Consequently, when non-prejudiced individuals make a 

judgment about the stereotyped target stereotype activation should not be an automatic 

response. Specifically, evidence from the current experiment and elsewhere (Locke et al., 

1994) suggests that low-prejudice individuals do not automatically activate stereotypes 

when explicitly evaluating the target. 

In sum, the purpose of the current study was to attempt to shed light on the 

processes involved in the link between prejudice and stereotype activation.  In accord with 

the hypothesis, the results showed that situational goals play a role in determining whether 

an encounter with a stereotyped target will lead to stereotype activation, and, whether this 

process is influenced by prejudice. If the argument proposed here holds up, then these 

goal-dependent differences in results should be demonstrated for any social or asocial 

processing goal. This point will be addressed in the next experiments.  
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Limitations 

 

Admittedly, as with any experiment, the findings need to be considered within the 

context of some possible limitations of the study. It could be argued that the null effect in 

the APG condition may be due to the fact that much less attention was given to the face in 

that condition compared to the SPG condition. There are two reasons to suggest that this 

was not the case. First, studies have shown that stereotypes are automatically activated 

even when the category cue is primed at supra-liminal (Mason et al., 2006) or sub-liminal 

levels (Devine, 1989), which is at attentional levels far below the level required in the APG 

condition. Therefore, even if there were differences in attention to the category as a result 

of processing goal condition, it is not likely that this difference should have contributed to 

the differential stereotype activation effects. Second, the Face Recognition Test revealed 

no difference between the two processing goal conditions. This suggests that the faces 

were processed to the same degree in the two groups. This also replicates previous findings 

which demonstrated that participants who were simply exposed to Asian faces were able to 

recall the faces equally well as those who engaged in semantic processing of the faces 

(Macrae et al.’s, 1997).  

Finally, there is a possible confound to consider given that the final judgement task 

in the SPG condition invariably involved semantic processing of the trait word. Although, 

the experiment was specifically set up to compare the effects of a social versus an asocial 

goal, prejudice-linked stereotype activation in the SPG condition may not have been 

contingent on meaningful processing of the faces per se, but rather on semantic processing 

goals more generally. Recent research suggests that semantic processing of a word alone 

may be all that is needed to trigger stereotype activation in the presence of a stereotype cue 

(Locke, Macrae & Eaton, 2007; Macrae, et al., 2005). For example, in three experiments 
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Macrae, et al. (2005) found that participant’s unintentionally activated social category 

information from faces even though the faces were incidental to the task at hand. 

Specifically, participants were incapable of ignoring the categorical information (gender in 

Experiment 1 & 3, occupation in Experiment 2) extracted from faces that were presented 

during an unrelated semantic processing task of words. In a similar study, using a flanker 

task, Locke, Macrae and Eaton (2007) also found that participants were sensitive to 

categorical information from faces even though faces were irrelevant to the word 

processing task. The results suggest that a semantic processing goal may be a sufficient 

condition to activate categorical information from faces, even when the faces are irrelevant 

to the task at hand.  

Applying the evidence just cited to the findings of Experiment 1, it could be argued 

that the simple act of drawing semantic information from a word in the SPG condition may 

have been sufficient to trigger the category based perception of the faces resulting in 

stereotype activation.  If, indeed, a general semantic goal is to account for the stereotype 

activation effect in the SPG condition it would be harder to explain why we should also 

find prejudice-linked differences for this effect, since the stance in this thesis is that 

prejudice-linked stereotype activation is contingent on making a socially meaningful 

judgment about the target. Perhaps it is the case that a semantic processing goal that bears 

no meaningful relation to the category cue can automatically trigger stereotype activation 

irrespective of the perceiver’s level of prejudice, while the presence of any prejudice-

linked stereotype activation may be constrained by a social processing goal that requires a 

meaningful judgment about the target.  

In summary, the fact that prejudice-linked stereotype activation was demonstrated 

in Experiment 1 is in and of itself an important finding as it adds further support to the 

conditional automaticity of stereotype activation (Bargh, 1999; Macrae et al., 1998). 
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Stereotype activation, it seems, is contingent on prejudice level when the processing goal 

involves a meaningful judgment of the target. However, the findings have also raised 

questions about the boundary conditions for prejudice-linked stereotype activation. Going 

on recent findings (Locke, et al., 2007; Macrae, et al., 2005) it is not clear whether the 

prejudice linked effect is bound by judgments that relate specifically to the target or 

whether it extends to situations that involve any semantic judgment even if it is not related 

to the target. 

To explore this further, two experiments were conducted and these will be outlined 

in the next two chapters. In the following chapter the experiment explores the possibility 

that a target-irrelevant semantic processing goal may be all that is required to trigger 

prejudice-linked stereotype activation. Then, in the third experiment in this thesis the 

inquiry into the boundary condition is extended further to investigate the possibility that 

prejudice-linked stereotype activation has less to do with the actual task but rather the 

perception of a meaningful link between the task and the category cue. Specifically, the 

possibility will be investigated that prejudice-linked stereotype activation is a feature of a 

meaningful processing context more generally rather than the product of the actual 

judgment task.  
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Chapter 3: Experiment 2 

 

Semantic Word Processing & Prejudice-linked Stereotype Activation? 

 

As already pointed out in the previous chapter, there is some indirect evidence 

suggesting that stereotype activation may simply be contingent on a semantic processing 

goal unrelated to the target group (Locke et al., 2007, Macrae et al., 2005, Mason et al., 

2006). These studies showed that participants who were briefly exposed to faces while 

performing an unrelated semantic word judgment task would nevertheless activate the 

social category information from the faces. Importantly, Macrae et al. (2005) confirmed in 

Experiment 3 that the activation of categorical information is conditional on the operation 

of a semantic processing goal at the time of exposure to the faces.  Even though these 

studies did not look at the role of prejudice, they raise an important question for this thesis? 

Is it possible that stereotypes can be activated at the mere exposure to a category cue (face) 

as long as the perceiver engages in an unrelated semantic processing goal, and if so, does 

prejudice play a role in this effect? This is a crucial question, because this thesis explicitly 

sets out to demonstrate that prejudice only has a bearing on stereotype activation when 

making a meaningful judgment about the group or a member of the group. 

The implicit prejudice literature using measures that require semantic processing of 

a word can offer some insight here. These measures such as the bona fide pipeline (BFP) 

measure of implicit racial attitude by Fazio et al. (1995) and the Implicit Association Test 

(IAT, Greenwald, McGee & Schwartz, 1998) have typically shown that when a category 

cue is paired with simple semantic word judgment it reveals a category-based response that 

reflect implicit prejudice. In other words, negative words are more strongly associated with 

the presentation of out-group faces reflecting a negative attitude towards that group and 
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positive words are associated more strongly with in-group faces, reflecting a positive 

attitude towards the in-group. Importantly, studies involving these implicit prejudice 

measures tend to find only a weak, if any, relationship with self-report measures of explicit 

prejudice.  Perhaps the most telling example is the study by Fazio et al. (1995) in which the 

experiment involved presentation of a face followed by a word judgment and so making it 

similar in design to the one used in the current thesis. In the experiment European-

American participants had to evaluate a word as either “good” or “bad” after it followed a 

picture of a face depicting a member of one of three different racial groups, African-

American (out-group), European-American (in-group) and Asian-American (filler-group). 

They report that in their study, participants were faster at evaluating a negative word as 

“bad” when it followed African-American faces compared to when it followed European-

American faces, and faster at evaluating a positive word as “good” when it followed an in-

group than when it followed an out-group prime.  Supposedly, the more accessible the 

negative or positive affective associations the faster one should be at making the 

corresponding evaluative judgment of those associations. The authors concluded that the 

response bias observed in their study was evidence for implicit prejudice, such that the 

African-American faces activated negative associations and the European-American faces 

activated positive association. Fazio et al. (1995) also found no relationship between this 

implicit prejudice effect and the Modern Racism Scale (MRS) used as a measure of 

explicit prejudice. The findings suggest that although group-based associations (in this case 

affective rather than stereotypic) were activated when the judgment involved a semantic 

evaluation of the word following exposure to a facial prime this was not linked to explicit 

prejudice.  

Combined, the evidence from the social categorisation research and the implicit 

prejudice research suggests that category-based associations such as stereotypes may 
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become activated at the mere exposure to a category cue (face) when the perceiver engages 

in a semantic processing goal. Importantly, this effect is not likely to be moderated by 

explicit prejudice. Considering this, the semantic processing of a word in the SPG 

condition in Experiment 1 is an unlikely “candidate” responsible for the differential effects 

of prejudice on stereotype activation. Recall, that when participants had to judge a person 

of Asian appearance only high-prejudice individuals demonstrated evidence of having 

activated the corresponding Asian stereotypes. While it is indeed possible that stereotypes 

may also become activated during a semantic processing goal, it is more likely that in this 

experiment the social judgement context contributed to the differential effects of prejudice.   

Nevertheless, since there is no precedence in the literature for the differential effects of 

semantic versus social processing goals on prejudice-linked stereotype activation it was 

important to confirm the social processing goal hypothesis in a second experiment.  

 

Outline of Experiment 2 

 

The following experiment was designed to rule out the possibility that prejudice-

linked stereotype activation in response to a facial category cue could be triggered by an 

asoicial semantic processing goal. Moreover, the aim was to compare findings from this 

experiment, involving a semantic processing goal, and findings from the previous 

experiment, involving a social processing goal and an asocial (perceptual) processing goal. 

With this in mind, the experiment remained identical to the APG condition in Experiment 

1 bar the final word judgment; the lexical decision task was simply changed to a semantic 

word judgment. More specifically, participates were asked to judge a word as either 

“good” or “bad”. This evaluative word judgment task was used in previous studies (Fazio 
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et al., 1995; Greenwald, et al., 1998, Olsen & Fazio, 2003) and so enabled comparison to 

the findings in literature more generally.  

 

Hypothesis  

 

Based on the ‘social processing goal’ account it was predicted that neither low- nor 

high-prejudice individuals will activate stereotypes when the semantic processing goal is 

unrelated to the social target. Thus, as was the case for the asocial perceptual processing 

goal (APG) in Experiment 1 neither high- nor low-prejudice individuals should 

automatically activate Asian stereotypes following exposure to an Asian person when 

engaging in an asocial semantic processing goal (ASPG). If, however, stereotype activation 

is indeed reliant on the semantic nature of the judgment alone, then two outcomes are 

possible. Stereotypes become activated but the effect is not moderated by prejudice, as 

some literature might suggest, or we find the same pattern of prejudice-linked stereotype 

activation here as in the social processing goal (SPG) condition in Experiment 1. Finally, it 

is possible that the evaluative nature of the judgment task triggers implicit attitudes, as 

seen in other studies that have used the same “good”/”bad” word judgment task (see Fazio 

et al., 1995). This would show as a bias in the activation of negative words for Asian faces 

and positive words for Caucasian faces and should not be moderated by prejudice.  
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Method of Experiment 2 

 

Design 

 

The experiment considered the between-group factor of Prejudice Level (High vs. 

Low) and the four within-participant factors Prime (Asian vs. Caucasian), Word 

Stereotypicality (Stereotypic vs. Non-stereotypic) and Word Valence (Positive vs. 

Negative). As in Experiment 1, the dependent variable was participants' median colour-

naming latency in milliseconds (ms).  

 

Participants 

 

Thirty-eight Caucasian first-year psychology students (29 females, 9 males) at the 

University of Western Australia participated in the experiment in partial fulfilment of their 

unit requirements. All spoke English as their first language and had been living in 

Australia for at least the past five years. As in Experiment 1 participants were pre-selected 

based on their high or low scores on the Attitude toward Asian Scale (AAsS, Walker, 

1994) which they had completed earlier in the year as part of a unit requirement. High-

prejudice and low- prejudice participants were randomly selected from a pool of the top 

30% and the bottom 30% scores, respectively. Based on these criteria, 19 participants (13 

females, 6 males) were categorised as high-prejudice and 19 participants (16 females, 3 

males) as low-prejudice. The mean score for the high prejudice group was M = 38.26, (SD 

= 5.14) and for low prejudice group was M = 20.11 (SD = 5.39). The ages of participants 

ranged from 17 to 34 years, M = 19.74, SD = 4.28. 
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Materials 

 

Experimental Stimuli. The experimental stimuli were identical to those used in 

Experiment 1, involving 32 Asian and 32 Caucasian male faces as primes for the critical 

trials and an additional 20 racially mixed faces for the practice trials. The 64 critical words, 

with 16 words in each of the stereotypicality/valance category and the 20 non-stereotypic 

words in the practice trials were also identical to Experiment 1.    

Experimental Hardware. The experimental hardware (Archimedes 4000 

microcomputer and monitor as well as the custom-built throat microphone) was identical to 

Experiment 1. The only change made was to the label on the left and right response buttons 

on the response box which now read "GOOD" and "BAD".  The position of the response 

labels was counterbalanced across participants.  

Experimental Task. The experimental task changed little from the previous APG 

condition except that an evaluative instead of a lexical decision of the word was required. 

The question asked at the beginning of the trial was “Is this word good or bad”. The 

procedure for presenting the primes (Asian or Caucasian face) and the Stroop task was 

identical to the previous experiment, with the colour naming latency recorded on the 

computer via the throat microphone. The same word was then displayed again in white 

letters for 1000 ms, so that participants could make the relevant judgment by pressing 

either the "GOOD" and "BAD" button on the response box placed in front of them and the 

responses were recorded on the computer. Once responses were made the screen was 

blanked and the next trial commenced.  

Prejudice Measure. As in Experiment 1, scores on the AAsS (Walker, 1994) were 

used to pre-select participants for inclusion in the experiment.  
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Procedure 

 

The instructions were almost identical to those in the APG condition in Experiment 

1 bar the last part to accommodate the evaluative word judgment task. Thus, participants 

were informed that the study is designed to test how different perceptual stimuli impact on 

our language processing.  This would involve being exposed to one of three types of 

perceptual stimuli, everyday objects, animals, or faces. In reality only faces were ever used 

in the experiment. However, the inclusion of other non-human categories in the 

information was to strengthen pursual of  an asocial processing goal and to minimise any 

socially meaningful perception of the faces. To further strengthen the cover story, all 

participants were instructed that the computer would randomly assign them to one of the 

three categories of stimuli. Participants were then told that language processing was to be 

measured using an evaluative word judgment task. Specifically, they will be required to 

judge as quickly and accurately as possible whether the word is either ‘good’ or ‘bad’.  

Each trial would then commence by presenting a photo of a stimulus from the category that 

they have been assigned to.  They were instructed to maintain their gaze on the picture, as 

it would be immediately followed by a coloured pattern and their task was to name the 

colour as quickly as possible. Following this a word would appear in the same position on 

the screen where the coloured pattern had been.  Participants were instructed to press the 

"GOOD" button on the response box if they thought the word was good or positive and the 

"BAD" button if they thought the word was bad or negative. After the experimental task 

participants were checked for suspicions about the purpose of the experiment, debriefed 

and thanked for their participation. 
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Results of Experiment 2 

 

Colour-naming Latencies 

 

As in Experiment 1, participants’ median colour-naming latencies in milliseconds 

(ms) were calculated for each of the four trait groups (non-stereotypic negative and 

positive traits, and stereotypic negative and positive traits) following Asian and Caucasian 

faces in the short and long SOA conditions. Stereotype activation is determined by 

comparing colour-naming latencies for stereotypic words following Asian faces with 

colour-naming latencies for stereotypic words following Caucasian faces. The colour-

naming latencies of all 38 participants were subjected to a 5-way Prejudice x SOA x Prime 

x Word Stereotypicality x Word Valence mixed ANOVA.  

 It was predicted that in the word evaluation task, there should be no evidence of 

stereotype activation following Asian faces, since the semantic processing goal is unrelated 

to the social target. If, however, stereotype activation in the APG condition in Experiment 

1 was indeed moderated by the demand characteristics of the lexical decision task, then 

prejudice-linked stereotype activation is expected but only at the short SOA. This should 

be demonstrated by a significant SOA x Prejudice x Prime x Word Stereotypicality 

interaction.  

The only significant effect was a main effect for Prejudice, F (1, 37) = 13.2, p = 

.001, ηp
2
 = .26. The high-prejudice group were significantly faster overall at the colour-

naming task (M = 563.3) than the low-prejudice group (M = 658.24). Unexpectedly, this is 

the opposite effect to what was found in the lexical decision task in Experiment 1. Mean 

latencies for all experimental conditions at the short and long SOA are displayed in Table 

3. 
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Table 3  

Mean colour-naming latencies (in milliseconds) and standard deviations (in parenthesis) 

for all types of words following Asian and Caucasian primes in the high- and low-

prejudice group, for short (240 ms) and long (2000m) SOAs. 

 Asian Faces Caucasian Faces 

 Non-stereotypic Stereotypic Non-stereotypic Stereotypic 

 Negative Positive Negative Positive Negative Positive Negative Positive 

240 SOA 
        

High  

prejudice  

n =  

574.00 564.25 566.00 571.25 575.00 557.75 564.00 570.00 

(89.86) (82.83) (73.35) (81.88) (93.01) (83.75) (80.96) (82.86) 

        

Low  

prejudice  

n = 

654.47 672.89 646.58 689.21 664.21 636.84 650.53 635.79 

(115.38) (156.83) (76.94) (141.81) (117.35) (84.79) (108.54) (92.77) 

        

2000 SOA 
        

High 

prejudice  

n =  

577.50 565.00 544.00 550.00 570.75 564.75 556.50 542.00 

(96.05) (89.58) (85.30) (80.02) (67.36) (63.96) (95.20) (86.26) 

        

Low  

prejudice   

n = 

656.05 656.58 651.32 665.26 653.95 671.32 657.37 669.47 

(104.88) (90.83) (143.33) (102.54) (94.39) (77.13) (101.29) (121.49) 
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Discussion  

 

In light of recent evidence the possibility was explored that a target-irrelevant 

semantic processing goal could be all that is required to trigger prejudice-linked stereotype 

activation upon exposure to a stereotyped target. If this was the case then the semantic 

word judgment task in the current experiment should have replicated the Prime x Word 

Stereotypicality x Prejudice interaction effect at the short SOA that was found in the SPG 

condition in Experiment 1. In contrast to this prediction, there were no significant effects 

involving a Prime x Word Stereotypicality x Prejudice interaction when participants 

engaged in a word evaluation task while being exposed to a stereotyped target. Thus, 

neither low- nor high-prejudice individuals had automatically activated stereotypes 

following Asian faces. This supports the position held in this thesis which proposes that the 

effect of prejudice on automatic stereotype activation is brought to bear only if the 

processing goal involves a socially meaningful judgment of the target.  

The only significant effect observed in the current experiment was a main effect for 

prejudice. High-prejudice individuals were on average 100 ms faster at naming the colour 

than low-prejudiced individuals. It is difficult to determine the reasons for this prejudice-

linked effect, given that none of the other theoretically significant factors (i.e prime or 

word stereotypicality) were involved. It may be that high-prejudice individuals simply 

found the evaluative word judgment cognitively less demanding than low-prejudice 

individuals. There is, however, some evidence to suggest that prejudice may be correlated 

with personality factors that reflect a generalised bias in information processing.  One such 

individual differences factor is “need for cognitive economy”, which can be defined as the 

need to simplify information processing in order to “create a coherent and valid image of 

[the] complex social environment” (Stangor & Thompson, 2002, p563). Evidence suggests 
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that high-prejudice individuals demonstrate a greater need for cognitive economy than 

low-prejudice individuals and that this generalises to other aspects of information 

processing. A problem with this explanation is that this effect does not generalise to the 

lexical task in Experiment 1. High-prejudice participants showed no such speeded response 

compared to low-prejudice individuals in that task. While it suggests that high-prejudice 

individuals may be sensitive to different processing demands there is no obvious 

explanation for why this might be the case. Regardless, the theoretically important point is 

that there were no prejudice-linked effects for stereotype activation in either condition.  

At first glance the result appears to conflict with the findings by Macrae et al. 

(2005) as they claim that participants extracted categorical knowledge from faces 

pertaining to sex (Experiment 1) and occupation (Experiment 2) even though the faces 

presented were irrelevant to the semantic processing task they were given. However, there 

is a crucial difference between the semantic task used in the current study and Macrae et 

al.s (2005) study that underscores the contrasting findings. For Macrae et al.s (2005) study, 

the very fact that in one experiment participants had to classify a name as male or female 

whilst exposed to either a male of female face and in the other identify a famous name as 

either singer or actor whilst exposed to the face of a famous singer or actor, presupposes a 

link between the task and the category cue. In other words, the semantic information 

gained from the faces matched the semantic processing goal. It is no surprise then that 

Macrae et al. (2005) found that participants had activated the relevant categorical 

information (ie sex or occupation) from the face in response to the demands of the task. 

Indeed, failure to show an effect would have undermined previous evidence for the goal-

dependent nature of stereotype activation (Macrae & Bodenhausen, 2000; Macrae et al., 

1997; Quinn & Macrae, 2005).  
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In contrast, in the current experiment participants had to make a good/bad judgment 

of a word that followed the presentation of an Asian or Caucasian face. So, unlike Macrae 

et al.’s (2005) study, the current experiment used a processing goal that clearly did not 

match the categorical information revealed by target faces. Importantly, when engaged in 

this task neither high- nor low-prejudice participants activated stereotypes. It appears that 

the operation of a semantic processing goal that is completely irrelevant to the target is not 

a sufficient condition to trigger the automatic activation of stereotypes, even if the 

perceiver holds strong prejudices against the target.  

Furthermore, there was also no evidence of a word valence effect, suggesting that 

the “good/bad” judgment did not trigger an evaluative bias in response to faces. This is 

contra to previous evidence which showed activation of negative associations with out-

group faces and positive associations with in-group faces (Fazio et al., 1995; Greenwald et 

al., 1998). This difference in findings is likely to be the result of the different processing 

requirements of the facial stimuli in the current experiment versus these implicit prejudice 

measures.   For example, in the race IAT the evaluative word judgment is paired with the 

face categorisation task, a task that pre-empts the perception of faces in terms of racial 

categories.   Whilst categorisation of faces is not required in the BFP measure (Fazio et al., 

1995) it involves multiple experimental phases during which participants are exposed to 

the  faces, first, during a face memorisation task, next in the face recall task and finally, as 

a prime in the critical word evaluation task. Indeed, in the face learning tasks participants 

were explicitly instructed to memorise faces for a later recognition task. Likely, this sort of 

processing would have led to the social perception of faces and consequently the activation 

of the relevant social category. In contrast, in the current experiment participants were 

simply required to look at the faces but not process them in any specific manner. Because 

the final word judgment task was unrelated to the faces participants may not have racially 
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categorised faces and therefore may not have activated any relevant stereotypic 

associations. This explanation is consistent with the position in this thesis and also 

concords with earlier research showing that when participants do not have to process the 

faces in any socially meaningful way they do not activate stereotypes (Macrae et al., 1997).   

In sum, in the first two experiments of this thesis three different processing goal 

contexts where investigated but as predicted the differential effect of prejudice on 

stereotype activation was demonstrated only in one context, when participants had to make 

a specific trait judgment about a specific person. In the other two conditions neither high- 

nor low- prejudice participants activated any category related information when they had to 

look at the faces but did not have to process the faces in any meaningful way. Thus, being 

exposed to members of an out-group did not in and of itself lead to any activation of 

stereotypes. Instead, stereotypes were automatically recruited only when a trait judgment 

about the target was being made and this effect was only found for high-prejudice 

participants. The findings support the idea proposed by Locke and Walker (1999) that the 

differential effects of prejudice on stereotype activation should be present in situations that 

require an explicit evaluative judgment about the target, because it is then that high-

prejudice individuals should find the stereotypes much more informative than low-

prejudice individuals.  

Asking participants to make an explicit judgment about an unknown target 

essentially directs them to deliberately consider what they think about the person they see 

in front of them. Although we probably do this from time to time in social encounters, 

there are also many socially meaningful encounters where we do not make explicit 

judgments about a person.  To what extent prejudice may play a role in such situations is 

not clear and will be investigated in the next chapter, looking at prejudice-linked stereotype 

activation in a more subtle social processing goal context.  
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Chapter 4: Experiment 3 

 

Meaningful Perception & Prejudice-linked Stereotype Activation 

 

In the previous experiments, prejudice-linked stereotype activation was 

demonstrated when participants had to make an explicit trait judgment about a person. This 

finding relates to a very specific social judgment and it may therefore not generalise to 

other social contexts in which we encounter racially different people. In fact, many of our 

day-to-day social interactions are characterised by superficial social exchanges that are far 

less deliberate. It is precisely during these fleeting social encounters, when our minds are 

preoccupied with other things, that we are most prone to using heuristics such as 

stereotypes (Fiske & Neuberg, 1990). Indeed, several studies reviewed in Chapter 1 have 

shown that registering the other person in terms of their category membership (e.g. race), 

and activating the relevant stereotypes, may well be the most expedient way of dealing 

with a cognitively busy and ambiguous social environment (Bodenhausen, 1990; 

Bodenhausen & Macrae, 1998; Macrae et al., 1994).  

Moreover, studies have looked at the conditional nature of stereotype activation in 

social encounters. Whilst these studies have been mute on the role of prejudice they 

nevertheless provide insight into processing contexts that favour stereotype activation in 

person perception. There is supportive evidence suggesting that stereotypes can become 

automatically activated even with just a simple semantic judgment about the person 

(Macrae et al., 1997), or even when the processing goal is not necessarily directed at the 

person (Hoshino-Browne & Kunda, 2000, as cited in Kunda, et al., 2003; Kunda, et al., 

2002). For example, in Macrae et al.’s (1997) study, participants exposed to Asian faces 

automatically activated the Asian stereotype when asked to judge whether the photo 
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depicted an animate or inanimate object. Note that whilst participants were required to 

make a semantic judgment related to the target, they were not required to form an 

impression of the target. In another study (Hoshino-Browne & Kunda, 2000, as cited in 

Kunda, et al., 2003) participants who had been discussing neutral topics with an Asian 

confederate, automatically activated Asian stereotypes when expecting to discuss a racially 

sensitive topic with their discussion partner but not when the topic remained neutral. 

Recent evidence even suggests that categorical information can become activated when the 

current processing goal is not directed at target faces as long as the task is semantically 

related to the perception of those faces (Macrae et al., 2005). In Macrae et al.’s (2005) 

study, participants extracted categorical information from faces, although the task did not 

require them to focus directly on the faces. In the study, participants had to categorise 

names as either male or female while exposed to either a male or female face. The fact that 

participants were faster in categorising names when the gender matched the sex of the 

faces suggests that they had to have extracted categorical information from the facial 

stimuli, even though the presentation of faces was incidental to the task. It appears that the 

conceptual (i.e. semantic) link between the gender categorisation task of names and the sex 

of the facial stimuli triggered the meaningful perception of faces without explicit 

instruction to focus attention on the faces.  

In sum, the evidence suggests that even without explicit attention directed at the 

person, stereotypes can become activated as long as there is a conceptual link between the 

processing goal and the category membership of the person. Importantly, the evidence also 

implies that we may be compelled to activate the stereotypes, even during fleeting social 

encounters as long as the interaction requires us to perceive the person in a socially 

meaningful way. Surprisingly, none of the studies investigated prejudice as a potential 

moderating factor of stereotype activation and so it is still unclear what, if any role it may 
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play in situations requiring person perception more generally. This is, nevertheless, an 

important empirical question since it would be invaluable to know when our efforts to be 

less prejudice are likely to make a difference in how we automatically respond in social 

contexts more generally.  

Investigating the role of prejudice on stereotype activation when people encounter 

members of a stereotyped group also serves to address a theoretically important point. As it 

stands, the “proceduralisation” explanation for prejudice-linked stereotype activation 

proposed by Locke and Johnston (2001) and adopted here, hinges on the fact that it is only 

demonstrated under conditions that require an explicit judgment of the person at the time 

of the encounter. Briefly, they argue that in prejudiced individuals, the repeated use of the 

stereotypes when making a judgment about a stereotyped group may eventually make the 

activation of stereotypes automatic whenever a judgment of a member of that group is 

required. Low-prejudice individuals in contrast, do not display this same history of 

“stereotype - judgment” pairing and therefore the activation of stereotypes does not 

become automatic when making a judgment about the stereotyped person. This means that 

the differential effects of prejudice level on stereotype activation is context specific, and is 

perhaps confined to situations that require an explicit judgment about a member of the 

stereotyped group.  

Whilst we know from previous studies that only prejudiced people will 

automatically activate the stereotype when making an explicit trait judgment about a 

stereotyped person, we are less certain about the contextual boundaries for such an effect. 

If prejudice-linked differences in stereotype activation were to be demonstrated in social 

contexts that afford only the meaningful perception but no judgment about a stereotyped 

person, then this would clearly undermine the contextual premise that lay at the heart of 

Locke and Johnston’s (2001) “proceduralisation” explanation. More significantly, it may 



84 

 

 

warrant a revision of the “processing-goal” explanation for prejudice-linked stereotype 

activation proposed in this thesis. As it stands, prejudice-linked stereotype activation is 

believed to be linked to social processing goals directed specifically at the target (e.g. when 

making a judgment about a person) because it is then that stereotypes represent a 

potentially relevant heuristic to prejudiced but not non-prejudiced individuals. However, 

evidence (Bodenhausen, 1990; Bodenhausen & Macrae, 1998; Hoshino-Browne & Kunda, 

2000, as cited in Kunda, et al., 2003; Kunda, et al., 2002; Macrae et al., 1994) also suggests 

that stereotypes are easily activated at the mere encounter of a stereotyped person, as long 

as that person is perceived in a socially meaningful way. With this evidence in mind, 

perhaps, it is the case then that prejudice plays a role in mediating the extent to which 

stereotypes are activated in socially meaningful encounters. The purpose of the following 

experiment is to test with very idea. 

 

Outline of Experiment 3 

 

Evidence shows that merely perceiving someone in a meaningful way, even when 

attention is directed elsewhere, can automatically trigger the stereotypes associated with 

that person (Hoshino-Browne & Kunda, 2000, as cited in Kunda, et al. 2003; Kunda, et al., 

2002, Macrae et al., 1997; Macrae et al., 2005).  However, little is known about the role of 

prejudice in these contexts. The aim for this experiment, therefore, is to investigate the 

possible moderating effect of prejudice on stereotype activation in socially meaningful but 

superficial encounters.  

To maintain a coherent approach to the investigation, the same experimental 

paradigm that was used in previous experiments will be applied here.  In Experiment 1 and 

Experiment 2 the asocial processing goal conditions employed a cover story specifically 
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designed to avoid any socially meaningful perception of the face stimuli. Participants were 

told that “the study is designed to test how different perceptual stimuli impact on our 

language processing”. As predicted, even high-prejudice participants did not activate the 

stereotypes, with previous evidence suggesting that this is likely due to the fact that the 

faces were processed as objects devoid of any social meaning. However, the evidence also 

suggests that stereotypes may have been activated if the faces had been processed in a 

socially meaningful way (Macrae et al., 1997), or there had been a meaningful link 

between the race of the face and the experimental task (Hoshino-Browne & Kunda, 2000, 

as cited in Kunda, et al., 2003; Kunda, Adams, & Spencer, 2002, Macrae et al., 2005). In 

view of this, a cover story for this experiment was designed that required the social 

perception of faces but without changing the original word judgment task. Thus, 

participants would process targets in a meaningful way without having to make a specific 

judgement about the target.  Consequently, participants were told that “The study is 

designed to look at how our perceptions of people can affect the way we process 

language”. Apart from this change to the cover story, the stimuli (involving Asian and 

Caucasian male faces) and more importantly the lexical decision task remained the same as 

in the asocial processing goal condition in Experiment 1.  

 

Hypothesis 

 

The aim of the current experiment was to establish whether stereotypes could be 

automatically activated merely by perceiving targets in a socially meaningful way, without 

directing a specific judgment at targets. Moreover, the aim was to determine if any effect 

would be moderated by prejudice level.  If prejudice indeed plays a role in such situations 

then one would expect high- but not low-prejudice participants to activate the Asian 
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stereotypes following Asian faces. However, if the effects of prejudice are limited to 

contexts in which explicit judgments of targets are made, as Locke and Johnston (2001) 

would argue, then two responses are possible. First, the social context of the task may 

trigger stereotypes in participants regardless of whether they are high- or low in prejudice, 

or, second, it may be the case that stereotypes don’t become activated at all as was the 

findings for the asocial tasks in Experiment 1 and 2 in this thesis. 

 

Method of Experiment 3 

 

Design 

 

The experimental design consisted of one between-group factor, Prejudice Level 

(High vs. Low) and three within-participant factors, Prime (Asian vs. Caucasian), Word 

Stereotypicality (Stereotypic vs. Non-stereotypic) and Word Valence (Positive vs. 

Negative). Participants' median colour-naming latency in milliseconds (ms) was the 

dependent variable.  

 

Participants 

 

As in the preceding experiments, Caucasian first-year psychology students at the 

University of Western Australia were recruited to participate in the experiment in partial 

fulfilment of their unit requirements.Participants were pre-selected from a larger pool of 

610 first year psychology students, based on their high or low scores on the Attitude 

toward Asian Scale (AAsS, Walker, 1994). Students had completed the scale earlier in the 

year as part of their unit requirement. High-prejudice and low- prejudice participants were 
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randomly selected from a pool of the top 30% and the bottom 30%, respectively. Based on 

the above criteria, 24 participants (14 females, 10 males) fell into the high-prejudice group 

and 25 participants (17 females, 8 males) into the low-prejudice group. However, due to 

technical issues with the equipment, data from one male participant in the low-prejudice 

group could not be used, leaving 24 participants in that group for analysis. The mean 

prejudice score for the high-prejudice group was M = 41.45, (SD = 7.18) and for low 

prejudice group was M = 20.13 (SD = 4.21). Participants’ ages ranged from 17 to 40 years, 

M = 19.96, SD = 3.82, and there was no significant difference in age between the high- and 

low-prejudice group,  t(46) = 0.63, p = .531, 95% CI [-1.56, 2.98]. 

 

 

Materials 

 

Experimental Stimuli. The experimental stimuli were identical to those used in the 

preceding experiments.  

Experimental Hardware. The experimental hardware was identical to those used 

in the preceding experiments.  

Experimental Task. The experimental task was identical to the lexical decision 

task in Experiment 1 except that the long SOA condition was omitted. For the sake of 

expediency, stimuli faces were presented only at short SOA (240 ms) given the aim of this 

experiment was to test responses at automatic levels of processing.  

Prejudice measure. As in the previous experiments, scores on the AAsS (Walker, 

1994) were used to pre-select participants for inclusion in the experiment.  
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Procedure 

 

On arrival at the experiment, participants were given the cover story for the study 

and asked to sign a consent form. Participants were told that: “This study is designed to 

look at how our perceptions of people can affect the way we process language. Language 

processing will be measured in a word judgment task”.  Like Experiment 1 and 2, 

participants were seated inside the cubicle in front of the computer and the procedure and 

equipment was explained to them. They were informed that the computer would 

commence each trial by presenting a photo of a male face for only a very brief moment, 

and that it was important they keep their gaze on the face. After the face disappeared, 

participants would have to perform a distractor task which involved naming the colour of a 

pattern, as quickly as possible, to make it disappear from the screen. Following this a word 

would appear in the same position on the screen where the coloured pattern had been and 

their task was to check, as quickly as possible, if the word had the same number of vowels 

as consonants or not. Participants were instructed to press the “YES” button on the 

response box when the word had the same number of vowels as consonants and the “NO” 

button when the word did not have the same number of vowels and consonants. The 

response labels were counterbalanced across the sample.  

As always, on completion of all the tasks, participants were probed for suspicions 

about the tasks, carefully debriefed and thanked for their participation.  
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Results of Experiment 3 

 

Colour-naming Latencies 

 

Participants’ median colour-naming latencies in milliseconds (ms) were calculated 

for each of the four trait groups (non-stereotypic negative and positive traits, and 

stereotypic negative and positive traits) following Asian and Caucasian faces. Exploratory 

analysis revealed no extreme outliers (three standard deviations above the mean) therefore 

all data sets were retained in the analysis. A 4-way Prejudice x Prime x Word 

Stereotypicality x Word Valence mixed Analysis of Variance of the median colour-naming 

latencies was calculated. Mean colour-naming latencies and standard deviations for each 

experimental cell are presented in Table 4. The analysis revealed no significant main 

effects. Based on the current hypothesis, the high-prejudice group was expected to activate 

the Asian stereotype upon exposure to Asian faces only. However, on analysis the 

predicted Prejudice x Prime x Word Stereotypicality interaction was not significant, 

F(1,46) = 1.02, p =  .32, , ηp
2
 = .02. There was a significant Prejudice x Word 

Stereotypicality x Word Valence interaction, F(1,46) = 5.74, p = .02, ηp
2
 = .11. A simple 

analysis of the interaction effects showed a significant Word Stereotypicality x Word 

Valence interaction for the high-prejudice group, F(1,23) = 6.59, p = .017, ηp
2
 = .11, but 

not for the low-prejudice group, F(1,23) = 1.05, p =  .32, ηp
2
 = .04. Further analysis 

revealed the only significant simple effect was for negatively valenced words. As can be 

seen from Figure 2, high-prejudice participants show longer colour-naming latencies for 

negative stereotypic and positive non-stereotypic words. However, further analysis 

revealed the only significant simple effect was between negative and positive stereotypic 

words, F(1,23) = 4.43, p = .046, ηp
2
 = .16, M = 622.8 vs. 602.83 ms, respectively. Whilst 
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suggestive, the contrast between negative stereotypic and non-stereotypic words did not 

reach significance, F(1,23) = 3.23, p = .085, ηp
2
 = .12, and neither did the contrast between 

positive stereotypic and non-stereotypic words, F(1,23) = 3.27, p = .084, ηp
2
 = .12. 

 

Table 4  

Mean colour-naming latencies (in milliseconds) and standard deviations (in parenthesis) 

for the high- and low-prejudice group across all experimental conditions for prime and 

word types. 

 

 

 Asian Caucasian 

 Non-stereotypic Stereotypic Non-stereotypic Stereotypic 

 Negative Positive Negative Positive Negative Positive Negative Positive 

         

High 

Prejudice 

n=24 

626.09 647.39 635.22 616.96 609.78 625.87 643.26 613.70 

(119.29) (122.89) (103.75) (106.09) (99.18) (111.47) (128.89) (118.18) 

         

Low 

Prejudice 

n=24 

606.96 604.57 608.70 609.13 606.30 609.57 619.78 628.91 

(103.57) (116.81) (122.71) (134.03) (101.78) (103.04) (102.08) (116.50) 
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Figure 2. Mean colour-naming latencies (in milliseconds) and standard error bars, for non-

stereotypic negative and positive words and stereotypic negative and positive words in the 

high-prejudice and low-prejudice group. 

 

 

Discussion 

 

The first experiment in this thesis demonstrated that prejudice differentially 

affected the activation of stereotypes when participants had to make an explicit trait 

judgment about each target. The purpose of the current experiment was to investigate 

whether this prejudice-linked difference in automatic stereotype activation extended to 

contexts that are socially meaningful but do not involve making any specified judgement 

about each target. Participants were simply told that the study looked at how people can 
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influence our language processing and that their language processing would be measured 

in a lexical decision task. This was designed to encourage participants to perceive the faces 

in a socially meaningful way whilst focusing on a target-irrelevant task. 

The only statistically significant effect involved a prejudice-linked difference in the 

elevation of colour-naming latencies for negative stereotypic words compared to positive 

stereotypic words, but notably, this was regardless of whether they were looking at Asian 

or Caucasian faces. The results also suggests that responses did not involve a generalised 

valence effect since the activation appeared to be limited to negative stereotypic words 

only, though the difference in latencies between negative stereotypic and non-stereotypic 

words did not reach statistical significance, M = 622.81 vs. 605.21 ms,  F(1,23) = 3.23, p = 

.085, ηp
2
 = .12. There were no differences in the levels of activation for word types in the 

low-prejudice group. Although the finding demonstrates a prejudice-linked difference in 

automatic responses, it did not follow the predicted stereotype activation effect.  

One explanation for the pattern of activation might relate to the overall processing 

context in this experiment, which did not require a specific judgment of the target. Unlike 

the more cognitive and concrete trait judgment task in Experiment 1, the meaningful 

processing of faces in the current experiment was triggered by the cover story, that “how 

we perceive other people can affect our language processing”. Since there was no specific 

judgment directed at the faces, participants were left to appraise the faces in their own way 

and so draw on whatever information is deemed relevant . Given this evaluative context 

bringing the negative stereotypes to mind may reflect general tendency by high-prejudice 

participants to view any member of the racial group (Asians) negatively (i.e.” I don’t like 

Asians”).   

Support for this account can be found in studies which have shown precedence for 

this pattern of negative stereotype activation in high-prejudice individuals. In a number of 
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studies when prejudiced individuals were subliminally presented with a racial category 

they would automatically activate the negative stereotypes associated with that category 

(Lepore & Brown, 1997; Wittenbrink et al., 1997; Wittenbrink et al., 2001). Most relevant 

here are the two studies by Wittenbrink et al. (1997; 2001), since they too used a lexical 

decision task in their experiment, making the judgment context somewhat more 

comparable.  They showed that when participants were primed with a racial category (i.e. 

Black), they consistently activated the negative stereotypes associated with that group. 

Importantly, this priming effect was moderated by explicit prejudice. The greater the 

prejudice towards the group the stronger the effect appeared.  

Although these studies used subliminally presented racial labels rather than a 

consciously presented racial cue, the effects were the same as those found in the current 

study.  This suggests that the automatic responses in the different studies may reflect the 

same categorisation processes even though the context for bringing the category to mind 

was quite different. In Wittenbirnk et al.’s (2001; 1997) and Lepore and Brown’s (1997) 

study the category was made accessible by direct priming (albeit outside of the 

participant’s awareness). In the current study participants had to racially categorise the 

faces first to activate any corresponding stereotypes. While racial categorisation was not 

inevitable clearly prejudiced participants had activated the “Asian” category, or else the 

racial stereotypes would not have been activated. What this suggests is that, although the 

racial category was brought to mind in substantially different ways in the different studies 

(subliminal versus conscious perception of the racial cue), the effect for prejudiced 

participants was the same, namely, to activate the corresponding negative stereotypes. 

When the racial category is primed during information processing devoid of any social 

cues, as was the case in these studies, then the most informative and accessible information 

about the group is activated. As Lepore and Brown (1997) have argued, seeing that 
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prejudiced participants do not like the group they are prejudiced against, they have also 

come to largely associate the negative stereotypes with that group.  The implication for the 

current finding is that perhaps thinking about the group more generally without a specific 

judgment directed at a target will trigger a more generalised negative response reflective of 

their negative attitudes towards that group.   

Whilst this category based automatic response in high-prejudice participants is a 

plausible explanation for the activation of negative stereotypes it does not explain why 

there were no differential effects for primes. Perhaps, for prejudiced individuals, Asian 

faces would have been a lot more conspicuous and held greater “informative” value then 

their Caucasian counterparts. As such, Caucasian faces may have offered little new 

categorical information on presentation, to counteract the salience of the Asian category, 

particularly since all faces were matched on gender (all male), age and attractiveness. 

Because of the random presentation of faces there was always the possibility that the next 

face could be another Asian. This uncertainty coupled with the fact that faces were only 

presented for a very short time (240 ms) may have kept the racial category and associated 

negative stereotypes accessible even on presentation of a Caucasian face.  

In sum, although the results in this experiment were not consistent with the original 

prediction, they serve to strengthen the idea that prejudice can moderate automatic 

responses under processing conditions involving meaningful perception of another person. 

The statistically significant differential effect of prejudice, at the very least, suggests that 

the boundary condition for prejudice-linked automatic responses appears to extend beyond 

trait-based judgments to subtle but perhaps more pervasive social processing contexts.  

Overall, the findings in this thesis so far support the idea that what we do at the 

time we encounter a racially different person (Locke & Johnson, 2000; Macrae et al., 

1997), and how we feel about the racial group in general (Lepore & Brown, 1998; Locke & 
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Walker, 1999), may determine the extent to which stereotypic and valanced information 

are automatically brought to mind. To be more specific, in the experiments when 

Caucasian participants simply had to look at an Asian face while making an unrelated 

judgment, there was no evidence of stereotypes being activated. The finding suggests that 

merely seeing a person of a different racial background does not automatically trigger the 

stereotypes associated with that group. However, when Caucasian participants had to judge 

the Asian person on a trait, only those participants who also reported prejudiced views 

about the group showed evidence of stereotype activation. Those who had reported no 

prejudice towards the group made the judgment without activating any stereotypes. It 

seems that stereotypes are not easily activated in low-prejudice individuals and indeed, 

even in high-prejudice individuals, stereotypes may only become activated when there is 

some level of social processing of the racially different person or category.   

Given that the experiments in this thesis have shown that stereotypes are activated 

by high-prejudice individuals in some situations but never by low-prejudice individuals, 

how low-prejudice individuals manage to “turn off” or avoid what is apparently a well 

learnt set of associations is hard to understand. The final task, therefore, for this thesis was 

to more closely investigate the mechanisms that underpin the differential effects of 

prejudice on stereotype activation. To this end, two experiments were conducted that draw 

on ideas from recent research showing the conditional nature of social categories in 

information processing. Basically, the research suggests that the extent to which 

stereotypes become activated may depend on the relevance of the actual social category 

itself during information processing. Indeed, “thinking categorically about others” 

borrowing the term from Bodenhausen & Macrae’s (2000) book title, may have been the 

common denominator that led to stereotype activation in prejudiced participants in both 

experiments. Thus the difference may lie with the differential relevance that the category 



96 

 

 

cue holds for low- versus high-prejudice individuals in a given situation. In the first of two 

experiments the possibility that prejudice-linked stereotype activation is the result of the 

differential activation of the racial category will be investigated with the aim also to 

replicate the prejudice-linked findings from Experiment 1. The second and final 

experiment looks at what happens when participants are forced to racially categorise a 

target under conditions devoid of any evaluative processes.  
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Chapter 5: Experiment 4 

 

When “Seeing” Race Is a Choice: The Key to Prejudice-linked Stereotype Activation 

 

So far in this thesis the emphasis has been on identifying when prejudice-linked 

differences in stereotype activation come to light during encounters with a member of a 

stereotyped group. The results are clear: prejudice and processing contexts do in fact 

moderate the automaticity of stereotype activation.  Mere exposure to faces yielded no 

racially based response, even in prejudiced individuals. Whilst prejudiced individuals 

showed evidence of stereotype activation in response to seeing Asian faces in contexts that 

required meaningful perception of the faces, this was not evidenced for non-prejudiced 

individuals in the studies. Indeed, this group showed no effect at all in response to Asian 

faces, regardless of processing conditions.  

Having clearly established the evidence for prejudice-linked differences in 

stereotype activation in this thesis, the logical next step to take is to explain how this 

happens. Given the Asian stereotypes in this study were pre-selected for being “common 

knowledge”, how non-prejudiced participants managed to avoid bringing them to mind at 

all and how prejudiced individuals managed to “switch off” the stereotypes in some 

contexts but failed to do so in other contexts, will be the focus of investigation in the next 

two chapters.  

Despite the gamut of studies that have revealed various factors influencing 

stereotype activation during social categorisation, the large bulk of research in this field 

has completely taken for granted the perception of the social category (e.g. race) occurs in 

the first place. This is based on the long-held assumption that social categories like race, 

gender and age are automatically perceived because of the salient physical features that 
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represent them (Brewer, 1988; Fiske, 1998).  Consequently, this has led to an emphasis in 

research on the process following social categorisation (i.e. stereotype activation). Indeed, 

this view is epitomised in studies that have used stimuli other than real people (e.g. labels) 

to assess the automaticity of stereotypes and prejudice (e.g. Devine, 1989; Fazio et al., 

1995; Lepore & Borwn, 1997; Locke et al., 1994; Wittenbrink et al., 2001).  

In contrast, Allport (1954, 43) recognised a long time ago that, “…we do not 

stereotype a person, we stereotype a person-as-a-member-of-a-group”. In stating this 

truism, he reminds us that stereotype activation is inextricably linked to the process of 

social categorisation. In other words, if a person is not perceived in terms of his/her 

membership in the stereotyped group then stereotypes will not be activated (Kunda & 

Spencer, 2003; Macrae & Bodenhausen, 2000, 2001). More recently, an alternative 

approach has gained ground which focuses on how and when we categorise others. This 

approach has spurned studies which suggest that the perception of the social category per 

se (e.g. race) may not be as inevitable as once thought (Eberhart, Desgubta & Banansinzki, 

2003; Gilbert& Hixon, 1991; Hugenberg & Bodenhausen, 2004; Macrae et al., 1997; 

Martin & Macrae, 2007). These studies show that various contextual factors such as 

processing goals (Gilbert& Hixon, 1991; Macrae et al., 1997), priming contexts (Macrae & 

Coultier, 2009; Mason, et al., 2006) and familiarity (Quinn, Mason & Macrae, 2009) can 

moderate the extent to which a social category is attended to and activated. In addition, 

featural factors such as strength of facial cues (Martin & Macrae, 2007) and exemplar 

typicality (Locke, et al., 2005) have also been found to impact on whether a target’s 

category membership is perceived and the stereotypes are activated or not. 

The above evidence makes a strong case against the conventional idea in social 

psychology which sees social categorisation as an inevitable part of person construal. It 

clearly suggests that perceiving a person’s social category (e.g. race) is largely determined 
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by situational factors, such as processing objectives. Notably, these studies also open up 

the possibility that the initial perception of a social category, like race, could be modulated 

by other social psychological factors such as prejudice. In fact, the idea that perception of 

race can itself be influenced by attitudinal factors has been the focus of some research in 

the field of person perception.  

A number of studies have demonstrated that the process of social categorisation can 

be moderated by a perceiver’s beliefs or attitudes (Bascovich, Wyer, Swart & Kibler, 1997; 

Eberhardt et al., 2003; Moskowitz, 1993; Stangor & Thompson, 2002; Stangor, Lynch, 

Duan & Glass, 1992). For example, Eberhardt and colleagues (2003) demonstrated that 

participants’ social beliefs can influence the perception of race in others. They exposed 

entity theorists (those who believe that human traits are fixed) and incremental theorists 

(those who believe that human traits are malleable) to racially ambiguous faces but with a 

racial label and asked them to reproduce these faces by drawing. The drawings were later 

judged by naive raters on whether they depicted a Black or White person.  The researchers 

found that entity theorists were more likely to draw the race of the face in line with the 

racial label, whereas incremental theorist drew faces with racial features deemed 

inconsistent with the racial label. Eberhart and colleagues (2003) concluded that social 

beliefs had interacted with the racial label to moderate participant’s racial perception of the 

faces. 

In another study, Moskowitz (1993) found that the extent to which people 

categorise others was linked to personal need for cognitive structure. Moskowitz (1993) 

demonstrated that when participants read behavioural descriptions about a person, those 

with greater “personal need for structure” were more likely to form spontaneous trait 

inferences based on the person’s category membership. Similarly, Stangor and Thompson 

(2002) found that social categorisation was moderated by the need for cognitive economy. 
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Across three studies they showed that the greater the need for cognitive economy the more 

likely you are to perceive someone in terms of their category membership.  Even though 

the studies by Moskowitz (1993) and Stangor and Thompson (2002) did not look at the 

role of explicit prejudice in social categorisation, they lend indirect credence to the idea 

that individual differences in attitudes and beliefs can influence category activation.  

Finally, there are some examples of studies that show individual differences in 

racial attitude can determine the extent to which, and how fast, others are racially 

categorised. In one study, Stangor et al. (1992) used a name-matching paradigm to 

investigate how people use immediately apparent physical features of others as a basis for 

social categorisation. Participants in general were more likely to categorise targets 

according to their sex than their race; that is, they made more between-sex than between-

race errors (Experiment 1 & 2). The more important finding for the current thesis is that 

racially prejudiced individuals were more likely to also categorise targets by race than non-

prejudiced individuals, which was demonstrated by the observation that high-prejudice 

participants made significantly greater between-sex errors for within-race compared to the 

low-prejudice participants (Experiment 3). Stangor and colleagues (1992) concluded that 

only high-prejudice participants selectively used race as a categorisation tool, because the 

racial category of the target is informative only for high-prejudice individuals when 

forming an impression of a target.  

Racial prejudice has also been shown to impact on the speed with which others are 

racially categorised. Across two experiments, Blascovich and colleagues (1997) found that 

prejudiced participants took longer to categorise racially ambiguous targets and made more 

non-verbal vocalisations during the categorisation task, suggesting response hesitation, 

According to the authors the findings showed that prejudiced individuals are more focused 
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on attending to and preserving racial boundaries and therefore are more concerned about 

getting the racial categorisation right.  

The studies by Stangor et al. (1992) and Blascovich et al. (1997) are important 

because they specifically show that the racial perception during person construal may be 

determined by prejudice. Although these studies did not measure automatic racial 

categorisation but the use of a racial category in an implicit measure, they offer at least 

some evidence for the role of prejudice in categorisation processes. These two studies, 

combined with the studies that did look at automatic person categorisation, represent a 

sound empirical basis for the next experiment in this thesis which tests the idea that racial 

categorisation itself could be moderated by prejudice.  

 

Outline of Experiment 4 

 

That prejudiced individuals are more likely to attend to racial cues and 

consequently perceive others in terms of their race can be understood from a functional 

perspective, which is the approach adopted throughout this thesis. Macrae and 

Bodenhausen (2000, 2001) have argued that thinking categorically about others is an 

essential heuristic in person perception. More importantly, supported by strong evidence, 

they also claim that person categorisation is bound by its functionality. In other words, 

perceiving a target’s social category depends on whether it serves any immediate function 

during the encounter with the target. Applying this same reasoning here, it could be argued 

that during person perception, particularly when attempting to form an impression of a 

target, racially prejudiced individuals should find a target’s racial category (and the 

associated stereotypes) a lot more useful than non-prejudiced individuals. This is simply 

because prejudiced individuals are more likely to base their judgments on racially relevant 
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information. On the other hand, for non-prejudiced individuals the target's racial 

membership is much less likely to hold any informative value, particularly when forming 

an impression of the target. As a consequence non-prejudiced individuals may simply fail 

to “see” the target’s race and focus on other cues for judgment. By failing to activate the 

racial category in a meaningful way they also fail to activate the stereotypes too.   

The previous studies revealed prejudic-linked differences in stereotype activation 

was observed when participants had to make a social judgment about a target. The purpose 

of the current experiment was to establish whether this prejudice-linked effect may reflect 

the extent to which the racial category of the target was attended to and became activated.  

To accurately assess automatic category activation when people are making judgments 

about others an online measure like the one used in the previous experiments was 

considered as it measures activation of concepts as it happens.  

Although the online colour-naming task used previously exploited the Stroop effect 

to measure the semantic activation of a trait word, it could equally be used to assess the 

activation of a racial category word. Indeed, there is a precedence set for using the Stroop 

effect to measure social category activation. Mason et al. (2006) used the Stroop effect in a 

speeded name categorisation task flanked by congruent and incongruent distractor faces. 

The authors found that category-based responding was modulated by the number of 

congruent faces. The obvious problem with this approach for the current study is that it 

required participants to explicitly categorise the word (a male or female name) into a 

specific social category, thus undermining any attempt at finding spontaneous differences 

in the extent to which a person is categorised. Moreover, in this approach stereotype 

activation and category activation could not be measured concurrently.  

In contrast, the experimental paradigm used in the current thesis does not require 

any category based judgments, and can measure both the activation of the racial category 
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as well as the associated stereotype using the same processing goal in a single experimental 

task. Moreover, as I have already argued in Chapter 1, using the same experimental 

paradigm across studies makes a comparison between the findings more valid and easier to 

interpret. Given these obvious advantages, the same experimental paradigm used in the 

previous experiments was adopted for this study. A slight adjustment to the stimulus words 

was made to include category words to measure category activation alongside stereotype 

activation. Specifically, four common racial category synonyms, “Chinese”, “Asian”, 

“Eastern”, and “Oriental”, were incorporated in the colour-naming task along with the 

previously used traits. As with trait words the median colour-naming latencies of the four 

racial category words following Asian faces were compared to the median colour-naming 

latencies of the same four racial category words following Caucasian faces.  

The same trait judgment task as in Experiment 1 was implemented which also 

provided an opportunity to test the reliability of the original findings across different 

cohorts.  In sum, the experiment measured participant’s automatic activation of the racial 

category and the associated stereotypes while making a trait-based judgment of Asian and 

Caucasian targets.   

 

Hypotheses 

 

Stereotype Activation:  Based on the processing goal hypothesis developed in this 

thesis, and given the results in Experiment 1, it was expected that when participants 

evaluate an Asian target on a particular trait, high-prejudice but not low-prejudice 

participants will automatically activate Asian stereotypes. This should be reflected in a 3-

way Prejudice x Prime x Stereotype interaction, where high-prejudice participants show 

significantly elevated colour-naming latencies for stereotypic words relative to non-
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stereotypic words, but only when judging Asian faces but not when judging Caucasian 

faces.  

Category Activation: In accordance with a functional approach to the automatic 

activation of categories, it was expected that high-prejudice participants will activate the 

racial category to a greater extent than low-prejudice participants. This should be reflected 

in a 2-way Prejudice x Prime interaction, such that the differential colour-naming latencies 

to racial category words following Asian faces relative to Caucasian faces are significantly 

greater in high-prejudice participants than in low-prejudice participants.  

 

Method of Experiment 4 

 

Design 

 

First, prejudice-linked differences in stereotype activation were measured using a 2 

(Prime: Asian Faces vs. Caucasian Faces) x 2 (Word Stereotypicality: Stereotypic vs. Non-

stereotypic) x 2 (Word Valence: Positive vs. Negative) x 2 (Prejudice Level: High vs. 

Low) mixed design with colour-naming latency to trait words as the dependent variable. 

Thus, responses to stereotypic trait words following Asian faces were compared to 

responses to stereotypic words following Caucasian faces. Second, to examine the 

possibility of prejudice-linked category activation, colour-naming latencies to category 

words were subjected to a 2 (Prime: Asian vs. Caucasian) x 2 (Prejudice Level: High vs. 

Low) mixed design ANOVA.  
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Participants 

 

Fifty-six Caucasian psychology students (42 females, 16 males) at The University 

of Western Australia participated in the study, and they received either course credit or $5 

reimbursement. As in the previous experiments, high- and low- prejudice participants were 

randomly selected from a pool of students scoring in the top 30%, and, the bottom 30%  on 

the AAsS (Walker,1994), respectively. The final sample consisted of 56 participants, 28 

high-prejudice participants (14 females, 10 males), and, 28 low-prejudice participants (17 

females, 8 males). The mean prejudice score for the high-prejudice group was 37.65 (SD = 

4.43) and for low prejudice group was 21.29 (SD = 4.07). Participants’ ages ranged from 

17 to 35 years, M = 18.28, SD = 2.93, and there was no significant difference in age 

between the high- and low-prejudice group,  t(54) = -.65, p = .519, 95% CI [-2.203, 1.13]. 

 

Materials 

 

Category Primes. The colour photographs (6x6 cm) of Asian and Caucasian male 

faces were the same as those used in the previous experiments. There were 64 primes for 

the critical trials and 20 primes for the practice trials. 

Stimulus Words. Fourteen trait words of each trait type (negative/positive 

stereotypic/non-stereotypic) identical to those used in the previous experiments were used 

to make up a total of 56 trait words. The four groups of words were matched for word 

length and familiarity. In addition, four category words (“Asian”, “Eastern”, “Oriental”, 

and “Chinese”) were presented twice, once following Asian faces and once following 

Caucasian faces, to make up the total of 64 critical stimulus words. For the practice trial 

the same 20 non-stereotypic words as those in the previous experiments were used.   
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Experimental Hardware. The hardware was identical to that used in the previous 

experiments. Two response buttons on the response device were either labelled "YES" or 

“NO” with labels being counterbalanced across participants. 

Experimental Task. Participants performed 20 practice trials at the start of the task 

to ensure they were familiar with the procedure. The experiment proper consisted of 32 

“Asian” and 32 “Caucasian” category trials presented in random order. In total, 

participants responded to 84 trials. The 32 Asian faces and the 32 Caucasian faces were 

randomly paired with a random set of eight words, seven from each trait type (stereotypic 

positive, stereotypic negative, non-stereotypic positive, and non-stereotypic negative) and 

four denoting the Asian category labels.  

The task for participants was identical to the social judgment task in Experiment 1, 

except that SOA was kept constant at 240 ms. Participants were first presented with the 

question “Does the following word describe this person?” in white letters, at the top of the 

monitor display. A fixation point consisting of five crosses “xxxxx” was then presented in 

the centre of the screen below the text at the same time. After 500 ms an Asian or 

Caucasian face appeared for 240 ms in place of the fixation point. Then a trait or category 

word that was either, red, blue, yellow or green in colour appeared in the place of the 

fixation point for 20 ms, and was immediately masked by a backward pattern in the same 

colour as the word. The pattern consisted of rotated and inverted letters. The coloured 

mask remained on the screen until the participant named the colour out loud. The colour-

naming latency was recorded on the computer via the throat microphone. The same trait 

word was re-presented in white letters for 1000 ms, so that participants could make the 

relevant judgment by pressing either the "YES" or “NO” button on the response box placed 

in front of them. On trials where the critical word was a category word, a non-stereotypic 

trait word was presented instead of the category word. Responses were recorded on the 
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computer. Once responses were made the screen was blanked and the next trial 

commenced.  

Prejudice measures. As in the previous experiments, scores on the AAsS (Walker, 

1994) were used to preselect participants for inclusion in the experiment. Participants were 

selected from a database for their relatively high- or low-prejudice towards Asians as 

measured on the Attitude to Asians Scale (AAsS, Walker, 1994). 

 

Procedure 

 

As in all the previous experiments, participants were tested individually in a sound-

attenuated cubicle. On arrival participants were seated 60 cm in front of the computer 

monitor and the throat micro-phone was loosely fastened around their neck. Participants 

were informed that the study explores how people make judgments about other people. 

Specifically they would be required to indicate whether a word describes a referent 

identified in a previous photograph. All participants were informed that the computer 

would commence each trial by presenting a photo followed by a coloured pattern. The 

cover story for the colour-naming task was that it was a distractor and all they had to do 

was to name the colour of a pattern as quickly as possible to remove it. Following this they 

were informed that a word would appear in the same position on the screen where the 

coloured pattern had been.  Participants were instructed that if they thought the word 

described the previously presented person they should press the “YES” button on the 

response box, otherwise they were to press the “NO” button.   
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Results of Experiment 4 

 

Colour-naming Latencies for Stereotype Activation 

 

As in previous experiments, participants’ median colour-naming latencies in 

milliseconds (ms) were calculated for each of the four trait words (non-stereotypic negative 

and positive traits, and stereotypic negative and positive traits) following Asian and 

Caucasian faces. A 2 (Prejudice: high vs. low) x 2 (Prime: Asian Face vs. Caucasian Face) 

x 2 (Word Stereotypicality: stereotypic vs. non-stereotypic) x 2 (Valence: positive vs. 

negative) mixed ANOVA using the median colour-naming latencies (ms) was calculated. 

This would determine if the prejudice-linked stereotype activation effect observed in 

Experiment 1 was replicated here. The mean latencies for all conditions are presented in 

Table 5.  

The 4- way mixed ANOVA revealed no significant main effects, but there was a 

significant 2-way Prime x Word Stereotypicality interaction, F(1, 54) = 4.7, p = .032, ηp
2
 = 

.08, however, this interaction was subsumed by the predicted 3-way Prejudice x Prime x 

Word Stereotypicality interaction effect, F (1, 54) = 4.32, p = .043, ηp
2
 = .04, ηp

2
 = .07. 

Separate analysis of simple Prime x Word Stereotypicality interactions revealed a 

significant interaction for the high-prejudice group, F(1, 27) = 14.69, p < .001, ηp
2
 = .35, 

but not the low-prejudice group, F(1, 27) = .003, p = .957, ηp
2
 < .001.  The simple 2-way 

interaction for the high- and low-prejudice group is displayed in Figure 3. Analysis of 

simple effects of the 2-way Prime x Word Stereotypicality interaction for the high-

prejudice participants revealed significantly colour-naming latencies were significantly 

longer for stereotypic words when they followed Asian faces compared to Caucasian faces, 

F(1, 27) = 7.18, p < .05, M = 633.75 vs. 606.53 ms, respectively.  
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Table 5.  

Mean colour-naming latencies (in ms) and standard deviations (in parenthesis) for the 

high- and low-prejudice group across all experimental cells.  

 

 

 Asian Caucasian 

 Non-stereotypic Stereotypic Non-stereotypic Stereotypic 

 Negative Positive Negative Positive Negative Positive Negative Positive 

         

High 

Prejudice
 

n = 28 

631.25 596.07 629.64 637.86 627.32 620.71 608.39 604.46 

(80.13) (92.43) (88.51) (87.70) (84.22) (83.53) (77.42) (87.14) 

         

Low 

Prejudice
 

n = 28 

604.64 592.50 591.07 604.29 585.54 596.07 594.29 583.93 

(82.74) (70.53) (79.78) (73.56) (72.45) (69.71) (78.10) (72.47) 
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Figure 3. Means and standard error bars for colour-naming latencies (in milliseconds) for 

stereotypic and non-stereotypic trait words following Asian and Caucasian faces in the 

high-prejudice group. 

 

Colour-naming Latencies for Category Activation 

 

In this experiment the hypothesis was tested that prejudice linked stereotype 

activation may be the result of differences in the extent to which a racial category is 

activated upon person perception. The possibility was investigated that high-prejudice 

individuals are more likely to attend to and therefore activate the racial category than low-

prejudice individuals when judging a member of a racial group. To test this hypothesis, 

participants' colour-naming latencies (ms) to category words (e.g. Asian, Oriental) 

following Asian faces, were compared to colour-naming latencies of the same category 
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words following Caucasian faces. The analysis thus involved a 2 (Prejudice: high vs. low) 

x 2 (Prime: Asian vs. Caucasian) mixed factorial design.  

A 2 (Prime: Asian vs. Caucasian) x 2 (Prejudice: High vs. Low) mixed ANOVA of 

participants’ median colour-naming latencies to category words was calculated
1
. The mean 

colour-naming latencies and standard deviations are presented in Figure 4. There were no 

significant main effects. The predicted 2-way Prime x Prejudice interaction was marginally 

significant, F(1, 54) = 3.82, p = .056, ηp
2
 = .07. Since this effect was expected under the 

experimental hypotheses, simple main effects analyses were conducted for each prejudice 

group. As predicted in the high-prejudice group, colour-naming latencies of the social 

category words following Asian faces compared to Caucasian faces were significantly 

longer, F(1,27) = 6.71, p = .015, ηp
2
 = .10, M = 630.18 vs. 598.21 ms, respectively.   

However, the low-prejudice group showed no such difference, F(1, 27) = 0.09, p = .767, 

ηp
2
 = .003. 

 

                                                 
1
 It was considered more prudent to analyse colour-naming latencies of category words separately from 

latencies of trait words given that there were a number of inconsistencies between the two types of words. 

First, category words were not matched with the trait words on valence and linguistic properties. Second, trait 

words contained a contrast of stereotypic and non-stereotypic words, whereas the Asian category words did 

not have such a contrast. Third, the sample of trait words was much larger than the sample of category words. 
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Figure 4. Means (in milliseconds) with standard error bars of colour-naming latencies for 

Asian category words following Asian and Caucasian faces in the high- and low-prejudice 

group. 

 

Discussion 

 

Summary of Results 

 

The aim of the current experiment was twofold: one, to replicate the prejudice-

linked automatic stereotype activation effect observed in the social processing goal 

condition in Experiment 1 and, two, to take a closer look at the mechanisms that underpin 

this differential effect in stereotype activation. Specifically, the hypothesis was tested that 

attitudes towards the racial group can influence the extent to which a racial category (i.e. 

Asian) is attended to and becomes activated when making a judgement about a member of 

that racial group.  As will be discussed shortly, the prejudice-linked stereotype activation 
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effect from Experiment 1 was successfully replicated, and perhaps more importantly, the 

results also support the idea that prejudice can affect the attention we give to the social 

category.  

Based on the processing goal hypothesis developed in this thesis, and on account of 

the results in Experiment 1, it was expected that when participants evaluate an Asian target 

on a particular trait, those prejudiced towards Asians would automatically activate Asian 

stereotypes, whereas those without prejudice would not activate any stereotypes. As 

predicted, prejudiced participants clearly demonstrated stereotype activation when judging 

an Asian target, as evidenced in the significantly elevated colour-naming latencies for 

stereotypic words relative to the base-line latencies to non-stereotypic words when judging 

Asian faces but not when judging Caucasian faces. Non-prejudice participants showed no 

statistically significant difference in colour-naming latencies between stereotypic and non-

stereotypic words when judging Asian or Caucasian faces, suggesting that they did not 

activate the stereotype. Importantly, these results were demonstrated at stimulus onset 

asynchronies too short to allow for any strategic processes to influence responses (deGroot 

et al., 1986; Neely, 1977). In summary, the current experiment neatly replicates the finding 

in Experiment 1 and further strengthens the idea that even at automatic levels of processing 

there are prejudice-linked differences in the activation of stereotypes, but that this 

difference is apparent only when the processing goal involves the evaluative judgment of a 

target.  

The main aim of the experiment was to explore the possibility that the prejudice-

linked differences in stereotype activation may be the result of differences in the extent to 

which the racial category is attended to and becomes activated. This hypothesis is based on 

the idea that a target’s racial background may be differentially activated as a result of 

carrying different weight and informative value for prejudiced versus non-prejudiced 



114 

 

 

individuals (Blascovich et al., 1997; Eberhardt et al., 2003; Moskowitz, 1993; Stangor & 

Thompson, 2002; Stangor, et al., 1992).  Therefore, it was predicted that non-prejudiced 

participants are less likely to attend to and activate the racial category when making trait 

judgments about the Asian targets and consequently avoid activating the associated 

stereotypes (Gilbert & Hixon, 1990; Taylor, 1950). On the other hand, prejudiced 

participants are more likely to focus on race and hence activate the racial category because 

they are more likely to rely on the information associated with the category to judge a 

member of the stereotyped group. So, when making an explicit judgment about an Asian 

target, high-prejudice participants should clearly demonstrate the activation of the racial 

category (such as “Asian”, “Chinese” or “Oriental”), and consequently also activate the 

associated stereotypes. To test this hypothesis, colour-naming latencies to racial category 

words (e.g. Asian, Chinese) following Asian faces and Caucasian faces were compared. As 

predicted the high-prejudice group clearly show significant activation of the Asian 

category words following Asian targets. This was demonstrated in the significantly longer 

colour-naming latencies for Asian category words following Asian faces compared to 

Caucasian faces. Importantly, the non-prejudice group did not display this category 

activation effect, showing no difference in colour-naming latencies for the category words 

following Asian compared to Caucasian faces. Unlike their prejudiced counterparts, non-

prejudice participants appeared not to activate the racial category during their judgments of 

targets. The fact that they also failed to activate any stereotypes is clearly consistent with 

this finding.  

Although the results look convincing they need to be considered within the 

limitations of the study.  First, category activation was calculated using colour-naming 

latencies to Asian category (e.g. Asian, Chinese) words only, following Caucasian and 

Asian faces. The problem with this method is that the baseline is only a relative measure to 
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prime type (Caucasian vs. Asian faces) and therefore may not be an accurate indicator of 

the true extent to which the category has been activated. One could argue that perhaps in 

the non-prejudice group there was no difference in the latencies between Asian and 

Caucasian faces because the Asian category remained accessible long enough to affect 

responses even when a Caucasian face was presented. However, it would seem unlikely 

that this "carry-over" priming effect would be present only in the non-prejudice group, 

since a significant difference in latencies was found in the prejudiced group. Also, the fact 

that the prejudiced group demonstrated the predicted category activation effect, i.e. greater 

accessibility of the Asian category matched with the activation of Asian stereotypes 

following Asian faces compared to Caucasian faces, gives us some confidence in the 

validity of the measure.  

 

Theoretical & Empirical Implications 

 

The view that at the automatic levels of processing, we are all pretty much equal 

offenders of stereotyping against members of salient social groups in our society , has long 

been held in social psychology (Bargh, 1999; Brewer, 1988; Devine, 1989, Fiske, 1998). 

The reasoning has been that we are all influenced by common socialisation processes that 

firmly entrench the stereotypes of certain groups, making them highly accessible 

knowledge structures, whenever we encounter a member or members of such salient social 

groups (Devine, 1989). Accordingly, this implicit bias is seen as a deeply rooted habit that 

undermines any conscious effort to avoid prejudice even in the most egalitarian of us 

(Devine, Forsher, Austin & Cox, 2012). However, the findings in the current experiment 

undermine the idea that our conscious attempts at not being prejudiced should have no 

impact on how we automatically respond to others. Combined with the earlier experiments, 
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the results convincingly demonstrate that when prejudiced individuals judge a racial target 

they automatically focus on the racial category and activate the stereotypes whereas this is 

not the case for non-prejudiced individuals. At automatic levels of processing, non-

prejudiced individuals consistently show no evidence of racially based responses. 

In this experiment, a preliminary investigation into the mechanisms underpinning 

the differential activation of stereotypes revealed that the extent to which the category 

itself is activated may be moderated by prejudice. Prejudiced participants showed strong 

evidence of having activated the racial category label as well as the corresponding 

stereotypes. In contrast, non-prejudiced individuals, showed no evidence of having 

activated the racial category label, consistent with the finding that they also did not activate 

any stereotypes.  

The results have important implications for the explanation proposed in the current 

thesis. So far, I have argued that prejudice-linked differences in stereotype activation are 

the result of stereotyping practices that are automatically linked to certain processing goals. 

Accordingly, prejudiced individuals automatically activate stereotypes in situations that 

involve making an explicit judgment about a target because it reflects their chronic practice 

of using and endorsing these stereotypes in such situations. In contrast, non-prejudiced 

individuals do not activate stereotypes when judging a target because of their chronic 

practice of avoiding stereotypes in those instances. In other words it is at the level of 

stereotype activation where prejudice is thought to play out its differential effect. The 

results from this experiment however, suggest that prejudice may affect the actual attention 

given to the racial cue rather than what happens to the stereotypes. Hence, prejudice may 

not be moderating the extent to which stereotypes become activated but rather the extent to 

which the racial category is used as a cue in the judgment task. High-prejudice individuals 
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are simply more likely than low-prejudice individuals to find the racial category a salient 

and useful cue in social encounters.  

This explanation is consistent with a growing body of evidence suggesting that 

racial categorisation itself may not be an inevitable consequence of person perception 

(Eberhart, et.al., 2003; Gilbert& Hixon, 1991; Hugenberg & Bodenhause, 2004; Macrae et 

al., 1997; Martin & Macrae, 2007). The evidence suggests that whether we racially 

categorise a person during an encounter depends largely on our situational goal and 

perhaps also on our chronic beliefs.  The study by Quinn and Macrae (2005) is a case in 

point. This study demonstrated that automatic category activation is moderated by the 

situational goal. Using speeded responses to facial stimuli in a repetition priming 

paradigm, the authors showed that social categorisation was conditional upon specific 

encoding processes determined by the situational goal at the time. Category activation 

occurred only under active encoding processes, that is, only when participants were 

required to actively categorise faces into the corresponding social category and not when 

they simply viewed the faces. Although the study did not look at the role of prejudice, it 

nevertheless suggests that different encoding practices may impact the extent to which the 

social category is activated which would then influence the extent to which stereotypes 

become activated. Indeed, this would explain why even high-prejudice individuals failed to 

activate the stereotypes in those experiments where active encoding of faces was not 

required - simply because the racial category failed to have any relevance in their 

processing goal.  

Admittedly, at this stage, given the potential limitations of the method used, the 

prejudice-linked effects on category activation are only suggestive and there is clearly a 

need for further research to substantiate this idea. Nevertheless, it leaves little doubt about 

the goal-specific effect of prejudice on automatic processes during person judgment. 
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Whether prejudice moderates the very first step in racial categorisation or the consequent 

activation of stereotypes, or even both processes is still an open question. In fact, the 

purpose of the final experiment in this thesis was to further investigate the role of early 

categorisation processes in regulating the prejudice-linked differences in stereotype 

activation.  
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Chapter 6: Experiment 5 

 

When “Seeing” Race Isn’t a Choice: The Key to Activating Stereotypes even if 

You’re Not Prejudiced. 

 

Experiment 4 offered some interesting (albeit preliminary) insights into the 

differential effects of prejudice on racial categorisation. The findings suggest that 

prejudice-linked category activation could be the key to understanding the differential 

effects in stereotype activation. In the study, low-prejudice individuals managed to make 

an individuating judgment about a target without invoking the target’s racial category and 

activating any stereotypes. High-prejudice individuals, on the other hand, showed evidence 

of having activated the racial category as well as the associated stereotypes when making a 

judgment about the targets.  

This new evidence could have far reaching theoretical as well as empirical 

implications because it requires a rethink of the idea that prejudice directly shapes the way 

stereotypes become activated. It suggests that the differential effects of prejudice on 

stereotype activation during a social processing goal may simply reflect differences in the 

extent to which a target has been racially categorised. The fact that low-prejudice 

individuals managed to “avoid” the racial categorisation of targets would explain why they 

failed to activate the stereotypes. In high-prejudice individuals, the activation of 

stereotypes may well have been a consequence of having racially categorised targets in the 

first place. In other words, prejudice may yield more influence over when social 

categorisation is triggered and less over the extent to which stereotypes become activated 

once a target has been categorised. This also raises the possibility that low-prejudice 
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individuals would automatically activate the stereotypes, if they too were compelled to 

categorise the target (like prejudiced individuals were when making a social judgment).  

In this final attempt to understand the relationship between prejudice and stereotype 

activation we come full circle to return to two familiar theories which offer contrasting 

predictions: Devine’s (1989) dissociation model and Lepore and Brown’s (1997) 

associative strength model. Devine (1989) claimed that explicit prejudice should not 

influence the extent to which stereotypes become automatically activated during social 

categorisation. The premise for her argument was that as a result of common socialisation 

practices, most people in a society grow up learning and knowing the social stereotypes 

that are broadcast within that society. To her mind, it is this commonly shared knowledge 

that becomes automatically activated when we encounter members of a certain social 

group. Her argument makes intuitive sense when one considers that most of us (even the 

very young) can easily and quickly identify the common stereotypes that exist for salient 

social groups in our society (e.g. Augostinos & Rosewarne, 2001; Augustinos, et al., 1994; 

Devine, 1989; Dore, Hoffman, Lillard, & Trawalter, 2014; Poulin-Dubois, Serbin, 

Eichstedt, Sen, & Beissel, 2002).  

To follow Devine’s (1989, Devine & Monteith, 1999) line of argument, one would 

have to assume that the observed prejudice-linked effects on stereotype activation are the 

consequence of prejudice-linked differences in the initial activation of the racial category. 

Simply put, if non-prejudiced individuals don’t activate the category when judging a target, 

they won’t activate the stereotypes either. However, once the social category has been 

brought to mind, prejudiced and non-prejudiced individuals should be equally prone to 

activating the stereotypes. In other words, when a processing context compels non-

prejudiced individuals to socially categorise the target they should be just as likely to 

activate the stereotypes as prejudiced individuals are.  
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Devine’s (1989; Devine & Elliot, 1995) position contrasts sharply with Lepore and 

Brown’s (1997) associative strength model, which suggests that when a social category is 

brought to mind (primed) prejudice-linked differences in stereotype activation should 

ensue. The scholars argue that as a result of systematic personal endorsement of the 

stereotypes by prejudiced individuals, the association between the social category and the 

related stereotypes is a lot stronger for prejudiced individuals than for non-prejudiced 

individuals.  This difference in representation is then reflected in their automatic responses 

to members of the social category (Lepore & Brown, 1997).  

The main limitation shared by both positions is that they focus on automatic 

responses to direct category priming (i.e. labels) excluding the possibility that a social 

category may or may not be brought to mind during person perception. Throughout this 

thesis however, responses have been gauged following exposure to faces with the aim of 

determining the extent to which prejudice effects stereotype activation in different 

processing contexts when encountering a person. The initial assumption has been that 

prejudice directly affects stereotype activation during social judgments of targets. 

However, since a target has yet to be racially categorised, any failure by non-prejudiced 

individuals to activate the stereotypes may simply reflect the failure to categorise the target 

in the first place. In other words, non-prejudiced individuals may be equally prone to 

activate the stereotypes when the processing context compels them to categorise the target. 

The purpose of the final experiment was to investigate this possibility.  
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Outline of Experiment 5 

 

In this experiment both Devine’s (1989) dissociation model and Lepore and 

Borwn’s (1997) associative strength model are to be tested against each other. Participants 

were simply asked to racially classify each target. Explicitly classifying faces in terms of 

their race makes the activation of the racial category an unavoidable aspect of person 

construal. According to Devine’s (1989) dissociation model, the process of racial 

categorisation should equally trigger the automatically activation of stereotypes in high- 

and low-prejudice individuals.  In contrast, Lepore and Brown’s (1998) model predicts that 

the process of racial categorisation should lead to differential activation of stereotypes. 

The same experimental paradigm as in all previous experiments was used, except 

for the final the judgment task was changed to a racial categorisation task. To this end, 

participants were exposed to either an array of Asian or Caucasian male faces and asked to 

classify the person as either “Asian” or “Caucasian”. Again, stereotype activation was the 

dependent variable and was measured using the colour-naming paradigm.  

 

Hypotheses 

 

The purpose of this final experiment was to investigate whether low- and high-

prejudice individuals would equally activate the racial stereotypes when they are 

compelled to racially categorise the target (like prejudiced individuals were when making a 

social judgment). Two alternative hypotheses were tested. The first is based on Devine’s 

(1989) idea that as a result of common socialisation experiences within a society, 

stereotypes of salient social groups become deeply embedded in our memory and are easily 

activated upon social categorisation even if we consciously reject them (as in low-
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prejudice individuals). This view predicts that when a target is explicitly categorised as a 

member of a salient group (e.g. Asian) the associated stereotypes will become 

automatically activated regardless of a participants’ prejudice level. 

In contrast, the alternative explanation by Lepore and Borwn (1997) predicts that 

prejudice-linked differences in stereotype activation should be demonstrated during racial 

categorisation because they argue that low- and high-prejudice individuals have different 

strength of association between the social category and the stereotypes as a result of 

different encoding histories. Essentially, in high-prejudice individuals, the representation 

of the Asian  racial category should in the main be strongly associated with negative 

stereotypes, which should than become activated upon racial categorisation. In low-

prejudice individuals, the representation of Asians racial category should have weak 

association with stereotypes, or at least be more positive in valence, resulting in no 

activation of stereotypes, or the activation of positive stereotypes, respectively.   

 

Method of Experiment 5 

 

Design 

 

This study involved a 4-way mixed factorial design, with Prejudice Level (High vs. 

Low) as the between-group factor and Prime (Asian Faces vs. Caucasian Faces), Word 

Stereotypicality (Stereotypic vs. Non-stereotypic), and Word Valence (Positive vs. 

Negative) as the three within-subject factors with colour-naming latency, in milliseconds 

(ms) as the dependent variable. 

 



124 

 

 

Participants 

 

Forty-eight Caucasian first-year psychology students (36 females, 12 males) at The 

University of Western Australia participated in the study, and they were reimbursed either 

unit credit or $5. As in all previous experiments, participants were selected based on their 

scores on the AAsS (Walker, 1996) which they had completed at the beginning of semester 

as part of the general psychology unit requirement. As in the previous experiments, a 

randomly selected sample of the top 30% and bottom 30% scorers on the AAsS 

(Walker,1994) were selected. The data from two male participants in the high-prejudice 

group were excluded from analysis as a result of extreme scores (more than 3 standard 

deviations above the group mean) on their response times. The final sample of 46 

participants consisted of 22 high-prejudice participants (17 females, 5 males) and 24 low-

prejudice participants (19 females, 5 males). The mean prejudice score for the high-

prejudice group was 40.08 (SD = 4.74) and for low prejudice group was 20.04 (SD = 5.04). 

All participants had been living in Australia for at least five years and spoke fluent English. 

Participants’ ages ranged from 18 to 48 years, M = 19.32, SD = 3.23.. 

 

 

Materials 

 

Category Primes. The colour photographs (6x6 cm) of Asian and Caucasian male 

faces were the same as those used in the previous experiments (see Appendix 2). There 

were 64 primes for the critical trials and 20 primes for the practice trials. 

Stimulus Words. The trait words were identical to the words used in Experiment 1 

through to Experiment 3. For the critical stimuli, there were 16 words of each trait type, 
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making up 64 stimulus words. In addition, 20 non-stereotypic words were used for the 

practice trial.   

Experimental Hardware. The hardware was identical to that in all the previous 

experiments, except for the label on the two buttons on the response box one reading 

“Asian” the other “Caucasian”. The labels were counterbalanced across participants.  

Experimental Task. Participants performed 20 practice trials at the start of the task 

to ensure they were familiar with the procedure. The experiment proper consisted of 32 

“Asian” and 32 “Caucasian” category trials presented in random order. In total, 

participants responded to 84 trials. Each one of the 32 Asian faces and 32 Caucasian faces 

were randomly paired with a random set of 8 words from each trait type (stereotypic 

positive, stereotypic negative, non-stereotypic positive, and non-stereotypic negative). 

The task for participants was to simply categorise a face as either Asian or 

Caucasian.  For each trial participants were first presented with the question “Is the 

following person...” in white letters, at the top of the monitor display. A fixation point 

consisting of five crosses “xxxxx” was then presented in the centre of the screen below the 

text at the same time. After 500 ms an Asian or Caucasian face appeared for 240 ms in 

place of the fixation point. Then a word that was either, red, blue, yellow or green in colour 

appeared in the place of the fixation point for 20 ms, and was immediately masked by a 

backward pattern in the same colour as the word. The pattern consisted of rotated and 

inverted letters. The coloured mask remained on the screen until the participant named the 

colour out loud. The colour-naming latency was recorded on the computer via the throat 

microphone. Then, the two category words “Asian” and “Caucasian” were simultaneously 

presented next to each other in the middle of the screen in white letters until participants 

made the relevant category judgment by pressing either the 'Asian' or 'Caucasian’ labelled 

button on the response box placed in front of them. The position of the two category words 
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on the screen matched the position of the category words on the response box. The position 

was counter-balanced for half of the participants. In other words, for half of the 

participants, the category word “Asian” was presented on the left side on the screen and 

response box and the category word “Caucasian” was presented on the right side on the 

screen and the response box. For the other half, the label positions were reversed. Once 

responses were made the screen was blanked and the next trial commenced.  

Prejudice Measures. As before, scores on the Attitude to Asians Scale (AAsS, 

Walker, 1994) were used as a prejudice measure to select participants into a high- and low-

prejudice group.  

 

Procedure 

 

The procedure was identical to all previous experiments, except for the judgment 

task. Participants were tested individually in a sound-attenuated cubicle; seated 60 cm in 

front of the computer monitor with the throat micro-phone loosely fastened around their 

neck. Participants were instrcucted that “The study explores the strategies for categorising 

people in terms of salient racial groups. To this end, in the task you will be presented with 

a photo of a person and required to categorise the person as either Asian or Caucasian”. All 

participants were informed that the computer would commence each trial by presenting a 

photo followed by a coloured pattern. The cover story for the colour-naming task was that 

it was a distractor and all they had to do was name the colour of a pattern as quickly as 

possible to remove it. Following this, the category words “Asian” and “Caucasian” would 

appear next to each other in the middle of the screen and it was then that participants 

would have to indicate whether the previously presented person was either Asian or 

Caucasian, by pressing the button labelled “Asian” or “Caucasian” on the response box.  
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After the categorisation task participants were checked for suspicions about the purpose of 

the experiment and carefully debriefed and thanked for their participation. 

 

Results of Experiment 5 

 

Stereotype Activation 

 

As in the previous experiments the dependent measure was the median time taken 

to name the colour of the masked word. The slower the response the more activated the 

concept is believed to be (Neeley, 1977).  Trials where participants categorised the race of 

the face incorrectly were excluded from analysis. This resulted in 1% of the data being 

excluded from the overall analysis. Data from two participants in the high-prejudice group 

had an average response latency of 3 standard deviations above the group mean and their 

data was consequently excluded from any further analysis resulting in a final sample size 

of 46 (22 in the high-prejudice group and 24 in the low-prejudice group).  Participants 

median colour-naming latencies (ms) were subjected to, a 2 (Prime: high vs. low) x 

2(Prime: Asian Face vs. Caucasian Face) x 2(Word Stereotypicality: Stereotypic vs. Non-

stereotypic) x 2(Word Valence: positive vs. negative) mixed Analysis of Variance. Mean 

colour-naming latencies across all within-subject cells for the high and low-prejudice 

group are presented in Table 6.  
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Table 6   

Mean colour-naming latencies (in milliseconds) and standard deviations (in parenthesis) 

for the high- and low-prejudice group across all experimental cells.  

 

 

Two alternative hypotheses, with opposing predictions, were tested in this 

experiment. Based on Devine’s (1989) model, both prejudiced and non-prejudiced 

participants should equally activate the stereotype. Accordingly, we would predict a 2-way 

Prime x Word Stereotypicality interaction, such that response latencies should be 

significantly longer only for stereotypic words and only following Asian faces. In contrast, 

Lepore and Brown’s model (1997) predicts that racially categorising a target should reveal 

prejudice-linked differences in stereotype activation. High-prejudice participants should 

activate more negative stereotypes whereas low-prejudice participants should activate 

positive stereotypes or none at all. The latter prediction would result in a 3-way Prejudice x 

Prime x Word Stereotypicality interaction, the former in a 4-way Prejudice x Prime x 

Word Stereotypicality x Word Valance interaction effect. The results showed no 

 Asian Caucasian 

 Non-stereotypic Stereotypic Non-stereotypic Stereotypic 

 Negative Positive Negative Positive Negative Positive Negative Positive 

         

High 

Prejudice 

 
n=22 

634.32 640.45 638.86 655.23 630.68 633.86 624.09 638.86 

(93.57) (102.51) (94.92) (109.78) (98.75) (108.74) (99.47) (78.98) 

         

Low 

Prejudice
 

 
n=24 

629.79 640.21 671.88 657.29 646.88 669.78 646.24 667.50 

(74.72) (61.37) (92.94) (67.29) (83.54) (94.35) (73.87) (88.59) 
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significant main effects and more importantly, no prejudice-linked interaction effects, 

undermining the hypothesis based on Lepore and Brown’s (1997) associative strength 

model. The only significant result was a 2-way interaction for Prime and Word 

Stereotypicality, F (1, 44) = 6.003, p = .018, ηp
2
 = .12, which is in line with the predictions 

from Devine’s (1989) model. However, further simple effects analysis revealed that the 

expected pattern of stereotype activation, i.e. elevated colour-naming latencies for 

stereotypic words following Asian faces,  M = 653.31 (SD = 91.31), compared to 

Caucasian faces, M = 644.18 (SD = 86.01),  was not significant, F (1, 44) = 1.76, p = .19, 

ηp
2
 = .04, . Instead, there was a significant simple effect for Word Stereotypicality 

following Asian faces, F(1, 44) = 8.46, p = .006, ηp
2
 = .16, where colour-naming latencies 

for stereotypic words were significantly longer than colour-naming latency for non-

stereotypic words following Asian faces. The simple effect is illustrated in Figure 5. 

 

Figure 5. Means colour-naming latencies (in milliseconds) with standard error bars for 

stereotypic and non-stereotypic trait words following Asian and Caucasian faces. 
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Discussion 

 

Summary of Results 

 

The only significant effect from a mixed ANOVA was the predicted interaction for 

Prime and Word Stereotypicality, with colour-naming latencies being significantly more 

elevated for stereotypic words compared to non-stereotypic words following Asian faces 

only. There are no significant effects for word type following Caucasian faces. Although, 

the expected pattern of activation, involving a contrast between Asian and Caucasian 

primes for stereotypic words, was not significant, the results could still be interpreted as 

evidence for stereotype activation. This is because the pattern of elevated colour-naming 

latencies for stereotypic words compared to non-stereotypic words following Asian faces 

follows the same pattern that is used in Locke et al.’s (1994, 1998) study to indicate 

stereotype activation. Therefore, the fact that a precedence has been set in previous studies, 

it is seems acceptable to interpret the findings in the current experiment as evidence for 

stereotype activation.  Moreover, the stereotypic and non-stereotypic words used in this 

experiment are matched on valence, word length and frequency of use (see details in 

Chapter 2), allowing for a cogent comparison between the two types of words. Adopting 

the position that the results show evidence for stereotype activation, the theoretical 

implications for this will be considered next.  

 

Empirical and Theoretical Implications 

 

This experiment has left little doubt about the pervasiveness of social stereotypes. 

When a person is construed in terms of his/her racial category membership, then the 
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associated stereotypes inevitably become activated.  From the results, what is even more 

telling, is the fact that this automatic response is not moderated by prejudice level. Low- 

and high-prejudice individuals equally activated the Asian stereotypes following racial 

categorisation of Asian faces.  This is a significant revelation because it demonstrates that 

racial stereotypes are potentially just as accessible from memory in low-prejudice 

individuals as they are in high-prejudice individuals. Although the findings contrast with 

those from the previous experiments, the different results can be easily reconciled within 

the processing goal model proposed in this thesis.  

Devine’s (1989) dissociation model assumes that because we all share the same 

knowledge about the stereotypes in our society, that knowledge becomes automatically 

activated whenever a member of a social group is encountered. What this explanation fails 

to consider is that the automatic responses themselves may be conditional on various 

contextual factors (Bargh, 1999; Gilbert & Hixon, 1991; Macrae et al., 1997). This is 

where the processing goal model proposed in this thesis offers a more comprehensive 

explanation of the data. According to this explanation, whether low- and high-prejudice 

individuals differ in their automatic responses towards members of a particular social 

category depends on their processing goal at the time. The evidence in this thesis suggests 

that low-prejudice individuals have the potential to activate the same stereotypic content as 

high-prejudice individuals when the task requires the social categorisation of targets. 

However, differences between the prejudice groups become apparent when the processing 

goal involves a meaningful judgment about targets. Under these processing conditions low-

prejudice individuals somehow manage to avoid automatically activating the stereotypes 

related to the target.   

Experiment 4 offered some preliminary insight into the processes that might 

underpin these differences, suggesting that low-prejudice individuals simply fail to racially 
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categorise the person being judged. Without bringing the category to mind, stereotypes 

won’t be brought to mind either. On the other hand, as we have seen in this final 

experiment, when low-prejudice individuals are compelled to bring the racial category to 

mind they automatically activate the associated stereotypes, just as their high-prejudice 

counter parts do.  

Finally, the findings challenge the conventional theory that prejudice-linked 

differences in stereotype activation reflect differences in the stereotypic representations 

associated with the social category (Lepore & Brown, 1997; 1999). Lepore and Brown’s 

(1997) associative strength model is based on the assumption that in high-prejudice 

individuals the mental representation of a social category stored in memory is strongly 

associated with stereotypic and negative information whereas in low-prejudice individuals 

the association between social category and stereotypes is weak. Therefore, when a 

person’s social category is activated high-prejudice individuals should be more likely to 

automatically activate stereotypes upon social categorisation compared to low-prejudice 

individuals. This was clearly not the case in the current experiment. Instead, when racially 

categorising targets, low-prejudice participants automatically activated the stereotypes to 

the same extent as high-prejudice participants did.   

In summary, this final experiment demonstrates that low-prejudice individuals are 

as likely to activate the stereotypes as are high-prejudice individuals when they are asked 

to explicitly racially categorise targets. Contrary to conventional wisdom (Lepore & 

Brown, 1997; Locke et al., 1994; Kawakami et al., 1998; Kunda & Sinclair, 2003), this 

finding suggests that both low- and high-prejudice groups share the same mental 

representations of the racial group. The fact that no prejudice-linked difference in 

stereotype activation was found here but differences were found in three previous 

experiments, where the processing goal afforded an evaluative judgment of the target, 
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makes the processing goal model proposed in this thesis the most parsimonious 

explanation for the differential effects found across the experiments.    

. .  
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Chapter 7: Discussion 

 

Overview 

 

This final chapter will begin by summarising the findings from the five experiments 

conducted in this thesis and offer a critical analysis of the problems evident in the research 

which place obvious limitations on the conclusions that can be drawn. I will then discuss 

the theoretical implications of the findings and present an explanation for the link between 

prejudice and stereotype activation. Next, I will highlight some future research questions 

that have emanated from the current research and suggest possible lines of inquiries to 

pursue those questions. The thesis will conclude with an outline of the main insights drawn 

from the current research findings.   

 

Summary of Experimental Results 

 

All five experiments in this thesis employed an adapted version of Locke et al.’s 

(1994) experimental method, which was developed to enable the measurement of 

stereotype activation online, while participants made trait judgments about a target group. 

In the original task, the target groups were presented as labels (e.g. Aboriginal) and 

participants were asked to judge the group on a specific trait (e.g. creative). To get an 

online measure of stereotype activation a colour-naming interference task was inserted 

after the presentation of the prime and before the required judgment. The interference task 

involved the presentation of either a stereotypic or non-stereotypic coloured trait word that 

was masked before it reached awareness.  
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Unlike Locke et al.’s (1994; 1998), experiments which used group labels as primes 

the experiments reported in this thesis used individual Asian or Caucasian male faces as 

primes. Given that the research question focused on prejudice-linked differences during 

encounters with a person, faces were deemed to make exposure to stimuli a more realistic 

experience (see Macrae et al., 1997; Kunda & Spencer, 2002). This meant that participants 

made judgments about individual members of the target group rather than the group as a 

whole. The same Asian and Caucasian male faces and the same trait words were used for 

all five experiments, and procedures for each experiment differed only in the judgment task 

required of participants. The rationale for keeping constant the experimental stimuli and 

procedure was to enable a reliable measure of the effects that different situational goals 

have on prejudice-linked stereotype activation. In other words, keeping with the same 

target group and experimental paradigm meant that the results can be compared more 

accurately. The situational goals were manipulated using different types of information 

processing tasks and different cover stories.  

The aim of Experiment 1 was to establish whether the link between automatic 

stereotype activation and prejudice is indeed restricted by situational goals. The hypothesis 

was that prejudice-linked stereotype activation would occur only when participants’ 

immediate processing goal involved making a meaningful judgment about the target 

person. To test this hypothesis, Australian Caucasian participants, high or low on a 

measure of prejudice towards Asians (Walker, 1994), participated in one of two processing 

goal conditions, which differed only in the type of judgment required. The social 

processing goal condition required participants to indicate whether or not a trait was 

descriptive of a previously presented target person, and the non-social processing goal 

condition required that they make a lexical judgment of the trait word. To measure 

stereotype activation, colour-naming latencies to stereotypic words were compared to a 
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baseline measure of colour-naming latencies to non-stereotypic words following Asian 

faces relative to Caucasian faces.  Using the same experimental procedure as in Locke et 

al. (1994), the Stimulus Onset Asynchrony (SOA) was manipulated in order to contrast 

potential differences in automatic and controlled responses. Whilst short SOAs would be 

reflecting responses that are automatic, long SOAs would allow sufficient time for 

controlled processes to kick in.  

As predicted, when participants had to make a trait judgment in relation to the 

target person, only high-prejudice individuals showed elevated colour-naming latencies for 

both negative and positive stereotypic traits, following Asian faces relative to Caucasian 

faces. Low-prejudice individuals showed no evidence of differential elevation of 

stereotypic traits following Asian faces relative to Caucasian faces. Importantly, this 

prejudice-linked difference was observed only at short SOAs and not long SOAs. Thus, the 

evidence suggests that only high-prejudice individuals automatically activated the Asian 

stereotypes. Importantly, when the judgment task involved a lexical decision of the trait 

word, but did not require any judgment of the target person, neither the high- nor low-

prejudice group showed any evidence of stereotype activation. Obviously, even for high-

prejudice individuals the mere presence of a member of a racial category was not sufficient 

to automatically activate the racial stereotype when engaged in a target-irrelevant task.   

One possible challenge to these findings is the fact that the lexical decision task, 

unlike the person judgment task, involved passive viewing of the faces. This leaves open 

the possibility that participants in the lexical decision task failed to activate stereotypes 

because they did not attend to the faces. To rule out this possibility, participants were given 

a recognition test after they completed the judgment task. The logic behind this was that if 

participants in the two judgment groups attended to and processed the faces to a similar 

extent then their recognition performance should not differ significantly. As predicted, 
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there was no significant difference in recognition performance between the two judgment 

groups, and recognition performance was above chance in both groups. This offered clear 

evidence against the argument that participants in the lexical decision task diverted less 

attention to the processing of the target faces. 

Nevertheless, the two processing goals, making a social judgment about the target 

versus making a lexical decision about a word, differ substantially in terms of the kind of 

processing required of the trait words. The former required semantic processing of the 

words, whereas the latter only required perceptual processing of words. This difference in 

the level of processing of the stereotypic and non-stereotypic trait words may have made 

the stereotypes differentially accessible in memory depending on processing condition.  

Moreover, evidence suggests that semantic processing may be all that is required to trigger 

stereotypes when exposed to a target.  

Experiment 2 was therefore conducted to rule out the possibility that levels of 

processing of the trait words during the final judgement could have contributed the 

differential effects in prejudice-linked stereotype activation. In this experiment, the asocial 

processing goal condition was modified so that the final trait word also required semantic 

processing. To achieve this, the lexical decision task in Experiment 1 was changed to a 

simple word evaluation task. The procedure and stimuli were identical to that in 

Experiment 1, except that participants had to indicate whether the trait word presented at 

the end of each trial was either “good” or “bad”. This particular task required semantic 

processing of the trait word whilst also involving an evaluative judgment making it similar 

to task demands of the person judgment condition. Even so, the results showed no evidence 

of automatic stereotype activation in either the high- or low-prejudice group, consistent 

with the findings in the lexical decision condition in Experiment 1. Thus, regardless of the 

kind of target-irrelevant processing goal at the time of exposure to a stereotyped target, 
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stereotypes were not automatically activated.  This makes it unlikely that different levels of 

processing of the trait word contributed to the differential effects in stereotype activation in 

Experiment 1.  

 Together Experiments 1 and 2 produced reliable findings in line with the 

processing goal hypothesis for prejudice-linked stereotype activation, with high- but not 

low-prejudice individuals automatically activating Asian stereotypes when judging Asian 

targets, and with neither prejudice group activating Asian stereotypes while engaging in a 

target-irrelevant word judgment task. The findings substantiate the view that mere 

exposure to a category cue is not a sufficient condition to automatically activate 

stereotypes (Bargh, 1989, 1999; Macrae et al., 1997, Macrae et al., 2005).  

The results of the previous experiments, together with Locke and Johnston’s (2000) 

processing goal model would suggest that you need more than simply an encounter with 

another person to automatically trigger any stereotypes. However, social encounters occur 

in many different situations and clearly do not always require that we make an explicit 

judgment about a person.  A meaningful encounter can simply involve the recognition that 

someone else is present in that situation. The question here is, do stereotypes still become 

activated during such fleeting encounters and if so is there a differential effect for 

prejudice? Therefore the purpose of Experiment 3 was to investigate whether prejuidce-

linked stereotype activation extended to contexts that involved person construal but 

without making an explicit judgement about the person. Participants were asked to perform 

a target irrelevant lexical task (the same as in Experiment 1) but to ensure that targets were 

perceived in a socially meaningful way, they were instructed that the study looked at how 

“our perceptions of people can influence our language processing”. As predicted, low-

prejudice participants did not show any evidence of stereotype activation, while, somewhat 

surprisingly, high-prejudice participants had activated only the negative Asian stereotypes, 
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although this effect was not moderated by racial prime. In other words, high-prejudice 

participants demonstrated elevated latencies for negative stereotypic words, relative to 

negative non-stereotypic words regardless of whether the task followed an Asian or 

Caucasian face. One explanation for this effect is that once the negative stereotypes had 

become activated they simply remained activated, as the task did not require the specific 

processing of each individual face. Even though the findings are different to those in 

Experiment 1, the fact remains, that the presence of the Asian faces made the negative 

stereotypes more accessible in high-prejudice participants but not in low-prejudice 

participants. Finding prejudice-linked stereotype activation in a processing context that 

does not require evaluative judgments about the target suggests a rethink of the boundary 

conditions (Locke & Johnston, 2001) for the effects of prejudice on stereotype activation.  

To follow on from the previous findings, the final two experiments of this thesis 

examined more closely the possible mechanism that underpins these observed prejudice-

linked differences in stereotype activation. Of particular interest was the question of how 

low-prejudice individuals “avoid” activating these well-known and commonly held 

stereotypes? Locke and Johnston (2001) suggested that in low-prejudice individuals the 

habitual avoidance of stereotypes when judging the stereotyped group becomes 

proceduralised to the extent that they are no longer activated when such a judgment is 

made. There is, however, an alternative explanation which warrants investigation. In spite 

of the salience of the racial cue, the possibility exists that social categorisation, per se, is 

moderated by specific encoding and attentional practices (Macrae et al., 1999; Quinn & 

Macrae, 2005) that also reflect a person’s prejudice level. It may be that low-prejudice 

individuals simply failed to categorise faces in terms of their racial membership and 

consequently failed to activate the stereotypes. Experiment 4 was designed with this 

purpose in mind. To this end, the previous experimental design was adapted to include a 
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measure of automatic category activation. Relevant neutral category labels (e.g. Asian, 

Chinese etc.) were included in the colour-naming task along with the stereotypic and non-

stereotypic traits. The extent to which the actual racial category itself became activated was 

measured by contrasting colour-naming latencies for category labels following Asian faces 

to those following Caucasian faces. In order to also assess whether the crucial prejudice-

linked effect on stereotype activation in Experiment 1 could be replicated, the same trait 

judgment task used in Experiment 1 was used here. As predicted, there was a significant 

prejudice-linked difference in stereotype activation, whereby high- but not low-prejudice 

participants had automatically activated the Asian stereotypes when judging Asian faces. 

In other words the results from Experiment 1 in the social judgement task were reliably 

replicated here. Notably, though, the findings also revealed that only high-prejudice 

individuals had activated the racial category (e.g. Asian) when judging Asian targets, 

whereas low-prejudice individuals had failed to do so. If low-prejudice individuals can 

indeed “ignore” the racial cue when judging members of the racial category, then it would 

explain why they also fail to activate the stereotypes. Importantly, this finding suggests 

that prejudice-linked differences may emerge at the very early stages of social perception 

when a target is yet to be categorised (Martin & Macrae, 2007, Quinn & Macrae, 2005), 

and are not the result of different associative strength between stereotype attributes and 

category (Lepore & Brown, 1997), or different mental representations of the category held 

in memory (Locke & Johnston, 2000).  

Indeed, when, in the final experiment, low-prejudice participants were “required” 

to racially categorise targets, they, too activated the stereotypes. Participants were asked to 

racially categorise targets without making an evaluative judgment about the target. On 

each trial participants simply categorised as quickly as possible the previously presented 

face as either “Asian” or “Caucasian”. The findings showed that high- and low-prejudice 
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participants alike automatically activated the racial stereotypes when racially categorising 

faces. This final result offers evidence for a number of important features of the 

relationship between prejudice and stereotype activation.  First, it suggests that low- and 

high-prejudice individuals share similar mental representation of the racial group (i.e. 

Asian). Second, the fact that low-prejudice individuals activated the stereotypes when 

categorising the target (see Experiment 5), but not when making a judgment about the 

target (see Experiment 1 & 4), suggests that avoiding categorisation may be how they also 

avoid activating the stereotypes. Finally, the finding demonstrates that processing goals 

play a pivotal role in prejudice-linked stereotype activation. As the previous experiments 

revealed, prejudice will have its effect on stereotype automaticity only under certain 

processing goal conditions.  

In summary, the studies in this thesis have consistently demonstrated that 

prejudice-linked stereotype activation is constrained by specific processing goals. 

Moreover, the findings suggest that low-prejudice individuals avoid the activation of 

stereotypes by avoiding the categorisation of the target.  In fact, the final study showed that 

low-prejudice individuals have the potential to activate the same stereotypes as high-

prejudice individuals, suggesting they share similar mental representations of the racial 

group. In essence, when low-prejudice individuals are not compelled to categorise a target, 

they don’t, and consequently avoid activating the stereotypes.  

 

Limitations 

 

As with any study, conclusions drawn from the findings in this thesis must be 

considered with the limitations and shortcomings of the research in mind. Although the 

obvious benefit for sticking with the same target group was the ability to compare 
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responses to different goals more accurately it also constitutes one of the central limitations 

of these studies. Because responses to only one social category, namely the racial category 

“Asians”, were tested, one cannot be certain that the prejudice-linked differences in 

stereotype activation observed in these experiments would be evident in other social 

categories. The extent to which a situational goal and prejudice can impact on stereotype 

activation may depend on the relevance and salience of the social category at the time.  For 

example, given fairly recent events in history, involving terrorist attacks by Islamic 

extremists, it is quite likely that stereotypes about Muslims have become highly accessible 

in the general population. When exemplars of a group make the stereotypes so salient, it 

may be hard even for individuals who hold strong egalitarian views and with the best 

intentions, to avoid any automatic stereotypic associations with this social category. 

Indeed, there has been some research demonstrating the growing negative attitudes towards 

Muslims post terrorist attacks in the US, Europe and Asia.  For example, Gonzalez, 

Verkyten, Weesie and Poppe (2008) found that in their sample of 1,187 Dutch adolescent 

participants, half reported negative feelings towards Muslim minorities. Evidence gathered 

by the European Monitoring Centre on Racism and Xenophobia found a substantial 

increase in hostility experienced by minority Muslims in Europe (2006).  

Similarly, one would have to be cautious in generalising the findings from these 

studies to other types of social categories, such as age and gender. Social categories may 

be differentially informative in different social information processing contexts, and 

therefore produce different patterns of stereotype activation. For example, race may be a 

more informative social category compared to gender when judging a person’s honesty, 

but gender may be more relevant when judging a person’s friendliness. If there has to be a 

“fit” between the category cue and the processing goal in order for the stereotypes to 

become activated, then we may not find the same effects across all social categories for the 
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same processing goal. Indeed, there is evidence to suggest that social categories which 

have no relevance for a processing goal are not activated at all (Bukowski et al., 2009; 

Macrae et al., 1997; Quinn & Macrae, 2005), and categories that don’t fit with the 

perceiver’s current processing goal may even be inhibited (Kunda & Sinclair, 2004).  

Another important limitation of the current thesis is the fact that only one measure 

of explicit prejudice, the Attitude towards Asian Scale (Walker et al., 1994), was used. 

Although the AAsS has consistently demonstrated good internal validity (rs > .8), as a self-

report measure its reliability is subject to motivational biases such as social desirability 

effects. Given that there is a degree of arbitrariness in the criteria for the low- and high- 

prejudice group, any efforts to triangulate the measure of prejudice would no doubt have 

improved the reliability of the findings.  

The second concern with the prejudice measure is that the range of prejudice scores 

was restricted. Looking at absolute values, those that fell into the high-prejudice group 

(any score above 33 with a possible maximum score of 66), were not particularly 

prejudiced with the means across studies ranging from 37.65 to 40.52. Only around 5% of 

participants in the high-prejudice group across all studies scored above 50 on the scale. 

This restricted range was not unexpected given the use of a university sample. 

Nevertheless, it reflects a somewhat selective sample, and it is possible that a more 

prejudiced sample would have resulted in a different pattern of stereotype activation. 

Presumably, the more negative the attitudes towards the target group the more negative the 

automatic associations would be (Fazio et.al, 1989; Greenwald et al., 1998). The fact that 

significant prejudice-linked differences in stereotype activation were observed in the social 

judgment tasks, suggests that the differences in prejudice between the two groups may 

have been sufficient, at least within this specific judgment context.  
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The same online measure of automatic stereotype activation, namely the colour-

naming interference effect (Locke et al., 1994), was used across all experiments in this 

thesis. Under the guise of a distractor task, the colour-naming task was used over other 

procedures (e.g. reading task, Kawakami et al., 2001) as it was easily “inserted” as an 

online measure of stereotype activation in the various processing goal conditions. While 

there are obvious methodological advantages for using the same dependent variable 

throughout the experiments, such as enhanced comparability of results, the flipside to this 

approach is that it makes the design more vulnerable to systematic bias. Thus, it is possible 

that the specific task demands involved in naming a colour may have influenced the 

patterns of results in an idiosyncratic way. Therefore, to assess the generalizability of the 

present results to other measures, it would be prudent to run experiments using alternative 

methodologies that measure automatic stereotype activation. There are a number of options 

to consider here. For example Kawakami et al. (1998) used the word pronunciation task to 

measure automatic stereotype activation following racial category priming. In this method, 

a target word (stereotypic or non-stereotypic) is flashed on the screen and the participant 

has to read outloud the word as quickly as possible. Words that are more accessible in 

memory are presumed to result in faster reading times than words that are not. The lexical 

decision task is another common method used to measure automatic stereotype activation 

(e.g. Kawakami et al., 2002; Macrae et al., 1997). In this method, following exposure to a 

category prime, a word or a non-word is flashed up on the screen, and the participant is 

required to make a word/non-word judgment as quickly as possible. Again, activated 

concepts (i.e. stereotypic traits) are presumed to result in quicker responses compared to 

other concepts.  

Although such methods are worth considering, given their long track record as 

reliable measures of concept accessibility, they pose an important limitation that the 
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current method did not, that is, the ability to measure stereotype activation online during a 

specific processing goal in relation to the target. The adapted Stroop task was inserted 

surreptitiously as a distractor between the presentation of the face (prime) and the final 

judgment being made. Participants never actually see the trait words (or category label) 

that are being assessed, because the coloured words are flashed up and then immediately 

masked. In this way, the activation of stereotypes (or category) could be assessed literally 

as participants are carrying out the specific processing goal in question. In other words, this 

method offered the possibility of manipulating the processing goals whilst maintaining a 

consistent online measure of stereotype activation.  

   

Theoretical Implications 

 

In this thesis the possibility was explored that situational goals would moderate the 

relationship between explicit prejudice and automatic stereotype activation. The studies 

revealed that prejudice only affected automatic stereotype activation when person construal 

involved an evaluative social judgment about the target. When participants make a non-

evaluative judgment about the target, prejudice appeared to have no impact on stereotype 

activation. Finally, the studies have also found that being exposed to the target is not 

sufficient to activate stereotypes when participants are busy pursuing a target-irrelevant 

goal. In this section I will discuss the theoretical implications of these three main findings, 

and in light of that I will examine the implications of these data for current theoretical 

accounts of prejudice-linked stereotype activation (Devine, 1989; Kawakami et al., 1998; 

Lepore & Brown, 1997).  
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Prejudice-linked Stereotype Activation 

 

As pointed out in the first chapter, there are basically two contrasting theories 

explaining the relationship between stereotype activation and prejudice. Devine (1989) 

argued that while prejudice influences controlled processes in stereotyping, it does not 

influence the extent to which stereotypes are automatically activated. This is because 

common socialisation processes within a society lead us all to store the same stereotypic 

mental representations in memory about the salient social groups. This model, therefore, 

predicts that there should be no prejudice linked differences at the automatic level of 

processing. What’s more, these stereotypic associations are highly accessible (Bargh, 

1984; Brewer, 1988), so that when we encounter a member of that group we cannot help 

but bring those associations to mind.  

In contrast, Lepore and Brown (1997; 1999) argued that there is a prejudice-linked 

difference in stereotype activation that reflects a difference in the categorical information 

that is chronically endorsed and which in turn shapes the mental representations of the 

social group.  Therefore, in high-prejudice individuals the mental representation of the 

social group is strongly associated with the corresponding stereotypes particularly those 

that are negative in valence. Because low-prejudice individuals do not chronically endorse 

the stereotypes, the association between stereotypes and social category is a lot weaker. 

The findings in this current thesis are difficult to reconcile with either of these 

theories. In particular, Devine’s (1989) dissociation model is unable to explain the reliable 

link found between prejudice and stereotype activation when participants had to make a 

judgment about the target. This evidence clearly supports the work of other studies (Lepore 

& Brown, 1997; 1999; Locke et al., 1994; Wood,2008 ) indicating that the influence of 

prejudice goes beyond controlled processes in stereotyping to affect even the automatic 
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activation of stereotypic information. This observation, however, warrants an important 

qualification, given the outcome of Experiment 5, which showed a stereotype activation 

effect but no prejudice-linked differences in stereotype activation. The heart of the 

argument in this thesis has been that the association between explicit prejudice and 

automatic activation of stereotypes is manifested only ever when an evaluative judgment 

about the target is being made, because it is this particular processing goal that reflects the 

different practices between those high and those low in prejudice towards a certain group 

(Locke & Johnston, 2001). In the final experiment, participants racially categorised faces 

but were not required to make any evaluative judgments about them. Whilst we would 

expect the activation of categorical information following the very act of categorising 

someone, we would not expect prejudice to have any effect in this process as it did not 

require a judgment about the target. So in some respects, the present data supports 

Devine’s (1989) assertion that as a result of common socialisation processes, we all share 

the same stereotype knowledge and, therefore, have the potential to automatically activate 

it when perceiving someone in terms of their group membership. What her model did not 

recognise, is that the activation of this knowledge need not always be the default response 

when encountering a person who also happens to be a member of a salient social group.  

In contrast to Devine (1989), Lepore and Brown (1997; 1999) have argued that 

low- and high-prejudice people differ significantly in the extent to which their mental 

representations of the racial category are associated with stereotype endorsement. In a 

direct challenge to this view the results from the final experiment showed that low-

prejudice participants activated the stereotypes upon social categorisation to the same 

extent as high-prejudice participants did, suggesting that both groups share the same or 

similar mental representations of the racial category. Moreover, in contrast to the 

predictions based on Lepore and Brown’s (1998) model, the findings in this thesis revealed 
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that even high-prejudice individuals will not always automatically activate the stereotypes 

and when they do activate stereotypes, they are not necessarily always negative in valence. 

To illustrate, in Experiment 1 and 4, during trait-based judgments high-prejudice 

participants activated negative as well as positive stereotypes. However, when engaged in 

“non-specific” evaluation of Asian targets (Experiment 3), high-prejudice participants 

activated only the negative stereotypic information.  Clearly, this “fluid” pattern of 

stereotype activation is inconsistent with Lepore and Borwn’s (1997) notion of a prejudice-

linked representation of a social category.  

To date, Devine’s (1989) dissociation model and the contrasting associative 

strength model by Lepore and Borwn (1997) have been the only two comprehensive 

accounts of the link between prejudice and stereotype activation, but both have failed to 

consider the role of processing goals in moderating the relationship. However, the evidence 

in this thesis has highlighted the key function that processing goals play in determining 

prejudice-linked stereotype activation. In the next section, I propose an alternative account 

of the relationship between prejudice and stereotype activation, one that is based on the 

concept of goal-dependent automaticity (Bargh, 1989). 

 

The Role of Processing Goal in Prejudice-linked Stereotype Activation 

 

The processing goal explanation for prejudice-linked stereotype activation 

proposed in this thesis draws on two main sources in the literature, the functional view of 

stereotype automaticity proposed by Macrae et al. (1997), and the processing goal account 

for prejudice-linked stereotype activation suggested by Locke and Johnston (2001).  The 

contention that prejudice-linked stereotype activation is goal-dependent (Locke & 

Johnston, 2000) has clearly been supported by the findings in this thesis. As predicted, 
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prejudice-linked automatic stereotype activation was observed only when participants 

made an evaluative judgment of the stereotyped targets. When the goal involved a simple 

racial classification task - i.e. social processing of the target without an evaluative 

judgment - there were no differences in responses between low- and high-prejudice 

participants. Finally, when participants’ processing goals were altogether unrelated to the 

target, even high-prejudice participants failed to automatically activate the stereotypes.  

As I have highlighted in the literature review in Chapter 1, the idea that the 

activation of stereotypes may be moderated by situational goals is not a new one (Bargh, 

1989; Blair, 2002; Bodenhausen & Macrae, 1998; Kunda & Spencer, 2003; Macrae et al., 

1997). Indeed, many studies have demonstrated the role of situational goals and processing 

contexts in moderating automatic stereotype activation (Bodenhausen & Macrae, 2000; 

Bukowski et al., 2009; Casper, Rothermund & Wentura, 2010; 2011; Castelli, et al., 2004; 

Gilbert & Hixon, 1991; Kunda and Sinclair, 2003; Kunda & Spencer, 2003; Macrae, et al., 

1997; Quinn & Macrae, 2005; Spencer et al., 1998; Sinclair & Kunda, 1999; Wittenbrink, 

et al., 2001).  

It is worthwhile noting that Kunda and Spencer (2003) have also proposed a 

general goal-based framework for stereotype automaticity that differs from the functional 

approach proposed in this thesis. They argued that stereotype activation and application 

depends on the extent to which the perceiver is driven by either a comprehension or self-

enhancement goal, as well as by the motivation to avoid prejudice. These goals can be 

chronically accessible or triggered by contextual cues and, depending on the outcome, may 

lead to either activation or inhibition of processes.  Whilst the account for prejudice-linked 

stereotype activation proposed in this thesis also draws on the role of processing goals it 

differs in two important aspects with Kunda and Spencer’s (2003) idea. First, it focuses on 

the influences of situational goals rather than intrinsically driven goals. This is because, 
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from a functional perspective, automatic stereotype activation is seen to be driven by the 

usefulness of the stereotypes in service of the situational goal (Bodehausen, 1990; Macrae 

et al., 1994; 1997). Therefore, it is what people do at the time of encountering the target 

that supposedly determines whether and how stereotypes become activated. Second, this 

thesis focuses specifically on explaining the relationship between explicit prejudice and 

stereotype activation (Locke & Johnston, 2000; Locke et al., 1999). Kunda and Spencer’s 

framework (2003) on the other hand addresses prejudice indirectly by referring to the 

motivation to avoid prejudice as one of the three chronic goals to influence stereotype 

activation. Instead, the focus in this thesis is on how the attitude itself and not the extent to 

which that attitude is negated impacts on stereotype activation. Indeed, focusing on the 

motivation to avoid prejudice as a factor makes little sense in the context of the current 

studies, where prejudiced individuals have already explicitly expressed their prejudiced 

attitudes on a self-report scale and probably won’t worry as much about hiding their 

attitudes.  

So whilst Kunda and Spencer’s (2003) goal-based framework offers a 

comprehensive explanation for the conditional nature of stereotype activation and 

application more generally, its relevance in explaining the relationship between prejudice 

and stereotype activation is limited. A functional perspective on the other hand may offer a 

more compelling account of the prejudice-linked findings in this thesis. Macrae and 

colleagues (Macrae et al., 1997) were the first to explore the possible mechanisms of 

stereotype automaticity within a processing goal perspective. Their argument is based on 

the premise that stereotypes function as cognitive heuristics in social information 

processing (Bodenhausen, 1992), and proposed that the activation of stereotypes is 

determined by the extent to which such information may be relevant to the processing goal 

at the time of encountering the stereotyped target or group. Since stereotypes are social 
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heuristics they should be useful in social information processing. In other words, only 

when we perceive and respond to people as social beings do stereotypes become 

potentially relevant and are consequently activated (Macrae et al., 1997). Simply put, the 

automatic activation of a stereotype is conditional upon the immediate social processing 

goals. 

In this thesis, this functional perspective can be adopted to explain how the 

relationship between prejudice and stereotype activation may be constrained by certain 

social processing goals. In high-prejudice individuals, an evaluative judgment or context 

triggers the automatic activation of stereotypes. In contrast, in low-prejudice individuals 

during an evaluative judgment do not activate stereotypes. The present data suggests that 

the source of these differences lies in the different chronic practices that low- and high-

prejudice individuals engage in when they make an explicit judgment about the social 

group or a member of that group. Prejudiced individuals should find stereotypes potentially 

more informative when making an evaluative judgment about the stereotyped target or 

group, given that the stereotypes are congruent with their beliefs about the group. 

Repeatedly accessing stereotypes to make a judgment about a member of a stereotyped 

group should simply serve to reinforce and strengthen the association between the category 

and stereotypes whenever a social evaluative goal is instantiated (Locke & Johnston, 2002; 

Locke & Walker, 1999).  

In contrast, non-prejudiced individuals do not have the same history of accessing 

stereotypic information when judging or evaluating a member of a stereotyped group, since 

such information is incongruent with their egalitarian values and their beliefs about the 

group. Instead, it is plausible that chronic attempts to suppress any stereotypic thoughts or 

judgments about the group could eventually become automated (Stangor, et al., 1998). It 

may well be the case that in low-prejudice individuals, the automatic stereotypic 
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associations of the group may have become “unlearned” in contexts that require a 

judgment about a member of that group.   

This explanation is based on two important assumptions: first, low-prejudice 

individuals learn the stereotypes of groups like everybody else and therefore they need to 

unlearn them to avoid stereotyping, and second, that stereotypes can be unlearned in the 

first place. The first assumption is the basis for Devine’s (1989) dissociation model and 

finds support in a number of studies as well as the finding in Experiment 5. The data 

suggests that low- and high-prejudice individuals share the same (or at least very similar) 

representations of the social group. There is also some promising evidence in support of 

the second assumption that low-prejudice participants can unlearn the stereotypes. For 

example, Blair and Banaji (1996) demonstrated that having counter-stereotypic 

expectancies for the category ‘Women’ led to the moderation of an implicit stereotyping 

effect even under high cognitive constraints (i.e. very short SOAs). Although the study 

measured implicit stereotype priming rather than stereotype activation it nevertheless 

supports the idea that automatic stereotypic associations can be moderated by simply 

changing one’s expectations. Kawakami et al. (2000) found that participants showed 

reduced levels of stereotype activation when participants practiced negating stereotypes. 

The negation task required participants to respond “no” when the social category cue was 

accompanied by a stereotypic descriptor, and ”yes” when it was accompanied by a non-

stereotypic descriptor.  Participants’ levels of automatic stereotype activation had 

significantly reduced following the negation task. If this rather abstract exercise in 

stereotype negation was sufficient to reduce stereotype activation in a lexical decision task, 

it is plausible that consistent and substantial effort at negating stereotypes whenever a 

judgment about the target or group is made should eventually result in the unlearning of 

such activation (Locke & Johnston, 2001). Since for low-prejudice individuals the 
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unlearning of stereotypic association is an intrinsic part of their attempt to make non-

prejudiced judgments about the target it stands to reason that this repeated practice will 

also eventually reduce or eliminate the automatic activation of stereotypes when making 

such a judgment. 

If we assume that everyone learns the stereotype sufficiently to result in its 

automatic activation (Devine, 1989), then repeatedly avoiding the stereotype when making 

judgments may lead to the “unlearning” or “weakening” of this association for people 

wishing to avoid being prejudiced. Importantly though, as the present series of experiments 

showed, this “unlearning” of stereotype activation may be linked to specific processing 

goals only. So whilst low-prejudice participants activated stereotypes when they 

categorised the target, they did not activate stereotypes when they evaluated a target. 

 That a situational goal can determine the structure of the activated representation 

was highlighted when high-prejudice participants activated different stereotypes depending 

on processing goal. In Experiment 3, when high-prejudice participants perceived targets 

within an evaluative context but did not have to make an explicit judgement, only 

negatively valenced stereotypes were activated, but when high-prejudice participants 

evaluated targets on individual traits, as in Experiment 1 and 4, they activated the full 

range of social stereotypes, positive and negative, about the group. The processing goal in 

Experiment 3 was couched within an evaluative context, but not specifically directed at 

each target which may have made high-prejudice participants think about and evaluate the 

group, rather than the individual. In the other experiments, participants were evaluating 

each individual target and hence a different pattern emerges. In the case of Experiment 3, 

the processing demands would have triggered a more general evaluation of the group (i.e. 

“How do I feel about Asians?”) and therefore made the valence of stereotypic information 

more relevant. On the other hand, judging a person on a specific trait which could be either 
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positive or negative in valance would have made the negative and positive stereotypes 

more relevant. This suggests that whilst people’s mental representation of a social group 

contains all the stereotypic information that is learnt as part of common socialisation 

processes, the stereotypes that are activated ready for use can differ markedly within an 

individual depending on the kind of goal he/she is pursuing at the time that categorisation 

has taken place.  

The idea that selective stereotypes become activated depending on processing goals 

and contextual factors has been corroborated by recent studies. deLemus, Lupianez & 

Bukowski (2013) found that male stereotypical information was activated by female 

participants when the male target was presented in a role-congruent setting (office) but not 

when in a role-incongruent setting (kitchen). Instead, the role-incongruent setting resulted 

in the activation of negative competence traits. In a similar study, Bukowski et al. (2009) 

found that participants who anticipated an interaction with a multiple categorisable target 

person (female computer science student) activated the stereotypes that were relevant to 

their current processing goal. In the analytical task context, they found stronger inhibition 

of female stereotypic traits and activation of science traits in the cooperation than the 

competition condition. Conversely, in the emotional skills task they found stronger 

inhibition of computer science stereotypes and activation of female stereotypes in the 

cooperation than competition condition. The results were interpreted as evidence for the 

goal-dependent selective activation of stereotypes.  

Importantly, Bukowski et al.’s (2009) study also highlights the fact that a target can 

be construed in multiple ways depending on the processing context, thus, offering an 

alternative explanation for how low-prejudice participants in this thesis may have avoided 

stereotype activation when high-prejudice participants did not. It is possible that when low-

prejudice participants were asked to judge faces they simply did not see the Asian faces as 
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“Asian”. Instead they may have construed faces in terms of other categories, such as 

gender or even by focusing on individuating information. The possibility that low-

prejudice individuals failed to activate the racial stereotypes when judging a target was 

demonstrated in Experiment 4. It offers an alternative explanation to the “unlearning of 

stereotypes” and will be explored in detail in the next section.   

In summary, the findings in this thesis support the idea that the relationship 

between prejudice and stereotype activation is constrained by specific processing goals. 

Specifically, whilst low-prejudice individuals seem to have the same mental representation 

of the racial group as high-prejudice individuals, they manage not to activate these 

stereotypes when judging members of that group. In this section, the possibility that low-

prejudice individuals “unlearn” the automatic link between stereotypes activation and 

making explicit judgments about targets was considered. In the next section, an alternative 

explanation will be explored, one that suggests low-prejudice individuals may be 

“ignoring” the racial category altogether when making judgments about targets.  

  

Ignoring the Racial Category 

 

An alternative and perhaps more parsimonious strategy to avoid stereotype 

activation would be not to attend to a target's racial category membership in the first place. 

After all, when encountering a member of a different racial group one is not likely to 

activate the relevant racial stereotype unless the person's racial background is noted 

(Kunda & Spencer, 2003; Macrae & Bodenhausen, 2000). In other words, if a person is not 

perceived in terms of his/her membership in the stereotyped group, then stereotypes will 

not be activated. Indeed, Experiment 4 in this thesis showed that low-prejudice individuals 

did not to activate the category label when judging others, suggesting they may not have 
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perceived the targets as members of the target group. So it is plausible that low-prejudice 

participants failed to activate the racial stereotypes when judging a target because they did 

not activate the target's racial category. Perhaps, low-prejudice individuals were somehow 

able to ignore the racial background of the targets they are judging and so avoid the 

spreading activation of stereotypic information.  

According to Macrae and his colleagues (Macrae & Bodenhausen, 2000; Macrae et 

al., 1997, 1999), social categorisation is a cognitive heuristic used in social information 

processing. As such, particular social category memberships of the target should become 

activated only when the categorical information contains potentially useful information for 

the processing objective at the time. In line with this view, it could be argued that the racial 

membership of a target should be especially informative for racially prejudiced individuals 

when forming an impression of a person, since as a consequence of their attitude towards 

the group, they are more likely base their judgments on the category information. On the 

other hand, the target's racial category membership is clearly less important or even 

counter-productive to low-prejudice individuals when forming an impression of a target. 

Low-prejudice individuals try to avoid basing their judgments on racial category 

information (stereotypes), since it is inconsistent with their own beliefs about the group. 

Perhaps, as a consequence of these repeated attempts not to see people in terms of their 

group membership, low-prejudice individuals simply learn to disregard such information 

altogether when making judgments about individuals targets. Indeed, Gilbert and Hixon 

(1991) made this very point when they argued that it simply makes no sense to categorize 

someone when that information isn’t relevant. In other words, whether a person is 

perceived in terms of a social category is inextricably tied to the perceiver’s goal at the 

time of encounter. 
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In support of this idea, there is corroborative evidence demonstrating the 

conditional nature of social categorisation in person construal more generally. Just to 

recap, Quinn and Macrae (2005) demonstrated that social categorisation per se is not 

necessarily an automatic process upon mere exposure to a stimulus target. They showed 

that social categorisation occurred only under active-encoding conditions, that is when 

participants had to categorise faces, and not under passive encoding conditions, when they 

simply had to look at faces. An even more telling finding from their second experiment 

revealed that participants did not activate the social category if the processing goal at the 

time of encoding did not relate to that category. Importantly, these studies show that there 

are instances during person perception when a social category is irrelevant to the 

processing context and hence the category is not brought to mind.  

The findings in the current thesis can be explained along the same lines. The racial 

category may have been encoded only in those conditions that required meaningful 

processing of faces such as when making a judgment about a target.   The role of prejudice 

is that it simply enhances the salience of the social category in certain information-

processing contexts. For high-prejudice individuals, when evaluating a stereotyped target, 

the category membership of the target is a potentially useful source of information. Under 

the same conditions such information serves little use to low-prejudice individuals. For 

them the best strategy is to simply ignore it. 

 

Future Directions 

 

Although the research in this thesis has directly addressed core questions about the 

relationship between prejudice and automatic stereotype activation, it has also generated 

many more. In the following section I will present the main ideas for future research 
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attempting to outline plans for, first, first tackling the limitations outlined previously, and 

second, to extending the current work in order to test theoretically relevant issues.  

 

Addressing Limitations 

 

On the one hand, keeping the social category and the experimental paradigm 

constant throughout this thesis has provided the unique opportunity to directly compare the 

effects of various processing goals on prejudice-linked stereotype activation. On the other 

hand, this approach also poses a major limitation, namely that the findings may not be 

generalisable to other salient social groups. The obvious response would be to run the same 

experiments but using different social categories. For example it would be straightforward 

to apply the same experimental paradigm looking at gender or age, in order to see if these 

social categories yield a similar goal-dependent effect on prejudice-linked stereotype 

activation as was found with the Asian category. In the case of gender, the link between 

males’ individual differences in attitudes towards women and stereotype activation could 

be investigated. The experiments would need to use male and female faces as primes and 

gender stereotypic traits in the Stroop task and judgment task. The sample would consist of 

males only who scored either low or high in prejudice on a self-report scale. An obvious 

measure to use for an Australian population is the Women in Society Questionnaire (WSQ) 

developed by Iain Walker (1994) because it has been tried and tested within an Australian 

population. Like the stereotypes of Asians in Australian society, the stereotypes of women 

tend to be fairly well balanced in terms of valence (see Walker, 1994). Therefore, the same 

predictions for prejudice-linked stereotype activation could be made for gender, with an 

expectation that low- but not high-prejudice participants fail to activate the gender 

stereotypes when judging a female target on a specific traits.  
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However, the negative stereotypes of some social categories may be a lot more 

accessible, such as those of Australian Aborigines and more recently Muslims/Arabs. 

Whether categories like these still yield prejudice-linked differences in stereotype 

activation needs to be investigated given the evidence that contextual factors can determine 

the valence and selection of stereotypes that become activated (Bukowski et al., 2009; 

Wittenbrink et al., 2001). It is entirely possible that the recent salient events that have cast 

Muslims in a negative light would impact on the kinds and the valence of stereotypes 

activated. Thus, when encountering a member of that group even low-prejudice individuals 

might be hard pressed to ignore the fact that the person they are looking at is a Muslim. 

The consequence may be that low-prejudice individuals become just as likely as high-

prejudice individuals to activate the stereotypes do when making a judgment about a 

Muslim target. 

Another important limitation of the current thesis that needs to be addressed is the 

single measure used to operationalise racial prejudice. Whilst the Attitude towards Asian 

Scale (Walker et al., 1994), is well established and has consistently demonstrated good 

internal validity (rs > .8), it suffers the same reliability issues, such as the “social 

desirability effect”, as any other self-report measure. A triangulated method to 

operationalising prejudice would therefore offer a more reliable approach. There are a 

number of options available to triangulate the prejudice measure, which have been used in 

studies similar to this. For example, in one study Wittenbrink et al. (2001) used no less 

than six self-report measures of racial prejudice and correlated these with the automatic 

responses to racial primes. The measures included a standard racism scale as well as other 

measures. Whilst most refer specifically to attitudes towards African-Americans, one, the 

feeling thermometer, could be applied to any social category. This scale measures people’s 

feelings towards a group rather than their beliefs. As such, this scale would address the fact 
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that the most racial scales, including the AAsS (Walker, 1994), tend to neglect the 

affective component of prejudice, and such a scale would thus make for a more 

comprehensive measure of prejudice. Lastly, since prejudiced individuals are presumed to 

be more likely to endorse the stereotypes associated with a social group, it would be 

worthwhile to also include a measure of someone personal endorsement of stereotypic 

traits.  Kawakami et al. (1998) used a method which presented participants with a list of 

traits, including stereotypes of the target group, and asked them to estimate the percentage 

of Black and White Canadian men that are likely to possess these traits. The same method 

could be used here, and adapted to contain the stereotypic traits relevant to the social 

category under investigation.  

Using multiple measures of explicit prejudice would also address the issue of 

working with a restricted range of prejudice scores where the high-prejudice group is not 

very strongly represented and therefore only provides a limited sample pool compared to 

the low-prejudice group. Although this restricted range is not unexpected given the use of a 

university sample it nevertheless reflects a sample bias, with one being more homogeneous 

than the other. However, by more accurately identifying those that are truly prejudiced 

versus those who are truly not prejudiced it is possible to match the two groups on 

homogeneity.  

 

Addressing Empirical & Theoretical issues 

 

One of the main revelations in this thesis is the fact that low-prejudice individuals 

have found a way to avoid the automatic activation of stereotypes when judging members 

of the out-group. How exactly they do that could be the focus of an interesting line of 

research. Given the findings in Experiment 4, showing that low-prejudice individuals 
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failed to activate the social category terms when making a judgment, the obvious next step 

to take would be to validate this finding. Whether prejudice influences encoding practices 

at this early point in social categorisation has major implications for the mechanism 

driving the automaticity of stereotype activation. It implies that low-prejudice individuals 

are perhaps failing to activate the stereotypes because they are less likely to perceive 

targets in terms of their group membership when making a specific judgment about them. 

Apart from the experiment in this thesis, there is no other precedence for the online 

measure of category activation independent of stereotype activation. However, a tried and 

tested marker of category activation, such as repetition priming (see Quinn & Macrae, 

2005), could be included alongside the online measure for stereotype activation. With the 

inclusion of a measure of repetition priming, the current experimental design would only 

be altered slightly. Participants would first make the trait-based judgments with the colour-

naming task as the measure for online stereotype activation. Following this, they would 

then complete a categorisation task of old and new faces to measure category priming (i.e. 

category activation). If there is indeed a prejudice-linked difference in the extent to which 

the category has become activated during the trait judgment task, then only high prejudice 

individuals should show evidence of repetition priming (i.e. be faster to respond to 

previously seen faces compared to unseen faces).  

Although the repetition priming approach would show if prejudice influences 

whether a social category becomes activated in the first place, we would be no closer in 

knowing whether prejudice directly influences stereotype activation. In light of the 

evidence here and elsewhere (Bukowski, et al., 2009; Wittenbrink et al., 2001), which has 

shown that selective activation of stereotypes depends on processing context, it is 

conceivable that prejudice wields its influence on both the automatic activation of the 

category itself and the automatic activation of stereotypes. It seems apparent that all the 
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evidence is pointing to the fact that stereotypes only become activated if the information 

“fits in” with the processing context (Casper et al., 2010; 2011) or situational goal 

(Bukowski et al., 2009; Kunda & Spencer, 2004; Macrae et al., 1997). For example, it is 

possible that under certain social processing contexts, like making a judgment about a 

target, low-prejudice individuals would fail to activate the stereotypes even if their 

attention was drawn to the target’s category membership. A simple way to address the 

categorisation/ stereotype activation question would be to make the social category explicit 

as participants attempt to make a judgment about the target. Any evidence of prejudice -

linked differences in stereotype activation would then suggest that during this specific 

goal, the influence of prejudice extends to directly influence the stereotypes that are 

brought to mind. Only a minor adjustment to the current experimental paradigm would be 

required to set up such an experiment. The social category can be made salient by tagging 

each individual face with the category label. So instead of the current version which asks 

participants “Is this person ... e.g. intelligent?” it could read “Is this Asian person ….e.g. 

intelligent?” and “Is this Caucasian person ….e.g. intelligent?” This manipulation ensures 

that targets are perceived in terms of their social category.  What are the predictions? The 

results in Experiment 4 and 5 in this thesis suggest that low-prejudice individuals fail to 

activate the stereotypes because they fail to activate the social category. If this is indeed the 

,hen we should find that low-prejudice individuals activate the stereotypes even though 

they are making an evaluative judgment of the target.  

If, however, low-prejudice individuals failed to activate the stereotype even after 

social categorisation it suggest something else is going on here worth investigating further.  

Perhaps low-prejudice individuals have learnt to dissociate the category label from 

individual members of the category when making a judgment and consequently manage 

not to activate the stereotype. Alternatively, certain processing contexts might trigger 
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processes designed to inhibit the relevant stereotype (Macrae & Bodenhausen, 2000; 

Macrae et al., 1995). This could certainly be the case for low-prejudice individuals when 

making an explicit judgment about targets. Indeed, measuring inhibitory responses would 

be possible using the current experimental paradigm since it allows tracking of responses 

to stereotypic versus non-stereotypic traits relative to non-words, for example.  

Another area of future research could focus on the contextual factors that may 

moderate the link between prejudice and stereotype activation. For example, the available 

evidence suggests that a blow to one’s self-esteem can increase the likelihood of stereotype 

activation, probably as a result of self-enhancement motives (Spencer et al., 1998). 

Moreover, high prejudice individuals who also demonstrate low implicit self-esteem are 

more likely to discriminate against a racial target (Jordan, Spencer & Zanna; 2005).  

However, it would be interesting to see how prejudice might interact with situationally 

induced self-esteem levels to moderate the automatic activation of stereotypes. Is it 

possible that a boost to self-esteem reduces stereotype activation in high-prejudice 

individuals when they are making judgments about targets? Alternatively, a blow to self-

esteem may lead even low-prejudice individuals to let their guard down and resort to the 

automatic response of activating stereotypes. The study would essentially involve three 

experimental groups, a high self-esteem group, a low self-esteem group, and a control 

group. Again, the same experimental paradigm could be used but prior to participants 

performing the judgment task, a commonly used manipulation to alter participants’ 

situational self-esteem would be carried out. Previous studies have shown that self-esteem 

could be manipulated by way of performance feedback on a bogus test (Fein & Spencer, 

1997; Kunda & Spencer, 2003; Spencer et al., 1998). This involves giving false positive or 

negative feedback to participants about their performance on an intelligence test. Those in 

the positive group are falsely told they scored extremely well putting them into the 89
th
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percentile for University students, and those in the negative group are falsely told they 

performed below average placing them into the 47
th

 percentile for university students.  

Fein and Spencer (1997) found this manipulation significantly affected participant’s self-

esteem in the anticipated direction. In relation to prejudice the prediction is that low-

prejudice participants who are experiencing low self-esteem would activate the stereotypes 

to counteract the blow to self-image they had just experienced. In other words, a self-

enhancement goal is expected to override any egalitarian effects. On the other hand, we 

should not find any evidence of stereotype activation in the high self-esteem or control 

group. High-prejudice participants are expected to activate stereotypes across all 

conditions but those in the low self-esteem condition may show stronger responses as a 

result of having experienced a blow to their self-image. Essentially, we would not expect to 

find any prejudice-linked differences in stereotype activation when participants’ self-image 

has been threatened.   

In this thesis, the faces that were judged were presented within a neutral context. 

This was done for procedural reasons so that the effects of different processing goals could 

be compared. It would be useful, however, to investigate the effects on prejudice-linked 

stereotype activation if the contextual background was manipulated.  There is some 

empirical precedence (Bukowski et al., 2009; deLemus et al., 2013; Wittenbrink et al., 

2001) which would suggest that featuring a target within a stereotype consistent context 

enhances the automatic stereotypes whereas contexts that feature counter-stereotypic 

backgrounds eliminate this automatic response. It would be interesting to see if we find 

differences in the effects prejudice has on stereotype activation depending on whether 

faces are presented within a stereotype consistent or inconsistent context. Using the current 

experimental paradigm, one group of participants would be judging Asian and Caucasian 

faces presented with stereotype consistent backgrounds (e.g. Asian with bowl of noodles 
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and chop sticks) and a second group of participants with stereotype inconsistent 

backgrounds (e.g. Asian with cup of coffee & cake). A third group would be judging faces 

with neutral backgrounds (no picture). The prediction for high-prejudice individuals is that 

the stereotype-inconsistent context should reduce the stereotype activation whereas the 

stereotype consistent context should enhance the stereotype activation when compared to 

the neutral context. The predictions for low-prejudice individuals are less clear, since it is 

possible that the influence of the judgment goal may override any effects contextual 

backgrounds might have. Alternatively, we might find that in spite of the judgment goal 

the stereotype consistent-context is too strong a cue, even for low-prejudice individuals, 

and that they too activate the stereotype. 

Finally, as with any recommendation for future research, the list is potentially 

endless. The studies suggested above were chosen not only with the limitations of the 

current thesis in mind but also with the possible contribution they could make in furthering 

the understanding and general interest in this topic.  

 

Summary & Conclusion 

 

The aim of this thesis was to investigate a novel explanation for the link between 

prejudice and the automatic activation of social stereotypes during person construal. In this 

explanation, the type of situational goal should determine if prejudice has any bearing on 

the automaticity of stereotype activation. It was argued that those high in prejudice towards 

a certain racial group (i.e. Asians) habitually use stereotypes when the processing goal 

involves judging or responding to a member of that group and consequently should be 

more likely to automatically activate stereotypes when the encounter affords such a 

processing goal. To test this explanation, situational goals in which the target held various 
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degrees of relevance, were manipulated across five experiments and each time the 

automatic responses of low- and high-prejudice individuals to Asian versus Caucasian 

faces were measured. Collectively, the findings in this thesis highlighted the role of 

processing goal in shaping the link between prejudice and stereotype activation. As 

predicted, a relationship between explicit prejudice and stereotype automaticity was 

evident when participants’ processing goal involved the meaningful perception of a 

target’s faces. Under such conditions, stereotypes became automatically activated only in 

high prejudice individuals. Moreover, stereotypes, it seems are selectively activated 

depending on the processing context. So, when high-prejudice participants  were asked to 

judge a target on a specific trait, positive and negative stereotypes became activated, but 

when no specific judgment was required only negative stereotypes became activated. 

However, even high-prejudice individuals failed to activate any stereotypes when the 

processing goal was unrelated to the target.   

The study has also offered insight into how low-prejudice individuals manage not 

to activate the stereotypes when making a trait judgment about a target - by simply not 

categorising targets in the first place. It suggests that prejudice-linked differences may 

emerge at the very early stages of social perception when a target is yet to be categorised 

(Martin & Macrae, 2007, Quinn & Macrae, 2005) rather than a reflection of different 

mental representations of the category held in memory (Lepore & Brown, 1997; Locke & 

Johnston, 2000).  

Whether it is truly possible to “ignore” a salient racial cue such as the colour of 

skin or the shape of the eyes on first impressions is yet to be determined and therefore 

subject for future research. At this point, what is clear is that low-prejudice individuals 

have found a way to reduce the possibility of automatically bringing to mind the 
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stereotypes and as a consequence reducing the possibility of unintended biases in 

judgments and responses.  

In conclusion, this thesis has made a substantial contribution to advance our 

understanding of the relationship between prejudice and automatic stereotype activation 

producing two significant findings. First, the studies consistently demonstrated that 

processing goals play a significant role in prejudice-linked stereotype activation. These 

studies showed that prejudice has a bearing on what comes to mind when the processing 

goal involves judging a member of a salient social group or even just having to perceive 

the person in a socially meaningful way. Second, and perhaps more notably, this thesis has 

also given us a glimpse into how low-prejudice individuals manage to “avoid” the 

automatic activation of stereotypes when judging others. Although low-prejudice 

individuals appear to hold the same mental representations about the target group as high-

prejudice individual do, they manage not to activate the stereotype when it counts, i.e. 

when judging others. What appears to “save” low-prejudice individuals from bringing 

these stereotypes to mind, is not that they have erased them from memory but instead, to 

see in front of them the individual rather than a member of the social group! 
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Appendix A 

Examples of faces used in the experimental task 

Example of Asian Male Face

Example of Caucasian Male Face 

NOTE: Image removed due 
to confidentiality 
requirements of participants

NOTE: Image removed due 
to confidentiality 
requirements of participants
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Appendix B 

List of Stereotypic / Non-stereotypic Traits for Colour Naming Task 

stereotypic non-stereotypic 

positive 

smart adaptive 
productive outgoing 
clever sociable 
educated loving 
respectful flexible 
communal exciting 
mannered Bold 
courteous joyful 
proud assertive 
polite Calm 
gracious dynamic 
precise stunning 
intelligent elegant 
reliable glamorous 
wealthy innocent 
diligent lively 

negative 

shrewd Glum 
rigid depressed 
calculating careless 
reluctant upset 
conforms Risky 
greedy anxious 
submissive unfriendly 
masked blunt 
suspicious Silly 
callous boring 
cunning naive 
criminal ordinary 
prejudice hopeless 
quiet Loud 
gang foolish 
shifty useless 
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Appendix C 

Example of experimental tasks 

1. Trait Judgement Task:

2. Lexical Decision Task:

NOTE: Image 
removed due to 
confidentiality 
requirements of 
participants

NOTE: Image 
removed due to 
confidentiality 
requirements of 
participants
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Appendix D 

Attitude towards Asians Scale 

For the following questionnaire, we would like you to give us your own personal 

opinions about Asians in response to a series of statements. The statements should 

not be taken as the views of the University of Western Australia or as those of the 

experimenter. Please indicate the extent to which you agree with each statement by 

crossing-out the number which best represents your opinion.  

Scoring key: 

Very Strongly 

disagree 

Strongly 

disagree 

Disagree Agree Strongly 

agree 

Very strongly 

agree 

1 2 3 4 5 6 

1. Allowing Asians to immigrate to Australia benefits society. ......................... 1 2 3 4 5 6 

2. Australia should aim at closer contact with Asian countries. ...................... 1 2 3 4 5 6 

3. More Asians should be allowed to migrate to Australia. .............................. 1 2 3 4 5 6 

4. I would not like an Asian to be my boss. . ................................................... 1 2 3 4 5 6 

5. Asian migrants are as friendly as people born in Australia ......................... 1 2 3 4 5 6 

6. Asian and white people just don’t mix well. . .............................................. 1 2 3 4 5 6 

7. Australians must be very careful not to let too many Asians
into the country. ............................................................................................. 1 2 3 4 5 6 

8. One trouble with Asian business people is that they stick
together and prevent  other people having a fair chance in competition.  ........ 1 2 3 4 5 6 

9. I wouldn’t like any member of my family to marry an Asian
immigrant.  ..................................................................................................... 1 2 3 4 5 6 

10. I don’t like Asians.  ................................................................................... 1 2 3 4 5 6 

11. Asians are very productive people and should be allowed to
settle in Australia. .......................................................................................... 1 2 3 4 5 6 




