
Chapter 7

LCEval: Learned Composite Metric for
Caption Evaluation

7.1 Introduction

Describing the visual world in natural language is a challenging task, which requires the
ability to understand the visual content and generate well-formed textual descriptions. For
humans, a brief glance is sufficient to understand the semantic meaning of a scene in order
to describe the vast amount of visual details and subtleties [You et al. 2018]. Reasonable
advancement has been made towards mimicking this human trait, but it is yet far from being
achieved satisfactorily [Miltenburg and Elliott 2017], [Hodosh and Hockenmaier 2016].
With the rapid progress in image captioning research [Kulkarni et al. 2013], [Karpathy et al.
2014], [Oriol Vinyals et al. 2015], [Xu et al. 2015], [Ordonez et al. 2016], [Yao et al. 2016],
[J. Lu et al. 2017], [You et al. 2018], the need for reliable and efficient evaluation methods
has become increasingly pressing. Effective evaluation methodologies are necessary to
facilitate system development and to identify potential areas for further improvements1.

Evaluating image descriptions is more complex than it is commonly perceived. This is
mainly due to the diversity of acceptable solutions [Hodosh et al. 2013]. Human evaluation
is often considered as the most reliable assessments for caption quality. It is however,
resource intensive, subjective and hard to replicate. In contrast, automatic evaluation
metrics are more efficient and can easily be replicated. The downside of existing automatic
caption evaluation metrics is that they fail to reach the desired level of agreement with
human judgments at the caption level [Elliott and Keller 2014], [Kilickaya et al. 2016].
Caption and system-level correlation statistics are two different types of evaluations which
are carried out to examine the degree to which metric scores agree to the human judgments.
As obvious from names, caption-level correlation is measured on a caption-to-caption
basis, whereas system-level correlation is a coarse-grained evaluation on system-to-system

1This chapter is based on the journal paper titled: “LCEval: Learned Composite Metric for Caption
Evaluation”, which is published in the International Journal of Computer Vision 127 (IJCV), 2019
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Figure 7.1: An overview of the caption evaluation process, using a learned metric. Given
a candidate caption and a set of reference captions, the learned metric evaluates the quality
of the candidate caption based on a set of similarity scores (features). The features are
extracted by carrying out various linguistic comparisons between the candidate and the
references to assess the similarity at the lexical, semantic and syntactic levels. The more
similar the generated caption to the reference, the better its quality.

basis. For computing system-level correlation, a metric score for each captioning system is
computed, which is an aggregate of metric scores for all the captions generated by a system.
Then, the correlation between the aggregate metric scores for the captioning systems and
system-level human assessments is calculated.

While system-level evaluation is more indicative of the relative qualities of different
captioning systems, caption-level assessment reflects the difference in qualities of each
caption generated by a captioning system and is more useful if we are interested in a
confidence measure of the output captions. The problem of automatically evaluating
captions is very complex, as many diverse solutions can be considered equally correct.
Therefore, we need metrics that can evaluate the quality of various captions when one
has to choose between a number of correct solutions. While most of the existing metrics
such as METEOR [Banerjee and Lavie 2005], CIDEr [Vedantam et al. 2015] and SPICE
[Anderson et al. 2016b] show a moderate to strong correlation with human assessments at
the system level [Anderson et al. 2016b], they fail to do so at the caption level. Moreover,
the evaluation of some metrics wrongly show that the best machine models outperform
humans in the image captioning task2 [Xinlei Chen et al. 2015], portraying an illusion that
image captioning is close to being solved. This reflects the need to develop more reliable
automatic metrics which capture the set of criteria that humans use in judging caption
quality.

Our motivation to form a composite metric is driven by the fact that the human judgment
process involves assessments across various linguistic dimensions. We draw inspiration
from theMachine Translation (MT) literature, where learning paradigms have been pro-

2http://cocodataset.org/#captions-leaderboard
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posed to create successful composite metrics [Bojar et al. 2016], [Bojar et al. 2017]. A
learning-based approach is useful because it offers a systematic way to combine various in-
formative features. One possible approach to create a learned metric is to train a regression
model. However, this requires a large corpus of manually scored captions, which is very
expensive (in cost and time) to obtain. To mitigate this issue, we frame our learning problem
as a classification task, in which the output is a simple binary variable indicating whether
the caption is produced by a human or a machine. Due to the design of our classification
task, the output is determined by the source of the candidate caption, needing no human
assistance. On the other hand, if regression were attempted, manual assessments of each
candidate caption would be required.

Our training criteria enables us to train our proposed network on a dataset of human and
machine generated captions without the need of any human assessments of caption quality.
Various publicly available datasets such as Flickr30k [Young et al. 2014] and MSCOCO
[Xinlei Chen et al. 2015], which have multiple human generated captions for each image
can be re-purposed for training our learned metric. In other words, human written captions
along with those generated by machine models can be used to train a network to distinguish
between the two (human or machine).

To the best of our knowledge, NNEval [Sharif et al. 2018c], was the first neural-network
based metric which was trained to distinguish between human and machine generated
captions. In this article, we extend our previous work [Sharif et al. 2018c] by going
deeper into issues related to learning-based metrics designed through classification. We
particularly address concerns related to the sensitivity of the learned metrics to the features,
the training data, the network architecture and the number of references. We investigate
the impact of the various aforementioned parameters on caption-level correlation, accuracy
and robustness of the proposed learned metric.

In this work, we use an extended feature set, which includes syntactic features based
on Head Word Chain Matching (HWCM), semantic feature based on Mean of Word
Embeddings (MOWE) and simple lexical features such as n-gram precision, recall and
Longest Common Sub-sequence (LCS), along with some other lexical and semantic features
that are used in [Sharif et al. 2018c].

Our main contributions in this work are:
1. The introduction of a new and extended set of features including semantic and syntactic
features which have never been used before for image caption evaluation.
2. A detailed analysis on the impact of using lexical, semantic, syntactic features, and their
combinations on the caption-level correlation and classification accuracy of the learned
metrics.
3. A comparison of performance variations on the learned metrics for different training
datasets.
4. A detailed experimental analysis reflecting the various aspects of LCEval; namely, its

125



CHAPTER 7. LCEVAL: LEARNED COMPOSITE METRIC FOR CAPTION
EVALUATION

Figure 7.2: shows a broad taxonomy of evaluation metrics. The distinction between the
different types of metrics or features is not a clear-cut, particularly for the lexical metrics,
which often also overlap with semantic or syntactic metrics.

ability to correlate better with human judgments at the caption and the system level, its
robustness to various distractions, and its performance by varying the number of reference
captions.

7.2 Related Work

7.2.1 Automatic Evaluation Metrics

The development of reliable automatic evaluation metrics is critical for the advancement of
image captioning systems. While image captioning has drawn inspiration from the Machine
Translation (MT) domain for encoder-decoder based captioning networks [Oriol Vinyals
et al. 2015], [Xu et al. 2015], [Yao et al. 2016], [You et al. 2016], [J. Lu et al. 2017], it
has also benefited from the automatic metrics which were initially proposed to evaluate
machine translations and text summaries [Papineni et al. 2002a], [Banerjee and Lavie
2005], [C.-Y. Lin 2004]. More recently, various captioning-specific evaluation measures
were developed [Vedantam et al. 2015], [Anderson et al. 2016b], [Kilickaya et al. 2016],
which have improved upon the correlation with human assessments. However, there is
still a lot of room for improvement [Kilickaya et al. 2016], [Miltenburg and Elliott 2017].
Figure 7.2 shows the broad taxonomy of caption evaluation metrics.
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7.2.2 Handcrafted Metrics

Commonly used automatic metrics for image captioning, evaluate the caption quality by
making deterministic measurements on the similarity between candidate and reference
captions. These metrics tend to focus on specific aspects of correspondence, such as
common sequences of words or the semantic likeness (e.g., using scene graphs as in SPICE
[Anderson et al. 2016b]).

Lexical measures reward n-gram overlap between the candidate and reference sen-
tences. These metrics can be categorized further into unigram-based methods for instance
BLEU1and METEOR, and n-gram based methods such as ROUGEL and CIDEr. Some
of these measures, apart from measuring the lexical similarity also take into account a
certain degree of semantic and syntactic correspondence. For example, METEOR which
is predominantly a lexical measure, evaluates to some extent, the semantic aptness of the
candidate through synonym matching and stemming. Similarly, n-gram measures such as
BLEU4and CIDEr also take into account the syntactic similarity by capturing the word
order.

Since lexical measures rely primarily on the word overlap in order to capture caption
quality, criticisms on their effectiveness is centered on the argument that n-gram overlap is
neither necessary nor sufficient to measure the caption quality. To overcome this limitation,
other measures which take into consideration advanced linguistic features were proposed
[Anderson et al. 2016b].

Semantic measures capture the semantic correspondence between sentences. SPICE
is a semantic measure which uses scene graphs to measure the similarity between candidate
and reference captions. SPICE has shown an improvement in the caption-level correlation
compared to the commonly used measures (e.g., METEOR, CIDEr); however it tends
to overlook the syntactic aptness of the candidates and is susceptible to be fooled by
syntactically incorrect captions. Recently Kilickaya et al. [Kilickaya et al. 2016] showed
that WMD can be a useful semantic metric for caption evaluation. WMD uses word
embeddings to capture the semantic distance between documents. WMD also includes
the lexical aptness through unigram matching. Purely Syntactic measures, which capture
the grammatical similarity exist, such as Head Word Chain Matching [D. Liu and Gildea
2005] and have been used successfully in MT evaluation but have not been tested in the
image captioning domain yet.

Existing handcrafted metrics fail to achieve adequate levels of correlation with human
judgments at the caption-level. This reflects the fact that they do not fully capture the
set of criteria that humans use to evaluate caption quality. One way to incorporate more
features for evaluation is to combine various indicators, each of which focuses on a specific
linguistic aspect, to form a fused metric (a.k.a. composite metric) [S. Liu et al. 2016]. This
can be any combination of the metrics discussed above. For example, SPIDEr [S. Liu
et al. 2016] is a linear combination of SPICE and CIDEr. It was found that optimizing for
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SPIDEr scores resulted in higher quality captions than optimizing for SPICE or CIDEr
alone [S. Liu et al. 2016]. More generally, the metrics can come from any of the three
categories discussed such as semantic, syntactic or lexical. Sharif et al. [Sharif et al. 2018b]
found in particular that covering all three categories improved the overall results.

7.2.3 Learned Metrics

Machine learning offers a systematic way to combine stand-alone handcrafted metrics
or features into a unified measure. For learned metrics, the choice of features varies in
the related literature, so does the learning algorithm. Combining meaningful linguistic
features has shown promising results in metric evaluation campaigns, as reported in WMT
(Workshop on Machine Translation) [Bojar et al. 2016], [Bojar et al. 2017]. In [Sharif et al.
2018c], we proposed the first neural network-based learned metric for caption evaluation,
termed NNEval, combining the scores of different metrics through a learned framework.
NNEval showed an improved performance over the commonly used stand-alone metrics
and SPIDEr (composite metric) in terms of caption-level correlation.

Recently, Cui et al. [Cui et al. 2018] also proposed a learned measure which blurs the
line between caption evaluation and image captioning. In addition to the candidate caption,
their system takes as input both a reference caption, as used in traditional caption evaluation;
and the source image, as would be used as a context vector in image captioning systems.
This is a promising approach as it provides the evaluation systemwith additional information
that might be useful for evaluation. However, the incorporation of a sophisticated trained
image processing system, does greatly increase the complexity of the overall evaluation. It
thus, even more than usual, risks over-fitting to a particular domain.

Furthermore, if there are particular image features such as color, shape and objects, that
are readily detectable by the learned evaluator, then this risks to produce a biased judgment
towards caption generation systems which pick-up on those same image features, even if
they are of limited importance to the ideal caption. Cui et al. in [Cui et al. 2018] also did
not report any results to analyze the extent to which the introduced image features help in
improving the correlation with human judgments. Therefore, it is difficult to attribute their
improved performance to the sentence embeddings or to the image features. An important
contribution in our work is an attribution of quality to different features via ablation tests.

LCEval scores the candidates based on their linguistic similarity with reference cap-
tions. Whereas in [Cui et al. 2018], high-level learned features from a pre-trained LSTM
[Hochreiter and Schmidhuber 1997] and CNN [Krizhevsky et al. 2012] are used for this
purpose. Such high level features are not straightforward to interpret, which makes it harder
to gain insight into the parameters used for evaluation. Moreover, high level image features
are susceptible to pathological attacks (e.g., adversarial perturbations to images) and can
lead to a poor performance of the automatic evaluator. Therefore, our proposed metric is
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Figure 7.3: Overall architecture of LCEval

based on the information which is accessible only to the evaluator, but not to the captioning
systems. One of the most commonly used datasets for captioning, MSCOCO [T.-Y. Lin
et al. 2014], has a test set on which captioning systems can be evaluated. The images for
this test set are publicly available but the corresponding reference captions which are used
for the evaluation are not available (they are hidden at this stage).

7.3 LCEval: Proposed Learned Composite Metric

In this Section, we describe the proposed metric in detail. The overall architecture of
LCEval is shown in Figure 7.3. LCEval is a generalized framework for learning composite
caption-evaluation metrics. Our prior work on NNEval [Sharif et al. 2018c] is one particular
instance of the LCEval system.

7.3.1 Classification for Caption Evaluation

To create a learning-based metric that is well aligned with human evaluations, we frame
our learning problem as a classification task. We adopt a training criteria based on a simple
question: “is the candidate caption human or machine generated?” In general, human
generated captions are of superior quality and are easily distinguishable from the machine
generated ones [Miltenburg and Elliott 2017], [Hodosh and Hockenmaier 2016]. Image
captioning would be a solved problem, if the outputs of image captioning systems were of
such a high quality that they could not be distinguished from human generated captions.
Exploiting this gap in quality, our trained classifier can set a boundary between human
and machine produced captions. In order to obtain a continuous output score we use
class-probabilities (Fig. 7.3), instead of a class label. These probabilities represent the
degree of confidence about a candidate belonging to one of these two classes i.e., human
or machine. Thus, the resulting evaluator’s output can be considered as some “measure of
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believability” that the input caption was human produced.
Amore straightforward approach to create a learnedmetric would be to train a regression

model. However, this would require a large corpus of manually scored captions. The
development of such a resource can be very difficult and time consuming [Kulesza and
Shieber 2004]. Framing our learning problem as a classification task allows us to train our
metric on any training set containing human written and machine generated captions for
given images [Corston-Oliver et al. 2001]. Various existing datasets [Plummer et al. 2015],
[Xinlei Chen et al. 2015] contain human written captions for their corresponding images
and can be paired with various machine generated captions to serve as training examples.
Thus, mitigating the need of obtaining expensive manual annotations. Moreover, such a
dataset can be updated easily by including the outputs of more evolved captioning models
without incurring any additional cost.

7.3.2 LCEval Features

In our proposed framework, we feed a neural network with a set of numeric features
representing lexical, semantic and syntactic similarities between the candidate c and a set of
reference sentences S, as shown in Figure 7.3. Each entity in the feature vector corresponds
to a quality score generated by an individual measure which computes the similarity between
the candidate and its corresponding references. While most of the measures that we use
have a predefined way of handling multiple references per candidate, some others such as
WMD, MOWE and HWCM compute their similarity using a single reference only. For
such measures we evaluate the individual score against each reference and then use the
maximum score (as done in [Denkowski and Lavie 2014]). In our evaluations we group
the features based on the linguistic properties that they capture as follows.

Lexical Comparisons against Reference Captions

Measures for computing the lexical similarities between a candidate caption and its corre-
sponding references are commonly used as stand-alone metrics in image captioning. Such
as BLEU [Papineni et al. 2002a], METEOR [Banerjee and Lavie 2005], ROUGE [C.-Y. Lin
2004] and CIDEr [Vedantam et al. 2015]. NNEval [Sharif et al. 2018c] used some of these
measures as features to construct a learned metric. The lexical feature group (which is an
extended version of the one used with NNEval) for this work consists of the following:

• N-gram Precision: the proportion of n-grams in the candidate caption which match
against the references, where (0<n<5)

• Unigram Recall: the proportion of words (unigrams) in a reference caption which
match the candidate caption.
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• ROUGEL: the longest common subsequence between the candidate and the reference
captions.

• METEOR: the unigram overlap between the candidate and the reference captions
based on word meanings, exact forms and stemmed forms.

• CIDErD: the consensus between the candidate and the reference captions using n-
gram matching. N-grams that are common in all the captions are down-weighted
by computing the Term Frequency Inverse Document Frequency (tf-idf) weighting.
The mean cosine similarity between the n-grams of the reference and the candidate
captions is referred to as the CIDErn score. The final CIDEr score, which we use
as a feature, is computed as the mean of CIDErn scores, with n = 1, 2, 3, 4.

Semantic Comparisons against Reference Captions

The semantic information is also crucial for the evaluation, since the captions using the
same lexicon might not necessarily be similar to each other and vice versa. Therefore, we
also use a group of features which capture the semantic relationship between the candidate
and reference captions. These features are:

• SPICE estimates the caption quality by using “scene graph” representation for the
candidate and the reference captions. The scene graph encodes the objects, attributes
and relationships that are found in the captions. A set of logical tuples are formed by
using possible combinations of the elements of the graphs to compute an F-score
based on the conjunction of the candidate and reference caption tuples.

• WMD measures the dissimilarity between two sentences as the minimum amount
of distance that the embedded words of one sentence need to cover to reach the
embedded words of the other sentence. More formally, each sentence is represented
as a weighted point cloud of word embeddings d ∈ RN , whereas the distance between
two words i and j is set as the Euclidean distance between their corresponding
Word2vec embeddings [Tomas Mikolov et al. 2013b]. To use it as a feature, we
convert this distance score to a similarity by using a negative exponential.

• MOWE (Mean of Word Embeddings) captures the distance between the candidate
and a reference caption by computing the cosine similarity between the sentence
embeddings. Authors in [White et al. 2015a] found that the simple mean of word
embeddings shows strong performances in capturing sentence meanings. The effec-
tiveness of Mean of Word Embeddings (MOWE) when compared to other advanced
models was as also noticed by [Ritter et al. 2015a]. We take the element-wise mean
of the word embeddings over all the words in the caption to generate a vector which
encodes the sentence meaning. We experimented with three different pre-trained
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Figure 7.4: Example of the dependency trees of the candidate and reference captions for
an image sourced from MSCOCO dataset.

word embeddings, and the details are shown in Table 7.1. Amongst the three embed-
dings, FastText [Bojanowski et al. 2017b] showed the most promising performance,
as shown in Table 7.3. Thus, for all of our experiments, we used FastText.

Syntactic Comparisons against Reference Captions

We also match the syntactic constructs of the candidate and reference captions to assess
the fluency of the candidate caption. This group consists of features based on Head Word
Chain Matching (HWCM) proposed by Liu et al. in [D. Liu and Gildea 2005], which have
shown success in the case of MT evaluation.

• Head Word Chain Matches (HWCM): these features capture the syntactic similarity
between captions using the dependency tree structure of the sentences. Since one
cannot expect to find the whole dependency tree of a candidate in the references, a
sequence of head-modifier relationships is matched instead. An example of depen-
dency trees of a reference and candidate caption is shown in Figure 7.4. The 2-word
headword chains for the candidate include a bird, bird by, by leaves and leaves some.
The overlap of headword chains of length u between the candidate and a reference
caption normalized by the number of possible head-word chains of length u in the
candidate caption is used as a feature, where 1<u<4.

7.3.3 Network Architecture and Learning task

Given a candidate caption c and a list of references S = {s1, s2, s3...sN}, the goal is
to classify the candidate caption as human or machine generated. We model this task
using a feed-forward neural network, whose input is a fixed length feature vector x =
{x1, x2, x3, .., xi}, which we extract using the candidate caption and the corresponding
reference captions (Section 7.3.3), and its output is the class probability, given as:

yk =
ezk

ez0 + ez1
, k ∈ {0, 1} (7.1)
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where zk represents un-normalized class scores (z0 and z1 correspond to the machine
and human class respectively). Our architecture has one hidden layer and the overall
transformations in our network (Figure 7.3) can be written as:

h1 = ϕ(W1x+ b1) (7.2)

zk = W2h1 + b2 (7.3)

Wl and bl, are the weights and the bias terms between the input, hidden and output layers
respectively. Where,
Wl ∈ RNl×Ml , bl ∈ RMl given
l ∈ {1, 2}. ϕ(·) : R→ R is the non-linear activation function, given as:

ϕ(v) = max(v, 0) (7.4)

We use P (k = 1|x) as our metric score, which is the probability of an input candidate
caption being human generated. It can be formulated as:

P (k = 1|x) =
ez1

ez0 + ez1
(7.5)

The cross entropy loss for the training data with parameters, θ = (W1,W2, b1, b2) can be
written as:

Jθ = −1

p

p∑
t=1

log(
ez

t
ỹ

ez
t
0 + ez

t
1

) + βL(θ) (7.6)

In the above equation ztỹ is the activation of the output layer node corresponding to the true
class ỹ, given the input xt. Where, βL(θ) is a regularization term, that is commonly used
to reduce model over-fitting. For our network we use L2 regularization [Ng 2004].

7.4 Experimental Methodology

To analyse the performance of our proposed metric in comparison to the existing captioning
metrics, we conducted five sets of experiments. The goals of the experiments are to
investigate: 1) the impact of network architecture, 2) the role of the features, 3) the accuracy
and robustness of learned metrics, 4) the impact of using different number of references,
and 5) the variation in the performance of metrics which are trained using different training
examples. Following are the details of each experiment.

1. Impact of the network architecture: We first measure the impact of learning
weights to construct composite metrics as opposed to using unlearned weighting
schemes in forming composite metrics As a baseline we choose SPIDEr (a linear
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combination of SPICE and CIDEr) and LCEvallinear which is a linear combination
of all semantic, syntactic and lexical features which we use in this work.

We also evaluate neural network-based LCEval with one, two and three hidden layers.
On all models, we evaluate the Kendall’s τ correlation score on our test set. See
Section 7.5.1 for details.

2. Feature analysis: We perform feature analysis on three different subgroups (Lexical,
Semantic and Syntactic) to understand their impact on the learned metric and their
individual contribution in improving the caption-level correlation. This analysis can
be helpful in building better and customized evaluation metrics. We also examine
the relationship between the classification accuracy and the caption-level correlation
of the metrics when trained using different features. See Section 7.5.2 for details.

3. Classification accuracy and robustness: We analyse the impact of features on
the learned metrics to differentiate between pairs of captions. Moreover, we also
compare the robustness of handcrafted and learned metrics against various sentence
perturbations. See Section 7.4.5 and 7.5.4 for details.

4. Impact of the number of reference captions: We investigate the impact of varying
the number of reference captions on our learned metric LCEval. As per literature
[Vedantam et al. 2015], the performance of various handcrafted metrics is affected
by the number of reference captions. See Section 7.5.5 for details.

5. Impact of training examples: We compare the LCEval metrics which are trained
on machine generated captions from different systems. This is to determine how the
quality and the quantity of the training examples affects the performance. Our hypoth-
esis is that higher quality machine generated captions (as from a newer captioning
system) will result in LCEval to perform better. See Section 7.5.6 for details.

6. Timing analysis: We analyse the computation time of LCEval, and the existing
measures to assess the practicality of using learned measures against the handcrafted
ones . See Section 7.5.7 for details.

7. System-level correlation: We evaluate the system-level correlation of our proposed
metric against the human judgements collected in the 2015 COCO Captioning Chal-
lenge [X. Chen et al. 2015]. See Section 7.5.8 for details.

7.4.1 Datasets for LCEval

To train our metric, a dataset which contains both human and machine generated captions
of each image is required. Therefore, we create a training set by sourcing data from the
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Figure 7.5: shows an image from Flickr30k dataset with captions generated by machine
models [Oriol Vinyals et al. 2015], [Xu et al. 2015], [J. Lu et al. 2017] on the left and
human generated captions for the corresponding image on the right.

Flickr30k dataset [Young et al. 2014]. Flickr30k consists of 31,783 photos acquired from
Flickr3, each paired with 5 captions obtained through the Amazon Mechanical Turk (AMT).
For each image in Flickr30k three out of five captions were chosen as human written
candidate captions. The machine generated captions of the same images were obtained
using three image captioning models, which achieved state-of-the-art performance at the
time of their publication [J. Lu et al. 2017], [Oriol Vinyals et al. 2015], [Xu et al. 2015].

7.4.2 Dataset for Image Captioning Models

The models that we use to obtain machine generated captions for our training set are: 1)
Show and Tell [Oriol Vinyals et al. 2015], 2) Show, Attend and Tell (soft-attention) [Xu
et al. 2015], and 3) Adaptive Attention [J. Lu et al. 2017]. We use publicly available official
implementations for these captioning models and train them on the MSCOCO dataset
[Xinlei Chen et al. 2015]. MSCOCO dataset consists of training, validation and testing
set with 82,783, 40,504 and 40,775 images, respectively. Each image in the training and
validation sets is associated with five or more captions (collected through AMT), except
for the testing set. We combine the MSCOCO training and validation sets and use this
combined set for the training of the captioning models, while reserving 10,000 image-
caption pairs for validation and testing purposes. We train the image captioning models
using the original experimental protocols to achieve close to their reported performances.

7.4.3 Training Set for LCEval

We use the three trained image captioning models discussed above (Sec. 7.4.2) to generate
captions for the images of the Flickr30k dataset. For each image, we obtain three machine
generated captions, one from each model. Moreover, we randomly choose three captions
amongst the five human produced captions, which were originally paired with their respec-
tive image in Flickr30k, to use as human generated captions. This provides us with an equal
number of human and machine generated candidate captions per image. Figure 7.5 shows

3https://www.flickr.com/
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Figure 7.6: shows an image (a), its corresponding human and machine generated captions
(b), and candidate (human and machine generated captions) and reference pairing for the
given image in the training set (c).

an example of human and machine produced candidate captions for a given image. In order
to obtain reference captions for each candidate caption, we again utilize the human written
descriptions of Flickr30k. For each machine-generated candidate caption, we randomly
choose four out of five human written captions, which were originally associated with each
image. Whereas for each human-generated candidate caption, we select the remaining four
out of five original AMT captions.

In Figure 7.6, a possible pairing scenario is shown to demonstrate the distribution of
the candidate and reference captions. If we select s1 as the candidate human caption, we
choose {s2, s3, s4, s5} as its corresponding reference captions. Whereas when we select
m1 as a candidate machine caption, we randomly choose any of the four amongst {s1, s2,
s3, s4, s5} as references. While different sorts of pairing strategies can be explored, we
leave that to future work. Moreover, the reason why we select four references for each
caption is to exploit the optimal performance of each metric. Most of these metrics have
been tested and reported to give a better performance with a larger number of reference
captions [Papineni et al. 2002a], [Denkowski and Lavie 2014], [Vedantam et al. 2015],
[Anderson et al. 2016b].

7.4.4 Validation Set for LCEval

For our validation set, we draw data from Flickr8k [Young et al. 2014] which consists
of 8,092 images, each annotated with five human generated captions. The images in this
dataset mainly focus on people and animals performing some action. This dataset also
contains human judgements for a subset of 5,822 captions corresponding to 1000 images
in total. Each caption was evaluated by three expert judges on a scale of 1 (the caption is
unrelated to the image) to 4 (the caption describes the image without any errors).

From our training set, we remove the captions of images which overlap with the captions
in the validation and test sets (discussed in Sec. 7.4.5), leaving us with a total of 132,984
non-overlapping captions to train the proposed LCEval model. We use this validation set
for early stopping (see Sec. 7.4.6).
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7.4.5 Test Sets for LCEval

Correlation:

In order to measure the caption-level correlation of our proposed metric with human
judgments, we use the COMPOSITE dataset [Aditya et al. 2017] which contains human
quality judgements for the candidate captions and their corresponding image counterparts
(Sec. 7.5.1). The images in this dataset are obtained fromMSCOCO, Flickr8k and Flickr30k
datasets, whereas their associated captions consist of human generated captions (sourced
from the aforementioned datasets) and machine generated captions (using two captioning
models [Aditya et al. 2017], [Karpathy and Fei-Fei 2015]). The candidate captions of
images are scored for correctness on the scale of 1 (low relevance) to 5 (high relevance) by
AMT workers. From this dataset we use 7,996 single sentence based image captions, and
evaluate the caption-level correlation performance of the commonly used handcrafted and
proposed learned metric.

We also use COMPOSITE dataset to evaluate the classification accuracy (to distinguish
human and machine captions) of our learned metric (Sec. 7.5.2) and to study the impact
of training examples (Sec. 7.5.6). For system-level correlation, we use human judgments
collected in the 2015 COCO Captioning Challenge for 12 teams who participated in the
2015 COCO captioning challenge (Sec. 7.5.8).

Pairwise Classification Accuracy:

We measure the accuracy of metrics in terms of their ability to differentiate between pairs
of candidate captions based on quality (see Sec. 7.5.3). A metric is considered accurate if it
assigns higher scores to the captions preferred by humans in given pairs. For this experiment,
we use PASCAL50S and ABSTRACT50S [Vedantam et al. 2015]. PASCAL50S contains
human judgements for 4000 triplets of descriptions. Each triplet consists of one reference
caption and two candidate captions. The human judgements of PASCAL50S were collected
through AMT, where the workers were asked to choose the candidate which is the most
similar to the reference caption. Interestingly, the human judges were never shown the
images corresponding to the references, therefore their judgements were based primarily
on the sentence similarity between the candidate and the reference captions.

Since the candidate sentences in PASCAL50S dataset consist of both human written
and machine generated captions, the triplets are grouped into four categories i.e., Human-
Human Correct (HHC), Human-Human Incorrect (HHI), Human-Machine (HM), Machine-
Machine (MM). Each category comprises of 1000 triplets. The candidate captions in HHC
and HHI categories are both human written, where in the former category both are correct
and in the later, one is incorrect. In HM and MM categories, both candidate captions are
correct. We also use PASCAL50S test set to investigate the impact of varying the number
of reference captions (Sec. 7.5.5) and training examples (Sec. 7.5.6).
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ABSTRACT50S contains 200 pairs of Human-Human Correct (HHC) captions and
200 pairs of Human-Human Incorrect (HHI) captions. In the HHC category, both captions
are human written, correct and describe the same image. Whereas in HHI category, while
both captions are human written, one caption is correct and the other is incorrect.

Robustness:

In [Hodosh and Hockenmaier 2016], authors introduced a dataset to perform a focused
evaluation of image captioning systems with a series of binary forced-choice tasks. The data
for each task contains images paired with one correct and one incorrect caption (distracted
version of the correct caption). A robust image captioning metric should choose the correct
caption over the perturbed one, to show that it can capture semantically significant changes
in words and can identify when a complete sentence description is better than a single noun
phrase. In [Kilickaya et al. 2016], Kilickaya et al. used this dataset to perform a robustness
analysis of various image captioning metrics. We use this same dataset, and report the
performance on two more tasks, in addition to the four reported in [Kilickaya et al. 2016];
namely, 1) Replace Person (RP), 2) Replace Scene (RS), 3) Share Person (SP), 4) Share
Scene (SS), 5) Just Person (JP) and 6) Just Scene (JS). An example of each of the six tasks
is shown in Figure 7.9.

For the RS and RP tasks, given a correct caption for an image, the incorrect sentences
(distractors) were constructed by replacing the scene/person (first person) in the correct
caption with different scene/people. For the SP and SS tasks, the distractors share the
same scene/task with the correct caption. However, the remaining part of the sentence is
different. The JS and JP distractors only consist of the scene/person of the correct caption.
We evaluate the metric scores for each correct and distracted version against the remaining
correct captions that are available for each image in the dataset (Sec. 7.5.4).

7.4.6 Training Parameters

We use Adam optimizer [Kingma and Ba 2014] to train our network, with an initial learning
rate of 0.0005 and a mini-batch size of 75. We initialize the weights of our network by
sampling values from a random uniform distribution [Glorot and Bengio 2010]. LCEval is
optimized over the training set (Sec. 7.4.3) for a maximum of 800 epochs, and tested for
classification accuracy on the validation set after each epoch.

While the loss function is used during the training period to maximize the classification
accuracy, we are primarily interested in maximizing the correlation with human judgements.
Therefore, we perform the early stopping based on Kendall’s τ , which is evaluated on the
validation set (Sec. 7.4.4) after each epoch. We thus terminate (early-stop) the training
when the correlation is maximized as shown in Figure 7.7. Since each caption in the
validation set is paired with three judgements, we use the most common value of these three
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Table 7.1: The details of pre-trained embeddings used in our experiments

Name Dims. Corpus Vocabulary Size
GloVE 840B 300d [Pennington et al.
2014] 300 Common Crawl 2.20E+06

Word2vec Google 300d [Tomas
Mikolov et al. 2013b] 300 Google News (100B) 3.00E+06

FastText 300d [Bojanowski et al.
2017b] 300 Wikipedia 2.50E+06

Table 7.2: A comparison of Kendall’s τ of metrics with alternative architectures

Metrics No Learning 1-layer NN 2-layer NN 3-layer NN
SPIDEr 0.357 0.362 0.367 0.365
LCEval 0.273 0.375 0.418 0.417

judgments to evaluate the correlation coefficient. The LCEval architecture is implemented
using TensorFlow library [Abadi et al. 2016].

Figure 7.7: Validation accuracy and model selection based on Kendall’s τ .

7.5 Results and Discussion

In this section we discuss the results of various experiments that we performed to analyze
the performance of our proposed metric. Our experiments allowed us to gain useful insights
into various factors that can impact on the performance of the proposed learned metric for
an improved caption evaluation.

7.5.1 The Choice of Network Architecture

In this experiment, we compare the performance of the learned metrics with respect to
the number of layers in their network. We also assess the effectiveness of combining
metrics and/or feature scores into a composite metric through learning. For this purpose,
we used three experimental settings: a linear combination of features (with no learning),
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Table 7.3: Caption-level correlation of LCEval on COMPOSITE test set using different
pre-trained word embeddings for the semantic feature ‘MOWE’. For all the experiments
we use FastText, as LCEvalFastText achieves the best performance.

Metric Pearson Spearman Kendall
LCEvalGloV e 0.553 0.530 0.414
LCEvalWord2vec 0.558 0.537 0.417
LCEvalFastText 0.562 0.543 0.418

one-layer neural network, and multilayer architectures which include the proposed two-
layer (one hidden layer) architecture and a three-layer (two hidden layers) architecture. The
learned and handcrafted composite metrics (baselines) are tested for their caption-level
correlation using the COMPOSITE dataset (see Sec. 7.4.5) consisting of caption-level
human judgements. We report the Kendall’s τ correlation coefficient, which is computed
between the metric scores and human assessments scores for the test dataset.

The results are summarised in Table 7.2. The first column shows the metrics, the second
column shows the Kendall correlation of the metrics without any learning (using equal
weights for all features and metric scores). The remaining columns show the Kendall’s τ of
the learned metrics where the features are the same, but the number of layers in the network
are different. The learned metrics perform noticeably better than the ones which involve no
learning. The architecture based on the two-layers gives the optimal performance, adding or
reducing a layer to it yields a drop of 0.01τ and 0.043τ respectively in the case of LCEval.
Therefore, we choose a two-layer architecture in our subsequent experiments.

7.5.2 Feature Analysis

In Section 7.3.2 we gave an overview of the three categories of linguistic features that we
use for our metric. In this experiment, we investigate the contribution of these features on
the caption-level correlation of our proposed metric. First of all, we train the metric using
all features and compare its performance to the commonly used handcrafted metrics on
COMPOSITE dataset (Sec. 7.4.5). We report Pearson’s p, Kendall’s τ and Spearman’s r
correlation coefficients for commonly used caption evaluation metrics along with a newer
metric SPIDEr and our recently proposed learned metric NNEval [S. Liu et al. 2016].
The Table 7.4 shows that LCEval, trained using all the features, significantly outperforms
other handcrafted metrics and our previously proposed metric NNEval, in terms of linear
(Pearson) and rank based (Spearman and Kendall) correlations.

Next, we train our metric using the features belonging to each of the three main groups
(Lexical, Semantic or Syntactic) separately i.e., using one group of features at a time.
Then, we train the metric by keeping the features from any two groups and leaving out
the third one. Table 7.5 presents the variations in the Kendall’s τ correlation coefficients
on COMPOSITE test set (Sec. 7.4.5), highlighting the significance of each category of
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Table 7.4: Caption-level correlation of evaluation metrics with human quality judgments
on the test set (Sec. 7.4.5). All p-values (not shown) are less than 0.001

Metric Pearson Spearman Kendall
BLEU1 0.170 0.251 0.191
BLEU4 0.290 0.281 0.213
ROUGEL 0.381 0.376 0.279
METEOR 0.411 0.447 0.341
CIDErD 0.391 0.450 0.342
SPICE 0.440 0.453 0.349
SPIDEr 0.415 0.468 0.357
WMD 0.405 0.431 0.328
NNEval 0.528 0.513 0.396
LCEval 0.562 0.543 0.418

Table 7.5: A comparison of the impact of three different feature groups on the learned
metric in terms of the Kendall’s τ correlation coefficient

Feature
Group

Remove
this group

Use only
this group

All Features - 0.418
Semantic 0.387 0.372
Lexical 0.366 0.409
Syntactic 0.413 0.298

features. Our choice of correlation coefficient (Kendall’s τ ) for reporting caption-level
correlation is consistent with [Cui et al. 2018] and [Anderson et al. 2016b]. Out of the three
groups of features, the learned metric relies heavily on the lexical comparisons against
caption references. Using just the features of this group, the caption-level correlation stands
at a significant 0.409. Whereas without using lexical features, a steep drop in correlation is
observed. Removing the features of the other groups also lowers the correlation, but the
drop is marginal when we exclude syntactic features. However, this does not mean that
syntactic features are not informative, since the highest correlation of 0.418 is only achieved
by using all the features (including syntactic ones). See Appendix B for qualitative results
and the extended version of Table 7.5.

Note that HWCM based syntactic features have never been used for caption evaluation.
We report the Kendall’s τ of the scores generated by these measures against the human
judgements on our test. The standalone HWCM features that use dependency relationships

Table 7.6: Kendall’s τ correlation of HWCM score for different head word chain lengths
on the test set (Sec 7.4.5). Notice that it performs better than some of the metrics that are
reported in Table 7.4

Chain Depth 1 2 3 4
HWCM 0.292 0.297 0.293 0.291
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correlate better with human judgements as compared to the commonly used metrics, such
as BLEU and ROUGEL.

Figure 7.8: Relationship between caption-level correlation (Kendall’s τ ) and accuracy of
caption evaluation metrics trained on different feature sets.

Classification Accuracy Vs. Caption-level Correlation

We also analyse the relationship between the Kendall’s τ correlation coefficient and the
classification accuracy of the metrics trained using different feature sets. We evaluate both,
the caption-level correlation and the validation accuracy on COMPOSITE dataset (Sec.
7.4.5). As shown in Figure 7.8, metrics showing a higher correlation also achieve a higher
classification accuracy. From the same figure, one can also observe a linear relationship be-
tween correlation and classification accuracy. LCEval achieves the best overall correlation,
as well as the best classification accuracy on the test set. This illustrates that a metric which
achieves a higher classification accuracy also attains a stronger correlation with human
judgements.

7.5.3 Pairwise Classification Accuracy

We follow the framework introduced in [Vedantam et al. 2015] to analyse the ability of
metrics to discriminate between a pair of captions with reference to the ground truth captions.
We follow the same original approach of [Vedantam et al. 2015], using PASCAL50S
(Sec. 7.4.5) to assess the accuracy of the metrics and report them in Table 7.7. The slight
variation from the previously reported results in [Vedantam et al. 2015] and [Anderson
et al. 2016b] might be due to the randomness in the choice of reference captions.
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Table 7.7: Comparative accuracy results on four kinds of caption pairs tested on PAS-
CAL50S

Metric HHC HHI HM MM AVG
BLEU1 53.5 95.6 91.1 57.3 74.4
BLEU4 53.7 93.2 85.6 61.0 73.4
ROUGE 56.5 95.3 93.4 58.5 75.9
METEOR 61.1 97.6 94.6 62.0 78.8
CIDErD 57.8 98.0 88.8 68.2 78.2
SPICE 58.0 96.7 88.4 71.6 78.7
SPIDEr 56.7 99.0 91.0 69.1 78.8
WMD 56.2 98.4 91.7 71.5 79.5
Semantic 59.7 98.7 91.6 72.4 80.6
Syntactic 58.6 95.5 91.1 60.6 76.4
Lexical 62.8 96.1 82.4 60.1 75.3
Sem-Syn 57.1 99.2 91.2 68.4 79.0
Sem-Lex 62.7 97.8 90.1 63.8 78.6
Syn-Lex 63.4 97.5 92.4 62.2 78.9
NNEval 60.4 99.0 92.1 70.4 80.5
LCEval 64.0 97.6 90.1 65.4 79.3

The results in Table 7.7 show the accuracy of the handcrafted metrics as well as the
learned metrics, which were trained using three different feature sets. The top segment
of the table shows the results of the handcrafted metrics, the middle segment shows the
results of the learned metrics, designed using specific set of features. The last segment
shows the learned metric LCEval trained using all the features. In the middle segment
of Table 7.7, the names indicate the group of features that are used to train that metric.
For example Semantic means that the metric is trained using only the semantic features.
NNEval [Sharif et al. 2018c] was trained using a group of semantic and lexical features as
discussed in [Sharif et al. 2018c]. Thus, NNEval can be regarded as a special case of the
Sem-Lex category. Note that the lexical and semantic features used in NNEval are different
from the ones used in this work.

It can be observed from Table 7.7 that on average, the learned metrics achieve a higher
accuracy (80.6 and 80.5 in the case of Semantic and NNEval respectively) compared
to the handcrafted metrics. Though the learned metrics were trained using a simple
training criteria i.e., to distinguish between good and bad quality captions, they still achieve
reasonable accuracy in ranking captions which vary in quality. Another point to be noted
is that the metrics that are trained with different features might learn different classification
boundaries, which would impact on their ability to differentiate between caption-pairs.
Moreover, there is no single metric, either learned or handcrafted, which produces the best
performance across all categories. This shows that features have to be engineered for each
task specifically if a high performance is required for that particular task.

The Semantic learned metric achieves the best accuracy in differentiating between
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Table 7.8: Comparative accuracy results on two kinds of caption pairs tested on AB-
STRACT50S

Metric HHC HHI AVG
BLEU1 49.0 88.5 68.8
BLEU4 51.5 81.0 66.3
ROUGEL 52.0 82.0 67.0
METEOR 48.5 46.5 47.5
CIDErD 50.5 78.5 64.5
SPICE 56.0 86.5 71.3
SPIDEr 58.0 91.5 74.8
WMD 50.0 93.5 71.8
Semantic 53.0 94.0 73.5
Syntactic 64.5 88.5 76.5
Lexical 55.5 86.5 71.0
Sem-Syn 52.5 93.5 73.0
Sem-Lex 57.5 91.0 74.3
Syn-Lex 57.5 86.0 71.8
NNEval 55.0 86.0 70.4
LCEval 58.3 94.0 76.1

Machine-Machine Correct captions. This metric learned to differentiate between human
and machine captions based on their semantic properties, and is able to distinguish between
two machine generated captions by exploiting the very same (semantic) properties. It can
also be observed that amongst the handcrafted metrics, SPICE, which itself is a semantic
measure, is the best at classifying machine from machine captions. This portrays the
importance of using semantic information for assessing machine captions. The machine
captions for PASCAL50S were sourced from five different captioning systems i.e., Babytalk
[Kulkarni et al. 2013], Midge [M. Mitchell et al. 2012], Story [Farhadi et al. 2010], Video
[M. Rohrbach et al. 2013] and Video+ [M. Rohrbach et al. 2013], all of which usually
generate syntactically correct captions. The candidate captions differ in terms of adequacy
(mentioning of the correct content). Since SPICE primarily focuses on the visual content
(objects, attributes and relations) rather than syntax, it does a good job at differentiating
between such captions.

HM is the only category in which handcrafted features perform better than the learned
metrics. Surprisingly BLEU1, which is a simple word matching based metric, performs
better than other handcrafted measures, such as CIDErD and SPICE. METEOR, which is
an advanced version of unigram matching, uses synonyms and lemmas and achieves the
best accuracy of 94.6%. To our surprise LCEval showed a comparatively low performance
in HM category. Therefore, we did some further investigation to understand the reasons
behind this issue. In the HM category, around 98 out of 1000 machine captions were miss-
classified by LCEval to be better than the human generated captions. Since the classification
between human and machine captions is not an easy task, even for humans, we investigated
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Figure 7.9: shows an image (a), corresponding correct caption (b), distracted versions of
the correct caption (c), and the type of distraction in each caption (d).

the human judgments in this category and found that for a total of 1000 pairs of human
and machine captions, only 177 caption pairs have a unanimous human judgment (i.e., all
the judges agreed on one caption being better than the others). However, for rest of the
823 pairs, at least one human judge disagreed with the other judges (i.e., in these cases the
humans were fooled by the machine examples, or may be the human generated ones were
not of that good quality to be easily judged better than the machine captions).

In the HHI category, learned metrics trained with a Sem-Syn group of features attain
the highest accuracy of 99.2%. In this category, all the metrics except for BLEU4 achieve
an accuracy greater than that of 95%, showing that all metrics are good at picking up
differences in such caption pairs.

HHC is one of the toughest category, because it requires a metric to detect subtle
differences in caption quality. It can be observed that four of the learned metrics (Lexical
(62.8%), Sem-Lex (62.7%), Syn-Lex (63.4%) and LCEval (64%)) beat the best performing
handcrafted metric METEOR, which has 61.1% accuracy in this category. LCEval in
particular achieves the best accuracy , which highlights the fact that using all features
is helpful in creating metrics which can differentiate between two good quality correct
captions.

Table 7.8 shows that amongst the learned measures, the variant of LCEval, which is
based on syntactic features, achieves the best performance in HHC category. This also
validates the effectiveness of the syntactic features in differentiating between the two good
quality captions. LCEval does not only show the best performance in HHI category, but
also achieves the second best average accuracy of 76.13%. We also observe that Semantic
achieves a strong performance in HHI category, which can be intuitively explained by the
fact that in order to differentiate between a correct and an incorrect caption, semantics
play an important role. This is one of the reasons why metrics that are based on semantic
features show a strong performance in HHI category. In the case where both captions are
correct, resorting to the similarity between the syntactic structure of the reference and
candidates can be useful. This is why we observe that syntactic features prove to be the
most useful in this case.

As evident from the results in Table 7.7 and Table 7.8, LCEval outperforms the hand-
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Table 7.9: Comparative accuracy results on various distraction tasks

Metrics Replace
Person

Replace
Scene

Share
Person

Share
Scene

Just
Person

Just
Scene AVG

BLEU1 84.9 78.1 87.5 88.2 87.5 98.4 87.4
BLEU4 85.9 75.2 83.5 82.4 54.9 67.7 72.1
ROUGEL 83.3 71.1 86.8 86.8 83.4 94.1 84.1
METEOR 83.7 75.1 92.4 91.4 91.9 98.4 89.3
CIDErD 89.9 95.0 94.1 93.1 73.3 81.5 85.7
SPICE 84.0 76.0 88.5 88.8 78.1 92.0 83.6
SPIDEr 89.7 95.0 94.7 93.6 76.6 86.1 89.3
WMD 87.6 87.8 94.3 92.5 86.3 96.9 90.9
Semantic 86.3 78.5 95.1 92.9 84.8 97.3 89.2
Syntactic 61.2 48.2 87.1 84.8 79.1 88.8 74.9
Lexical 60.1 80.1 88.2 86.3 94.8 98.7 84.7
Sem-Syn 89.2 88.5 95.4 93.3 83.2 93.0 90.4
Sem-Lex 80.7 85.6 93.0 91.1 94.3 98.6 90.7
Syn-Lex 76.0 82.4 90.9 89.3 90.4 94.8 87.3
NNEval 90.2 91.8 95.1 94.0 85.8 94.7 91.9
LCEval 81.2 85.9 92.7 91.4 92.1 97.8 90.2
#Instances 5,816 2,513 4,594 2,619 5,811 2,624 Total: 23,977

crafted metrics on average, taking the lead amongst all the metrics in the most difficult
category i.e., HHC of PASCAL50S. This shows that a careful selection of features can lead
to a better customized learned metric.

7.5.4 Robustness Analysis

To evaluate the robustness of the learned metrics against various sentence perturbations,
we use HODOSH dataset (see Sec. 7.4.5) which consists of images, each paired with
two candidate captions, one correct and the other incorrect (distracted version of correct
caption). A robust image captioning metric should choose the correct over the distracted
one.

The average accuracy scores for the evaluation metrics are reported in Table 7.9. The
last row of Table 7.9 shows the numbers of instances tested for each category. Overall, it
can be observed that the learned metrics outperform the handcrafted measures in terms
of average accuracy (NNEval 91.9%). Whereas amongst the handcrafted metrics, WMD
achieves the highest average accuracy.

NNEval achieves the highest accuracy when the perturbation is only limited to the
mention of a person, (i.e., Just-Person category) . Whereas CIDErD and SPIDEr achieve
the best performance in Just-Scene category. In Share Person/Scene category, where every
word in the caption except for the mentioned Person/Scene is different (or wrong), the
change is easily picked up by all the measures. Learned Semantic measures are the most
robust to such a perturbation, compared to Lexical and Syntactic learned measures. Though
combining semantic and syntactic measures (Sem-Syn)) further adds to their robustness
achieving 95.4% and 93.3% in the case of Share-Person and Share-Scene categories,
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Figure 7.10: Accuracy graphs with a variable number of reference captions for different
metrics.

respectively. In both Just-Person and Just-Scene categories, the learned Lexical metric
outperforms all the others, because the perturbed captions are based on noun phrase, and
the n-gram precision-based features prefer captions which have a higher n-gram overlap
with the reference.

Note that NNEval is the most consistent performer among all metrics. Overall, LCEval
also shows a decent performance, and is more robust compared to NNEval in the Just-
Scene and Just-Person categories. The results in Table 7.9 show that Sem-Lex achieves an
overall accuracy of 90.7, which is lower compared to the accuracy of NNEval i.e., 91.9. As
mentioned before, NNEval can be regarded as a special case of the Sem-Lex category. The
main differences in features between Sem-Lex and NNEval are MOWE and unigram recall,
which are both Bag-of-Word (BOW) based measures. Such measures are not that robust to
changes in the word order. As long as the candidate sentence contains the same words as
the reference caption, it is given a higher score by these measures (unigram precision and
recall, MOWE, etc.,), regardless of the word order. On the other hand, we observe that for
Just-Person and Just-Scene categories, the performance of unigram BOW like methods is
high, for example BLEU1, WMD and METEOR. This is because, word-matching based
measures such as BLEU1 penalize captions that do not contain the lexicons present in the
reference captions. Addition of unigram measures can be one of the reasons for the lower
robustness of LCEval compared to NNEval. Thus, we emphasize the importance of careful
feature engineering in order to make a strong learned composite measure. Moreover, the
shortcomings (of learned metrics) can be rectified by adding perturbed negative training
examples in the training set to help the metrics pay more attention to these fine details.

7.5.5 Impact of the Number of Reference Captions

In this experiment, we investigate the impact of the number of reference captions on the
accuracy of the proposed learned metric. For this purpose, we use PASCAL50S dataset,
which contains 50 reference captions per candidate caption pair. We evaluate the overall
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accuracy, as well as that of HHC category, since our metric outperforms other metrics
in this particular category. We evaluate our proposed metric along with other captioning
measures with up to 50 sentences used as a reference. We use a step size of two for this
test to reduce the overall overhead of the experiment, in particular, SPICE and METEOR
computations are time intensive.

From Figure 7.10, we observe that the overall accuracy of all the metrics improve for
the first 10 sentences. The accuracy of SPICE, SPIDEr and BLEU continue to improve up
to 50 references. From 1 to 12 sentences, the accuracy of LCEval improves from 0.740
to 0.804. However, it shows a decline in performance with a higher number of reference
captions. Since some of the features that are used for LCEval use a max operation over
multiple references (i.e., the reference that is the closest to the candidate is selected for
the similarity evaluation), the probability of matching a low quality reference increases
[Vedantam et al. 2015]. A similar phenomenon can be observed for the HHC accuracy
as well in Figure 7.10, where the accuracy improves from 0.570 to 0.653, by increasing
number of references from 1 to 12. However, beyond 12 sentences, the accuracy starts to
decrease. From this experiment, we come to an understanding that our learned metric is
sensitive to the quality and number of reference captions used. Moreover, using the max
operation over the reference captions limits the ability of the metrics to exploit a larger
number of reference captions. In future work, we would like to investigate the impact of
using max, min and mean across references (for the features of our metric) in detail. See
Appendix B for our preliminary results on using min and mean operation over the reference
captions.

Table 7.10: Kendall’s τ correlation of metrics trained using different machine examples

Metric Machine Model
Total

Training
Examples

Kendall
Correlation

LCEval (AA) Adaptive Attention (AA)
[J. Lu et al. 2017] 88,656 0.403

LCEval (SAT) Show Attend and Tell (SAT)
[Xu et al. 2015] 88,656 0.417

LCEval (ST) Show and Tell (ST)
[Oriol Vinyals et al. 2015] 88,656 0.421

LCEval
AA+ST+SAT [J. Lu et al.
2017], [Oriol Vinyals et al.
2015], [Xu et al. 2015]

132,984 0.418

7.5.6 Impact of Training Examples

In this experiment, we compare the performance of metrics that are developed using
different training examples, machine examples in particular. As described in Section 7.4.3,
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Table 7.11: Comparative accuracy results on four kinds of caption pairs tested on PAS-
CAL50S

Metric HHC HM MM AVG
LCEval (AA) 60.1 89.7 67.7 78.9
LCEval (SAT) 58.7 85.2 69.7 77.8
LCEval (ST) 61.6 86.7 69.7 79.0
LCEval 64.0 90.1 65.4 79.3

we use the captions of three machine approaches in our training set. The captions generated
by these approaches vary in quality, where “Adaptive Attention” (AA) captioning system [J.
Lu et al. 2017] has the best reported performance and “Show and Tell” (ST) [Oriol Vinyals
et al. 2015] attains the lowest evaluation score amongst the three. We create three separate
training sets, each containing the machine captions of only one of the three approaches. We
keep the human captions of these smaller training sets the same as the ones in our larger set,
so that we can study the influence of machine examples on the learned metric. We evaluate
the caption-level correlation of the metrics on the COMPOSITE set (Section 7.4.5) and
report the Kendall’s τ correlation coefficient in Table 7.10.

Although the metrics shown in Table 7.10, LCEval (AA), LCEval (SAT), and LCEval
(ST), were trained using only 66% of the data which was used to train LCEval, the smaller
training set size did not significantly impact on the caption-level correlation of the trained
metric. Therefore, we can say that the quality of the training examples is more important
than quantity. Moreover, the results suggest that it is helpful to include sentences from bad
systems. That is, having seen only good examples is more harmful than not having seen
training examples from a bad system.

As far as accuracy is concerned (See Table 7.11), training on only good examples de-
creases the ability of a metric to distinguish between machine-generated captions. Whereas
training on a good variety of machine generated captions improves the HM and HHC
classification accuracy.

Moreover, increasing the variety of examples would give LCEval the opportunity to
learn better. To ensure that the LCEval remains an effective predictor for modern systems
as they continue to improve, new training examples need to be added to the training set,
potentially with more powerful linguistic features for the metric to be re-trained. Though,
this would imply that as the metric is retrained over time, its scores will hold little absolute
meaning, but the advantages in regards to the fine-grained error analysis and adaptability
might be substantial.

7.5.7 Timing Analysis

In this experiment we analyze the execution time of the proposed metric LCEval against the
various existing metrics. The running times were recorded on 4000 captions of PASCAL50S
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test set. The evaluation scores of all the metrics were evaluated using one reference per
candidate caption. We performed this experiment on Core-i7, 3.5 GHz CPU with 64GB
DDR3RAM.We used theMSCOCO evaluation scripts for metrics such as BLEU, ROUGEL,
CIDEr, METEOR and SPICE. Whereas for WMD we used the Gensim library [Khosrovian
et al. 2008]. The only metrics that we implemented are n-gram precision, unigram recall,
MOWE and HWCM. Amongst the handcrafted measures, simple metrics such as ROUGE
and BLEU are the least time consuming, whereas complex metrics such as HWCM and
SPICE, which require linguistic parsers are the most time expensive.

The two learning bases measures that we analysed are NNEval and LCEval. We split
the execution times of these metrics into two phases: 1) feature extraction and 2) score
generation. LCEval-feature extraction represents the cumulative time that is required to
extract the scores of various measures that are used by the LCEval model as features.
Whereas LCEval-score generation indicates the time that is required to generate the metric
scores using extracted features. We can observe that the feature extraction time for LCEval
is 1.8 times more than that of NNEval. This is due to the fact that the number of features
used by LCEval are 3 times more than that of NNEval. However, the score computation
for LCEval is about 1.7 times faster than NNEval. This is mainly due to the fact that the
network used for LCEval is much simpler (12 nodes, 1 hidden layer), compared to NNEval
(72-72 nodes, 2-hidden layers).

We do realize that handcrafted metrics are less time expensive than the learned ones,
but that comes at the cost of lower caption and system-level correlation (see Sec. 7.5.2
and 7.5.8). The main bottleneck in learned measures is the feature extraction phase, which
can be optimized either by using less time expensive features or using more optimized
implementations. However, the focus of this work was on maximizing the correlation rather
than optimizing the feature extraction process for lower computational costs.

7.5.8 System-Level Correlation

We also evaluate the system-level correlation of our metric to compare various handcrafted
and learned metrics. For this experiment, we use human judgements collected in the 2015
COCO Captioning Challenge for 12 teams who participated in this captioning challenge.
We report M1: Percentage of captions that are evaluated as better or equal to human caption,
M2: Percentage of captions that pass the Turing Test, M3: Average correctness of the
captions on a scale of 1-5 (incorrect - correct), M4: Average amount of detail of the captions
on a scale of 1-5 (lack of details - very detailed) and M5: Percentage of captions that are
similar to human description. While M1 and M2 were used to rank the captioning models
in the COCO challenge, M3, M4 and M5 were intended for an ablation study to understand
the various aspects of caption quality.

The human judgements were collected on MSCOCO test set, which is not publicly
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Table 7.12: Execution times of various metrics on PASCAL50S dataset

Metric Time
(secs)

METEOR 007.92
SPICE 095.60
BLEU4 000.32
N-gram Precision (0 < n < 5) 000.30
Unigram Recall 000.10
ROUGEL 000.16
CIDErD 015.73
WMD 003.23
MOWE 045.50
HWCM 060.30
NNEval-score generation 000.63
NNEval-feature extraction 122.73
LCEval-score generation 000.37
LCEval-feature extraction 228.83

available. Therefore, as done in the literature [Cui et al. 2018] we perform our experiments
on the COCO validation set. We use the captions of 12 captioning systems, who submitted
their results on the validation set for the 2015 COCO captioning challenge. We also assume
that the human evaluations on test set and validation set are fairly similar, as assumed in
[Cui et al. 2018].

In the Table 7.13, we report Pearson’s p to keep the choice of correlation coefficient
consistent with [Anderson et al. 2016b] and [Cui et al. 2018] for scoring captioning metrics.
Kendall and Spearman rank correlations reflect the similarity of the pairwise rankings,
whereas Pearson’s p captures the linear association between data points. Following the
guidance of Dancey and Reidy [Dancey and Reidy 2004] to classify the strength of correla-
tions, which states that a coefficient of 0.0-0.1 is uncorrelated, 0.11-0.4 is weak, 0.41-0.7 is
moderate, 0.71-0.90 is strong, and 0.91-1.0 is perfect, LCEval shows a strong correlation
with human judgments in both M1 and M2 categories. We also report the correlation of
a recently proposed learned measure LIC [Cui et al. 2018] , which shows a competitive
performance. However, LIC(DA) was trained on one half of the MSCOCO validation set
using data augmentation, and evaluated on the other half. LCEval is trained on Flickr30k
dataset without any data augmentation and performs better than all other measures, as well
as LIC (trained without data augmentation) in three out of five categories.

7.6 Conclusion and Future Work

We propose LCEval, a learned metric which measures the quality of a caption based on
various linguistic aspects. Our empirical results demonstrate that LCEval correlates with
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Table 7.13: Pearson’s p correlation of various evaluation metrics against 12 competition
entries on the COCO validation set [Cui et al. 2018]. Our reported scores with a * differ
from the ones reported in [Cui et al. 2018] M1: Percentage of captions that are evaluated as
better or equal to human caption. M2: Percentage of captions that pass the Turing Test. M3:
Average correctness of the captions on a scale of 1-5 (incorrect - correct). M4: Average
amount of detail of the captions on a scale of 1-5 (lack of details - very detailed). M5:
Percentage of captions that are similar to human description.

M1 M2 M3 M4 M5
Metric p p-value p p-value p p-value p p-value p p-value
BLEU1 0.12 0.69 0.14 0.66 0.55 0.05 -0.52 0.07 0.24 0.43
BLEU4 -0.02 0.95 -0.01 0.99 0.46 0.11 -0.58 0.04 0.14 0.65
ROUGEL 0.09 0.77 0.10 0.75 0.53 0.06 -0.53 0.07 0.21 0.49
METEOR 0.61 0.03 0.59 0.03 0.81 0.00 0.09 0.78 0.69 0.01
CIDErD 0.47* 0.13* 0.50* 0.10* 0.86* 0.00* -0.15* 0.63* 0.53* 0.08*
SPICE 0.76* 0.00* 0.75* 0.01* 0.79* 0.00* 0.16* 0.42* 0.74* 0.01*
WMD 0.68 0.02 0.71 0.01 0.89 0.00 -0.28 0.37 0.72 0.01
LIC/
LIC (DA)

0.82/
0.94 0.00 0.81/

0.96 0.00 0.43/
0.72

0.14/
0.01

0.84/
0.63

0.00/
0.03

0.70/
0.87

0.01/
0.00

NNEval 0.69 0.01 0.69 0.01 0.84 0.00 -0.22 0.49 0.69 0.01
LCEval 0.86 0.00 0.82 0.00 0.70 0.01 0.18 0.59 0.78 0.00

human judgments better than the existing metrics at the caption level, and also achieves a
strong system-level correlation. Our proposed framework facilitated the incorporation of
various useful features which contributed towards the successful performance of our metric.
We carried out a detailed analysis of the impact of various features on the caption-level
correlation, the classification accuracy and robustness. Our results show that with careful
feature engineering, task specific learned metrics can be successfully designed.

We tested three types of linguistic features and out of these, the lexical features were
found to be the most influential in the improvement of the caption-level correlation. The
semantic and the syntactic features also carry useful information, and using only these for
the proposed learned metric yields a correlation of 0.366 on the test set, which is higher
than the correlation of individual handcrafted features. Using all three features together
lead to a much stronger metric, compared to the handcrafted measures. However, our
ablation analysis suggests that there might be some informational redundancies in the full
feature set, which can be investigated in future work.

In terms of differentiating a pair of captions on the basis of quality, no single metric
(either learned or handcrafted) was able to perform consistently well in all of the tested
categories. This shows that features have to be engineered for each specific task if a high
performance is required for that particular task. The same holds true for robustness, as
no learned metric consistently outperforms all the others, in all of the categories. This
highlights a limitation of the learned metrics i.e., they are not robust to all different types
of sentence perturbations. These shortcomings of the learned metrics can be resolved by
adding perturbed negative training examples in the dataset, to help the metrics pay more
attention to the fine details. Training examples play a significant role in the improvement of
the robustness to sentence perturbations, and towards the overall performance of LCEval.
Our analysis also revealed that the quality of the training examples is more important than
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its quantity.
An important aspect of learning approach to caption evaluation is customization, which

learned measures can provide on top of improving the correlation with human judgments.
Features can be added or fine-tuned to specifically improve the metrics sensitivity towards
certain aspects of caption quality such as adequacy, fluency or acceptability. Moreover, as
the captioning systems continue to improve, more powerful features can be incorporated or
designed to maintain or even improve the sensitivity of the metric to distinguish between
captions. On top of that, adding training examples from newer systems will also improve
the discriminatory power of the metric.

In future, we plan to investigate the performance of our proposed metric on multilingual
captions. We have released our code4 and hope that it will lead to further development
of learning-based evaluation metrics and contribute towards fine-grained assessment of
captioning models.

4https://github.com/NaehaSharif/LCEVal
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Chapter 8

WEmbSim: A Simple yet Effective
Metric for Image Captioning

‘When you first start off trying to solve a problem,
the first solutions you come up with are very complex, and most people stop there.

But if you keep going, and live with the problem and peel more layers of the onion off,
you can often time arrive at some very elegant and simple solutions.’

Steve Jobs

8.1 Introduction

Automatic caption evaluation is a challenging task which seeks to score machine generated
captions on their quality. Due to a surge of interest in image captioning over the past
few years [M. Hossain et al. 2019], the development of effective evaluation metrics has
become increasingly pressing. Human assessments are considered the gold standard for
the evaluation task. However, obtaining human scores for captions is time-consuming and
resource intensive.

Automatic evaluation metrics in contrast are more efficient and cost-effective. However,
to serve as a replacement for humans, automatic measures are desired to generate human-
like assessments such that their evaluation scores are consistent with human judgments. A
number of sophisticated evaluation metrics have been proposed for captioning, amongst
which some are borrowed from relevant domains, such as Machine Translation and others
are developed specifically for captioning [Kilickaya et al. 2017], [Sharif et al. 2018b]. While
captioning specific metrics such as SPICE [Anderson et al. 2016a] and CIDEr [Vedantam
et al. 2015] have shown improved performance over the ones adopted from other domains,
there is still no consensus on a single metric that gives near human performance.

A general inclination of the research community towards sophisticated and intricately
crafted measures tends to overlook the efficacy and usefulness of simple methods. To
avoid this trap of ‘complex is better’, our research is inspired by the principle of Parsimony

154



8.1. INTRODUCTION

Figure 8.1: An overview of the proposed evaluation metric. The candidate and reference
captions corresponding to an image are embedded into a Mean of Word Embeddings
(MOWE) space. The evaluation score of a candidate caption is the cosine similarity
between its MOWE and that of the reference caption.

(Occam’s razor) [Sober 1981]. This principle is interpreted as ‘a simple solution is better
than a complex one’. Thus, if two methods give near equal performance, then one should
prefer the simpler one. Our motivation in this work is to propose a simple, intuitive, yet
effective metric, that can serve as a strong baseline for caption evaluation, and also be used
as a good feature for supervised measures.

In this chapter, we present WEmbSim to evaluate machine generated captions. The
key idea is to embed the captions into a semantic embedding space and then to assess the
similarity between caption embeddings. There are various ways to embed sentences in
a vector space. Sent2vec [Pagliardini et al. 2017] is one such example, which requires a
pretrained model to generate sentence embeddings. In this work, we adopt the simplest
sentence embedding model to represent captions i.e., the representation of captions is
obtained through the mean of word embeddings (MOWE). By word embeddings, we mean
a family of learned distributed vector representations based on sound language models,
such as Word2vec [Tomas Mikolov et al. 2013a] and ELMo [Peters et al. 2018].

The strength of Word Embeddings in terms of capturing semantics has been extensively
verified in literature [Gladkova et al. 2016], [Tshitoyan et al. 2019]. Moreover, Sums of
Word Embeddings (SOWE) have been successfully used as representations in a number of
areas [D’Haro et al. 2019], [Kågebäck et al. 2014]. We show that using the cosine distance
between the MOWE of the candidate and reference caption gives a score that is correlated
to human evaluations on the captions quality. To the best of our knowledge, this is the first
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Figure 8.2: Block diagram showing howWEmbSim is used to score one candidate caption
(C) against four reference captions R1, R2, R3, R4.

work which evaluates the performance of such metric for image captioning, using various
pre-trained word embeddings across a number of benchmark datasets.

For our experiments we make use of pre-trained word embeddings from Word2vec
[Tomas Mikolov et al. 2013a], GloVE [Pennington et al. 2014], FastText [Bojanowski et al.
2017a] and ELMo [Peters et al. 2018]. We do not use the recently proposed language
representation model BERT [Devlin et al. 2018] as it is primarily a fine-tuning based
model for applying pre-trained language representations to downstream tasks. Our focus
is towards using feature-based strategies for language representations such as ELMo and
Word2vec, to avoid the overhead of including the Transformer-based architecture in our
caption evaluation task.

Our contributions in this chapter are as follows:

• We propose a simple yet effective unsupervised metric WEmbSim for automatic
caption evaluation.

• To demonstrate the strong performance of WEmbSim compared to rival methods,
we evaluate its system-level correlation and accuracy in terms of matching human
consensus scores for caption pairs.

• We analyze the robustness of our proposed metric to various sentence perturbations.

• We also examine its usefulness and complementarity to the existing measures.
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8.2 Related Literature

• Captioning Vs. Machine Translation:

Caption generation has similarities to other natural language generation tasks, in
particular machine translation and abstractive summarisation. Image captioning can
be thought of as translating images into text. However, not all the contents of an
image should be described in the caption: it is expected that the background for
example would not be described except if it were particularly relevant to the main
action occurring in the image.

Given the similarities to machine translation and abstract summarisation, it is natural
to expect that metrics for those tasks would be useful for the evaluation of captions.
However, there are some important differences in the generated text. First, captions
are normally short, single sentences; rather than paragraphs of complex sentences.
Second, the possible text of captions is restricted by the domain of things that people
photograph. While almost any idea can be put in text and translated; there are a wide
range of subjects from intangible concepts to non-visually-interesting events, that
will never be photographed, and thus never need captions generated for them.

• Automatic Evaluation Metrics:

A number of automatic evaluation metrics have been proposed for captioning, which
can be categorized into supervised [Sharif et al. 2018c], [Sharif et al. 2019], [Cui
et al. 2018] and unsupervised [Vedantam et al. 2015], [Anderson et al. 2016a], [S.
Liu et al. 2017] methods. The work presented here, falls in the latter category.

– Textual Similarity-based Metrics: Majority of existing caption evaluation
metrics capture the linguistic correspondence between the candidate and the
reference captions to generate an assessment score. Metrics such as BLEU
[Papineni et al. 2002b], METEOR [Banerjee and Lavie 2005] and CIDEr
[Vedantam et al. 2015] measure the n-gram overlap between the candidate and
reference captions for evaluation. Such n-gram based metrics rely on word
overlaps, therefore, their performance is dependent on the representativeness of
the set of reference captions. However, exploiting linguistic information beyond
the lexical level, i.e. using pre-trained embeddings helps remedy this issue
by extending the reference lexicon. Thus, we believe that metrics which are
based on distributed sentence representations are more promising for caption
evaluation.

SPICE [Anderson et al. 2016a], which is a sophisticated semantic metric,
estimates the caption quality using a graph-based representation of captions.
It relies on semantic parsers and completely ignores the syntactic quality of
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candidate captions. However, the competitive performance of SPICE shows
that measuring the similarities between the semantic representation of captions
is useful for caption evaluation. WMD [Kusner et al. 2015b], which is an
embedding-based measure, was originally proposed to measure document
similarity. It tends to overly penalize candidate captions which are shorter in
length compared to the reference captions [Sharif et al. 2018b]. Moreover, it is
also computationally expensive compared to WEmbSim (Sec. 8.3.3).

– Visual Content-based Metrics: TIGEr [M. Jiang et al. 2019] and VIFIDEL
[Madhyastha et al. 2019] are recently proposed metrics which use image content
for caption evaluation. TIGEr uses a sophisticated pipeline to project the image
(source) and text (target) into a common semantic space for quality assessment.
VIFIDEL is an extension of WMD and uses word embedding’s as a bridge
for matching content in images and textual descriptions. The performance of
TIGEr and VIFIDEL is highly dependent on correct visual detections. VIFIDEL
prefers systems that just spit out correct object detections. Thus blurring the
line between a list of object detections and captions.

– Textual Vs. Visual Content-based Metrics: Majority of the caption evalua-
tion measures rely on textual similarity to assess the caption quality, presuming
that the reference caption sufficiently reflects the visual information. Thus,
the quality of references play a crucial role in the case of text-similarity based
measures. However, similar is the case with visual evaluation methods such
as VIFIDEL which relies on visual detectors to accurately detect the objects.
Moreover, comparing visual (source) and textual (target) information is not a
straightforward task, and greatly adds to the complexity.

– Supervised Metrics: Supervised metrics such as NNEval [Sharif et al. 2018c]
and LCEval [lceval] combine existing metrics into a single unified measure,
which has shown improvement in performance. However, the drawbacks of
learned metrics are their high complexity and subjectivity to the training exam-
ples.

• Sums of Skip-gram-like Embeddings:

The general idea of using sums of skip-gram-like embeddings to represent the mean-
ing of phrases was presented in [Tomas Mikolov et al. 2013c]. FastText, GloVE
and Word2vec are all skipgram-like, in that they have a linear relationship between
the input embedding and the log of the probability of co-occurring words. Due to
this linear-log relationship, a sum of embeddings has an approximately linear-log
relationship with the probability of words co-occurring with all the words in the sum
(i.e., the intersection of the individual concurrences). This is similar to what would
be predicted by a skip-gram-like formulation if the phrase being embedded had been
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treated as a single token. Thus by the distributional hypothesis (‘Words that occur in
the same context tend to have similar meaning’ [Harris 1954]), such a sum of words
is expected to characterize the sentence meaning.

Authors in [Kågebäck et al. 2014] considered a similar approach to measure the
sentence similarity as part of their method for extractive summarisation. They
found that using sums of embeddings, rather than more complex methods to generate
sentence representations gave a superior performance. Authors in [White et al. 2015b]
and [Ritter et al. 2015b] found that the idea of using simple mean of embeddings
shows strong performances in capturing sentence meaning.

• Cosine Similarity:

The use of the cosine similarity as a measure of correspondence between natural
language strings, dates back to the work of [Dumais et al. 1988] on latent semantic
indexing (LSI). This approach was used in information retrieval to find the most
similar documents, based on LSI matrix. LSI vectors are dimensionally reduced
word-document occurrence matrices, which often use a weighting that is proportional
to point-wise mutual information (e.g., tdf-if). Skip-gram-like word embeddings are
effectively dimensionally reduced word-word occurrence matrices, using a weighting
that is proportional to the point-wise mutual information [Levy and Goldberg 2014].

The efficacy of sums of embeddings as sentence representations has been advocated in
a number of research areas [D’Haro et al. 2019], [Kågebäck et al. 2014]; and the cosine
similarity has been very commonly used as a measure [Reisinger andMooney 2010], [White
et al. 2018]. Despite the success of simple mean of embeddings-based measures in other
related domains, their effectiveness for image caption evaluation has never been analyzed.
To the best of our knowledge, this is the first work which evaluates the effectiveness of such
a measure for captioning, across a number of benchmark datasets.

An unpublished concurrent work [T. Zhang et al. 2019b] uses pre-trained BERT em-
beddings and token-level computations to evaluate the similarity between two captions. In
contrast, our metric is based on sentence-level representations, and is comparatively simpler.
We focus on using feature-based strategies for language representations such as ELMo and
Word2vec to avoid the overhead of including the Transformer based encoder architecture,
which is used by BERTScore. Moreover, what we are proposing is a framework, which is
not confined to a particular embedding technique.

8.3 The Proposed Metric

WEmbSim is a cosine similarity based measure which uses the mean of word embeddings
for caption evaluation. WEmbSim is defined mathematically as follows. For a set of
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reference captions R, and a candidate caption to be evaluated C = [w1, w2, . . . , wn], we
define the function ṽ(·) which maps a caption to a vector via the mean of word embeddings
representation using the embedding matrix V .

ṽ(C) =
1

n

∑
∀wi∈C

V:,wi
(8.1)

Using this, and the cosine similarity function:

cossim

(
ã, b̃

)
=
|ã · b̃|
|ã||b̃|

(8.2)

We define the scoring function as:

Score(C | R) = Combine
∀Ri∈R

cossim

(
ṽ(C), ṽ(Ri)

)
(8.3)

The scoring function is defined in terms of the combining rule. The combining rule
specifies how to combine the scores for multiple references. The similarity is defined
between two captions, and as in caption evaluation usually multiple references are provided,
thus the scores must be combined. It is standard in other similar methods, such as METEOR
[Banerjee and Lavie 2005] to use max as the combining function [Banerjee and Lavie
2005]. This corresponds to being generous with the score i.e., it is acceptable to be at least
similar to one of the reference captions.

The alternative approach is to use min which requires the candidate to be similar to all
of the reference captions since it reports the worst score. In contrast, using the mean strikes
a balance between the two. We investigated all three i.e., max, mean and min, however, for
brevity, we report the results for using the mean combining function for WEmbSim, as
mean shows consistently better performance than either min and max.

8.3.1 Pre-trained Embeddings

We use off-the-shelf pre-trained embeddings, without any fine tuning for this task. The
details of the embeddings we used in our investigations are given in Table 8.1. For ELMo,
we use the representations from the lowest layer of BiLM [Peters et al. 2018], as they show

Table 8.1: The details of the pre-trained embeddings used in our investigations.

Name Source Dims Corpus Vocab. Size

GloVE 840B [Pennington et al. 2014] 300 Common Crawl 2 · 106

Word2vec [Tomas Mikolov et al. 2013a] 300 Google News (100B) 3 · 106

FastText [Bojanowski et al. 2017a] 300 Wikipedia 3 · 106

ELMo [Peters et al. 2018] 1,024 1B Word Benchmark 8 · 105
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consistently better performance on our test datasets, compared to the other two higher layers
or a linear combination of the three layers. As discussed in [Peters et al. 2018], the lower
level LSTM states capture syntactical aspects of a sentence. For our captioning datasets,
syntactic information proved to be more useful in differentiating between captions. We
evaluate WEmbSim using different embedding to assess how various embeddings affect its
performance.

8.3.2 Preprocessing

We perform preprocessing of the captions to convert them to a MOWE representation. We
remove stop words, using the standard NLTK [Bird and Loper 2004] stop-word list. We
found in preliminary investigations that removing stop-words gives a small improvement
across the board for all embeddings. We also remove any words that are outside the pre-
trained vocabulary for the embeddings. We conducted some investigations into using
char-ngram embeddings for out-of-vocabulary words; we however achieved only a very
small improvement, as rare and stop words contribute little to the performance. Therefore,
for simplicity we do not use these methods in our experiments.

8.3.3 Complexity Analysis

Our proposed metric WEmbSim, superficially sounds similar to the Word Mover’s Distance
(WMD) proposed by [Kusner et al. 2015b]. Both methods use word embeddings to compute
the similarity of natural language. However, WMD is a much more complex method, as
it attempts to attribute the distance at the word level. Whereas our proposed method
WEmbSim, just uses the mean of the word embeddings to embed sentences and measures
the similarity between sentence embeddings. WMD has time complexity per pairwise
evaluation O(p3 log p), in contrast per pairwise evaluation time complexity of WEmbSim
is O(p2), where p is the length of the captions. WEmbSim is much more similar to the
lower bound that [Kusner et al. 2015b] places on WMD, which is referred to as the word
centroid distance.

8.4 Experiments and Results

In this section we present the details of the four different experiments that we performed to
validate the effectiveness of our proposed metric. Since our metric falls in the category of
unsupervised textual-comparison metrics, we compare its performance to other commonly
used image captioning metrics, which belong to the same category.
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Table 8.2: Pearson’s p correlation of commonly used evaluation metrics against 12 com-
petition entries on the COCO validation set [Cui et al. 2018]. Our reported scores with
a * differ from the ones reported in [Cui et al. 2018] M1: Percentage of captions that are
evaluated as better or equal to human caption. M2: Percentage of captions that pass the
Turing Test. Highest correlation values are shown in boldface.

M1 M2
Metric p p-value p p-value
BLEU4 -0.02 0.95 -0.01 0.99
ROUGEL 0.09 0.77 0.10 0.75
METEOR 0.61 0.03 0.59 0.03
CIDEr 0.47* 0.13* 0.50* 0.10*
SPICE 0.76* 0.00* 0.75* 0.01*
WMD 0.68 0.02 0.71 0.01
WEmbSimE 0.47 0.13 0.48 0.12
WEmbSimG 0.80 0.00 0.76 0.00
WEmbSimW 0.71 0.01 0.64 0.02
WEmbSimF 0.83 0.00 0.76 0.01

8.4.1 System-level Correlation

Strong correlation with human judgments is considered one of the most important qualities
of an automatic evaluation metric [Y. Zhang and Vogel 2010b]. We investigate the system-
level correlation of our proposed metric against the human assessments. Since image
captioning metrics are used to evaluate captioning systems, it is therefore important to
compare metrics in terms of their system-level performance.

For this experiment we use the system-level manual evaluations of 12 teams that
participated inMSCOCOCaptioning Challenge and submitted their results on the validation
set. Similar to [Cui et al. 2018], we assume that the manual assessments on the validation
and test set are fairly similar. In Table 8.2 we report Pearson’s p against M1 and M2
human assessments, which were used to rank the captioning models. Where, M1 is the
‘percentage of captions that are evaluated as better or equal to human captions’ and M2 is
the ‘percentage of captions that pass the Turing test’.

In Table 8.2, we report four variants of ourmetric; WEmbSimE, WEmbSimG, WEmbSimF

and WEmbSimW, which use ELMo, GloVe, FastText and Word2vec respectively. Table 8.2
shows that our best performing metric WEmbSimF significantly outperforms all existing
handcrafted metrics, achieving a correlation of 0.834 and 0.755 with human judgments M1
and M2 respectively.

8.4.2 Pairwise Classification Accuracy

We also evaluate the accuracy of our proposed and several other key metrics at matching
human consensus score for candidate captions. For this experiment we use PASCAL-50S
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Table 8.3: Pairwise classification accuracy on two different tasks reported on ABSTRACT-
50S and PASCAL-50S [Vedantam et al. 2015]. The highest accuracy for each task is shown
in bold face.

Metric ABSTRACT-50S PASCAL-50S Avg.

HHC HHI HHC HHI
BLEU4 51.5 81.0 53.7 93.2 69.9
ROUGEL 52.0 82.0 56.5 95.3 71.5
METEOR 48.5 46.5 61.1 97.6 63.4
CIDEr 50.5 78.5 57.8 98.0 71.2
SPICE 56.0 86.5 58.0 96.7 74.3
WMD 50.0 93.5 56.2 98.4 74.5
WEmbSimE 55.5 94.5 56.5 98.3 76.2
WEmbSimG 56.0 89.5 58.0 97.6 75.3
WEmbSimW 57.5 90.5 59.3 98.9 76.6
WEmbSimF 60.5 90.0 60.9 98.1 77.4
# Instances 1000 1000 1000 1000 4000

and ABSTRACT-50S [Vedantam et al. 2015] datasets, which contain human consensus
judgments for pairs of captions. The human scores for the candidate captions were collected
through AMT, where the workers were shown three captions, two candidates and one
reference, and were asked to pick the candidate which is most similar to the reference
caption. This choice was based solely on sentence similarity, as the workers were never
shown the corresponding image. PASCAL-50S contains 50 whereas ABSTRACT-50S
contains 48 reference captions per candidate pair.

For our experiments we focus on comparing two human written captions i.e., 1) Human
Human Correct (HHC) and 2) Human Human Incorrect (HHI). In HHC and HHI categories,
both captions are human written, where in HHC both are correct and in HHI one candidate
caption is incorrect. PASCAL-50S also contains caption pairs generated by machine models
(MM category). However, we notice that majority of the machine generated captions are
of inferior quality, as the image captioning systems used for generating them are retrieval-
based, rule-based or template-based [Vedantam et al. 2015]. Captions generated by such
models are not representative of the state-of-the-art. Therefore, we only used captions
from HHC and HHI category, as they are comparatively closer in quality to the captions
generated by state-of-the-art models. We compute the scores for the given candidate pairs
using five randomly selected references, as done in literature [Anderson et al. 2016a].
Ideally, a metric should assign a higher score to the captions preferred by humans.

Table 8.3 shows the results of this experiment. In HHC, most of the metrics achieve a
low accuracy since differentiating between good quality captions is a difficult task. However,
WEmbSimF achieves the highest accuracy of 60.5 on ABSTRACT-50S and comes very
close (60.9) to the best performing metric METEOR (61.1) on PASCAL-50S. All other
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Figure 8.3: shows an image, corresponding correct caption, perturbed versions of the
original caption and the perturbation types.

Table 8.4: The distraction analysis on binary forced-choice tasks. The highest accuracy
for each task is shown in bold face.

Metric Share
Person

Share
Scene

Just
Person

Just
Scene Avg.

BLEU4 83.5 82.4 54.9 67.7 72.1
ROUGEL 86.8 86.8 83.4 94.1 87.8
METEOR 92.4 91.4 91.9 98.4 93.5
CIDEr 94.1 93.1 73.3 81.5 85.5
SPICE 88.5 88.8 78.1 92.0 86.9
WMD 94.3 92.5 86.3 96.9 92.5
WEmbSimE 92.5 91.4 89.4 96.6 92.5
WEmbSimG 91.8 90.2 95.1 99.6 94.2
WEmbSimW 93.9 92.2 93.6 98.8 94.6
WEmbSimF 92.5 91.2 95.7 99.6 94.8
# Instances 4596 2621 5811 2624 15,652

variants of our proposed measure, show a higher overall accuracy compared to other
handcrafted measures. The results in Table 8.3 highlight that WEmbSim, is a strong
baseline at matching human consensus scores for captions which differ in quality.

8.4.3 Distraction Analysis

We also analyse the robustness of our proposedmetric against various sentence perturbations.
For this experiment we use the dataset introduced in [Hodosh and Hockenmaier 2016]. We
report the performance on four different tasks namely 1) Share Person (SP), 2) Share Scene
(SS), 3) Just Person (JP) and 4) Just Scene (JS). An example of each of the four tasks is
shown in Figure 8.3. For the SP and SS tasks, the distractors contain the same person/scene
as the correct caption, however, the remaining part of the sentence is different. The JS
and JP distractors are just noun phrases and consist only of the scene/person of the correct
caption.

A robust metric should assign a higher score to the correct caption as compared to its
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Figure 8.4: Pairwise Spearman correlation of automatic metrics on MSCOCO captioning
challenge validation set.

Table 8.5: Pearson correlation between standalone/combined metrics and human assess-
ments for 12 teams on MSCOCO validation set.

Metric Metric +
WEmbSimE

Metric +
WEmbSimW

Metric +
WEmbSimG

Metric +
WEmbSimF

BLEU4 0.529 0.520 0.609 0.613 0.652
ROUGEL 0.388 0.411 0.519 0.522 0.567
METEOR 0.744 0.658 0.748 0.778 0.811
WMD 0.682 0.618 0.712 0.736 0.773
CIDEr 0.465 0.466 0.500 0.500 0.515
SPICE 0.762 0.656 0.745 0.785 0.813

perturbed version. Table 8.4 shows that WEmbSimF achieves the highest accuracy in JP
and JS category, showing that it can identify when a complete sentence (unperturbed) is
better than just a noun phrase (distractor). It can be noted that other sophisticated metrics
are comparatively not that robust to such perturbations. We also notice that the embedding-
based measures such as WMD and the variants of our WEmbSim achieve a higher overall
accuracy on the four tasks compared to the other measures.

Our metric performs no direct assessment of the word order and primarily focuses on
the word content (semantics). Similar to SPICE, WEmbSim neglects fluency of captions as
compared to other n-gram based measures. An obvious weakness of WEmbSim is that it
can trivially be fooled if it is presented with a caption that has the right content, in a random
order. For example, one could create an unordered list of keywords generated using object
detection. This would be scored quite highly by WEmbSim. The metric is thus ‘gameable’.
However, if this were expected, such inputs could be readily detected and assigned a poor
score either by using a general purpose language model, or by setting a minimal threshold
on the BLEU score.
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8.4.4 Is WEmbSim complementary to other commonly used caption-
ing measures?

To elucidate the usefulness and complementarity of WEmbSim to the existing unsupervised
metrics, we compute the correlation between our proposed measure and other existing
metrics. For this experiment, we use the same dataset that we used for the system-level
evaluation (Sec. 8.4.1 for details). We report Spearman correlation coefficient to maintain
consistency with the literature [Kilickaya et al. 2017]. From Figure 8.4 we observe that
the correlation between metrics that capture the similar linguistic properties is higher. For
example, lexical measures such as BLEU and ROUGEL correlate very strongly with each
other compared to semantic measures such as SPICE and WMD. Correlation of METEOR
is relatively lower to lexical measures compared to the semantic ones, since it captures
the semantic information using synonym matching. Amongst all measures WEmbSimF

shows a relatively lower correlation with the existing measures and even with the two other
variants WEmbSimE and WEmbSimW. This shows that WEmbSimF is complementary to
the existing measures.

To further strengthen our claim, we linearly combine the scores of the commonly
used measures and the variants of WEmbSim for 12 teams that participated in MSCOCO
Captioning Challenge. We evaluate and report the Pearson correlation of the combined
scores with the human judgements in Table 8.5. It can be seen from Table 8.5 that combining
WEmbSimF to the existing measures significantly improves their performance. This reflects
the complementarity and effectiveness of our proposed measure.

8.5 Discussion

The quality of the generated text can be rated on its fluency and adequacy [Sharif et
al. 2018b]. Fluency is the quality of the text to flow-well, and have both natural, and
grammatically correct word order. Adequacy is the quality of containing the correct and
suitable information. A vast majority of the state-of-the-art captioning models [M. Hossain
et al. 2019] are based on Recurrent Neural Network (RNN) [Tomas Mikolov et al. 2010]
language models for text generation. RNN models perform exceedingly well at generating
text with the correct order [Tomas Mikolov et al. 2010]. We thus can assume that the
generated captions are usually fluent. Therefore, the meaningful composition of the words
becomes a better discriminator in assessing the caption quality. Thus checking the word
content takes priority over the word order.

Linear combination of word embeddings (mean,sum) have shown to be surprisingly
powerful at the semantic tasks [Arora et al. 2017]. This is explained in large by their
ability to capture how words are used [Conneau et al. 2018], and a certain degree of lexical
similarities, such as synonyms [Tomas Mikolov et al. 2013d; Pennington et al. 2014]. If one
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has the correct word content, even a basic tri-gram language model is often able to produce
the correct sentence, particularly for short sentences [White et al. 2016]. Captions are
normally short, single sentences; rather than paragraphs of complex sentences. The simple
linear combination of word embeddings has shown its ability in capturing the compositional
semantics [R. Wang et al. 2017], which confirms our finding on its usefulness for caption
evaluation in this work.

Our experiments reflect the significance of the choice of embeddings in our proposed
model. FastText achieved the most promising results compared to other word embeddings.
The difference in performance can be attributed to various factors such as the word semantics
encoded by the pre-trained word embeddings, training criteria and training data. However,
as the word embedding models will continue to evolve, the performance of our proposed
metric can be improved even further by using stronger, effective and relevant embeddings.
Note however, the purpose of this work is not to propose the best metric, but rather setting
up a hard-to-beat simple baseline for more complex metrics to be justified.

8.6 Conclusion

We have presented a newmetricWEmbSim to automatically evaluate captions. WEmbSimF,
using FastText set of embeddings achieves the highest system-level correlation against
existing unsupervised methods and, it also achieves state-of-the-art results on the pairwise
classification task (HHI) on ABSTRACT-50S. A comprehensive correlation study against
popular unsupervised metrics shows that WEmbSim is complementary to other commonly
used measures.

Our work highlights the surprising effectiveness of word embeddings and WEmbSim
can serve as a strong baseline for caption evaluation. This is in the same sense of a null
model to any machine learning model. In order to justify the usefulness of a more complex
model, it has to outperform the null model. Similarly, in order to justify a more complex
metric, it has to perform better than WEmbSim.

Like many non-trivial methods for caption evaluation, WEmbSim does require an
external resource for its definition. However, rather than the resource being a trained
parser, or a lexical database, it is a set of pre-trained word embeddings. Such pre-trained
embeddings are publicly available for over 150 languages [Grave et al. 2018]. In general,
this makes our proposed method more readily deployable than any other method requiring
an external resource.
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Chapter 9

Conclusion and Future Work

The task of describing images in natural languages has garnered a lot of attention over the
past decade. Powered by deep visual and linguistic models, as well as large benchmark
datasets, image captioning has achieved promising results. To make further progress, it
is pertinent to objectively understand and analyze the limitations of the existing models.
This thesis reviewed a significant portion of the literature on image captioning, covering
methods, metrics, and datasets. Within a broad taxonomy of captioning models, the end-to-
end trainable, encoder-decoder based architectures are one of the most popular and widely
adopted frameworks in the literature. Though such frameworks are elegant and can be
optimized holistically towards a specific task, they often lack interpretability. Since such
models are trained to optimize for a certain metric score (improving the accuracy), thus,
they learn to regurgitate captions found in the training set and in turn suffer from the lack
of novelty and diversity. Hence, there is a need for newer frameworks which are capable of
generating accurate, as well as linguistically diverse and novel descriptions.

In this thesis, we have highlighted the significance of leveraging linguistic knowledge to
improve captioning. Leveraging word embeddings and linguistic information from captions
relevant to the visual content have shown promising performance. This points towards the
fact that the visual information is necessary, but not sufficient, and lacks some important
ingredients for successful captioning. To construct meaningful and correct sentences,
understanding the semantic relationships between visual objects plays a significant role. To
illustrate, for the sentence ‘a cow flying over a bridge under a sea’, is syntactically correct,
but semantically wrong and unusual English sentence. The words ‘cow’ and ‘flying’ rarely
co-occur in an English sentence, similarly ‘bridge’ does not normally co-occur with ‘sea’.
Humans use common sense to avoid such mistakes, and similarly captioning models can
leverage contextual semantics captured by word embeddings to mitigate such errors. We
also highlight that utilizing information of the target domain (language), i.e., semantics and
syntactics of relevant captions can be beneficial for captioning. In doing so, the model will
have the access to useful linguistic contexts, in addition to the necessary visual content.

Since the task of image captioning involves both visual and linguistic understanding,
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improving the later can enable themodels to better express the visual information. Linguistic
understanding consists of various aspects, and one of the stepping-stones in language
development is the understanding of the composition of words, phrases and eventually
sentences. Combining alphabets or sequence of alphabets (subword) into new words
is one of the foundational skills that helps in acquiring meaning from text. To develop
the understanding of both sentence as well as word composition, we proposed subword-
tokenization and subword-language modeling for captioning. This enabled our model
to exploit the relationships between word segments and effectively handle rare or out-of-
vocabulary words. An interesting and important future direction is to explore more effective
subword-tokenization schemes for image captioning. Image captioning models developed
for compositional languages such as Mandarin and Japanese, could potentially benefit from
this.

Since the aim of this research is to design models which can understand and explain
the visual world like humans do, it is useful to understand how humans develop this ability
over time. Human experience is not limited to a dataset of image-caption pairs, it is rather
a life-long learning process. However, current captioning systems are limited to a hundred
thousand examples, and a limited number of object categories. Internet is cheap and it is a
prominent source of multi-modal data. However, the availability of parallel corpora pairing
images with captions/descriptions is relatively scarce compared to the plethora of unpaired
linguistic and visual data on Internet. Captioning models, which can fuse linguistic and
visual knowledge in an unsupervised manner, can untap the potential of such ever-growing
data.

In this era of deep learning, machine models are only as good as the training data and
evaluation metrics. Both the training datasets and evaluation schemes play a significant role
in the development and success of accurate and robust models. The availability of various
benchmark vision-to-language datasets has expedited the research in image captioning.
However, there is no single dataset that caters for all of the quality aspects such as diversity,
sentiments, and succinctness. Apart from that, the majority of the image captioning datasets
are developed for English language, even though there are more than 7,000 languages spoken
around the world.

Finally, the significance of reliable automatic evaluation metrics is vital for the fine-
grained analysis and advancement of image captioning systems. Connecting vision and
language or translating between them is not a straightforward task. Similarly evaluating
the quality of the translated output is fraught with challenges. Image captioning relies
on a handful of unsupervised measures to evaluate models, which are often criticized for
their lack of strong correlation with human judgments, and have various other limitations.
Figure 9.1 shows an example which illustrates the limitation of the metrics, CIDEr, and
METEOR, over which the captioning models are commonly optimized. For an image, two
candidate captions are shown, both of which have been assigned an equal score by CIDEr
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Figure 9.1: Example of scores of few commonly used metrics such as CIDEr-D (C),
METEOR (M), and SPICE (S) for the captions generated by our proposed model R3Cap
and a baseline.

despite their obvious difference in quality. CIDEr measures the quality by counting the
n-gram matches between the candidate and the reference captions. However, a high number
of n-gram matches cannot always be indicative of a high caption quality, and vice versa.

Integrating assessment scores of different measures is an intuitive and reasonable way
to improve the current image captioning evaluation methods. Through this methodology,
each metric plays the role of a judge, assessing the quality of captions in terms of lexical,
grammatical or semantic accuracy. Machine learning offers a systematic approach to do so
and this thesis shows the effectiveness of learned measures compared to the unsupervised
counterparts. However, the unavailability of datasets for training evaluators is a major
roadblock and needs attention in the future.

Currently, image captioning models are evaluated on certain aspects such as the lexical
overlap and semantic correspondence with references. However in the future, other aspects
of caption quality should be paid attention to, such as naturalness, diversity and personali-
sation. In the quest to find solutions or to achieve state-of-the-art, networks are growing
increasingly complex, often losing track of explainablility, generalization and efficiency.
These three attributes are very important traits for any model to qualify for practical use.
Many future works are needed to realize our dream of articulating the thousand words
entrenched in a picture.
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Appendix A

Appendix for SubICap: Towards
Subword-informed Image Captioning

A.1 Image Captioning Model

In this chapter, we adopt the image captioning model proposed by Herarde et al., Herdade
et al. 2019. It uses a Transformer based encoder-decoder model. The encoder consists of six
layers, where each layer is composed of a multi-head self-attention layer and a feed-forward
neural network. The multi-head self-attention layer consists of eight identical heads, each
of which computes a query Q, key K and value V for the N token embeddings, given by:

Q = YWQ, K = YWK , K = YWV (A.1)

where, Y is the input tokenmatrix containing the visual-appearance embeddings {y1, y2, .., yN}
andWQ,WV , andWK are the learned projections. The attention weight matrix θ for the
visual features is formulated as:

θA =
QKT

√
dk

(A.2)

where, θA is an attention weight matrix (N ×N ), whose element ωlmA corresponds to the
attention weights between the lth and mth tokens. θA is modified by incorporating rela-
tive geometric features {g1, g2, ..., gN} of objects. The visual appearance-based attention
weights ωlmA between the lth andmth object are multiplied by geometric attention weights,
given by:

ωlmG = ReLU(Emb(λ(l,m))WG) (A.3)

where, Emb(.) computes a positional embedding, WG is a transformation matrix and
λ(l,m) is a displacement vector corresponding to objects l and m. λ(l,m) for an object
pair is calculated using geometric features, such as center coordinates (xl, yl), (xm, ym)),
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widths (wl, wm) and heights (hl, hm).

λ(l,m) = log

(
|xl − xm|

wl

)
, log

(
|yl − ym|

hl

)
,

log

(
wm
wl

)
, log

(
hm
hl

)
The geometric and visual-appearance attention weights ωlmG and ωlmA respectively are

combined to form visual-geometric attention wights ωlm, which are computed as:

ωlm =
ωlmG exp(ωlmA )∑N
i=1 ω

li
G exp(ωliA)

(A.4)

The output of each attention head is formulated as:

Head(Y ) = softmax(θ)V (A.5)

where, θ is an NxN matrix, whose elements are the visual-geometric attention wights ωlm.
The outputs of all the attention heads (8 in our case) are concatenated and then multiplied
to a learned projection matrixWo, which is given by:

MultiHead(Q,K, V ) = Concat(Head1, .., Head8)Wo (A.6)

Next, the output of the self-attention layer (MultiHead) is fed to a point-wise feed-
forward network (FFN). Similar to [Herdade et al. 2019] and [Vaswani et al. 2017], the
FFN consists of two linear projection layers with a ReLU activation function in between.

FFN(z) = max(0, zW1 + b1)W2 + b2 (A.7)

The decoder then uses the output embeddings q = (q1, q2,... qN ) generated from the
last encoder layer, to generate a sequence of subwords. We keep the encoder and decoder
architecture of the transformer identical to [Herdade et al. 2019] and refer the reader
to [Herdade et al. 2019] and [Vaswani et al. 2017] for more details on the transformer
architecture.

A.2 Additional Pre-processing Details

The conventional method of forming vocabulary for the image captioning models is; to
first segment the captions into tokens (words in this case) using whitespace, and then
filtering off tokens that occur less than a threshold value (generally 3-5). The filtered
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tokens are then used as vocabulary. Moreover, captions longer than a certain token length
are truncated. We observe that a variation in vocabulary size and caption length impacts
the model performance, and thus these parameter have to be chosen carefully. For our
experiments, we truncate captions longer than 16 words, therefore, the maximum length of
training captions in case of the baseline is 16 words. For the baseline model, each token
corresponds to a word, whereas for SubICap which uses subword segmentation, each token
might not correspond to a word, rather a subword. The maximum sequence length in case
of subword modeling is longer than word-level modeling, as shown in Table A.1

In our case of subword tokenization, we notice that larger vocabulary size, results into
shorter sequences compared, shown in Table A.1. Therefore, we adopt a filtering method to
cater for overly long sequence of tokens (which are a small percentage of training examples).
We select a token threshold τ such that 99% of the captions are unaltered, whereas the
remaining 1% are truncated to length τ . The value of τ varies with the vocabulary size i.e.,
ranging between 19 to 38 for our models.

For training our captioning model, the tokenized captions are converted to sequence of
ids using vocabulary to id mapping. We reserve vocabulary ids for special symbols such
as EOS (End Of Sentence) and UNK (unkown). During inference the sequence of ids are
mapped to a sequence of tokens, which are then detokenized to obtain the output captions.

De-tokenization is used when the captioning model generates a sequence of tokens as
output. Those tokens are fed to the detokenizer to transform them into a caption. Following
is an arbitrary example of a tokenized and detokenized caption:

• Tokenized Caption: [the][_cat][_is][_sleep][ing]

• De-tokenized Caption: the cat is sleeping

Since white-space is preserved in the tokenized caption, it makes it very easy to de-tokenize
and reproduce the raw caption with the following python script:

detok = ‘’.join(tokens).replace(‘_’, ‘ ’)

Models Vocabulary Size Max. Sequence Length
(# of tokens)

Baseline 9,486 16
Ours-3k 3,078 19
Ours-2k 2,079 21
Ours-1k 1,085 24
Ours-500 579 31
Ours-300 335 38

Table A.1: shows the comparison between the models in terms of the maximum training
sequence length.
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Models Unique Captions
(%age) Trainable Parameters Max. Sequence Length

(# of tokens)

Baseline 69.0 54.9M 16
SubICap-char 75.3 45.3M 82
SubICap-bpe 74.0 46.3M 25
SubICap-1k 74.8 46.3M 24

Table A.2: Comparison between models which differ in terms of the tokenization of
training captions.

Models Segment/token Tokenizer Vocab size B1 B2 B3 B4 M R C S

Baseline Word Standard Whitespace 9,486 75.2 58.8 44.6 33.7 27.5 55.5 111.0 21.0
SubICap-bpe Subword BPE 1,076 75.8 59.7 46.1 35.5 29.7 56.6 114.4 21.1
SubICap-char Subword Character-based 95 75.4 59.2 45.5 34.8 29.2 55.7 113.0 21.0

SubICap-1k Subword Unigram Language Model 1,085 76.7 60.8 47.1 36.2 29.7 56.9 116.1 21.2

Table A.3: Impact of various segmentation algorithms on the metric performance.

A.3 Comparison between Various Tokenization Methods

Tokenization refers to the process of segmenting stream of characters into individual units,
known as tokens. The sequence of tokens are then mapped to ids, in order to train the
language model. Tokenization is one of the most important steps in language modeling
because it impacts the way a model sees the textual input, i.e., as a sequence of words,
subwords or characters.

Tokenization can help reduce the vocabulary size [Kudo 2018] and increase the train-
ing examples for each token in the vocabulary. Domingo et. al, [Domingo et al. 2018]
investigated the impact of various tokenizers on machine translation quality. They found
that tokenizers had significant impact on the quality of translations. Here, we experiment
with different tokenization methods: word-level, character-level and subword-level.

For word-level tokenization, we use a standard whitespace tokenizer, which segments
the words in captions using whitespace as a separator. For character and subword-level
tokenization, we use SentencePiece [Kudo and Richardson 2018], and specify the modes
in the tool. For example, in order to perform character-level segmentation we specify
mode=‘char’, and a vocabulary= 95 (since there are 95 printable ASCII characters, which
include alphabets, numbers and punctuation marks etc.,). For subword segmentation we
compare two algorithms, 1) BPE and 2) Unigram Language Model.

Results of our experiments are reported in Table A.3 and Table A.2, which show the
impact of different tokenization methods on the metric scores, vocabulary size, trainable
model parameters and percentage of unique captions. SubICap-1k, which uses Unigram
Language Model for subword tokenization, achieves the best metric scores amongst all.
SubICap-1k also strikes a balance between maximum sequence length and number of model
parameters compared to character and word-level tokenization-based methods (Baseline
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Figure A.1: Qualitative comparison of captions generated by our model (SubICap-1k) and
baseline for images in the MSCOCO offline test set. Mistakes are highlighted in red color.

Figure A.2: Qualitative comparison of captions generated by our model (SubICap-1k) and
baseline for images in the MSCOCO offline test set. Captions generated by our model are
lexically better compared to the ones generated by the baseline

and SubICap-char)

A.4 Qualitative Comparison

In order to perform a qualitative comparison between our proposed model (SubICap-1k) and
the baseline, we provide the examples of captions generated by these models in Figure A.1,
Figure A.2, Figure A.3, and Table A.4. Both models (baseline and SubICap) are fine-tuned
for CIDEr-D score, and use a beam size of 5 during inference. Table A.4 shows examples
of captions which differ in lexical as well as semantic quality, however, still achieve an
equal CIDEr-D score. Figure A.2 and Figure A.3 show comparison between captions which
differ in terms of the lexical quality. Our model achieved a higher METEOR score than
the baseline, which reflects that the captions generated by our model are lexically sound
[Sharif et al. 2019]. The examples shown in Figure A.2 and Figure A.3, further strengthen
our point of view.
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SUBWORD-INFORMED IMAGE CAPTIONING

Images Captions and Scores Ground Truth Captions

Ours: ‘a man on a horse herd-
ing a herd of sheep’
[C: 179.1, M: 31.1, S: 34.4]

Baseline: ‘a man riding a
horse next to a herd of sheep’
[C: 179.1, M: 30.8, S: 20.6]

GT1: ‘a herd of sheepwalking
across green grass’
GT2: ‘a man on a horse cor-
ralling sheep with his two
dogs’
GT3: ‘a man and two dogs
gathering a herd of sheep’

Ours: ‘a woman riding a
horse jumping over an obsta-
cle’
[C: 154.3, M: 93.6, S: 20.6]

Baseline: ‘a woman riding a
horse jumping over two pink
cones’
[C: 154.3, M: 93.6, S: 12.9]

GT1: ‘a young person ridding
a horse jumps a gate in a com-
petition’
GT2: ‘a woman is riding a
horse as it jumps over a bar’
GT3: ‘a woman riding a horse
jumps over an obstacle’

Ours: ‘a pizza with peppers
and olives in a box’
[C: 93.6, M: 22.6, S: 17.1]

Baseline:‘a pizza with olives
and cheese on a table’
[C: 93.6, M: 13.8, S: 11.4]

GT1: ‘large pizza covered
in pepperoni, olives, peppers,
onions and mushrooms’
GT2: ‘pizza with everything
on it sitting on counter’
GT3: ‘a very big pizza that
was just made to order’

Ours: ‘a young boy holding a
baseball bat in a batting cage’
[C: 152.9, M: 27.3, S: 19.1]

Baseline: ‘a young boy hold-
ing a baseball bat at a ball’
[C: 152.9 , M: 21.1, S: 19.3]

GT1: ‘young boy ready to bat
in a little league uniform’
GT2: ‘a boy in a helmet and
uniform holding a bat’
GT3: ‘a boy holding a base-
ball bat next to fence and wear-
ing a baseball helmet’

Ours: ‘ a clock on top of a
mantle in front of a wall’
[C: 102.3, M: 19.0, S: 26.3]

Baseline: ‘a clock sitting on
top of a table with a statue’
[C: 102.3 , M: 20.0, S: 17.6]

GT1: ‘a golden clock rhino
sculpture sitting on top of a
fireplace’
GT2: ‘a clock on top of a
rhino on a shelf’
GT3: ‘gold clock on a base
shaped like a rhinoceros and
a sign on a shelf in front of a
painting’

Table A.4: A comparison of captions generated by our model vs. baseline. Scores of few
commonly used metrics such as CIDEr-D (C), METEOR (M), and SPICE (S) are provided
with the generated captions. The captions are generated by models (baseline and SubICap)
fine-tuned for CIDEr-D score, setting beam size to 5.
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A.4. QUALITATIVE COMPARISON

Figure A.3: More examples of captions generated by our model (SubICap-1k) and baseline
for images in the MSCOCO offline test set. Captions generated by our model are lexically
better compared to the ones generated by the baseline
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Appendix B

Appendix for LCEval: Learned
Composite Metric for Caption
Evaluation

B.1 Performance on Machine Translations

To analyze the performance of our learned metric on sentences from a different domain,
we experiment with the Machine Translation (MT) dataset. The MT dataset used in WMT
shared metrics task Q. Ma et al. 2018 are publicly available along with the human judg-
ments. The metrics are required to evaluate the translation quality based on the linguistic
comparison against reference translations. To the best of our knowledge, such analysis has
never been performed. For this experiment we use a dataset from WMT18 Metrics Shared
Task Q. Ma et al. 2018 i.e., Direct Assessment (DA) segment-level Newstest2016 which
contains segment-level human scores for Machine Translations.

We focus on tasks involving translation to English from other languages. DAseg
WMT16 contains translations from 6 source languages: Finnish (FI), Czech (CS), Russian
(RU), German (DE), Roman (RO), Turkish (TR), containing 560 sentences each. We
assess our metrics in terms of Kendall’s correlation with human judgments across different
languages. We also evaluate the macro average of Kendall correlation across different
languages. The human quality judgments are based on the similarity between the reference
and candidate translation, the more similar it is to the reference the better it is in quality.

It can be seen that machine translation metric METEOR achieves the highest sentence-
level correlation with human judgments across all the languages. Whereas captioning
specific metrics show a comparatively lower performance. Amongst the captioning specific
metrics LCEval, or its variants show the best sentence-level correlation on most of the
language pairs. One particular reason for this is that LCEval is a learned-composite measure
and we believe that its performance could be improved further by training it on Machine
Translations.
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B.2. IMPACT OF USING MIN AND MEAN OPERATION OVER THE
REFERENCE CAPTIONS

Table B.1: Sentence-level Kendall correlation on WMT shared metrics segment-level
Newstest2016. All p-values are less than 0.001

Metric CS-EN DE-EN FI-EN RO-EN RU-EN TR-EN Average
BLEU1 0.418 0.299 0.295 0.328 0.329 0.358 0.338
BLEU4 0.354 0.238 0.238 0.290 0.268 0.276 0.277
ROUGEL 0.471 0.354 0.340 0.354 0.357 0.368 0.374
METEOR 0.479 0.340 0.378 0.417 0.406 0.424 0.408
CIDErD 0.398 0.266 0.293 0.330 0.316 0.360 0.327
SPICE 0.312 0.219 0.222 0.268 0.263 0.293 0.263
WMD 0.375 0.270 0.286 0.312 0.310 0.324 0.313
SPIDEr 0.403 0.283 0.287 0.338 0.338 0.363 0.336
Semantic 0.371 0.272 0.281 0.31 0.327 0.353 0.320
Syntactic 0.411 0.315 0.33 0.37 0.309 0.315 0.340
Lexical 0.437 0.288 0.339 0.383 0.368 0.385 0.370
Sem-Syn 0.356 0.258 0.265 0.294 0.312 0.341 0.300
Sem-Lex 0.412 0.285 0.311 0.361 0.363 0.374 0.350
Syn-Lex 0.432 0.288 0.339 0.395 0.361 0.368 0.360
LCEval 0.419 0.294 0.318 0.364 0.363 0.377 0.356

B.2 Impact of using min and mean operation over the ref-
erence captions

We come to an understanding that LCEval is sensitive to the quality and number of reference
captions used. Moreover, some of the metrics whose scores are used as features in LCEval,
use ‘max’ operation over the reference captions, which limits their ability to exploit a larger
number of reference captions. Therefore, as a proof of concept, we trained two different
versions of LCEval: LCEvalmin and LCEvalmean. For LCEvalmin we used ‘min’ operation
over the reference captions for all the following features: n-gram precision, unigram recall,
HWCM and MOWE. We do not change the implementations of other metrics and leave
them as they are. For LCEvalmean we use ‘mean’ operation over the reference captions.
Whereas LCEval uses the ‘max’ operation over the reference.

We test the trained metrics on the PASCAL50S dataset by varying the number of
references. For this experiment we keep the step size for the reference sentences equal to
five. Figure B.1 shows the results of our experiment. It is evident that using a ‘min’ or
‘mean’ operation helps the metric exploit a larger number of reference captions compared
to the ‘max’ operation. However, we did not analyze the impact of using a ‘min’ or ‘mean’
operation on correlation and robustness and we leave this for future work.
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APPENDIX B. APPENDIX FOR LCEVAL: LEARNED COMPOSITE METRIC
FOR CAPTION EVALUATION

Figure B.1: Accuracy graphs with a variable number of reference captions for LCEval,
LCEvalmin and LCEvalmean. LCEval, uses max operation over the reference captions,
whereas LCEvalmin and LCEvalmean use min and mean operation respectively. It is evident
that using a ’min’ or ’mean’ operation helps the metric exploit a larger number of reference
captions compared to the ’max’ operation.

B.3 Qualitative Results

Various examples of candidate captions, along with the ground truth captions and their
evaluation scores generated by SPICE, CIDErD, METEOR and our proposed metric LCEval
are shown in Figures B.2 - B.14 . Note that CIDErD scores are in the range of 0 to 10,
whereas all other metric scores are in the range of 0 to 1.

182



B.3. QUALITATIVE RESULTS

Table B.2: A comparison of the impact of three different feature groups on the learned
metric in terms of correlation coefficients

Remove this group Use only this group
Feature
Group Pearson Spearman Kendall Pearson Spearman Kendall

All features - - - 0.562 0.543 0.418
Semantic 0.528 0.512 0.387 0.502 0.483 0.372
Lexical 0.499 0.482 0.366 0.524 0.508 0.409
Syntactic 0.551 0.529 0.413 0.396 0.392 0.298

Figure B.2: Candidate caption: ‘a man is helping a little boy learn how to ride a bicycle’
Reference:‘The young boy learns how to ride a bike with his dad’
SPICE score: 0.59
CIDErD score: 1.38
METEOR score: 0.43
LCEval score: 0.99

183



APPENDIX B. APPENDIX FOR LCEVAL: LEARNED COMPOSITE METRIC
FOR CAPTION EVALUATION

Figure B.3: Candidate caption: ‘a young boy tossing a soccer ball across a field’
Reference:‘A young boy deflecting a soccer ball away from the net’
SPICE score: 0.59
CIDErD score: 0.93
METEOR score: 0.32
LCEval score: 0.95

Figure B.4: Candidate caption: ‘a man on a motorcycle is riding a dirt bike’
Reference:‘Two motocross bikes are being raced around a dirt track’
SPICE score: 0.07
CIDErD score: 0.49
METEOR score: 0.19
LCEval score: 0.55
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B.3. QUALITATIVE RESULTS

Figure B.5: Candidate caption: ‘a man is standing on a bench with his arms outstretched’
Reference:‘People travel up the elevator together’
SPICE score: 0.0
CIDErD score: 0.0
METEOR score: 0.03
LCEval score: 0.25

Figure B.6: Candidate caption: ‘a toddler girl plays with another younger toddler girl’
Reference:‘Two young children sitting together playing’
SPICE score: 0.0
CIDErD score: 0.0
METEOR score: 0.02
LCEval score: 0.19
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FOR CAPTION EVALUATION

Figure B.7: Candidate caption: ‘a brown and white dog is sitting in some grass and a red
and white fire hydrant’
Reference:‘a brown and white dog is sitting in some grass and a red and white fire hydrant’
SPICE score: 0.66
CIDErD score: 3.09
METEOR score: 0.49
LCEval score: 0.99

Figure B.8: Candidate caption: ‘a woman handing another woman a birthday cake filled
with candles’
Reference:‘A woman holding a blue birthday cake with stars and candles on it and another
woman in front of the cake’
SPICE score: 0.27
CIDErD score: 1.13
METEOR score: 0.23
LCEval score: 0.80
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B.3. QUALITATIVE RESULTS

Figure B.9: Candidate caption: ‘a few people walking in a store near each other’
Reference:‘two people walking near a person using a cell phone’
SPICE score: 0.13
CIDErD score: 0.86
METEOR score: 0.21
LCEval score: 0.74

Figure B.10: Candidate caption: ‘a man wearing a reflective vest sits on the sidewalk and
holds up pamphlets with bicycles on the cover’
Reference:‘Man in bright yellow vest displays bicycle safety information on street’
SPICE score: 0.14
CIDErD score: 0.30
METEOR score: 0.23
LCEval score: 0.65
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Figure B.11: Candidate caption: ‘a man is surfing in a large wave’
Reference:‘A man is standing on an elephant lying in some water’
SPICE score: 0.09
CIDErD score: 0.19
METEOR score: 0.17
LCEval score: 0.26

Figure B.12: Candidate caption: ‘an elderly women is sitting in a chair on one side of a
room with a group of musicians including a cellist and guitar player and on the other side
of the room a group of people are sitting on chairs’
Reference:‘Music being played by several individuals while a happy crowd sits and listens’
SPICE score: 0.2
CIDErD score: 0.22
METEOR score: 0.16
LCEval score: 0.85
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B.3. QUALITATIVE RESULTS

Figure B.13: Candidate caption: ‘the iguanas wrestled along the rocky water bank’
Reference:‘Two oriental lizards are fighting for dominance in a small pond’
SPICE score: 0.0
CIDErD score: 0.04
METEOR score: 0.18
LCEval score: 0.36

Figure B.14: Candidate caption: ‘a man in a red shirt is holding a large sign’
Reference:‘A young lady and man dressed in warriors costume wielding sticks with a group
of people in the background’
SPICE score: 0.04
CIDErD score: 0.14
METEOR score: 0.09
LCEval score: 0.12
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